

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create a /home/docs/checkouts/readthedocs.org/user_builds/znn-release/checkouts/stable/index.rst or /home/docs/checkouts/readthedocs.org/user_builds/znn-release/checkouts/stable/README.rst file with your own content.

If you want to use another markup, choose a different builder in your settings.
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ZNN v4


Required libraries

Supports Linux and MacOS. When using MKL fftw is not required

|Library|Ubuntu package name|
|:—–:|——————-|
|fftw [http://www.fftw.org/]|libfftw3-dev|
|boost [http://www.boost.org/]|libboost-all-dev|
|BoostNumpy [http://github.com/ndarray/Boost.NumPy]|NA|
|jemalloc [http://www.canonware.com/jemalloc/]|libjemalloc-dev|




Compiler flags

|Flag|Description|
|:—–:|——————-|
|ZNN_CUBE_POOL|Use custom memory pool, usually faster|
|ZNN_CUBE_POOL_LOCKFREE|Use custom lockfree memory pool, even faster (some memory overhead)|
|ZNN_USE_FLOATS|Use single precision floating point numbers|
|ZNN_DONT_CACHE_FFTS|Don’t cache FFTs for the backward pass|
|ZNN_USE_MKL_DIRECT_CONV|Use MKL direct convolution|
|ZNN_USE_MKL_FFT|Use MKL fftw wrappers|
|ZNN_USE_MKL_NATIVE_FFT|Use MKL native convolution overrides the previous flag|
|ZNN_XEON_PHI|64 byte memory alignment|




Compile gcc and clang

g++ -std=c++1y training_test.cpp -I../../ -I../include -lfftw3 -lfftw3f -lpthread -pthread -O3 -DNDEBUG -o training_test








Compile icc

icc -std=c++1y training_test.cpp -I../../ -I../include -lpthread -lrt -static-intel -DNDEBUG -O3 -mkl=sequential -o training_test








Contact


	Aleksander Zlateski <zlateski@mit.edu>









          

      

      

    

  

    
      
          
            
  
ZNN v4 python interface


Required libraries

Supports Linux and MacOS.

|Library|Ubuntu package name|
|:—–:|——————-|
|fftw [http://www.fftw.org/]|libfftw3-dev|
|boost [http://www.boost.org/]|libboost-all-dev|
|BoostNumpy [http://github.com/ndarray/Boost.NumPy]|NA|
|jemalloc [http://www.canonware.com/jemalloc/]|libjemalloc-dev|
|tifffile [https://pypi.python.org/pypi/tifffile]|python-tifffile|




Compile


	gcc : make

	icc with mkl : make mkl






Compiler flags

|Flag|Description|
|:—–:|——————-|
|ZNN_CUBE_POOL|Use custom memory pool, usually faster|
|ZNN_CUBE_POOL_LOCKFREE|Use custom lockfree memory pool, even faster (some memory overhead)|
|ZNN_USE_FLOATS|Use single precision floating point numbers|
|ZNN_DONT_CACHE_FFTS|Don’t cache FFTs for the backward pass|
|ZNN_USE_MKL_DIRECT_CONV|Use MKL direct convolution|
|ZNN_USE_MKL_FFT|Use MKL fftw wrappers|
|ZNN_USE_MKL_NATIVE_FFT|Use MKL native convolution overrides the previous flag|
|ZNN_XEON_PHI|64 byte memory alignment|




Usage


Train

python train.py ../experiments/config.cfg

if you use python train.py, the default is config.cfg in current folder.




Forward pass

python forward.py ../experiments/config.cfg




Visualize learning curve

python zstatistics.py ../experiments/net_statistics.py






Contact


	Aleksander Zlateski <zlateski@mit.edu>

	Kisuk Lee           <kisuklee@mit.edu>

	Jingpeng Wu         <jingpeng@princeton.edu>

	Nicholas Turner     <nturner@cs.princeton.edu>









          

      

      

    

  

    
      
          
            
  
ZNN training on AWS using spot instances

this script can create a cluster including an on-demand master node and several spot-instance worker nodes. whenever the spot instance node got terminated by price, the script will create a new spot instance request. Thus, creating a kind of “persistance” spot worker node.

##Setup


	install starcluster [http://star.mit.edu/cluster/docs/latest/installation.html]. easy_install StarCluster

	download StarCluster [https://github.com/jtriley/StarCluster] and set the StarCluster folder as a PYTHONPATH.
	git clone https://github.com/jtriley/StarCluster.git

	put this line export PYTHONPATH=$PYTHONPATH:"/path/to/StarCluster" to the end of ~/.bashrc file.

	run source ~/.bashrc

	you may need to create a new terminal (make the .bashrc file be effective)





	edit and move config file to ~/.starcluster/.
	setup the keys in config.

	set the AMI and volume id.

	setup all the parameters with a mark of XXX





	set some additional parameters in the script.
* cluster name
* instance type
* biding for the spot instance
* commands for each spot instance



##Tutorial
now, you are almost ready.


	set the node_name in script to choose the command you want to run. (normally, we use network name as node name)

	modify the command dict to execute training commands after the node was launched. the node_name is the key of command dict.

	run the main script: python aws_train.py
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