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Welcome to TxMongo’s documentation!


What is TxMongo

TxMongo is a pure-Python Twisted MongoDB client library that implements:


	Asynchronous client driver to MongoDB



Get it from PyPI [https://pypi.python.org/pypi/TxMongo], find out what’s new in the Changelog!




Quick Usage Example

from OpenSSL import SSL
from txmongo.connection import ConnectionPool
from twisted.internet import defer, reactor, ssl

class ServerTLSContext(ssl.DefaultOpenSSLContextFactory):
    def __init__(self, *args, **kw):
        kw['sslmethod'] = SSL.TLSv1_METHOD
        ssl.DefaultOpenSSLContextFactory.__init__(self, *args, **kw)

@defer.inlineCallbacks
def example():
    tls_ctx = ServerTLSContext(privateKeyFileName='./mongodb.key', certificateFileName='./mongodb.crt')
    mongodb_uri = "mongodb://localhost:27017"

    mongo = yield ConnectionPool(mongodb_uri, ssl_context_factory=tls_ctx)

    foo = mongo.foo  # `foo` database
    test = foo.test  # `test` collection

    # fetch some documents
    docs = yield test.find(limit=10)
    for doc in docs:
        print doc

if __name__ == '__main__':
    example().addCallback(lambda ign: reactor.stop())
    reactor.run()
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txmongo package


Submodules




txmongo.collection module


	
class txmongo.collection.Collection(database, name, write_concern=None, codec_options=None)[source]

	Bases: object

Creates new Collection object





	Parameters:	
	database – the Database instance to get collection from

	name – the name of the collection to get

	write_concern – An instance of WriteConcern.
If None, database.write_concern is used.

	codec_options – An instance of CodecOptions.
If None, database.codec_options is used.










	
aggregate(pipeline, full_response=False)[source]

	




	
bulk_write(requests, ordered=True)[source]

	




	
codec_options

	Read only access to the CodecOptions
of this instance.

Use coll.with_options(codec_options=CodecOptions(...)) to change
codec options.






	
count(filter=None, **kwargs)[source]

	Get the number of documents in this collection.





	Parameters:	
	filter – argument is a query document that selects which documents to
count in the collection.

	hint – (keyword only)
hint instance specifying index to use.

	limit (int) – (keyword only)
The maximum number of documents to count.

	skip (int) – (keyword only)
The number of matching documents to skip before returning results.






	Returns:	a Deferred that called back with a number of
documents matching the criteria.












	
create_index(sort_fields, **kwargs)[source]

	




	
database

	The Database that this Collection
is a part of.






	
delete_many(filter)[source]

	




	
delete_one(filter)[source]

	




	
distinct(key, filter=None)[source]

	




	
drop()[source]

	




	
drop_index(index_identifier)[source]

	




	
drop_indexes()[source]

	




	
ensure_index(sort_fields, **kwargs)[source]

	




	
filemd5(spec, **kwargs)[source]

	




	
find(filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs)[source]

	Find documents in a collection.

Ordering, indexing hints and other query parameters can be set with
sort argument. See txmongo.filter for details.





	Parameters:	
	filter – MongoDB query document. To return all documents in a collection,
omit this parameter or pass an empty document ({}). You can pass
{"key": "value"} to select documents having key field
equal to "value" or use any of MongoDB’s query selectors [https://docs.mongodb.org/manual/reference/operator/query/#query-selectors].

	projection – a list of field names that should be returned for each document
in the result set or a dict specifying field names to include or
exclude. If projection is a list _id fields will always be
returned. Use a dict form to exclude fields:
projection={"_id": False}.

	skip – the number of documents to omit from the start of the result set.

	limit – the maximum number of documents to return. All documents are
returned when limit is zero.

	sort – query filter. You can specify ordering, indexing hints and other query
parameters with this argument. See txmongo.filter for details.






	Returns:	an instance of Deferred that called back with a list with
all documents found.












	
find_and_modify(query=None, update=None, upsert=False, **kwargs)[source]

	




	
find_one(filter=None, projection=None, **kwargs)[source]

	Get a single document from the collection.

All arguments to find() are also valid for find_one(),
although limit will be ignored.





	Returns:	a Deferred that called back with single document
or None if no matching documents is found.










	
find_one_and_delete(filter, projection=None, sort=None, **kwargs)[source]

	




	
find_one_and_replace(filter, replacement, projection=None, sort=None, upsert=False, return_document=ReturnDocument.BEFORE)[source]

	




	
find_one_and_update(filter, update, projection=None, sort=None, upsert=False, return_document=ReturnDocument.BEFORE)[source]

	




	
find_with_cursor(filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs)[source]

	Find documents in a collection and return them in one batch at a time.

Arguments are the same as for find().





	Returns:	an instance of Deferred that fires with tuple of (docs, dfr),
where docs is a partial result, returned by MongoDB in a first batch and
dfr is a Deferred that fires with next (docs, dfr). Last result
will be ([], None). You can iterate over the result set with code like that:@defer.inlineCallbacks
def query():
    docs, dfr = yield coll.find(query, cursor=True)
    while docs:
        for doc in docs:
            do_something(doc)
        docs, dfr = yield dfr
















	
full_name

	Full name of this Collection, i.e.
db_name.collection_name






	
group(keys, initial, reduce, condition=None, finalize=None, **kwargs)[source]

	




	
index_information()[source]

	




	
insert(docs, safe=None, flags=0, **kwargs)[source]

	Insert a document(s) into this collection.

Please consider using new-style insert_one() or
insert_many() methods instead.

If document doesn’t have "_id" field, insert() will generate
new ObjectId and set it to "_id" field of the document.





	Parameters:	
	docs – Document or a list of documents to insert into a collection.

	safe – True or False forces usage of respectively acknowledged or
unacknowledged Write Concern. If None, write_concern is
used.

	flags – If zero (default), inserting will stop after the first error
encountered. When flags set to
txmongo.protocol.INSERT_CONTINUE_ON_ERROR, MongoDB will
try to insert all documents passed even if inserting some of
them will fail (for example, because of duplicate _id). Not
that insert() won’t raise any errors when this flag is
used.






	Returns:	Deferred that fires with single _id field or a list of
_id fields of inserted documents.












	
insert_many(documents, ordered=True)[source]

	Insert an iterable of documents into collection





	Parameters:	
	documents – An iterable of documents to insert (list,
tuple, ...)

	ordered – If True (the default) documents will be inserted on the server
serially, in the order provided. If an error occurs, all remaining
inserts are aborted. If False, documents will be inserted on
the server in arbitrary order, possibly in parallel, and all
document inserts will be attempted.






	Returns:	Deferred that called back with
pymongo.results.InsertManyResult












	
insert_one(document)[source]

	Insert a single document into collection





	Parameters:	document – Document to insert


	Returns:	Deferred that called back with
pymongo.results.InsertOneResult










	
map_reduce(map, reduce, full_response=False, **kwargs)[source]

	




	
name

	Name of this Collection (without database name).






	
options()[source]

	Get the options set on this collection.





	Returns:	Deferred that called back with dictionary of options
and their values or with empty dict if collection doesn’t exist.










	
remove(spec, safe=None, single=False, flags=0, **kwargs)[source]

	




	
rename(new_name)[source]

	




	
replace_one(filter, replacement, upsert=False)[source]

	Replace a single document matching the filter.





	Raises:	
	ValueError – if update document is empty

	ValueError – if update document has fields that starts with $ sign.
This method only allows replacing document completely. Use
update_one() for modifying existing document.






	Parameters:	
	filter – A query that matches the document to replace.

	replacement – The new document to replace with.

	upsert – If True, perform an insert if no documents match the filter.






	Returns:	deferred instance of pymongo.results.UpdateResult.












	
save(doc, safe=None, **kwargs)[source]

	




	
update(spec, document, upsert=False, multi=False, safe=None, flags=0, **kwargs)[source]

	Update document(s) in this collection

Please consider using new-style update_one(), update_many()
and replace_one() methods instead.





	Raises:	TypeError – if spec or document are not instances of dict
or upsert is not an instance of bool.




	Parameters:	
	spec – query document that selects documents to be updated

	document – update document to be used for updating or upserting. See
MongoDB Update docs [https://docs.mongodb.org/manual/tutorial/modify-documents/]
for the format of this document and allowed operators.

	upsert – perform an upsert if True

	multi – update all documents that match spec, rather than just the first
matching document. The default value is False.

	safe – True or False forces usage of respectively acknowledged or
unacknowledged Write Concern. If None, write_concern is
used.






	Returns:	Deferred that is called back when request is sent to
MongoDB or confirmed by MongoDB (depending on selected Write Concern).












	
update_many(filter, update, upsert=False)[source]

	Update one or more documents that match the filter.





	Raises:	
	ValueError – if update document is empty.

	ValueError – if update document has fields that don’t start with $ sign.
This method only allows modification of document (with $set,
$inc, etc.), not replacing it. For replacing use
replace_one() instead.






	Parameters:	
	filter – A query that matches the documents to update.

	update – update document to be used for updating or upserting. See MongoDB
Update docs [https://docs.mongodb.org/manual/tutorial/modify-documents/]
for allowed operators.



	upsert – If True, perform an insert if no documents match the filter.






	Returns:	deferred instance of pymongo.results.UpdateResult.












	
update_one(filter, update, upsert=False)[source]

	Update a single document matching the filter.





	Raises:	
	ValueError – if update document is empty.

	ValueError – if update document has any fields that don’t start with $ sign.
This method only allows modification of document (with $set,
$inc, etc.), not replacing it. For replacing use
replace_one() instead.






	Parameters:	
	filter – A query that matches the document to update.

	update – update document to be used for updating or upserting. See MongoDB
Update docs [https://docs.mongodb.org/manual/tutorial/modify-documents/]
for allowed operators.



	upsert – If True, perform an insert if no documents match the filter.






	Returns:	deferred instance of pymongo.results.UpdateResult.












	
with_options(*, write_concern=None, codec_options=None)[source]

	Get a clone of collection changing the specified settings.





	Parameters:	
	write_concern – (keyword only)
new WriteConcern to use.

	codec_options – (keyword only)
new CodecOptions to use.














	
write_concern

	Read only access to the WriteConcern
of this instance.

Use coll.with_options(write_concern=WriteConcern(...)) to change
the Write Concern.












txmongo.connection module


	
class txmongo.connection.ConnectionPool(uri='mongodb://127.0.0.1:27017', pool_size=1, ssl_context_factory=None, ping_interval=10, ping_timeout=10, **kwargs)[source]

	Bases: object


	
authenticate(database, username, password, mechanism='DEFAULT')[source]

	




	
codec_options

	




	
disconnect()[source]

	




	
drop_database(name_or_database)[source]

	




	
get_default_database()[source]

	




	
getprotocol()[source]

	




	
getprotocols()[source]

	




	
uri

	




	
write_concern

	








	
class txmongo.connection.MongoConnection(host='127.0.0.1', port=27017, pool_size=1, **kwargs)[source]

	Bases: txmongo.connection.ConnectionPool






	
txmongo.connection.MongoConnectionPool

	alias of MongoConnection






	
txmongo.connection.lazyMongoConnection

	alias of MongoConnection






	
txmongo.connection.lazyMongoConnectionPool

	alias of MongoConnection








txmongo.database module


	
class txmongo.database.Database(factory, database_name, write_concern=None, codec_options=None)[source]

	Bases: object


	
authenticate(name, password, mechanism='DEFAULT')[source]

	Send an authentication command for this database.
mostly stolen from pymongo






	
codec_options

	




	
collection_names()[source]

	




	
command(command, value=1, check=True, allowable_errors=None, codec_options=DEFAULT_CODEC_OPTIONS)[source]

	




	
connection

	




	
create_collection(name, options=None, write_concern=None, codec_options=None, **kwargs)[source]

	




	
drop_collection(name_or_collection)[source]

	




	
name

	




	
write_concern

	










txmongo.filter module


	
txmongo.filter.ASCENDING(keys)[source]

	Ascending sort order






	
txmongo.filter.DESCENDING(keys)[source]

	Descending sort order






	
txmongo.filter.GEO2D(keys)[source]

	Two-dimensional geospatial index
http://www.mongodb.org/display/DOCS/Geospatial+Indexing






	
txmongo.filter.GEO2DSPHERE(keys)[source]

	Two-dimensional geospatial index
http://www.mongodb.org/display/DOCS/Geospatial+Indexing






	
txmongo.filter.GEOHAYSTACK(keys)[source]

	Bucket-based geospatial index
http://www.mongodb.org/display/DOCS/Geospatial+Haystack+Indexing






	
txmongo.filter.TEXT(keys)[source]

	Text-based index
https://docs.mongodb.com/manual/core/index-text/






	
class txmongo.filter.comment(comment)[source]

	Bases: txmongo.filter._QueryFilter






	
class txmongo.filter.explain[source]

	Bases: txmongo.filter._QueryFilter

Returns an explain plan for the query.






	
class txmongo.filter.hint(index_list_or_name)[source]

	Bases: txmongo.filter._QueryFilter

Adds a hint, telling Mongo the proper index to use for the query.






	
class txmongo.filter.snapshot[source]

	Bases: txmongo.filter._QueryFilter






	
class txmongo.filter.sort(key_list)[source]

	Bases: txmongo.filter._QueryFilter

Sorts the results of a query.








txmongo.gridfs module




txmongo.protocol module

Low level connection to Mongo.

This module contains the wire protocol implementation for txmongo.
The various constants from the protocol are available as constants.

This implementation requires pymongo so that as much of the
implementation can be shared. This includes BSON encoding and
decoding as well as Exception types, when applicable.


	
class txmongo.protocol.Delete[source]

	Bases: txmongo.protocol.Delete






	
class txmongo.protocol.Getmore[source]

	Bases: txmongo.protocol.Getmore






	
class txmongo.protocol.Insert[source]

	Bases: txmongo.protocol.Insert






	
class txmongo.protocol.KillCursors[source]

	Bases: txmongo.protocol.KillCursors






	
exception txmongo.protocol.MongoAuthenticationError[source]

	Bases: Exception






	
class txmongo.protocol.MongoClientProtocol[source]

	Bases: twisted.internet.protocol.Protocol


	
get_request_id()[source]

	




	
send(request)[source]

	




	
send_DELETE(request)[source]

	




	
send_GETMORE(request)[source]

	




	
send_INSERT(request)[source]

	




	
send_KILL_CURSORS(request)[source]

	




	
send_MSG(request)[source]

	




	
send_QUERY(request)[source]

	




	
send_REPLY(request)[source]

	




	
send_UPDATE(request)[source]

	








	
class txmongo.protocol.MongoDecoder[source]

	Bases: object


	
dataBuffer = None

	




	
static decode(message_data)[source]

	




	
feed(data)[source]

	




	
next()

	








	
class txmongo.protocol.MongoProtocol[source]

	Bases: txmongo.protocol.MongoServerProtocol, txmongo.protocol.MongoClientProtocol


	
authenticate(database_name, username, password, mechanism)[source]

	




	
authenticate_mongo_cr(database_name, username, password)[source]

	




	
authenticate_mongo_x509(database_name, username, password)[source]

	




	
authenticate_scram_sha1(database_name, username, password)[source]

	




	
connectionLost(reason=<twisted.python.failure.Failure twisted.internet.error.ConnectionDone: Connection was closed cleanly.>)[source]

	




	
connectionMade()[source]

	




	
connectionReady()[source]

	




	
fail(reason)[source]

	




	
get_last_error(db, **options)[source]

	




	
handle_REPLY(request)[source]

	




	
inflight()[source]

	




	
max_wire_version = None

	




	
min_wire_version = None

	




	
send_GETMORE(request)[source]

	




	
send_QUERY(request)[source]

	




	
set_wire_versions(min_wire_version, max_wire_version)[source]

	








	
class txmongo.protocol.MongoServerProtocol[source]

	Bases: twisted.internet.protocol.Protocol


	
dataReceived(data)[source]

	




	
handle(request)[source]

	




	
handle_DELETE(request)[source]

	




	
handle_GETMORE(request)[source]

	




	
handle_INSERT(request)[source]

	




	
handle_KILL_CURSORS(request)[source]

	




	
handle_MSG(request)[source]

	




	
handle_QUERY(request)[source]

	




	
handle_REPLY(request)[source]

	




	
handle_UPDATE(request)[source]

	








	
class txmongo.protocol.Msg(len, request_id, response_to, opcode, message)

	Bases: tuple


	
len

	Alias for field number 0






	
message

	Alias for field number 4






	
opcode

	Alias for field number 3






	
request_id

	Alias for field number 1






	
response_to

	Alias for field number 2










	
class txmongo.protocol.Query[source]

	Bases: txmongo.protocol.Query






	
class txmongo.protocol.Reply[source]

	Bases: txmongo.protocol.Reply






	
class txmongo.protocol.Update[source]

	Bases: txmongo.protocol.Update








Module contents
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txmongo._gridfs package


Submodules




txmongo._gridfs.errors module

Exceptions raised by the gridfs package


	
exception txmongo._gridfs.errors.CorruptGridFile[source]

	Bases: txmongo._gridfs.errors.GridFSError

Raised when a file in GridFS is malformed.






	
exception txmongo._gridfs.errors.GridFSError[source]

	Bases: Exception

Base class for all GridFS exceptions.


New in version 1.5.








	
exception txmongo._gridfs.errors.NoFile[source]

	Bases: txmongo._gridfs.errors.GridFSError

Raised when trying to read from a non-existent file.


New in version 1.6.








	
exception txmongo._gridfs.errors.UnsupportedAPI[source]

	Bases: txmongo._gridfs.errors.GridFSError

Raised when trying to use the old GridFS API.

In version 1.6 of the PyMongo distribution there were backwards
incompatible changes to the GridFS API. Upgrading shouldn’t be
difficult, but the old API is no longer supported (with no
deprecation period). This exception will be raised when attempting
to use unsupported constructs from the old API.


New in version 1.6.










txmongo._gridfs.grid_file module

Tools for representing files stored in GridFS.


	
class txmongo._gridfs.grid_file.GridIn(root_collection, **kwargs)[source]

	Bases: object

Class to write data to GridFS.


	
chunk_size

	Chunk size for this file.

This attribute is read-only.






	
close()[source]

	Flush the file and close it.

A closed file cannot be written any more. Calling
close() more than once is allowed.






	
closed

	Is this file closed?






	
content_type

	Mime-type for this file.

This attribute can only be set before close() has been called.






	
filename

	Name of this file.

This attribute can only be set before close() has been called.






	
length

	Length (in bytes) of this file.

This attribute is read-only and can only be read after close() has been called.






	
md5

	MD5 of the contents of this file (generated on the server).

This attribute is read-only and can only be read after close() has been called.






	
upload_date

	Date that this file was uploaded.

This attribute is read-only and can only be read after close() has been called.






	
write(data)[source]

	Write data to the file. There is no return value.

data can be either a string of bytes or a file-like object
(implementing read()).

Due to buffering, the data may not actually be written to the
database until the close() method is called. Raises
ValueError if this file is already closed. Raises
TypeError if data is not an instance of
str or a file-like object.





	Parameters:	
	data: string of bytes or file-like object to be written
to the file














	
writelines(sequence)[source]

	Write a sequence of strings to the file.

Does not add separators.










	
class txmongo._gridfs.grid_file.GridOut(root_collection, doc)[source]

	Bases: object

Class to read data out of GridFS.


	
aliases

	List of aliases for this file.

This attribute is read-only.






	
chunk_size

	Chunk size for this file.

This attribute is read-only.






	
close()[source]

	




	
content_type

	Mime-type for this file.

This attribute is read-only.






	
length

	Length (in bytes) of this file.

This attribute is read-only.






	
md5

	MD5 of the contents of this file (generated on the server).

This attribute is read-only.






	
metadata

	Metadata attached to this file.

This attribute is read-only.






	
name

	Name of this file.

This attribute is read-only.






	
read(size=-1)[source]

	Read at most size bytes from the file (less if there
isn’t enough data).

The bytes are returned as an instance of str. If
size is negative or omitted all data is read.





	Parameters:	
	size (optional): the number of bytes to read














	
seek(pos, whence=0)[source]

	Set the current position of this file.





	Parameters:	
	pos: the position (or offset if using relative
positioning) to seek to

	whence (optional): where to seek
from. os.SEEK_SET (0) for absolute file
positioning, os.SEEK_CUR (1) to seek relative
to the current position, os.SEEK_END (2) to
seek relative to the file’s end.














	
tell()[source]

	Return the current position of this file.






	
upload_date

	Date that this file was first uploaded.

This attribute is read-only.










	
class txmongo._gridfs.grid_file.GridOutIterator(grid_out, chunks)[source]

	Bases: object


	
next()

	










Module contents

GridFS is a specification for storing large objects in Mongo.

The gridfs package is an implementation of GridFS on top of
pymongo, exposing a file-like interface.


	
class txmongo._gridfs.GridFS(database, collection='fs')[source]

	Bases: object

An instance of GridFS on top of a single Database.


	
count(filename)[source]

	Count the number of versions of a given file.
Returns an integer number of versions of the file in GridFS whose filename matches
filename, or raises NoFile if the file doesn’t exist.
:Parameters:



	filename: "filename" of the file to get version count of











	
delete(file_id)[source]

	Delete a file from GridFS by "_id".

Removes all data belonging to the file with "_id":
file_id.


Warning

Any processes/threads reading from the file while
this method is executing will likely see an invalid/corrupt
file. Care should be taken to avoid concurrent reads to a file
while it is being deleted.







	Parameters:	
	file_id: "_id" of the file to delete










New in version 1.6.








	
get(file_id)[source]

	Get a file from GridFS by "_id".

Returns an instance of GridOut,
which provides a file-like interface for reading.





	Parameters:	
	file_id: "_id" of the file to get










New in version 1.6.








	
get_last_version(filename)[source]

	Get a file from GridFS by "filename".

Returns the most recently uploaded file in GridFS with the
name filename as an instance of
GridOut. Raises
NoFile if no such file exists.

An index on {filename: 1, uploadDate: -1} will
automatically be created when this method is called the first
time.





	Parameters:	
	filename: "filename" of the file to get










New in version 1.6.








	
get_version(filename=None, version=-1)[source]

	Get a file from GridFS by "filename".
Returns a version of the file in GridFS whose filename matches
filename and whose metadata fields match the supplied keyword
arguments, as an instance of GridOut.
Version numbering is a convenience atop the GridFS API provided
by MongoDB. If more than one file matches the query (either by
filename alone, by metadata fields, or by a combination of
both), then version -1 will be the most recently uploaded
matching file, -2 the second most recently
uploaded, etc. Version 0 will be the first version
uploaded, 1 the second version, etc. So if three versions
have been uploaded, then version 0 is the same as version
-3, version 1 is the same as version -2, and
version 2 is the same as version -1. Note that searching by
random (unindexed) meta data is not supported here.
Raises NoFile if no such version of
that file exists.
:Parameters:



	filename: "filename" of the file to get, or None

	version (optional): version of the file to get (defaults
to -1, the most recent version uploaded)











	
indexes_created()[source]

	Returns a defer on the creation of this GridFS instance’s indexes






	
list()[source]

	List the names of all files stored in this instance of
GridFS.


Changed in version 1.6: Removed the collection argument.








	
new_file(**kwargs)[source]

	Create a new file in GridFS.

Returns a new GridIn instance to
which data can be written. Any keyword arguments will be
passed through to GridIn().





	Parameters:	
	**kwargs (optional): keyword arguments for file creation










New in version 1.6.








	
put(data, **kwargs)[source]

	Put data in GridFS as a new file.

Equivalent to doing:

>>> f = new_file(**kwargs)
>>> try:
>>>     f.write(data)
>>> finally:
>>>     f.close()





data can be either an instance of str or a
file-like object providing a read() method. Any keyword
arguments will be passed through to the created file - see
GridIn() for possible
arguments. Returns the "_id" of the created file.





	Parameters:	
	data: data to be written as a file.

	**kwargs (optional): keyword arguments for file creation










New in version 1.6.
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Changelog


Release 16.3.0 (2016-11-25)


Features


	Full-text indexes can be used with new filter.TEXT()

	Client authentication by X509 certificates. Use your client certificate when connecting
to MongoDB and then call Database.authenticate with certificate subject as username,
empty password and mechanism="MONGODB-X509".

	get_version() to approximate the behaviour of get_version in PyMongo. One noteable exception
is the omission of searching by random (unindexed) meta-data which should be considered a bad idea
as it may create very variable conditions in terms of loading and timing.

	New ConnectionPool.drop_database() method for easy and convenient destruction of all your precious data.

	count() to return the number of versions of any given file in GridFS.






API Changes


	find(), find_one(), find_with_cursor(), count() and distinct() signatures
changed to more closely match PyMongo’s counterparts. New signatures are:


	find(filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs)

	find_with_cursor(filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs)

	find_one(filter=None, projection=None, **kwargs)

	count(filter=None, **kwargs)

	distinct(key, filter=None, **kwargs)



Old signatures are now deprecated and will be supported in this and one subsequent releases.
After that only new signatures will be valid.



	cursor argument to find() is deprecated. Please use find_with_cursor() directly
if you need to iterate over results by batches. cursor will be supported in this and
one subsequent releases.



	as_class argument to find(), find_with_cursor() and find_one() is deprecated.
Please use ``collection.with_options(codec_options=CodecOptions(document_class=...)).find()`
instead. It is lengthty, but it is more generic and this is how you do it with current PyMongo.



	Database.command() now takes codec_options argument.



	watchdog_interval and watchdog_timeout arguments of ConnectionPool renamed
to ping_interval and ping_timeout correspondingly along with internal change of
connection aliveness checking mechanism.








Bugfixes


	GridFS.get_last_version() was creating redundant index








Release 16.2.0 (2016-10-02)


Features


	Collection.bulk_write() that maches behavior of corresponding PyMongo’s method. It accepts
an iterable of InsertOne, UpdateOne, ... from pymongo.operations, packs them into
batches and returns aggregated response from MongoDB.

	codec_options properties for ConnectionPool, Database and Collection.
Collection.with_options(codec_options=CodecOptions(document_class=...)) is now preferred
over Collection.find(..., as_class=...).






Bugfixes


	Fixed bug in find() that can cause undefined ordering of the results when sorting on multiple fields is requested.








Release 16.1.0 (2016-06-15)


API Changes


	insert_many() raises BulkWriteError instead WriteError/DuplicateKeyError to
match PyMongo’s behavior. This is also allows to extract multiple duplicate key errors from
exception object when insert_many is used with ordered=False.

	fields parameter removed for Collection.count().

	ConnectionPool has two new parameters: watchdog_interval which is how many seconds before
testing a connection to see if it is stale, and ``watchdog_timeout``is how long the check takes
before dropping the stale connection and try to reconnect.






Features


	Stale connections are now dropped after failing to contact mongodb longer than watchdog_timeout.

	insert_many() is now able to insert more than 1000 documents and more than 16Mb of documents at once.

	GridFS’s default chunkSize changed to 255kB, to avoid the overhead with usePowerOf2Sizes option.

	Add GridFS.indexes_created to obtain a defer on the creation of the current
GridFS instance’s indexes

	GridFS create indexes for the files collection in addition to the chunks one








Release 16.0.1 (2016-03-03)


Features


	Make existing logging more verbose, indicate that it is TxMongo raising the error or sending the message.

	Add additional logging.








Release 16.0.0 (2016-02-25)


Bugfixes


	Memory leak fixed in find_with_cursor that affected almost all query methods








Release 15.3.1 (2015-10-26)


API Changes


	connection.ConnectionPool exposes max_delay which is used to set the maximum number of
seconds between connection attempts. The default is set to 60.






Features


	Updated and simplified setup.py, enforce minimal versions of PyMongo and Twisted necessary to
install TxMongo.








Release 15.3.0 (2015-09-29)


API Changes


	NotMaster instead of AutoReconnect error will be returned when a call can be safely
retried.






Features


	Added deadline to collection methods, this will raise a DeadlineExceeded when the
deadline, a unix timestamp in seconds, is exceeded. This happens only in methods with
getprotocol() and methods that reference them.

	Added timeout to collection methods, this will raise a TimeoutExceeded when the
timeout, in seconds, is exceeded. This happens only in methods with getprotocol() and methods that
reference them.






Bugfixes


	Fixed collection.count() to return an int instead of float, this matches how count
in with PyMongo.








Release 15.2.2 (2015-09-15)

Bugfix release to handle str assert that wasn’t passing unicode properly in
python 2.6, used Twisted compat library StringType.




Release 15.2.1 (2015-09-07)

Bugfix release to handle uncaught exceptions in logging and to remove support
for python 2.6 and since it was removed in latest Twisted.




Release 15.2 (2015-09-05)

This release makes TxMongo fully Python3 compatible and has an API change that
breaks older TxMongo compatibility by bringing it inline with PyMongo.


API Changes


	txmongo.dbref removed. Use bson.dbref instead.
Incompatibility note: bson.dbref.DBRef takes collection name as string while
txmongo.dbref.DBRef was able to accept Collection instance. Please use
collection.name instead.

	Added timeout parameter for connection.ConnectionPool that can passed on to
Twisted’s connectTCP and connectSSL methods.






Features


	name, full_name and database properties of Collection

	Python3 compatible.








Release 15.1 (2015-06-08)

This is a major release in that while increasing code coverage to 95%
( see https://coveralls.io/builds/2749499 ), we’ve also caught several
bugs, added features and changed functionality to be more inline with PyMongo.

This is no small thanks to travis-ci and coveralls while using tox to cover all iterations
that we support.

We can officially say that we are Python 2.6, 2.7 and PyPy compatible.


API Changes


	TxMongo now requires PyMongo 3.x, if you need PyMongo 2.x support, please use 15.0, otherwise
it is highgly recommend to use PyMongo 3.x which still support MongoDB 2.6.

	Better handling of replica-sets, we now raise an autoreconnect when master is unreachable.

	Changed the behaviour of find_one to return None instead of an empty
dict {} when no result is found.

	New-style query methods: insert_one/many, update_one/many, delete_one/many,
replace_one and find_one_and_update/replace






Features


	Added db.command function, just like PyMongo.

	Added support for named indexes in filter.

	insert(), update(), save() and remove() now support write-concern options via
named args: w, wtimeout, j, fsync. safe argument is still supported for
backward compatibility.

	Default write-concern can be specified for Connection using named arguments in constructor
or by URI options.

	Write-concern options can also be set for Database and Collection with write_concern
named argument of their constructors. In this case write-concern is specified by instance of
pymongo.write_concern.WriteConcern

	txmongo.protocol.INSERT_CONTINUE_ON_ERROR flag defined for using with insert()

	Replaced all traditional deferred callbacks (and errbacks) to use @defer.inlineCallbacks






Bugfixes


	Fixed typo in map_reduce() when returning results.

	Fixed hang in create_collection() in case of error.

	Fixed typo in rename() that wasn’t using the right factory.

	Fixed exception in drop_index that was being thrown when dropping a non-existent collection.
This makes the function idempotent.

	Fixed URI prefixing when “mongodb://” is not present in URI string in connection.

	Fixed fail-over when using replica-sets in connection.  It now raises autoreconnect when
there is a problem with the existing master. It is then up to the client code to reconnect to the
new master.

	Fixed number of cursors in protocol so that it works with py2.6, py2.6 and pypy.








Release 15.0 (2015-05-04)

This is the first release using the Twisted versioning method.


API Changes


	collections.index_information now mirrors PyMongo’s method.

	getrequestid is now get_request_id






Features


	Add support for 2dsphere indexes, see http://docs.mongodb.org/manual/tutorial/build-a-2dsphere-index/

	PEP8 across files as we work through them.

	Authentication reimplemented for ConnectionPool support with multiple DBs.

	Add support for MongoDB 3.0






Bugfixes


	Fixed failing tests due to changes in Python in 2.6

	Fixed limit not being respected, which should help performance.

	Find now closes MongoDB cursors.

	Fixed ‘hint’ filter to correctly serialize with double dollar signs.






Improved Documentation


	Added, updated and reworked documentation using Sphinx.

	The documentation is now hosted on https://txmongo.readthedocs.org/.








Release 0.6 (2015-01-23)

This is the last release in this version scheme, we’ll be switching to the Twisted version scheme in the next release.


API Changes


	TxMongo: None






Features


	Added SSL support using Twisted SSLContext factory

	Added “find with cursor” like pymongo

	Test coverage is now measured. We’re currently at around 78%.






Bugfixes


	Fixed import in database.py








Release 0.5 (2014-10-02)

Code review and cleanup


Bugfixes


	Bug fixes








Release 0.4 (2013-01-07)

Significant performance improvements.


API Changes


	TxMongo: None






Features


	Support AutoReconnect to connect to fail-over master.

	Use pymongo instead of in-tree copy.






Bugfixes


	Bug fixes








Release 0.3 (2010-09-13)

Initial release.


License


	Apache 2.0
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Status and History

TxMongo was created by Alexandre Fiori [https://github.com/fiorix] who developed it during the years 2009-2010.
From 2010 and onwards mainly bug fixes were added, as Alexandre entered maintance mode with many contributions being made by others.
Development picked back up in 2014 by Bret Curtis [https://github.com/psi29a] with Alexandre’s consent and was migrated to Twisted where it is a first-party Twisted library.
TxMongo can be found here:

https://github.com/twisted/txmongo

The MongoDB client library functionality is in active use.
It is stable and works very well.
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Contributions


How to Contribute

Head over to: https://github.com/twisted/TxMongo and submit your bugs or feature requests.
If you wish to contribute code, just fork it, make a branch and send us a pull request.
We’ll review it, and push back if necessary.

TxMongo generally follows the coding and documentation standards of the Twisted project.




Contributors


	10gen, Inc

	Alexandre Fiori

	Alexey Palazhchenko (AlekSi)

	Amplidata

	Andre Ferraz

	Bret Curtis

	Carl D’Halluin (Amplidata)

	Christian Hergert

	Dave Peticolas

	Gleicon Moraes

	Ilya Skriblovsky

	Jonathan Stoppani

	Mark L

	Mike Dirolf (mdirolf)

	Renzo Sanchez-Silva (rnz0)

	Runar Petursson

	Silas Sewell

	Stiletto

	Toby Padilla

	Tryggvi Björgvinsson

	Vanderson Mota (chunda)
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	renzo
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  Source code for txmongo._gridfs.errors

# Copyright 2009-2010 10gen, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""Exceptions raised by the :mod:`gridfs` package"""

from __future__ import absolute_import, division


[docs]class GridFSError(Exception):
    """Base class for all GridFS exceptions.

    .. versionadded:: 1.5
    """



[docs]class CorruptGridFile(GridFSError):
    """Raised when a file in :class:`~gridfs.GridFS` is malformed.
    """



[docs]class NoFile(GridFSError):
    """Raised when trying to read from a non-existent file.

    .. versionadded:: 1.6
    """



[docs]class UnsupportedAPI(GridFSError):
    """Raised when trying to use the old GridFS API.

    In version 1.6 of the PyMongo distribution there were backwards
    incompatible changes to the GridFS API. Upgrading shouldn't be
    difficult, but the old API is no longer supported (with no
    deprecation period). This exception will be raised when attempting
    to use unsupported constructs from the old API.

    .. versionadded:: 1.6
    """
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  Source code for txmongo._gridfs.grid_file

# Copyright 2009-2010 10gen, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""Tools for representing files stored in GridFS."""

from __future__ import absolute_import, division
from bson import Binary, ObjectId
import datetime
from io import BytesIO as StringIO
import math
import os
from twisted.python.compat import unicode
from twisted.internet import defer
from txmongo._gridfs.errors import CorruptGridFile
from txmongo.collection import Collection

"""Default chunk size, in bytes."""
DEFAULT_CHUNK_SIZE = 255 * 1024


def _create_property(field_name, docstring,
                     read_only=False, closed_only=False):
    """Helper for creating properties to read/write to files.
    """

    def getter(self):
        if closed_only and not self._closed:
            raise AttributeError(
                "TxMongo: can only get {0} on a closed file.".format(repr(field_name)))
        return self._file.get(field_name, None)

    def setter(self, value):
        if self._closed:
            raise AttributeError(
                "TxMongo: cannot set {0} on a closed file.".format(repr(field_name)))
        self._file[field_name] = value

    if read_only:
        docstring += "\n\nThis attribute is read-only."
    elif not closed_only:
        docstring = "%s\n\n%s" % (docstring, "This attribute can only be "
                                             "set before :meth:`close` has been called.")
    else:
        docstring = "%s\n\n%s" % (docstring, "This attribute is read-only and "
                                             "can only be read after :meth:`close` "
                                             "has been called.")

    if not read_only and not closed_only:
        return property(getter, setter, doc=docstring)
    return property(getter, doc=docstring)


[docs]class GridIn(object):
    """Class to write data to GridFS.
    """

    def __init__(self, root_collection, **kwargs):
        """Write a file to GridFS

        Application developers should generally not need to
        instantiate this class directly - instead see the methods
        provided by :class:`~gridfs.GridFS`.

        Raises :class:`TypeError` if `root_collection` is not an
        instance of :class:`~pymongo.collection.Collection`.

        Any of the file level options specified in the `GridFS Spec
        <http://dochub.mongodb.org/core/gridfsspec>`_ may be passed as
        keyword arguments. Any additional keyword arguments will be
        set as additional fields on the file document. Valid keyword
        arguments include:

          - ``"_id"``: unique ID for this file (default:
            :class:`~pymongo.objectid.ObjectId`)

          - ``"filename"``: human name for the file

          - ``"contentType"`` or ``"content_type"``: valid mime-type
            for the file

          - ``"chunkSize"`` or ``"chunk_size"``: size of each of the
            chunks, in bytes (default: 255 kB)

        :Parameters:
          - `root_collection`: root collection to write to
          - `**kwargs` (optional): file level options (see above)
        """
        if not isinstance(root_collection, Collection):
            raise TypeError("TxMongo: root_collection must be an instance of Collection.")

        # Handle alternative naming
        if "content_type" in kwargs:
            kwargs["contentType"] = kwargs.pop("content_type")
        if "chunk_size" in kwargs:
            kwargs["chunkSize"] = kwargs.pop("chunk_size")

        # Defaults
        kwargs["_id"] = kwargs.get("_id", ObjectId())
        kwargs["chunkSize"] = kwargs.get("chunkSize", DEFAULT_CHUNK_SIZE)

        object.__setattr__(self, "_coll", root_collection)
        object.__setattr__(self, "_chunks", root_collection.chunks)
        object.__setattr__(self, "_file", kwargs)
        object.__setattr__(self, "_buffer", StringIO())
        object.__setattr__(self, "_position", 0)
        object.__setattr__(self, "_chunk_number", 0)
        object.__setattr__(self, "_closed", False)

    @property
    def closed(self):
        """Is this file closed?
        """
        return self._closed

    _id = _create_property("_id", "The ``'_id'`` value for this file.",
                           read_only=True)
    filename = _create_property("filename", "Name of this file.")
    content_type = _create_property("contentType", "Mime-type for this file.")
    length = _create_property("length", "Length (in bytes) of this file.",
                              closed_only=True)
    chunk_size = _create_property("chunkSize", "Chunk size for this file.",
                                  read_only=True)
    upload_date = _create_property("uploadDate",
                                   "Date that this file was uploaded.",
                                   closed_only=True)
    md5 = _create_property("md5", "MD5 of the contents of this file "
                                  "(generated on the server).",
                           closed_only=True)

    def __getattr__(self, name):
        if name in self._file:
            return self._file[name]
        raise AttributeError("TxMongo: GridIn object has no attribute '{0}'".format(name))

    def __setattr__(self, name, value):
        if self._closed:
            raise AttributeError("TxMongo: cannot set {0} on a closed file.".format(repr(name)))
        object.__setattr__(self, name, value)

    def __flush_data(self, data):
        """Flush `data` to a chunk.
        """
        if not data:
            return defer.succeed(None)

        assert (len(data) <= self.chunk_size)
        chunk = {"files_id": self._file["_id"],
                 "n": self._chunk_number,
                 "data": Binary(data)}

        def ok(_):
            self._chunk_number += 1
            self._position += len(data)

        # Continue writing after the insert completes (non-blocking)
        return self._chunks.insert(chunk).addCallback(ok)

    def __flush_buffer(self):
        """Flush the buffer contents out to a chunk.
        """
        def ok(_):
            self._buffer.close()
            self._buffer = StringIO()
        return self.__flush_data(self._buffer.getvalue()).addCallback(ok)

    def __flush(self):
        """Flush the file to the database.
        """
        def on_md5(md5):
            self._file["md5"] = md5
            self._file["length"] = self._position
            self._file["uploadDate"] = datetime.datetime.utcnow()
            return self._coll.files.insert(self._file)

        return self.__flush_buffer()\
            .addCallback(lambda _: self._coll.filemd5(self._id))\
            .addCallback(on_md5)

[docs]    def close(self):
        """Flush the file and close it.

        A closed file cannot be written any more. Calling
        :meth:`close` more than once is allowed.
        """
        if self._closed:
            return defer.succeed(None)

        def ok(_):
            self._closed = True
        return self.__flush().addCallback(ok)


[docs]    def write(self, data):
        """Write data to the file. There is no return value.

        `data` can be either a string of bytes or a file-like object
        (implementing :meth:`read`).

        Due to buffering, the data may not actually be written to the
        database until the :meth:`close` method is called. Raises
        :class:`ValueError` if this file is already closed. Raises
        :class:`TypeError` if `data` is not an instance of
        :class:`str` or a file-like object.

        :Parameters:
          - `data`: string of bytes or file-like object to be written
            to the file
        """
        if self._closed:
            raise ValueError("TxMongo: cannot write to a closed file.")

        try:
            # file-like
            read = data.read
        except AttributeError:
            # string
            if not isinstance(data, (bytes, unicode)):
                raise TypeError("TxMongo: can only write strings or file-like objects.")
            if isinstance(data, unicode):
                try:
                    data = data.encode(self.encoding)
                except AttributeError:
                    raise TypeError("TxMongo: must specify an encoding for file in "
                                    "order to write {0}".format(data))
            read = StringIO(data).read

        def do_write(_=None):
            to_write = read(self.chunk_size)
            if to_write and len(to_write) == self.chunk_size:
                return self.__flush_data(to_write).addCallback(do_write)
            else:
                self._buffer.write(to_write)

        if self._buffer.tell() > 0:
            # Make sure to flush only when _buffer is complete
            space = self.chunk_size - self._buffer.tell()
            if space:
                to_write = read(space)
                self._buffer.write(to_write)
                if len(to_write) < space:
                    return defer.succeed(None)  # EOF or incomplete
            return self.__flush_buffer().addCallback(do_write)
        else:
            return defer.maybeDeferred(do_write)



[docs]    def writelines(self, sequence):
        """Write a sequence of strings to the file.

        Does not add separators.
        """
        iterator = iter(sequence)

        def iterate(_=None):
            try:
                return self.write(next(iterator)).addCallback(iterate)
            except StopIteration:
                return
        return defer.maybeDeferred(iterate)


    def __enter__(self):
        """Support for the context manager protocol.
        """
        return self

    def __exit__(self, exc_type, exc_val, exc_tb):
        """Support for the context manager protocol.

        Close the file and allow exceptions to propogate.
        """
        self.close()
        return False  # untrue will propogate exceptions



[docs]class GridOut(object):
    """Class to read data out of GridFS.
    """

    def __init__(self, root_collection, doc):
        """Read a file from GridFS

        Application developers should generally not need to
        instantiate this class directly - instead see the methods
        provided by :class:`~gridfs.GridFS`.

        Raises :class:`TypeError` if `root_collection` is not an instance of
        :class:`~pymongo.collection.Collection`.

        :Parameters:
          - `root_collection`: root collection to read from
          - `file_id`: value of ``"_id"`` for the file to read
        """
        if not isinstance(root_collection, Collection):
            raise TypeError("TxMongo: root_collection must be an instance of Collection.")

        self.__chunks = root_collection.chunks
        self._file = doc
        self.__current_chunk = -1
        self.__buffer = b''
        self.__position = 0

    _id = _create_property("_id", "The ``'_id'`` value for this file.", True)
    name = _create_property("filename", "Name of this file.", True)
    content_type = _create_property("contentType", "Mime-type for this file.",
                                    True)
    length = _create_property("length", "Length (in bytes) of this file.",
                              True)
    chunk_size = _create_property("chunkSize", "Chunk size for this file.",
                                  True)
    upload_date = _create_property("uploadDate",
                                   "Date that this file was first uploaded.",
                                   True)
    aliases = _create_property("aliases", "List of aliases for this file.",
                               True)
    metadata = _create_property("metadata", "Metadata attached to this file.",
                                True)
    md5 = _create_property("md5", "MD5 of the contents of this file "
                                  "(generated on the server).", True)

    def __getattr__(self, name):
        if name in self._file:
            return self._file[name]
        raise AttributeError("TxMongo: GridOut object has no attribute '{0}'".format(name))

[docs]    def read(self, size=-1):
        """Read at most `size` bytes from the file (less if there
        isn't enough data).

        The bytes are returned as an instance of :class:`str`. If
        `size` is negative or omitted all data is read.

        :Parameters:
          - `size` (optional): the number of bytes to read
        """
        if not size:
            return defer.succeed(None)

        remainder = int(self.length) - self.__position
        if size < 0 or size > remainder:
            size = remainder

        class State(object): pass
        state = State()
        state.data = self.__buffer
        state.chunk_number = (len(state.data) + self.__position) / self.chunk_size

        def iterate(_=None):
            if len(state.data) < size:
                return self.__chunks.find_one({"files_id": self._id, "n": state.chunk_number})\
                    .addCallback(process).addCallback(iterate)
            return defer.succeed(None)

        def process(chunk):
            if not chunk:
                raise CorruptGridFile("TxMongo: no chunk #{0}".format(state.chunk_number))

            if not state.data:
                state.data += chunk["data"][self.__position % self.chunk_size:]
            else:
                state.data += chunk["data"]

            state.chunk_number += 1

        def done(_):
            self.__position += size
            to_return = state.data[:size]
            self.__buffer = state.data[size:]
            return to_return

        return iterate().addCallback(done)



[docs]    def tell(self):
        """Return the current position of this file.
        """
        return self.__position


[docs]    def seek(self, pos, whence=os.SEEK_SET):
        """Set the current position of this file.

        :Parameters:
         - `pos`: the position (or offset if using relative
           positioning) to seek to
         - `whence` (optional): where to seek
           from. :attr:`os.SEEK_SET` (``0``) for absolute file
           positioning, :attr:`os.SEEK_CUR` (``1``) to seek relative
           to the current position, :attr:`os.SEEK_END` (``2``) to
           seek relative to the file's end.
        """
        if whence == os.SEEK_SET:
            new_pos = pos
        elif whence == os.SEEK_CUR:
            new_pos = self.__position + pos
        elif whence == os.SEEK_END:
            new_pos = int(self.length) + pos
        else:
            raise IOError(22, "TxMongo: invalid value for `whence`")

        if new_pos < 0:
            raise IOError(22, "TxMongo: invalid value for `pos` - must be positive")

        self.__position = new_pos


[docs]    def close(self):
        self.__buffer = ''
        self.__current_chunk = -1


    def __repr__(self):
        return str(self._file)



[docs]class GridOutIterator(object):
    def __init__(self, grid_out, chunks):
        self.__id = grid_out._id
        self.__chunks = chunks
        self.__current_chunk = 0
        self.__max_chunk = math.ceil(float(grid_out.length) /
                                     grid_out.chunk_size)

    def __iter__(self):
        return self

    def __next__(self):
        if self.__current_chunk >= self.__max_chunk:
            # This seems wrong, but compatible with old inlineCallbacks-based
            # implementation :(  Should be raise StopIteration() here.
            return defer.succeed(None)

        def ok(chunk):
            if not chunk:
                raise CorruptGridFile("TxMongo: no chunk #{0}".format(self.__current_chunk))
            self.__current_chunk += 1
            return bytes(chunk["data"])

        return self.__chunks.find_one({"files_id": self.__id, "n": self.__current_chunk})\
            .addCallback(ok)

    next = __next__
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# Copyright 2009-2015 The TxMongo Developers.  All rights reserved.
# Use of this source code is governed by the Apache License that can be
# found in the LICENSE file.

from __future__ import absolute_import, division
import io
import struct
import collections
import warnings
from bson import BSON, ObjectId
from bson.code import Code
from bson.son import SON
from bson.codec_options import CodecOptions
from pymongo.bulk import _Bulk, _COMMANDS, _merge_command
from pymongo.errors import InvalidName, BulkWriteError, InvalidOperation, OperationFailure
from pymongo.helpers import _check_write_command_response
from pymongo.operations import _WriteOp
from pymongo.message import _OP_MAP, _INSERT
from pymongo.results import InsertOneResult, InsertManyResult, UpdateResult, \
    DeleteResult, BulkWriteResult
from pymongo.common import validate_ok_for_update, validate_ok_for_replace, \
    validate_is_mapping, validate_boolean
from pymongo.collection import ReturnDocument
from pymongo.write_concern import WriteConcern
from txmongo.filter import _QueryFilter
from txmongo.protocol import DELETE_SINGLE_REMOVE, UPDATE_UPSERT, UPDATE_MULTI, \
    Query, Getmore, Insert, Update, Delete, KillCursors
from txmongo.utils import check_deadline, timeout
from txmongo import filter as qf
from twisted.internet import defer
from twisted.python.compat import unicode, comparable


@comparable
[docs]class Collection(object):
    """Creates new :class:`Collection` object

    :param database:
        the :class:`Database` instance to get collection from

    :param name:
        the name of the collection to get

    :param write_concern:
        An instance of :class:`~pymongo.write_concern.WriteConcern`.
        If ``None``, ``database.write_concern`` is used.

    :param codec_options:
        An instance of :class:`~bson.codec_options.CodecOptions`.
        If ``None``, ``database.codec_options`` is used.
    """

    def __init__(self, database, name, write_concern=None, codec_options=None):
        if not isinstance(name, (bytes, unicode)):
            raise TypeError("TxMongo: name must be an instance of (bytes, unicode).")

        if not name or ".." in name:
            raise InvalidName("TxMongo: collection names cannot be empty.")
        if "$" in name and not (name.startswith("oplog.$main") or
                                name.startswith("$cmd")):
            msg = "TxMongo: collection names must not contain '$', '{0}'".format(repr(name))
            raise InvalidName(msg)
        if name[0] == "." or name[-1] == ".":
            msg = "TxMongo: collection names must not start or end with '.', '{0}'".format(repr(name))
            raise InvalidName(msg)
        if "\x00" in name:
            raise InvalidName("TxMongo: collection names must not contain the null character.")

        self._database = database
        self._collection_name = unicode(name)
        self.__write_concern = write_concern
        self.__codec_options = codec_options

    def __str__(self):
        return "%s.%s" % (str(self._database), self._collection_name)

    def __repr__(self):
        return "Collection(%s, %s)" % (self._database, self._collection_name)

    @property
    def full_name(self):
        """Full name of this :class:`Collection`, i.e.
        `db_name.collection_name`"""
        return '{0}.{1}'.format(str(self._database), self._collection_name)

    @property
    def name(self):
        """Name of this :class:`Collection` (without database name)."""
        return self._collection_name

    @property
    def database(self):
        """The :class:`~txmongo.database.Database` that this :class:`Collection`
        is a part of."""
        return self._database

    def __getitem__(self, collection_name):
        """Get a sub-collection of this collection by name."""
        return Collection(self._database,
                          "%s.%s" % (self._collection_name, collection_name))

    def __cmp__(self, other):
        if isinstance(other, Collection):

            def cmp(a, b):
                return (a > b) - (a < b)

            return cmp((self._database, self._collection_name),
                       (other._database, other._collection_name))
        return NotImplemented

    def __getattr__(self, collection_name):
        """Get a sub-collection of this collection by name."""
        return self[collection_name]

    def __call__(self, collection_name):
        """Get a sub-collection of this collection by name."""
        return self[collection_name]

    @property
    def codec_options(self):
        """Read only access to the :class:`~bson.codec_options.CodecOptions`
        of this instance.

        Use ``coll.with_options(codec_options=CodecOptions(...))`` to change
        codec options.
        """
        return self.__codec_options or self._database.codec_options

    @property
    def write_concern(self):
        """Read only access to the :class:`~pymongo.write_concern.WriteConcern`
        of this instance.

        Use ``coll.with_options(write_concern=WriteConcern(...))`` to change
        the Write Concern.
        """
        return self.__write_concern or self._database.write_concern

[docs]    def with_options(self, **kwargs):
        """with_options(*, write_concern=None, codec_options=None)

        Get a clone of collection changing the specified settings.

        :param write_concern: *(keyword only)*
            new :class:`~pymongo.write_concern.WriteConcern` to use.

        :param codec_options: *(keyword only)*
            new :class:`~bson.codec_options.CodecOptions` to use.
        """
        # PyMongo's method gets several positional arguments. We support
        # only write_concern for now which is the 3rd positional argument.
        # So we are using **kwargs here to force user's code to specify
        # write_concern as named argument, so adding other args in future
        # won't break compatibility
        write_concern = kwargs.get("write_concern") or self.__write_concern
        codec_options = kwargs.get("codec_options") or self.codec_options

        return Collection(self._database, self._collection_name,
                          write_concern=write_concern,
                          codec_options=codec_options)


    @staticmethod
    def _normalize_fields_projection(fields):
        """
        transform a list of fields from ["a", "b"] to {"a":1, "b":1}
        """
        if fields is None:
            return None

        if isinstance(fields, dict):
            return fields

        # Consider fields as iterable
        as_dict = {}
        for field in fields:
            if not isinstance(field, (bytes, unicode)):
                raise TypeError("TxMongo: fields must be a list of key names.")
            as_dict[field] = 1
        if not as_dict:
            # Empty list should be treated as "_id only"
            as_dict = {"_id": 1}
        return as_dict

    @staticmethod
    def _gen_index_name(keys):
        return u'_'.join([u"%s_%s" % item for item in keys])

    def _list_collections_3_0(self):
        def on_ok(response):
            assert response["cursor"]["id"] == 0
            first_batch = response["cursor"]["firstBatch"]
            if first_batch:
                return first_batch[0]
            else:
                return None

        return self._database.command(
                SON([("listCollections", 1),
                     ("filter", {"name": self.name})])).addCallback(on_ok)

    @timeout
[docs]    def options(self, _deadline=None):
        """options()

        Get the options set on this collection.

        :returns:
            :class:`Deferred` that called back with dictionary of options
            and their values or with empty dict if collection doesn't exist.
        """
        def on_3_0_fail(failure):
            failure.trap(OperationFailure)
            return self._database.system.namespaces.find_one({"name": str(self)}, _deadline=_deadline)

        def on_ok(result):
            if not result:
                result = {}
            options = result.get("options", {})
            if "create" in options:
                del options["create"]
            return options

        return self._list_collections_3_0()\
                   .addErrback(on_3_0_fail)\
                   .addCallbacks(on_ok)


    @staticmethod
    def _find_args_compat(*args, **kwargs):
        """
        signature of find() was changed from
        (spec=None, skip=0, limit=0, fields=None, filter=None, cursor=False, **kwargs)
        to
        (filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs)

        This function makes it compatible with both
        """
        def old(spec=None, skip=0, limit=0, fields=None, filter=None, cursor=False, **kwargs):
            warnings.warn("find(), find_with_cursor() and find_one() signatures have "
                          "changed. Please refer to documentation.", DeprecationWarning)
            return new(spec, fields, skip, limit, filter, cursor=cursor, **kwargs)

        def new(filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs):
            args = {"filter": filter, "projection": projection, "skip": skip, "limit": limit,
                    "sort": sort}
            args.update(kwargs)
            return args

        old_if = (
            "fields" in kwargs,
            "spec" in kwargs,
            len(args) == 0 and isinstance(kwargs.get("filter"), _QueryFilter),
            len(args) >= 1 and "filter" in kwargs,
            len(args) >= 2 and isinstance(args[1], int),
        )

        if any(old_if):
            return old(*args, **kwargs)
        else:
            return new(*args, **kwargs)

    @timeout
[docs]    def find(self, *args, **kwargs):
        """find(filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs)

        Find documents in a collection.

        Ordering, indexing hints and other query parameters can be set with
        `sort` argument. See :mod:`txmongo.filter` for details.

        :param filter:
            MongoDB query document. To return all documents in a collection,
            omit this parameter or pass an empty document (``{}``). You can pass
            ``{"key": "value"}`` to select documents having ``key`` field
            equal to ``"value"`` or use any of `MongoDB's query selectors
            <https://docs.mongodb.org/manual/reference/operator/query/#query-selectors>`_.

        :param projection:
            a list of field names that should be returned for each document
            in the result set or a dict specifying field names to include or
            exclude. If `projection` is a list ``_id`` fields will always be
            returned. Use a dict form to exclude fields:
            ``projection={"_id": False}``.

        :param skip:
            the number of documents to omit from the start of the result set.

        :param limit:
            the maximum number of documents to return. All documents are
            returned when `limit` is zero.

        :param sort:
            query filter. You can specify ordering, indexing hints and other query
            parameters with this argument. See :mod:`txmongo.filter` for details.

        :returns: an instance of :class:`Deferred` that called back with a list with
            all documents found.
        """
        new_kwargs = self._find_args_compat(*args, **kwargs)
        return self.__real_find(**new_kwargs)


    def __real_find(self, filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs):
        cursor = kwargs.pop("cursor", False)

        rows = []

        def on_ok(result, this_func):
            docs, dfr = result

            if cursor:
                warnings.warn("find() with cursor=True is deprecated. Please use"
                              "find_with_cursor() instead.", DeprecationWarning)
                return docs, dfr

            if docs:
                rows.extend(docs)
                return dfr.addCallback(this_func, this_func)
            else:
                return rows

        return self.__real_find_with_cursor(filter, projection, skip, limit, sort,
                                            **kwargs).addCallback(on_ok, on_ok)

    @staticmethod
    def __apply_find_filter(spec, c_filter):
        if c_filter:
            if "query" not in spec:
                spec = {"$query": spec}

            for k, v in c_filter.items():
                if isinstance(v, (list, tuple)):
                    spec['$' + k] = SON(v)
                else:
                    spec['$' + k] = v

        return spec

    @timeout
[docs]    def find_with_cursor(self, *args, **kwargs):
        """find_with_cursor(filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs)

        Find documents in a collection and return them in one batch at a time.

        Arguments are the same as for :meth:`find()`.

        :returns: an instance of :class:`Deferred` that fires with tuple of ``(docs, dfr)``,
            where ``docs`` is a partial result, returned by MongoDB in a first batch and
            ``dfr`` is a :class:`Deferred` that fires with next ``(docs, dfr)``. Last result
            will be ``([], None)``. You can iterate over the result set with code like that:
            ::
                @defer.inlineCallbacks
                def query():
                    docs, dfr = yield coll.find(query, cursor=True)
                    while docs:
                        for doc in docs:
                            do_something(doc)
                        docs, dfr = yield dfr
        """
        new_kwargs = self._find_args_compat(*args, **kwargs)
        return self.__real_find_with_cursor(**new_kwargs)


    def __real_find_with_cursor(self, filter=None, projection=None, skip=0, limit=0, sort=None, **kwargs):
        if filter is None:
            filter = SON()

        if not isinstance(filter, dict):
            raise TypeError("TxMongo: filter must be an instance of dict.")
        if not isinstance(projection, (dict, list)) and projection is not None:
            raise TypeError("TxMongo: projection must be an instance of dict or list.")
        if not isinstance(skip, int):
            raise TypeError("TxMongo: skip must be an instance of int.")
        if not isinstance(limit, int):
            raise TypeError("TxMongo: limit must be an instance of int.")

        projection = self._normalize_fields_projection(projection)

        filter = self.__apply_find_filter(filter, sort)

        as_class = kwargs.get("as_class")
        proto = self._database.connection.getprotocol()

        def after_connection(protocol):
            flags = kwargs.get("flags", 0)

            check_deadline(kwargs.pop("_deadline", None))

            query = Query(flags=flags, collection=str(self),
                          n_to_skip=skip, n_to_return=limit,
                          query=filter, fields=projection)

            deferred_query = protocol.send_QUERY(query)
            deferred_query.addCallback(after_reply, protocol, after_reply)
            return deferred_query

        # this_func argument is just a reference to after_reply function itself.
        # after_reply can reference to itself directly but this will create a circular
        # reference between closure and function object which will add unnecessary
        # work for GC.
        def after_reply(reply, protocol, this_func, fetched=0):
            documents = reply.documents
            docs_count = len(documents)
            if limit > 0:
                docs_count = min(docs_count, limit - fetched)
            fetched += docs_count

            options = self.codec_options
            if as_class is not None:
                options = options._replace(document_class=as_class)
            out = [document.decode(codec_options=options) for document in documents[:docs_count]]

            if reply.cursor_id:
                if limit == 0:
                    to_fetch = 0  # no limit
                elif limit < 0:
                    # We won't actually get here because MongoDB won't
                    # create cursor when limit < 0
                    to_fetch = None
                else:
                    to_fetch = limit - fetched
                    if to_fetch <= 0:
                        to_fetch = None  # close cursor

                if to_fetch is None:
                    protocol.send_KILL_CURSORS(KillCursors(cursors=[reply.cursor_id]))
                    return out, defer.succeed(([], None))

                next_reply = protocol.send_GETMORE(Getmore(
                    collection=str(self), cursor_id=reply.cursor_id,
                    n_to_return=to_fetch
                ))
                next_reply.addCallback(this_func, protocol, this_func, fetched)
                return out, next_reply

            return out, defer.succeed(([], None))

        proto.addCallback(after_connection)
        return proto

    @timeout
[docs]    def find_one(self, *args, **kwargs):
        """find_one(filter=None, projection=None, **kwargs)

        Get a single document from the collection.

        All arguments to :meth:`find()` are also valid for :meth:`find_one()`,
        although `limit` will be ignored.

        :returns:
            a :class:`Deferred` that called back with single document
            or ``None`` if no matching documents is found.
        """
        new_kwargs = self._find_args_compat(*args, **kwargs)
        if isinstance(new_kwargs["filter"], ObjectId):
            new_kwargs["filter"] = {"_id": new_kwargs["filter"]}

        new_kwargs["limit"] = 1
        return self.__real_find(**new_kwargs)\
            .addCallback(lambda result: result[0] if result else None)


    @timeout
[docs]    def count(self, filter=None, **kwargs):
        """Get the number of documents in this collection.

        :param filter:
            argument is a query document that selects which documents to
            count in the collection.

        :param hint: *(keyword only)*
            :class:`~txmongo.filter.hint` instance specifying index to use.

        :param int limit: *(keyword only)*
            The maximum number of documents to count.

        :param int skip: *(keyword only)*
            The number of matching documents to skip before returning results.

        :returns: a :class:`Deferred` that called back with a number of
                  documents matching the criteria.
        """
        if "spec" in kwargs:
            filter = kwargs["spec"]

        if "hint" in kwargs:
            hint = kwargs["hint"]
            if not isinstance(hint, qf.hint):
                raise TypeError("hint must be an instance of txmongo.filter.hint")
            kwargs["hint"] = SON(kwargs["hint"]["hint"])

        return self._database.command("count", self._collection_name,
                                      query=filter or SON(), **kwargs)\
                   .addCallback(lambda result: int(result['n']))


    @timeout
[docs]    def group(self, keys, initial, reduce, condition=None, finalize=None, **kwargs):
        body = {
            "ns": self._collection_name,
            "initial": initial,
            "$reduce": Code(reduce),
        }

        if isinstance(keys, (bytes, unicode)):
            body["$keyf"] = Code(keys)
        else:
            body["key"] = self._normalize_fields_projection(keys)

        if condition:
            body["cond"] = condition
        if finalize:
            body["finalize"] = Code(finalize)

        return self._database.command("group", body, **kwargs)


    @timeout
[docs]    def filemd5(self, spec, **kwargs):
        if not isinstance(spec, ObjectId):
            raise ValueError("TxMongo: filemd5 expected an objectid for its non-keyword argument.")

        return self._database.command("filemd5", spec, root=self._collection_name, **kwargs)\
                   .addCallback(lambda result: result.get("md5"))


    def _get_write_concern(self, safe=None, **options):
        from_opts = WriteConcern(options.get("w"),
                                 options.get("wtimeout"),
                                 options.get("j"),
                                 options.get("fsync"))
        if from_opts.document:
            return from_opts

        if safe is None:
            return self.write_concern
        elif safe:
            if self.write_concern.acknowledged:
                return self.write_concern
            else:
                # Edge case: MongoConnection(w=0).db.coll.insert(..., safe=True)
                # In this case safe=True must issue getLastError without args
                # even if connection-level write concern was unacknowledged
                return WriteConcern()

        return WriteConcern(w=0)

    @timeout
[docs]    def insert(self, docs, safe=None, flags=0, **kwargs):
        """Insert a document(s) into this collection.

        *Please consider using new-style* :meth:`insert_one()` *or*
        :meth:`insert_many()` *methods instead.*

        If document doesn't have ``"_id"`` field, :meth:`insert()` will generate
        new :class:`~bson.ObjectId` and set it to ``"_id"`` field of the document.

        :param docs:
            Document or a list of documents to insert into a collection.

        :param safe:
            ``True`` or ``False`` forces usage of respectively acknowledged or
            unacknowledged Write Concern. If ``None``, :attr:`write_concern` is
            used.

        :param flags:
            If zero (default), inserting will stop after the first error
            encountered. When ``flags`` set to
            :const:`txmongo.protocol.INSERT_CONTINUE_ON_ERROR`, MongoDB will
            try to insert all documents passed even if inserting some of
            them will fail (for example, because of duplicate ``_id``). Not
            that :meth:`insert()` won't raise any errors when this flag is
            used.

        :returns:
            :class:`Deferred` that fires with single ``_id`` field or a list of
            ``_id`` fields of inserted documents.
        """
        if isinstance(docs, dict):
            ids = docs.get("_id", ObjectId())
            docs["_id"] = ids
            docs = [docs]
        elif isinstance(docs, list):
            ids = []
            for doc in docs:
                if isinstance(doc, dict):
                    oid = doc.get("_id", ObjectId())
                    ids.append(oid)
                    doc["_id"] = oid
                else:
                    raise TypeError("TxMongo: insert takes a document or a list of documents.")
        else:
            raise TypeError("TxMongo: insert takes a document or a list of documents.")

        docs = [BSON.encode(d) for d in docs]
        insert = Insert(flags=flags, collection=str(self), documents=docs)

        def on_proto(proto):
            check_deadline(kwargs.pop("_deadline", None))
            proto.send_INSERT(insert)

            write_concern = self._get_write_concern(safe, **kwargs)
            if write_concern.acknowledged:
                return proto.get_last_error(str(self._database), **write_concern.document)\
                        .addCallback(lambda _: ids)

            return ids

        return self._database.connection.getprotocol().addCallback(on_proto)


    def _insert_one(self, document, _deadline):
        if self.write_concern.acknowledged:
            command = SON([("insert", self._collection_name),
                           ("documents", [document]),
                           ("ordered", True),
                           ("writeConcern", self.write_concern.document)])
            return self._database.command(command, _deadline=_deadline)
        else:
            # falling back to OP_INSERT in case of unacknowledged op
            return self.insert([document], _deadline=_deadline)\
                .addCallback(lambda _: None)

    @timeout
[docs]    def insert_one(self, document, _deadline=None):
        """insert_one(document)

        Insert a single document into collection

        :param document: Document to insert

        :returns:
            :class:`Deferred` that called back with
            :class:`pymongo.results.InsertOneResult`
        """
        if "_id" not in document:
            document["_id"] = ObjectId()
        inserted_id = document["_id"]

        def on_ok(result):
            response = result
            if response:
                _check_write_command_response([[0, response]])
            return InsertOneResult(inserted_id, self.write_concern.acknowledged)
        return self._insert_one(document, _deadline).addCallback(on_ok)


    @staticmethod
    def _generate_batch_commands(collname, command, docs_field, documents, ordered,
                                 write_concern, max_bson, max_count):
        # Takes a list of documents and generates one or many `insert` commands
        # with documents list in each command is less or equal to max_bson bytes
        # and contains less or equal documents than max_count

        # Manually composing command in BSON form because this way we can
        # perform costly documents serialization only once

        msg = SON([(command, collname),
                   ("ordered", ordered),
                   ("writeConcern", write_concern.document)])

        buf = io.BytesIO()
        buf.write(BSON.encode(msg))
        buf.seek(-1, io.SEEK_END)  # -1 because we don't need final NUL from partial command
        buf.write(docs_field)  # type, name and length placeholder of 'documents' array
        docs_start = buf.tell() - 4

        def prepare_command():
            docs_end = buf.tell() + 1  # +1 for final NUL for 'documents'
            buf.write(b'\x00\x00')  # final NULs for 'documents' and the command itself
            total_length = buf.tell()

            # writing 'documents' length
            buf.seek(docs_start)
            buf.write(struct.pack('<i', docs_end - docs_start))

            # writing total message length
            buf.seek(0)
            buf.write(struct.pack('<i', total_length))

            return BSON(buf.getvalue())

        idx = 0
        idx_offset = 0
        for doc in documents:
            key = str(idx).encode('ascii')
            value = BSON.encode(doc)

            enough_size = buf.tell() + len(key)+2 + len(value) - docs_start > max_bson
            enough_count = idx >= max_count
            if enough_size or enough_count:
                yield idx_offset, prepare_command()

                buf.seek(docs_start + 4)
                buf.truncate()

                idx_offset += idx
                idx = 0
                key = b'0'

            buf.write(b'\x03' + key + b'\x00')  # type and key of document
            buf.write(value)

            idx += 1

        yield idx_offset, prepare_command()

    @timeout
[docs]    def insert_many(self, documents, ordered=True, _deadline=None):
        """insert_many(documents, ordered=True)

        Insert an iterable of documents into collection

        :param documents:
            An iterable of documents to insert (``list``,
            ``tuple``, ...)

        :param ordered:
            If ``True`` (the default) documents will be inserted on the server
            serially, in the order provided. If an error occurs, all remaining
            inserts are aborted. If ``False``, documents will be inserted on
            the server in arbitrary order, possibly in parallel, and all
            document inserts will be attempted.

        :returns:
            :class:`Deferred` that called back with
            :class:`pymongo.results.InsertManyResult`
        """
        inserted_ids = []
        for doc in documents:
            if isinstance(doc, collections.Mapping):
                inserted_ids.append(doc.setdefault("_id", ObjectId()))
            else:
                raise TypeError("TxMongo: insert_many takes list of documents.")

        bulk = _Bulk(self, ordered, bypass_document_validation=False)
        bulk.ops = [(_INSERT, doc) for doc in documents]
        result = InsertManyResult(inserted_ids, self.write_concern.acknowledged)
        return self._execute_bulk(bulk).addCallback(lambda _: result)


    @timeout
[docs]    def update(self, spec, document, upsert=False, multi=False, safe=None, flags=0, **kwargs):
        """Update document(s) in this collection

        *Please consider using new-style* :meth:`update_one()`, :meth:`update_many()`
        and :meth:`replace_one()` *methods instead.*

        :raises TypeError:
            if `spec` or `document` are not instances of `dict`
            or `upsert` is not an instance of `bool`.

        :param spec:
            query document that selects documents to be updated

        :param document:
            update document to be used for updating or upserting. See
            `MongoDB Update docs
            <https://docs.mongodb.org/manual/tutorial/modify-documents/>`_
            for the format of this document and allowed operators.

        :param upsert:
            perform an upsert if ``True``

        :param multi:
            update all documents that match `spec`, rather than just the first
            matching document. The default value is ``False``.

        :param safe:
            ``True`` or ``False`` forces usage of respectively acknowledged or
            unacknowledged Write Concern. If ``None``, :attr:`write_concern` is
            used.

        :returns:
            :class:`Deferred` that is called back when request is sent to
            MongoDB or confirmed by MongoDB (depending on selected Write Concern).
        """

        if not isinstance(spec, dict):
            raise TypeError("TxMongo: spec must be an instance of dict.")
        if not isinstance(document, dict):
            raise TypeError("TxMongo: document must be an instance of dict.")
        if not isinstance(upsert, bool):
            raise TypeError("TxMongo: upsert must be an instance of bool.")

        if multi:
            flags |= UPDATE_MULTI
        if upsert:
            flags |= UPDATE_UPSERT

        spec = BSON.encode(spec)
        document = BSON.encode(document)
        update = Update(flags=flags, collection=str(self),
                        selector=spec, update=document)

        def on_proto(proto):
            check_deadline(kwargs.pop("_deadline", None))
            proto.send_UPDATE(update)

            write_concern = self._get_write_concern(safe, **kwargs)
            if write_concern.acknowledged:
                return proto.get_last_error(str(self._database), **write_concern.document)

        return self._database.connection.getprotocol().addCallback(on_proto)


    def _update(self, filter, update, upsert, multi, _deadline):
        validate_is_mapping("filter", filter)
        validate_boolean("upsert", upsert)

        if self.write_concern.acknowledged:
            updates = [SON([('q', filter), ('u', update),
                            ("upsert", upsert), ("multi", multi)])]

            command = SON([("update", self._collection_name),
                           ("updates", updates),
                           ("writeConcern", self.write_concern.document)])

            def on_ok(raw_response):
                _check_write_command_response([[0, raw_response]])

                # Extract upserted_id from returned array
                if raw_response.get("upserted"):
                    raw_response["upserted"] = raw_response["upserted"][0]["_id"]
                return raw_response

            return self._database.command(command, _deadline=_deadline).addCallback(on_ok)

        else:
            return self.update(filter, update, upsert=upsert, multi=multi,
                               _deadline=_deadline).addCallback(lambda _: None)

    @timeout
[docs]    def update_one(self, filter, update, upsert=False, _deadline=None):
        """update_one(filter, update, upsert=False)

        Update a single document matching the filter.

        :raises ValueError:
            if `update` document is empty.

        :raises ValueError:
            if `update` document has any fields that don't start with `$` sign.
            This method only allows *modification* of document (with `$set`,
            `$inc`, etc.), not *replacing* it. For replacing use
            :meth:`replace_one()` instead.

        :param filter:
            A query that matches the document to update.

        :param update:
            update document to be used for updating or upserting. See `MongoDB
            Update docs <https://docs.mongodb.org/manual/tutorial/modify-documents/>`_
            for allowed operators.

        :param upsert:
            If ``True``, perform an insert if no documents match the `filter`.

        :returns:
            deferred instance of :class:`pymongo.results.UpdateResult`.
        """
        validate_ok_for_update(update)

        def on_ok(raw_response):
            return UpdateResult(raw_response, self.write_concern.acknowledged)
        return self._update(filter, update, upsert, False, _deadline).addCallback(on_ok)


    @timeout
[docs]    def update_many(self, filter, update, upsert=False, _deadline=None):
        """update_many(filter, update, upsert=False)

        Update one or more documents that match the filter.

        :raises ValueError:
            if `update` document is empty.

        :raises ValueError:
            if `update` document has fields that don't start with `$` sign.
            This method only allows *modification* of document (with `$set`,
            `$inc`, etc.), not *replacing* it. For replacing use
            :meth:`replace_one()` instead.

        :param filter:
            A query that matches the documents to update.

        :param update:
            update document to be used for updating or upserting. See `MongoDB
            Update docs <https://docs.mongodb.org/manual/tutorial/modify-documents/>`_
            for allowed operators.

        :param upsert:
            If ``True``, perform an insert if no documents match the `filter`.

        :returns:
            deferred instance of :class:`pymongo.results.UpdateResult`.
        """
        validate_ok_for_update(update)

        def on_ok(raw_response):
            return UpdateResult(raw_response, self.write_concern.acknowledged)
        return self._update(filter, update, upsert, True, _deadline).addCallback(on_ok)


    @timeout
[docs]    def replace_one(self, filter, replacement, upsert=False, _deadline=None):
        """replace_one(filter, replacement, upsert=False)

        Replace a single document matching the filter.

        :raises ValueError:
            if `update` document is empty

        :raises ValueError:
            if `update` document has fields that starts with `$` sign.
            This method only allows *replacing* document completely. Use
            :meth:`update_one()` for modifying existing document.

        :param filter:
            A query that matches the document to replace.

        :param replacement:
            The new document to replace with.

        :param upsert:
            If ``True``, perform an insert if no documents match the filter.

        :returns:
            deferred instance of :class:`pymongo.results.UpdateResult`.
        """
        validate_ok_for_replace(replacement)

        def on_ok(raw_response):
            return UpdateResult(raw_response, self.write_concern.acknowledged)
        return self._update(filter, replacement, upsert, False, _deadline).addCallback(on_ok)


    @timeout
[docs]    def save(self, doc, safe=None, **kwargs):
        if not isinstance(doc, dict):
            raise TypeError("TxMongo: cannot save objects of type {0}".format(type(doc)))
        oid = doc.get("_id")
        if oid:
            return self.update({"_id": oid}, doc, safe=safe, upsert=True, **kwargs)
        else:
            return self.insert(doc, safe=safe, **kwargs)


    @timeout
[docs]    def remove(self, spec, safe=None, single=False, flags=0, **kwargs):
        if isinstance(spec, ObjectId):
            spec = SON(dict(_id=spec))
        if not isinstance(spec, dict):
            raise TypeError("TxMongo: spec must be an instance of dict, not {0}".format(type(spec)))

        if single:
            flags |= DELETE_SINGLE_REMOVE

        spec = BSON.encode(spec)
        delete = Delete(flags=flags, collection=str(self), selector=spec)

        def on_proto(proto):
            check_deadline(kwargs.pop("_deadline", None))
            proto.send_DELETE(delete)

            write_concern = self._get_write_concern(safe, **kwargs)
            if write_concern.acknowledged:
                return proto.get_last_error(str(self._database), **write_concern.document)

        return self._database.connection.getprotocol().addCallback(on_proto)


    def _delete(self, filter, multi, _deadline):
        validate_is_mapping("filter", filter)

        if self.write_concern.acknowledged:
            deletes = [SON([('q', filter), ("limit", 0 if multi else 1)])]
            command = SON([("delete", self._collection_name),
                           ("deletes", deletes),
                           ("writeConcern", self.write_concern.document)])

            def on_ok(raw_response):
                _check_write_command_response([[0, raw_response]])
                return raw_response
            return self._database.command(command, _deadline=_deadline).addCallback(on_ok)

        else:
            return self.remove(filter, single=not multi, _deadline=_deadline)\
                .addCallback(lambda _: None)

    @timeout
[docs]    def delete_one(self, filter, _deadline=None):
        """delete_one(filter)"""
        def on_ok(raw_response):
            return DeleteResult(raw_response, self.write_concern.acknowledged)
        return self._delete(filter, False, _deadline).addCallback(on_ok)


    @timeout
[docs]    def delete_many(self, filter, _deadline=None):
        """delete_many(filter)"""
        def on_ok(raw_response):
            return DeleteResult(raw_response, self.write_concern.acknowledged)
        return self._delete(filter, True, _deadline).addCallback(on_ok)


    @timeout
[docs]    def drop(self, _deadline=None):
        """drop()"""
        return self._database.drop_collection(self._collection_name, _deadline=_deadline)


[docs]    def create_index(self, sort_fields, **kwargs):
        if not isinstance(sort_fields, qf.sort):
            raise TypeError("TxMongo: sort_fields must be an instance of filter.sort")

        if "name" not in kwargs:
            name = self._gen_index_name(sort_fields["orderby"])
        else:
            name = kwargs.pop("name")

        key = SON()
        for k, v in sort_fields["orderby"]:
            key.update({k: v})

        index = SON(dict(
            ns=str(self),
            name=name,
            key=key
        ))

        if "drop_dups" in kwargs:
            kwargs["dropDups"] = kwargs.pop("drop_dups")

        if "bucket_size" in kwargs:
            kwargs["bucketSize"] = kwargs.pop("bucket_size")

        index.update(kwargs)
        return self._database.system.indexes.insert(index, safe=True)\
                .addCallback(lambda _: name)


    @timeout
[docs]    def ensure_index(self, sort_fields, **kwargs):
        # ensure_index is an alias of create_index since we are not
        # keeping an index cache same way pymongo does
        return self.create_index(sort_fields, **kwargs)


    @timeout
[docs]    def drop_index(self, index_identifier, _deadline=None):
        """drop_index(index_identifier)"""
        if isinstance(index_identifier, (bytes, unicode)):
            name = index_identifier
        elif isinstance(index_identifier, qf.sort):
            name = self._gen_index_name(index_identifier["orderby"])
        else:
            raise TypeError("TxMongo: index_identifier must be a name or instance of filter.sort")

        return self._database.command("deleteIndexes", self._collection_name,
                                      index=name, allowable_errors=["ns not found"],
                                      _deadline=_deadline)


    @timeout
[docs]    def drop_indexes(self, _deadline=None):
        """drop_indexes()"""
        return self.drop_index("*", _deadline=_deadline)


    def __index_information_3_0(self):
        def on_ok(indexes_info):
            assert indexes_info["cursor"]["id"] == 0
            return indexes_info["cursor"]["firstBatch"]
        codec = CodecOptions(document_class=SON)
        return self._database.command("listIndexes", self.name, codec_options=codec)\
                .addCallback(on_ok)

    @timeout
[docs]    def index_information(self, _deadline=None):
        """index_information()"""
        def on_3_0_fail(failure):
            failure.trap(OperationFailure)
            return self._database.system.indexes.find({"ns": str(self)}, as_class=SON,
                                                      _deadline=_deadline)

        def on_ok(raw):
            info = {}
            for idx in raw:
                info[idx["name"]] = idx
            return info

        return self.__index_information_3_0().addErrback(on_3_0_fail).addCallback(on_ok)



    @timeout
[docs]    def rename(self, new_name, _deadline=None):
        """rename(new_name)"""
        to = "%s.%s" % (str(self._database), new_name)
        return self._database("admin").command("renameCollection", str(self), to=to,
                                               _deadline=_deadline)


    @timeout
[docs]    def distinct(self, key, filter=None, _deadline=None, **kwargs):
        """distinct(key, filter=None)"""
        params = {"key": key}
        filter = kwargs.pop("spec", filter)
        if filter:
            params["query"] = filter

        return self._database.command("distinct", self._collection_name, _deadline=_deadline,
                                      **params).addCallback(lambda result: result.get("values"))


    @timeout
[docs]    def aggregate(self, pipeline, full_response=False, _deadline=None):
        """aggregate(pipeline, full_response=False)"""
        def on_ok(raw):
            if full_response:
                return raw
            return raw.get("result")
        return self._database.command("aggregate", self._collection_name, pipeline = pipeline,
                                      _deadline = _deadline).addCallback(on_ok)


    @timeout
[docs]    def map_reduce(self, map, reduce, full_response=False, **kwargs):
        params = {"map": map, "reduce": reduce}
        params.update(**kwargs)
        def on_ok(raw):
            if full_response:
                return raw
            return raw.get("results")
        return self._database.command("mapreduce", self._collection_name, **params)\
                .addCallback(on_ok)


    @timeout
[docs]    def find_and_modify(self, query=None, update=None, upsert=False, **kwargs):
        no_obj_error = "No matching object found"

        if not update and not kwargs.get("remove", None):
            raise ValueError("TxMongo: must either update or remove.")

        if update and kwargs.get("remove", None):
            raise ValueError("TxMongo: can't do both update and remove.")

        params = kwargs
        # No need to include empty args
        if query:
            params["query"] = query
        if update:
            params["update"] = update
        if upsert:
            params["upsert"] = upsert

        def on_ok(result):
            if not result["ok"]:
                if result["errmsg"] == no_obj_error:
                    return None
                else:
                    # Should never get here because of allowable_errors
                    raise ValueError("TxMongo: unexpected error '{0}'".format(result))
            return result.get("value")

        return self._database.command("findAndModify", self._collection_name,
                                      allowable_errors=[no_obj_error],
                                      **params).addCallback(on_ok)


    # Distinct findAndModify utility method is needed because traditional
    # find_and_modify() accepts `sort` kwarg as dict and passes it to
    # MongoDB command without conversion. But in find_one_and_*
    # methods we want to take `filter.sort` instances
    def _new_find_and_modify(self, filter, projection, sort, upsert=None,
                             return_document=ReturnDocument.BEFORE, _deadline=None,
                             **kwargs):
        validate_is_mapping("filter", filter)
        if not isinstance(return_document, bool):
            raise ValueError("TxMongo: return_document must be ReturnDocument.BEFORE "
                             "or ReturnDocument.AFTER")

        cmd = SON([("findAndModify", self._collection_name),
                   ("query", filter),
                   ("new", return_document)])
        cmd.update(kwargs)

        if projection is not None:
            cmd["fields"] = self._normalize_fields_projection(projection)

        if sort is not None:
            cmd["sort"] = SON(sort["orderby"])
        if upsert is not None:
            validate_boolean("upsert", upsert)
            cmd["upsert"] = upsert

        no_obj_error = "No matching object found"

        return self._database.command(cmd, allowable_errors=[no_obj_error], _deadline=_deadline)\
                .addCallback(lambda result: result.get("value"))

    @timeout
[docs]    def find_one_and_delete(self, filter, projection=None, sort=None, _deadline=None):
        """find_one_and_delete(filter, projection=None, sort=None, **kwargs)"""
        return self._new_find_and_modify(filter, projection, sort, remove=True,
                                         _deadline=_deadline)


    @timeout
[docs]    def find_one_and_replace(self, filter, replacement, projection=None, sort=None,
                             upsert=False, return_document=ReturnDocument.BEFORE,
                             _deadline=None):
        """find_one_and_replace(filter, replacement, projection=None, sort=None, upsert=False, return_document=ReturnDocument.BEFORE)"""
        validate_ok_for_replace(replacement)
        return self._new_find_and_modify(filter, projection, sort, upsert, return_document,
                                         update=replacement, _deadline=_deadline)


    @timeout
[docs]    def find_one_and_update(self, filter, update, projection=None, sort=None,
                            upsert=False, return_document=ReturnDocument.BEFORE, _deadline=None):
        """find_one_and_update(filter, update, projection=None, sort=None, upsert=False, return_document=ReturnDocument.BEFORE)"""
        validate_ok_for_update(update)
        return self._new_find_and_modify(filter, projection, sort, upsert, return_document,
                                         update=update, _deadline=_deadline)


[docs]    def bulk_write(self, requests, ordered=True):
        if not isinstance(requests, collections.Iterable):
            raise TypeError("requests must be iterable")

        requests = list(requests)

        blk = _Bulk(self, ordered, bypass_document_validation=False)
        for request in requests:
            if not isinstance(request, _WriteOp):
                raise TypeError("{} is not a valid request".format(request))
            request._add_to_bulk(blk)

        return self._execute_bulk(blk)


    def _execute_bulk(self, bulk):
        if not bulk.ops:
            raise InvalidOperation("No operations to execute")
        if bulk.executed:
            raise InvalidOperation("Bulk operations can only be executed once")

        bulk.executed = True

        if bulk.ordered:
            generator = bulk.gen_ordered()
        else:
            generator = bulk.gen_unordered()

        full_result = {
            "writeErrors": [],
            "writeConcernErrors": [],
            "nInserted": 0,
            "nUpserted": 0,
            "nMatched": 0,
            "nModified": 0,
            "nRemoved": 0,
            "upserted": [],
        }

        def iterate():
            try:
                run = next(generator)
            except StopIteration:
                return defer.succeed(None)

            return self._execute_batch_command(run.op_type, run.ops, bulk.ordered)\
                .addCallback(on_cmd_result, run)

        def on_cmd_result(result, run):
            _merge_command(run, full_result, result)

            if bulk.ordered and full_result["writeErrors"]:
                return

            return iterate()

        def on_all_done(_):
            if self.write_concern.acknowledged:
                if full_result["writeErrors"] or full_result["writeConcernErrors"]:
                    if full_result["writeErrors"]:
                        full_result["writeErrors"].sort(key=lambda error: error["index"])
                    raise BulkWriteError(full_result)

            return BulkWriteResult(full_result, self.write_concern.acknowledged)

        return iterate().addCallback(on_all_done)


    def _execute_batch_command(self, command_type, documents, ordered):
        assert command_type in _OP_MAP

        cmd_collname = str(self._database["$cmd"])

        def on_proto(proto):
            results = []

            def accumulate_result(reply, idx_offset):
                result = reply.documents[0].decode()
                results.append((idx_offset, result))
                return result

            # There are four major cases with different behavior of insert_many:
            #   * Unack, Unordered:  sending all batches and not handling responses at all
            #                        so ignoring any errors
            #
            #   * Ack, Unordered:    sending all batches, accumulating all responses and
            #                        returning aggregated response
            #
            #   * Unack, Ordered:    handling DB responses despite unacknowledged write_concern
            #                        because we must stop on first error (not raising it though)
            #
            #   * Ack, Ordered:      stopping on first error and raising BulkWriteError

            actual_write_concern = self.write_concern
            if ordered and self.write_concern.acknowledged is False:
                actual_write_concern = WriteConcern(w = 1)

            batches = self._generate_batch_commands(self._collection_name, _COMMANDS[command_type],
                                                    _OP_MAP[command_type], documents, ordered,
                                                    actual_write_concern, proto.max_bson_size,
                                                    proto.max_write_batch_size)

            all_responses = []

            def iterate():
                try:
                    idx_offset, batch = next(batches)
                except StopIteration:
                    return defer.succeed(None)

                batch_result = proto.send_QUERY(Query(collection=cmd_collname, query=batch))
                if self.write_concern.acknowledged or ordered:
                    batch_result.addCallback(accumulate_result, idx_offset)
                    if ordered:
                        def on_batch_result(result):
                            if "writeErrors" in result:
                                return defer.succeed(None)
                            else:
                                return iterate()
                        return batch_result.addCallback(on_batch_result)
                    else:
                        all_responses.append(batch_result)
                        return iterate()
                else:
                    return iterate()

            def done(_):
                def on_fail(failure):
                    failure.trap(defer.FirstError)
                    failure.value.subFailure.raiseException()
                    
                if self.write_concern.acknowledged and not ordered:
                    return defer.gatherResults(all_responses, consumeErrors=True)\
                        .addErrback(on_fail)

            return iterate().addCallback(done).addCallback(lambda _: results)

        return self._database.connection.getprotocol().addCallback(on_proto)
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  Source code for txmongo.protocol

# Copyright 2009-2014 The TxMongo Developers.  All rights reserved.
# Use of this source code is governed by the Apache License that can be
# found in the LICENSE file.

"""
Low level connection to Mongo.

This module contains the wire protocol implementation for txmongo.
The various constants from the protocol are available as constants.

This implementation requires pymongo so that as much of the
implementation can be shared. This includes BSON encoding and
decoding as well as Exception types, when applicable.
"""

from __future__ import absolute_import, division
import base64
from bson import BSON, SON, Binary
from collections import namedtuple
from hashlib import sha1
import hmac
import logging
from pymongo import auth
from pymongo.errors import AutoReconnect, ConnectionFailure, DuplicateKeyError, OperationFailure, \
    NotMasterError
from random import SystemRandom
import struct
from twisted.internet import defer, protocol, error
from twisted.python import failure, log
from twisted.python.compat import unicode


INT_MAX = 2147483647

OP_REPLY = 1
OP_MSG = 1000
OP_UPDATE = 2001
OP_INSERT = 2002
OP_QUERY = 2004
OP_GETMORE = 2005
OP_DELETE = 2006
OP_KILL_CURSORS = 2007

OP_NAMES = {
    OP_REPLY: "REPLY",
    OP_MSG: "MSG",
    OP_UPDATE: "UPDATE",
    OP_INSERT: "INSERT",
    OP_QUERY: "QUERY",
    OP_GETMORE: "GETMORE",
    OP_DELETE: "DELETE",
    OP_KILL_CURSORS: "KILL_CURSORS"
}

DELETE_SINGLE_REMOVE = 1 << 0

QUERY_TAILABLE_CURSOR = 1 << 1
QUERY_SLAVE_OK = 1 << 2
QUERY_OPLOG_REPLAY = 1 << 3
QUERY_NO_CURSOR_TIMEOUT = 1 << 4
QUERY_AWAIT_DATA = 1 << 5
QUERY_EXHAUST = 1 << 6
QUERY_PARTIAL = 1 << 7

REPLY_CURSOR_NOT_FOUND = 1 << 0
REPLY_QUERY_FAILURE = 1 << 1
REPLY_SHARD_CONFIG_STALE = 1 << 2
REPLY_AWAIT_CAPABLE = 1 << 3

UPDATE_UPSERT = 1 << 0
UPDATE_MULTI = 1 << 1

INSERT_CONTINUE_ON_ERROR = 1 << 0

Msg = namedtuple("Msg", ["len", "request_id", "response_to", "opcode", "message"])


[docs]class KillCursors(namedtuple("KillCursors", ["len", "request_id", "response_to", "opcode",
                                             "zero", "n_cursors", "cursors"])):
    def __new__(cls, length=0, request_id=0, response_to=0, opcode=OP_KILL_CURSORS,
                zero=0, n_cursors=0, cursors=None, **kwargs):

        n_cursors = len(cursors)
        return super(KillCursors, cls).__new__(cls, length, request_id, response_to,
                                               opcode, zero, n_cursors, cursors)



[docs]class Delete(namedtuple("Delete",
                        ["len", "request_id", "response_to", "opcode", "zero", "collection",
                         "flags", "selector"])):
    def __new__(cls, len=0, request_id=0, response_to=0, opcode=OP_DELETE,
                zero=0, collection='', flags=0, selector=None):
        return super(Delete, cls).__new__(cls, len, request_id, response_to,
                                          opcode, zero, collection,
                                          flags, selector)



[docs]class Getmore(namedtuple("Getmore", ["len", "request_id", "response_to",
                                     "opcode", "zero", "collection",
                                     "n_to_return", "cursor_id"])):
    def __new__(cls, len=0, request_id=0, response_to=0, opcode=OP_GETMORE,
                zero=0, collection='', n_to_return=-1, cursor_id=-1):
        return super(Getmore, cls).__new__(cls, len, request_id, response_to,
                                           opcode, zero, collection,
                                           n_to_return, cursor_id)



[docs]class Insert(namedtuple("Insert", ["len", "request_id", "response_to",
                                   "opcode", "flags", "collection",
                                   "documents"])):
    def __new__(cls, len=0, request_id=0, response_to=0, opcode=OP_INSERT,
                flags=0, collection='', documents=None):
        return super(Insert, cls).__new__(cls, len, request_id, response_to,
                                          opcode, flags, collection, documents)



[docs]class Reply(namedtuple("Reply", ["len", "request_id", "response_to", "opcode",
                                 "response_flags", "cursor_id",
                                 "starting_from", "n_returned", "documents"])):
    def __new__(cls, _len=0, request_id=0, response_to=0, opcode=OP_REPLY,
                response_flags=0, cursor_id=0, starting_from=0,
                n_returned=None, documents=None):
        if documents is None:
            documents = []
        if n_returned is None:
            n_returned = len(documents)
        documents = [b if isinstance(b, BSON) else BSON.encode(b) for b in documents]
        return super(Reply, cls).__new__(cls, _len, request_id, response_to,
                                         opcode, response_flags, cursor_id,
                                         starting_from, n_returned,
                                         documents)



[docs]class Query(namedtuple("Query", ["len", "request_id", "response_to", "opcode",
                                 "flags", "collection", "n_to_skip",
                                 "n_to_return", "query", "fields"])):
    def __new__(cls, len=0, request_id=0, response_to=0, opcode=OP_QUERY,
                flags=0, collection='', n_to_skip=0, n_to_return=-1,
                query=None, fields=None):
        if query is None:
            query = {}
        if not isinstance(query, BSON):
            query = BSON.encode(query)
        if fields is not None and not isinstance(fields, BSON):
            fields = BSON.encode(fields)
        return super(Query, cls).__new__(cls, len, request_id, response_to,
                                         opcode, flags, collection, n_to_skip,
                                         n_to_return, query, fields)



[docs]class Update(namedtuple("Update", ["len", "request_id", "response_to",
                                   "opcode", "zero", "collection", "flags",
                                   "selector", "update"])):
    def __new__(cls, len=0, request_id=0, response_to=0, opcode=OP_UPDATE,
                zero=0, collection='', flags=0, selector=None, update=None):
        return super(Update, cls).__new__(cls, len, request_id, response_to,
                                          opcode, zero, collection, flags,
                                          selector, update)



[docs]class MongoClientProtocol(protocol.Protocol):
    __request_id = 1

[docs]    def get_request_id(self):
        return self.__request_id


    def _send(self, io_vector):
        request_id, self.__request_id = self.__request_id, self.__request_id + 1
        if self.__request_id >= INT_MAX:
            self.__request_id = 1
        data_length = sum([len(chunk) for chunk in io_vector]) + 8
        data_req = struct.pack("<ii", data_length, request_id)
        io_vector.insert(0, data_req)
        self.transport.write(b''.join(io_vector))
        return request_id

[docs]    def send(self, request):
        opname = OP_NAMES[request.opcode]
        sender = getattr(self, "send_%s" % opname, None)
        if callable(sender):
            return sender(request)
        else:
            log.msg("TxMongo: no sender for opcode '%d'" % request.opcode)


[docs]    def send_REPLY(self, request):
        iovec = [struct.pack("<iiiqii", *request[2:8])]
        iovec.extend(request.documents)
        self._send(iovec)


[docs]    def send_MSG(self, request):
        iovec = [struct.pack("<ii", *request[2:4]), request.message, b'\x00']
        return self._send(iovec)


[docs]    def send_UPDATE(self, request):
        iovec = [struct.pack("<iii", *request[2:5]),
                 request.collection.encode("ascii"), b'\x00',
                 struct.pack("<i", request.flags),
                 request.selector,
                 request.update]
        return self._send(iovec)


[docs]    def send_INSERT(self, request):
        iovec = [struct.pack("<iii", *request[2:5]),
                 request.collection.encode("ascii"), b'\x00']
        iovec.extend(request.documents)
        return self._send(iovec)


[docs]    def send_QUERY(self, request):
        iovec = [struct.pack("<iii", *request[2:5]),
                 request.collection.encode("ascii"), b'\x00',
                 struct.pack("<ii", request.n_to_skip, request.n_to_return),
                 request.query,
                 (request.fields or b'')]
        return self._send(iovec)


[docs]    def send_GETMORE(self, request):
        iovec = [struct.pack("<iii", *request[2:5]),
                 request.collection.encode("ascii"), b'\x00',
                 struct.pack("<iq", request.n_to_return, request.cursor_id)]
        return self._send(iovec)


[docs]    def send_DELETE(self, request):
        iovec = [struct.pack("<iii", *request[2:5]),
                 request.collection.encode("ascii"), b'\x00',
                 struct.pack("<i", request.flags),
                 request.selector]
        return self._send(iovec)


[docs]    def send_KILL_CURSORS(self, request):
        iovec = [struct.pack("<iii", *request[2:5]),
                 struct.pack("<i", len(request.cursors))]

        for cursor in request.cursors:
            iovec.append(struct.pack("<q", cursor))
        return self._send(iovec)




[docs]class MongoServerProtocol(protocol.Protocol):
    __decoder = None

    def __init__(self):
        self.__decoder = MongoDecoder()

[docs]    def dataReceived(self, data):
        self.__decoder.feed(data)

        try:
            request = next(self.__decoder)
            while request:
                self.handle(request)
                request = next(self.__decoder)
        except Exception as e:
            self.fail(e)


[docs]    def handle(self, request):
        opname = OP_NAMES[request.opcode]
        handler = getattr(self, "handle_%s" % opname, None)
        if callable(handler):
            handler(request)
        else:
            log.msg("TxMongo: no handler found for opcode '%d'" % request.opcode)


[docs]    def handle_REPLY(self, request):
        pass


[docs]    def handle_MSG(self, request):
        pass


[docs]    def handle_UPDATE(self, request):
        pass


[docs]    def handle_INSERT(self, request):
        pass


[docs]    def handle_QUERY(self, request):
        pass


[docs]    def handle_GETMORE(self, request):
        pass


[docs]    def handle_DELETE(self, request):
        pass


[docs]    def handle_KILL_CURSORS(self, request):
        pass



connectionDone = failure.Failure(error.ConnectionDone())
connectionDone.cleanFailure()


[docs]class MongoAuthenticationError(Exception):
    pass



[docs]class MongoProtocol(MongoServerProtocol, MongoClientProtocol):
    __connection_ready = None
    __deferreds = None

    min_wire_version = None
    max_wire_version = None

    def __init__(self):
        MongoServerProtocol.__init__(self)
        self.__connection_ready = []
        self.__deferreds = {}

        self.__auth_lock = defer.DeferredLock()

[docs]    def inflight(self):
        return len(self.__deferreds)


[docs]    def connectionMade(self):
        deferreds, self.__connection_ready = self.__connection_ready, []
        if deferreds:
            for df in deferreds:
                df.callback(self)


[docs]    def connectionLost(self, reason=connectionDone):
        # We need to clear factory.instance before failing deferreds
        # because client code might immediately re-issue query when
        # it catches AutoReconnect, so we must invalidate current
        # connection before. Factory.clientConnectionFailed() is called
        # too late.
        self.factory.setInstance(None, reason)

        auto_reconnect = AutoReconnect("TxMongo lost connection to MongoDB.")

        if self.__deferreds:
            deferreds, self.__deferreds = self.__deferreds, {}
            for df in deferreds.values():
                df.errback(auto_reconnect)
        deferreds, self.__connection_ready = self.__connection_ready, []
        if deferreds:
            for df in deferreds:
                df.errback(auto_reconnect)

        protocol.Protocol.connectionLost(self, reason)


[docs]    def connectionReady(self):
        if self.transport:
            log.msg("TxMongo: connection to MongoDB established.", logLevel=logging.INFO)
            return defer.succeed(None)
        if not self.__connection_ready:
            self.__connection_ready = []

        def on_cancel(d):
            self.__connection_ready.remove(d)

        df = defer.Deferred(on_cancel)
        self.__connection_ready.append(df)
        return df


    def __wait_for_reply_to(self, request_id):
        def on_cancel(_):
            del self.__deferreds[request_id]
        df = defer.Deferred(on_cancel)
        self.__deferreds[request_id] = df
        return df

[docs]    def send_GETMORE(self, request):
        request_id = MongoClientProtocol.send_GETMORE(self, request)
        return self.__wait_for_reply_to(request_id)


[docs]    def send_QUERY(self, request):
        request_id = MongoClientProtocol.send_QUERY(self, request)
        return self.__wait_for_reply_to(request_id)


[docs]    def handle_REPLY(self, request):
        if request.response_to in self.__deferreds:
            df = self.__deferreds.pop(request.response_to)
            if request.response_flags & REPLY_QUERY_FAILURE:
                doc = request.documents[0].decode()
                code = doc.get("code")
                msg = "TxMongo: " + doc.get("$err", "Unknown error")
                fail_conn = False
                if code == 13435:
                    err = NotMasterError(msg)
                    fail_conn = True
                else:
                    err = OperationFailure(msg, code)
                df.errback(err)
                if fail_conn:
                    self.transport.loseConnection()
            else:
                df.callback(request)


[docs]    def fail(self, reason):
        log.err(str(reason))
        self.transport.loseConnection()


[docs]    def get_last_error(self, db, **options):
        command = SON([("getlasterror", 1)])
        db = "%s.$cmd" % db.split('.', 1)[0]
        command.update(options)

        def on_reply(reply):
            assert len(reply.documents) == 1

            document = reply.documents[0].decode()
            err = document.get("err", None)
            code = document.get("code", None)

            if err is not None:
                if code == 11000:
                    raise DuplicateKeyError(err, code = code)
                else:
                    raise OperationFailure(err, code = code)

            return document

        query = Query(collection=db, query=command)
        return self.send_QUERY(query).addCallback(on_reply)



[docs]    def set_wire_versions(self, min_wire_version, max_wire_version):
        self.min_wire_version = min_wire_version
        self.max_wire_version = max_wire_version


    def __run_command(self, database, query):
        cmd_collection = str(database) + ".$cmd"
        return self.send_QUERY(Query(collection=cmd_collection, query=query))\
            .addCallback(lambda response: response.documents[0].decode())

    @defer.inlineCallbacks
[docs]    def authenticate_mongo_cr(self, database_name, username, password):
        result = yield self.__run_command(database_name, {"getnonce": 1})

        if not result["ok"]:
            raise MongoAuthenticationError(result["errmsg"])

        nonce = result["nonce"]

        auth_cmd = SON(authenticate=1)
        auth_cmd["user"] = unicode(username)
        auth_cmd["nonce"] = nonce
        auth_cmd["key"] = auth._auth_key(nonce, username, password)

        result = yield self.__run_command(database_name, auth_cmd)

        if not result["ok"]:
            raise MongoAuthenticationError(result["errmsg"])

        defer.returnValue(result)


    @defer.inlineCallbacks
[docs]    def authenticate_scram_sha1(self, database_name, username, password):
        # Totally stolen from pymongo.auth
        user = username.replace('=', "=3D").replace(',', "=2C")
        nonce = base64.standard_b64encode(str(SystemRandom().random()).encode('ascii'))[2:]
        first_bare = "n={0},r={1}".format(user, nonce.decode()).encode('ascii')

        cmd = SON([("saslStart", 1),
                   ("mechanism", "SCRAM-SHA-1"),
                   ("autoAuthorize", 1),
                   ("payload", Binary(b"n,," + first_bare))])
        result = yield self.__run_command(database_name, cmd)

        server_first = result["payload"]
        parsed = auth._parse_scram_response(server_first)
        iterations = int(parsed[b'i'])
        salt = parsed[b's']
        rnonce = parsed[b'r']
        if not rnonce.startswith(nonce):
            raise MongoAuthenticationError("TxMongo: server returned an invalid nonce.")

        without_proof = b"c=biws,r=" + rnonce
        salted_pass = auth._hi(auth._password_digest(username, password).encode("utf-8"),
                               base64.standard_b64decode(salt),
                               iterations)
        client_key = hmac.HMAC(salted_pass, b"Client Key", sha1).digest()
        stored_key = sha1(client_key).digest()
        auth_msg = b','.join((first_bare, server_first, without_proof))
        client_sig = hmac.HMAC(stored_key, auth_msg, sha1).digest()
        client_proof = b"p=" + base64.standard_b64encode(auth._xor(client_key, client_sig))
        client_final = b','.join((without_proof, client_proof))

        server_key = hmac.HMAC(salted_pass, b"Server Key", sha1).digest()
        server_sig = base64.standard_b64encode(
            hmac.HMAC(server_key, auth_msg, sha1).digest())

        cmd = SON([("saslContinue", 1),
                   ("conversationId", result["conversationId"]),
                   ("payload", Binary(client_final))])
        result = yield self.__run_command(database_name, cmd)

        if not result["ok"]:
            raise MongoAuthenticationError("TxMongo: authentication failed.")

        parsed = auth._parse_scram_response(result["payload"])
        if parsed[b'v'] != server_sig:
            raise MongoAuthenticationError("TxMongo: server returned an invalid signature.")

        # Depending on how it's configured, Cyrus SASL (which the server uses)
        # requires a third empty challenge.
        if not result["done"]:
            cmd = SON([("saslContinue", 1),
                       ("conversationId", result["conversationId"]),
                       ("payload", Binary(b''))])
            result = yield self.__run_command(database_name, cmd)
            if not result["done"]:
                raise MongoAuthenticationError("TxMongo: SASL conversation failed to complete.")


    @defer.inlineCallbacks
[docs]    def authenticate_mongo_x509(self,  database_name, username, password):
        query = SON([("authenticate", 1),
                     ("mechanism", "MONGODB-X509"),
                     ("user", username)])
        result = yield self.__run_command("$external", query)
        if not result["ok"]:
            raise MongoAuthenticationError(result["errmsg"])
        defer.returnValue(result)


    @defer.inlineCallbacks
[docs]    def authenticate(self, database_name, username, password, mechanism):
        database_name = str(database_name)
        username = unicode(username)
        password = unicode(password)

        yield self.__auth_lock.acquire()

        try:
            if mechanism == "MONGODB-CR":
                auth_func = self.authenticate_mongo_cr
            elif mechanism == "SCRAM-SHA-1":
                auth_func = self.authenticate_scram_sha1
            elif mechanism == "MONGODB-X509":
                auth_func = self.authenticate_mongo_x509
            elif mechanism == "DEFAULT":
                if self.max_wire_version >= 3:
                    auth_func = self.authenticate_scram_sha1
                else:
                    auth_func = self.authenticate_mongo_cr
            else:
                raise MongoAuthenticationError(
                    "TxMongo: Unknown authentication mechanism: {0}".format(mechanism))

            result = yield auth_func(database_name, username, password)
            defer.returnValue(result)
        finally:
            self.__auth_lock.release()




[docs]class MongoDecoder:
    dataBuffer = None

    def __init__(self):
        self.dataBuffer = b''

[docs]    def feed(self, data):
        self.dataBuffer += data


    def __next__(self):
        if len(self.dataBuffer) < 16:
            return None
        message_length, = struct.unpack("<i", self.dataBuffer[:4])
        if len(self.dataBuffer) < message_length:
            return None
        if message_length < 16:
            raise ConnectionFailure()
        message_data = self.dataBuffer[:message_length]
        self.dataBuffer = self.dataBuffer[message_length:]
        return self.decode(message_data)
    next = __next__

    @staticmethod
[docs]    def decode(message_data):
        message_length = len(message_data)
        header = struct.unpack("<iiii", message_data[:16])
        opcode = header[3]
        if opcode == OP_UPDATE:
            zero, = struct.unpack("<i", message_data[16:20])
            if zero != 0:
                raise ConnectionFailure()
            name = message_data[20:].split(b"\x00", 1)[0]
            offset = 20 + len(name) + 1
            flags, = struct.unpack("<i", message_data[offset:offset + 4])
            offset += 4
            selector_length, = struct.unpack("<i", message_data[offset:offset + 4])
            selector = BSON(message_data[offset:offset + selector_length])
            offset += selector_length
            update_length, = struct.unpack("<i", message_data[offset:offset + 4])
            update = BSON(message_data[offset:offset + update_length])
            return Update(*(header + (zero, name, flags, selector, update)))
        elif opcode == OP_INSERT:
            flags, = struct.unpack("<i", message_data[16:20])
            name = message_data[20:].split(b"\x00", 1)[0]
            offset = 20 + len(name) + 1
            docs = []
            while offset < len(message_data):
                document_length, = struct.unpack("<i", message_data[offset:offset + 4])
                docdata = message_data[offset:offset + document_length]
                doc = BSON(docdata)
                docs.append(doc)
                offset += document_length
            return Insert(*(header + (flags, name, docs)))
        elif opcode == OP_QUERY:
            flags, = struct.unpack("<i", message_data[16:20])
            name = message_data[20:].split(b"\x00", 1)[0]
            offset = 20 + len(name) + 1
            number_to_skip, number_to_return = struct.unpack("<ii", message_data[offset:offset + 8])
            offset += 8
            query_length, = struct.unpack("<i", message_data[offset:offset + 4])
            query_data = message_data[offset:offset + query_length]
            query = BSON(query_data)
            offset += query_length
            fields = None
            if message_length > offset:
                fields_length, = struct.unpack("<i", message_data[offset:offset + 4])
                fields = BSON(message_data[offset:offset + fields_length])
            return Query(*(header + (flags, name, number_to_skip, number_to_return, query, fields)))
        elif opcode == OP_GETMORE:
            zero, = struct.unpack("<i", message_data[16:20])
            if zero != 0:
                raise ConnectionFailure()
            name = message_data[20:].split(b"\x00", 1)[0]
            offset = 20 + len(name) + 1
            number_to_return, cursorid = struct.unpack("<iq", message_data[offset:offset + 12])
            return Getmore(*(header + (zero, name, number_to_return, cursorid)))
        elif opcode == OP_DELETE:
            zero, = struct.unpack("<i", message_data[16:20])
            if zero != 0:
                raise ConnectionFailure()
            name = message_data[20:].split(b"\x00", 1)[0]
            offset = 20 + len(name) + 1
            flags, = struct.unpack("<i", message_data[offset:offset + 4])
            offset += 4
            selector = BSON(message_data[offset:])
            return Delete(*(header + (zero, name, flags, selector)))
        elif opcode == OP_KILL_CURSORS:
            cursors = struct.unpack("<ii", message_data[16:24])
            if cursors[0] != 0:
                raise ConnectionFailure()
            offset = 24
            cursor_list = []
            for i in range(cursors[1]):
                cursor, = struct.unpack("<q", message_data[offset:offset + 8])
                cursor_list.append(cursor)
                offset += 8
            return KillCursors(*(header + cursors + (cursor_list,)))
        elif opcode == OP_MSG:
            if message_data[-1] != b"\x00":
                raise ConnectionFailure()
            return Msg(*(header + (message_data[16:-1].decode("ascii"),)))
        elif opcode == OP_REPLY:
            reply = struct.unpack("<iqii", message_data[16:36])
            docs = []
            offset = 36
            for i in range(reply[3]):
                document_length, = struct.unpack("<i", message_data[offset:offset + 4])
                if document_length > (message_length - offset):
                    raise ConnectionFailure()
                docdata = message_data[offset:offset + document_length]
                doc = BSON(docdata)
                docs.append(doc)
                offset += document_length
            return Reply(*(header + reply + (docs,)))
        else:
            raise ConnectionFailure()
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  Source code for txmongo.connection

# Copyright 2009-2015 The TxMongo Developers. All rights reserved.
# Use of this source code is governed by the Apache License that can be
# found in the LICENSE file.

from __future__ import absolute_import, division

from bson.codec_options import DEFAULT_CODEC_OPTIONS
from pymongo.errors import AutoReconnect, ConfigurationError, OperationFailure
from pymongo.uri_parser import parse_uri
from pymongo.read_preferences import ReadPreference
from pymongo.write_concern import WriteConcern
from twisted.internet import defer, reactor, task
from twisted.internet.protocol import ReconnectingClientFactory, ClientFactory
from twisted.python import log
from twisted.python.compat import StringType
from txmongo.database import Database
from txmongo.protocol import MongoProtocol, Query
from txmongo.utils import timeout

DEFAULT_MAX_BSON_SIZE = 16777216
DEFAULT_MAX_WRITE_BATCH_SIZE = 1000


_PRIMARY_READ_PREFERENCES = {ReadPreference.PRIMARY.mode, ReadPreference.PRIMARY_PREFERRED.mode}


class _Connection(ReconnectingClientFactory):
    __notify_ready = None
    __allnodes = None
    __index = -1
    __uri = None

    instance = None
    protocol = MongoProtocol

    def __init__(self, pool, uri, connection_id, initial_delay, max_delay):
        self.__allnodes = list(uri["nodelist"])
        self.__notify_ready = []
        self.__pool = pool
        self.__uri = uri
        self.connection_id = connection_id
        self.initialDelay = initial_delay
        self.maxDelay = max_delay
        self.__auth_creds = {}

    def buildProtocol(self, addr):
        # Build the protocol.
        p = ReconnectingClientFactory.buildProtocol(self, addr)
        self._initializeProto(p)
        return p

    @defer.inlineCallbacks
    def _initializeProto(self, proto):
        yield proto.connectionReady()
        self.resetDelay()

        uri_options = self.uri['options']
        slaveok = uri_options.get('slaveok', False)
        if 'readpreference' in uri_options:
            slaveok = uri_options['readpreference'] not in _PRIMARY_READ_PREFERENCES

        try:
            if not slaveok:
                # Update our server configuration. This may disconnect if the node
                # is not a master.
                yield self.configure(proto)

            yield self._auth_proto(proto)
            self.setInstance(instance=proto)
        except Exception as e:
            proto.fail(e)

    @staticmethod
    @timeout
    def __send_ismaster(proto, **kwargs):
        query = Query(collection="admin.$cmd", query={"ismaster": 1})
        return proto.send_QUERY(query)

    @defer.inlineCallbacks
    def configure(self, proto):
        """
            Configures the protocol using the information gathered from the
            remote Mongo instance. Such information may contain the max
            BSON document size, replica set configuration, and the master
            status of the instance.
            """

        if not proto:
            defer.returnValue(None)

        reply = yield self.__send_ismaster(proto, timeout=self.initialDelay)

        # Handle the reply from the "ismaster" query. The reply contains
        # configuration information about the peer.

        # Make sure we got a result document.
        if len(reply.documents) != 1:
            raise OperationFailure("TxMongo: invalid document length.")

        # Get the configuration document from the reply.
        config = reply.documents[0].decode()

        # Make sure the command was successful.
        if not config.get("ok"):
            code = config.get("code")
            msg = "TxMongo: " + config.get("err", "Unknown error")
            raise OperationFailure(msg, code)

        # Check that the replicaSet matches.
        set_name = config.get("setName")
        expected_set_name = self.uri["options"].get("replicaset")
        if expected_set_name and (expected_set_name != set_name):
            # Log the invalid replica set failure.
            msg = "TxMongo: Mongo instance does not match requested replicaSet."
            raise ConfigurationError(msg)

        # Track max bson object size limit.
        proto.max_bson_size = config.get("maxBsonObjectSize", DEFAULT_MAX_BSON_SIZE)
        proto.max_write_batch_size = config.get("maxWriteBatchSize", DEFAULT_MAX_WRITE_BATCH_SIZE)

        proto.set_wire_versions(config.get("minWireVersion", 0),
                                config.get("maxWireVersion", 0))

        # Track the other hosts in the replica set.
        hosts = config.get("hosts")
        if isinstance(hosts, list) and hosts:
            for host in hosts:
                if ':' not in host:
                    host = (host, 27017)
                else:
                    host = host.split(':', 1)
                    host[1] = int(host[1])
                    host = tuple(host)
                if host not in self.__allnodes:
                    self.__allnodes.append(host)

        # Check if this node is the master.
        ismaster = config.get("ismaster")
        if not ismaster:
            msg = "TxMongo: MongoDB host `%s` is not master." % config.get('me')
            raise AutoReconnect(msg)

    def clientConnectionFailed(self, connector, reason):
        self.instance = None
        if self.continueTrying:
            self.connector = connector
            self.retryNextHost()

    def clientConnectionLost(self, connector, reason):
        self.instance = None
        if self.continueTrying:
            self.connector = connector
            self.retryNextHost()

    def notifyReady(self):
        """
            Returns a deferred that will fire when the factory has created a
            protocol that can be used to communicate with a Mongo server.

            Note that this will not fire until we have connected to a Mongo
            master, unless slaveOk was specified in the Mongo URI connection
            options.
            """
        if self.instance:
            return defer.succeed(self.instance)

        def on_cancel(d):
            self.__notify_ready.remove(d)

        df = defer.Deferred(on_cancel)
        self.__notify_ready.append(df)
        return df

    def retryNextHost(self, connector=None):
        """
            Have this connector connect again, to the next host in the
            configured list of hosts.
            """
        if not self.continueTrying:
            msg = "TxMongo: Abandoning {0} on explicit request.".format(connector)
            log.msg(msg)
            return

        if connector is None:
            if self.connector is None:
                raise ValueError("TxMongo: No additional connector to retry.")
            else:
                connector = self.connector

        delay = False
        self.__index += 1

        if self.__index >= len(self.__allnodes):
            self.__index = 0
            delay = True

        connector.host, connector.port = self.__allnodes[self.__index]

        if delay:
            self.retry(connector)
        else:
            connector.connect()

    def setInstance(self, instance=None, reason=None):
        if instance == self.instance:
            # Should not fail deferreds from __notify_ready if setInstance(None)
            # called when instance is already None
            return
        self.instance = instance
        deferreds, self.__notify_ready = self.__notify_ready, []
        if deferreds:
            for df in deferreds:
                if instance:
                    df.callback(self)
                else:
                    df.errback(reason)

    @property
    def uri(self):
        return self.__uri

    def _auth_proto(self, proto):
        return defer.DeferredList(
            [proto.authenticate(database, username, password, mechanism)
             for database, (username, password, mechanism) in self.__auth_creds.items()],
            consumeErrors=True
        )

    def authenticate(self, database, username, password, mechanism):
        self.__auth_creds[str(database)] = (username, password, mechanism)

        if self.instance:
            return self.instance.authenticate(database, username, password, mechanism)
        else:
            return defer.succeed(None)


[docs]class ConnectionPool(object):
    __index = 0
    __pool = None
    __pool_size = None
    __uri = None

    __wc_possible_options = {'w', "wtimeout", 'j', "fsync"}

    __pinger_discovery_interval = 10

    def __init__(self, uri="mongodb://127.0.0.1:27017", pool_size=1, ssl_context_factory=None,
                 ping_interval=10, ping_timeout=10, **kwargs):
        assert isinstance(uri, StringType)
        assert isinstance(pool_size, int)
        assert pool_size >= 1

        if not uri.startswith("mongodb://"):
            uri = "mongodb://" + uri

        self.__uri = parse_uri(uri)

        wc_options = self.__uri['options'].copy()
        wc_options.update(kwargs)
        wc_options = dict((k, v) for k, v in wc_options.items() if k in self.__wc_possible_options)
        self.__write_concern = WriteConcern(**wc_options)

        self.__codec_options = kwargs.get('codec_options', DEFAULT_CODEC_OPTIONS)

        retry_delay = kwargs.get('retry_delay', 1.0)
        max_delay = kwargs.get('max_delay', 60.0)
        self.__pool_size = pool_size
        self.__pool = [
            _Connection(self, self.__uri, i, retry_delay, max_delay)
            for i in range(pool_size)
        ]

        if self.__uri['database'] and self.__uri['username'] and self.__uri['password']:
            self.authenticate(self.__uri['database'], self.__uri['username'],
                              self.__uri['password'],
                              self.__uri['options'].get('authmechanism', 'DEFAULT'))

        host, port = self.__uri['nodelist'][0]

        self.ssl_context_factory = ssl_context_factory

        initial_delay = kwargs.get('retry_delay', 30)
        for factory in self.__pool:
            factory.connector = self.__tcp_or_ssl_connect(host, port, factory,
                                                          timeout=initial_delay)

        self.ping_interval = ping_interval
        self.ping_timeout = ping_timeout
        self.__pingers = {}
        self.__pinger_discovery = task.LoopingCall(self.__discovery_nodes_to_ping)
        self.__pinger_discovery.start(self.__pinger_discovery_interval, now=False)

    def __tcp_or_ssl_connect(self, host, port, factory, **kwargs):
        if self.ssl_context_factory:
            return reactor.connectSSL(host, port, factory, self.ssl_context_factory, **kwargs)
        else:
            return reactor.connectTCP(host, port, factory, **kwargs)

    @property
    def write_concern(self):
        return self.__write_concern

    @property
    def codec_options(self):
        return self.__codec_options

[docs]    def getprotocols(self):
        return self.__pool


    def __getitem__(self, name):
        return Database(self, name)

    def __getattr__(self, name):
        return self[name]

    def __repr__(self):
        if self.uri["nodelist"]:
            return "Connection(%r, %r)" % self.uri["nodelist"][0]
        return "Connection()"

[docs]    def get_default_database(self):
        if self.uri["database"]:
            return self[self.uri["database"]]
        else:
            return None


[docs]    def drop_database(self, name_or_database):
        if isinstance(name_or_database, (bytes, StringType)):
            db = self[name_or_database]
        elif isinstance(name_or_database, Database):
            db = name_or_database
        else:
            raise TypeError("argument to drop_database() should be database name "
                            "or database object")

        return db.command("dropDatabase")


[docs]    def disconnect(self):
        self.__pinger_discovery.stop()
        for pinger in self.__pingers.values():
            pinger.connector.disconnect()

        for factory in self.__pool:
            factory.stopTrying()
            factory.stopFactory()
            if factory.instance and factory.instance.transport:
                factory.instance.transport.loseConnection()
            if factory.connector:
                factory.connector.disconnect()
        # Wait for the next iteration of the loop for resolvers
        # to potentially cleanup.
        df = defer.Deferred()
        reactor.callLater(0, df.callback, None)
        return df


[docs]    def authenticate(self, database, username, password, mechanism="DEFAULT"):
        def fail(failure):
            failure.trap(defer.FirstError)
            raise failure.value.subFailure.value

        return defer.gatherResults(
            [connection.authenticate(database, username, password, mechanism)
             for connection in self.__pool],
            consumeErrors=True
        ).addErrback(fail)


[docs]    def getprotocol(self):
        # Get the next protocol available for communication in the pool.
        connection = self.__pool[self.__index]
        self.__index = (self.__index + 1) % self.__pool_size

        # If the connection is already connected, just return it.
        if connection.instance:
            return defer.succeed(connection.instance)

        # Wait for the connection to connection.
        return connection.notifyReady().addCallback(lambda conn: conn.instance)


    @property
    def uri(self):
        return self.__uri


    # Pingers are persistent connections that are established to each
    # node of the replicaset to monitor their availability.
    #
    # Every `__pinger_discovery_interval` seconds ConnectionPool compares
    # actual nodes addresses and starts/stops Pingers to ensure that
    # Pinger is started for every node address.
    #
    # Every `ping_interval` seconds pingers send ismaster commands.
    #
    # All pool connections to corresponding TCP address are dropped
    # if one of following happens:
    #   1. Pinger is unable to receive response to ismaster within
    #      `ping_timeout` seconds
    #   2. Pinger is unable to connect to address within `ping_timeout`
    #      seconds
    #
    # If Pinger's connection is closed by server, pool connections are not
    # dropped. Next discovery procedure will recreate the Pinger.

    def __discovery_nodes_to_ping(self):
        existing = set(self.__pingers)
        peers = {conn.instance.transport.getPeer()
                 for conn in self.__pool if conn.instance}

        for peer in peers - existing:
            pinger = _Pinger(self.ping_interval, self.ping_timeout,
                             self.__on_ping_lost, self.__on_ping_fail)
            pinger.connector = self.__tcp_or_ssl_connect(peer.host, peer.port, pinger,
                                                         timeout=self.ping_timeout)
            self.__pingers[peer] = pinger

        for unused_peer in existing - peers:
            self.__pingers[unused_peer].connector.disconnect()
            del self.__pingers[unused_peer]

    def __on_ping_lost(self, addr):
        if addr in self.__pingers:
            self.__pingers[addr].connector.disconnect()
            del self.__pingers[addr]

    def __on_ping_fail(self, addr):
        # Kill all pool connections to this addr
        for connection in self.__pool:
            if connection.instance and connection.instance.transport.getPeer() == addr:
                connection.instance.transport.abortConnection()

        self.__on_ping_lost(addr)



class _PingerProtocol(MongoProtocol):

    __next_call = None

    def __init__(self, interval, timeout, fail_callback):
        MongoProtocol.__init__(self)
        self.interval = interval
        self.timeout = timeout
        self.fail_callback = fail_callback

    def ping(self):
        def on_ok(result):
            if timeout_call.active():
                timeout_call.cancel()
                self.__next_call = reactor.callLater(self.interval, self.ping)

        def on_fail(failure):
            if timeout_call.active():
                timeout_call.cancel()
                on_timeout()

        def on_timeout():
            self.transport.loseConnection()
            self.fail_callback(self.transport.getPeer())

        timeout_call = reactor.callLater(self.timeout, on_timeout)

        self.send_QUERY(Query(collection="admin.$cmd", query={"ismaster": 1}))\
            .addCallbacks(on_ok, on_fail)


    def connectionMade(self):
        MongoProtocol.connectionMade(self)
        self.ping()

    def connectionLost(self, reason):
        MongoProtocol.connectionLost(self, reason)
        if self.__next_call and self.__next_call.active():
            self.__next_call.cancel()


class _Pinger(ClientFactory):

    def __init__(self, interval, timeout, lost_callback, fail_callback):
        self.interval = interval
        self.timeout = timeout
        self.lost_callback = lost_callback
        self.fail_callback = fail_callback

    def buildProtocol(self, addr):
        proto = _PingerProtocol(self.interval, self.timeout, self.fail_callback)
        proto.factory = self
        return proto

    def setInstance(self, instance=None, reason=None):
        pass

    def clientConnectionLost(self, connector, reason):
        self.lost_callback(connector.getDestination())

    def clientConnectionFailed(self, connector, reason):
        self.fail_callback(connector.getDestination())


###
# Begin Legacy Wrapper
###

[docs]class MongoConnection(ConnectionPool):
    def __init__(self, host="127.0.0.1", port=27017, pool_size=1, **kwargs):
        uri = "mongodb://%s:%d/" % (host, port)
        ConnectionPool.__init__(self, uri, pool_size=pool_size, **kwargs)



lazyMongoConnectionPool = MongoConnection
lazyMongoConnection = MongoConnection
MongoConnectionPool = MongoConnection

###
# End Legacy Wrapper
###
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  Source code for txmongo.database

# Copyright 2009-2015 The TxMongo Developers.  All rights reserved.
# Use of this source code is governed by the Apache License that can be
# found in the LICENSE file.

from bson.son import SON
from bson.codec_options import DEFAULT_CODEC_OPTIONS
from pymongo.helpers import _check_command_response
from twisted.python.compat import unicode
from txmongo.collection import Collection
from txmongo.utils import timeout


[docs]class Database(object):
    __factory = None

    def __init__(self, factory, database_name, write_concern=None,
                 codec_options=None):
        self.__factory = factory
        self.__write_concern = write_concern
        self.__codec_options = codec_options
        self._database_name = unicode(database_name)

    def __str__(self):
        return self._database_name

    def __repr__(self):
        return "Database(%r, %r)" % (self.__factory, self._database_name,)

    def __call__(self, database_name):
        return Database(self.__factory, database_name, self.__write_concern,
                        self.__codec_options)

    def __getitem__(self, collection_name):
        return Collection(self, collection_name)

    def __getattr__(self, collection_name):
        return self[collection_name]

    @property
    def name(self):
        return self._database_name

    @property
    def connection(self):
        return self.__factory

    @property
    def write_concern(self):
        return self.__write_concern or self.__factory.write_concern

    @property
    def codec_options(self):
        return self.__codec_options or self.__factory.codec_options

    @timeout
[docs]    def command(self, command, value=1, check=True, allowable_errors=None,
                codec_options=DEFAULT_CODEC_OPTIONS, _deadline=None, **kwargs):
        """command(command, value=1, check=True, allowable_errors=None, codec_options=DEFAULT_CODEC_OPTIONS)"""
        if isinstance(command, (bytes, unicode)):
            command = SON([(command, value)])
        options = kwargs.copy()
        command.update(options)

        def on_ok(response):
            if check:
                msg = "TxMongo: command {0} on namespace {1} failed with '%s'".format(repr(command), ns)
                _check_command_response(response, msg, allowable_errors)

            return response

        ns = self["$cmd"].with_options(codec_options=codec_options)
        return ns.find_one(command, _deadline=_deadline).addCallback(on_ok)



    @timeout
[docs]    def create_collection(self, name, options=None, write_concern=None,
                          codec_options=None, **kwargs):
        collection = Collection(self, name, write_concern=write_concern,
                                codec_options=codec_options)

        if options:
            if "size" in options:
                options["size"] = float(options["size"])
            options.update(kwargs)
            return self.command("create", name, **options)\
                .addCallback(lambda _: collection)

        return collection


    @timeout
[docs]    def drop_collection(self, name_or_collection, _deadline=None):
        """drop_collection(name_or_collection)"""
        if isinstance(name_or_collection, Collection):
            name = name_or_collection._collection_name
        elif isinstance(name_or_collection, (bytes, unicode)):
            name = name_or_collection
        else:
            raise TypeError("TxMongo: name must be an instance of basestring or txmongo.Collection")

        return self.command("drop", unicode(name), allowable_errors=["ns not found"],
                            _deadline=_deadline)


    @timeout
[docs]    def collection_names(self, _deadline=None):
        """collection_names()"""
        def ok(results):
            names = [r["name"] for r in results]
            names = [n[len(str(self)) + 1:] for n in names
                     if n.startswith(str(self) + ".")]
            names = [n for n in names if "$" not in n]
            return names
        return self["system.namespaces"].find(_deadline=_deadline).addCallback(ok)



[docs]    def authenticate(self, name, password, mechanism="DEFAULT"):
        """
        Send an authentication command for this database.
        mostly stolen from pymongo
        """
        if not isinstance(name, (bytes, unicode)):
            raise TypeError("TxMongo: name must be an instance of basestring.")
        if not isinstance(password, (bytes, unicode)):
            raise TypeError("TxMongo: password must be an instance of basestring.")

        """
        Authenticating
        """
        return self.connection.authenticate(self, name, password, mechanism)
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  Source code for txmongo.filter

# Copyright 2009-2014 The TxMongo Developers.  All rights reserved.
# Use of this source code is governed by the Apache License that can be
# found in the LICENSE file.

from __future__ import absolute_import, division
from collections import defaultdict
from twisted.python.compat import unicode

"""Query filters"""


def _direction(keys, direction):
    if isinstance(keys, (bytes, unicode)):
        return (keys, direction),
    elif isinstance(keys, (list, tuple)):
        return tuple([(k, direction) for k in keys])


[docs]def ASCENDING(keys):
    """Ascending sort order"""
    return _direction(keys, 1)



[docs]def DESCENDING(keys):
    """Descending sort order"""
    return _direction(keys, -1)



[docs]def GEO2D(keys):
    """
    Two-dimensional geospatial index
    http://www.mongodb.org/display/DOCS/Geospatial+Indexing
    """
    return _direction(keys, "2d")



[docs]def GEO2DSPHERE(keys):
    """
    Two-dimensional geospatial index
    http://www.mongodb.org/display/DOCS/Geospatial+Indexing
    """
    return _direction(keys, "2dsphere")



[docs]def GEOHAYSTACK(keys):
    """
    Bucket-based geospatial index
    http://www.mongodb.org/display/DOCS/Geospatial+Haystack+Indexing
    """
    return _direction(keys, "geoHaystack")



[docs]def TEXT(keys):
    """
    Text-based index
    https://docs.mongodb.com/manual/core/index-text/
    """
    return _direction(keys, "text")



class _QueryFilter(defaultdict):

    ALLOWED_DIRECTIONS = {1, -1, "2d", "2dsphere", "geoHaystack", "text"}

    def __init__(self):
        defaultdict.__init__(self, lambda: ())

    def __add__(self, obj):
        for k, v in obj.items():
            if isinstance(v, tuple):
                self[k] += v
            else:
                self[k] = v
        return self

    def _index_document(self, operation, index_list):
        name = self.__class__.__name__
        try:
            assert isinstance(index_list, (list, tuple))
            for key, direction in index_list:
                if not isinstance(key, (bytes, unicode)):
                    raise TypeError("TxMongo: invalid {0}ing key '{1}'"
                                    .format(name, repr(key)))
                if direction not in self.ALLOWED_DIRECTIONS:
                    raise TypeError("TxMongo invalid {0}ing direction '{1}'"
                                    .format(name, direction))
                self[operation] += tuple(((key, direction),))
        except Exception:
            raise TypeError("TxMongo: invalid list of keys for {0}, {1}"
                            .format(name, repr(index_list)))

    def __repr__(self):
        return "<mongodb QueryFilter: %s>" % dict.__repr__(self)


[docs]class sort(_QueryFilter):
    """Sorts the results of a query."""

    def __init__(self, key_list):
        _QueryFilter.__init__(self)
        try:
            assert isinstance(key_list[0], (list, tuple))
        except:
            key_list = (key_list,)
        self._index_document("orderby", key_list)



[docs]class hint(_QueryFilter):
    """Adds a `hint`, telling Mongo the proper index to use for the query."""

    def __init__(self, index_list_or_name):
        _QueryFilter.__init__(self)
        if isinstance(index_list_or_name, (list, tuple)):
            if not isinstance(index_list_or_name[0], (list, tuple)):
                index_list_or_name = (index_list_or_name,)
            self._index_document("hint", index_list_or_name)
        else:
            self["hint"] = index_list_or_name



[docs]class explain(_QueryFilter):
    """Returns an explain plan for the query."""

    def __init__(self):
        _QueryFilter.__init__(self)
        self["explain"] = True



[docs]class snapshot(_QueryFilter):
    def __init__(self):
        _QueryFilter.__init__(self)
        self["snapshot"] = True



[docs]class comment(_QueryFilter):
    def __init__(self, comment):
        _QueryFilter.__init__(self)
        self["comment"] = comment
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  Source code for txmongo._gridfs

# Copyright 2009-2010 10gen, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
# http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""GridFS is a specification for storing large objects in Mongo.

The :mod:`gridfs` package is an implementation of GridFS on top of
:mod:`pymongo`, exposing a file-like interface.
"""

from __future__ import absolute_import, division
from twisted.internet import defer
from txmongo._gridfs.errors import NoFile
from txmongo._gridfs.grid_file import GridIn, GridOut, GridOutIterator
from txmongo import filter
from txmongo.filter import ASCENDING, DESCENDING
from txmongo.database import Database

assert GridOutIterator

[docs]class GridFS(object):
    """An instance of GridFS on top of a single Database.
    """

    def __init__(self, database, collection="fs"):
        """Create a new instance of :class:`GridFS`.

        Raises :class:`TypeError` if `database` is not an instance of
        :class:`~pymongo.database.Database`.

        :Parameters:
          - `database`: database to use
          - `collection` (optional): root collection to use

        .. note::

            Instantiating a GridFS object will implicitly create it indexes.
            This could leads to errors if the underlaying connection is closed
            before the indexes creation request has returned. To avoid this you
            should use the defer returned by :meth:`GridFS.indexes_created`.

        .. versionadded:: 1.6
           The `collection` parameter.
        """
        if not isinstance(database, Database):
            raise TypeError("TxMongo: database must be an instance of Database.")

        self.__database = database
        self.__collection = database[collection]
        self.__files = self.__collection.files
        self.__chunks = self.__collection.chunks
        self.__indexes_created_defer = defer.DeferredList([
            self.__files.create_index(
                filter.sort(ASCENDING("filename") + ASCENDING("uploadDate"))),
            self.__chunks.create_index(
                filter.sort(ASCENDING("files_id") + ASCENDING("n")), unique=True)
        ])

[docs]    def indexes_created(self):
        """Returns a defer on the creation of this GridFS instance's indexes
        """
        d = defer.Deferred()
        self.__indexes_created_defer.chainDeferred(d)
        return d


[docs]    def new_file(self, **kwargs):
        """Create a new file in GridFS.

        Returns a new :class:`~gridfs.grid_file.GridIn` instance to
        which data can be written. Any keyword arguments will be
        passed through to :meth:`~gridfs.grid_file.GridIn`.

        :Parameters:
          - `**kwargs` (optional): keyword arguments for file creation

        .. versionadded:: 1.6
        """
        return GridIn(self.__collection, **kwargs)


[docs]    def put(self, data, **kwargs):
        """Put data in GridFS as a new file.

        Equivalent to doing:

        >>> f = new_file(**kwargs)
        >>> try:
        >>>     f.write(data)
        >>> finally:
        >>>     f.close()

        `data` can be either an instance of :class:`str` or a
        file-like object providing a :meth:`read` method. Any keyword
        arguments will be passed through to the created file - see
        :meth:`~gridfs.grid_file.GridIn` for possible
        arguments. Returns the ``"_id"`` of the created file.

        :Parameters:
          - `data`: data to be written as a file.
          - `**kwargs` (optional): keyword arguments for file creation

        .. versionadded:: 1.6
        """
        grid_file = GridIn(self.__collection, **kwargs)

        def _finally(result):
            return grid_file.close().addCallback(lambda _: result)

        return grid_file.write(data)\
            .addBoth(_finally)\
            .addCallback(lambda _: grid_file._id)


[docs]    def get(self, file_id):
        """Get a file from GridFS by ``"_id"``.

        Returns an instance of :class:`~gridfs.grid_file.GridOut`,
        which provides a file-like interface for reading.

        :Parameters:
          - `file_id`: ``"_id"`` of the file to get

        .. versionadded:: 1.6
        """
        def ok(doc):
            if doc is None:
                raise NoFile("TxMongo: no file in gridfs with _id {0}".format(repr(file_id)))

            return GridOut(self.__collection, doc)
        return self.__collection.files.find_one({"_id": file_id}).addCallback(ok)


[docs]    def get_version(self, filename=None, version=-1):
        """Get a file from GridFS by ``"filename"``.
        Returns a version of the file in GridFS whose filename matches
        `filename` and whose metadata fields match the supplied keyword
        arguments, as an instance of :class:`~gridfs.grid_file.GridOut`.
        Version numbering is a convenience atop the GridFS API provided
        by MongoDB. If more than one file matches the query (either by
        `filename` alone, by metadata fields, or by a combination of
        both), then version ``-1`` will be the most recently uploaded
        matching file, ``-2`` the second most recently
        uploaded, etc. Version ``0`` will be the first version
        uploaded, ``1`` the second version, etc. So if three versions
        have been uploaded, then version ``0`` is the same as version
        ``-3``, version ``1`` is the same as version ``-2``, and
        version ``2`` is the same as version ``-1``. Note that searching by
        random (unindexed) meta data is not supported here.
        Raises :class:`~gridfs.errors.NoFile` if no such version of
        that file exists.
        :Parameters:
          - `filename`: ``"filename"`` of the file to get, or `None`
          - `version` (optional): version of the file to get (defaults
            to -1, the most recent version uploaded)
        """        
        query = {"filename": filename}
        skip = abs(version)
        if version < 0:
            skip -= 1
            myorder = DESCENDING("uploadDate")
        else:
            myorder = ASCENDING("uploadDate")

        def ok(cursor):
            if cursor:
                return GridOut(self.__collection, cursor[0])

            raise NoFile("no version %d for filename %r" % (version, filename))

        return self.__files.find(query, filter=filter.sort(myorder), limit=1, skip=skip)\
            .addCallback(ok)


[docs]    def count(self, filename):
        """Count the number of versions of a given file.
        Returns an integer number of versions of the file in GridFS whose filename matches
        `filename`, or raises NoFile if the file doesn't exist.
        :Parameters:
          - `filename`: ``"filename"`` of the file to get version count of
        """
        return self.__files.count({"filename": filename})


[docs]    def get_last_version(self, filename):
        """Get a file from GridFS by ``"filename"``.

        Returns the most recently uploaded file in GridFS with the
        name `filename` as an instance of
        :class:`~gridfs.grid_file.GridOut`. Raises
        :class:`~gridfs.errors.NoFile` if no such file exists.

        An index on ``{filename: 1, uploadDate: -1}`` will
        automatically be created when this method is called the first
        time.

        :Parameters:
          - `filename`: ``"filename"`` of the file to get

        .. versionadded:: 1.6
        """
        def ok(doc):
            if doc is None:
                raise NoFile("TxMongo: no file in gridfs with filename {0}".format(repr(filename)))

            return GridOut(self.__collection, doc)

        return self.__files.find_one({"filename": filename},
                                     filter = filter.sort(DESCENDING("uploadDate"))).addCallback(ok)


    # TODO add optional safe mode for chunk removal?
[docs]    def delete(self, file_id):
        """Delete a file from GridFS by ``"_id"``.

        Removes all data belonging to the file with ``"_id"``:
        `file_id`.

        .. warning:: Any processes/threads reading from the file while
           this method is executing will likely see an invalid/corrupt
           file. Care should be taken to avoid concurrent reads to a file
           while it is being deleted.

        :Parameters:
          - `file_id`: ``"_id"`` of the file to delete

        .. versionadded:: 1.6
        """
        return defer.DeferredList([
            self.__files.remove({"_id": file_id}, safe=True),
            self.__chunks.remove({"files_id": file_id})
        ])


[docs]    def list(self):
        """List the names of all files stored in this instance of
        :class:`GridFS`.

        .. versionchanged:: 1.6
           Removed the `collection` argument.
        """
        return self.__files.distinct("filename")
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