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Python socktools documentation

socktools is a python package that abstracts away all the messy parts of implementing a message-based protocol on top of a socket.
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Basic overview


How socktools is organised

socktools is organised into a set of basic classes that handle spawning of eventlet greenthreads and the low-level communication via socket.socket objects. On top of these basic classes applications are built
by inheriting from the base classes and implementing appropriate handlers for different message types.

To provide nonblocking I/O socktools currently makes use of eventlet and seperates message encoding and decoding, application logic and low-level primitives into different greenthreads.
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Modules


Core modules



	socktools.base_sock - base socket implementation




	socktools.meta_sock - one socket to rule them all











Socket implementations



	socktools.tcp_sock - P2P TCP implementation




	socktools.udp_sock - UDP implementation




	socktools.wsgi_websocket_sock











Utility mixins



	socktools.msgtype_mixin - reference message types by name

	socktools.json_mixin - JSON formatted messages

	socktools.msgpack_mixin - msgpack formatted messages

	socktools.tcp_linemode_mixin - line by line support for TCP servers

	socktools.http_mixin - toy HTTP implementation
	Overview

	Python API












Embedded webserver



	socktools.webwrap - web.py WSGI wrapper











Daemons and servers



	socktools.daemon.base_daemon - UNIX daemon basic implementation




	socktools.daemon.cron_timer - cron-like timers for daemons
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socktools.base_sock - base socket implementation

This module provides the base classes used in the other modules, you should probably ignore it unless you plan to implement a new socket type.


	
class socktools.base_sock.BaseSock(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: object

The base class from which specific socket classes inherit

This class is the base socket class which handles queuing of messages and the main event loop.
It should not be used directly but rather subclassed or one of the existing child classes used.





	Keyword Arguments:

		
	bind (tuple) –
if not None, specifies a TCP/IP endpoint as (ip,port) to bind to and listen on

	connect (tuple) –
if not None, specifies a TCP/IP endpoint as (ip,port) to connect to

	handlers (dict) –
maps message types to list of message handler functions

	timeout (int) –
time in seconds before a peer is considered to have timed out

	tick_interval (int) –
time in seconds to wait between ticks

	sock (socket.socket) –
if not None, specifies a socket object to be used - should be used only for testing

	meta_sock (meta_sock.MetaSock) –
if not None, specifies the meta socket this socket belongs to, see meta_sock.py

	logger (logging.Logger) –
a logger object

	no_async (bool) –
if set True, no attempts will be made to go async except for sending messages










	
known_peers

	dict

all currently connected peers have an entry in this dict, the contents of the dict are another dict with metadata






	
pool

	eventlet.GreenPool

all greenlets spawned by the socket belong to this pool, with a default concurrency of 1000






	
parse_q

	eventlet.queue.LightQueue

raw packet data is added to this queue before being parsed, each item is a tuple of (data,addr)






	
in_q

	eventlet.queue.LightQueue

parsed messages are added to this queue after being parsed






	
timeout

	int

the timeout interval in seconds - peers must talk to us on a regular basis to avoid being timed out






	
tick_interval

	int

the tick interval - what exactly a tick does is up to the application






	
handlers

	dict

maps message types to list of message handler functions






	
sock

	arbitrary object representing the physical socket, defaults to an instance of DummySocket






	
meta_sock

	see meta_sock.py






	
logger

	logging.logger

the logger to use for this socket






	
active

	bool

indicates whether this socket is active and working






	
add_handler(msg_type, handler, exclusive=False)[source]

	Add a handler for the specified message type

This method adds message handlers to the socket after it has been setup, allowing dynamic handlers.

It is preferable to use static handlers whenever possible





	Parameters:	
	msg_type – the message type the handler is for, this depends on application but is usually an int

	handler – the handler function to add, must accept params (addr,msg_type,msg_data)






	Keyword Arguments:

		exclusive (bool) –
if True, deletes all previously set handlers for this message type












	
child_setup()[source]

	Convenient setup hook for child classes

To avoid the need to rewrite __init__ when inheriting from this class, __init__ calls this method before spawning threads and going active.

Without this hook, any child class that adds extra params to __init__ would need to have a copy of the implementation as it is not possible to modify certain things after threads are spawned.

See msgtype_mixin.py for a good example of how to use this.

In the default implementation it does nothing.






	
close_peer(peer)[source]

	Removes a peer from the known_peers list and does any required cleanup





	Parameters:	peer (tuple) – the peer to close as a TCP/IP endpoint tuple, i.e (ip,port)





Notes

The default implementation simply removes the peer from the known_peers list, any child class should do the same when overriding this method






	
connect_to(endpoint)[source]

	Connect to a specified endpoint

This method should be overridden and used to implement any authentication etc before adding the specified endpoint to the known peers list
In the default implementation nothing is done here except adding the peer to the known peers list


	Arg:

	endpoint (tuple): the TCP/IP endpoint as (ip,port)








	
create_socket()[source]

	Create the physical socket object

To be of any practical use, this should be overridden





	Returns:	The physical socket object, in the default implementation this is a DummySocket instance


	Return type:	socket.socket










	
decode_msg(data)[source]

	Used internally - decodes raw messages

If encode_msg() is implemented, this should do the inverse





	Parameters:	data (str) – the message serialised as a string and still encoded


	Returns:	the decoded but still serialised message


	Return type:	str










	
encode_msg(data)[source]

	Encode a serialised message

This method is where you should implement any form of encoding required by the physical socket including things such as prefixing a length for TCP sockets.

You may also handle compression,encryption etc here.

In the default implementation this is an identity function.





	Parameters:	data (str) – the message serialised as a string


	Returns:	the encoded message


	Return type:	str










	
get_default_handlers()[source]

	Get a default handlers dict

When inheriting from this class you should setup default handlers needed by the protocol by overriding this method. Additionally, children should always call the parent for this method.





	Returns:	a dict mapping message types to handlers, can be 0-length but must be a dict


	Return type:	dict










	
good_peer(peer)[source]

	Check if the specified peer is one we want to talk to

If this method returns False for a peer as it sends us a message, that message will be dropped and not parsed.
The default implementation returns True for every peer





	Parameters:	peer (tuple) – the TCP/IP endpoint of the peer as an (ip,port) tuple


	Returns:	True if the peer is good, otherwise False


	Return type:	bool










	
handle_all(from_addr, msg_type, msg_data)[source]

	Called before doing anything with a decoded/parsed packet before all other handlers

This can be used as a hook to implement whatever you want with decoded packets - stuff like encryption and compression though belongs in parse_msg().

After being parsed all messages pass through this method and any transformations required can be applied.
Most applications will not need this and the default implementation (which is a simple identity function) will work fine.

One application where this may be of use is to send “unknown peer” type messages if the address is not in the known peers dict.





	Parameters:	
	from_addr (tuple) – The remote peer’s TCP/IP endpoint as an (ip,port) tuple

	msg_type – The message type, what this is depends on the application but is usually an int

	msg_data – The message data, what this is depends on the application






	Returns:	(from_addr,msg_type,msg_data) - the message, modified or not, by default this is identical to the params unless overridden




	Return type:	tuple












	
handler_thread()[source]

	Used internally - reads from in_q and passes to the appropriate handler


Note

This method should only be run from inside the class and inside a greenthread








	
handler_wrapper(handler, addr, msg_type, msg_data)[source]

	Invokes the specified handler while catching exceptions

This method invokes a handler function while catching and logging any exceptions.
If an exception is raised by the handler, BaseSock.log_error() is called to notify the end user





	Parameters:	
	handler (function) – a function accepting params (addr,msg_type,msg_data)

	addr (tuple) – TCP/IP endpoint for the peer that originated the message

	msg_type – the message type - this depends on the application but usually an int

	msg_data – the message data - this depends on the application but usually a tuple or dict














	
log_debug(msg)[source]

	Logs debug info - if debug mode is off, this method should do nothing

The default implementation prints the message to stdout





	Parameters:	msg (str) – message to log










	
log_error(msg, exc=None)[source]

	Log an error with exception data

This method logs errors and should be overridden to use whatever logging mechanism is appropriate in the end user application.

The default implementation simply prints the message and exception data to stdout





	Parameters:	msg (str) – error message






	Keyword args

	exc (Exception): a python exception related to the error








	
parse_msg(data)[source]

	Parse a raw message into a format usable by the application

This method should be overridden by the application as appropriate and handles message parsing from raw packets.





	Parameters:	data (str) – the raw packet to be parsed, this should be one whole message


	Returns:	a tuple of (msg_type,msg_data) - the specific types of msg_type and msg_data depend on the application


	Return type:	tuple






Note

If not overridden, by default this method returns a message of type 0 and the raw data as msg_data.
Please also note that this method should NOT implement anything beyond parsing, see good_peer() and handle_all() for higher level logic.








	
parser_thread()[source]

	Used internally - reads from parse_q and puts parsed messages into in_q


Note

This method should only be run from inside the class and inside a greenthread








	
read_raw()[source]

	Read a single raw packet from the socket or sockets

If the underlying physical socket is UDP, this method should simply read from it and return as quickly as possible.

If the underlying physical socket is a TCP socket connected to one single peer, this method should read from it and return as quickly as possible.

If the underlying physical socket is a TCP server, this method should return a raw packet from the next available client.

In all cases, this method should return a raw packet without parsing of any kind beyond size checking.

If no data is available, this method should block using eventlet.greenthread.sleep(0) or equivalent until data is available.


Note

The default implementation together with DummySocket always returns a null-length string from localhost:1337
Using the default implementation with another physical socket type probably won’t work




Warning

this method must NOT block except via eventlet, failure to heed this warning will result in crippled performance







	Returns:	(data,from_addr) - data should be a string or byte buffer, from_addr should be a TCP/IP endpoint tuple in the form (ip,port)


	Return type:	tuple










	
recv_thread()[source]

	Used internally - reads from the socket and puts the raw packets into parse_q


Warning

This method absolutely must not be called from anywhere except inside the class or bad things will happen








	
run_handler(addr=None, msg_type=None, msg_data=None)[source]

	




	
send_msg(msg_type, msg_data, to_peer=None)[source]

	Encode and then send a single message to the specified peer

This method encodes and then sends a single message to the specified peer, or optionally to all connected peers.





	Parameters:	
	msg_type (int) – the type of message to send

	msg_data – format depends on the application, usually a tuple, list or dict










Note

This method relies upon the serialise_msg() method and the encode_msg() method - please ensure these methods are defined appropriately







	Keyword Arguments:

		to_peer (tuple) –
the TCP/IP endpoint as a (host,ip) tuple to transmit to, if this is set to None then all peers will get the message










	
send_raw(data, to_peer=None)[source]

	Send a single raw packet from the socket to the specified peer

This method sends a single raw packet (already encoded as appropriate) to the specified peer, or optionally to all connected peers.

The whole packet must be transmitted before this method returns and it must block if required via eventlet.greenthread.sleep(0) or equivalent





	Parameters:	data (str) – the raw data to send, this must already be encoded and ready for transmission on the physical socket - including length if required


	Keyword Arguments:

		to_peer (tuple) –
the TCP/IP endpoint as a (host,ip) tuple to transmit to, if this is set to None then all peers will be sent the packet






Warning

This method must NOT block except via eventlet, failure to heed this warning will result in crippled performance.
Further, it is vitally important to wrap the actual transmission in an appropriate try/catch block when broadcasting so that a failure to transmit to one client does not result in failing to transmit to others








	
serialise_msg(msg_type, msg_data)[source]

	Serialise a single message

This method is where you should implement your message serialisation code for custom protocols.

In the default implementation this function just returns str(msg_data)





	Parameters:	
	msg_type (int) – the message type

	msg_data – a python object to be serialised into a message






	Returns:	the serialised message




	Return type:	str












	
setup_logger(logger)[source]

	Setup a logger object to use instead of stdout

Often it makes sense to log stuff to a logger object instead of dumping it to stdout using print.
This is especially useful for daemon processes where you may otherwise not see the output at all.





	Parameters:	logger (logging.logger) – The logger object to use










	
tick()[source]

	Perform application-specific tick

The default implementation does absolutely nothing, you should override this if you want tick functionality
While debugging it may be helpful to insert a sleep in here to see what happens when you miss ticks





	Parameters:	diff (int) – the recorded time in seconds the last tick took to run, 0 on the first iteration










	
tick_thread()[source]

	Used internally to call the tick() method in a loop with accurate timing

Many network protocols, 3D gaming ones in particular, require a fixed frequency “tick”, that’s what is implemented here.
This thread runs tick() in a loop and measures the time it took, adjusting the delay to compensate


Note

This code makes no guarantees at all that the specified tick interval is actually achievable - if you get missed ticks, optimise your tick() to be more async








	
timeout_thread()[source]

	Used internally - removes peers from the known_peers dict if they haven’t sent us a packet within the last timeout interval


Warning

This method must not be called from anywhere except inside the class, and only one instance should run at a time












	
class socktools.base_sock.DummySocket(sock_family=2, sock_type=2, proto=0)[source]

	Bases: eventlet.greenio.base.GreenSocket

A socket object that does nothing


	
recvfrom(buflen=8192, flags=0)[source]

	Dummy implementation of socket.recvfrom()

This method simply returns a null-length string coming from address (‘127.0.0.1’,1337)
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socktools.meta_sock - one socket to rule them all

This module provides one socket class to rule them all, one socket class to bring them all and in the meta socket bind them.

Tolkien aside, a meta socket is just a socket class that can add other sockets and respond to messages from all the added sockets in one place.

Each individual socket will also respond to the individual messages unless the meta socket is in override mode.

If you’re feeling crazy you can also nest meta sockets inside other meta sockets.

The intended application of this module is enabling things like UDP+TCP at the same time, or websocket+IRC etc.


	
class socktools.meta_sock.MetaSock(override_mode=False, child_sockets=[], **kwargs)[source]

	Bases: socktools.base_sock.BaseSock

One socket to rule them all

A meta socket is a socket object that has a collection of child sockets from which it receives messages in pre-parsed format.





	Keyword Arguments:

		
	override_mode (bool) –
if True, the child sockets will not process messages and instead defer to the meta socket

	child_sockets (list) –
a list of child sockets to add at startup










	
add_msg(child_sock, from_addr, msg_type, msg_data)[source]

	Add a message to in_q

The child sockets call this to add messages to the meta socket’s in_q for handling.





	Parameters:	
	child_sock (base_sock.BaseSock) – the child socket this message came from - useful if we need to reply to the message

	from_addr (tuple) – the TCP/IP endpoint as seen by the child socket

	msg_type – the message type

	msg_data – the actual message data














	
get_default_child_sockets()[source]

	Return a list of default child sockets

This method is provided for the sake of a uniform API, in most cases you can do what you need to without subclassing.

In the default implementation this returns a 0-length list.






	
handler_thread()[source]

	Async invoke handlers - used internally

This is near identical to the implementation in base_sock.BaseSock() except that handlers accept a child_sock param, so we need to account for that.


	Todo:

	refactor this so we’re not duplicating code








	
handler_wrapper(handler, child_sock, addr, msg_type, msg_data)[source]

	Invokes the specified handler while catching exceptions

Copied straight from base_sock.BaseSock, does the same except for adding the child_sock param





	Parameters:	
	handler (function) – a function accepting params (addr,msg_type,msg_data)

	child_sock (base_sock.BaseSock) – the child socket this message originated from

	addr (tuple) – TCP/IP endpoint for the peer that originated the message

	msg_type – the message type - this depends on the application but usually an int

	msg_data – the message data - this depends on the application but usually a tuple or dict














	
parser_thread()[source]

	We do nothing here, nothing at all






	
recv_thread()[source]

	We also do nothing here






	
send_msg(msg_type, msg_data, to_peer=None)[source]

	Broadcasts a message to all child sockets

It is up to the child socket classes to properly encode the message.

The to_peer param is ignored and present only for compatiblity reasons.






	
send_raw(data, to_peer=None)[source]

	Broadcast a raw message to all child sockets

As with send_msg(), to_peer is for compatiblity reasons only and is ignored.


Warning

It is advised to use send_msg() instead of this method due to the possiblity of underlying protocol differences








	
timeout_thread()[source]

	Does nothing

In the meta socket there is no concept of known_peers so this also does nothing.
Child sockets should implement timeouts as appropriate.






	
update_child_socks()[source]

	Update the meta_sock variable in children

This should be called after adding new child socks
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socktools.tcp_sock - P2P TCP implementation

This module contains an implementation of P2P TCP messaging - that is, you can use it to implement either client or server, servers may connect to clients and clients may turn into servers.

For most applications you’ll want to just pass the TCPSock class a bunch of handlers then start it as a server, and then do the same in your client and pass the connect param in.

In terms of actual protocol, since this module is intended for message-based protocols a line by line mode is NOT available by default. Instead, every socket is a stream of message lengths and binary blob messages.

The message length is an unsigned integer in big endian (also known as the standard network order). Python treats this datatype as having 4 bytes.

If you have messages over 4,294,967,296 bytes long you’re a liar because nobody does that - if you do however happen to have a 4GB long piece of data to send (really?) consider rethinking your protocol (and your life).


	
class socktools.tcp_sock.TCPSock(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: socktools.base_sock.BaseSock

Simple TCP implementation - both client and server

This class implements TCP based messaging on both the client and server side.
In order to use it as a server, make sure you pass the appropriate endpoint to the bind param in the constructor
and then call start_server().
Without calling start_server() or connecting somewhere with connect_to() this class will do nothing at all.


	
connect_to(endpoint)[source]

	Connect to the specified endpoint

When overriding in childclasses you should call the parent first to setup the actual connection.
Confusingly, after connecting outwards, the peer is handled by the handle_client thread - feel free to send a pull request if that bugs you


	Arg:

	endpoint (tuple): the TCP/IP endpoint as (ip,port)








	
create_socket(no_reuse=False)[source]

	Creates the physical socket object

Since it makes no sense to create a TCP socket without binding it, you should not call this method directly.
Instead, pass a valid bind param to __init__ and leave the socket param as None
This method should only really be used by servers





	Keyword Arguments:

		no_reuse (bool) –
if True, the socket will NOT have SO_REUSEADDR set






Note

The socket sets SO_REUSEADDR by default, this saves a LOT of time in testing your code, but if you don’t
want this behaviour you can configure it using the no_reuse param







	Returns:	the physical socket object for inbound connections


	Return type:	socket.socket










	
do_real_read(s)[source]

	Used to perform the actual read from a socket

This by default reads the message length prefix first and then the message. If your application needs a different scheme it should implement it here in a child class.

If there is no data to read, this method should block (via eventlet) until sufficient data is available to read a whole message.

The default implementation reads a big-endian unsigned 32-bit integer from the socket specifying the message length and then reads the message.

In the default implementation, the message length prefix is NOT returned.





	Parameters:	s (socket.socket) – The socket we’re trying to read from


	Returns:	the data read from the socket.


	Return type:	str










	
encode_msg(data)[source]

	Used to encode the length prefix in messages

This should be overridden if you override do_real_read() and/or decode_msg().

In the default implementation, a 32-bit unsigned integer representing the data length is prefixed





	Parameters:	data (str) – the data to encode


	Returns:	the data with a length prefix


	Return type:	str










	
handle_client(client_addr, client_sock)[source]

	Used internally - reads messages from clients and passes them off to be read

Since the entire point of socktools is to turn all sockets into message-orientated connections this method simply reads
messages and queues them up.


Note

It’s probably a bad idea to call this directly, but some weird and possibly cool things could be done if you do








	
handle_client_send(addr, client_sock)[source]

	Used internally - sends messages to clients

Although send_raw() could in theory just send direct to the socket, that’d be a bad idea.
So instead we use a queue, this thread grabs messages from that queue and sends them off.


Note

This method will return silently if called on a peer address that does not exist




Warning

Starting this twice will probably result in corrupted connection state, don’t start it at all outside the class







	Parameters:	
	addr (tuple) – TCP/IP endpoint of the client in (ip,port) format

	client_sock (socket.socket) – The physical socket














	
read_raw()[source]

	Reads the next available raw packet from any client

In this implementation, that simply means grabbing from recv_q and returning





	Returns:	(data, from_addr) - data is a string, from_addr is the remote peer’s TCP/IP endpoint


	Return type:	tuple










	
send_raw(data, to_peer=None)[source]

	Send a single raw packet to a specified peer (or to all connected peers)

This method essentially just dumps stuff into the specified peer’s sendq, or alternatively into every connected peer’s sendq

It is then up to the handle_client_send thread to actually transmit the data





	Parameters:	data (str) – The raw data to send - must be already encoded including the length prefix


	Keyword Arguments:

		to_peer (tuple) –
The TCP/IP endpoint as a (host,ip) tuple, if set to None all connected peers will get the packet










	
server_thread()[source]

	Used internally - accepts new clients and gives them a nice shiny new greenlet

Every client attempting to connect must first be “blessed” by good_peer(), otherwise the connection is silently dropped
A future version of this code should probably add a callback or something here


Warning

This method must not be called from outside the class or bad things will happen








	
start_server(bind=None, backlog=1)[source]

	Start listening for clients in a new greenlet

This method sets up the infrastructure needed to pass clients off to greenlets and then does listen() on the socket.

You should generally only use this method when creating a pure server - call it after your application is ready to accept clients.
If you must use it after passing a connect param to __init__() then it might work, or it might fail horribly.
Instead, to implement a P2P node, pass a bind param to __init__() and then use connect_to() to connect remote peers.





	Keyword Arguments:

		
	bind (tuple) –
if the socket did not have an appropriate bind param passed to __init__ you can pass it here

	backlog (int) –
the number of clients to have in the queue awaiting an accept() call - generally the default is ok here










Warning

If you pass the bind param here when the socket was already bound in the constructor, this will fail.




Warning

Calling this twice is beyond idiotic, and not checked for - if you do that, it’s on you
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socktools.udp_sock - UDP implementation

This module contains the class you probably want most of the time: it implements P2P UDP.


	
class socktools.udp_sock.UDPSock(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: socktools.base_sock.BaseSock

Simple UDP implementation - both client and server

Read the code to see just HOW trivially simple this is, application logic belongs elsewhere


	
create_socket(no_reuse=False)[source]

	Creates the physical socket object


Note

The socket sets SO_REUSEADDR by default, this saves a LOT of time in testing your code, but if you don’t want this behaviour turn it off in child_setup()







	Returns:	the physical socket object for inbound connections


	Return type:	socket.socket
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socktools.wsgi_websocket_sock

This module contains a simple wrapper around the websocket server support in eventlet, giving the same uniform API as the rest of socktools.

Once started, messages are read one by one from the socket, it is advised to use JSON for encoding and decoding.


	
class socktools.wsgi_websocket_sock.WSGIWebsocketSock(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: socktools.base_sock.BaseSock

Simple implementation of a WSGI websocket server.

This class implements a websocket server that can be used with any WSGI-compatible httpd.
Call start_server() to startup the basic infrastructure and then get_wsgi_func() to get a WSGI function that can be used in your httpd.


	
create_socket()[source]

	Does nothing

There is no concept of creating a physical socket for websockets, so this method does nothing.






	
get_wsgi_func()[source]

	Get a WSGI function

Use this instead of directly referencing wsgi_func, directly referencing it will break subclasses that wrap the socket





	Returns:	the WSGI function that can be passed to an appropriate server


	Return type:	function










	
read_raw()[source]

	Reads the next available raw packet from any client

In this implementation, that simply means grabbing from recv_q and returning





	Returns:	(data, from_addr) - data is a string, from_addr is the remote peer’s TCP/IP endpoint


	Return type:	tuple










	
send_raw(data, to_peer=None)[source]

	Send a single raw packet to a specified peer (or to all connected peers)

This method essentially just dumps stuff into the specified peer’s sendq, or alternatively into every connected peer’s sendq.

It is then up to the handle_client_send thread to actually transmit the data





	Parameters:	data (str) – The raw data to send - must be already encoded including the length prefix


	Keyword Arguments:

		to_peer (tuple) –
The TCP/IP endpoint as a (host,ip) tuple, if set to None all connected peers will get the packet










	
start_server()[source]

	Start the basic infrastructure so new clients can be accepted.

This method sets up the infrastructure needed to pass clients off to greenlets, it is then up to the user application to use get_wsgi_func() to do stuff with those clients.


Warning

Calling this twice is beyond idiotic, and not checked for - if you do that, it’s on you








	
ws_sender_thread(ws)[source]

	Used internally - sends messages to websocket clients





	Parameters:	ws (websocket.WebSocket) – the websocket object representing the client connection










	
wsgi_func(ws)[source]

	WSGI handler function

This is the WSGI handler function for websocket clients, it should not be invoked directly - use get_wsgi_func() and then pass that value to your httpd.





	Parameters:	ws (websocket.WebSocket) – the websocket object representing the client connection
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socktools.msgtype_mixin - reference message types by name

This module implements a mixin that allows you to reference message types as strings. Higher-level protocols can make use of it to offer a more convenient API.

Normally you’d use this to represent message types as integers, but you can also remap message types to other strings here too.

Additionally, this module has another mixin that adds send_MSGTYPE methods to the socket object for each message type.


	
class socktools.msgtype_mixin.MsgtypeSendMixin[source]

	Bases: object

A mixin that adds send_MSGTYPE methods to the socket

This MUST be used with MsgtypeStrMixin first otherwise it will not work:

class MyClass(MsgtypeSendMixin,MsgtypeStrMixin,UDPSock):
      pass





You will of course also need to setup your message types by passing an appropriate dict to the constructor or by overriding get_default_msg_types().

If everything works the object will magically acquire a bunch of send_MSGTYPE methods: 1 per msg_types entry. Note that for performance reasons this is NOT dynamic.

The send_MSGTYPE methods will pass all of their arguments to send_msg()


	
child_setup()[source]

	Setup this mixin

This is where the black magic happens.










	
class socktools.msgtype_mixin.MsgtypeStrMixin(msg_types={}, **kwargs)[source]

	Bases: object

A mixin for referencing message types as strings

This class should be used together with UDPSock, TCPSock or a child of one of those classes:

class MyClass(MsgtypeStrMixin,UDPSock):
   pass





If you do not add an actual socket, this class does nothing, it’s a mixin.





	Keyword Arguments:

		msg_types (dict) –
maps message types as strings to message type integers (or any other arbitrary object)






	
msg_types

	dict

maps message types as strings to message type integers (or any other arbitrary object)






	
add_handler(msg_type, handler, exclusive=False)[source]

	See base_sock.py for full details

The mixin adds a msg_types lookup and uses the value from msg_types if found. Otherwise this method is identical to the default add_handler().






	
child_setup()[source]

	Setup this mixin

This method configures the handlers by remapping them to appropriate values from the msg_types variable, saving an extra lookup at runtime.

Should a handler be specified directly as an integer or a handler be specified for a message type that does not exist, it will be left as-is.






	
get_default_msg_types()[source]

	Get a default msg_types dict

When inheriting from this class you should override this method and setup appropriate message types. Like get_default_handlers() children should always call this method.

The default implementation returns an empty dict





	Returns:	a dict mapping message type strings to any other data type (integer is usual)


	Return type:	dict
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socktools.json_mixin - JSON formatted messages

This module implements a mixin that implements the parse_msg() method using JSON. Messages are assumed to be JSON lists of (msg_type,msg_data).

You may send JSON messages using send_msg().


	
class socktools.json_mixin.JSONParseMixin[source]

	Bases: object

A mixin for parsing JSON messages


This class is most suited to the websocket server:


class MyClass(JSONParseMixIn,WSGIWebsocketSock):
      pass






	
parse_msg(data)[source]

	Parse a raw message in JSON format

This method assumes the message is encoded as a JSON list object of (msg_type,msg_data).


Warning

Catching exceptions for malformed packets is left up to caller - ultimately this means your application code.







	Parameters:	data (str) – The raw packet to parse


	Returns:	a tuple of (msg_type,msg_data)


	Return type:	tuple










	
serialise_msg(msg_type, msg_data)[source]

	Serialise a message in JSON format

This method serialises msg_data (which should be a dict or sequence) into a JSON list object of (msg_type,msg_data).





	Parameters:	
	msg_type (int) – the message type as an integer

	msg_data (dict) – usually a dict, the actual message contents
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socktools.msgpack_mixin - msgpack formatted messages

This module implements a mixin that implements the parse_msg() method using msgpack - see http://www.msgpack.org for details on the msgpack format.


	
class socktools.msgpack_mixin.MsgpackParseMixin[source]

	Bases: object

A mixin for parsing msgpack messages

See http://msgpack.org/ for details


	
parse_msg(data)[source]

	Parse a raw msgpack message

This method assumes the message is encoded as a list or tuple of (msg_type,msg_data).

For performance reasons garbage collection is turned off while parsing. Should an exception occur while parsing, self.log_debug() is invoked.

If an exception does occur, this method might return None.





	Parameters:	data (str) – The raw packet to parse


	Returns:	a tuple of (msg_type,msg_data)


	Return type:	tuple










	
serialise_msg(msg_type, msg_data)[source]

	Serialise a msgpack message

Similar to the JSON mixin, this method serialises messages as msgpack lists of (msg_type,msg_data)





	Parameters:	
	msg_type (int) – the message type as an integer

	msg_data (dict) – usually a dict, the actual message contents






	Returns:	the msgpack encoded message




	Return type:	str
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socktools.tcp_linemode_mixin - line by line support for TCP servers

This module enables reading from TCP sockets line by line, it is used by the example simple_chat.py


	
class socktools.tcp_linemode_mixin.TCPLinemodeMixin[source]

	Bases: object

A mixin for implementing line protocols

When implementing line-based protocols over TCP, use this mixin


	
do_real_read(s)[source]

	Read messages from a socket by reading lines





	Parameters:	s (socket.socket) – the underlying physical socket to read from


	Returns:	a single line read from that socket


	Return type:	str










	
encode_msg(data)[source]

	Identity function

Since we don’t need a length prefix when in line-by-line mode this method is just an identity function





	Parameters:	data (str) – The raw message


	Returns:	The raw message


	Return type:	str

















          

      

      

    


    
         Copyright 2016, Gareth Nelson.
      Created using Sphinx 1.3.5.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	
          previous |

        	python-sock-tools 0.2 documentation 

          	Modules 
 
      

    


    
      
          
            
  
socktools.http_mixin - toy HTTP implementation


Overview

This is a simple implementation of HTTP for demonstration purposes, if you need a webserver for production use, see webwrap.py.




Python API

This module provides a mixin that gets HTTP requests from sockets, the basis of every webserver. No client implementation is provided - urllib or python-requests serves that purpose just fine.

Although it’d be cool, this does not currently support HTTP over UDP. Use it with a TCP socket. The HTTP support is also very basic at present.


Warning

Avoid using send_msg() on HTTP server sockets, this may cause various subtle and tricky to debug issues. Instead use the request object to reply.




	
class socktools.http_mixin.HTTPMixin[source]

	Bases: object

A mixin for implementing HTTP

Use this to get HTTP requests from the socket


	
do_real_read(s)[source]

	Read a single HTTP request

This method will read a single HTTP request without parsing it and then close the socket.
Essentially we just read until the socket closes - which is a bit of a cheat but works.






	
parse_msg(args)[source]

	








	
class socktools.http_mixin.HTTPRequest(verb='GET', path='/', headers={}, client_sock=None, server_sock=None)[source]

	Bases: object

Represents an HTTP request

Instances of this class are generated by HTTPMixin and used in the msg_data field.

To respond to the request, use the reply() method.


	
reply(status=(200, 'OK'), body='', headers={})[source]
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socktools.webwrap - web.py WSGI wrapper

Often it makes sense to run an internal webserver for administration purposes, it also makes sense to use the existing implementation.

This module provides a simple wrapper around web.py inside eventlet. The wrapper is intended to be used inside of daemon processses but is useful in other places too.


	
class socktools.webwrap.WebWrap(urls={}, physical_sock=None, listen_on=('0.0.0.0', 8080))[source]

	Bases: object

A light wrapper around web.py and eventlet.wsgi

This class is intended for providing a simple embedded webserver inside of daemon processes (or elsewhere).

After configuring URLs, simply run start_server() to start it up.


Warning

You must not use a physical socket from one of the socktools classes here.







	Keyword Arguments:

		
	urls (dict) –
Map URL paths to URL handlers, see web.py documentation

	physical_sock (socket.socket) –
If not None, the existing physical socket to listen on

	listen_on (tuple) –
A tuple of (interface_ip,port) that the webserver should listen on










	
get_default_urls()[source]

	Return the default URL mappings

Override this in your app. The default implementation returns a single URL for / which returns a bit of static text





	Returns:	a dict mapping web.py URLs to web.py URL handlers


	Return type:	dict










	
get_url_map()[source]

	Generates a URL map for this webserver

To integrate better with the rest of socktools, WebWrap offers a get_default_urls() method that returns a dict.

Unfortunately web.py requires a tuple, so this method generates that tuple.





	Returns:	the web.py compatible URL map


	Return type:	tuple










	
get_wsgifunc()[source]

	Return a WSGI-compatible function

In the default implementation this returns the WSGI function from a web.py app






	
server_thread()[source]

	Used internally - server greenlet






	
start_server()[source]

	Starts the webserver in a new greenlet

Call this after setting up URLs etc and the webserver will start answering requests.










	
socktools.webwrap.static_page(page_content, mime_type='text/html')[source]

	Generate and return a URL handler for static content

This function uses a bit of metaprogramming black magic and returns a web.py URL handler for arbitrary static content





	Returns:	the URL handler


	Return type:	object
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socktools.daemon.base_daemon - UNIX daemon basic implementation

This module provides the base implementation for a unix daemon.

Daemons in socktools are implemented as a collection of protocols with appropriate infrastructure for handling logging etc.

Parts are inspired by or copied from python-daemon as found at https://github.com/martinrusev/python-daemon.
See docs/python-daemon-license.txt for the license for python-daemon.


Note

This will almost certainly NOT work on windows - but if you’re using windows to host a server you’re too incompetent to bother to read this documentation anyway.




	
class socktools.daemon.base_daemon.BaseDaemon(pidfile='./daemon.pid', stdin='/dev/null', stdout='/dev/null', stderr='/dev/null')[source]

	Bases: object

The base daemon class from which others inherit

This class can be used directly in theory, but it makes more sense to inherit from it or use one of the other daemon classes.





	Keyword Arguments:

		
	pidfile (str) –
Path to the PID file the daemon will use

	stdin (str) –
Path to the stdin device to use

	stdout (str) –
Path to the stdout device

	stderr (str) –
Path to the stderr device










	
atexit_handler()[source]

	Handle cleanup before closing

This method is called if the daemon process closes and cleans up things like the PID file. If subclassing, you must make sure to call the parent method here.


Note

This method should ONLY do cleanup, after it returns the process dies








	
daemonize()[source]

	Daemonize the process

This is where the magic happens, this method is called by start() to daemonize the process and start running.
You should not call this directly, instead use start().


Warning

This method does not check if the daemon is already running or not, if it is already running then bad things will happen








	
do_reload()[source]

	Reload configuration

This method should be overridden when inheriting from the class. Your implementation should reload any configuration from disk.
In the default implementation this does nothing.






	
fork_me()[source]

	Used internally - fork me baby, fork me

Used internally to fork when detaching from parent process, fork me baby, fork me






	
get_logger()[source]

	Sets up the default logger

This method is used at startup to create a simple logger. The default implementation writes to syslog.





	Returns:	the logger


	Return type:	logging.Logger










	
get_pid()[source]

	Get the pid of the active daemon process

If the daemon is running, this will give you the PID, otherwise it’ll return None





	Returns:	the PID of the active daemon process or None


	Return type:	int










	
handle_hup(signum, frame)[source]

	Signal handler for SIGHUP

This method is the default signal handler for SIGHUP. The standard action to take upon a SIGHUP is reloading configuration, so the default implementation calls self.do_reload().





	Parameters:	
	signum (int) – Always signal.SIGHUP

	frame – A stack frame, this will be returned to once the handler has finished running














	
handle_rc(argv=['/home/docs/checkouts/readthedocs.org/user_builds/python-sock-tools/envs/latest/bin/sphinx-build', '-T', '-b', 'epub', '-d', '_build/doctrees-epub', '-D', 'language=en', '.', '_build/epub'])[source]

	Implements rc.d style style commands

To use a daemon in production you probably want a script to put into the init system, that’s what this method is for. Simply invoke it and it’ll handle start/stop/reload/restart/status.

If the arguments provided are not valid, this method will dump usage information to stdout and then exit.





	Keyword Arguments:

		argv (list) –
List of command line arguments, generally this should just be sys.argv










	
is_running()[source]

	Check if the daemon is already running, either in this or in another process

This method will check first if the current process is running the daemon and if not will check the pidfile and check if the PID is still an active process.





	Returns:	True if the daemon is already running, otherwise False


	Return type:	bool










	
pre_stdout(pid=0)[source]

	Called just before we redirect the file descriptors

This method is called just before we redirect the file descriptors and make normal output no longer work - use it for announcing startup messages etc.
In the default implementation this outputs a message announcing the PID of the daemon.


Warning

DO NOT use print to output here, use sys.stderr.write() and then sys.stderr.flush() otherwise bad things will happen.







	Keyword Arguments:

		pid (int) –
The PID of the daemon process










	
run()[source]

	Main loop of the daemon process

This method is where the actual server (or whatever) code goes. The default implementation just runs eventlet.greenthread.sleep(3600) in an infinite loop.
The default implementation also spits out a log entry once per hour.






	
start()[source]

	Start the daemon up

Call this method to start the daemon, if it already exists this will cause the process to exit with a return value of 1






	
stop()[source]

	Stop the daemon

Call this method to stop the daemon (even if it’s in another process). If the daemon is not running this method does nothing.
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socktools.daemon.cron_timer - cron-like timers for daemons

This module provides a cron-like timer intended for use in daemon processes. Essentially, it lets you schedule events for every X seconds.

A lot of emphasis is placed on trying to get timings as accurate as possible while still using greenlets instead of full size threads.

To use it, setup the CronTimer class and configure your timed events then in your main loop call start_timer() and end_timer() before and after your other code.
If you do not call end_timer() your scheduled events will not run.


	
class socktools.daemon.cron_timer.CronTimer(scheduled_events={})[source]

	Cron-like timer for daemon processes

This class implements the cron-like timer for daemon processes. Events are scheduled to occur at a set frequency by registering them along with the time delay between function invocations.

In other words, if you wanted to schedule a function to run every hour you’d use a time delay of 3600.





	Keyword Arguments:

		scheduled_events (dict) –
Maps time delays to functions






	
end_timer()[source]

	Ends the main loop timer and runs scheduled events

This method should be called at the end of your main loop in order to run the scheduled events.






	
get_default_events()[source]

	Override this to add your own default events

This method is provided for the use of child classes and simply returns an events dict mapping time delays to lists of functions.

The default implementation returns an empty dict.

Note that you should NOT put the same callback in 2 different delays.





	Returns:	maps time delays to lists of functions


	Return type:	dict










	
get_sorted_delays()[source]

	Returns a sorted list of delays

This method sorts the current scheduled events and returns them in a list starting with smallest first.





	Returns:	list of time delays starting from the smallest first


	Return type:	list










	
start_timer()[source]

	Starts the main loop timer

To keep the timing accurate the main loop iterations are timed and the actual delay is calculated taking the main loop time into account






	
update_events()[source]

	Updates all internal state

Call this method after updating the scheduled_events dict
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Full applications


Overview

The distribution includes a few full applications that demonstrate how to use the library in a more complex way than the simple examples.

As with the examples, you can run these apps from the command line:

python -m socktools.apps.geekircd








Servers

These apps implement server daemons



	socktools.apps.geekircd - an IRC server for geeks
	Overview

	geekircd.py

	geekirc/irc_sock.py

	geekirc/meta_chat.py
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socktools.apps.geekircd - an IRC server for geeks


Overview

GeekIRC is an IRC server with a builtin websocket interface designed for geeks. It demonstrates use of the meta socket feature as well as webwrap for the web interface.

To run it, use the following command:

python -m socktools.apps.geekircd








geekircd.py




geekirc/irc_sock.py




geekirc/meta_chat.py
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Examples


How to run the examples

These examples can be run from the command line:

python -m socktools.examples.simple_chat








Simple examples



	socktools.examples.simple_chat




	socktools.examples.simple_dns











Web examples

The following examples show how to implement various web services and similar.



	socktools.examples.ws_dumper




	socktools.examples.simple_http
	Overview

	Python API
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socktools.examples.simple_chat

This module implements a toy multiuser chat server, clients can connect using standard tools like netcat and telnet and chat to other clients.

If you want to test it, simply run it as a normal python script and then connect to localhost on port 31337.

Note: this is provided as an example only, it is highly recommended that you do NOT try to run a production server on this code as-is.


	
class socktools.examples.simple_chat.ChatProtocol(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: socktools.tcp_linemode_mixin.TCPLinemodeMixin, socktools.tcp_sock.TCPSock

Multiuser chat implementation

Protocols in socktools are either classes that inherit from a socket or mixins that can be added to another application-specific class later along with the socket.

For the multiuser chat protocol we only want TCP, messages are simply newline terminated.

Homework exercise: implement message types and use them to specify IRC-style channels, or outright implement IRC. Hint: you need handlers and a modified parser.


	
get_default_handlers()[source]

	We setup handlers here

In this example, there’s only a single message type (0) - also known as the default message type





	Returns:	the message handlers dict, updated to configure message type 0 so it calls handle_msg


	Return type:	dict










	
handle_all(from_addr, msg_type, msg_data)[source]

	All messages get transformed to show other users where they came from.

See base_sock.py for information on this method. Note that it is generally not good style to use this method for doing actual application logic, it should only transform.

Homework exercise: make users pseudo-anonymous by hashing their IP address and add in IRC-like ops with /kick and /ban functionality






	
handle_msg(from_addr, msg_type, msg_data)[source]

	Handler for message type 0

By default, this is the only message handler used, others can of course be setup and should be done in get_default_handlers().

This method is also gloriously simple - it just broadcasts msg_data to all other connected clients.
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socktools.examples.simple_dns

This module implements a simple toy DNS server using dnslib to encode/decode packets. To test it, run this module as a script and then query it on port 31337.


	
class socktools.examples.simple_dns.DNSProtocol(msg_types={}, **kwargs)[source]

	Bases: socktools.msgtype_mixin.MsgtypeSendMixin, socktools.msgtype_mixin.MsgtypeStrMixin, socktools.udp_sock.UDPSock

DNS protocol implementation

This class implements the world’s worst DNS server: all hostnames return NXDOMAIN


	
get_default_handlers()[source]

	See base_sock.py






	
get_default_msg_types()[source]

	




	
handle_query(from_addr, msg_type, msg_data)[source]

	Responds to DNS queries

This is a crappy DNS server, so we simply dump the request to stdout and then respond with a standard response






	
parse_msg(data)[source]

	Parse a raw packet using dnslib
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socktools.examples.ws_dumper

To test this, connect with wscat to localhost and send properly formatted JSON messages.

By default, this example binds to localhost on port 31337 and uses json_mixin to parse messages.

I suggest using wscat to test it, open 2 terminals and copy the below:

$ python -m socktools.examples.ws_dumper
hit ctrl-c to quit
(18720) wsgi starting up on http://127.0.0.1:31337





After running the server, use wscat to send a test message:

$ wscat -c ws://localhost:31337
connected (press CTRL+C to quit)
> [0, "test"]





You should see the message dumped by the server:

(18720) accepted ('127.0.0.1', 45150)
Got raw data: [0, "test"]
Got message type 0 from 127.0.0.1:45150: test
Putting parsed message type 0 from 127.0.0.1:45150 on queue: test






Note

This example uses eventlet’s WSGI server, this is fine for testing but should NOT be used for production




	
class socktools.examples.ws_dumper.WSDumperProtocol(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: socktools.json_mixin.JSONParseMixin, socktools.wsgi_websocket_sock.WSGIWebsocketSock

Websocket dumper

Simply dumps every received message to stdout, messages are JSON lists of (msg_type,msg_data).


	
handle_all(from_addr, msg_type, msg_data)[source]
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socktools.examples.simple_http


Overview

This module demonstrates a trivial webserver using the http_mixin module. Please note that it is NOT considered production-ready.




Python API

This module implements a toy http webserver where every URL returns a small HTML page.


	
class socktools.examples.simple_http.MyServer(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: socktools.http_mixin.HTTPMixin, socktools.tcp_sock.TCPSock

Simple http server

This class implements a trivial http server with some static content.

Note that unlike other protocols and sockets, when dealing with HTTP the msg_data object has a reply() method that must be used.


	
get_default_handlers()[source]

	




	
handle_get(from_addr, msg_type, msg_data)[source]

	Handle HTTP GET requests

The HTTP mixin represents requests as a special object with a reply() method that can be used to send a response.
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Tools and utilities


What the tools do

socktools comes with a set of command-line utilities that make it simple to implement a custom protocol.




Running the tools

Like the examples, you can run the tools from the command line:

python -m socktools.tools.gen_proto








Generator tools

These tools enable you to automatically generate a python module that implements your protocol.



	gen_proto.py - generate a protocol from a specification
	Overview

	Usage

	JSON specification format

	Examples
	build_example_chat.py - generate the chat protocol
	Overview








	socktools.tools.examples.gen_proto.chat_server




	socktools.tools.examples.gen_proto.chat_client








	Python API
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gen_proto.py - generate a protocol from a specification


Overview

The gen_proto.py script takes a JSON document specifying your protocol and combines it with a template to produce a custom python module implementing your protocol.

You simply specify the message types, message type IDs and the expected fields for each message type.




Usage

Autogenerate a python module that implements a custom protocol

usage: gen_proto.py [-h] -s SPECFILE [-t TEMPLATE] [-o OUTPUT]






	Options:

	



	
-s, --specfile
	The specification file to use

	
-t, --template
	The location of the templates directory to use

	
-o=generated.py, --output=generated.py


		Where to write output











JSON specification format

gen_proto.py builds modules from JSON specifications files, for examples see tools/examples/ where you will find a small selection of example protocols.

Each specification file consists of a JSON dictionary containing the following fields:








	Field name
	Data type
	Description




	protocol_name
	string
	The name for your protocol


	imports
	list
	List of python modules to import into the generated module


	protocol_sock
	string
	Full name of the socket class to base your protocol on


	named_fields
	boolean
	If true, the handler methods expect a dict


	mixins
	list
	List of other classes to inherit from (i.e mixins)


	messages
	list
	List of dictionary objects, see below





Within the messages field you must provide a list of dictionary objects with the following fields:








	Field name
	Data type
	Description




	msg_type_str
	string
	A string representing this message type, will become python identifier


	msg_type_int
	integer
	Numeric ID of this message type


	fields
	list
	A list of strings giving field names in this message type





After generating your module, you can import it and subclass it to implement the handlers, each handler function will be passed the fields from the message.

It is then up to you to either implement parse_msg() or add one of the mixins and finish off your protocol.




Examples

These examples can be run from the command line:

python -m socktools.tools.examples.gen_proto.build_example_chat







	build_example_chat.py - generate the chat protocol
	Overview








	socktools.tools.examples.gen_proto.chat_server




	socktools.tools.examples.gen_proto.chat_client











Python API

This module is intended to be run as a command-line tool primarily, though a python API is also available.


	
socktools.tools.gen_proto.get_default_template_path()[source]

	Calculates the default templates path

This function is provided as a convenience for users of the Python API, such as build_example_chat.py





	Returns:	The default templates path


	Return type:	str










	
socktools.tools.gen_proto.get_parser()[source]

	Get a command-line parser for this tool

This function simply returns a parser object from argparse, it is here only to make generating documentation simpler.





	Returns:	The populated argument parser


	Return type:	argparse.ArgumentParser










	
socktools.tools.gen_proto.get_template_vars(specdata, filename)[source]

	Get the template variables and their default values

Evaluates the data from a specification file and uses it to build a dict of variables and their substitution values.





	Parameters:	
	specdata (dict) – The toplevel object from the specification file as loaded from load_json_file()

	filename (str) – The absolute path to the specification file






	Returns:	A dict mapping %%VARIABLE%% tokens to the strings they should be replaced with




	Return type:	dict












	
socktools.tools.gen_proto.load_json_file(path)[source]

	Load and parse a JSON file

Loads a JSON file from disk and attempts to parse it at the same time - a simple convenience wrapper around json.load().
No exception handling is done, it is up to the caller to wrap in a try block if required.





	Parameters:	path (str) – Path to the JSON file needing to be loaded, this should usually be an absolute path


	Returns:	The toplevel object parsed from the file, usually this is a dict or a list


	Return type:	object.object










	
socktools.tools.gen_proto.load_template(path, template_name)[source]

	Load a single template

Loads a single template file into memory, like load_json_file() this is primarily a simple convenience wrapper that handles opening and reading the full contents of a file.
No exception handling is done, it is up to the caller to wrap in a try block if required.





	Parameters:	
	path (str) – The path to the directory containing the template file

	template_name (str) – The name of the template to load






	Returns:	The contents of the template file, in future this might be some sort of template object instead




	Return type:	str












	
socktools.tools.gen_proto.load_templates(path)[source]

	Loads default templates

A simple wrapper around load_template that loads all the default templates needed





	Parameters:	path (str) – The absolute path to the templates directory


	Returns:	A dict mapping the template name to the contents


	Return type:	dict










	
socktools.tools.gen_proto.render_module(specfile_path, template_path, output_path)[source]

	Renders the generated python module

This is where the real work happens - this function loads the specification file and templates then renders the module and writes it to disk.





	Parameters:	
	specfile_path (str) – Absolute path to the specification file

	template_path (str) – Absolute path to the templates directory

	output_path (str) – Absolute path to the output file to create
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build_example_chat.py - generate the chat protocol


Overview

This file is used for building the example chat_protocol.json so that it can be used by chat_server.py and chat_client.py.

Before running chat_server.py or chat_client.py simply run this module from the command line:

python -m socktools.tools.examples.gen_proto.build_example_chat





If all goes well, it should build a generated.py and you will be ready to run the chat example
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socktools.tools.examples.gen_proto.chat_server


Note

This example requires you to first build the chat_protocol.json file using gen_proto.




	
class socktools.tools.examples.gen_proto.chat_server.ChatHandlers(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: socktools.tools.examples.gen_proto.generated.ChatProtocol

Server implementation for the chat protocol

This class inherits from the generated protocol class rendered by gen_proto and adds handlers. Note that there is no need to do anything beyond adding a handle_MSGTYPE method to the class.
Adding handlers to the handlers dict of the parent is done automatically, take a look at gen_proto’s output to see the generated stubs.


	
handle_msg(from_addr, msg_text=None)[source]

	Handle chat messages

This is the only handler in this example that does useful work (since ping/pong are not actually used for timeouts directly). The incoming message text is simply broadcast to all other peers.





	Parameters:	from_addr (tuple) – Represents the TCP/IP endpoint the message came from in (address,port) format


	Keyword Arguments:

		msg_text (str) –
The text of the message










	
handle_ping(from_addr, ping_id=None)[source]

	Handle ping packets

The first message type handler in this example demonstrates making use of the keyword arguments sent to it by the generated class.
Ping packets contain a ping_id field which can be used to acknowledge the packet in a PONG packet sent back to the remote peer.





	Parameters:	from_addr (tuple) – Represents the TCP/IP endpoint the message came from in (address,port) format


	Keyword Arguments:

		ping_id (int) –
In a “real” server this would be the ping ID that needs to be acknowledged with a corresponding PONG message back.
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socktools.tools.examples.gen_proto.chat_client

To run this, make sure chat_server.py is running first, it will bind to port 31337 by default.


Note

This example requires you to first build the chat_protocol.json file using gen_proto.




	
class socktools.tools.examples.gen_proto.chat_client.ChatHandlers(bind=None, connect=None, handlers={}, timeout=10, tick_interval=0.25, sock=None, meta_sock=None, logger=None, no_async=False)[source]

	Bases: socktools.tools.examples.gen_proto.generated.ChatProtocol

Client implementation for the chat protocol

Similar to the server implementation, this class simply inherits and adds handlers


	
child_setup()[source]

	Hook on child_setup so we can spawn the pinger thread






	
do_ping()[source]

	Sends ping packets to the server

To make things simpler, we send ping packets out but we don’t bother tracking them - they exist only to keep the connection alive.
ping_id is simply int(time.time())






	
handle_msg(from_addr, msg_text=None)[source]

	Handle chat messages

Since this is the client, we dump messages to stdout





	Parameters:	from_addr (tuple) – Represents the TCP/IP endpoint the message came from in (address,port) format


	Keyword Arguments:

		msg_text (str) –
The text of the message










	
handle_ping(from_addr, ping_id=None)[source]

	Handle ping packets

Identical to the one in chat_server.py





	Parameters:	from_addr (tuple) – Represents the TCP/IP endpoint the message came from in (address,port) format


	Keyword Arguments:

		ping_id (int) –
In a “real” server this would be the ping ID that needs to be acknowledged with a corresponding PONG message back.










	
pinger_thread()[source]
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  Source code for socktools.json_mixin

"""
Python Sock tools: json_mixin.py - mixins to handle JSON encoding/decoding
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module implements a mixin that implements the parse_msg() method using JSON. Messages are assumed to be JSON lists of (msg_type,msg_data).

You may send JSON messages using send_msg().

"""

import eventlet
import json
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

[docs]class JSONParseMixin(object):
   """A mixin for parsing JSON messages

   This class is most suited to the websocket server:

.. code-block:: python

    class MyClass(JSONParseMixIn,WSGIWebsocketSock):
          pass
   
   """
[docs]   def serialise_msg(self,msg_type,msg_data):
       """Serialise a message in JSON format

       This method serialises msg_data (which should be a dict or sequence) into a JSON list object of (msg_type,msg_data).

       Args:
          msg_type (int): the message type as an integer
          msg_data (dict): usually a dict, the actual message contents
       """
       msg_data  = [msg_type,msg_data]
       json_data = json.dumps(msg_data)
       return json_data


[docs]   def parse_msg(self,data):
       """Parse a raw message in JSON format

       This method assumes the message is encoded as a JSON list object of (msg_type,msg_data).
       
       Warning:
          Catching exceptions for malformed packets is left up to caller - ultimately this means your application code.

       Args:
         data (str): The raw packet to parse

       Returns:
         tuple: a tuple of (msg_type,msg_data)
       """
       json_data = json.loads(data)
       msg_type  = json_data[0] # in theory we could just pass json_data as-is, but that makes silly assumptions
       msg_data  = json_data[1]
       return (msg_type,msg_data)
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  Source code for socktools.webwrap

"""
Python Sock tools: webwrap.py - Wraps web.py inside of eventlet
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

Often it makes sense to run an internal webserver for administration purposes, it also makes sense to use the existing implementation.

This module provides a simple wrapper around web.py inside eventlet. The wrapper is intended to be used inside of daemon processses but is useful in other places too.
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

from eventlet import wsgi
import socket
import web

[docs]def static_page(page_content,mime_type='text/html'):
    """ Generate and return a URL handler for static content

    This function uses a bit of metaprogramming black magic and returns a web.py URL handler for arbitrary static content

    Returns:
       object: the URL handler
    """
    class page:
       def GET(self):
           web.header('Content-Length', str(page.content_len))
           web.header('Content-Type',mime_type)
           return page_content
    page.content_len = len(page_content)
    return page


[docs]class WebWrap(object):
   """A light wrapper around web.py and eventlet.wsgi

   This class is intended for providing a simple embedded webserver inside of daemon processes (or elsewhere).

   After configuring URLs, simply run start_server() to start it up.
   
   Warning:
      You must not use a physical socket from one of the socktools classes here.

   Keyword args:
      urls (dict): Map URL paths to URL handlers, see web.py documentation
      physical_sock (socket.socket): If not None, the existing physical socket to listen on
      listen_on (tuple): A tuple of (interface_ip,port) that the webserver should listen on

   """
   def __init__(self,urls={},physical_sock=None,listen_on=('0.0.0.0',8080)):
       self.urls          = self.get_default_urls()
       self.urls.update(urls)

       if physical_sock is None:
          self.physical_sock = eventlet.listen(listen_on)
       else:
          self.physical_sock = physical_sock

       self.url_map = self.get_url_map()
       self.pool    = eventlet.GreenPool(10) # we don't technically NEED this, but it makes things more uniform
       self.web_app = None
[docs]   def get_wsgifunc(self):
       """ Return a WSGI-compatible function
       
       In the default implementation this returns the WSGI function from a web.py app

       """
       if self.web_app is None:
          self.web_app = web.application(self.url_map,globals())
       return self.web_app.wsgifunc()

[docs]   def get_default_urls(self):
       """ Return the default URL mappings

       Override this in your app. The default implementation returns a single URL for / which returns a bit of static text

       Returns:
          dict: a dict mapping web.py URLs to web.py URL handlers
       """
       return {'/':static_page('socktools webwrap.py seems to be working')}

[docs]   def get_url_map(self):
       """ Generates a URL map for this webserver
       
       To integrate better with the rest of socktools, WebWrap offers a get_default_urls() method that returns a dict.

       Unfortunately web.py requires a tuple, so this method generates that tuple.

       Returns:
          tuple: the web.py compatible URL map
       """
       retval = []
       for k,v in self.urls.items():
           retval.append(k)
           retval.append(v)
       return tuple(retval)

[docs]   def server_thread(self):
       """ Used internally - server greenlet
       """
       wsgi.server(self.physical_sock, self.get_wsgifunc())

[docs]   def start_server(self):
       """ Starts the webserver in a new greenlet

       Call this after setting up URLs etc and the webserver will start answering requests.
       """
       self.pool.spawn_n(self.server_thread)
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  Source code for socktools.wsgi_websocket_sock

"""
Python Sock tools: wsgi_websocket_sock.py - websocket implementation for server side
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module contains a simple wrapper around the websocket server support in eventlet, giving the same uniform API as the rest of socktools.

Once started, messages are read one by one from the socket, it is advised to use JSON for encoding and decoding.
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

from eventlet import wsgi, websocket

import base_sock
import socket

[docs]class WSGIWebsocketSock(base_sock.BaseSock):
   """ Simple implementation of a WSGI websocket server.

   This class implements a websocket server that can be used with any WSGI-compatible httpd.
   Call start_server() to startup the basic infrastructure and then get_wsgi_func() to get a WSGI function that can be used in your httpd.
   """
[docs]   def create_socket(self):
       """ Does nothing

       There is no concept of creating a physical socket for websockets, so this method does nothing.
   
       """
       pass


[docs]   def read_raw(self):
       """ Reads the next available raw packet from any client
       
       In this implementation, that simply means grabbing from recv_q and returning
       
       Returns:
          tuple: (data, from_addr) - data is a string, from_addr is the remote peer's TCP/IP endpoint
       """
       return self.recv_q.get()

   
[docs]   def send_raw(self,data,to_peer=None):
       """ Send a single raw packet to a specified peer (or to all connected peers)
       
       This method essentially just dumps stuff into the specified peer's sendq, or alternatively into every connected peer's sendq.
       
       It is then up to the handle_client_send thread to actually transmit the data
       
       Args:
         data (str): The raw data to send - must be already encoded including the length prefix
       
       Keyword args:
         to_peer(tuple): The TCP/IP endpoint as a (host,ip) tuple, if set to None all connected peers will get the packet

       """
       if to_peer is None: # broadcast
          for k,v in self.known_peers.items():
              try:
                 v['sendq'].put(data)
              except Exception,e:
                 self.log_error('Error doing send_raw() to %s:%s' % k, exc=e)
       else:
         self.known_peers[to_peer]['sendq'].put(data)


[docs]   def ws_sender_thread(self,ws):
       """Used internally - sends messages to websocket clients
       
       Args:
         ws (websocket.WebSocket): the websocket object representing the client connection
       """
       environ  = ws.environ
       endpoint = (ws.environ['REMOTE_ADDR'],int(ws.environ['REMOTE_PORT']))
       while self.active and self.known_peers.has_key(endpoint):
          try:
             msg_data = self.known_peers[endpoint]['sendq'].get()
             ws.send(msg_data)
          except Exception,e:
             self.log_error('Error sending',exc=e)

[docs]   def wsgi_func(self,ws):
       """ WSGI handler function
       
       This is the WSGI handler function for websocket clients, it should not be invoked directly - use get_wsgi_func() and then pass that value to your httpd.

       Args:
          ws (websocket.WebSocket): the websocket object representing the client connection
       """
       environ  = ws.environ
       endpoint = (ws.environ['REMOTE_ADDR'],int(ws.environ['REMOTE_PORT']))
       self.known_peers[endpoint] = {}
       self.known_peers[endpoint]['sendq'] = eventlet.queue.LightQueue()
       self.pool.spawn_n(self.ws_sender_thread,ws)
       while self.active:
          eventlet.greenthread.sleep(0)
          in_msg = ws.wait()
          if in_msg is None:
             del self.known_peers[endpoint]
             return
          else:
             self.recv_q.put((in_msg,endpoint))


[docs]   def get_wsgi_func(self):
       """Get a WSGI function

       Use this instead of directly referencing wsgi_func, directly referencing it will break subclasses that wrap the socket

       Returns:
          function: the WSGI function that can be passed to an appropriate server
       """
       return websocket.WebSocketWSGI(self.wsgi_func)


[docs]   def start_server(self):
       """ Start the basic infrastructure so new clients can be accepted.
           
       This method sets up the infrastructure needed to pass clients off to greenlets, it is then up to the user application to use get_wsgi_func() to do stuff with those clients.

       Warning:
          Calling this twice is beyond idiotic, and not checked for - if you do that, it's on you
       """
       self.recv_q = eventlet.queue.LightQueue(100) # packets read from clients go here, read_raw() returns them
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  Source code for socktools.tcp_linemode_mixin

"""
Python Sock tools: tcp_linemode_mixin.py - mixin to add line-by-line support to TCP sockets
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module enables reading from TCP sockets line by line, it is used by the example simple_chat.py

"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

[docs]class TCPLinemodeMixin(object):
   """A mixin for implementing line protocols

   When implementing line-based protocols over TCP, use this mixin

   """
[docs]   def encode_msg(self,data):
       """Identity function

       Since we don't need a length prefix when in line-by-line mode this method is just an identity function

       Args:
          data (str): The raw message

       Returns:
          str: The raw message
       """
       return data

[docs]   def do_real_read(self,s):
       """Read messages from a socket by reading lines
       
       Args:
          s (socket.socket): the underlying physical socket to read from
       
       Returns:
          str: a single line read from that socket
       """
       addr = s.getpeername()
       if not self.known_peers[addr].has_key('fd'):
          self.known_peers[addr]['fd'] = s.makefile()
       return self.known_peers[addr]['fd'].readline()
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  Source code for socktools.examples.ws_dumper

"""
Python Sock tools: ws_dumper.py - dumps messages from a websocket to stdout
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

To test this, connect with wscat to localhost and send properly formatted JSON messages.

By default, this example binds to localhost on port 31337 and uses json_mixin to parse messages.

I suggest using wscat to test it, open 2 terminals and copy the below:

.. code-block:: shell

    $ python -m socktools.examples.ws_dumper
    hit ctrl-c to quit
    (18720) wsgi starting up on http://127.0.0.1:31337


After running the server, use wscat to send a test message:

.. code-block:: shell

    $ wscat -c ws://localhost:31337
    connected (press CTRL+C to quit)
    > [0, "test"]    

You should see the message dumped by the server:

.. code-block:: shell

    (18720) accepted ('127.0.0.1', 45150)
    Got raw data: [0, "test"]
    Got message type 0 from 127.0.0.1:45150: test
    Putting parsed message type 0 from 127.0.0.1:45150 on queue: test

Note:
  This example uses eventlet's WSGI server, this is fine for testing but should NOT be used for production
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

from socktools.wsgi_websocket_sock import WSGIWebsocketSock
from socktools.json_mixin import JSONParseMixin

[docs]class WSDumperProtocol(JSONParseMixin,WSGIWebsocketSock):
   """Websocket dumper

   Simply dumps every received message to stdout, messages are JSON lists of (msg_type,msg_data).
   """
[docs]   def handle_all(self,from_addr,msg_type,msg_data):
       print 'Got message type %s from %s:%s: %s' % (msg_type,from_addr[0],from_addr[1],str(msg_data))
       return (from_addr,msg_type,msg_data)



if __name__=='__main__':
   from eventlet import wsgi
   ws = WSDumperProtocol()

   ws.start_server()
   print 'hit ctrl-c to quit'
   server = wsgi.server(eventlet.listen(('127.0.0.1',31337)),ws.get_wsgi_func())
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  Source code for socktools.examples.simple_chat

"""
Python Sock tools: simple_chat.py - multiuser "chat" implementation
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module implements a toy multiuser chat server, clients can connect using standard tools like netcat and telnet and chat to other clients.

If you want to test it, simply run it as a normal python script and then connect to localhost on port 31337.

Note: this is provided as an example only, it is highly recommended that you do NOT try to run a production server on this code as-is.
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

from socktools import tcp_sock
from socktools import tcp_linemode_mixin

MSGTYPE_LINE = 0

[docs]class ChatProtocol(tcp_linemode_mixin.TCPLinemodeMixin,tcp_sock.TCPSock):
   """Multiuser chat implementation
   
   Protocols in socktools are either classes that inherit from a socket or mixins that can be added to another application-specific class later along with the socket.
   
   For the multiuser chat protocol we only want TCP, messages are simply newline terminated.
   
   Homework exercise: implement message types and use them to specify IRC-style channels, or outright implement IRC. Hint: you need handlers and a modified parser.
   """
[docs]   def get_default_handlers(self):
       """ We setup handlers here
       
       In this example, there's only a single message type (0) - also known as the default message type
       
       Returns:
          dict: the message handlers dict, updated to configure message type 0 so it calls handle_msg
       """
       handlers = super(ChatProtocol,self).get_default_handlers() # it's good practice to add the default handlers from upstream, even though it's pointless in this particular example
       handlers[MSGTYPE_LINE] = [self.handle_msg]
       return handlers

[docs]   def handle_msg(self,from_addr,msg_type,msg_data):
       """ Handler for message type 0

       By default, this is the only message handler used, others can of course be setup and should be done in get_default_handlers().

       This method is also gloriously simple - it just broadcasts msg_data to all other connected clients.
       """
       self.send_msg(MSGTYPE_LINE,msg_data)


       
[docs]   def handle_all(self,from_addr,msg_type,msg_data):
       """All messages get transformed to show other users where they came from.

       See base_sock.py for information on this method. Note that it is generally not good style to use this method for doing actual application logic, it should only transform.
       
       Homework exercise: make users pseudo-anonymous by hashing their IP address and add in IRC-like ops with /kick and /ban functionality
       """
       new_data = '<%s:%s> %s' % (from_addr[0],from_addr[1],msg_data)
       return (from_addr,msg_type,new_data)






if __name__=='__main__':
   import sys
   chat = ChatProtocol(bind=('127.0.0.1',31337))
   print 'Starting server...'
   chat.start_server()
   print 'Hit ctrl-c to quit'
   while True: eventlet.greenthread.sleep(30)
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  Source code for socktools.tcp_sock

"""
Python Sock tools: tcp_sock.py - simple TCP implementation
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module contains an implementation of P2P TCP messaging - that is, you can use it to implement either client or server, servers may connect to clients and clients may turn into servers.

For most applications you'll want to just pass the TCPSock class a bunch of handlers then start it as a server, and then do the same in your client and pass the connect param in.

In terms of actual protocol, since this module is intended for message-based protocols a line by line mode is NOT available by default. Instead, every socket is a stream of message lengths and binary blob messages.

The message length is an unsigned integer in big endian (also known as the standard network order). Python treats this datatype as having 4 bytes.

If you have messages over 4,294,967,296 bytes long you're a liar because nobody does that - if you do however happen to have a 4GB long piece of data to send (really?) consider rethinking your protocol (and your life).
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

import base_sock
import socket
import struct

[docs]class TCPSock(base_sock.BaseSock):
   """ Simple TCP implementation - both client and server

   This class implements TCP based messaging on both the client and server side.
   In order to use it as a server, make sure you pass the appropriate endpoint to the bind param in the constructor
   and then call start_server().
   Without calling start_server() or connecting somewhere with connect_to() this class will do nothing at all.
   """
[docs]   def create_socket(self,no_reuse=False):
       """ Creates the physical socket object
   
       Since it makes no sense to create a TCP socket without binding it, you should not call this method directly.
       Instead, pass a valid bind param to __init__ and leave the socket param as None
       This method should only really be used by servers

       Keyword args:
          no_reuse (bool): if True, the socket will NOT have SO_REUSEADDR set
           
       Note:
         The socket sets SO_REUSEADDR by default, this saves a LOT of time in testing your code, but if you don't
         want this behaviour you can configure it using the no_reuse param
           
       Returns:
         socket.socket: the physical socket object for inbound connections
       """
       s = socket.socket(socket.AF_INET, socket.SOCK_STREAM)
       if not no_reuse:
          s.setsockopt(socket.SOL_SOCKET, socket.SO_REUSEADDR, 1)
       return s


[docs]   def handle_client_send(self,addr,client_sock):
       """Used internally - sends messages to clients
       
       Although send_raw() could in theory just send direct to the socket, that'd be a bad idea.
       So instead we use a queue, this thread grabs messages from that queue and sends them off.
       
       Note:
          This method will return silently if called on a peer address that does not exist

       Warnings:
           Starting this twice will probably result in corrupted connection state, don't start it at all outside the class

       Args:
           addr (tuple): TCP/IP endpoint of the client in (ip,port) format
           client_sock (socket.socket): The physical socket
       """
       
       while self.active:
          eventlet.greenthread.sleep(0)
          if not self.known_peers.has_key(addr): return
          try:
             next_msg = self.known_peers[addr]['sendq'].get()
             client_sock.sendall(next_msg)
          except Exception,e:
             self.log_error('Failed transmitting to %s:%s' % addr,exc=e)
             return


[docs]   def do_real_read(self,s):
       """ Used to perform the actual read from a socket
       
       This by default reads the message length prefix first and then the message. If your application needs a different scheme it should implement it here in a child class.
       
       If there is no data to read, this method should block (via eventlet) until sufficient data is available to read a whole message.
       
       The default implementation reads a big-endian unsigned 32-bit integer from the socket specifying the message length and then reads the message.
       
       In the default implementation, the message length prefix is NOT returned.

       Args:
          s (socket.socket): The socket we're trying to read from

       Returns:
          str: the data read from the socket.
       
       """
       msg_len_s = s.recv(4)
       msg_len   = struct.unpack('>I',msg_len_s)[0]
       msg_data  = s.recv(msg_len)
       return msg_data


[docs]   def encode_msg(self,data):
       """Used to encode the length prefix in messages

       This should be overridden if you override do_real_read() and/or decode_msg().

       In the default implementation, a 32-bit unsigned integer representing the data length is prefixed

       Args:
          data (str): the data to encode

       Returns:
          str: the data with a length prefix
       """
       data_len      = len(data)
       len_prefix = struct.pack('>I',data_len)
       return '%s%s' % (len_prefix,data)



[docs]   def handle_client(self,client_addr,client_sock):
       """Used internally - reads messages from clients and passes them off to be read

       Since the entire point of socktools is to turn all sockets into message-orientated connections this method simply reads
       messages and queues them up.
         
       Note:
          It's probably a bad idea to call this directly, but some weird and possibly cool things could be done if you do
       """
       self.log_debug('Starting handle_client() greenlet for %s:%s' % client_addr)
       if not self.known_peers.has_key(client_addr):
          self.known_peers[client_addr] = {}
       self.known_peers[client_addr]['sock']  = client_sock
       self.known_peers[client_addr]['sendq'] = eventlet.queue.LightQueue(100)
       self.pool.spawn_n(self.handle_client_send,client_addr,client_sock)
       while self.active:
          eventlet.greenthread.sleep(0)
          try:
             msg_data = None
             with eventlet.timeout.Timeout(self.timeout,False):
                try:
                   msg_data    = self.do_real_read(client_sock)
                except Exception,e:
                   pass
                if msg_data is None:
                   try:
                      client_sock.close()
                   except:
                      pass
                   try:
                      del self.known_peers[client_addr]
                   except:
                      pass
                else:
                   self.recv_q.put((msg_data,client_addr))
          except Exception,e:
             errmsg = 'Failed reading message from %s:%s' % (client_addr[0],client_addr[1])
             self.log_error(errmsg, exc=e)
             return


[docs]   def read_raw(self):
       """ Reads the next available raw packet from any client
       
       In this implementation, that simply means grabbing from recv_q and returning
       
       Returns:
          tuple: (data, from_addr) - data is a string, from_addr is the remote peer's TCP/IP endpoint
       """
       return self.recv_q.get()

   
[docs]   def send_raw(self,data,to_peer=None):
       """ Send a single raw packet to a specified peer (or to all connected peers)
       
       This method essentially just dumps stuff into the specified peer's sendq, or alternatively into every connected peer's sendq
       
       It is then up to the handle_client_send thread to actually transmit the data
       
       Args:
         data (str): The raw data to send - must be already encoded including the length prefix
       
       Keyword args:
         to_peer(tuple): The TCP/IP endpoint as a (host,ip) tuple, if set to None all connected peers will get the packet

       """
       if to_peer is None: # broadcast
          for k,v in self.known_peers.items():
              try:
                 v['sendq'].put(data)
              except Exception,e:
                 self.log_error('Error doing send_raw() to %s:%s' % k, exc=e)
       else:
         self.known_peers[to_peer]['sendq'].put(data)


   
[docs]   def server_thread(self):
       """Used internally - accepts new clients and gives them a nice shiny new greenlet

       Every client attempting to connect must first be "blessed" by good_peer(), otherwise the connection is silently dropped
       A future version of this code should probably add a callback or something here

       Warning:
          This method must not be called from outside the class or bad things will happen
       """
       while self.active:
          eventlet.greenthread.sleep(0)
          client_sock,client_addr = self.sock.accept()
          if self.good_peer(client_addr):
             self.pool.spawn_n(self.handle_client,client_addr,client_sock)
          else:
             client_sock.close()


[docs]   def connect_to(self,endpoint):
       """ Connect to the specified endpoint
       
       When overriding in childclasses you should call the parent first to setup the actual connection.
       Confusingly, after connecting outwards, the peer is handled by the handle_client thread - feel free to send a pull request if that bugs you
       
       Arg:
         endpoint (tuple): the TCP/IP endpoint as (ip,port)
       """
       
       self.recv_q = eventlet.queue.LightQueue(100)
       s = socket.socket(socket.AF_INET, socket.SOCK_STREAM)
       s.connect(endpoint)
       self.pool.spawn_n(self.handle_client,endpoint,s)


[docs]   def start_server(self,bind=None,backlog=1):
       """ Start listening for clients in a new greenlet
           
       This method sets up the infrastructure needed to pass clients off to greenlets and then does listen() on the socket.
           
       You should generally only use this method when creating a pure server - call it after your application is ready to accept clients.
       If you must use it after passing a connect param to __init__() then it might work, or it might fail horribly.
       Instead, to implement a P2P node, pass a bind param to __init__() and then use connect_to() to connect remote peers.

       Keyword args:
          bind (tuple): if the socket did not have an appropriate bind param passed to __init__ you can pass it here
          backlog (int): the number of clients to have in the queue awaiting an accept() call - generally the default is ok here
           
       Warning:
          If you pass the bind param here when the socket was already bound in the constructor, this will fail.

       Warning:
          Calling this twice is beyond idiotic, and not checked for - if you do that, it's on you
       """
       if not (bind is None): self.sock.bind(bind)
       self.sock.listen(backlog)
       self.recv_q = eventlet.queue.LightQueue(100) # packets read from clients go here, read_raw() returns them
       self.pool.spawn_n(self.server_thread)
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  Source code for socktools.http_mixin

"""
Python Sock tools: http_mixin.py - mixin to read HTTP requests from sockets
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module provides a mixin that gets HTTP requests from sockets, the basis of every webserver. No client implementation is provided - urllib or python-requests serves that purpose just fine.

Although it'd be cool, this does not currently support HTTP over UDP. Use it with a TCP socket. The HTTP support is also very basic at present.

Warning:
   Avoid using send_msg() on HTTP server sockets, this may cause various subtle and tricky to debug issues. Instead use the request object to reply.

"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case
import StringIO

[docs]class HTTPRequest(object):
   """Represents an HTTP request

   Instances of this class are generated by HTTPMixin and used in the msg_data field.

   To respond to the request, use the reply() method.
   """
   def __init__(self,verb='GET',path='/',headers={},client_sock=None,server_sock=None):
       self.verb        = verb
       self.path        = path
       self.client_sock = client_sock
       self.server_sock = server_sock
[docs]   def reply(self,status=(200,'OK'),body='',headers={}):
       _headers = {'Content-Length':len(body)}
       headers.update(_headers)
       self.client_sock.sendall('HTTP/1.0 %d %s\r\n' % status)
       for k,v in headers.items():
           self.client_sock.sendall('%s: %s\r\n' % (k,v))
       self.client_sock.sendall('\r\n%s\n' % body)
       self.client_sock.close()
       try:
          del self.server_sock.known_peers[self.client_sock.getpeername()]
       except Exception,e:
          pass



[docs]class HTTPMixin(object):
   """A mixin for implementing HTTP

   Use this to get HTTP requests from the socket

   """

[docs]   def parse_msg(self,args):
       client_addr,data = args
       buf = StringIO.StringIO(data)
       req_line  = buf.readline().strip('\r\n')
       split_req = req_line.split()
       verb,path = split_req[0],split_req[1]
       headers   = {}
       while self.active:
          in_line = buf.readline().strip('\r\n')
          if len(in_line)>1:
             header_k,header_v = in_line.split(': ')
             headers[header_k] = header_v
          else:
             break
       return verb,HTTPRequest(verb=verb,path=path,headers=headers,client_sock=self.known_peers[client_addr]['sock'],server_sock=self)


[docs]   def do_real_read(self,s):
       """ Read a single HTTP request

       This method will read a single HTTP request without parsing it and then close the socket.
       Essentially we just read until the socket closes - which is a bit of a cheat but works.
       """
       buf         = StringIO.StringIO()
       remote_peer = s.getpeername() #hackish

       while self.active and self.known_peers.has_key(remote_peer):
         eventlet.greenthread.sleep(0)
         try:
            in_data = s.recv(1024)
            if not in_data:
               break
            else:
               buf.write(in_data)
               if in_data.endswith('\r\n\r\n'): break
         except:
            break
       retval = buf.getvalue()
       buf.close()
       if len(retval)==0: return ''
       return [remote_peer,retval]
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  Source code for socktools.examples.simple_dns

"""
Python Sock tools: simple_dns.py - a simplistic DNS server example
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module implements a simple toy DNS server using dnslib to encode/decode packets. To test it, run this module as a script and then query it on port 31337.
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

import dnslib
from socktools.msgtype_mixin import MsgtypeSendMixin
from socktools.msgtype_mixin import MsgtypeStrMixin
from socktools.udp_sock import UDPSock

[docs]class DNSProtocol(MsgtypeSendMixin,MsgtypeStrMixin,UDPSock):
   """DNS protocol implementation
   
   This class implements the world's worst DNS server: all hostnames return NXDOMAIN

   """
[docs]   def get_default_handlers(self):
       """See base_sock.py
       """
       handlers = {}
       handlers['QUERY'] = [self.handle_query]
       return handlers

[docs]   def get_default_msg_types(self):
       return dnslib.OPCODE.reverse # if future versions of dnslib change this, it'll break

       # TODO: make sure it doesn't break
[docs]   def handle_query(self,from_addr,msg_type,msg_data):
       """ Responds to DNS queries

       This is a crappy DNS server, so we simply dump the request to stdout and then respond with a standard response
       """
       print 'DNS Request:\n %s\n' % msg_data
       a = msg_data.reply()
       a.header.rcode = dnslib.RCODE.NXDOMAIN
       self.send_raw(a.pack(),to_peer=from_addr)

[docs]   def parse_msg(self,data):
       """Parse a raw packet using dnslib
       """
       msg_data = dnslib.DNSRecord.parse(data)
       msg_type = msg_data.header.opcode
       return msg_type,msg_data



if __name__=='__main__':
   import sys
   server = DNSProtocol(bind=('127.0.0.1',31337))
   print 'Hit ctrl-c to quit'
   while True: eventlet.greenthread.sleep(30)





          

      

      

    


    
        © Copyright 2016, Gareth Nelson.
      Created using Sphinx 1.3.5.
    

  

_modules/socktools/examples/simple_http.html


    
      Navigation


      
        		
          index


        		
          modules |


        		python-sock-tools 0.2 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for socktools.examples.simple_http

"""
Python Sock tools: simple_http.py - a simple webserver
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module implements a toy http webserver where every URL returns a small HTML page.
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

from socktools import tcp_sock
from socktools import http_mixin

static_page = """
<html>
<body>
Hello, this is a socktools webserver, yay!
</body>
</html>
"""

[docs]class MyServer(http_mixin.HTTPMixin,tcp_sock.TCPSock):
   """Simple http server

   This class implements a trivial http server with some static content.
   
   Note that unlike other protocols and sockets, when dealing with HTTP the msg_data object has a reply() method that must be used.

   """
[docs]   def handle_get(self,from_addr,msg_type,msg_data):
       """Handle HTTP GET requests
       
       The HTTP mixin represents requests as a special object with a reply() method that can be used to send a response.

       """
       http_req = msg_data
       path     = http_req.path
       http_req.reply(body=static_page)


[docs]   def get_default_handlers(self):
       handlers        = super(MyServer,self).get_default_handlers()
       handlers['GET'] = [self.handle_get]
       return handlers





if __name__=='__main__':
   import sys
   s = MyServer(bind=('127.0.0.1',31337))
   print 'Starting server...'
   s.start_server()
   print 'Hit ctrl-c to quit, hit http://localhost:31337 in a browser to test'
   while True: eventlet.greenthread.sleep(30)
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  Source code for socktools.daemon.cron_timer

"""
Python Sock tools: cron_timer.py - a cron-like timer for use in daemon processes
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module provides a cron-like timer intended for use in daemon processes. Essentially, it lets you schedule events for every X seconds.

A lot of emphasis is placed on trying to get timings as accurate as possible while still using greenlets instead of full size threads.

To use it, setup the CronTimer class and configure your timed events then in your main loop call start_timer() and end_timer() before and after your other code.
If you do not call end_timer() your scheduled events will not run.
"""
import eventlet
eventlet.monkey_patch()
import time

[docs]class CronTimer:
   """Cron-like timer for daemon processes
   
   This class implements the cron-like timer for daemon processes. Events are scheduled to occur at a set frequency by registering them along with the time delay between function invocations.

   In other words, if you wanted to schedule a function to run every hour you'd use a time delay of 3600.

   Keyword args:
      scheduled_events (dict): Maps time delays to functions
   """
   def __init__(self,scheduled_events={}):
       self.scheduled_events = self.get_default_events()
       self.scheduled_events.update(scheduled_events)
       self.delays             = self.get_sorted_delays()
       self.pool               = eventlet.GreenPool(1000)
       self.diff               = 0
       self.start_time         = time.time()
       self.end_time           = self.start_time
       self.last_delays        = {}
       self.update_events()
[docs]   def get_default_events(self):
       """Override this to add your own default events

       This method is provided for the use of child classes and simply returns an events dict mapping time delays to lists of functions.

       The default implementation returns an empty dict.

       Note that you should NOT put the same callback in 2 different delays.

       Returns:
          dict: maps time delays to lists of functions
       """
       return {}

[docs]   def get_sorted_delays(self):
       """Returns a sorted list of delays
       
       This method sorts the current scheduled events and returns them in a list starting with smallest first.

       Returns:
          list: list of time delays starting from the smallest first
       """
       delays = self.scheduled_events.keys()
       delays.sort()
       return delays

[docs]   def update_events(self):
       """Updates all internal state

       Call this method after updating the scheduled_events dict
       """
       self.delays       = self.get_sorted_delays()
       for d in self.delays:
           self.last_delays[d] = self.start_time

[docs]   def start_timer(self):
       """Starts the main loop timer

       To keep the timing accurate the main loop iterations are timed and the actual delay is calculated taking the main loop time into account

       """

       self.start_time = time.time()

[docs]   def end_timer(self):
       """Ends the main loop timer and runs scheduled events
       
       This method should be called at the end of your main loop in order to run the scheduled events.
       """
       self.end_time = time.time()
       self.diff     = self.end_time - self.start_time

       for delay in self.delays:
           if (self.end_time - self.last_delays[delay]) >= delay:
              for cb in self.scheduled_events[delay]:
                  cb()
              self.last_delays[delay] = time.time()



if __name__=='__main__':
   import random
   def five_a():
       print 'Every 5 seconds: A, time is %s' % time.ctime()
   def five_b():
       print 'Every 5 seconds: B, time is %s' % time.ctime()
   def fifteen():
       print 'Every fifteen seconds! time is %s' % time.ctime()

   # a simple test
   cron = CronTimer(scheduled_events={5:[five_a,five_b],15:[fifteen]})
   while True:
      cron.start_timer()
      eventlet.greenthread.sleep(random.randint(1,10)/10.0) # simulate doing stuff with variable timeframes
      cron.end_timer()
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  Source code for socktools.daemon.base_daemon

"""
Python Sock tools: base_daemon.py - implementation of the base daemon class
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module provides the base implementation for a unix daemon.

Daemons in socktools are implemented as a collection of protocols with appropriate infrastructure for handling logging etc.

Parts are inspired by or copied from python-daemon as found at https://github.com/martinrusev/python-daemon.
See docs/python-daemon-license.txt for the license for python-daemon.

Note:
  This will almost certainly NOT work on windows - but if you're using windows to host a server you're too incompetent to bother to read this documentation anyway.

"""
import eventlet
eventlet.monkey_patch()
import logging
import logging.handlers
import sys
import atexit
import os
import errno
import signal


[docs]class BaseDaemon(object):
   """ The base daemon class from which others inherit

   This class can be used directly in theory, but it makes more sense to inherit from it or use one of the other daemon classes.

   Keyword args:
      pidfile (str): Path to the PID file the daemon will use
      stdin (str):   Path to the stdin device to use
      stdout (str):  Path to the stdout device
      stderr (str):  Path to the stderr device
   """
   def __init__(self,pidfile='./daemon.pid',stdin='/dev/null', stdout='/dev/null', stderr='/dev/null'):
       self.pidfile = os.path.abspath(pidfile)
       self.stdin   = os.path.abspath(stdin)
       self.stdout  = os.path.abspath(stdout)
       self.stderr  = os.path.abspath(stderr)
       self.active  = False
       self.logger  = self.get_logger()

[docs]   def get_logger(self):
       """ Sets up the default logger

       This method is used at startup to create a simple logger. The default implementation writes to syslog.

       Returns:
         logging.Logger: the logger
       """
       self.logger = logging.getLogger(sys.argv[0])
       if not self.logger.handlers:
          handler     = logging.handlers.SysLogHandler(address='/dev/log')
          self.logger.addHandler(handler)
       self.logger.setLevel(logging.DEBUG)
       return self.logger


[docs]   def handle_rc(self,argv=sys.argv):
       """ Implements rc.d style style commands
       
       To use a daemon in production you probably want a script to put into the init system, that's what this method is for. Simply invoke it and it'll handle start/stop/reload/restart/status.
       
       If the arguments provided are not valid, this method will dump usage information to stdout and then exit.

       Keyword args:
          argv (list): List of command line arguments, generally this should just be sys.argv
       """
       if len(argv)==2:
          cmd = argv[1]
          if cmd == 'start':
             self.start()
          elif cmd == 'stop':
             self.stop()
          elif cmd == 'reload':
             self.do_reload()
          elif cmd == 'restart':
             self.stop()
             self.start()
          elif cmd == 'status':
             if self.is_running():
                print 'Daemon is running with PID %s' % self.get_pid()
             else:
                print 'Daemon is not running'
          else:
            print 'Unknown command!'
            sys.exit(2)
       else:
          print 'Usage: %s start|stop|reload|restart|status' % argv[0]
          sys.exit(2)


[docs]   def is_running(self):
       """ Check if the daemon is already running, either in this or in another process
       
       This method will check first if the current process is running the daemon and if not will check the pidfile and check if the PID is still an active process.

       Returns:
          bool: True if the daemon is already running, otherwise False
       """
       if self.active: return True
       if not (self.get_pid() is None): return True
       return False

       
[docs]   def get_pid(self):
       """ Get the pid of the active daemon process
       
       If the daemon is running, this will give you the PID, otherwise it'll return None

       Returns:
          int: the PID of the active daemon process or None
       """
       if self.active: return os.getpid()

       pid = None

       try:
          pidfile_fd = open(self.pidfile,'r')
          pid        = int(pidfile_fd.readline().strip('\n'))
          pidfile_fd.close()
       except Exception,e:
          pid = None

       if pid is None: return None
       
       try:
          os.kill(pid,0)
       except OSError,e:
          if e.errno == errno.ESRCH:
             pid = None
          elif e.errno == errno.EPERM:
             pid = None
       return pid


[docs]   def fork_me(self):
       """ Used internally - fork me baby, fork me

       Used internally to fork when detaching from parent process, fork me baby, fork me
       """
       try:
          pid = os.fork()
          if pid>0: sys.exit(0)
       except OSError,e:
          sys.stderr.write('Fork failed with error number %s: %s\n' % (e.errno, e.strerror))
          sys.exit(1)


[docs]   def pre_stdout(self,pid=0):
       """ Called just before we redirect the file descriptors

       This method is called just before we redirect the file descriptors and make normal output no longer work - use it for announcing startup messages etc.
       In the default implementation this outputs a message announcing the PID of the daemon.

       Warning:
         DO NOT use print to output here, use sys.stderr.write() and then sys.stderr.flush() otherwise bad things will happen.

       Keyword args:
          pid (int): The PID of the daemon process
       """
       sys.stderr.write('Starting daemon with PID %s\n' % pid)
       sys.stderr.flush()


[docs]   def atexit_handler(self):
       """ Handle cleanup before closing

       This method is called if the daemon process closes and cleans up things like the PID file. If subclassing, you must make sure to call the parent method here.
       
       Note:
         This method should ONLY do cleanup, after it returns the process dies
       """
       try:
          os.remove(self.pidfile)
       except:
          pass


[docs]   def run(self):
       """ Main loop of the daemon process

       This method is where the actual server (or whatever) code goes. The default implementation just runs eventlet.greenthread.sleep(3600) in an infinite loop.
       The default implementation also spits out a log entry once per hour.
       """
       while self.active:
          self.get_logger().info('Default run() is spitting this message out')
          eventlet.greenthread.sleep(3600)


[docs]   def handle_hup(self,signum,frame):
       """ Signal handler for SIGHUP

       This method is the default signal handler for SIGHUP. The standard action to take upon a SIGHUP is reloading configuration, so the default implementation calls self.do_reload().

       Args:
         signum (int): Always signal.SIGHUP
         frame: A stack frame, this will be returned to once the handler has finished running
       """
       self.do_reload()


[docs]   def do_reload(self):
       """ Reload configuration
       
       This method should be overridden when inheriting from the class. Your implementation should reload any configuration from disk.
       In the default implementation this does nothing.
       """
       pass


[docs]   def daemonize(self):
       """ Daemonize the process

       This is where the magic happens, this method is called by start() to daemonize the process and start running.
       You should not call this directly, instead use start().

       Warning:
          This method does not check if the daemon is already running or not, if it is already running then bad things will happen
       """
       self.get_logger().info('Daemonize started')
       self.fork_me() # fork me baby

       os.chdir('/')  # seperate ourselves from the parent
       os.setsid()
       os.umask(0)

       self.fork_me() # fork me harder baby, after this we should be well and truly forked
       
       pid = os.getpid()

       self.pre_stdout(pid=pid) # display any startup messages

       # write to the PID file
       pidfile_fd = file(self.pidfile,'w+')
       pidfile_fd.write('%s\n' % str(pid))
       pidfile_fd.flush()
       pidfile_fd.close()

       # redirect file descriptors
       _stdin   = file(self.stdin,  'r')
       _stdout  = file(self.stdout, 'a+', 0)
       _stderr  = file(self.stderr, 'a+', 0)
       os.dup2(_stdin.fileno(), sys.stdin.fileno())
       os.dup2(_stdout.fileno(), sys.stdout.fileno())
       os.dup2(_stderr.fileno(), sys.stderr.fileno())


       # register atexit handler
       atexit.register(self.atexit_handler)

       # register SIGHUP handler
       signal.signal(signal.SIGHUP, self.handle_hup)

       # mark us as active
       self.active = True

       # run the actual server code or whatever
       self.run()


[docs]   def start(self):
       """ Start the daemon up
   
       Call this method to start the daemon, if it already exists this will cause the process to exit with a return value of 1
       """
       pid = self.get_pid()
       if not (pid is None):
          sys.stderr.write('Daemon already running with PID %s\n' % pid)
          sys.exit(1)
       
       self.daemonize()
       self.run()


[docs]   def stop(self):
       """ Stop the daemon

       Call this method to stop the daemon (even if it's in another process). If the daemon is not running this method does nothing.
       """
       if not self.is_running(): return
       self.active = False
       daemon_pid = self.get_pid()
       while True:
          try:
             os.kill(daemon_pid, signal.SIGTERM)
             eventlet.greenthread.sleep(1)
          except OSError,e:
             if e.errno == errno.ESRCH:
                if os.path.exists(self.pidfile):
                   os.remove(self.pidfile)
                sys.exit(0)




if __name__=='__main__':
   d = BaseDaemon()
   d.handle_rc()
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  Source code for socktools.tools.examples.gen_proto.chat_server

"""
Python Sock tools: chat_server.py - A chat server based on chat_protocol.json
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

Note:
  This example requires you to first build the chat_protocol.json file using gen_proto.
"""

import eventlet
import generated
import json
from socktools import tcp_sock

[docs]class ChatHandlers(generated.ChatProtocol):
   """ Server implementation for the chat protocol

   This class inherits from the generated protocol class rendered by gen_proto and adds handlers. Note that there is no need to do anything beyond adding a handle_MSGTYPE method to the class.
   Adding handlers to the handlers dict of the parent is done automatically, take a look at gen_proto's output to see the generated stubs.
   """
[docs]   def handle_ping(self,from_addr,ping_id=None):
       """Handle ping packets
       
       The first message type handler in this example demonstrates making use of the keyword arguments sent to it by the generated class.
       Ping packets contain a ping_id field which can be used to acknowledge the packet in a PONG packet sent back to the remote peer.

       Args:
         from_addr (tuple): Represents the TCP/IP endpoint the message came from in (address,port) format

       Keyword args:
         ping_id (int): In a "real" server this would be the ping ID that needs to be acknowledged with a corresponding PONG message back.
       
       """
       pong_data = json.dumps([1,{'ping_id':ping_id}])
       self.send_raw(tcp_sock.encode_str(pong_data),to_peer = from_addr)


[docs]   def handle_msg(self,from_addr,msg_text=None):
       """Handle chat messages

       This is the only handler in this example that does useful work (since ping/pong are not actually used for timeouts directly). The incoming message text is simply broadcast to all other peers.

       Args:
         from_addr (tuple): Represents the TCP/IP endpoint the message came from in (address,port) format

       Keyword args:
         msg_text (str): The text of the message
       """
       msg_data = json.dumps([2,{'msg_text':'<%s:%s> %s' % (from_addr[0],from_addr[1],msg_text)}])
       self.send_raw(tcp_sock.encode_str(msg_data))



if __name__=='__main__':
   chat = ChatHandlers(bind=('127.0.0.1',31337))
   print 'Starting server...'
   chat.start_server()
   print 'Hit ctrl-c to quit'
   while True: eventlet.greenthread.sleep(30)
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  Source code for socktools.tools.examples.gen_proto.chat_client

"""
Python Sock tools: chat_client.py - Simple client for chat_server.py
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

To run this, make sure chat_server.py is running first, it will bind to port 31337 by default.

Note:
  This example requires you to first build the chat_protocol.json file using gen_proto.
"""

import eventlet
eventlet.monkey_patch()

import sys
import select
import generated
import json
import time

from socktools import tcp_sock

[docs]class ChatHandlers(generated.ChatProtocol):
   """ Client implementation for the chat protocol

   Similar to the server implementation, this class simply inherits and adds handlers
   """
[docs]   def do_ping(self):
       """Sends ping packets to the server

       To make things simpler, we send ping packets out but we don't bother tracking them - they exist only to keep the connection alive.
       ping_id is simply int(time.time())
       """
       ping_data = tcp_sock.encode_str(json.dumps([0,{'ping_id':int(time.time())}]))
       self.send_raw(ping_data) # broadcast, since we only have 1 peer (the server), no need to specify the address twice

[docs]   def pinger_thread(self):
       while not self.active: eventlet.greenthread.sleep(0) # wait until the socket goes active
       while self.active:
          eventlet.greenthread.sleep(self.timeout-1)
          self.do_ping()

[docs]   def child_setup(self):
       """Hook on child_setup so we can spawn the pinger thread
       """
       self.pool.spawn_n(self.pinger_thread)
       super(ChatHandlers,self).child_setup()

[docs]   def handle_ping(self,from_addr,ping_id=None):
       """Handle ping packets

       Identical to the one in chat_server.py

       Args:
         from_addr (tuple): Represents the TCP/IP endpoint the message came from in (address,port) format

       Keyword args:
         ping_id (int): In a "real" server this would be the ping ID that needs to be acknowledged with a corresponding PONG message back.
       
       """
       pong_data = tcp_sock.encode_str(json.dumps([1,{'ping_id':ping_id}]))
       self.send_raw(pong_data,to_peer = from_addr)


[docs]   def handle_msg(self,from_addr,msg_text=None):
       """Handle chat messages

       Since this is the client, we dump messages to stdout

       Args:
         from_addr (tuple): Represents the TCP/IP endpoint the message came from in (address,port) format

       Keyword args:
         msg_text (str): The text of the message
       """
       print msg_text



if __name__=='__main__':
   chat = ChatHandlers(connect=('127.0.0.1',31337))
   print 'Hit ctrl-c to quit'
   while True:
      eventlet.greenthread.sleep(0)
      if sys.stdin in select.select([sys.stdin], [], [], 0)[0]:
         in_line = sys.stdin.readline().strip('\n')
         msg_data = json.dumps([2,{'msg_text':in_line}])
         chat.send_raw(tcp_sock.encode_str(msg_data))
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  Source code for socktools.tools.gen_proto

"""
Python Sock tools: gen_proto.py - Generate a python module for parsing a custom protocol
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.


This module is intended to be run as a command-line tool primarily, though a python API is also available.
"""

import eventlet
import argparse
import json
import time
import os

[docs]def get_parser():
    """Get a command-line parser for this tool

    This function simply returns a parser object from argparse, it is here only to make generating documentation simpler.

    Returns:
       argparse.ArgumentParser: The populated argument parser
    """
    parser = argparse.ArgumentParser(description='Autogenerate a python module that implements a custom protocol')
    parser.add_argument('-s','--specfile',type=str,help='The specification file to use',required=True)
    parser.add_argument('-t','--template',type=str,help='The location of the templates directory to use')
    parser.add_argument('-o','--output',  type=str,help='Where to write output',default='generated.py')
    return parser


[docs]def load_json_file(path):
    """Load and parse a JSON file

    Loads a JSON file from disk and attempts to parse it at the same time - a simple convenience wrapper around json.load().
    No exception handling is done, it is up to the caller to wrap in a try block if required.
    
    Args:
      path (str): Path to the JSON file needing to be loaded, this should usually be an absolute path

    Returns:
      object.object: The toplevel object parsed from the file, usually this is a dict or a list
    """
    json_fd = open(path,'r')
    retval = json.load(json_fd)
    json_fd.close()
    return retval


[docs]def load_template(path,template_name):
    """Load a single template

    Loads a single template file into memory, like load_json_file() this is primarily a simple convenience wrapper that handles opening and reading the full contents of a file.
    No exception handling is done, it is up to the caller to wrap in a try block if required.

    Args:
      path (str): The path to the directory containing the template file
      template_name (str): The name of the template to load

    Returns:
      str: The contents of the template file, in future this might be some sort of template object instead
    """
    template_filename = os.path.join(path,template_name)
    fd = open(template_filename,'r')
    retval = fd.read()
    fd.close()
    return retval


[docs]def get_template_vars(specdata,filename):
    """Get the template variables and their default values

    Evaluates the data from a specification file and uses it to build a dict of variables and their substitution values.

    Args:
       specdata (dict): The toplevel object from the specification file as loaded from load_json_file()
       filename (str): The absolute path to the specification file

    Returns:
       dict: A dict mapping %%VARIABLE%% tokens to the strings they should be replaced with
    """
    retval = {'%%PROTONAME%%':specdata['protocol_name'],
              '%%PROTOSOCK%%':specdata['protocol_sock'],
              '%%SPECFILE%%': filename,
              '%%DATETIME%%':time.ctime().upper(),
              '%%MIXINS%%':  ','.join(specdata['mixins']),
              '%%IMPORTS%%':'',
              '%%HANDLERS%%':''}
    for modname in specdata['imports']:
        retval['%%IMPORTS%%'] += ('import %s\n' % modname)
    msg_handlers_dict = {}
    for msg in specdata['messages']:
        msg_handlers_dict[msg['msg_type_int']] = '[self._handle_%s]' % msg['msg_type_str']
        param_str = ''
        if specdata['named_fields']:
           param_str = ','.join(map(lambda x: x+'=None',msg['fields']))
           retval['%%HANDLERS%%'] += '\n   def _handle_%s(self,from_addr,msg_type,msg_data):\n       self.handle_%s(from_addr,**msg_data)' % (msg['msg_type_str'],msg['msg_type_str'])
        else:
           param_str = ','.join(msg['fields'])
           retval['%%HANDLERS%%'] += '\n   def _handle_%s(self,from_addr,msg_type,msg_data):\n       self.handle_%s(from_addr,*msg_data)' % (msg['msg_type_str'],msg['msg_type_str'])
        retval['%%HANDLERS%%'] += '\n   def handle_%s(self,from_addr,%s):\n       pass' % (msg['msg_type_str'],param_str)
    msghandlers_str = repr(msg_handlers_dict)
    msghandlers_str = msghandlers_str.replace('u\'','')
    msghandlers_str = msghandlers_str.replace('\'','')
    retval['%%HANDLERS_DICT%%'] = msghandlers_str
    return retval


[docs]def load_templates(path):
    """Loads default templates
    
    A simple wrapper around load_template that loads all the default templates needed

    Args:
      path (str): The absolute path to the templates directory

    Returns:
      dict: A dict mapping the template name to the contents
    """
    retval = {'module':load_template(path,'module'),
              'protoclass':load_template(path,'protoclass')}
    return retval


[docs]def get_default_template_path():
    """Calculates the default templates path
    
    This function is provided as a convenience for users of the Python API, such as build_example_chat.py

    Returns:
       str: The default templates path
    """
    return os.path.join(os.path.dirname(os.path.abspath(__file__)),'templates')


[docs]def render_module(specfile_path,template_path,output_path):
    """Renders the generated python module
    
    This is where the real work happens - this function loads the specification file and templates then renders the module and writes it to disk.

    Args:
      specfile_path (str): Absolute path to the specification file
      template_path (str): Absolute path to the templates directory
      output_path   (str): Absolute path to the output file to create
    """
    specdata      = load_json_file(specfile_path)
    templates     = load_templates(template_path)
    template_vars = get_template_vars(specdata,specfile_path)
    for x in xrange(2):
        for k,v in templates.items():
            for var_k,var_v in template_vars.items():
                if var_k in v:
                   templates[k] = templates[k].replace(var_k,var_v)
            for t_k,t_v in templates.items():
                if ('%%%%%s%%%%' % t_k.upper()) in v:
                   templates[k] = templates[k].replace('%%%%%s%%%%' % t_k.upper(),templates[t_k])
    output_fd = open(output_path,'w')
    output_fd.write(templates['module'])
    output_fd.close()


if __name__=='__main__':
   
   args = get_parser().parse_args()
   if args.template is None:
      template_path = get_default_template_path()
   else:
      template_path = args.template

   specfile_path = os.path.abspath(args.specfile)
   output_path   = os.path.abspath(args.output)
   
   print 'Rendering specification file %s to %s using templates in %s' % (specfile_path,output_path,template_path)
   render_module(specfile_path,template_path,output_path)
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  Source code for socktools.meta_sock

"""
Python Sock tools: meta_sock.py - one socket to rule them all
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module provides one socket class to rule them all, one socket class to bring them all and in the meta socket bind them.

Tolkien aside, a meta socket is just a socket class that can add other sockets and respond to messages from all the added sockets in one place.

Each individual socket will also respond to the individual messages unless the meta socket is in override mode.

If you're feeling crazy you can also nest meta sockets inside other meta sockets.

The intended application of this module is enabling things like UDP+TCP at the same time, or websocket+IRC etc.

"""
import eventlet
eventlet.monkey_patch()

import base_sock

[docs]class MetaSock(base_sock.BaseSock):
   """ One socket to rule them all

   A meta socket is a socket object that has a collection of child sockets from which it receives messages in pre-parsed format.

   Keyword args:
      override_mode (bool): if True, the child sockets will not process messages and instead defer to the meta socket
      child_sockets (list): a list of child sockets to add at startup
   """
   def __init__(self,override_mode=False,child_sockets=[],**kwargs):
       self.override_mode = override_mode
       self.child_sockets = self.get_default_child_sockets()
       for sock in self.child_sockets:
           self.child_sockets.append(sock)
       self.update_child_socks()
       super(MetaSock,self).__init__(**kwargs)
[docs]   def update_child_socks(self):
       """ Update the meta_sock variable in children
       
       This should be called after adding new child socks
       
       """
       for sock in self.child_sockets:
           sock.meta_sock = self

[docs]   def get_default_child_sockets(self):
       """ Return a list of default child sockets
       
       This method is provided for the sake of a uniform API, in most cases you can do what you need to without subclassing.

       In the default implementation this returns a 0-length list.
       
       """
       return []


[docs]   def parser_thread(self):
       """ We do nothing here, nothing at all
       """
       pass

[docs]   def recv_thread(self):
       """ We also do nothing here
       """
       pass

[docs]   def timeout_thread(self):
       """ Does nothing

       In the meta socket there is no concept of known_peers so this also does nothing.
       Child sockets should implement timeouts as appropriate.
       """
       pass

[docs]   def handler_wrapper(self,handler,child_sock,addr,msg_type,msg_data):
       """Invokes the specified handler while catching exceptions
       
       Copied straight from base_sock.BaseSock, does the same except for adding the child_sock param

       Args:
           handler (function):               a function accepting params (addr,msg_type,msg_data)
           child_sock (base_sock.BaseSock):  the child socket this message originated from
           addr (tuple):                     TCP/IP endpoint for the peer that originated the message
           msg_type:                         the message type - this depends on the application but usually an int
           msg_data:                         the message data - this depends on the application but usually a tuple or dict
       """
       try:
          handler(child_sock,addr,msg_type,msg_data)
       except Exception,e:
          self.log_error('Handler for message type %s failed' % msg_type,exc=e)

[docs]   def send_msg(self,msg_type,msg_data,to_peer=None):
       """ Broadcasts a message to all child sockets
       
       It is up to the child socket classes to properly encode the message.
       
       The to_peer param is ignored and present only for compatiblity reasons.
       
       """
       for sock in self.child_sockets:
           sock.send_msg(msg_type,msg_data)

[docs]   def send_raw(self,data,to_peer=None):
       """ Broadcast a raw message to all child sockets

       As with send_msg(), to_peer is for compatiblity reasons only and is ignored.

       Warning:
          It is advised to use send_msg() instead of this method due to the possiblity of underlying protocol differences
       """
       for sock in self.child_sockets:
           sock.send_raw(data)

[docs]   def handler_thread(self):
       """ Async invoke handlers - used internally
       
       This is near identical to the implementation in base_sock.BaseSock() except that handlers accept a child_sock param, so we need to account for that.

       Todo:
          refactor this so we're not duplicating code
       """
       while self.active:
         eventlet.greenthread.sleep(0)
         child_sock,addr,msg_type,msg_data = None,None,None,None
         while ((msg_data is None) and self.active):
           eventlet.greenthread.sleep(0)
           child_sock,addr,msg_type,msg_data = self.in_q.get()
           if not (self.meta_sock is None): # yes, we can nest meta sockets in meta sockets
              self.meta_sock.add_msg(self,addr,msg_type,msg_data)
              if self.meta_sock.override_mode:
                 continue
           if self.handlers.has_key(msg_type):
              for handler in self.handlers[msg_type]:
                  self.pool.spawn_n(self.handler_wrapper,handler,child_sock,addr,msg_type,msg_data)


[docs]   def add_msg(self,child_sock,from_addr,msg_type,msg_data):
       """ Add a message to in_q
       
       The child sockets call this to add messages to the meta socket's in_q for handling.

       Args:
          child_sock (base_sock.BaseSock): the child socket this message came from - useful if we need to reply to the message
          from_addr (tuple): the TCP/IP endpoint as seen by the child socket
          msg_type: the message type
          msg_data: the actual message data
       """
       self.log_debug(msg_type)
       if self.handlers.has_key(msg_type):
          self.in_q.put((child_sock,from_addr,msg_type,msg_data))
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  Source code for socktools.base_sock

"""
Python Sock tools: base_sock.py - implementation of the base socket classes
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module provides the base classes used in the other modules, you should probably ignore it unless you plan to implement a new socket type.

"""
import eventlet
eventlet.monkey_patch()

import socket
import traceback
import time
import logging

[docs]class DummySocket(socket.socket):
   """ A socket object that does nothing
   """
   def __init__(self,sock_family=socket.AF_INET,sock_type=socket.SOCK_DGRAM,proto=0):
       """ Hackish constructor for the dummy socket

       Accepts same params as socket.socket but does nothing with them
       In case you're curious though, the default arguments are (socket.AF_INET,socket.SOCK_DGRAM,0)

       Keyword args:
          sock_family (int): not used at all, seriously!
          sock_type (int):   also not used
          proto (int):       spotting a pattern yet?
       
       Note:
          You should NOT inherit from this class normally, instead override the create_socket() method of BaseSock and return a socket.socket
       """
       pass
[docs]   def recvfrom(self,buflen=8192,flags=0):
       """ Dummy implementation of socket.recvfrom()
       
       This method simply returns a null-length string coming from address ('127.0.0.1',1337)
       """
       return ('',('127.0.0.1',1337))



[docs]class BaseSock(object):
   """The base class from which specific socket classes inherit
   
   This class is the base socket class which handles queuing of messages and the main event loop.
   It should not be used directly but rather subclassed or one of the existing child classes used.
   
   Keyword Args:
      bind (tuple):         if not None, specifies a TCP/IP endpoint as (ip,port) to bind to and listen on
      connect (tuple):      if not None, specifies a TCP/IP endpoint as (ip,port) to connect to
      handlers (dict):      maps message types to list of message handler functions
      timeout (int):        time in seconds before a peer is considered to have timed out
      tick_interval (int):  time in seconds to wait between ticks
      sock (socket.socket): if not None, specifies a socket object to be used - should be used only for testing
      meta_sock (meta_sock.MetaSock): if not None, specifies the meta socket this socket belongs to, see meta_sock.py
      logger (logging.Logger): a logger object
      no_async (bool): if set True, no attempts will be made to go async except for sending messages

   Attributes:
      known_peers (dict):                  all currently connected peers have an entry in this dict, the contents of the dict are another dict with metadata
      pool (eventlet.GreenPool):           all greenlets spawned by the socket belong to this pool, with a default concurrency of 1000
      parse_q (eventlet.queue.LightQueue): raw packet data is added to this queue before being parsed, each item is a tuple of (data,addr)
      in_q (eventlet.queue.LightQueue):    parsed messages are added to this queue after being parsed
      timeout (int):                       the timeout interval in seconds - peers must talk to us on a regular basis to avoid being timed out
      tick_interval (int):                 the tick interval - what exactly a tick does is up to the application
      handlers (dict):                     maps message types to list of message handler functions
      sock:                                arbitrary object representing the physical socket, defaults to an instance of DummySocket
      meta_sock:                           see meta_sock.py
      logger (logging.logger):             the logger to use for this socket
      active (bool):                       indicates whether this socket is active and working
   """
   def __init__(self,bind=None,connect=None,handlers={},timeout=10,tick_interval=0.25,sock=None,meta_sock=None,logger=None,no_async=False):
       self.known_peers = {}
       self.logger      = logger
       self.pool        = eventlet.GreenPool(1000)
       if not (sock is None):
          self.sock = sock
       else:
          self.sock        = self.create_socket()
       self.handlers       = self.get_default_handlers()
       self.handlers.update(handlers)
       self.parse_q       = eventlet.queue.LightQueue(100) # raw packets ready to be parsed
       self.in_q          = eventlet.queue.LightQueue(100) # parsed packets ready to be handled
       self.timeout       = timeout
       self.tick_interval = tick_interval
       self.meta_sock     = meta_sock
       if not (bind is None):    self.sock.bind(bind)
       if not (connect is None): self.connect_to(connect)
       self.child_setup()
       self.active = True
       self.no_async = no_async
       if not no_async:
          for x in xrange(10): self.pool.spawn_n(self.parser_thread)
          for x in xrange(10): self.pool.spawn_n(self.handler_thread)
       self.pool.spawn_n(self.recv_thread)
       self.pool.spawn_n(self.timeout_thread)
[docs]   def setup_logger(self,logger):
       """Setup a logger object to use instead of stdout

       Often it makes sense to log stuff to a logger object instead of dumping it to stdout using print.
       This is especially useful for daemon processes where you may otherwise not see the output at all.

       Args:
          logger (logging.logger): The logger object to use

       """
       self.logger = logger

[docs]   def child_setup(self):
       """Convenient setup hook for child classes
       
       To avoid the need to rewrite __init__ when inheriting from this class, __init__ calls this method before spawning threads and going active.

       Without this hook, any child class that adds extra params to __init__ would need to have a copy of the implementation as it is not possible to modify certain things after threads are spawned.

       See msgtype_mixin.py for a good example of how to use this.
       
       In the default implementation it does nothing.
       """
       pass

[docs]   def get_default_handlers(self):
       """Get a default handlers dict
       
       When inheriting from this class you should setup default handlers needed by the protocol by overriding this method. Additionally, children should always call the parent for this method.
       
       Returns:
          dict: a dict mapping message types to handlers, can be 0-length but must be a dict
       """
       return {}

[docs]   def timeout_thread(self):
       """Used internally - removes peers from the known_peers dict if they haven't sent us a packet within the last timeout interval

       Warning:
          This method must not be called from anywhere except inside the class, and only one instance should run at a time
       """
       while self.active:
          if len(self.known_peers)==0:
             eventlet.greenthread.sleep(0)
          else:
             eventlet.greenthread.sleep(self.timeout / len(self.known_peers))
          cur_time = time.time()
          for k,v in self.known_peers.items():
              if not v.has_key('last'): v['last'] = time.time()
              if (cur_time - v['last']) >= self.timeout:
                 self.log_debug('%s:%s timed out' % k)
                 self.close_peer(k)

[docs]   def tick(self):
       """Perform application-specific tick
       
       The default implementation does absolutely nothing, you should override this if you want tick functionality
       While debugging it may be helpful to insert a sleep in here to see what happens when you miss ticks

       Args:
          diff (int): the recorded time in seconds the last tick took to run, 0 on the first iteration

       """
       pass

[docs]   def tick_thread(self):
       """Used internally to call the tick() method in a loop with accurate timing

       Many network protocols, 3D gaming ones in particular, require a fixed frequency "tick", that's what is implemented here.
       This thread runs tick() in a loop and measures the time it took, adjusting the delay to compensate

       Note:
          This code makes no guarantees at all that the specified tick interval is actually achievable - if you get missed ticks, optimise your tick() to be more async
       """
       diff = 0
       while self.active:
          start_time = time.time()
          self.tick(diff)
          end_time = time.time()
          diff = end_time-start_time
          if diff >= self.tick_interval:
             eventlet.greenthread.sleep(self.tick_interval - diff)
          else:
             eventlet.greenthread.sleep(0)


[docs]   def close_peer(self,peer):
       """Removes a peer from the known_peers list and does any required cleanup

       Args:
          peer (tuple): the peer to close as a TCP/IP endpoint tuple, i.e (ip,port)
       
       Notes:
          The default implementation simply removes the peer from the known_peers list, any child class should do the same when overriding this method
       """
       if self.known_peers.has_key(peer): del self.known_peers[peer]

[docs]   def recv_thread(self):
       """Used internally - reads from the socket and puts the raw packets into parse_q

       Warning:
          This method absolutely must not be called from anywhere except inside the class or bad things will happen
       """
       while self.active:
          eventlet.greenthread.sleep(0)
          data,addr = None,None
          while (data is None) and self.active:
             eventlet.greenthread.sleep(0)
             try:
                data,addr = self.read_raw()
                data = self.decode_msg(data) # decode it if needed
             except Exception,e:
                self.log_error('Error reading from socket',exc=e)
             if not (data is None):
                if (len(data)>0) and self.good_peer(addr):
                   if self.known_peers.has_key(addr):
                      self.known_peers[addr]['last'] = time.time()
                   self.log_debug('Got raw data: %s' % str(data))
                   if self.no_async:
                      try:
                         msg_type,msg_data = self.parse_msg(data)
                      except Exception,e:
                         self.log_error('Error parsing packet from %s:%s' % addr,exc=e)
                      addr,msg_type,msg_data = self.handle_all(addr,msg_type,msg_data)
                      self.run_handler(addr,msg_type,msg_data)
                   else:
                      self.parse_q.put((addr,data))

[docs]   def run_handler(self,addr=None,msg_type=None,msg_data=None):
       eventlet.greenthread.sleep(0)
       while ((msg_data is None) and self.active):
          eventlet.greenthread.sleep(0)
          if not self.no_async:
             addr,msg_type,msg_data = self.in_q.get()
          if not (self.meta_sock is None):
             self.meta_sock.add_msg(self,addr,msg_type,msg_data)
             if self.meta_sock.override_mode:
                continue
          if self.handlers.has_key(msg_type):
             for handler in self.handlers[msg_type]:
                 if self.no_async:
                    self.handler_wrapper(handler,addr,msg_type,msg_data)
                 else:
                    self.pool.spawn_n(self.handler_wrapper,handler,addr,msg_type,msg_data)


       
[docs]   def handler_thread(self):
       """Used internally - reads from in_q and passes to the appropriate handler

       Note:
          This method should only be run from inside the class and inside a greenthread
       """
       while self.active:
          self.run_handler()

[docs]   def handler_wrapper(self,handler,addr,msg_type,msg_data):
       """Invokes the specified handler while catching exceptions

       This method invokes a handler function while catching and logging any exceptions.
       If an exception is raised by the handler, BaseSock.log_error() is called to notify the end user
       
       Args:
           handler (function): a function accepting params (addr,msg_type,msg_data)
           addr (tuple):       TCP/IP endpoint for the peer that originated the message
           msg_type:           the message type - this depends on the application but usually an int
           msg_data:           the message data - this depends on the application but usually a tuple or dict
       """
       try:
          handler(addr,msg_type,msg_data)
       except Exception,e:
          self.log_error('Handler for message type %s failed' % msg_type,exc=e)

[docs]   def log_debug(self,msg):
       """Logs debug info - if debug mode is off, this method should do nothing

       The default implementation prints the message to stdout

       Args:
         msg (str): message to log
       """
       print msg
       if not (self.logger is None):
          self.logger.debug(msg)

[docs]   def log_error(self,msg,exc=None):
       """Log an error with exception data

       This method logs errors and should be overridden to use whatever logging mechanism is appropriate in the end user application.

       The default implementation simply prints the message and exception data to stdout
       
       Args:
         msg (str): error message
       Keyword args
         exc (Exception): a python exception related to the error
       """
       if exc is None:
          print 'Error: %s' % msg
       else:
          print 'Error: %s, Exception: %s' % (msg,traceback.format_exc(exc))
       if not (self.logger is None):
          self.logger.error(msg)
          self.logger.error(traceback.format_exc(exc))

       
[docs]   def parser_thread(self):
       """Used internally - reads from parse_q and puts parsed messages into in_q
       
       Note:
          This method should only be run from inside the class and inside a greenthread
       """
       while self.active:
         addr,data,msg_type,msg_data = None,None,None,None
         eventlet.greenthread.sleep(0)
         addr,data = self.parse_q.get()
         try:
            msg_type,msg_data = self.parse_msg(data)
         except Exception,e:
            self.log_error('Error parsing packet from %s:%s' % addr,exc=e)
         addr,msg_type,msg_data = self.handle_all(addr,msg_type,msg_data)
         self.log_debug('Putting parsed message type %s from %s:%s on queue: %s' % (str(msg_type),str(addr[0]),str(addr[1]),str(msg_data)))
         self.in_q.put((addr,msg_type,msg_data))

[docs]   def add_handler(self,msg_type,handler,exclusive=False):
       """Add a handler for the specified message type
       
       This method adds message handlers to the socket after it has been setup, allowing dynamic handlers.

       It is preferable to use static handlers whenever possible
       
       Args:
         msg_type: the message type the handler is for, this depends on application but is usually an int
         handler:  the handler function to add, must accept params (addr,msg_type,msg_data)

       Keyword args:
         exclusive (bool): if True, deletes all previously set handlers for this message type
       """
       if not self.handlers.has_key(msg_type): self.handlers[msg_type] = []
       if exclusive: self.handlers[msg_type] = []
       self.handlers[msg_type].append(handler)

[docs]   def parse_msg(self,data):
       """Parse a raw message into a format usable by the application
       
       This method should be overridden by the application as appropriate and handles message parsing from raw packets.
       
       Args:
         data (str): the raw packet to be parsed, this should be one whole message

       Returns:
         tuple: a tuple of (msg_type,msg_data) - the specific types of msg_type and msg_data depend on the application
       
       Note:
         If not overridden, by default this method returns a message of type 0 and the raw data as msg_data.
         Please also note that this method should NOT implement anything beyond parsing, see good_peer() and handle_all() for higher level logic.
       """
       return (0,str(data))

[docs]   def good_peer(self,peer):
       """Check if the specified peer is one we want to talk to

       If this method returns False for a peer as it sends us a message, that message will be dropped and not parsed.
       The default implementation returns True for every peer

       Args:
          peer (tuple): the TCP/IP endpoint of the peer as an (ip,port) tuple

       Returns:
          bool: True if the peer is good, otherwise False
       """
       return True

[docs]   def handle_all(self,from_addr,msg_type,msg_data):
       """Called before doing anything with a decoded/parsed packet before all other handlers
       
       This can be used as a hook to implement whatever you want with decoded packets - stuff like encryption and compression though belongs in parse_msg().

       After being parsed all messages pass through this method and any transformations required can be applied.
       Most applications will not need this and the default implementation (which is a simple identity function) will work fine.

       One application where this may be of use is to send "unknown peer" type messages if the address is not in the known peers dict.

       Args:
           from_addr (tuple): The remote peer's TCP/IP endpoint as an (ip,port) tuple
           msg_type: The message type, what this is depends on the application but is usually an int
           msg_data: The message data, what this is depends on the application

       Returns:
           tuple: (from_addr,msg_type,msg_data) - the message, modified or not, by default this is identical to the params unless overridden
       """
       return (from_addr,msg_type,msg_data)


[docs]   def read_raw(self):
       """Read a single raw packet from the socket or sockets
       
       If the underlying physical socket is UDP, this method should simply read from it and return as quickly as possible.

       If the underlying physical socket is a TCP socket connected to one single peer, this method should read from it and return as quickly as possible.

       If the underlying physical socket is a TCP server, this method should return a raw packet from the next available client.

       In all cases, this method should return a raw packet without parsing of any kind beyond size checking.

       If no data is available, this method should block using eventlet.greenthread.sleep(0) or equivalent until data is available.

       Note:
          The default implementation together with DummySocket always returns a null-length string from localhost:1337
          Using the default implementation with another physical socket type probably won't work

       Warning:
          this method must NOT block except via eventlet, failure to heed this warning will result in crippled performance

       Returns:
          tuple: (data,from_addr) - data should be a string or byte buffer, from_addr should be a TCP/IP endpoint tuple in the form (ip,port)
       
       """
       return self.sock.recvfrom(8192)


[docs]   def serialise_msg(self,msg_type,msg_data):
       """Serialise a single message

       This method is where you should implement your message serialisation code for custom protocols.

       In the default implementation this function just returns str(msg_data)

       Args:
          msg_type (int): the message type
          msg_data:       a python object to be serialised into a message

       Returns:
          str: the serialised message
       """
       return str(msg_data)


[docs]   def encode_msg(self,data):
       """Encode a serialised message

       This method is where you should implement any form of encoding required by the physical socket including things such as prefixing a length for TCP sockets.

       You may also handle compression,encryption etc here.

       In the default implementation this is an identity function.

       Args:
          data (str): the message serialised as a string

       Returns:
          str: the encoded message
       """
       return data


[docs]   def decode_msg(self,data):
       """Used internally - decodes raw messages

       If encode_msg() is implemented, this should do the inverse

       Args:
          data (str): the message serialised as a string and still encoded

       Returns:
          str: the decoded but still serialised message
       """
       return data


[docs]   def send_msg(self,msg_type,msg_data,to_peer=None):
       """Encode and then send a single message to the specified peer

       This method encodes and then sends a single message to the specified peer, or optionally to all connected peers.

       Args:
          msg_type (int): the type of message to send
          msg_data: format depends on the application, usually a tuple, list or dict
       
       Note:
          This method relies upon the serialise_msg() method and the encode_msg() method - please ensure these methods are defined appropriately

       Keyword args:
          to_peer (tuple): the TCP/IP endpoint as a (host,ip) tuple to transmit to, if this is set to None then all peers will get the message
       """
       serialised_msg = self.serialise_msg(msg_type,msg_data)
       encoded_msg    = self.encode_msg(serialised_msg)
       self.send_raw(encoded_msg,to_peer=to_peer)

[docs]   def send_raw(self,data,to_peer=None):
       """Send a single raw packet from the socket to the specified peer

       This method sends a single raw packet (already encoded as appropriate) to the specified peer, or optionally to all connected peers.

       The whole packet must be transmitted before this method returns and it must block if required via eventlet.greenthread.sleep(0) or equivalent

       Args:
         data(str): the raw data to send, this must already be encoded and ready for transmission on the physical socket - including length if required
       
       Keyword args:
         to_peer(tuple): the TCP/IP endpoint as a (host,ip) tuple to transmit to, if this is set to None then all peers will be sent the packet

       Warnings:
         This method must NOT block except via eventlet, failure to heed this warning will result in crippled performance.
         Further, it is vitally important to wrap the actual transmission in an appropriate try/catch block when broadcasting so that a failure to transmit to one client does not result in failing to transmit to others

       """
       if to_peer is None: # broadcast
          for k,v in self.known_peers.items():
              try:
                 self.sock.sendto(data,k)
              except Exception,e:
                 self.log_error('Error transmitting to %s:%s' % k,exc=e)
       else:
          self.sock.sendto(data,to_peer)


[docs]   def create_socket(self):
       """Create the physical socket object
       
       To be of any practical use, this should be overridden
       
       Returns:
          socket.socket: The physical socket object, in the default implementation this is a DummySocket instance
       """
       return DummySocket()

[docs]   def connect_to(self,endpoint):
       """Connect to a specified endpoint

       This method should be overridden and used to implement any authentication etc before adding the specified endpoint to the known peers list
       In the default implementation nothing is done here except adding the peer to the known peers list

       Arg:
         endpoint (tuple): the TCP/IP endpoint as (ip,port)
       """
       self.known_peers[endpoint] = {}
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  Source code for socktools.msgtype_mixin

"""
Python Sock tools: msgtype_mixin.py - mixins to make dealing with message types simpler
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module implements a mixin that allows you to reference message types as strings. Higher-level protocols can make use of it to offer a more convenient API.

Normally you'd use this to represent message types as integers, but you can also remap message types to other strings here too.

Additionally, this module has another mixin that adds send_MSGTYPE methods to the socket object for each message type.
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

[docs]class MsgtypeStrMixin(object):
   """A mixin for referencing message types as strings

   This class should be used together with UDPSock, TCPSock or a child of one of those classes::
   
       class MyClass(MsgtypeStrMixin,UDPSock):
          pass

   If you do not add an actual socket, this class does nothing, it's a mixin.
   
   Keyword args:
      msg_types (dict): maps message types as strings to message type integers (or any other arbitrary object)

   Attributes:
      msg_types (dict): maps message types as strings to message type integers (or any other arbitrary object)
   """
   def __init__(self,msg_types={},**kwargs):
       self.msg_types = self.get_default_msg_types()
       self.msg_types.update(msg_types)
       super(MsgtypeStrMixin,self).__init__(**kwargs)
[docs]   def child_setup(self):
       """Setup this mixin

       This method configures the handlers by remapping them to appropriate values from the msg_types variable, saving an extra lookup at runtime.

       Should a handler be specified directly as an integer or a handler be specified for a message type that does not exist, it will be left as-is.
       """
       new_handlers = {}
       for k,v in self.handlers.items():
           if self.msg_types.has_key(k):
              new_handlers[self.msg_types[k]] = v
           else:
              new_handlers[k] = v
       self.handlers = new_handlers
       super(MsgtypeStrMixin,self).child_setup()

[docs]   def add_handler(self,msg_type,handler,exclusive=False):
       """See base_sock.py for full details
       
       The mixin adds a msg_types lookup and uses the value from msg_types if found. Otherwise this method is identical to the default add_handler().
       """
       if self.msg_types.has_key[msg_type]: msg_type=msg_types[msg_type]
       super(MsgtypeStrMixin,self).add_handler(msg_type,handler,exclusive=exclusive)

[docs]   def get_default_msg_types(self):
       """Get a default msg_types dict
       
       When inheriting from this class you should override this method and setup appropriate message types. Like get_default_handlers() children should always call this method.
       
       The default implementation returns an empty dict

       Returns:
          dict: a dict mapping message type strings to any other data type (integer is usual)
       """
       return {}



class _msgtype_sender:
   def __init__(self,msg_type,sock):
       self.msg_type = msg_type
       self.sock     = sock
   def __call__(self,*args,**kwargs):
       to_peer = None
       if kwargs.has_key('to_peer'):
          to_peer = kwargs['to_peer']
       if len(args)>0:
          self.sock.send_msg(self.msg_type,args,to_peer=to_peer)
          return
       self.sock.send_msg(self.msg_type,kwargs,to_peer=to_peer)

[docs]class MsgtypeSendMixin(object):
   """A mixin that adds send_MSGTYPE methods to the socket
   
   This MUST be used with MsgtypeStrMixin first otherwise it will not work::
       
       class MyClass(MsgtypeSendMixin,MsgtypeStrMixin,UDPSock):
             pass
   
   You will of course also need to setup your message types by passing an appropriate dict to the constructor or by overriding get_default_msg_types().
   
   If everything works the object will magically acquire a bunch of send_MSGTYPE methods: 1 per msg_types entry. Note that for performance reasons this is NOT dynamic.

   The send_MSGTYPE methods will pass all of their arguments to send_msg()

   """
[docs]   def child_setup(self):
       """Setup this mixin
       
       This is where the black magic happens.
   
       """
       for k,v in self.msg_types.items():
           setattr(self,'send_%s' % k,_msgtype_sender(v,self))
       super(MsgtypeSendMixin,self).child_setup()
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  Source code for socktools.udp_sock

"""
Python Sock tools: udp_sock.py - simple UDP implementation
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module contains the class you probably want most of the time: it implements P2P UDP.
"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case

import base_sock
import socket
import struct

[docs]class UDPSock(base_sock.BaseSock):
   """ Simple UDP implementation - both client and server
   
   Read the code to see just HOW trivially simple this is, application logic belongs elsewhere

   """
[docs]   def create_socket(self,no_reuse=False):
       """ Creates the physical socket object
           
       Note:
         The socket sets SO_REUSEADDR by default, this saves a LOT of time in testing your code, but if you don't want this behaviour turn it off in child_setup()

       Returns:
         socket.socket: the physical socket object for inbound connections
       """
       s = socket.socket(socket.AF_INET, socket.SOCK_DGRAM)
       s.setsockopt(socket.SOL_SOCKET, socket.SO_REUSEADDR, 1)
       return s
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  Source code for socktools.msgpack_mixin

"""
Python Sock tools: msgpack_mixin.py - mixin to handle msgpack decoding
Copyright (C) 2016 GarethNelson

This file is part of python-sock-tools

python-sock-tools is free software: you can redistribute it and/or modify
it under the terms of the GNU General Public License as published by
the Free Software Foundation, either version 2 of the License, or
(at your option) any later version.

python-sock-tools is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the GNU General Public License
along with python-sock-tools.  If not, see <http://www.gnu.org/licenses/>.

This module implements a mixin that implements the parse_msg() method using msgpack - see http://www.msgpack.org for details on the msgpack format.

"""

import eventlet
eventlet.monkey_patch() # this should be done in all modules that use eventlet as the first import, just in case
import msgpack
import gc

[docs]class MsgpackParseMixin(object):
   """A mixin for parsing msgpack messages
   
   See http://msgpack.org/ for details
   """
[docs]   def serialise_msg(self,msg_type,msg_data):
       """Serialise a msgpack message

       Similar to the JSON mixin, this method serialises messages as msgpack lists of (msg_type,msg_data)

       Args:
          msg_type (int): the message type as an integer
          msg_data (dict): usually a dict, the actual message contents

       Returns:
          str: the msgpack encoded message
       """
       pack_data   = (msg_type,msg_data)
       encoded_msg = msgpack.packb(pack_data)
       return str(encoded_msg)

[docs]   def parse_msg(self,data):
       """Parse a raw msgpack message

       This method assumes the message is encoded as a list or tuple of (msg_type,msg_data).

       For performance reasons garbage collection is turned off while parsing. Should an exception occur while parsing, self.log_debug() is invoked.
       
       If an exception does occur, this method might return None.

       Args:
         data (str): The raw packet to parse

       Returns:
         tuple: a tuple of (msg_type,msg_data)
       """
       msg_type,msg_data = None,None
       gc.disable()
       try:
         decoded_msg = msgpack.unpackb(data)
         msg_type    = decoded_msg[0]
         msg_data    = decoded_msg[1]
       except Exception,e:
          self.log_debug('Error during msgpack decoding',exc=e) 
       gc.enable()
       return (msg_type,msg_data)
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