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Welcome to pyfarm.master’s documentation!

This package contains the models, web interface, APIs, and
backend components necessary to scheduler and allocate jobs on
PyFarm.

Contents



	Commands
	Standard Commands
	pyfarm-create-tables





	Development Commands
	pyfarm-master









	Environment Variables
	Database Schema

	Database Constraints and Validation

	Master





	pyfarm.master package
	Subpackages
	pyfarm.master.admin package

	pyfarm.master.api package

	pyfarm.master.user_interface package





	Submodules
	pyfarm.master.application module

	pyfarm.master.entrypoints module

	pyfarm.master.index module

	pyfarm.master.initial module

	pyfarm.master.testutil module

	pyfarm.master.utility module





	Module contents





	pyfarm.models package
	Subpackages
	pyfarm.models.core package





	Submodules
	pyfarm.models.agent module

	pyfarm.models.gpu module

	pyfarm.models.job module

	pyfarm.models.jobqueue module

	pyfarm.models.jobtype module

	pyfarm.models.pathmap module

	pyfarm.models.project module

	pyfarm.models.software module

	pyfarm.models.tag module

	pyfarm.models.task module

	pyfarm.models.tasklog module

	pyfarm.models.user module





	Module contents





	pyfarm.scheduler package
	Submodules
	pyfarm.scheduler.celery_app module

	pyfarm.scheduler.tasks module





	Module contents
	Scheduler
















Indices and tables


	Index

	Module Index

	Search Page







          

      

      

    


    
         Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.3b2.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          routing table |

        	
          next |

        	
          previous |

        	pyfarm.master 0.8.5 documentation 
 
      

    


    
      
          
            
  
Commands


Standard Commands


pyfarm-create-tables

usage: pyfarm-tables [-h] [--echo] [--drop-all] [--no-create-tables]

Creates PyFarm's tables

optional arguments:
  -h, --help          show this help message and exit
  --echo              If provided then echo the SQL queries being made
  --drop-all          If provided all tables will be dropped from the database
                      before they are created.
  --no-create-tables  If provided then no tables will be created.










Development Commands


pyfarm-master

usage: pyfarm-master [-h] [--drop-all] [--create-all]
                     [--confirm-drop CONFIRM_DROP]
                     [--allow-agent-loopback-addresses]

optional arguments:
  -h, --help            show this help message and exit
  --drop-all, -D        drop the existing tables before starting
  --create-all, -C      create all tables before starting
  --confirm-drop CONFIRM_DROP
  --allow-agent-loopback-addresses
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Environment Variables

PyFarm’s master and models have several environment variables which can
be used to change the operation at runtime.  For more information see the
individual sections below.


Note

Not all environment variables defined below are directly used by
PyFarm.  Many of these values are provided to make it easier to group
settings together and so settings for PyFarm won’t conflict with any
existing software.




Database Schema

Environment variables that are used to setup or control the database backend.


Warning

These values are used to construct the database schema.  If your schema
already exists then changing these values may have uninteded consequences.




	
PYFARM_DB_PREFIX

	The prefix for all table names.  Normally this should never be changed but
could be for testing or similiar similiar circumstances.
NOTE: making this value to long may produce errors in some databases
such as MySQL






	
PYFARM_DB_MAX_HOSTNAME_LENGTH

	The maximum length a hostname can be
Default: 255






	
PYFARM_DB_MAX_JOBTYPE_LENGTH

	The maximum length for the name of a jobtype.
Default: 64






	
PYFARM_DB_MAX_COMMAND_LENGTH

	The maximum length a single command can be.
Default: 64






	
PYFARM_DB_MAX_USERNAME_LENGTH

	The maximum length a username can be.
Default: 255






	
PYFARM_DB_MAX_EMAILADDR_LENGTH

	The maximum length a email address can be
Default: 255






	
PYFARM_DB_MAX_ROLE_LENGTH

	The maximum length a role can be
Default: 128






	
PYFARM_DB_MAX_TAG_LENGTH

	The maximum length a tag can be
Default: 64

NOTE PyFarm uses the word ‘tag’ in several places.  This value controls
the max length of any string which is a tag.






	
PYFARM_DB_MAX_PROJECT_NAME_LENGTH

	The maximum length any one project name can be.
Default: 32








Database Constraints and Validation

Unlike the above section, these values are checked when a database entry is
modified or created.  They are intended to provide validation so erroneous
data cannot be inserted.  Do note however the max value any integer can
be raised to is 2147483647.


	
PYFARM_AGENT_CPU_ALLOCATION

	The total amount of cpu space an agent is allowed to work in.  For example
if four jobs requires four cpus and PYFARM_AGENT_CPU_ALLOCATION is
1.0 then all those jobs can be assigned to the agent. If
PYFARM_AGENT_CPU_ALLOCATION was .5 however only half of those jobs
could be assigned.  This value must always be greater than 0.
Default: .8






	
PYFARM_AGENT_RAM_ALLOCATION

	Same as PYFARM_AGENT_CPU_ALLOCATION except for ram resources.
This value must always be greater than 0.
Default: 1.0






	
PYFARM_AGENT_MIN_PORT

	The minimum port an agent is allowed to communicate on.
Default: 1024






	
PYFARM_AGENT_MAX_PORT

	The maximum port an agent is allowed to communicate on.
Default: 65535






	
PYFARM_AGENT_MIN_CPUS

	The minimum number of cpus an agent is allowed to have.
Default: 1






	
PYFARM_AGENT_MAX_CPUS

	The maximum number of cpus an agent is allowed to have.
Default: 256






	
PYFARM_AGENT_MIN_RAM

	The minimum amount of ram, in megabytes, an agent is allowed to have.
Default: 16






	
PYFARM_AGENT_MAX_RAM

	The maximum amount of ram, in megabytes, an agent is allowed to have.
Default: 262144






	
PYFARM_QUEUE_MIN_PRIORITY

	The minimum priority any job or task is allowed to have.
Default: -1000






	
PYFARM_QUEUE_MAX_PRIORITY

	The maximum priority any job or task is allowed to have.
Default: 1000






	
PYFARM_QUEUE_DEFAULT_PRIORITY

	The default priority any new jobs or tasks are given
Default: 0






	
PYFARM_QUEUE_MIN_BATCH

	The minimum number of tasks which can be sent to a single agent for
processing.
Default: 1






	
PYFARM_QUEUE_MAX_BATCH

	The maximum number of tasks which can be sent to a single agent for
processing.
Default: 64






	
PYFARM_QUEUE_DEFAULT_BATCH

	The default number of tasks which can be sent to a single agent for
processing.
Default: 1






	
PYFARM_QUEUE_MIN_REQUEUE

	The minimum number of times a task is allowed to reque.
Default: 0






	
PYFARM_QUEUE_MAX_REQUEUE

	The maximum number of times a task is allowed to reque.  Not setting this
value will allow any tasks to reque an infinite number of times if
requested by a user.
Default: 10






	
PYFARM_QUEUE_DEFAULT_REQUEUE

	The default number of times a task is allowed to reque.
Default: 3






	
PYFARM_QUEUE_MIN_CPUS

	The minimum number of cpus that can be required to any one job.
Default: 1






	
PYFARM_QUEUE_MAX_CPUS

	The maximum number of cpus that can be required to any one job.
Default: 256






	
PYFARM_QUEUE_DEFAULT_CPUS

	The default number of cpus required for any one job.
Default: 1






	
PYFARM_QUEUE_MIN_RAM

	The minimum amount of ram, in megabytes, that can be required for any one
job.
Default: 16






	
PYFARM_QUEUE_MAX_RAM

	The maximum number of cpus that can be required to any one job.
Default: 256






	
PYFARM_QUEUE_DEFAULT_RAM

	The default amount of ram, in megabytes, that is required for a job.
Default: 32






	
PYFARM_REQUIRE_PRIVATE_IP

	Whether pyfarm-master should reject agents with non-private IP addresses
Default: False








Master

Environment variables that are used within the server processes on the
master.


	
PYFARM_CONFIG

	Controls which configuration should be loaded.  Currently the only
supported values are debug and prod and the configuration itself
is handled internally.






	
PYFARM_DATABASE_URI

	The URI to connect to the backend database.  This should be a valid
sqlalchemy uri [http://docs.sqlalchemy.org/en/rel_0_8/core/engines.html#database-urls]
which looks something like this:

dialect+driver://user:password@host/dbname[?key=value..]










	
PYFARM_SECRET_KEY

	When present this value is used by forms and the password storage as
a seed value for several operations.






	
PYFARM_CSRF_SESSION_KEY

	Key used to set the cross site request forgery key for use
by wtforms.  If not provided this will be set to
PYFARM_SECRET_KEY






	
PYFARM_JSON_PRETTY

	If set to true then all json output by the REST api will be human
readable.  Setting PYFARM_CONFIG to debug will also produce
the same effect.






	
PYFARM_API_VERSION

	The version of the REST api used for varying points of logic and
for constructing PYFARM_API_PREFIX






	
PYFARM_API_PREFIX

	If set, this will establish the prefix for mounting the API.  This value
is combined with PYFARM_API_VERSION resulting in something along
the lines of:

https://$hostname/$PYFARM_API_PREFIX$PYFARM_API_VERSION










	
JOBTYPE_DEFAULT_MAX_BATCH

	Performs the same function as PYFARM_QUEUE_MAX_BATCH but provides
an override specifically for pyfarm.models.jobtype.JobType.max_batch






	
JOBTYPE_DEFAULT_BATCH_CONTIGUOUS

	Sets the default value for
pyfarm.models.jobtype.JobType.batch_contiguous
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pyfarm.master package


Subpackages



	pyfarm.master.admin package
	Submodules
	pyfarm.master.admin.agents module

	pyfarm.master.admin.baseview module

	pyfarm.master.admin.core module

	pyfarm.master.admin.jobtypes module

	pyfarm.master.admin.pathmaps module

	pyfarm.master.admin.projects module

	pyfarm.master.admin.software module

	pyfarm.master.admin.tag module

	pyfarm.master.admin.users module

	pyfarm.master.admin.work module





	Module contents





	pyfarm.master.api package
	Submodules
	pyfarm.master.api.agent_updates module
	Agent Updates





	pyfarm.master.api.agents module
	Agents





	pyfarm.master.api.jobqueues module
	Job Queues





	pyfarm.master.api.jobs module
	Jobs





	pyfarm.master.api.jobtypes module
	Jobtypes





	pyfarm.master.api.pathmaps module
	Path Maps





	pyfarm.master.api.software module
	Software





	pyfarm.master.api.tags module
	Tag





	pyfarm.master.api.tasklogs module
	Task Logs









	Module contents





	pyfarm.master.user_interface package
	Submodules
	pyfarm.master.user_interface.agents module

	pyfarm.master.user_interface.jobqueues module

	pyfarm.master.user_interface.jobs module

	pyfarm.master.user_interface.jobtypes module
	Jobtypes









	Module contents












Submodules



	pyfarm.master.application module
	Application





	pyfarm.master.entrypoints module
	Entry Points





	pyfarm.master.index module
	Index





	pyfarm.master.initial module
	Initial Setup





	pyfarm.master.testutil module
	Test Utilities





	pyfarm.master.utility module
	Utility












Module contents

Contains all the necessary code to operate an instance of the master.
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pyfarm.master.admin package


Submodules



	pyfarm.master.admin.agents module

	pyfarm.master.admin.baseview module

	pyfarm.master.admin.core module

	pyfarm.master.admin.jobtypes module

	pyfarm.master.admin.pathmaps module

	pyfarm.master.admin.projects module

	pyfarm.master.admin.software module

	pyfarm.master.admin.tag module

	pyfarm.master.admin.users module

	pyfarm.master.admin.work module








Module contents
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pyfarm.master.admin.agents module
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pyfarm.master.admin.baseview module
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pyfarm.master.admin.core module
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pyfarm.master.admin.jobtypes module
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pyfarm.master.admin.pathmaps module
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pyfarm.master.admin.projects module
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pyfarm.master.admin.software module
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pyfarm.master.admin.tag module
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pyfarm.master.admin.users module
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pyfarm.master.admin.work module
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pyfarm.master.api package


Submodules



	pyfarm.master.api.agent_updates module
	Agent Updates





	pyfarm.master.api.agents module
	Agents





	pyfarm.master.api.jobqueues module
	Job Queues





	pyfarm.master.api.jobs module
	Jobs





	pyfarm.master.api.jobtypes module
	Jobtypes





	pyfarm.master.api.pathmaps module
	Path Maps





	pyfarm.master.api.software module
	Software





	pyfarm.master.api.tags module
	Tag





	pyfarm.master.api.tasklogs module
	Task Logs












Module contents
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pyfarm.master.api.agent_updates module


Agent Updates

The API allows access to agent update packages, possibly through redirects


	
class pyfarm.master.api.agent_updates.AgentUpdatesAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(version)[source]

	A GET to this endpoint will return the update package as a zip file
the specified version


	
GET /api/v1/agents/updates/<string:version> HTTP/1.1

	Request

PUT /api/v1/agents/updates/1.2.3 HTTP/1.1
Accept: application/zip





Response

HTTP/1.1 200 OK
Content-Type: application/zip

<binary data>













	Statuscode 200:	The update file was found and is returned


	Statuscode 301:	The update can be found under a different URL


	Statuscode 400:	there was something wrong with the request (such as an
invalid version number specified or the  mime type not
being application/zip)










	
methods = ['GET', 'PUT']

	




	
put(version)[source]

	A PUT to this endpoint will upload a new version of pyfarm-agent to
be used for agent auto-updates.  The update must be a zip file.


	
PUT /api/v1/agents/updates/<string:version> HTTP/1.1

	Request

PUT /api/v1/agents/updates/1.2.3 HTTP/1.1
Content-Type: application/zip

<binary data>





Response

HTTP/1.1 200 OK
Content-Type: application/json













	Statuscode 201:	The update was put in place


	Statuscode 400:	there was something wrong with the request (such as an
invalid version number specified or the  mime type not
being application/zip)
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pyfarm.master.api.agents module


Agents

Contained within this module are an API handling functions which can
manage or query agents using JSON.


	
class pyfarm.master.api.agents.AgentIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get()[source]

	A GET to this endpoint will return a list of known agents, with id
and name.


	
GET /api/v1/agents/ HTTP/1.1

	Request

GET /api/v1/agents/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "hostname": "agent1",
        "id": "dd0c6da2-0c91-42cf-a82f-6d503aae43d3"
    },
    {
        "hostname": "agent2",
        "id": "8326779e-90b5-447c-8da8-1eaa154771d9"
    },
    {
        "hostname": "agent3.local",
        "id": "14b28230-64a1-4b62-803e-5fd1baa209e4"
    }
]





Request (with filters)

GET /api/v1/agents/?min_ram=4096&min_cpus=4 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json
[
  {
    "hostname": "foobar",
    "port": 50000,
    "remote_ip": "127.0.0.1",
    "id": "e20bae92-6472-442e-98a8-0ea4c9ee41cd"
  }
]













	Qparam min_ram:	If set, list only agents with min_ram ram or more


	Qparam max_ram:	If set, list only agents with max_ram ram or less


	Qparam min_cpus:

		If set, list only agents with min_cpus cpus or more


	Qparam max_cpus:

		If set, list only agents with max_cpus cpus or less


	Qparam hostname:

		If set, list only agents matching hostname


	Qparam remote_ip:

		If set, list only agents matching remote_ip


	Qparam port:	If set, list only agents matching port.


	Statuscode 200:	no error, host may or may not have been found










	
methods = ['GET', 'POST']

	




	
post()[source]

	A POST to this endpoint will either create or update an existing
agent.  The port and id columns will determine if an
agent already exists.



	If an agent is found matching the port and id
columns from the request the existing model will be updated and
the resulting data and the OK code will be returned.

	If we don’t find an agent matching the port and id
however a new agent will be created and the resulting data and the
CREATED code will be returned.







Note

The remote_ip field is not required and should typically
not be included in a request.  When not provided remote_ip
is be populated by the server based off of the ip of the
incoming request.  Providing remote_ip in your request
however will override this behavior.




	
POST /api/v1/agents/ HTTP/1.1

	Request

POST /api/v1/agents/ HTTP/1.1
Accept: application/json

{
    "cpu_allocation": 1.0,
    "cpus": 14,
    "free_ram": 133,
    "hostname": "agent1",
    "id": "6a0c11df-660f-4c1e-9fb4-5fe2b8cd2437",
    "remote_ip": "10.196.200.115",
    "port": 64994,
    "ram": 2157,
    "ram_allocation": 0.8,
    "state": 8
 }





Response (agent created)

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "cpu_allocation": 1.0,
    "cpus": 14,
    "use_address": "remote",
    "free_ram": 133,
    "time_offset": 0,
    "hostname": "agent1",
    "id": "6a0c11df-660f-4c1e-9fb4-5fe2b8cd2437",
    "port": 64994,
    "ram": 2157,
    "ram_allocation": 0.8,
    "state": "online",
    "remote_ip": "10.196.200.115"
 }





Response (existing agent updated)

HTTP/1.1 200 OK
Content-Type: application/json

{
    "cpu_allocation": 1.0,
    "cpus": 14,
    "use_address": "remote",
    "free_ram": 133,
    "time_offset": 0,
    "hostname": "agent1",
    "id": "6a0c11df-660f-4c1e-9fb4-5fe2b8cd2437",
    "port": 64994,
    "ram": 2157,
    "ram_allocation": 0.8,
    "state": "online",
    "remote_ip": "10.196.200.115"
 }













	Statuscode 201:	a new agent was created


	Statuscode 200:	an existing agent is updated with data from the request


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
class pyfarm.master.api.agents.SingleAgentAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]

API view which is used for retrieving information about and updating
single agents.


	
delete(agent_id)[source]

	Delete a single agent


	
DELETE /api/v1/agents/(uuid: agent_id) HTTP/1.1

	Request (agent exists)

DELETE /api/v1/agents/b25ee7eb-9586-439a-b131-f5d022e0d403 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO CONTENT
Content-Type: application/json













	Statuscode 204:	the agent was deleted or did not exist










	
get(agent_id)[source]

	Return basic information about a single agent


	
GET /api/v1/agents/(str: agent_id) HTTP/1.1

	Request (agent exists)

GET /api/v1/agents/4eefca76-1127-4c17-a3df-c1a7de685541 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "cpu_allocation": 1.0,
    "cpus": 14,
    "use_address": 311,
    "free_ram": 133,
    "time_offset": 0,
    "hostname": "agent1",
    "id": "322360ad-976f-4103-9acc-a811d43fd24d",
    "ip": "10.196.200.115",
    "port": 64994,
    "ram": 2157,
    "ram_allocation": 0.8,
    "state": 202,
    "remote_ip": "10.196.200.115"
 }





Request (no such agent)

GET /api/v1/agents/4eefca76-1127-4c17-a3df-c1a7de685541 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 404 NOT FOUND
Content-Type: application/json

{"error": "Agent `4eefca76-1127-4c17-a3df-c1a7de685541` not "
          "found"}













	Statuscode 200:	no error


	Statuscode 400:	something within the request is invalid


	Statuscode 404:	no agent could be found using the given id










	
methods = ['DELETE', 'GET', 'POST']

	




	
post(agent_id)[source]

	Update an agent’s columns with new information by merging the provided
data with the agent’s current definition in the database.


	
POST /api/v1/agents/(str: agent_id) HTTP/1.1

	Request

POST /api/v1/agents/29d466a5-34f8-408a-b613-e6c2715077a0 HTTP/1.1
Accept: application/json

{"ram": 1234}





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "cpu_allocation": 1.0,
    "cpus": 14,
    "use_address": 311,
    "free_ram": 133,
    "time_offset": 0,
    "hostname": "agent1",
    "id": "29d466a5-34f8-408a-b613-e6c2715077a0",
    "ip": "10.196.200.115",
    "port": 64994,
    "ram": 1234,
    "ram_allocation": 0.8,
    "state": "running",
    "remote_ip": "10.196.200.115"
}













	Statuscode 200:	no error


	Statuscode 400:	something within the request is invalid


	Statuscode 404:	no agent could be found using the given id














	
class pyfarm.master.api.agents.TasksInAgentAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(agent_id)[source]

	A GET to this endpoint will return a list of all tasks assigned to
this agent.


	
GET /api/v1/agents/<str:agent_id>/tasks/ HTTP/1.1

	Request

GET /api/v1/agents/bbf55143-f2b1-4c15-9d41-139bd8057931/tasks/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "state": "assign",
        "priority": 0,
        "job": {
            "jobtype": "TestJobType",
            "id": 1,
            "title": "Test Job",
            "jobtype_version": 1,
            "jobtype_id": 1
        },
        "hidden": false,
        "time_started": null,
        "project_id": null,
        "frame": 2.0
        "agent_id": "bbf55143-f2b1-4c15-9d41-139bd8057931",
        "id": 2,
        "attempts": 2,
        "project": null,
        "time_finished": null,
        "time_submitted": "2014-03-06T15:40:58.338904",
        "job_id": 1
    }
]













	Statuscode 200:	no error


	Statuscode 404:	agent not found










	
methods = ['GET', 'POST']

	




	
post(agent_id)[source]

	A POST to this endpoint will assign am existing task to the agent.


	
POST /api/v1/agents/<str:agent_id>/tasks/ HTTP/1.1

	Request

POST /api/v1/agents/238d7334-8ca5-4469-9f54-e76c66614a43/tasks/ HTTP/1.1
Accept: application/json

{
    "id": 2
}





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "agent_id": 1,
    "parents": [],
    "attempts": 2,
    "children": [],
    "job": {
        "title": "Test Job",
        "id": 1
    },
    "project_id": null,
    "agent": {
        "ip": null,
        "hostname": "agent1",
        "port": 50000,
        "id": "238d7334-8ca5-4469-9f54-e76c66614a43"
    },
    "hidden": false,
    "job_id": 1,
    "time_submitted": "2014-03-06T15:40:58.338904",
    "frame": 2.0,
    "priority": 0,
    "state": "assign",
    "time_finished": null,
    "id": 2,
    "project": null,
    "time_started": null
}













	Statuscode 200:	no error


	Statuscode 404:	agent not found














	
pyfarm.master.api.agents.fail_missing_assignments(agent, current_assignments)[source]

	




	
pyfarm.master.api.agents.or_(*clauses)

	Produce a conjunction of expressions joined by OR.

E.g.:

from sqlalchemy import or_

stmt = select([users_table]).where(
                or_(
                    users_table.c.name == 'wendy',
                    users_table.c.name == 'jack'
                )
            )





The or_() conjunction is also available using the
Python | operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') |
                (users_table.c.name == 'jack')
            )






See also

and_()








	
pyfarm.master.api.agents.schema()[source]

	Returns the basic schema of Agent


	
GET /api/v1/agents/schema HTTP/1.1

	Request

GET /api/v1/agents/schema HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "ram": "INTEGER",
    "free_ram": "INTEGER",
    "time_offset": "INTEGER",
    "use_address": "INTEGER",
    "hostname": "VARCHAR(255)",
    "cpus": "INTEGER",
    "port": "INTEGER",
    "state": "INTEGER",
    "ram_allocation": "FLOAT",
    "cpu_allocation": "FLOAT",
    "id": "UUIDType",
    "remote_ip": "IPv4Address"
}













	Statuscode 200:	no error
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pyfarm.master.api.jobqueues module


Job Queues

This module defines an API for managing and querying job queues


	
class pyfarm.master.api.jobqueues.JobQueueIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get()[source]

	A GET to this endpoint will return a list of known job queues.


	
GET /api/v1/jobqueues/ HTTP/1.1

	Request

GET /api/v1/jobqueues/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "priority": 5,
        "weight": 10,
        "parent_jobqueue_id": null,
        "name": "Test Queue",
        "minimum_agents": null,
        "id": 1,
        "maximum_agents": null
    },
    {
        "priority": 5,
        "weight": 10,
        "parent_jobqueue_id": null,
        "name": "Test Queue 2",
        "minimum_agents": null,
        "id": 2,
        "maximum_agents": null
    }
]













	Statuscode 200:	no error










	
methods = ['GET', 'POST']

	




	
post()[source]

	A POST to this endpoint will create a new job queue.


	
POST /api/v1/jobqueues/ HTTP/1.1

	Request

POST /api/v1/jobqueues/ HTTP/1.1
Accept: application/json

{
    "name": "Test Queue"
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "weight": 10,
    "jobs": [],
    "minimum_agents": null,
    "priority": 5,
    "name": "Test Queue",
    "maximum_agents": null,
    "id": 1,
    "parent": null,
    "parent_jobqueue_id": null
}













	Statuscode 201:	a new job queue was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 409:	a job queue with that name already exists














	
class pyfarm.master.api.jobqueues.SingleJobQueueAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(queue_rq)[source]

	A DELETE to this endpoint will delete the specified job queue


	
DELETE /api/v1/jobqueue/HTTP/[<str:name>|<int:id>] 1.1

	Request

DELETE /api/v1/jobs/Test%20Queue HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO_CONTENT













	Statuscode 204:	the job queue was deleted or didn’t exist


	Statuscode 409:	the job queue cannot be deleted because it still
contains jobs or child queues










	
get(queue_rq)[source]

	A GET to this endpoint will return the requested job queue


	
GET /api/v1/jobqueues/[<str:name>|<int:id>] HTTP/1.1

	Request

GET /api/v1/software/Test%20Queue HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": 1,
    "parent": [],
    "jobs": [],
    "weight": 10,
    "parent_jobqueue_id": null,
    "priority": 5,
    "minimum_agents": null,
    "name": "Test Queue",
    "maximum_agents": null
}













	Statuscode 200:	no error


	Statuscode 404:	the requested job queue was not found










	
methods = ['DELETE', 'GET', 'POST']

	




	
post(queue_rq)[source]

	A POST to this endpoint will update the specified queue with the data
in the request.  Columns not specified in the request will be left as
they are.


	
POST /api/v1/jobqueues/[<str:name>|<int:id>] HTTP/1.1

	Request

PUT /api/v1/jobs/Test%20Queue HTTP/1.1
Accept: application/json

{
    "priority": 6
}





Response

HTTP/1.1 201 OK
Content-Type: application/json

{
    "id": 1,
    "parent": [],
    "jobs": [],
    "weight": 10,
    "parent_jobqueue_id": null,
    "priority": 6,
    "minimum_agents": null,
    "name": "Test Queue",
    "maximum_agents": null
}













	Statuscode 200:	the job queue was updated


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
pyfarm.master.api.jobqueues.schema()[source]

	Returns the basic schema of JobQueue


	
GET /api/v1/jobqueues/schema HTTP/1.1

	Request

GET /api/v1/jobqueues/schema HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": "INTEGER",
    "name": VARCHAR(255)",
    "minimum_agents": "INTEGER",
    "maximum_agents": "INTEGER",
    "priority": "INTEGER",
    "weight": "INTEGER",
    "parent_jobqueue_id": "INTEGER"
}













	Statuscode 200:	no error
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pyfarm.master.api.jobs module


Jobs

This module defines an API for managing and querying jobs


	
class pyfarm.master.api.jobs.JobIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get()[source]

	A GET to this endpoint will return a list of all jobs.


	
GET /api/v1/jobs/ HTTP/1.1

	Request

GET /api/v1/jobs/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "title": "Test Job",
        "state": "queued",
        "id": 1
    },
    {
        "title": "Test Job 2",
        "state": "queued",
        "id": 2
    }
]













	Statuscode 200:	no error










	
methods = ['GET', 'POST']

	




	
post()[source]

	A POST to this endpoint will submit a new job.


	
POST /api/v1/jobs/ HTTP/1.1

	Request

POST /api/v1/jobs/ HTTP/1.1
Accept: application/json

{
    "end": 2.0,
    "title": "Test Job 2",
    "jobtype": "TestJobType",
    "data": {
        "foo": "bar"
    },
    "software_requirements": [
        {
        "software": "blender"
        }
    ],
    "start": 1.0
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "time_finished": null,
    "time_started": null,
    "end": 2.0,
    "time_submitted": "2014-03-06T15:40:58.335259",
    "jobtype_version": 1,
    "jobtype": "TestJobType",
    "jobqueue": None
    "start": 1.0,
    "priority": 0,
    "state": "queued",
    "parents": [],
    "hidden": false,
    "project_id": null,
    "ram_warning": null,
    "title": "Test Job 2",
    "tags": [],
    "user": null,
    "by": 1.0,
    "data": {
        "foo": "bar"
    },
    "ram_max": null,
    "notes": "",
    "batch": 1,
    "project": null,
    "environ": null,
    "requeue": 3,
    "software_requirements": [
        {
            "min_version": null,
            "max_version": null,
            "max_version_id": null,
            "software_id": 1,
            "min_version_id": null,
            "software": "blender"
        }
    ],
    "id": 2,
    "ram": 32,
    "cpus": 1,
    "children": []
}













	Statuscode 201:	a new job item was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 404:	a referenced object, like a software or software
version, does not exist


	Statuscode 409:	a conflicting job already exists














	
class pyfarm.master.api.jobs.JobNotifiedUsersIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(job_name)[source]

	A GET to this endpoint will return a list of all users to be notified
on events in this job.


	
GET /api/v1/jobs/[<str:name>|<int:id>]/notified_users/ HTTP/1.1

	Request

GET /api/v1/jobs/Test%20Job%202/notified_users/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "id": 1,
        "username": "testuser",
        "email": "testuser@localhost"
    }
]













	Statuscode 200:	no error


	Statuscode 404:	job not found










	
methods = ['GET', 'POST']

	




	
post(job_name)[source]

	A POST to this endpoint will add the specified user to the list of
notified users for this job.


	
POST /api/v1/jobs/[<str:name>|<int:id>]/notified_users/ HTTP/1.1

	Request

POST /api/v1/jobs/Test%20Job/notified_users/ HTTP/1.1
Accept: application/json

{
    "username": "testuser"
    "on_success": true,
    "on_failure": true,
    "on_deletion": false
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 1
    "username": "testuser"
    "email": "testuser@example.com"
}













	Statuscode 201:	a new notified user entry was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 404:	the job or the specified user does not exist














	
class pyfarm.master.api.jobs.JobSingleNotifiedUserAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(job_name, username)[source]

	A DELETE to this endpoint will remove the specified user from the
list of notified users for this job.


	
DELETE /api/v1/jobs/[<str:name>|<int:id>]/notified_users/<str:username> HTTP/1.1

	Request

DELETE /api/v1/jobs/Test%20Job/notified_users/testuser HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO_CONTENT













	Statuscode 204:	the notified user was removed from this job or wasn’t
in the list in the first place


	Statuscode 404:	the job or the specified user does not exist










	
methods = ['DELETE']

	








	
class pyfarm.master.api.jobs.JobSingleTaskAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(job_name, task_id)[source]

	A GET to this endpoint will return the requested task


	
GET /api/v1/jobs/[<str:name>|<int:id>]/tasks/<int:task_id> HTTP/1.1

	Request

GET /api/v1/jobs/Test%20Job%202/tasks/1 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "time_finished": null,
    "agent": null,
    "attempts": 0,
    "frame": 2.0,
    "agent_id": null,
    "job": {
        "id": 1,
        "title": "Test Job"
    },
    "time_started": null,
    "state": "running",
    "project_id": null,
    "id": 2,
    "time_submitted": "2014-03-06T15:40:58.338904",
    "project": null,
    "parents": [],
    "job_id": 1,
    "hidden": false,
    "children": [],
    "priority": 0
}













	Statuscode 200:	no error










	
methods = ['GET', 'POST']

	




	
post(job_name, task_id)[source]

	A POST to this endpoint will update the specified task with the data
in the request.  Columns not specified in the request will be left as
they are.
The agent will use this endpoint to inform the master of its progress.


	
POST /api/v1/jobs/[<str:name>|<int:id>]/tasks/<int:task_id> HTTP/1.1

	Request

PUT /api/v1/job/Test%20Job/tasks/1 HTTP/1.1
Accept: application/json

{
    "state": "running"
}





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "time_finished": null,
    "agent": null,
    "attempts": 0,
    "failures": 0,
    "frame": 2.0,
    "agent_id": null,
    "job": {
        "id": 1,
        "title": "Test Job"
    },
    "time_started": null,
    "state": "running",
    "project_id": null,
    "id": 2,
    "time_submitted": "2014-03-06T15:40:58.338904",
    "project": null,
    "parents": [],
    "job_id": 1,
    "hidden": false,
    "children": [],
    "priority": 0
}













	Statuscode 200:	the task was updated


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
class pyfarm.master.api.jobs.JobTasksIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(job_name)[source]

	A GET to this endpoint will return a list of all tasks in a job.


	
GET /api/v1/jobs/[<str:name>|<int:id>]/tasks HTTP/1.1

	Request

GET /api/v1/jobs/Test%20Job%202/tasks/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "hidden": false,
        "id": 3,
        "attempts": 0,
        "priority": 0,
        "time_started": null,
        "time_submitted": "2014-03-06T15:49:51.892228",
        "frame": 1.0,
        "time_finished": null,
        "job_id": 2,
        "project_id": null,
        "state": "queued",
        "agent_id": null
    },
    {
        "hidden": false,
        "id": 4,
        "attempts": 0,
        "priority": 0,
        "time_started": null,
        "time_submitted": "2014-03-06T15:49:51.892925",
        "frame": 2.0,
        "time_finished": null,
        "job_id": 2,
        "project_id": null,
        "state": "queued",
        "agent_id": null
    }
]













	Statuscode 200:	no error










	
methods = ['GET']

	








	
exception pyfarm.master.api.jobs.ObjectNotFound[source]

	Bases: Exception [https://docs.python.org/3.4/library/exceptions.html#Exception]






	
class pyfarm.master.api.jobs.SingleJobAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(job_name)[source]

	A DELETE to this endpoint will mark the specified job for deletion
and remove it after stopping and removing all of its tasks.


	
DELETE /api/v1/jobs/[<str:name>|<int:id>] HTTP/1.1

	Request

DELETE /api/v1/jobs/1 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO_CONTENT













	Statuscode 204:	the specified job was marked for deletion


	Statuscode 404:	the job does not exist










	
get(job_name)[source]

	A GET to this endpoint will return the specified job, by name or id.


	
GET /api/v1/jobs/[<str:name>|<int:id>] HTTP/1.1

	Request

GET /api/v1/jobs/Test%20Job%202 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "ram_warning": null,
    "title": "Test Job",
    "state": "queued",
    "jobtype_version": 1,
    "jobtype": "TestJobType",
    "environ": null,
    "user": null,
    "priority": 0,
    "time_finished": null,
    "start": 2.0,
    "id": 1,
    "notes": "",
    "notified_users": []
    "ram": 32,
    "tags": [],
    "hidden": false,
    "data": {
        "foo": "bar"
    },
    "software_requirements": [
        {
            "software": "blender",
            "software_id": 1,
            "min_version": null,
            "max_version": null,
            "min_version_id": null,
            "max_version_id": null
        }
    ],
    "batch": 1,
    "time_started": null,
    "time_submitted": "2014-03-06T15:40:58.335259",
    "requeue": 3,
    "end": 4.0,
    "parents": [],
    "cpus": 1,
    "ram_max": null,
    "children": [],
    "by": 1.0,
    "project_id": null
}













	Statuscode 200:	no error


	Statuscode 404:	job not found










	
methods = ['DELETE', 'GET', 'POST']

	




	
post(job_name)[source]

	A POST to this endpoint will update the specified job with the data
in the request.  Columns not specified in the request will be left as
they are.
If the “start”, “end” or “by” columns are updated, tasks will be created
or deleted as required.


	
POST /api/v1/jobs/[<str:name>|<int:id>] HTTP/1.1

	Request

PUT /api/v1/jobs/Test%20Job HTTP/1.1
Accept: application/json

{
    "start": 2.0
}





Response

HTTP/1.1 201 OK
Content-Type: application/json

{
    "end": 4.0,
    "children": [],
    "jobtype_version": 1,
    "jobtype": "TestJobType",
    "time_started": null,
    "tasks_failed": [],
    "project_id": null,
    "id": 1,
    "software_requirements": [
        {
            "software": "blender",
            "min_version": null,
            "max_version_id": null,
            "software_id": 1,
            "max_version": null,
            "min_version_id": null
        }
    ],
    "tags": [],
    "environ": null,
    "requeue": 3,
    "start": 2.0,
    "ram_warning": null,
    "title": "Test Job",
    "batch": 1,
    "time_submitted": "2014-03-06T15:40:58.335259",
    "ram_max": null,
    "user": null,
    "notes": "",
    "data": {
        "foo": "bar"
    },
    "ram": 32,
    "parents": [],
    "hidden": false,
    "priority": 0,
    "cpus": 1,
    "state": "queued",
    "by": 1.0,
    "time_finished": null
}













	Statuscode 200:	the job was updated


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
pyfarm.master.api.jobs.and_(*clauses)

	Produce a conjunction of expressions joined by AND.

E.g.:

from sqlalchemy import and_

stmt = select([users_table]).where(
                and_(
                    users_table.c.name == 'wendy',
                    users_table.c.enrolled == True
                )
            )





The and_() conjunction is also available using the
Python & operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') &
                (users_table.c.enrolled == True)
            )





The and_() operation is also implicit in some cases;
the Select.where() method for example can be invoked multiple
times against a statement, which will have the effect of each
clause being combined using and_():

stmt = select([users_table]).\
            where(users_table.c.name == 'wendy').\
            where(users_table.c.enrolled == True)






See also

or_()








	
pyfarm.master.api.jobs.or_(*clauses)

	Produce a conjunction of expressions joined by OR.

E.g.:

from sqlalchemy import or_

stmt = select([users_table]).where(
                or_(
                    users_table.c.name == 'wendy',
                    users_table.c.name == 'jack'
                )
            )





The or_() conjunction is also available using the
Python | operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') |
                (users_table.c.name == 'jack')
            )






See also

and_()








	
pyfarm.master.api.jobs.parse_requirements(requirements)[source]

	Takes a list dicts specifying a software and optional min- and max-versions
and returns a list of JobRequirement objects.

Raises TypeError if the input was not as expected or ObjectNotFound if a
referenced software of or version was not found.





	Parameters:	requirements (list [https://docs.python.org/3.4/library/stdtypes.html#list]) – A list of of dicts specifying a software and optionally min_version
and/or max_version.




	Raises:	
	TypeError [https://docs.python.org/3.4/library/exceptions.html#TypeError] – Raised if requirements is not a list or if an entry in
requirements is not a dictionary.

	ValueError [https://docs.python.org/3.4/library/exceptions.html#ValueError] – Raised if there’s a problem with the content of at least one of the
requirement dictionaries.

	ObjectNotFound – Raised if the referenced software or version was not found














	
pyfarm.master.api.jobs.schema()[source]

	Returns the basic schema of Job


	
GET /api/v1/jobs/schema HTTP/1.1

	Request

GET /api/v1/jobs/schema HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "batch": "INTEGER",
    "by": "NUMERIC(10, 4)",
    "cpus": "INTEGER",
    "data": "JSONDict",
    "end": "NUMERIC(10,4)",
    "environ": "JSONDict",
    "hidden": "BOOLEAN",
    "id": "INTEGER",
    "jobtype": "VARCHAR(64)",
    "jobtype_version": "INTEGER",
    "jobqueue": "VARCHAR(255)",
    "notes": "TEXT",
    "priority": "INTEGER",
    "project_id": "INTEGER",
    "ram": "INTEGER",
    "ram_max": "INTEGER",
    "ram_warning": "INTEGER",
    "requeue": "INTEGER",
    "start": "NUMERIC(10,4)",
    "state": "WorkStateEnum",
    "time_finished": "DATETIME",
    "time_started": "DATETIME",
    "time_submitted": "DATETIME",
    "title": "VARCHAR(255)",
    "user": "VARCHAR(255)"
}













	Statuscode 200:	no error
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pyfarm.master.api.jobtypes module


Jobtypes

This module defines an API for managing and querying jobtypes


	
class pyfarm.master.api.jobtypes.JobTypeCodeAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(jobtype_name, version)[source]

	A GET to this endpoint will return just the python code for this
version of the specified jobtype.


	
GET /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version>/code HTTP/1.1

	Request

GET /api/v1/jobtypes/TestJobType/versions/1/code HTTP/1.1
Accept: text/x-python





Response

HTTP/1.1 200 OK
Content-Type: text/x-python

from pyfarm.jobtypes.core.jobtype import JobType

class TestJobType(JobType):
    def get_command(self):
        return "/usr/bin/touch"

    def get_arguments(self):
        return [os.path.join(
            self.assignment_data["job"]["data"]["path"], "%04d" %
            self.assignment_data["tasks"][0]["frame"])]













	Statuscode 200:	no error


	Statuscode 404:	jobtype or version not found










	
methods = ['GET']

	








	
class pyfarm.master.api.jobtypes.JobTypeIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get()[source]

	A GET to this endpoint will return a list of registered jobtypes.


	
GET /api/v1/jobtypes/ HTTP/1.1

	Request

GET /api/v1/jobtypes/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "id": 1,
        "name": "TestJobType"
    }
]













	Statuscode 200:	no error










	
methods = ['GET', 'POST']

	




	
post()[source]

	A POST to this endpoint will create a new jobtype.


	
POST /api/v1/jobtypes/ HTTP/1.1

	Request

POST /api/v1/jobtypes/ HTTP/1.1
Accept: application/json

{
    "name": "TestJobType",
    "classname": "TestJobType",
    "description": "Jobtype for testing inserts and queries",
    "code": "\nfrom pyfarm.jobtypes.core.jobtype import "
            "JobType\n\nclass TestJobType(JobType):\n"
            "    def get_command(self):\n"
            "        return "/usr/bin/touch"\n\n"
            "    def get_arguments(self):\n"
            "           return [os.path.join("
            "self.assignment_data["job"]["data"]["path"], "
            ""%04d" % self.assignment_data["tasks"]"
            "[0]["frame"])]\n"
}





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": 1,
    "batch_contiguous": true,
    "software_requirements": [],
    "version": 1,
    "max_batch": 1,
    "name": "TestJobType",
    "classname": "TestJobType",
    "description": "Jobtype for testing inserts and queries",
    "code": "\nfrom pyfarm.jobtypes.core.jobtype import "
            "JobType\n\nclass TestJobType(JobType):\n"
            "    def get_command(self):\n"
            "        return "/usr/bin/touch"\n\n"
            "    def get_arguments(self):\n"
            "           return [os.path.join("
            "self.assignment_data["job"]["data"]["path"], "
            ""%04d" % self.assignment_data["tasks"]"
            "[0]["frame"])]\n"
}













	Statuscode 201:	a new jobtype item was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 409:	a conflicting jobtype already exists














	
class pyfarm.master.api.jobtypes.JobTypeSoftwareRequirementAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(jobtype_name, software)[source]

	A DELETE to this endpoint will delete the requested software
requirement from the specified jobtype, creating a new version of the
jobtype in the process


	
DELETE /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/<int:id> HTTP/1.1

	Request

DELETE /api/v1/jobtypes/TestJobType/software_requirements/1 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO CONTENT













	Statuscode 204:	the software requirement was deleted or didn’t exist










	
get(jobtype_name, software)[source]

	A GET to this endpoint will return the specified software requirement
from the newest version of the requested jobtype.


	
GET /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/<int:id> HTTP/1.1

	Request

GET /api/v1/jobtypes/TestJobType/software_requirements/1 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "software": {
        "software": "/bin/touch",
        "id": 1
    },
    "max_version": null,
    "min_version": {
        "version": "8.21",
        "id": 1
    },
    "jobtype_version": {
        "version": 7,
        "jobtype": "TestJobType"
    }
}













	Statuscode 200:	no error


	Statuscode 404:	jobtype or software requirement not found










	
methods = ['DELETE', 'GET']

	








	
class pyfarm.master.api.jobtypes.JobTypeSoftwareRequirementsIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(jobtype_name, version=None)[source]

	A GET to this endpoint will return a list of all the software
requirements of the specified jobtype


	
GET /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/ HTTP/1.1

	Request

GET /api/v1/jobtypes/TestJobType/software_requirements/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "software": {
            "software": "/bin/touch",
            "id": 1
        },
        "max_version": null,
        "min_version": {
            "version": "8.21",
            "id": 1
        },
        "jobtype_version": {
            "version": 7,
            "jobtype": "TestJobType"
        }
    }
]













	Statuscode 200:	no error


	Statuscode 404:	jobtype or version not found










	
methods = ['GET', 'POST']

	




	
post(jobtype_name, version=None)[source]

	A POST to this endpoint will create a new software_requirement for
the specified jobtype.
This will transparently create a new jobtype version


	
POST /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/ HTTP/1.1

	Request

POST /api/v1/jobtypes/TestJobType/software_requirements/ HTTP/1.1
Accept: application/json

{
    "software": "blender",
    "min_version": "2.69"
}





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "jobtype_version": {
        "id": 8,
        "jobtype": "TestJobType",
        "version": 7
    },
    "max_version": null,
    "min_version": {
        "id": 2,
        "version": "1.69"
    },
    "software": {
        "id": 2,
        "software": "blender"
    }
}













	Statuscode 201:	a new software requirement was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 405:	you tried calling this method on a specific version


	Statuscode 409:	a conflicting software requirement already exists














	
class pyfarm.master.api.jobtypes.JobTypeVersionsIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(jobtype_name)[source]

	A GET to this endpoint will return a sorted list of of all known
versions of the specified jobtype.


	
GET /api/v1/jobtypes/[<str:name>|<int:id>]/versions/ HTTP/1.1

	Request

GET /api/v1/jobtypes/TestJobType/versions/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[1, 2]













	Statuscode 200:	no error


	Statuscode 404:	jobtype not found










	
methods = ['GET']

	








	
exception pyfarm.master.api.jobtypes.ObjectNotFound[source]

	Bases: Exception [https://docs.python.org/3.4/library/exceptions.html#Exception]






	
class pyfarm.master.api.jobtypes.SingleJobTypeAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(jobtype_name)[source]

	A DELETE to this endpoint will delete the requested jobtype


	
DELETE /api/v1/jobtypes/[<str:name>|<int:id>] HTTP/1.1

	Request

DELETE /api/v1/jobtypes/TestJobType HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO CONTENT













	Statuscode 204:	the jobtype was deleted or didn’t exist










	
get(jobtype_name)[source]

	A GET to this endpoint will return the most recent version of the
referenced jobtype, by name or id.


	
GET /api/v1/jobtypes/<str:tagname> HTTP/1.1

	Request

GET /api/v1/jobtypes/TestJobType HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "batch_contiguous": true,
    "classname": null,
    "code": "\nfrom pyfarm.jobtypes.core.jobtype import "
            "JobType\n\nclass TestJobType(JobType):\n"
            "    def get_command(self):\n"
            "        return "/usr/bin/touch"\n\n"
            "    def get_arguments(self):\n"
            "           return [os.path.join("
            "self.assignment_data["job"]["data"]["path"], "
            ""%04d" % self.assignment_data["tasks"]"
            "[0]["frame"])]\n",
    "id": 1,
    "version": 1,
    "max_batch": 1,
    "name": "TestJobType",
    "software_requirements": [
        {
            "max_version": null,
            "max_version_id": null,
            "min_version": "8.21",
            "min_version_id": 1,
            "software": "/bin/touch",
            "software_id": 1
        }
    ]
}













	Statuscode 200:	no error


	Statuscode 404:	jobtype or version not found










	
methods = ['DELETE', 'GET', 'PUT']

	




	
put(jobtype_name)[source]

	A PUT to this endpoint will create a new jobtype under the given URI.
If a jobtype already exists under that URI, a new version will be created
with the given data.

You should only call this by id for updating an existing jobtype or if
you have a reserved jobtype id. There is currently no way to reserve a
jobtype id.


	
PUT /api/v1/jobtypes/[<str:name>|<int:id>] HTTP/1.1

	Request

PUT /api/v1/jobtypes/TestJobType HTTP/1.1
Accept: application/json

{
    "name": "TestJobType",
    "description": "Jobtype for testing inserts and queries",
    "code": "\nfrom pyfarm.jobtypes.core.jobtype import "
            "JobType\n\nclass TestJobType(JobType):\n"
            "    def get_command(self):\n"
            "        return "/usr/bin/touch"\n\n"
            "    def get_arguments(self):\n"
            "           return [os.path.join("
            "self.assignment_data["job"]["data"]["path"], "
            ""%04d" % self.assignment_data["tasks"]"
            "[0]["frame"])]\n"
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "batch_contiguous": true,
    "classname": null,
    "code": "\nfrom pyfarm.jobtypes.core.jobtype import "
            "JobType\n\nclass TestJobType(JobType):\n"
            "    def get_command(self):\n"
            "        return "/usr/bin/touch"\n\n"
            "    def get_arguments(self):\n"
            "           return [os.path.join("
            "self.assignment_data["job"]["data"]["path"], "
            ""%04d" % self.assignment_data["tasks"]"
            "[0]["frame"])]\n",
    "id": 1,
    "max_batch": 1,
    "name": "TestJobType", 
    "description": "Jobtype for testing inserts and queries",
    "software_requirements": []
}













	Statuscode 201:	a new jobtype was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
class pyfarm.master.api.jobtypes.VersionedJobTypeAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(jobtype_name, version)[source]

	A DELETE to this endpoint will delete the requested version of the
specified jobtype.


	
DELETE /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version> HTTP/1.1

	Request

DELETE /api/v1/jobtypes/TestJobType/versions/1 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO CONTENT













	Statuscode 204:	the version was deleted or didn’t exist










	
get(jobtype_name, version)[source]

	A GET to this endpoint will return the specified version of the
referenced jobtype, by name or id.


	
GET /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version> HTTP/1.1

	Request

GET /api/v1/jobtypes/TestJobType/versions/1 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "batch_contiguous": true,
    "classname": null,
    "name": "TestJobType",
    "code": "\nfrom pyfarm.jobtypes.core.jobtype import "
            "JobType\n\nclass TestJobType(JobType):\n"
            "    def get_command(self):\n"
            "        return "/usr/bin/touch"\n\n"
            "    def get_arguments(self):\n"
            "           return [os.path.join("
            "self.assignment_data["job"]["data"]["path"], "
            ""%04d" % self.assignment_data["tasks"]"
            "[0]["frame"])]\n",
    "id": 1,
    "version": 1,
    "max_batch": 1,
    "software_requirements": [
        {
            "max_version": null,
            "max_version_id": null,
            "min_version": "8.21",
            "min_version_id": 1,
            "software": "/bin/touch",
            "software_id": 1
        }
    ]
}













	Statuscode 200:	no error


	Statuscode 404:	jobtype or version not found










	
methods = ['DELETE', 'GET']

	








	
pyfarm.master.api.jobtypes.or_(*clauses)

	Produce a conjunction of expressions joined by OR.

E.g.:

from sqlalchemy import or_

stmt = select([users_table]).where(
                or_(
                    users_table.c.name == 'wendy',
                    users_table.c.name == 'jack'
                )
            )





The or_() conjunction is also available using the
Python | operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') |
                (users_table.c.name == 'jack')
            )






See also

and_()








	
pyfarm.master.api.jobtypes.parse_requirements(requirements)[source]

	Takes a list dicts specifying a software and optional min- and max-versions
and returns a list of JobRequirement objects.

Raises TypeError if the input was not as expected or ObjectNotFound if a
referenced software of or version was not found.





	Parameters:	requirements (list [https://docs.python.org/3.4/library/stdtypes.html#list]) – A list of of dicts specifying a software and optionally min_version
and/or max_version.




	Raises:	
	TypeError [https://docs.python.org/3.4/library/exceptions.html#TypeError] – Raised if requirements is not a list or if an entry in
requirements is not a dictionary.

	ValueError [https://docs.python.org/3.4/library/exceptions.html#ValueError] – Raised if there’s a problem with the content of at least one of the
requirement dictionaries.

	ObjectNotFound – Raised if the referenced software or version was not found














	
pyfarm.master.api.jobtypes.schema()[source]

	Returns the basic schema of JobType


	
GET /api/v1/jobtypes/schema HTTP/1.1

	Request

GET /api/v1/jobtypes/schema HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "batch_contiguous": "BOOLEAN",
    "classname": "VARCHAR(64)",
    "code": "TEXT",
    "description": "TEXT",
    "id": "INTEGER",
    "version": "INTEGER",
    "max_batch": "INTEGER",
    "name": "VARCHAR(64)"
}













	Statuscode 200:	no error
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pyfarm.master.api.pathmaps module


Path Maps

API endpoints for viewing and managing path maps


	
class pyfarm.master.api.pathmaps.PathMapIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get()[source]

	A GET to this endpoint will return a list of all registered path
maps, with id.
It can be made with a for_agent query parameter, in which case it will
return only those path maps that apply to that agent.


	
GET /api/v1/pathmaps/ HTTP/1.1

	Request

GET /api/v1/pathmaps/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "id": 1,
        "path_osx": "/mnt/nfs",
        "path_windows": "\\domains\cifs_server",
        "path_linux": "/mnt/nfs"
    },
    {
        "id": 7,
        "path_osx": "/renderout",
        "path_windows": "c:\renderout",
        "path_linux": "/renderout"
        "tag": "usual",
    }
]













	Statuscode 200:	no error










	
methods = ['GET', 'POST']

	




	
post()[source]

	A POST to this endpoint will create a new path map.

A path map will list the equivalent path prefixes for all three supported
families of operating systems, Linux, Windows and OS X.
A path map can optionally be restricted to one tag, in which case it will
only apply to agents with that tag.
If a tag is specified that does not exist yet, that tag will be
transparently created.


	
POST /api/v1/pathmaps/ HTTP/1.1

	Request

POST /api/v1/pathmaps/ HTTP/1.1
Accept: application/json

{
    "path_linux": "/mnt/nfs",
    "path_windows": "\domain\cifs_server",
    "path_osx": "/mnt/nfs",
    "tag": "production"
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 1,
    "path_linux": "/mnt/nfs",
    "path_windows": "\domain\cifs_server",
    "path_osx": "/mnt/nfs",
    "tag": "production"
}













	Statuscode 201:	a new pathmap was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
class pyfarm.master.api.pathmaps.SinglePathMapAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(pathmap_id)[source]

	A DELETE to this endpoint will remove the specified pathmap


	
DELETE /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1

	Request

DELETE /api/v1/pathmaps/1 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO_CONTENT













	Statuscode 204:	the path map was deleted or did not exist in the first
place










	
get(pathmap_id)[source]

	A GET to this endpoint will return a single path map specified by
pathmap_id


	
GET /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1

	Request

GET /api/v1/pathmaps/1 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": 1,
    "path_osx": "/mnt/nfs",
    "path_windows": "\\domains\cifs_server",
    "path_linux": "/mnt/nfs"
}













	Statuscode 200:	no error










	
methods = ['DELETE', 'GET', 'POST']

	




	
post(pathmap_id)[source]

	A POST to this endpoint will update an existing path map with new
values.

Only the values included in the request will be updated. The rest will be
left unchanged.
The id column cannot be changed.  Including it in the request will lead
to an error.


	
POST /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1

	Request

POST /api/v1/pathmaps/1 HTTP/1.1
Accept: application/json

{
    "path_linux": "/mnt/smb"
}





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": 1,
    "path_linux": "/mnt/smb",
    "path_windows": "\domain\cifs_server",
    "path_osx": "/mnt/nfs",
    "tag": "production"
}













	Statuscode 200:	the specified pathmap was updated


	Statuscode 404:	the specified pathmap does not exist


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
pyfarm.master.api.pathmaps.or_(*clauses)

	Produce a conjunction of expressions joined by OR.

E.g.:

from sqlalchemy import or_

stmt = select([users_table]).where(
                or_(
                    users_table.c.name == 'wendy',
                    users_table.c.name == 'jack'
                )
            )





The or_() conjunction is also available using the
Python | operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') |
                (users_table.c.name == 'jack')
            )






See also

and_()








	
pyfarm.master.api.pathmaps.schema()[source]

	Returns the basic schema of Agent


	
GET /api/v1/pathmaps/schema HTTP/1.1

	Request

GET /api/v1/pathmaps/schema HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": "INTEGER",
    "path_linux": "VARCHAR(512)",
    "path_windows": "VARCHAR(512)",
    "path_osx": "VARCHAR(512)",
    "tag": "VARCHAR(64)"
}













	Statuscode 200:	no error
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pyfarm.master.api.software module


Software

Contained within this module are an API handling functions which can
manage or query software items using JSON.


	
class pyfarm.master.api.software.SingleSoftwareAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(software_rq)[source]

	A DELETE to this endpoint will delete the requested software tag


	
DELETE /api/v1/software/<str:softwarename> HTTP/1.1

	Request

DELETE /api/v1/software/Autodesk%20Maya HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO_CONTENT













	Statuscode 204:	the software tag was deleted or didn’t exist










	
get(software_rq)[source]

	A GET to this endpoint will return the requested software tag


	
GET /api/v1/software/<str:softwarename> HTTP/1.1

	Request

GET /api/v1/software/Autodesk%20Maya HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "software": "Autodesk Maya",
    "id": 1,
    "versions": [
        {
            "version": "2013",
            "id": 1,
            "rank": 100
        },
        {
            "version": "2014",
            "id": 2,
            "rank": 200
        }
    ]
}













	Statuscode 200:	no error


	Statuscode 404:	the requested software tag was not found










	
methods = ['DELETE', 'GET', 'PUT']

	




	
put(software_rq)[source]

	A PUT to this endpoint will create a new software tag under the
given URI or update an existing software tag if one exists.
Renaming existing software tags via this call is supported, but when
creating new ones, the included software name must be equal to the one in
the URI.

You should only call this by id for overwriting an existing software tag
or if you have a reserved software id. There is currently no way to
reserve a tag id.


	
PUT /api/v1/software/<str:softwarename> HTTP/1.1

	Request

PUT /api/v1/software/blender HTTP/1.1
Accept: application/json

{
    "software": "blender"
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 4,
    "software": "blender",
    "versions": []
}





Request

PUT /api/v1/software/blender HTTP/1.1
Accept: application/json

{
    "software": "blender",
    "version": [
        {
            "version": "1.69"
        }
    ]
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 4,
    "software": "blender",
    "versions": [
        {
            "version": "1.69",
            "id": 1,
            "rank": 100
        }
    ]
}













	Statuscode 200:	an existing software tag was updated


	Statuscode 201:	a new software tag was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
class pyfarm.master.api.software.SingleSoftwareVersionAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(software_rq, version_name)[source]

	A DELETE to this endpoint will delete the requested software version


	
DELETE /api/v1/software/<str:softwarename>/versions/<str:version> HTTP/1.1

	Request

DELETE /api/v1/software/Autodesk%20Maya/versions/2013 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 204 NO_CONTENT













	Statuscode 204:	the software version was deleted or didn’t exist


	Statuscode 404:	the software specified does not exist










	
get(software_rq, version_name)[source]

	A GET to this endpoint will return the specified version


	
GET /api/v1/software/<str:softwarename>/versions/<str:version> HTTP/1.1

	Request

GET /api/v1/software/Autodesk%20Maya/versions/2014 HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "version": "2013",
    "id": 1,
    "rank": 100
}













	Statuscode 200:	no error


	Statuscode 404:	the requested software tag or version was not found










	
methods = ['DELETE', 'GET']

	








	
class pyfarm.master.api.software.SoftwareIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get()[source]

	A GET to this endpoint will return a list of known software, with all
known versions.


	
GET /api/v1/software/ HTTP/1.1

	Request

GET /api/v1/software/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "software": "Houdini",
        "id": 1,
        "versions": [
            {
                "version": "13.0.1",
                "id": 1,
                "rank": 100
            }
        ]
    }
]













	Statuscode 200:	no error










	
methods = ['GET', 'POST']

	




	
post()[source]

	A POST to this endpoint will create a new software tag.

A list of versions can be included.  If the software item already exists
the listed versions will be added to the existing ones.  Versions with no
explicit rank are assumed to be the newest version available.  Users
should not mix versions with an explicit rank with versions without one.


	
POST /api/v1/software/ HTTP/1.1

	Request

POST /api/v1/software/ HTTP/1.1
Accept: application/json

{
    "software": "blender"
}





Response (new software item create)

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 4,
    "software": "blender",
    "versions": []
}













	Statuscode 201:	a new software item was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 409:	a software tag with that name already exists














	
class pyfarm.master.api.software.SoftwareVersionsIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(software_rq)[source]

	A GET to this endpoint will list all known versions for this software


	
GET /api/v1/software/<str:softwarename>/versions/ HTTP/1.1

	Request

GET /api/v1/software/Autodesk%20Maya/versions/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "version": "2013",
        "id": 1,
        "rank": 100
    },
    {
        "version": "2014",
        "id": 2,
        "rank": 200
    }
]













	Statuscode 200:	no error


	Statuscode 404:	the requested software tag was not found










	
methods = ['GET', 'POST']

	




	
post(software_rq)[source]

	A POST to this endpoint will create a new version for this software.

A rank can optionally be included.  If it isn’t, it is assumed that this
is the newest version for this software


	
POST /api/v1/software/versions/ HTTP/1.1

	Request

POST /api/v1/software/blender/versions/ HTTP/1.1
Accept: application/json

{
    "version": "1.70"
}





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": 4,
    "version": "1.70",
    "rank": "100"
}













	Statuscode 201:	a new software version was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 409:	a software version with that name already exists














	
exception pyfarm.master.api.software.VersionParseError[source]

	Bases: Exception [https://docs.python.org/3.4/library/exceptions.html#Exception]

Raised by extract_version_dicts() when the
function is unable to parse a version.






	
pyfarm.master.api.software.extract_version_dicts(json_in)[source]

	Extracts and returns a list of versions from json_in.






	
pyfarm.master.api.software.schema()[source]

	Returns the basic schema of Software


	
GET /api/v1/software/schema HTTP/1.1

	Request

GET /api/v1/software/schema HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": "INTEGER",
    "software": "VARCHAR(64)"
}













	Statuscode 200:	no error
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pyfarm.master.api.tags module


Tag

Contained within this module are an API handling functions which can
manage or query tags using JSON.


	
class pyfarm.master.api.tags.AgentsInTagIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(tagname=None)[source]

	A GET to this endpoint will list all agents associated with this
tag.


	
GET /api/v1/tags/<str:tagname>/agents/ HTTP/1.1

	Request

GET /api/v1/tags/interesting/agents/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

[
    {
        "hostname": "agent3",
        "id": 1,
        "href": "/api/v1/agents/1
    }
]













	Statuscode 200:	the list of agents associated with this tag is returned


	Statuscode 404:	the tag specified does not exist










	
methods = ['GET', 'POST']

	




	
post(tagname=None)[source]

	A POST will add an agent to the list of agents tagged with this tag
The tag can be given as a string or as an integer (its id).


	
POST /api/v1/tags/<str:tagname>/agents/ HTTP/1.1

	Request

POST /api/v1/tags/interesting/agents/ HTTP/1.1
Accept: application/json

{
    "agent_id": "dd0c6da2-0c91-42cf-a82f-6d503aae43d3"
}





Response (agent newly tagged)

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "href": "/api/v1/agents/1",
    "id": 1
}





Request

POST /api/v1/tags/interesting/agents/ HTTP/1.1
Accept: application/json

{
    "agent_id": "dd0c6da2-0c91-42cf-a82f-6d503aae43d3"
}





Response (agent already had that tag)

HTTP/1.1 200 OK
Content-Type: application/json

{
    "href": "/api/v1/agents/1",
    "id": 1
}













	Statuscode 200:	an existing tag was found and returned


	Statuscode 201:	a new tag was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 404:	either the tag or the referenced agent does not exist














	
class pyfarm.master.api.tags.SingleTagAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
delete(tagname=None)[source]

	A DELETE to this endpoint will delete the tag under this URI,
including all relations to tags or jobs.


	
DELETE /api/v1/tags/<str:tagname> HTTP/1.1

	Request

DELETE /api/v1/tags/interesting HTTP/1.1
Accept: application/json





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 1,
    "tag": "interesting"
}













	Statuscode 204:	the tag was deleted or did not exist in the first place










	
get(tagname=None)[source]

	A GET to this endpoint will return the referenced tag, either by
name or id, including a list of agents and jobs associated with it.


	
GET /api/v1/tags/<str:tagname> HTTP/1.1

	Request

GET /api/v1/tags/interesting HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "agents": [{
        "hostname": "agent3",
        "href": "/api/v1/agents/94522b7e-817b-4358-95da-670b31aad624",
        "id": 1
    }],
    "id": 1,
    "jobs": [],
    "tag": "interesting"
}













	Statuscode 200:	no error


	Statuscode 404:	tag not found










	
methods = ['DELETE', 'GET', 'PUT']

	




	
put(tagname=None)[source]

	A PUT to this endpoint will create a new tag under the given URI.
If a tag already exists under that URI, it will be deleted, then
recreated.
Note that when overwriting a tag like that, all relations that are not
explicitly specified here will be deleted
You can optionally specify a list of agents or jobs relations as
integers in the request data.

You should only call this by id for overwriting an existing tag or if you
have a reserved tag id. There is currently no way to reserve a tag id.


	
PUT /api/v1/tags/<str:tagname> HTTP/1.1

	Request

PUT /api/v1/tags/interesting HTTP/1.1
Accept: application/json

{
    "tag": "interesting"
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 1,
    "tag": "interesting"
}





Request

PUT /api/v1/tags/interesting HTTP/1.1
Accept: application/json

{
    "tag": "interesting",
    "agents": [1]
    "jobs": []
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 1,
    "tag": "interesting"
}













	Statuscode 201:	a new tag was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 404:	a referenced agent or job does not exist














	
class pyfarm.master.api.tags.TagIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get()[source]

	A GET to this endpoint will return a list of known tags, with id.
Associated agents and jobs are included for every tag

:rtype : object
.. http:get:: /api/v1/tags/ HTTP/1.1


Request

GET /api/v1/tags/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "agents": [
            1
        ],
        "jobs": [],
        "id": 1,
        "tag": "interesting"
    },
    {
        "agents": [],
        "jobs": [],
        "id": 2,
        "tag": "boring"
    }
]












	Statuscode 200:	no error










	
methods = ['GET', 'POST']

	




	
post()[source]

	A POST to this endpoint will do one of two things:



	create a new tag and return the row

	return the row for an existing tag






Tags only have one column, the tag name. Two tags are automatically
considered equal if the tag names are equal.


	
POST /api/v1/tags/ HTTP/1.1

	Request

POST /api/v1/tags/ HTTP/1.1
Accept: application/json

{
    "tag": "interesting"
}





Response (new tag create)

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "id": 1,
    "tag": "interesting"
}





Request

POST /api/v1/tags/ HTTP/1.1
Accept: application/json

{
    "tag": "interesting"
}





Response (existing tag returned)

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": 1,
    "tag": "interesting"
}













	Statuscode 200:	an existing tag was found and returned


	Statuscode 201:	a new tag was created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)














	
pyfarm.master.api.tags.schema()[source]

	Returns the basic schema of Tag


	
GET /api/v1/tags/schema/ HTTP/1.1

	Request

GET /api/v1/tags/schema/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": "INTEGER",
    "tag": "VARCHAR(64)"
}













	Statuscode 200:	no error
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pyfarm.master.api.tasklogs module


Task Logs

This module defines an API for managing and querying logs belonging to tasks


	
class pyfarm.master.api.tasklogs.LogsInTaskAttemptsIndexAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(job_id, task_id, attempt)[source]

	A GET to this endpoint will return a list of all known logs that are
associated with this attempt at running this task


	
GET /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/ HTTP/1.1

	Request

GET /api/v1/jobs/4/tasks/1300/attempts/5/logs/ HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

[
    {
        "agent_id": "3087ada4-290a-45b0-8c1a-21db4cd284fc",
        "created_on": "2014-09-03T10:58:59.754880",
        "identifier": "2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv"
    }
]













	Statuscode 200:	no error


	Statuscode 404:	the specified task was not found










	
methods = ['GET', 'POST']

	




	
post(job_id, task_id, attempt)[source]

	A POST to this endpoint will register a new logfile with the given
attempt at running the given task

A logfile has an identifier which must be unique in the system.  If two
tasks get assigned a logfile with the same id, it is considered to be the
same log.


	
POST /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/ HTTP/1.1

	Request

POST /api/v1/jobs/4/tasks/1300/attempts/5/logs/ HTTP/1.1
Content-Type: application/json

{
    "identifier": "2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv",
    "agent_id": "2dc2cb5a-35da-41d6-8864-329c0d7d5391"
}





Response

HTTP/1.1 201 CREATED
Content-Type: application/json

{
    "identifier": "2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv",
    "agent_id": "2dc2cb5a-35da-41d6-8864-329c0d7d5391",
    "created_on": "2014-09-03T10:59:05.103005",
    "id": 148
}













	Statuscode 201:	the association between this task attempt and logfile
has been created


	Statuscode 400:	there was something wrong with the request (such as
invalid columns being included)


	Statuscode 404:	the specified task does not exist


	Statuscode 409:	the specified log was already registered on the
specified task














	
class pyfarm.master.api.tasklogs.SingleLogInTaskAttempt[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(job_id, task_id, attempt, log_identifier)[source]

	A GET to this endpoint will return metadata about the specified
logfile


	
GET /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/<log_identifier> HTTP/1.1

	Request

GET /api/v1/jobs/4/tasks/1300/attempts/5/logs/2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv HTTP/1.1
Accept: application/json





Response

HTTP/1.1 200 OK
Content-Type: application/json

{
    "id": 147,
    "identifier": "2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv",
    "created_on": "2014-09-03T10:58:59.754880",
    "agent_id": "836ce137-6ad4-443f-abb9-94c4465ff87c"
}













	Statuscode 200:	no error


	Statuscode 404:	task or logfile not found










	
methods = ['GET']

	








	
class pyfarm.master.api.tasklogs.TaskLogfileAPI[source]

	Bases: flask.views.MethodView [https://flask.readthedocs.org/en/latest/api/#flask.views.MethodView]


	
get(job_id, task_id, attempt, log_identifier)[source]

	A GET to this endpoint will return the actual logfile or a redirect
to it.


	
GET /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/<log_identifier>/logfile HTTP/1.1

	Request

GET /api/v1/jobs/4/tasks/1300/attempts/5/logs/2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv/logfile HTTP/1.1
Accept: text/csv





Response

HTTP/1.1 200 OK
Content-Type: text/csv

<Content of the logfile>













	Statuscode 200:	no error


	Statuscode 307:	The logfile can be found in another location at this
point in time. Independent future requests for the same
logfile should continue using the original URL


	Statuscode 400:	the specified logfile identifier is not acceptable


	Statuscode 404:	task or logfile not found










	
methods = ['GET', 'PUT']

	




	
put(job_id, task_id, attempt, log_identifier)[source]

	A PUT to this endpoint will upload the request’s body as the
specified logfile


	
PUT /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/<log_identifier>/logfile HTTP/1.1

	Request

PUT /api/v1/jobs/4/tasks/1300/attempts/5/logs/2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv/logfile HTTP/1.1

<content of the logfile>





Response

HTTP/1.1 201 CREATED













	Statuscode 201:	lofile was uploaded


	Statuscode 400:	the specified logfile identifier is not acceptable


	Statuscode 404:	task or logfile not found
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pyfarm.master.user_interface package


Submodules



	pyfarm.master.user_interface.agents module

	pyfarm.master.user_interface.jobqueues module

	pyfarm.master.user_interface.jobs module

	pyfarm.master.user_interface.jobtypes module
	Jobtypes












Module contents
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pyfarm.master.user_interface.agents module


	
pyfarm.master.user_interface.agents.agent_add_software(agent_id)[source]

	




	
pyfarm.master.user_interface.agents.agent_delete_software(agent_id, version_id)[source]

	




	
pyfarm.master.user_interface.agents.agents()[source]

	




	
pyfarm.master.user_interface.agents.delete_single_agent(agent_id)[source]

	




	
pyfarm.master.user_interface.agents.or_(*clauses)

	Produce a conjunction of expressions joined by OR.

E.g.:

from sqlalchemy import or_

stmt = select([users_table]).where(
                or_(
                    users_table.c.name == 'wendy',
                    users_table.c.name == 'jack'
                )
            )





The or_() conjunction is also available using the
Python | operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') |
                (users_table.c.name == 'jack')
            )






See also

and_()








	
pyfarm.master.user_interface.agents.restart_single_agent(agent_id)[source]

	




	
pyfarm.master.user_interface.agents.single_agent(agent_id)[source]
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pyfarm.master.user_interface.jobqueues module


	
pyfarm.master.user_interface.jobqueues.delete_jobqueue(queue_id)[source]

	




	
pyfarm.master.user_interface.jobqueues.delete_subqueue(queue)[source]

	




	
pyfarm.master.user_interface.jobqueues.jobqueue(queue_id)[source]

	




	
pyfarm.master.user_interface.jobqueues.jobqueue_create()[source]

	




	
pyfarm.master.user_interface.jobqueues.jobqueues()[source]
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pyfarm.master.user_interface.jobs module


	
pyfarm.master.user_interface.jobs.add_notified_user_to_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.alter_autodeletion_for_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.alter_frames_in_single_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.alter_scheduling_parameters_for_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.asc(column)

	Produce an ascending ORDER BY clause element.

e.g.:

from sqlalchemy import asc
stmt = select([users_table]).order_by(asc(users_table.c.name))





will produce SQL as:

SELECT id, name FROM user ORDER BY name ASC





The asc() function is a standalone version of the
ColumnElement.asc() method available on all SQL expressions,
e.g.:

stmt = select([users_table]).order_by(users_table.c.name.asc())









	Parameters:	column – A ColumnElement (e.g. scalar SQL expression)
with which to apply the asc() operation.






See also

desc()

nullsfirst()

nullslast()

Select.order_by()








	
pyfarm.master.user_interface.jobs.delete_multiple_jobs()[source]

	




	
pyfarm.master.user_interface.jobs.delete_single_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.desc(column)

	Produce a descending ORDER BY clause element.

e.g.:

from sqlalchemy import desc

stmt = select([users_table]).order_by(desc(users_table.c.name))





will produce SQL as:

SELECT id, name FROM user ORDER BY name DESC





The desc() function is a standalone version of the
ColumnElement.desc() method available on all SQL expressions,
e.g.:

stmt = select([users_table]).order_by(users_table.c.name.desc())









	Parameters:	column – A ColumnElement (e.g. scalar SQL expression)
with which to apply the desc() operation.






See also

asc()

nullsfirst()

nullslast()

Select.order_by()








	
pyfarm.master.user_interface.jobs.distinct(expr)

	Produce an column-expression-level unary DISTINCT clause.

This applies the DISTINCT keyword to an individual column
expression, and is typically contained within an aggregate function,
as in:

from sqlalchemy import distinct, func
stmt = select([func.count(distinct(users_table.c.name))])





The above would produce an expression resembling:

SELECT COUNT(DISTINCT name) FROM user





The distinct() function is also available as a column-level
method, e.g. ColumnElement.distinct(), as in:

stmt = select([func.count(users_table.c.name.distinct())])





The distinct() operator is different from the
Select.distinct() method of Select,
which produces a SELECT statement
with DISTINCT applied to the result set as a whole,
e.g. a SELECT DISTINCT expression.  See that method for further
information.


See also

ColumnElement.distinct()

Select.distinct()

func








	
pyfarm.master.user_interface.jobs.jobs()[source]

	




	
pyfarm.master.user_interface.jobs.or_(*clauses)

	Produce a conjunction of expressions joined by OR.

E.g.:

from sqlalchemy import or_

stmt = select([users_table]).where(
                or_(
                    users_table.c.name == 'wendy',
                    users_table.c.name == 'jack'
                )
            )





The or_() conjunction is also available using the
Python | operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') |
                (users_table.c.name == 'jack')
            )






See also

and_()








	
pyfarm.master.user_interface.jobs.pause_multiple_jobs()[source]

	




	
pyfarm.master.user_interface.jobs.pause_single_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.remove_notified_user_from_job(job_id, user_id)[source]

	




	
pyfarm.master.user_interface.jobs.rerun_failed_in_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.rerun_failed_in_multiple_jobs()[source]

	




	
pyfarm.master.user_interface.jobs.rerun_multiple_jobs()[source]

	




	
pyfarm.master.user_interface.jobs.rerun_single_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.rerun_single_task(job_id, task_id)[source]

	




	
pyfarm.master.user_interface.jobs.single_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.unpause_multiple_jobs()[source]

	




	
pyfarm.master.user_interface.jobs.unpause_single_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.update_notes_for_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.update_tags_in_job(job_id)[source]

	




	
pyfarm.master.user_interface.jobs.upgrade_job_to_latest_jobtype_version(job_id)[source]
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pyfarm.master.user_interface.jobtypes module


Jobtypes

UI endpoints allowing seeing and manipulating jobtypes via the web interface


	
pyfarm.master.user_interface.jobtypes.add_jobtype_software_requirement(jobtype_id)[source]

	




	
pyfarm.master.user_interface.jobtypes.create_jobtype()[source]

	




	
pyfarm.master.user_interface.jobtypes.desc(column)

	Produce a descending ORDER BY clause element.

e.g.:

from sqlalchemy import desc

stmt = select([users_table]).order_by(desc(users_table.c.name))





will produce SQL as:

SELECT id, name FROM user ORDER BY name DESC





The desc() function is a standalone version of the
ColumnElement.desc() method available on all SQL expressions,
e.g.:

stmt = select([users_table]).order_by(users_table.c.name.desc())









	Parameters:	column – A ColumnElement (e.g. scalar SQL expression)
with which to apply the desc() operation.






See also

asc()

nullsfirst()

nullslast()

Select.order_by()








	
pyfarm.master.user_interface.jobtypes.jobtype(jobtype_id)[source]

	UI endpoint for a single jobtype. Allows showing and updating the jobtype






	
pyfarm.master.user_interface.jobtypes.jobtypes()[source]

	




	
pyfarm.master.user_interface.jobtypes.remove_jobtype(jobtype_id)[source]

	




	
pyfarm.master.user_interface.jobtypes.remove_jobtype_software_requirement(jobtype_id, software_id)[source]
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pyfarm.master.application module


Application

Contains the functions necessary to construct the application layer classes
necessary to run the master.


	
class pyfarm.master.application.SessionMixin[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Mixin which adds a _session attribute.  This class is provided
mainly to limit issues with circular imports.






	
class pyfarm.master.application.UUIDConverter(map)[source]

	Bases: werkzeug.routing.BaseConverter

A URL converter for UUIDs.  This class is loaded as part of
the Flask application setup and may be used in url routing:

@app.route('/foo/<uuid:value>')
def foobar(value):
    pass





When a request such as GET /foo/F9A63B47-66BF-4E2B-A545-879986BB7CA9
is made UUIDConverter will receive value to to_python()
which will then convert the string to an instance of UUID.


	
to_python(value)[source]

	




	
to_url(value)[source]

	








	
pyfarm.master.application.before_request()[source]

	Global before_request handler that will handle common problems when
trying to accept json data to the api.






	
pyfarm.master.application.get_api_blueprint(url_prefix=None)[source]

	Constructs and returns an instance of Blueprint for routing api
requests.





	Parameters:	url_prefix (string [https://docs.python.org/3.4/library/string.html#module-string]) – The url prefix for the api such as /api/v1.  If not provided then
value will be derived from PYFARM_API_PREFIX and/or
PYFARM_API_VERSION










	
pyfarm.master.application.get_application(**configuration_keywords)[source]

	Returns a new application context.  If keys and values are provided
to config_values they will be used to override the default
configuration values or create new ones

>>> app = get_application(TESTING=True)
>>> assert app.testing is True









	Parameters:	setup_appcontext (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True then setup the flask.g variable to include the
application level information (ex. g.db)










	
pyfarm.master.application.get_login_manager(**kwargs)[source]

	Constructs and returns an instance of LoginManager.  Any keyword
arguments provided will be passed to the constructor of
LoginManager






	
pyfarm.master.application.get_login_serializer(secret_key)[source]

	Constructs and returns and instance of URLSafeTimedSerializer






	
pyfarm.master.application.get_sqlalchemy(app=None, use_native_unicode=True, session_options=None)[source]

	Constructs and returns an instance of SQLAlchemy.  Any keyword
arguments provided will be passed to the constructor of SQLAlchemy
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pyfarm.master.entrypoints module


Entry Points

Contains the code which operates the Python entry point scripts as well as
serving as a central location for the construction of the web application.


	
pyfarm.master.entrypoints.create_app()[source]

	An entry point specifically for uWSGI or similar to use






	
pyfarm.master.entrypoints.load_api(app_instance, api_instance)[source]

	configures flask to serve the api endpoints






	
pyfarm.master.entrypoints.load_authentication(app_instance)[source]

	configures flask to serve the authentication endpoints






	
pyfarm.master.entrypoints.load_before_first(app_instance, database_instance)[source]

	




	
pyfarm.master.entrypoints.load_error_handlers(app_instance)[source]

	loads the error handlers onto application instance






	
pyfarm.master.entrypoints.load_index(app_instance)[source]

	configures flask to serve the main index and favicon






	
pyfarm.master.entrypoints.load_master(app, api)[source]

	loads and attaches all endpoints needed to run the master






	
pyfarm.master.entrypoints.load_setup(app_instance)[source]

	configures flask to serve the endpoint used for setting up the system






	
pyfarm.master.entrypoints.load_user_interface(app_instance)[source]

	




	
pyfarm.master.entrypoints.run_master()[source]

	Runs load_master() then runs the application






	
pyfarm.master.entrypoints.tables()[source]

	Small script for basic table management and, eventually, some
introspection as well.
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pyfarm.master.index module


Index

Contains the endpoints for master”s index (“/”)


	
pyfarm.master.index.favicon()[source]

	Sends out the favicon from the static directory


Warning

On deployment, /favicon.ico should really be handled by
the frontend server and not the application.








	
pyfarm.master.index.index_page()[source]
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pyfarm.master.initial module


Initial Setup

Entry points for the /setup/ target


	
class pyfarm.master.initial.NewUserForm(formdata=None, obj=None, prefix='', data=None, meta=None, **kwargs)[source]

	Bases: wtforms.form.Form [https://wtforms.readthedocs.org/en/latest/forms.html#wtforms.form.Form]


	
email = <UnboundField(TextField, (), {'validators': [<wtforms.validators.Required object at 0x7f93c7dc06a0>]})>

	




	
password = <UnboundField(PasswordField, (), {'validators': [<wtforms.validators.Required object at 0x7f93c7dc07f0>]})>

	




	
username = <UnboundField(TextField, (), {'validators': [<wtforms.validators.Required object at 0x7f93c7dc05c0>]})>

	




	
validate_username(field)[source]

	








	
pyfarm.master.initial.setup_page()[source]
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pyfarm.master.testutil module


Test Utilities

Functions and classes mainly used during the unittests.


	
class pyfarm.master.testutil.BaseTestCase(methodName='runTest')[source]

	Bases: unittest.case.TestCase


	
ENVIRONMENT_SETUP = False

	




	
ORIGINAL_ENVIRONMENT = {'SUPERVISOR_ENABLED': '1', '_': '/home/docs/bin/supervisord', 'CELERY_LOADER': 'djcelery.loaders.DjangoLoader', 'CELERY_LOG_REDIRECT': '1', 'SUDO_GID': '0', 'USER': 'docs', 'HOME': '/home/docs', '_MP_FORK_LOGFILE_': '/home/docs/log/celery_proc.log', 'CELERY_LOG_REDIRECT_LEVEL': 'WARNING', 'DJANGO_PROJECT_DIR': '/home/docs/checkouts/readthedocs.org/readthedocs', 'TERM': 'linux', 'CELERY_LOG_LEVEL': '20', 'EDITOR': 'vim', 'READTHEDOCS': 'True', '_MP_FORK_LOGFORMAT_': '[%(asctime)s: %(levelname)s/%(processName)s] %(message)s', '_MP_FORK_LOGLEVEL_': '20', 'SUDO_UID': '0', 'SUPERVISOR_PROCESS_NAME': 'celery', 'PWD': '/var/build/user_builds/pyfarm-master/checkouts/stable/docs/source', 'NEW_RELIC_CONFIG_FILE': '/home/docs/newrelic.ini', 'TZ': 'America/Chicago', 'SUPERVISOR_GROUP_NAME': 'celery', 'MAIL': '/var/mail/docs', 'OLDPWD': '/home/docs', 'USERNAME': 'docs', 'PS1': '(docs)', 'SHELL': '/bin/bash', 'SUDO_COMMAND': '/bin/bash -c /home/docs/bin/supervisord --nodaemon', 'SHLVL': '1', 'VIRTUAL_ENV': '/home/docs', 'SUPERVISOR_SERVER_URL': 'unix:///home/docs/run/supervisord-docs.sock', 'CELERY_LOG_FILE': '/home/docs/log/celery_proc.log', 'SUDO_USER': 'root', 'LOGNAME': 'docs', 'PATH': '/home/docs/bin:/usr/local/sbin:/usr/local/bin:/usr/sbin:/usr/bin:/sbin:/bin'}

	




	
assert_accepted(response)[source]

	




	
assert_bad_request(response)[source]

	




	
assert_conflict(response)[source]

	




	
assert_contents_equal(a_source, b_source)[source]

	Explicitly check to see of the two iterable objects
contain the same data.  This method exists to check to make
sure two iterables contain the same data without regards to order. This
is mostly meant for cases where two lists contain unhashable
types.






	
assert_created(response)[source]

	




	
assert_forbidden(response)[source]

	




	
assert_internal_server_error(response)[source]

	




	
assert_method_not_allowed(response)[source]

	




	
assert_no_content(response)[source]

	




	
assert_not_acceptable(response)[source]

	




	
assert_not_found(response)[source]

	




	
assert_ok(response)[source]

	




	
assert_status(response, status_code=None)[source]

	




	
assert_temporary_redirect(response)[source]

	




	
assert_unauthorized(response)[source]

	




	
assert_unsupported_media_type(response)[source]

	




	
classmethod build_environment()[source]

	Sets up the current environment with some values for
unittesting.  This must be used before any other code
is imported otherwise


Warning

This classmethod should not be used outside of a testing context








	
maxDiff = None

	




	
setUp()[source]

	




	
setup_app()[source]

	Constructs the application object and assigns the instance
variables for tests.  If you’re testing the master your
sublcass will probably need to extend this method.






	
setup_client(app)[source]

	returns the test client from the given application instance






	
setup_database()[source]

	




	
setup_warning_filter()[source]

	




	
tearDown()[source]

	




	
teardown_app()[source]

	




	
teardown_database()[source]

	




	
teardown_warning_filter()[source]

	








	
class pyfarm.master.testutil.JsonResponseMixin[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Mixin with testing helper methods


	
json[source]

	








	
pyfarm.master.testutil.get_test_environment(**environment)[source]

	Returns a dictionary that can be used to simulate a working
environment.  Any key/value pairs passed in as keyword arguments
will override the defaults.






	
pyfarm.master.testutil.make_test_response(response_class=None)[source]
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pyfarm.master.utility module


Utility

General utility which are not view or tool specific


	
class pyfarm.master.utility.JSONEncoder(skipkeys=False, ensure_ascii=True, check_circular=True, allow_nan=True, sort_keys=False, indent=None, separators=None, default=None)[source]

	Bases: json.encoder.JSONEncoder


	
default(o)[source]

	








	
pyfarm.master.utility.assert_mimetypes(flask_request, mimetypes)[source]

	
Warning

This function will produce an unhandled error if you use
it outside of a request.



Check to make sure that the request’s mimetype is in mimetypes.  If
this is not true then call flask.abort() [https://flask.readthedocs.org/en/latest/api/#flask.abort] with
UNSUPPORTED_MEDIA_TYPE





	Parameters:	
	flask_request – The flask request object which we should check the mimetype
attribute on.

	mimetypes (list, tuple, set) – The mimetypes which flask_request can be.














	
pyfarm.master.utility.default_json_encoder(obj)[source]

	




	
pyfarm.master.utility.dumps(obj, **kwargs)[source]

	Wrapper for json.dumps() [https://docs.python.org/3.4/library/json.html#json.dumps] that ensures JSONEncoder
is passed in.






	
pyfarm.master.utility.error_handler(e, code=None, default=None, title=None, template=None)[source]

	Constructor for http errors that respects the current mimetype.  By
default this function returns html however when request.mimetype is
application/json it will return a json response. This function is
typically used within a functools.partial() [https://docs.python.org/3.4/library/functools.html#functools.partial] call:

>>> from functools import partial
>>> try:
...     from httplib import BAD_REQUEST
... except ImportError:
...     from http.client import BAD_REQUEST
...
>>> from flask import request
>>> error_400 = partial(
...     error_handler, BAD_REQUEST,
...     lambda: "bad request to %s" % request.url, "Bad Request")









	Parameters:	
	e (flask.Response [https://flask.readthedocs.org/en/latest/api/#flask.Response]) – The response object which will be passed into error_handler(),
this value is ignored by default.

	code (int [https://docs.python.org/3.4/library/functions.html#int]) – The integer to use in the response.  For the most consistent
results you can use the httplib or http.client [https://docs.python.org/3.4/library/http.client.html#module-http.client] modules
depending on your Python version.

	default (callable [https://docs.python.org/3.4/library/functions.html#callable]) – This will be the default error message if g.error does not
contain anything.  default may either be a callable function
which will produce the string or it may be a string by itself.

	title (str [https://docs.python.org/3.4/library/stdtypes.html#str]) – The HTML title of the request being made.  This is not used when
dealing with json requests and if not provided at all will default
to using the official status code’s string representation.

	template (str [https://docs.python.org/3.4/library/stdtypes.html#str]) – A alternative template path for HTML responses














	
pyfarm.master.utility.get_g(attribute, instance_types, unset=<object object at 0x7f93cfa9f790>)[source]

	Returns data from flask.g after checking to make sure
the attribute was set and that it has the correct type.

This function does not check to see if you’re already inside a request.





	Parameters:	
	attribute (str [https://docs.python.org/3.4/library/stdtypes.html#str]) – The name of the attribute on the flask.g object

	instance_types (tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]) – A tuple of classes which the data we’re looking
for should be a part of














	
pyfarm.master.utility.get_request_argument(argument, default=None, required=False, types=None)[source]

	This is a function similar to Flask’s request.args.get except it does
type validation and it has the concept of required url arguments.





	Parameters:	
	argument (str [https://docs.python.org/3.4/library/stdtypes.html#str]) – The name of the url argument we’re trying to retrieve

	default – The value to return if argument is not present in the url and
argument is not a required parameter.

	required (bool [https://docs.python.org/3.4/library/functions.html#bool]) – If True and the url argument provided by argument is not provided
respond to the request with BAD_REQUEST

	types – A single or list of multiple callable objects which will be used to try
and produce a result to return.  This would function similarly
to this:

value = "5"
types = (int, bool)

for type_callable in types:
    try:
        return type_callable(value)
    except Exception:
        continue




















	
pyfarm.master.utility.inside_request()[source]

	Returns True if we’re inside a request, False if not.






	
pyfarm.master.utility.isuuid(value)[source]

	Returns True if value is a UUID object
or can be converted to one






	
pyfarm.master.utility.jsonify(*args, **kwargs)[source]

	Drop in replacement for flask.jsonify() that also handles list
objects as well as a few custom objects like Decimal or datetime.
Flask does not support lists by default because it’s considered a security
risk in most cases but we do need it in certain cases.
Since flask’s jsonify does not allow passing arbitrary arguments to
json.dumps() [https://docs.python.org/3.4/library/json.html#json.dumps], we cannot use it if the output data contains custom
types.






	
pyfarm.master.utility.validate_json(validator, json_types=(<class 'dict'>, ))[source]

	A decorator, similar to validate_with_model(), but greatly
simplified and more flexible.  Unlike validate_with_model() this
decorator is meant to handle data which may not be structured for a model.





	Parameters:	
	mimetype (tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]) – A tuple of mimetypes that are allowed to be handled by the
decorated function.

	json_types (tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]) – The root type or types which the object on g.json should
be an instance of.














	
pyfarm.master.utility.validate_with_model(model, type_checks=None, ignore=None, ignore_missing=None, disallow=None)[source]

	Decorator which will check the contents of the of the json
request against a model for:



	missing fields which are required

	values which don’t match their type(s) in the database

	inclusion of fields which do not exist










	Parameters:	
	model – The model object that the decorated endpoint should use for testing
the points above.

	type_checks (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – A dictionary containing a mapping of column names to
special functions used for checking.  If there’s a key in the
incoming request that needs a more detailed check than
“isinstance(g.json[column_name], <Python type(s) from sql>)” then
this is the place to add it.

	ignore_missing (list [https://docs.python.org/3.4/library/stdtypes.html#list]) – A list of fields to completely ignore in the incoming
request. Typically this is used by PUT requests or other
similar requests where part of the data is in the url.

	allow_missing (list [https://docs.python.org/3.4/library/stdtypes.html#list]) – A list of fields which are allowed to be missing in the request.  These
fields will still be checked for type however.

	disallow (list [https://docs.python.org/3.4/library/stdtypes.html#list]) – A list of columns which are never in the request to the decorated
function
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pyfarm.models package


Subpackages



	pyfarm.models.core package
	Submodules
	pyfarm.models.core.cfg module
	Configuration Variables





	pyfarm.models.core.functions module
	Functions





	pyfarm.models.core.mixins module
	Mixin Classes





	pyfarm.models.core.types module
	Custom Columns and Type Generators









	Module contents












Submodules



	pyfarm.models.agent module
	Agent Models





	pyfarm.models.gpu module
	GPU





	pyfarm.models.job module
	Job Models





	pyfarm.models.jobqueue module
	Job Queue Model





	pyfarm.models.jobtype module
	Job Type Models





	pyfarm.models.pathmap module
	Path Map Model





	pyfarm.models.project module

	pyfarm.models.software module
	Software





	pyfarm.models.tag module
	Tag





	pyfarm.models.task module
	Task Models





	pyfarm.models.tasklog module
	TaskLog





	pyfarm.models.user module
	Permissions












Module contents

Contains all the models used for database communication and object
relational management.
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pyfarm.models.core package


Submodules



	pyfarm.models.core.cfg module
	Configuration Variables





	pyfarm.models.core.functions module
	Functions





	pyfarm.models.core.mixins module
	Mixin Classes





	pyfarm.models.core.types module
	Custom Columns and Type Generators












Module contents
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pyfarm.models.core.cfg module


Configuration Variables

Stores basic configuration data related to tables and models.  Most of these
variables have defaults defined in the configuration under PYFARM_DB_<value>





	const string TABLE_PREFIX:

		Prefix for all tables




	const string TABLE_SOFTWARE:

		Stores the name of the table for software items




	const string TABLE_TAG:

		Stores the name of the table for tags




	const string TABLE_AGENT:

		Stores the name of the table for agents




	const string TABLE_AGENT_TAGS:

		Stores the name of the table for agent tags




	const string TABLE_JOB:

		Stores the name of the table for jobs




	const string TABLE_JOB_TAG:

		Stores the name of the table for job tags




	const string TABLE_TASK:

		Stores the name of the table for job tasks




	const string TABLE_USER:

		Stores the registered users (both human and api)




	const string TABLE_ROLE:

		Stores roles in which a user can operate in




	const string TABLE_USERS_USER_ROLE:

		Stores relationships between TABLE_USERS_USER and
TABLE_ROLE




	const string TABLE_JOB_QUEUES:

		Stores the name of the table for job queues




	const string TABLE_PATH_MAP:

		Stores the name of the table for path maps




	const integer MAX_HOSTNAME_LENGTH:

		the max length of a hostname




	const integer MAX_JOBTYPE_LENGTH:

		the max length of a jobtype




	const integer MAX_COMMAND_LENGTH:

		the max length of a command (ex. bash or cmd.exe)




	const integer MAX_USERNAME_LENGTH:

		the max length of a username




	const integer MAX_TAG_LENGTH:

		the max length of a tag


Note

this value is shared amongst all tag columns and may be split into
multiple values at a later time
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pyfarm.models.core.functions module


Functions

Contains core functions and data for use by pyfarm.models


	
pyfarm.models.core.functions.getuuid(value, table, table_attrib, error_tail)[source]

	Returns the proper value for the given input.  Depending on the type being
provided this will return one of the following:



	None

	the value from an attribute

	string from a UUID

	the original value (after validating it’s a UUID)










	Parameters:	
	value (string [https://docs.python.org/3.4/library/string.html#module-string]) – the value to validate and returning data from

	table (string [https://docs.python.org/3.4/library/string.html#module-string]) – the table which the provided value belongs to

	table_attrib (string [https://docs.python.org/3.4/library/string.html#module-string]) – the attribute to use when attempting to pull data off of a model
object

	error_tail (string [https://docs.python.org/3.4/library/string.html#module-string]) – added to the end of error messages

	error_text (str [https://docs.python.org/3.4/library/stdtypes.html#str]) – error text to render in the event of problems






	Raises ValueError [https://docs.python.org/3.4/library/exceptions.html#ValueError]:

		raised when the provided input is invalid, blank, or otherwise
unexpected












	
pyfarm.models.core.functions.modelfor(model, table)[source]

	Returns True if the given model object is for the
expected table.

>>> from pyfarm.models.core.cfg import TABLE_AGENT
>>> from pyfarm.models.agent import Agent
>>> modelfor(Agent("foo", "10.56.0.0", "255.0.0.0"), TABLE_AGENT)
True










	
pyfarm.models.core.functions.repr_enum(value, enum=None)[source]

	produces the string representation of an enum value






	
pyfarm.models.core.functions.repr_ip(value)[source]

	properly formats an IPAddress object






	
pyfarm.models.core.functions.split_and_extend(items)[source]

	Takes a list of input elements and splits them
before producing an extended set.


	Example

	>>> split_and_extend(["root.admin", "admin"])
set(['admin', 'root.admin', 'root'])














	
pyfarm.models.core.functions.work_columns(state_default, priority_default)[source]

	Produces some default columns which are used by models which produce work.
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pyfarm.models.core.mixins module


Mixin Classes

Module containing mixins which can be used by multiple models.


	
class pyfarm.models.core.mixins.ModelTypes(primary_keys, autoincrementing, columns, required, relationships, mappings)

	Bases: tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]


	
autoincrementing

	Alias for field number 1






	
columns

	Alias for field number 2






	
mappings

	Alias for field number 5






	
primary_keys

	Alias for field number 0






	
relationships

	Alias for field number 4






	
required

	Alias for field number 3










	
class pyfarm.models.core.mixins.ReprMixin[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Mixin which allows model classes to to convert columns into a more
easily read object format.





	Variables:	
	REPR_COLUMNS (tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]) – the columns to convert

	REPR_CONVERT_COLUMN (dict [https://docs.python.org/3.4/library/stdtypes.html#dict]) – optional dictionary containing columns names and functions
for converting to a more readable string format










	
REPR_COLUMNS = NotImplemented

	




	
REPR_CONVERT_COLUMN = {}

	








	
class pyfarm.models.core.mixins.UtilityMixins[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Mixins which can be used to produce dictionaries
of existing data.





	Const dict DICT_CONVERT_COLUMN:

		A dictionary containing key value pairs of attribute names
and a function to retrieve the attribute.  The function should
take a single input and return the value itself.  Optionally,
you can also use the NotImplemented object to exclude
some columns from the results.






	
DICT_CONVERT_COLUMN = {}

	




	
to_dict(unpack_relationships=True)[source]

	Produce a dictionary of existing data in the table





	Parameters:	unpack_relationships (list, tuple, set, bool) – If True then unpack all relationships.  If
unpack_relationships is an iterable such as a list or
tuple object then only unpack those relationships.










	
classmethod to_schema()[source]

	Produce a dictionary which represents the
table’s schema in a basic format






	
classmethod types()[source]

	A classmethod that constructs a namedtuple object with four
attributes:



	primary_keys - set of all primary key(s) names

	autoincrementing - set of all columns which have autoincrement set

	columns - set of all column names

	required - set of all required columns (non-nullable wo/defaults)

	relationships - not columns themselves but do store relationships

	mappings - contains a dictionary with each field mapping to a
Python type















	
class pyfarm.models.core.mixins.ValidatePriorityMixin[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Mixin that adds a state column and uses a class
level STATE_ENUM attribute to assist in validation.


	
MAX_PRIORITY = 1000

	




	
MIN_PRIORITY = -1000

	




	
validate_attempts(key, value)[source]

	ensures the number of attempts provided is valid






	
validate_priority(key, value)[source]

	ensures the value provided to priority is valid










	
class pyfarm.models.core.mixins.ValidateWorkStateMixin[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]


	
STATE_ENUM = NotImplemented

	




	
validate_state(key, value)[source]

	Ensures that value is a member of STATE_ENUM






	
validate_state_column(key, value)[source]

	validates the state column










	
class pyfarm.models.core.mixins.WorkStateChangedMixin[source]

	Bases: object [https://docs.python.org/3.4/library/functions.html#object]

Mixin which adds a static method to be used when the model
state changes


	
static state_changed(target, new_value, old_value, initiator)[source]

	update the datetime objects depending on the new value
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pyfarm.models.core.types module


Custom Columns and Type Generators

Special column types used by PyFarm’s models.


	
class pyfarm.models.core.types.AgentStateEnum(*args, **kwargs)[source]

	Bases: pyfarm.models.core.types.EnumType

custom column type for working with AgentState


	
enum = AgentState(ONLINE=Values(202, 'online'), RUNNING=Values(203, 'running'), OFFLINE=Values(201, 'offline'), DISABLED=Values(200, 'disabled'))

	








	
class pyfarm.models.core.types.EnumType(*args, **kwargs)[source]

	Bases: sqlalchemy.sql.type_api.TypeDecorator

Special column type which handles translation from a human
readable enum into an integer that the database can use.





	Variables:	enum – required class level variable which defines what enum
this custom column handles


	Raises AssertionError [https://docs.python.org/3.4/library/exceptions.html#AssertionError]:

		raised if enum is not set on the class






	
enum = NotImplemented

	




	
impl

	alias of Integer






	
json_types = (<class 'str'>, <class 'int'>)

	




	
process_bind_param(value, dialect)[source]

	Takes value and maps it to the internal integer.





	Raises ValueError [https://docs.python.org/3.4/library/exceptions.html#ValueError]:

		raised if value is not part of the class level
enum mapping










	
process_result_value(value, dialect)[source]

	








	
pyfarm.models.core.types.IDTypeAgent

	alias of UUIDType






	
class pyfarm.models.core.types.IPAddress(addr, version=None, flags=0)[source]

	Bases: netaddr.ip.IPAddress

Custom version of netaddr.IPAddress which can match itself
against other instance of the same class, a string, or an integer.






	
class pyfarm.models.core.types.IPv4Address(*args, **kwargs)[source]

	Bases: sqlalchemy.sql.type_api.TypeDecorator

Column type which can store and retrieve IPv4 addresses in a more
efficient manner


	
MAX_INT = 4294967295

	




	
checkInteger(value)[source]

	




	
impl

	alias of BigInteger






	
json_types = (<class 'str'>, <class 'int'>)

	




	
process_bind_param(value, dialect)[source]

	




	
process_result_value(value, dialect)[source]

	








	
class pyfarm.models.core.types.JSONDict(*args, **kwargs)[source]

	Bases: pyfarm.models.core.types.JSONSerializable

Column type for storing dictionary objects as json


	
json_types

	alias of dict [https://docs.python.org/3.4/library/stdtypes.html#dict]






	
serialize_types = (<class 'dict'>, <class 'collections.UserDict'>)

	








	
class pyfarm.models.core.types.JSONList(*args, **kwargs)[source]

	Bases: pyfarm.models.core.types.JSONSerializable

Column type for storing list objects as json


	
json_types

	alias of list [https://docs.python.org/3.4/library/stdtypes.html#list]






	
serialize_types = (<class 'list'>, <class 'tuple'>, <class 'collections.UserList'>)

	








	
class pyfarm.models.core.types.JSONSerializable(*args, **kwargs)[source]

	Bases: sqlalchemy.sql.type_api.TypeDecorator

Base of all custom types which process json data
to and from the database.





	Variables:	
	serialize_types (tuple [https://docs.python.org/3.4/library/stdtypes.html#tuple]) – the kinds of objects we expect to serialize to
and from the database

	serialize_none (bool [https://docs.python.org/3.4/library/functions.html#bool]) – if True then return None instead of converting it to
its json value

	allow_blank (bool [https://docs.python.org/3.4/library/functions.html#bool]) – if True, do not raise a ValueError [https://docs.python.org/3.4/library/exceptions.html#ValueError] for empty data

	allow_empty (bool [https://docs.python.org/3.4/library/functions.html#bool]) – if True, do not raise ValueError [https://docs.python.org/3.4/library/exceptions.html#ValueError] if the input data
itself is empty










	
dumps(value)[source]

	Performs the process of dumping value to json.  For classes
such as UserDict or UserList this will dump the
underlying data instead of the object itself.






	
impl

	alias of UnicodeText






	
process_bind_param(value, dialect)[source]

	Converts the value being assigned into a json blob






	
process_result_value(value, dialect)[source]

	Converts data from the database into a Python object






	
serialize_none = False

	




	
serialize_types = None

	








	
class pyfarm.models.core.types.MACAddress(*args, **kwargs)[source]

	Bases: sqlalchemy.sql.type_api.TypeDecorator

Column type which can store and retrieve MAC addresses in a more
efficient manner


	
MAX_INT = 281474976710655

	




	
impl

	alias of BigInteger






	
json_types = (<class 'str'>, <class 'int'>)

	




	
process_bind_param(value, dialect)[source]

	




	
process_result_value(value, dialect)[source]

	








	
class pyfarm.models.core.types.OperatingSystemEnum(*args, **kwargs)[source]

	Bases: pyfarm.models.core.types.EnumType

custom column type for working with AgentState


	
enum = OperatingSystem(WINDOWS=Values(301, 'windows'), OTHER=Values(303, 'other'), MAC=Values(302, 'mac'), BSD=Values(304, 'bsd'), LINUX=Values(300, 'linux'))

	








	
class pyfarm.models.core.types.UUIDType(*args, **kwargs)[source]

	Bases: sqlalchemy.sql.type_api.TypeDecorator

Custom column type which handles UUIDs in the appropriate
manner for various databases.


	
impl

	alias of TypeEngine






	
json_types

	alias of UUID






	
load_dialect_impl(dialect)[source]

	




	
process_bind_param(value, dialect)[source]

	




	
process_result_value(value, dialect)[source]

	








	
class pyfarm.models.core.types.UseAgentAddressEnum(*args, **kwargs)[source]

	Bases: pyfarm.models.core.types.EnumType

custom column type for working with UseAgentAddress


	
enum = UseAgentAddress(PASSIVE=Values(313, 'passive'), HOSTNAME=Values(312, 'hostname'), REMOTE=Values(311, 'remote'), LOCAL=Values(310, 'local'))

	








	
class pyfarm.models.core.types.WorkStateEnum(*args, **kwargs)[source]

	Bases: pyfarm.models.core.types.EnumType

custom column type for working with WorkState


	
enum = WorkState(DONE=Values(106, 'done'), FAILED=Values(107, 'failed'), RUNNING=Values(105, 'running'), PAUSED=Values(100, 'paused'))

	








	
pyfarm.models.core.types.id_column(column_type=None, **kwargs)[source]

	Produces a column used for id on each table.  Typically this is done
using a class in pyfarm.models.mixins however because of the ORM
and the table relationships it’s cleaner to have a function produce
the column.
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pyfarm.models.agent module


Agent Models

Models and interface classes related to the agent.


	
class pyfarm.models.agent.Agent(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.ValidatePriorityMixin, pyfarm.models.core.mixins.ValidateWorkStateMixin, pyfarm.models.core.mixins.UtilityMixins, pyfarm.models.core.mixins.ReprMixin

Stores information about an agent include its network address,
state, allocation configuration, etc.


Note

This table enforces two forms of uniqueness.  The id column
must be unique and the combination of these columns must also be
unique to limit the frequency of duplicate data:



	hostname

	port

	id









	
MAX_CPUS = 256

	




	
MAX_PORT = 65535

	




	
MAX_RAM = 262144

	




	
MIN_CPUS = 1

	




	
MIN_PORT = 1024

	




	
MIN_RAM = 16

	




	
REPR_COLUMNS = ('id', 'hostname', 'port', 'state', 'remote_ip', 'cpus', 'ram', 'free_ram')

	




	
REPR_CONVERT_COLUMN = {'remote_ip': <function repr_ip at 0x7f93c932c510>}

	




	
STATE_DEFAULT = 'online'

	




	
STATE_ENUM = MappedEnum(ONLINE='online', OFFLINE='offline', DISABLED='disabled', RUNNING='running')

	




	
api_url(scheme='http', version=1)[source]

	Returns the base url which should be used to access the api
of this specific agent.





	Raises ValueError [https://docs.python.org/3.4/library/exceptions.html#ValueError]:

		Raised if this function is called while the agent’s
use_address column is set to PASSIVE










	
cpu_allocation

	The total amount of cpu space an agent is
allowed to process work in.  A value of 1.0
would mean an agent can handle as much work
as the system could handle given the
requirements of a task.  For example if an agent
has 8 cpus, cpu_allocation is .5, and a task
requires 4 cpus then only that task will run
on the system.






	
cpu_name

	The make and model of CPUs in this agents






	
cpus

	The number of logical CPU cores installed on the agent






	
free_ram

	The amount of ram which was last considered free






	
get_supported_types()[source]

	




	
gpus

	The graphics cards that are installed in this agent






	
hostname

	The hostname we should use to talk to this host.
Preferably this value will be the fully qualified
name instead of the base hostname alone.






	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.






	
is_offline()[source]

	




	
last_heard_from

	Time we last had contact with this agent






	
last_polled

	Time we last tried to contact the agent






	
mac_addresses

	The MAC addresses this agent has






	
os_class

	The type of operating system running on the agent; “linux”, “windows”, or “mac”.






	
os_fullname

	The full human-readable name of the agent’s OS, as returned by platform.platform()






	
port

	The port the agent is currently running on






	
ram

	The amount of ram installed on the agent in megabytes






	
ram_allocation

	The amount of ram the agent is allowed to
allocate towards work.  A value of 1.0 would
mean to let the agent use all of the memory
installed on the system when assigning work.






	
remote_ip

	the remote address which came in with the request






	
restart_requested

	If True, the agent will be restarted






	
satisfies_jobtype_requirements(jobtype_version)[source]

	




	
software_versions

	software this agent has installed or is configured for






	
state

	Stores the current state of the host.  This value can be
changed either by a master telling the host to do
something with a task or from the host via REST api.






	
tags

	Tags associated with this agent






	
task_logs

	




	
tasks

	Relationship between an Agent
and any pyfarm.models.Task
objects






	
time_offset

	The offset in seconds the agent is from an official time server






	
upgrade_to

	The version this agent should upgrade to.






	
use_address

	The address we should use when communicating with the agent






	
classmethod validate_hostname(key, value)[source]

	Ensures that the hostname provided by value matches a regular
expression that expresses what a valid hostname is.






	
validate_hostname_column(key, value)[source]

	Validates the hostname column






	
classmethod validate_ipv4_address(_, value)[source]

	Ensures the ip address is valid.  This checks to ensure
that the value provided is:



	not a hostmask

	not link local (RFC 3927 [https://tools.ietf.org/html/rfc3927.html])

	not used for multicast (RFC 1112 [https://tools.ietf.org/html/rfc1112.html])

	not a netmask (RFC 4632 [https://tools.ietf.org/html/rfc4632.html])

	not reserved (RFC 6052 [https://tools.ietf.org/html/rfc6052.html])

	a private address (RFC 1918 [https://tools.ietf.org/html/rfc1918.html])











	
validate_numeric_column(key, value)[source]

	Validates several numerical columns.  Columns such as ram, cpus
and port a are validated with this method.






	
validate_remote_ip(key, value)[source]

	Validates the remote_ip column






	
classmethod validate_resource(key, value)[source]

	Ensure the value provided for key is within an expected
range.  This classmethod retrieves the min and max values from
the Agent class directory using:

>>> min_value = getattr(Agent, "MIN_%s" % key.upper())
>>> max_value = getattr(Agent, "MAX_%s" % key.upper())










	
version

	The pyfarm version number this agent is running.
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pyfarm.models.gpu module


GPU

Model describing a given make and model of graphics card.
Every agent can have zero or more GPUs associated with it.


	
class pyfarm.models.gpu.GPU(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.UtilityMixins, pyfarm.models.core.mixins.ReprMixin


	
agents

	




	
fullname

	The full name of this graphics card model






	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.
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pyfarm.models.job module


Job Models

Models and interface classes related to jobs.


	
class pyfarm.models.job.Job(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.ValidatePriorityMixin, pyfarm.models.core.mixins.ValidateWorkStateMixin, pyfarm.models.core.mixins.WorkStateChangedMixin, pyfarm.models.core.mixins.ReprMixin, pyfarm.models.core.mixins.UtilityMixins

Defines the attributes and environment for a job.  Individual commands
are kept track of by Task


	
MAX_CPUS = 256

	




	
MAX_RAM = 262144

	




	
MIN_CPUS = 1

	




	
MIN_RAM = 16

	




	
REPR_COLUMNS = ('id', 'state', 'project')

	




	
REPR_CONVERT_COLUMN = {'state': <built-in function repr>}

	




	
SPECIAL_CPUS = [0]

	




	
SPECIAL_RAM = [0]

	




	
STATE_ENUM = ['done', 'failed', 'paused', 'running', None]

	




	
alter_frame_range(start, end, by)[source]

	




	
autodelete_time

	If not None, this job will be automatically deleted this number of seconds after it finishes.






	
batch

	Number of tasks to run on a single agent at once.
Depending on the capabilities of the software being run
this will either cause a single process to execute on
the agent or multiple processes one after the other.

configured by: job.batch






	
by

	The number of frames to count by between start and
end.  This column may also sometimes be referred to
as ‘step’ by other software.






	
can_use_more_agents()[source]

	




	
children

	




	
cpus

	Number of cpus or threads each task should consume on
each agent.  Depending on the job type being executed
this may result in additional cpu consumption, longer
wait times in the queue (2 cpus means 2 ‘fewer’ cpus on
an agent), or all of the above.


Special Values
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pyfarm.models.jobqueue module


Job Queue Model

Model for job queues


	
class pyfarm.models.jobqueue.JobQueue(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.UtilityMixins, pyfarm.models.core.mixins.ReprMixin

Stores information about a job queue. Used for flexible, configurable
distribution of computing capacity to jobs.


	
REPR_COLUMNS = ('id', 'name')

	




	
children

	




	
fullpath

	The path of this jobqueue.  This column is a database denormalization.  It is technically redundant, but faster to access than recursively querying all parent queues.  If set to NULL, the path must be computed by recursively querying the parent queues.






	
get_job_for_agent(agent)[source]

	




	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.






	
jobs

	




	
maximum_agents

	The scheduler will never assign more than this number
of agents to jobs in or below this queue.






	
minimum_agents

	The scheduler will try to assign at least this number
of agents to jobs in or below this queue as long as it
can use them, before any other considerations.






	
name

	




	
num_assigned_agents()[source]

	




	
parent

	Relationship between this queue its parent






	
parent_jobqueue_id

	The parent queue of this queue. If NULL, this is a top level queue.






	
path()[source]

	




	
priority

	The priority of this job queue.
The scheduler will not assign any nodes to other
job queues or jobs with the same parent and a lower
priority as long as this one can still use nodes.
The minimum_agents column takes precedence over
this.






	
static top_level_unique_check(mapper, connection, target)[source]

	




	
weight

	The weight of this job queue.
The scheduler will distribute available agents
between jobs and job queues in the same queue
in proportion to their weights.










	
pyfarm.models.jobqueue.asc(column)

	Produce an ascending ORDER BY clause element.

e.g.:

from sqlalchemy import asc
stmt = select([users_table]).order_by(asc(users_table.c.name))





will produce SQL as:

SELECT id, name FROM user ORDER BY name ASC





The asc() function is a standalone version of the
ColumnElement.asc() method available on all SQL expressions,
e.g.:

stmt = select([users_table]).order_by(users_table.c.name.asc())









	Parameters:	column – A ColumnElement (e.g. scalar SQL expression)
with which to apply the asc() operation.






See also

desc()

nullsfirst()

nullslast()

Select.order_by()








	
pyfarm.models.jobqueue.desc(column)

	Produce a descending ORDER BY clause element.

e.g.:

from sqlalchemy import desc

stmt = select([users_table]).order_by(desc(users_table.c.name))





will produce SQL as:

SELECT id, name FROM user ORDER BY name DESC





The desc() function is a standalone version of the
ColumnElement.desc() method available on all SQL expressions,
e.g.:

stmt = select([users_table]).order_by(users_table.c.name.desc())









	Parameters:	column – A ColumnElement (e.g. scalar SQL expression)
with which to apply the desc() operation.






See also

asc()

nullsfirst()

nullslast()

Select.order_by()








	
pyfarm.models.jobqueue.distinct(expr)

	Produce an column-expression-level unary DISTINCT clause.

This applies the DISTINCT keyword to an individual column
expression, and is typically contained within an aggregate function,
as in:

from sqlalchemy import distinct, func
stmt = select([func.count(distinct(users_table.c.name))])





The above would produce an expression resembling:

SELECT COUNT(DISTINCT name) FROM user





The distinct() function is also available as a column-level
method, e.g. ColumnElement.distinct(), as in:

stmt = select([func.count(users_table.c.name.distinct())])





The distinct() operator is different from the
Select.distinct() method of Select,
which produces a SELECT statement
with DISTINCT applied to the result set as a whole,
e.g. a SELECT DISTINCT expression.  See that method for further
information.


See also

ColumnElement.distinct()

Select.distinct()

func








	
pyfarm.models.jobqueue.or_(*clauses)

	Produce a conjunction of expressions joined by OR.

E.g.:

from sqlalchemy import or_

stmt = select([users_table]).where(
                or_(
                    users_table.c.name == 'wendy',
                    users_table.c.name == 'jack'
                )
            )





The or_() conjunction is also available using the
Python | operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') |
                (users_table.c.name == 'jack')
            )






See also

and_()
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pyfarm.models.jobtype module


Job Type Models

Models and objects dedicated to handling information which is specific
to an individual job.  See pyfarm.models.job for more the more
general implementation.


	
class pyfarm.models.jobtype.JobType(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.UtilityMixins, pyfarm.models.core.mixins.ReprMixin

Stores the unique information necessary to execute a task


	
REPR_COLUMNS = ('id', 'name')

	




	
description

	Human readable description of the job type.  This
field is not required and is not directly relied
upon anywhere.






	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.






	
name

	The name of the job type.  This can be either a human
readable name or the name of the job type class
itself.






	
validate_name(key, value)[source]

	




	
versions
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Path Map Model

Model for path maps, allowing for OS-dependent mapping of path prefixes to other
path prefixes.


	
class pyfarm.models.pathmap.PathMap(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.ReprMixin, pyfarm.models.core.mixins.UtilityMixins


	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.






	
path_linux

	The path on linux platforms






	
path_osx

	The path on Mac OS X platforms






	
path_windows

	The path on Windows platforms






	
tag

	Relationship attribute for the tag this path map applies to.






	
tag_id

	The tag an agent needs to have for this path map to apply to it. If this is NULL, this path map applies to all agents, but is overridden by applying path maps that do specify a tag.
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pyfarm.models.software module


Software

Table of software items. Agents can reference this table to show that they
provide a given software. Jobs or jobtypes can depend on a software via the
SoftwareRequirement table


	
class pyfarm.models.software.Software(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.UtilityMixins

Model to represent a versioned piece of software that can be present on an
agent and may be depended on by a job and/or jobtype through the appropriate
SoftwareRequirement table


	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.






	
software

	The name of the software






	
versions

	All known versions of this software
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pyfarm.models.tag module


Tag

Table with tags for both jobs and agents


	
class pyfarm.models.tag.Tag(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.UtilityMixins

Model which provides tagging for Job and class:.Agent objects


	
agents

	




	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.






	
jobs

	




	
tag

	The actual value of the tag
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Task Models

Models and interface classes related to tasks


	
class pyfarm.models.task.Task(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.ValidatePriorityMixin, pyfarm.models.core.mixins.ValidateWorkStateMixin, pyfarm.models.core.mixins.WorkStateChangedMixin, pyfarm.models.core.mixins.UtilityMixins, pyfarm.models.core.mixins.ReprMixin

Defines a task which a child of a Job.  This table represents
rows which contain the individual work unit(s) for a job.


	
REPR_COLUMNS = ('id', 'state', 'frame', 'project')

	




	
REPR_CONVERT_COLUMN = {'state': functools.partial(<function repr_enum at 0x7f93c932c598>, enum=['done', 'failed', 'paused', 'running', None])}

	




	
STATE_DEFAULT = None

	




	
STATE_ENUM = ['done', 'failed', 'paused', 'running', None]

	




	
agent

	




	
agent_id

	Foreign key which stores Job.id






	
attempts

	The number of attempts which have been made on this
task. This value is auto incremented when
state changes to a value synonymous with a
running state.






	
static clear_error_state(target, new_value, old_value, initiator)[source]

	Sets last_error column to None if the task’s state is ‘done’






	
failures

	The number of times this task has failed. This value
is auto incremented when state changes to a
value synonymous with a failed state.






	
frame

	The frame this Task will be executing.






	
hidden

	hides the task from queue and web ui






	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.






	
static increment_attempts(target, new_value, old_value, initiator)[source]

	




	
job

	relationship attribute which retrieves the
associated job for this task






	
job_id

	Foreign key which stores Job.id






	
last_error

	This column may be set when an error is present.  The agent typically sets this column when the job type either can’t or won’t run a given task.  This column will be cleared whenever the task’s state is returned to a non-error state.






	
log_associations

	




	
priority

	The priority of the job relative to others in the
queue.  This is not the same as task priority.

configured by: job.priority






	
static reset_agent_if_failed_and_retry(target, new_value, old_value, initiator)[source]

	




	
sent_to_agent

	Whether this task was already sent to the assigned agent






	
state

	The state of the job with a value provided by
WorkState






	
time_finished

	Time the job was finished.  This will be set when the last
task finishes and reset if a job is requeued.






	
time_started

	The time this job was started.  By default this value is set
when state is changed to an appropriate value or
when a job is requeued.






	
time_submitted

	The time the job was submitted.  By default this
defaults to using datetime.datetime.utcnow() [https://docs.python.org/3.4/library/datetime.html#datetime.datetime.utcnow]
as the source of submission time.  This value
will not be set more than once and will not
change even after a job is requeued.






	
static update_failures(target, new_value, old_value, initiator)[source]
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TaskLog

Model describing a log file for a task or batch of tasks.
A task can be associated with more than one log file, for example because it
needed to be retried and there are logs for every attempt or because the jobtype
used uses more than one process to execute a batch.
A log file can belong to more than one task if tasks have been batched together
for execution.


	
class pyfarm.models.tasklog.TaskLog(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, pyfarm.models.core.mixins.UtilityMixins, pyfarm.models.core.mixins.ReprMixin


	
agent

	Relationship between an TaskLog`and the :class:`pyfarm.models.Agent it was created on






	
agent_id

	The agent this log was created on






	
created_on

	The time when this log was created






	
id

	Provides an id for the current row.  This value should
never be directly relied upon and it’s intended for use
by relationships.






	
identifier

	The identifier for this log






	
task_associations

	








	
class pyfarm.models.tasklog.TaskTaskLogAssociation(**kwargs)[source]

	Bases: flask_sqlalchemy.Model


	
attempt

	




	
log

	




	
task

	




	
task_id

	




	
task_log_id
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Permissions

Stores users and their roles in the database.


	
class pyfarm.models.user.User(**kwargs)[source]

	Bases: flask_sqlalchemy.Model, flask_login.UserMixin, pyfarm.models.core.mixins.ReprMixin

Stores information about a user including the roles they belong to


	
REPR_COLUMNS = ('id', 'username')

	




	
active

	Enables or disables a particular user across the
entire system






	
check_password(password)[source]

	checks the password provided against the stored password






	
classmethod create(username, password, email=None, roles=None)[source]

	




	
email

	Contact email for registration and possible
notifications






	
expiration

	User expiration.  If this value is set then the user
will no longer be able to access PyFarm past the
expiration.






	
classmethod get(id_or_username)[source]

	Get a user model either by id or by the user’s username






	
get_auth_token()[source]

	




	
get_id()[source]

	




	
has_roles(allowed=None, required=None)[source]

	checks the provided arguments against the roles assigned






	
classmethod hash_password(value)[source]

	




	
id

	




	
is_active()[source]

	returns true if the user and the roles it belongs to are active






	
jobs

	




	
last_login

	The last date that this user was logged in.






	
onetime_code

	SHA256 one time use code which can be used for
unique urls such as for password resets.






	
password

	The password used to login






	
roles

	




	
subscribed_jobs

	




	
username

	The username used to login.
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Submodules



	pyfarm.scheduler.celery_app module
	Celery Application





	pyfarm.scheduler.tasks module
	Tasks












Module contents


Scheduler

This package contains the components used by PyFarm’s master to schedule
tasks, assign work to agents, and other periodic tasks that can’t be performed
inside of the web application.
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Celery Application

Creates the base instance of Celery which is used by components of
PyFarm’s master that require interaction with a task queue.  This module also
configures Celery’s beat scheduler for other tasks such as agent polling
and task assignment.
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Tasks

This module is responsible for finding and allocating tasks on agents.


	
pyfarm.scheduler.tasks.and_(*clauses)

	Produce a conjunction of expressions joined by AND.

E.g.:

from sqlalchemy import and_

stmt = select([users_table]).where(
                and_(
                    users_table.c.name == 'wendy',
                    users_table.c.enrolled == True
                )
            )





The and_() conjunction is also available using the
Python & operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') &
                (users_table.c.enrolled == True)
            )





The and_() operation is also implicit in some cases;
the Select.where() method for example can be invoked multiple
times against a statement, which will have the effect of each
clause being combined using and_():

stmt = select([users_table]).\
            where(users_table.c.name == 'wendy').\
            where(users_table.c.enrolled == True)






See also

or_()








	
pyfarm.scheduler.tasks.asc(column)

	Produce an ascending ORDER BY clause element.

e.g.:

from sqlalchemy import asc
stmt = select([users_table]).order_by(asc(users_table.c.name))





will produce SQL as:

SELECT id, name FROM user ORDER BY name ASC





The asc() function is a standalone version of the
ColumnElement.asc() method available on all SQL expressions,
e.g.:

stmt = select([users_table]).order_by(users_table.c.name.asc())









	Parameters:	column – A ColumnElement (e.g. scalar SQL expression)
with which to apply the asc() operation.






See also

desc()

nullsfirst()

nullslast()

Select.order_by()








	
pyfarm.scheduler.tasks.desc(column)

	Produce a descending ORDER BY clause element.

e.g.:

from sqlalchemy import desc

stmt = select([users_table]).order_by(desc(users_table.c.name))





will produce SQL as:

SELECT id, name FROM user ORDER BY name DESC





The desc() function is a standalone version of the
ColumnElement.desc() method available on all SQL expressions,
e.g.:

stmt = select([users_table]).order_by(users_table.c.name.desc())









	Parameters:	column – A ColumnElement (e.g. scalar SQL expression)
with which to apply the desc() operation.






See also

asc()

nullsfirst()

nullslast()

Select.order_by()








	
pyfarm.scheduler.tasks.distinct(expr)

	Produce an column-expression-level unary DISTINCT clause.

This applies the DISTINCT keyword to an individual column
expression, and is typically contained within an aggregate function,
as in:

from sqlalchemy import distinct, func
stmt = select([func.count(distinct(users_table.c.name))])





The above would produce an expression resembling:

SELECT COUNT(DISTINCT name) FROM user





The distinct() function is also available as a column-level
method, e.g. ColumnElement.distinct(), as in:

stmt = select([func.count(users_table.c.name.distinct())])





The distinct() operator is different from the
Select.distinct() method of Select,
which produces a SELECT statement
with DISTINCT applied to the result set as a whole,
e.g. a SELECT DISTINCT expression.  See that method for further
information.


See also

ColumnElement.distinct()

Select.distinct()

func








	
pyfarm.scheduler.tasks.or_(*clauses)

	Produce a conjunction of expressions joined by OR.

E.g.:

from sqlalchemy import or_

stmt = select([users_table]).where(
                or_(
                    users_table.c.name == 'wendy',
                    users_table.c.name == 'jack'
                )
            )





The or_() conjunction is also available using the
Python | operator (though note that compound expressions
need to be parenthesized in order to function with Python
operator precedence behavior):

stmt = select([users_table]).where(
                (users_table.c.name == 'wendy') |
                (users_table.c.name == 'jack')
            )






See also

and_()
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   /api
   


   
     			

     		
       /api	

     
       	
       	
       GET /api/v1/agents/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/agents/(str:agent_id) HTTP/1.1	
       

     
       	
       	
       GET /api/v1/agents/<str:agent_id>/tasks/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/agents/schema HTTP/1.1	
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       GET /api/v1/jobqueues/ HTTP/1.1	
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       GET /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/<log_identifier>/logfile HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobs/[<str:name>|<int:id>] HTTP/1.1	
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       GET /api/v1/jobs/[<str:name>|<int:id>]/tasks HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobs/[<str:name>|<int:id>]/tasks/<int:task_id> HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobs/schema HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobtypes/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobtypes/<str:tagname> HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/<int:id> HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobtypes/[<str:name>|<int:id>]/versions/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version> HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version>/code HTTP/1.1	
       

     
       	
       	
       GET /api/v1/jobtypes/schema HTTP/1.1	
       

     
       	
       	
       GET /api/v1/pathmaps/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1	
       

     
       	
       	
       GET /api/v1/pathmaps/schema HTTP/1.1	
       

     
       	
       	
       GET /api/v1/software/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/software/<str:softwarename> HTTP/1.1	
       

     
       	
       	
       GET /api/v1/software/<str:softwarename>/versions/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/software/<str:softwarename>/versions/<str:version> HTTP/1.1	
       

     
       	
       	
       GET /api/v1/software/schema HTTP/1.1	
       

     
       	
       	
       GET /api/v1/tags/<str:tagname> HTTP/1.1	
       

     
       	
       	
       GET /api/v1/tags/<str:tagname>/agents/ HTTP/1.1	
       

     
       	
       	
       GET /api/v1/tags/schema/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/agents/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/agents/(str:agent_id) HTTP/1.1	
       

     
       	
       	
       POST /api/v1/agents/<str:agent_id>/tasks/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobqueues/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobqueues/[<str:name>|<int:id>] HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobs/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobs/[<str:name>|<int:id>] HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobs/[<str:name>|<int:id>]/notified_users/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobs/[<str:name>|<int:id>]/tasks/<int:task_id> HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobtypes/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/pathmaps/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1	
       

     
       	
       	
       POST /api/v1/software/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/software/versions/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/tags/ HTTP/1.1	
       

     
       	
       	
       POST /api/v1/tags/<str:tagname>/agents/ HTTP/1.1	
       

     
       	
       	
       PUT /api/v1/agents/updates/<string:version> HTTP/1.1	
       

     
       	
       	
       PUT /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/<log_identifier>/logfile HTTP/1.1	
       

     
       	
       	
       PUT /api/v1/jobtypes/[<str:name>|<int:id>] HTTP/1.1	
       

     
       	
       	
       PUT /api/v1/software/<str:softwarename> HTTP/1.1	
       

     
       	
       	
       PUT /api/v1/tags/<str:tagname> HTTP/1.1	
       

     
       	
       	
       DELETE /api/v1/agents/(uuid:agent_id) HTTP/1.1	
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       DELETE /api/v1/jobs/[<str:name>|<int:id>]/notified_users/<str:username> HTTP/1.1	
       

     
       	
       	
       DELETE /api/v1/jobtypes/[<str:name>|<int:id>] HTTP/1.1	
       

     
       	
       	
       DELETE /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/<int:id> HTTP/1.1	
       

     
       	
       	
       DELETE /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version> HTTP/1.1	
       

     
       	
       	
       DELETE /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1	
       

     
       	
       	
       DELETE /api/v1/software/<str:softwarename> HTTP/1.1	
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# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Custom Columns and Type Generators
==================================

Special column types used by PyFarm's models.
"""

import re
import uuid
from json import dumps, loads
from textwrap import dedent

try:  # pragma: no cover
    from UserDict import UserDict
    from UserList import UserList
except ImportError:
    from collections import UserDict, UserList

from sqlalchemy.types import (
    TypeDecorator, BigInteger, Integer, UnicodeText, TypeEngine, VARBINARY)
from sqlalchemy.dialects.postgresql import UUID as POSTGRES_UUID
from netaddr import AddrFormatError, IPAddress as _IPAddress

from pyfarm.master.application import db
from pyfarm.core.enums import (
    STRING_TYPES, INTEGER_TYPES, _AgentState, _UseAgentAddress, _WorkState,
    _OperatingSystem, Values, PY3)

ID_DOCSTRING = dedent("""Provides an id for the current row.  This value should
                         never be directly relied upon and it's intended for use
                         by relationships.""")
NoneType = type(None)  # from stdlib types module
JSON_NONE = dumps(None)
RESUB_GUID_CHARS = re.compile("[{}-]")

# types which our custom column types will accept via json
try:
    # pylint: disable=undefined-variable
    JSON_CUSTOM_COLUMN_TYPES = (str, unicode, int, long)
except NameError:
    JSON_CUSTOM_COLUMN_TYPES = (str, int)

# global mappings which can be used in relationships by external
# tables
if db.engine.name == "sqlite":
    IDTypeWork = Integer
else:
    IDTypeWork = BigInteger

if db.engine.name == "postgresql":
    import psycopg2.extras
    psycopg2.extras.register_uuid()

IDTypeTag = Integer


[docs]class JSONSerializable(TypeDecorator):
    """
    Base of all custom types which process json data
    to and from the database.

    :var tuple serialize_types:
        the kinds of objects we expect to serialize to
        and from the database

    :var bool serialize_none:
        if True then return None instead of converting it to
        its json value

    :var bool allow_blank:
        if True, do not raise a :class:`ValueError` for empty data

    :var bool allow_empty:
        if True, do not raise :class:`ValueError` if the input data
        itself is empty
    """
    impl = UnicodeText
    serialize_types = None
    serialize_none = False

    # pylint: disable=super-on-old-class
    def __init__(self, *args, **kwargs):
        super(JSONSerializable, self).__init__(*args, **kwargs)

        # make sure the subclass is doing something we expect
        if self.serialize_types is None:
            raise NotImplementedError("`serialize_types` is not defined")

[docs]    def dumps(self, value):
        """
        Performs the process of dumping `value` to json.  For classes
        such as :class:`UserDict` or :class:`UserList` this will dump the
        underlying data instead of the object itself.
        """
        if isinstance(value, (UserDict, UserList)):
            value = value.data

        return dumps(value)


[docs]    def process_bind_param(self, value, dialect):
        """Converts the value being assigned into a json blob"""
        if NoneType in self.serialize_types and value is None:
            return self.dumps(value) if self.serialize_none else value
        elif NoneType not in self.serialize_types and value is None:
            return
        elif not isinstance(value, self.serialize_types):
            args = (type(value), self.__class__.__name__)
            raise ValueError("unexpected type %s for `%s`" % args)
        else:
            return self.dumps(value)


[docs]    def process_result_value(self, value, dialect):
        """Converts data from the database into a Python object"""
        if value is not None:
            value = loads(value)

        return value




[docs]class JSONList(JSONSerializable):
    """Column type for storing list objects as json"""
    serialize_types = (list, tuple, UserList)
    json_types = list



[docs]class JSONDict(JSONSerializable):
    """Column type for storing dictionary objects as json"""
    serialize_types = (dict, UserDict)
    json_types = dict



[docs]class MACAddress(TypeDecorator):
    """
    Column type which can store and retrieve MAC addresses in a more
    efficient manner
    """
    impl = BigInteger
    MAX_INT = 0xFFFFFFFFFFFF
    json_types = JSON_CUSTOM_COLUMN_TYPES

[docs]    def process_bind_param(self, value, dialect):
        if isinstance(value, int):
            if value < 0 or value > self.MAX_INT:
                args = (value, self.__class__.__name__)
                raise ValueError("invalid integer '%s' for %s" % args)
            return value

        elif isinstance(value, STRING_TYPES):
            return int("0" + value.replace(":", ""), 16)

        elif value is None:
            return value

        else:
            raise ValueError("unexpected type %s for value" % type(value))


[docs]    def process_result_value(self, value, dialect):
        if value is not None:
            out = format((value >> 40) & 0xFF, "02x")
            out += ":"
            out += format((value >> 32) & 0xFF, "02x")
            out += ":"
            out += format((value >> 24) & 0xFF, "02x")
            out += ":"
            out += format((value >> 16) & 0xFF, "02x")
            out += ":"
            out += format((value >> 8) & 0xFF, "02x")
            out += ":"
            out += format(value & 0xFF, "02x")
            return out




[docs]class IPAddress(_IPAddress):
    """
    Custom version of :class:`netaddr.IPAddress` which can match itself
    against other instance of the same class, a string, or an integer.
    """
    def __eq__(self, other):  # pylint: disable=super-on-old-class
        if isinstance(other, STRING_TYPES):
            return str(self) == other
        elif isinstance(other, int):
            return int(self) == other
        else:
            return super(IPAddress, self).__eq__(other)

    def __ne__(self, other):  # pylint: disable=super-on-old-class
        if isinstance(other, STRING_TYPES):
            return str(self) != other
        elif isinstance(other, int):
            return int(self) != other
        else:
            return super(IPAddress, self).__ne__(other)



[docs]class IPv4Address(TypeDecorator):
    """
    Column type which can store and retrieve IPv4 addresses in a more
    efficient manner
    """
    impl = BigInteger
    MAX_INT = 4294967295
    json_types = JSON_CUSTOM_COLUMN_TYPES

[docs]    def checkInteger(self, value):
        if value < 0 or value > self.MAX_INT:
            args = (value, self.__class__.__name__)
            raise ValueError("invalid integer '%s' for %s" % args)

        return value


[docs]    def process_bind_param(self, value, dialect):
        if isinstance(value, int):
            return self.checkInteger(value)

        elif isinstance(value, STRING_TYPES):
            try:
                return self.checkInteger(int(IPAddress(value.replace("%", ""))))
            except AddrFormatError:  # pragma: no cover
                # value provided is coming from a form search
                if "%" in value:
                    return None
                raise

        elif isinstance(value, _IPAddress):
            return int(value)

        elif value is None:
            return value

        else:
            raise ValueError("unexpected type %s for value" % type(value))


[docs]    def process_result_value(self, value, dialect):
        if value is not None:
            value = IPAddress(value)
            self.checkInteger(int(value))
            return value




[docs]class EnumType(TypeDecorator):
    """
    Special column type which handles translation from a human
    readable enum into an integer that the database can use.

    :var enum:
        required class level variable which defines what enum
        this custom column handles

    :raises AssertionError:
        raised if ``enum`` is not set on the class
    """
    impl = Integer
    enum = NotImplemented
    json_types = JSON_CUSTOM_COLUMN_TYPES

    # pylint: disable=super-on-old-class
    def __init__(self, *args, **kwargs):
        super(EnumType, self).__init__(*args, **kwargs)
        assert self.enum is not NotImplemented, "`enum` not set"

[docs]    def process_bind_param(self, value, dialect):
        """
        Takes ``value`` and maps it to the internal integer.

        :raises ValueError:
            raised if ``value`` is not part of the class level
            ``enum`` mapping
        """
        if value is None:
            return None

        elif isinstance(value, Values):
            return value.int

        else:
            return self.process_result_value(value, dialect).int


[docs]    def process_result_value(self, value, dialect):
        if value is not None:
            for enum_value in self.enum:
                if value == enum_value:
                    return enum_value
            else:
                error_args = (repr(value), repr(self.enum))
                raise ValueError(
                    "failed to map %s to an enum value in %s" % error_args)

        return value




[docs]class UUIDType(TypeDecorator):
    """
    Custom column type which handles UUIDs in the appropriate
    manner for various databases.
    """
    impl = TypeEngine
    json_types = uuid.UUID

    def _to_uuid(self, value):
        if isinstance(value, uuid.UUID):
            return value

        elif isinstance(value, INTEGER_TYPES):
            return uuid.UUID(int=value)

        elif PY3 and isinstance(value, bytes):
            return uuid.UUID(bytes=value)

        elif isinstance(value, STRING_TYPES):
            try:
                return uuid.UUID(value)
            except ValueError:  # pragma: no cover
                if PY3:  # We handle bytes above
                    raise
                return uuid.UUID(bytes=value)

        else:
            raise TypeError("Don't know how to handle %s" % type(value))

[docs]    def load_dialect_impl(self, dialect):
        if dialect.name == "postgresql":
            return dialect.type_descriptor(POSTGRES_UUID())

        return dialect.type_descriptor(VARBINARY(16))


[docs]    def process_bind_param(self, value, dialect):
        if value is None:
            return value

        value = self._to_uuid(value)

        if dialect.name == "postgresql":
            return value

        return value.bytes


[docs]    def process_result_value(self, value, dialect):
        if value is None:
            return value

        return self._to_uuid(value)




[docs]class OperatingSystemEnum(EnumType):
    """custom column type for working with :class:`.AgentState`"""
    enum = _OperatingSystem



[docs]class UseAgentAddressEnum(EnumType):
    """custom column type for working with :class:`.UseAgentAddress`"""
    enum = _UseAgentAddress



[docs]class AgentStateEnum(EnumType):
    """custom column type for working with :class:`.AgentState`"""
    enum = _AgentState



[docs]class WorkStateEnum(EnumType):
    """custom column type for working with :class:`.WorkState`"""
    enum = _WorkState


IDTypeAgent = UUIDType


[docs]def id_column(column_type=None, **kwargs):
    """
    Produces a column used for `id` on each table.  Typically this is done
    using a class in :mod:`pyfarm.models.mixins` however because of the ORM
    and the table relationships it's cleaner to have a function produce
    the column.
    """
    kwargs.setdefault("primary_key", True)
    kwargs.setdefault("autoincrement", True)
    kwargs.setdefault("doc", ID_DOCSTRING)
    kwargs.setdefault("nullable", False)
    return db.Column(column_type or Integer, **kwargs)
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# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Mixin Classes
=============

Module containing mixins which can be used by multiple models.
"""

from datetime import datetime
from collections import namedtuple

try:
    from httplib import INTERNAL_SERVER_ERROR
except ImportError:
    from http.client import INTERNAL_SERVER_ERROR

from sqlalchemy.orm import validates, class_mapper

from pyfarm.core.enums import DBWorkState, _WorkState, Values, PY2
from pyfarm.core.logger import getLogger
from pyfarm.core.config import read_env_int
from pyfarm.models.core.types import IPAddress

logger = getLogger("models.mixin")

# stores information about a model's columns
# and relationships
ModelTypes = namedtuple(
    "ModelTypes",
    ("primary_keys", "autoincrementing", "columns", "required",
     "relationships", "mappings"))


[docs]class ValidatePriorityMixin(object):
    """
    Mixin that adds a `state` column and uses a class
    level `STATE_ENUM` attribute to assist in validation.
    """
    MIN_PRIORITY = read_env_int("PYFARM_QUEUE_MIN_PRIORITY", -1000)
    MAX_PRIORITY = read_env_int("PYFARM_QUEUE_MAX_PRIORITY", 1000)

    # quick check of the configured data
    assert MAX_PRIORITY >= MIN_PRIORITY, "MIN_PRIORITY must be <= MAX_PRIORITY"

    @validates("priority")
[docs]    def validate_priority(self, key, value):
        """ensures the value provided to priority is valid"""
        if value is None or self.MIN_PRIORITY <= value <= self.MAX_PRIORITY:
            return value

        err_args = (key, self.MIN_PRIORITY, self.MAX_PRIORITY, value)
        raise ValueError(
            "%s must be between %s and %s, got %s instead" % err_args)


    @validates("attempts")
[docs]    def validate_attempts(self, key, value):
        """ensures the number of attempts provided is valid"""
        if value is None or value >= 0:
            return value

        raise ValueError("%s cannot be less than zero" % key)




[docs]class ValidateWorkStateMixin(object):
    STATE_ENUM = NotImplemented

[docs]    def validate_state(self, key, value):
        """Ensures that ``value`` is a member of ``STATE_ENUM``"""
        assert self.STATE_ENUM is not NotImplemented

        if value not in self.STATE_ENUM:
            raise ValueError("`%s` is not a valid state" % value)

        return value


    @validates("state")
[docs]    def validate_state_column(self, key, value):
        """validates the state column"""
        return self.validate_state(key, value)




[docs]class WorkStateChangedMixin(object):
    """
    Mixin which adds a static method to be used when the model
    state changes
    """
    @staticmethod
[docs]    def state_changed(target, new_value, old_value, initiator):
        """update the datetime objects depending on the new value"""

        if (new_value == _WorkState.RUNNING and
            (old_value not in [_WorkState.RUNNING, _WorkState.PAUSED] or
             target.time_started == None)):
            target.time_started = datetime.utcnow()
            target.time_finished = None

        elif new_value in (_WorkState.DONE, _WorkState.FAILED):
            target.time_finished = datetime.utcnow()




[docs]class UtilityMixins(object):
    """
    Mixins which can be used to produce dictionaries
    of existing data.

    :const dict DICT_CONVERT_COLUMN:
        A dictionary containing key value pairs of attribute names
        and a function to retrieve the attribute.  The function should
        take a single input and return the value itself.  Optionally,
        you can also use the ``NotImplemented`` object to exclude
        some columns from the results.
    """
    DICT_CONVERT_COLUMN = {}

    def _to_dict_column(self, name):
        """
        Default method used by :meth:`.to_dict` to convert a column to
        a standard value.
        """
        value = getattr(self, name)
        if isinstance(value, Values):
            return value.str
        elif isinstance(value, IPAddress):
            return str(value)
        else:
            return value

    def _to_dict_relationship(self, name):
        """
        Default method used by :meth:`.to_dict` to convert a relationship
        to a standard value.  In the event this method does not know
        how to unpack a relationship it will raise a ``NotImplementedError``
        """
        relation = getattr(self.__class__, name)
        relation_object = getattr(self, name)

        if relation_object is None:
            return

        if relation.property.uselist:
            out = []
            for relationship in relation_object:
                if name == "tags":
                    out.append(relationship.tag)
                elif name == "projects":
                    out.append(relationship.name)
                elif name == "software":
                    out.append(relationship.name)
                elif name == "versions":
                    out.append({"id": relationship.id,
                                "version": relationship.version,
                                "rank": relationship.rank})
                elif name == "software_versions":
                    out.append({"id": relationship.id,
                                "software": relationship.software.software,
                                "version": relationship.version,
                                "rank": relationship.rank})
                elif name in ("jobs", "agents"):
                    out.append(relationship.id)
                elif name == "software_requirements":
                    out.append({"software_id": relationship.software_id,
                                "software": relationship.software.software,
                                "min_version_id": relationship.min_version_id,
                                "min_version":
                                    (relationship.min_version.version
                                     if relationship.min_version else None),
                                "max_version_id": relationship.max_version_id,
                                "max_version":
                                    (relationship.max_version.version
                                     if relationship.max_version else None)})
                elif name in ("tasks", "tasks_queued", "tasks_done",
                              "tasks_failed"):
                    out.append({"id": relationship.id,
                                "frame": relationship.frame,
                                "state": str(relationship.state)})
                elif name == "notified_users":
                    out.append({"id": relationship.user_id,
                                "username": relationship.user.username,
                                "email": relationship.user.email,
                                "on_success": relationship.on_success,
                                "on_failure": relationship.on_failure,
                                "on_deletion": relationship.on_deletion})
                elif name == "parents":
                    out.append({"id": relationship.id,
                                "title": relationship.title})
                elif name == "children":
                    out.append({"id": relationship.id,
                                "title": relationship.title})
                else:
                    raise NotImplementedError(
                        "don't know how to unpack relationships for `%s`" % name)
        else:
            if name == "software":
                out = {"software": relation_object.software,
                       "id":  relation_object.id}
            elif name == "jobtype_version":
                out = {"version": relation_object.version,
                       "jobtype": relation_object.jobtype.name}
            elif name in ("min_version", "max_version"):
                out = {"id": relation_object.id,
                       "version": relation_object.version}
            elif name == "job":
                out = {"id": relation_object.id,
                       "title": relation_object.title}
            elif name == "agent":
                out = {"id": relation_object.id,
                       "hostname": relation_object.hostname,
                       "remote_ip": str(relation_object.remote_ip),
                       "port": relation_object.port}
            elif name == "parent":
                out = {"id": relation_object.id,
                       "name": relation_object.name,
                       "priority": relation_object.priority,
                       "weight": relation_object.weight,
                       "maximum_agents": relation_object.maximum_agents,
                       "minimum_agents": relation_object.minimum_agents}
            else:
                raise NotImplementedError(
                    "don't know how to unpack relationships for `%s`" % name)

        return out

[docs]    def to_dict(self, unpack_relationships=True):
        """
        Produce a dictionary of existing data in the table

        :type unpack_relationships: list, tuple, set, bool
        :param unpack_relationships:
            If ``True`` then unpack all relationships.  If
            ``unpack_relationships`` is an iterable such as a list or
            tuple object then only unpack those relationships.
        """
        if not isinstance(self.DICT_CONVERT_COLUMN, dict):
            raise TypeError(
                "expected %s.DICT_CONVERT_COLUMN to "
                "be a dictionary" % self.__class__.__name__)

        results = {}
        types = self.types()

        # first convert all the non-relationship columns
        for name in types.columns:
            converter = self.DICT_CONVERT_COLUMN.get(
                name, self._to_dict_column)

            if converter is NotImplemented:
                continue

            elif not callable(converter):
                raise TypeError(
                    "converter function for %s was not callable" % name)

            else:
                results[name] = converter(name)

        # unpack all relationships
        if unpack_relationships is True:
            relationships = types.relationships

        # unpack the intersection of the requested relationships
        # and the real relationships
        elif isinstance(unpack_relationships, (list, set, tuple)):
            relationships = set(unpack_relationships) & types.relationships

        else:
            relationships = set()

        for name in relationships:
            converter = self.DICT_CONVERT_COLUMN.get(
                name, self._to_dict_relationship)

            if converter is NotImplemented:
                continue

            elif not callable(converter):
                raise TypeError(
                    "converter function for %s was not callable" % name)

            else:
                results[name] = converter(name)

        return results


    @classmethod
[docs]    def to_schema(cls):
        """
        Produce a dictionary which represents the
        table's schema in a basic format
        """
        result = {}

        for name in cls.types().columns:
            column = cls.__table__.c[name]

            try:
                column.type.python_type
            except NotImplementedError:
                result[name] = column.type.__class__.__name__
            else:
                result[name] = str(column.type)

        return result


    @classmethod
[docs]    def types(cls):
        """
        A classmethod that constructs a ``namedtuple`` object with four
        attributes:

            * primary_keys - set of all primary key(s) names
            * autoincrementing - set of all columns which have autoincrement set
            * columns - set of all column names
            * required - set of all required columns (non-nullable wo/defaults)
            * relationships - not columns themselves but do store relationships
            * mappings - contains a dictionary with each field mapping to a
              Python type
        """
        mapper = class_mapper(cls)
        primary_keys = set()
        autoincrementing = set()
        columns = set()
        required = set()
        relationships = set(
            name for name, column in mapper.relationships.items())

        # TODO: it's possible though unlikely, based on our current tables,
        # that a relationship this could be some other than a list
        type_mapping = dict((name, list) for name in relationships)

        # create sets for all true columns, primary keys,
        # and required columns
        for name, column in mapper.c.items():
            columns.add(name)

            if column.primary_key:
                primary_keys.add(name)

            if column.autoincrement:
                autoincrementing.add(name)

            if column.primary_key and not column.autoincrement:
                required.add(name)

            if not column.nullable and column.default is None:
                required.add(name)

            # get the Python type(s)
            try:
                python_types = column.type.python_type
            except NotImplementedError:  # custom type object
                python_types = column.type.json_types

            # if we're using Python 2.x be sure that we include
            # a couple of extra types that could potentially
            # come in with a request
            if PY2 and python_types is str:
                # pylint: disable=undefined-variable
                python_types = (python_types, unicode)

            elif PY2 and python_types is int:
                # pylint: disable=undefined-variable
                python_types = (python_types, long)

            type_mapping[name] = python_types

        return ModelTypes(
            primary_keys=primary_keys,
            autoincrementing=autoincrementing,
            columns=columns,
            required=required,
            relationships=relationships,
            mappings=type_mapping)




[docs]class ReprMixin(object):
    """
    Mixin which allows model classes to to convert columns into a more
    easily read object format.

    :cvar tuple REPR_COLUMNS:
        the columns to convert

    :cvar dict REPR_CONVERT_COLUMN:
        optional dictionary containing columns names and functions
        for converting to a more readable string format
    """
    REPR_COLUMNS = NotImplemented
    REPR_CONVERT_COLUMN = {}

    def __repr__(self):
        if self.REPR_COLUMNS is NotImplemented:
            return super(ReprMixin, self).__repr__()

        column_data = []
        for name in self.REPR_COLUMNS:
            convert = self.REPR_CONVERT_COLUMN.get(name, repr)
            try:
                column_data.append(
                    "%s=%s" % (name, convert(getattr(self, name))))

            except AttributeError:
                logger.warning("%s has no such column %s" % (
                    self.__class__.__name__, repr(name)))

        return "%s(%s)" % (self.__class__.__name__, ", ".join(column_data))
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  Source code for pyfarm.models.jobqueue

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Job Queue Model
===============

Model for job queues
"""

from sys import maxsize
from textwrap import dedent
from functools import reduce
from logging import DEBUG

from sqlalchemy import event, desc, asc, func, distinct, or_
from sqlalchemy.schema import UniqueConstraint

from pyfarm.core.config import read_env_int, read_env_bool

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import WorkState, _WorkState
from pyfarm.master.application import db
from pyfarm.models.core.cfg import (
    TABLE_JOB_QUEUE, MAX_JOBQUEUE_NAME_LENGTH, MAX_JOBQUEUE_PATH_LENGTH)
from pyfarm.models.core.mixins import UtilityMixins, ReprMixin
from pyfarm.models.core.types import id_column, IDTypeWork

PREFER_RUNNING_JOBS = read_env_bool("PYFARM_PREFER_RUNNING_JOBS", True)
logger = getLogger("pf.models.jobqueue")
if read_env_bool("PYFARM_JOBQUEUE_DEBUG", True):
    logger.setLevel(DEBUG)


[docs]class JobQueue(db.Model, UtilityMixins, ReprMixin):
    """
    Stores information about a job queue. Used for flexible, configurable
    distribution of computing capacity to jobs.
    """
    __tablename__ = TABLE_JOB_QUEUE
    __table_args__ = (UniqueConstraint("parent_jobqueue_id", "name"),)

    REPR_COLUMNS = ("id", "name")

    id = id_column(IDTypeWork)
    parent_jobqueue_id = db.Column(IDTypeWork,
                                   db.ForeignKey("%s.id" % TABLE_JOB_QUEUE),
                                   nullable=True,
                                   doc="The parent queue of this queue. If "
                                       "NULL, this is a top level queue.")
    name = db.Column(db.String(MAX_JOBQUEUE_NAME_LENGTH), nullable=False)
    minimum_agents = db.Column(db.Integer, nullable=True,
                          doc=dedent("""
                          The scheduler will try to assign at least this number
                          of agents to jobs in or below this queue as long as it
                          can use them, before any other considerations."""))
    maximum_agents = db.Column(db.Integer, nullable=True,
                          doc=dedent("""
                          The scheduler will never assign more than this number
                          of agents to jobs in or below this queue."""))
    priority = db.Column(db.Integer, nullable=False,
                         default=read_env_int(
                                   "PYFARM_QUEUE_DEFAULT_PRIORITY", 0),
                         doc=dedent("""
                             The priority of this job queue.
                             The scheduler will not assign any nodes to other
                             job queues or jobs with the same parent and a lower
                             priority as long as this one can still use nodes.
                             The minimum_agents column takes precedence over
                             this."""))
    weight = db.Column(db.Integer, nullable=False,
                       default=read_env_int(
                                   "PYFARM_QUEUE_DEFAULT_WEIGHT", 10),
                       doc=dedent("""
                            The weight of this job queue.
                            The scheduler will distribute available agents
                            between jobs and job queues in the same queue
                            in proportion to their weights.
                            """))
    fullpath = db.Column(db.String(MAX_JOBQUEUE_PATH_LENGTH),
                         doc="The path of this jobqueue.  This column is a "
                             "database denormalization.  It is technically "
                             "redundant, but faster to access than recursively "
                             "querying all parent queues.  If set to NULL, the "
                             "path must be computed by recursively querying "
                             "the parent queues.")
    parent = db.relationship("JobQueue",
                             remote_side=[id],
                             backref=db.backref("children", lazy="dynamic"),
                             doc="Relationship between this queue its parent")

[docs]    def path(self):
        # Import here instead of at the top to break circular dependency
        from pyfarm.scheduler.tasks import cache_jobqueue_path

        if self.fullpath:
            return self.fullpath
        else:
            cache_jobqueue_path.delay(self.id)
            path = "/%s" % (self.name or "")
            if self.parent:
                return self.parent.path() + path
            else:
                return path


[docs]    def num_assigned_agents(self):
        try:
            return self.assigned_agents_count
        except AttributeError:
            # Import down here instead of at the top to avoid circular import
            from pyfarm.models.task import Task
            from pyfarm.models.job import Job

            self.assigned_agents_count = 0
            for queue in self.children:
                self.assigned_agents_count += queue.num_assigned_agents()
            self.assigned_agents_count +=\
                db.session.query(distinct(Task.agent_id)).\
                    filter(Task.job.has(Job.queue == self),
                           Task.agent_id != None,
                           or_(Task.state == None,
                               Task.state == WorkState.RUNNING)).count()

            return self.assigned_agents_count


[docs]    def get_job_for_agent(self, agent):
        # Import down here instead of at the top to avoid circular import
        from pyfarm.models.job import Job

        supported_types = agent.get_supported_types()
        if not supported_types:
            return None

        child_jobs = Job.query.filter(or_(Job.state == WorkState.RUNNING,
                                          Job.state == None),
                                      Job.job_queue_id == self.id,
                                      ~Job.parents.any(or_(
                                          Job.state == None,
                                          Job.state != WorkState.DONE)),
                                      Job.jobtype_version_id.in_(
                                            supported_types)).all()
        child_queues = JobQueue.query.filter(
            JobQueue.parent_jobqueue_id == self.id).all()

        # Before anything else, enforce minimums
        for job in child_jobs:
            if job.state == _WorkState.RUNNING:
                if (job.num_assigned_agents() < (job.minimum_agents or 0) and
                    job.num_assigned_agents()+1 <
                        (job.maximum_agents or maxsize) and
                    job.can_use_more_agents()):
                    return job
            elif job.minimum_agents and job.minimum_agents > 0:
                return job

        for queue in child_queues:
            if (queue.num_assigned_agents() < (queue.minimum_agents or 0) and
                queue.num_assigned_agents() + 1 <
                    (queue.maximum_agents or maxsize)):
                job = queue.get_job_for_agent(agent)
                if job:
                    return job

        objects_by_priority = {}

        for queue in child_queues:
            if queue.priority in objects_by_priority:
                objects_by_priority[queue.priority] += [queue]
            else:
                objects_by_priority[queue.priority] = [queue]

        for job in child_jobs:
            if job.priority in objects_by_priority:
                objects_by_priority[job.priority] += [job]
            else:
                objects_by_priority[job.priority] = [job]

        available_priorities = sorted(objects_by_priority.keys(), reverse=True)

        # Work through the priorities in descending order
        for priority in available_priorities:
            objects = objects_by_priority[priority]
            active_objects = [x for x in objects if
                              (type(x) != Job or x.state == _WorkState.RUNNING)]
            weight_sum = reduce(lambda a, b: a + b.weight, active_objects, 0)
            total_assigned = reduce(lambda a, b: a + b.num_assigned_agents(),
                                    objects, 0)
            objects.sort(key=(lambda x:
                               ((float(x.weight) / weight_sum)
                                    if weight_sum else 0) -
                               ((float(x.num_assigned_agents()) / total_assigned)
                                    if total_assigned else 0)),
                         reverse=True)

            selected_job = None
            for item in objects:
                if isinstance(item, Job):
                    if item.state == _WorkState.RUNNING:
                        if (item.can_use_more_agents() and
                            item.num_assigned_agents() + 1 <
                                (item.maximum_agents or maxsize)):
                            if PREFER_RUNNING_JOBS:
                                return item
                            elif (selected_job is None or
                                  selected_job.time_submitted >
                                    item.time_submitted):
                                selected_job = item
                    elif (selected_job is None or
                          selected_job.time_submitted > item.time_submitted):
                        # If this job is not running yet, remember it, but keep
                        # looking for already running or queued but older jobs
                        selected_job = item
                if isinstance(item, JobQueue):
                    if (item.num_assigned_agents() + 1 <
                            (item.maximum_agents or maxsize)):
                        job = item.get_job_for_agent(agent)
                        if job:
                            return job
            if selected_job:
                return selected_job

        return None


    @staticmethod
[docs]    def top_level_unique_check(mapper, connection, target):
        if target.parent_jobqueue_id is None:
            count = JobQueue.query.filter_by(parent_jobqueue_id=None,
                                             name=target.name).count()
            if count > 0:
                raise ValueError("Cannot have two jobqueues named %r at the "
                                 "top level" % target.name)



event.listen(JobQueue, "before_insert", JobQueue.top_level_unique_check)
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  Source code for pyfarm.models.task

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Task Models
===========

Models and interface classes related to tasks
"""

from functools import partial
from textwrap import dedent

from sqlalchemy import event
from sqlalchemy.orm.attributes import NO_VALUE, NO_CHANGE
from sqlalchemy.sql import or_, and_

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import WorkState, _WorkState
from pyfarm.master.application import db
from pyfarm.models.core.types import IDTypeAgent, IDTypeWork
from pyfarm.models.core.functions import work_columns, repr_enum
from pyfarm.models.core.cfg import (
    TABLE_JOB, TABLE_TASK, TABLE_AGENT)
from pyfarm.models.core.mixins import (
    ValidatePriorityMixin, WorkStateChangedMixin, UtilityMixins, ReprMixin,
    ValidateWorkStateMixin)

__all__ = ("Task", )

logger = getLogger("models.task")


[docs]class Task(db.Model, ValidatePriorityMixin, ValidateWorkStateMixin,
           WorkStateChangedMixin, UtilityMixins, ReprMixin):
    """
    Defines a task which a child of a :class:`Job`.  This table represents
    rows which contain the individual work unit(s) for a job.
    """
    __tablename__ = TABLE_TASK
    STATE_ENUM = list(WorkState) + [None]
    STATE_DEFAULT = None
    REPR_COLUMNS = ("id", "state", "frame", "project")
    REPR_CONVERT_COLUMN = {"state": partial(repr_enum, enum=STATE_ENUM)}

    # shared work columns
    id, state, priority, time_submitted, time_started, time_finished = \
        work_columns(STATE_DEFAULT, "job.priority")
    agent_id = db.Column(IDTypeAgent, db.ForeignKey("%s.id" % TABLE_AGENT),
                         doc="Foreign key which stores :attr:`Job.id`")
    job_id = db.Column(IDTypeWork, db.ForeignKey("%s.id" % TABLE_JOB),
                       nullable=False,
                       doc="Foreign key which stores :attr:`Job.id`")
    hidden = db.Column(db.Boolean, default=False,
                       doc=dedent("""
                       hides the task from queue and web ui"""))
    attempts = db.Column(db.Integer, nullable=False, default=0,
                         doc=dedent("""
                         The number of attempts which have been made on this
                         task. This value is auto incremented when
                         :attr:`state` changes to a value synonymous with a
                         running state."""))
    failures = db.Column(db.Integer, nullable=False, default=0,
                         doc=dedent("""
                         The number of times this task has failed. This value
                         is auto incremented when :attr:`state` changes to a
                         value synonymous with a failed state."""))
    frame = db.Column(db.Numeric(10, 4), nullable=False,
                      doc="The frame this :class:`Task` will be executing.")
    last_error = db.Column(db.UnicodeText, nullable=True,
                           doc="This column may be set when an error is "
                               "present.  The agent typically sets this "
                               "column when the job type either can't or "
                               "won't run a given task.  This column will "
                               "be cleared whenever the task's state is "
                               "returned to a non-error state.")
    sent_to_agent = db.Column(db.Boolean, default=False, nullable=False,
                              doc="Whether this task was already sent to the "
                                  "assigned agent")

    # relationships
    job = db.relationship("Job",
                          backref=db.backref("tasks", lazy="dynamic"),
                          doc=dedent("""
                          relationship attribute which retrieves the
                          associated job for this task"""))

    @staticmethod
[docs]    def increment_attempts(target, new_value, old_value, initiator):
        if new_value is not None and new_value != old_value:
            target.attempts += 1


    @staticmethod
[docs]    def update_failures(target, new_value, old_value, initiator):
        if new_value == WorkState.FAILED and new_value != old_value:
            target.failures += 1


    @staticmethod
[docs]    def reset_agent_if_failed_and_retry(
            target, new_value, old_value, initiator):
        # There's nothing else we should do here if
        # we don't have a parent job.  This can happen if you're
        # testing or a job is disconnected from a task.
        if target.job is None:
            return new_value

        if (new_value == WorkState.FAILED and
            target.failures <= target.job.requeue):
            logger.info("Failed task %s will be retried", target.id)
            target.agent_id = None
            return None
        else:
            return new_value


    @staticmethod
[docs]    def clear_error_state(target, new_value, old_value, initiator):
        """
        Sets ``last_error`` column to ``None`` if the task's state is 'done'
        """
        if new_value == WorkState.DONE and target.last_error is not None:
            target.last_error = None



event.listen(Task.state, "set", Task.clear_error_state)
event.listen(Task.state, "set", Task.state_changed)
event.listen(Task.state, "set", Task.update_failures)
event.listen(Task.agent_id, "set", Task.increment_attempts)
event.listen(Task.state, "set", Task.reset_agent_if_failed_and_retry,
             retval=True)
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  Source code for pyfarm.models.core.functions

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.


"""
Functions
=========

Contains core functions and data for use by :mod:`pyfarm.models`
"""

from uuid import UUID
from datetime import datetime
from textwrap import dedent

from pyfarm.core.enums import STRING_TYPES
from pyfarm.core.config import read_env_int
from pyfarm.master.application import db
from pyfarm.models.core.types import (
    id_column, IDTypeWork, IPAddress, WorkStateEnum)

DEFAULT_PRIORITY = read_env_int("PYFARM_QUEUE_DEFAULT_PRIORITY", 0)


[docs]def modelfor(model, table):
    """
    Returns True if the given `model` object is for the
    expected `table`.

    >>> from pyfarm.models.core.cfg import TABLE_AGENT
    >>> from pyfarm.models.agent import Agent
    >>> modelfor(Agent("foo", "10.56.0.0", "255.0.0.0"), TABLE_AGENT)
    True
    """
    try:
        return model.__tablename__ == table
    except AttributeError:
        return False



[docs]def getuuid(value, table, table_attrib, error_tail):
    """
    Returns the proper value for the given input.  Depending on the type being
    provided this will return one of the following:

        * None
        * the value from an attribute
        * string from a UUID
        * the original value (after validating it's a UUID)

    :arg string value:
        the value to validate and returning data from

    :arg string table:
        the table which the provided `value` belongs to

    :arg string table_attrib:
        the attribute to use when attempting to pull data off of a model
        object

    :arg string error_tail:
        added to the end of error messages

    :arg str error_text:
        error text to render in the event of problems

    :exception ValueError:
        raised when the provided input is invalid, blank, or otherwise
        unexpected
    """
    if value is None:
        return value

    elif modelfor(value, table):
        value = getattr(value, table_attrib, None)
        if value is None:
            raise ValueError("null id provided for %s" % error_tail)
        return value

    # if a string was provided then we should
    # try to convert it into a uuid first to
    # be sure it's valid
    elif isinstance(value, STRING_TYPES):
        UUID(value)
        return value

    elif isinstance(value, UUID):
        return str(value)

    else:
        raise ValueError("failed to determine %s" % error_tail)



[docs]def work_columns(state_default, priority_default):
    """
    Produces some default columns which are used by models which produce work.
    """
    return (
        # id
        id_column(IDTypeWork),

        # state
        db.Column(WorkStateEnum, default=state_default,
                  doc=dedent("""
                  The state of the job with a value provided by
                  :class:`.WorkState`""")),

        # priority
        db.Column(db.Integer,
                  default=DEFAULT_PRIORITY,
                  doc=dedent("""
                  The priority of the job relative to others in the
                  queue.  This is not the same as task priority.

                  **configured by**: `%s`""" % priority_default)),

        # time_submitted
        db.Column(db.DateTime,
                  default=datetime.utcnow,
                  doc=dedent("""
                  The time the job was submitted.  By default this
                  defaults to using :meth:`datetime.datetime.utcnow`
                  as the source of submission time.  This value
                  will not be set more than once and will not
                  change even after a job is requeued.""")),

        # time_started
        db.Column(db.DateTime,
                  doc=dedent("""
                  The time this job was started.  By default this value is set
                  when :attr:`state` is changed to an appropriate value or
                  when a job is requeued.""")),

        # time_finished
        db.Column(db.DateTime,
                  doc=dedent("""
                  Time the job was finished.  This will be set when the last
                  task finishes and reset if a job is requeued."""))
    )



[docs]def split_and_extend(items):
    """
    Takes a list of input elements and splits them
    before producing an extended set.

    **Example**
        >>> split_and_extend(["root.admin", "admin"])
        set(['admin', 'root.admin', 'root'])
    """
    if not items:
        return items

    output = set()

    for item in items:
        current = []

        for split_item in item.split("."):
            current = current + [split_item]
            output.add(".".join(current))

    return output



[docs]def repr_ip(value):
    """properly formats an :class:`.IPAddress` object"""
    if isinstance(value, IPAddress):
        value = value.format()
    return repr(value)



[docs]def repr_enum(value, enum=None):
    """produces the string representation of an enum value"""
    assert enum is not None, "`enum` required"

    for key, value in enum._asdict().iteritems():
        if value == value:
            return repr(key)

    raise KeyError(
        "%s does not map to a key in %s" % (repr(value), enum.__class__))
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  Source code for wtforms.fields.core

from __future__ import unicode_literals

import datetime
import decimal
import itertools

from wtforms import widgets
from wtforms.compat import text_type, izip
from wtforms.i18n import DummyTranslations
from wtforms.validators import StopValidation
from wtforms.utils import unset_value


__all__ = (
    'BooleanField', 'DecimalField', 'DateField', 'DateTimeField', 'FieldList',
    'FloatField', 'FormField', 'IntegerField', 'RadioField', 'SelectField',
    'SelectMultipleField', 'StringField',
)


class Field(object):
    """
    Field base class
    """
    errors = tuple()
    process_errors = tuple()
    raw_data = None
    validators = tuple()
    widget = None
    _formfield = True
    _translations = DummyTranslations()
    do_not_call_in_templates = True  # Allow Django 1.4 traversal

    def __new__(cls, *args, **kwargs):
        if '_form' in kwargs and '_name' in kwargs:
            return super(Field, cls).__new__(cls)
        else:
            return UnboundField(cls, *args, **kwargs)

    def __init__(self, label=None, validators=None, filters=tuple(),
                 description='', id=None, default=None, widget=None,
                 _form=None, _name=None, _prefix='', _translations=None,
                 _meta=None):
        """
        Construct a new field.

        :param label:
            The label of the field.
        :param validators:
            A sequence of validators to call when `validate` is called.
        :param filters:
            A sequence of filters which are run on input data by `process`.
        :param description:
            A description for the field, typically used for help text.
        :param id:
            An id to use for the field. A reasonable default is set by the form,
            and you shouldn't need to set this manually.
        :param default:
            The default value to assign to the field, if no form or object
            input is provided. May be a callable.
        :param widget:
            If provided, overrides the widget used to render the field.
        :param _form:
            The form holding this field. It is passed by the form itself during
            construction. You should never pass this value yourself.
        :param _name:
            The name of this field, passed by the enclosing form during its
            construction. You should never pass this value yourself.
        :param _prefix:
            The prefix to prepend to the form name of this field, passed by
            the enclosing form during construction.
        :param _translations:
            A translations object providing message translations. Usually
            passed by the enclosing form during construction. See
            :doc:`I18n docs <i18n>` for information on message translations.
        :param _meta:
            If provided, this is the 'meta' instance from the form. You usually
            don't pass this yourself.

        If `_form` and `_name` isn't provided, an :class:`UnboundField` will be
        returned instead. Call its :func:`bind` method with a form instance and
        a name to construct the field.
        """
        if _translations is not None:
            self._translations = _translations

        if _meta is not None:
            self.meta = _meta
        elif _form is not None:
            self.meta = _form.meta
        else:
            raise TypeError("Must provide one of _form or _meta")

        self.default = default
        self.description = description
        self.filters = filters
        self.flags = Flags()
        self.name = _prefix + _name
        self.short_name = _name
        self.type = type(self).__name__
        self.validators = validators or list(self.validators)

        self.id = id or self.name
        self.label = Label(self.id, label if label is not None else self.gettext(_name.replace('_', ' ').title()))

        if widget is not None:
            self.widget = widget

        for v in self.validators:
            flags = getattr(v, 'field_flags', ())
            for f in flags:
                setattr(self.flags, f, True)

    def __unicode__(self):
        """
        Returns a HTML representation of the field. For more powerful rendering,
        see the `__call__` method.
        """
        return self()

    def __str__(self):
        """
        Returns a HTML representation of the field. For more powerful rendering,
        see the `__call__` method.
        """
        return self()

    def __html__(self):
        """
        Returns a HTML representation of the field. For more powerful rendering,
        see the :meth:`__call__` method.
        """
        return self()

    def __call__(self, **kwargs):
        """
        Render this field as HTML, using keyword args as additional attributes.

        This delegates rendering to
        :meth:`meta.render_field <wtforms.meta.DefaultMeta.render_field>`
        whose default behavior is to call the field's widget, passing any
        keyword arguments from this call along to the widget.

        In all of the WTForms HTML widgets, keyword arguments are turned to
        HTML attributes, though in theory a widget is free to do anything it
        wants with the supplied keyword arguments, and widgets don't have to
        even do anything related to HTML.
        """
        return self.meta.render_field(self, kwargs)

    def gettext(self, string):
        """
        Get a translation for the given message.

        This proxies for the internal translations object.

        :param string: A unicode string to be translated.
        :return: A unicode string which is the translated output.
        """
        return self._translations.gettext(string)

    def ngettext(self, singular, plural, n):
        """
        Get a translation for a message which can be pluralized.

        :param str singular: The singular form of the message.
        :param str plural: The plural form of the message.
        :param int n: The number of elements this message is referring to
        """
        return self._translations.ngettext(singular, plural, n)

    def validate(self, form, extra_validators=tuple()):
        """
        Validates the field and returns True or False. `self.errors` will
        contain any errors raised during validation. This is usually only
        called by `Form.validate`.

        Subfields shouldn't override this, but rather override either
        `pre_validate`, `post_validate` or both, depending on needs.

        :param form: The form the field belongs to.
        :param extra_validators: A sequence of extra validators to run.
        """
        self.errors = list(self.process_errors)
        stop_validation = False

        # Call pre_validate
        try:
            self.pre_validate(form)
        except StopValidation as e:
            if e.args and e.args[0]:
                self.errors.append(e.args[0])
            stop_validation = True
        except ValueError as e:
            self.errors.append(e.args[0])

        # Run validators
        if not stop_validation:
            chain = itertools.chain(self.validators, extra_validators)
            stop_validation = self._run_validation_chain(form, chain)

        # Call post_validate
        try:
            self.post_validate(form, stop_validation)
        except ValueError as e:
            self.errors.append(e.args[0])

        return len(self.errors) == 0

    def _run_validation_chain(self, form, validators):
        """
        Run a validation chain, stopping if any validator raises StopValidation.

        :param form: The Form instance this field beongs to.
        :param validators: a sequence or iterable of validator callables.
        :return: True if validation was stopped, False otherwise.
        """
        for validator in validators:
            try:
                validator(form, self)
            except StopValidation as e:
                if e.args and e.args[0]:
                    self.errors.append(e.args[0])
                return True
            except ValueError as e:
                self.errors.append(e.args[0])

        return False

    def pre_validate(self, form):
        """
        Override if you need field-level validation. Runs before any other
        validators.

        :param form: The form the field belongs to.
        """
        pass

    def post_validate(self, form, validation_stopped):
        """
        Override if you need to run any field-level validation tasks after
        normal validation. This shouldn't be needed in most cases.

        :param form: The form the field belongs to.
        :param validation_stopped:
            `True` if any validator raised StopValidation.
        """
        pass

    def process(self, formdata, data=unset_value):
        """
        Process incoming data, calling process_data, process_formdata as needed,
        and run filters.

        If `data` is not provided, process_data will be called on the field's
        default.

        Field subclasses usually won't override this, instead overriding the
        process_formdata and process_data methods. Only override this for
        special advanced processing, such as when a field encapsulates many
        inputs.
        """
        self.process_errors = []
        if data is unset_value:
            try:
                data = self.default()
            except TypeError:
                data = self.default

        self.object_data = data

        try:
            self.process_data(data)
        except ValueError as e:
            self.process_errors.append(e.args[0])

        if formdata:
            try:
                if self.name in formdata:
                    self.raw_data = formdata.getlist(self.name)
                else:
                    self.raw_data = []
                self.process_formdata(self.raw_data)
            except ValueError as e:
                self.process_errors.append(e.args[0])

        try:
            for filter in self.filters:
                self.data = filter(self.data)
        except ValueError as e:
            self.process_errors.append(e.args[0])

    def process_data(self, value):
        """
        Process the Python data applied to this field and store the result.

        This will be called during form construction by the form's `kwargs` or
        `obj` argument.

        :param value: The python object containing the value to process.
        """
        self.data = value

    def process_formdata(self, valuelist):
        """
        Process data received over the wire from a form.

        This will be called during form construction with data supplied
        through the `formdata` argument.

        :param valuelist: A list of strings to process.
        """
        if valuelist:
            self.data = valuelist[0]

    def populate_obj(self, obj, name):
        """
        Populates `obj.<name>` with the field's data.

        :note: This is a destructive operation. If `obj.<name>` already exists,
               it will be overridden. Use with caution.
        """
        setattr(obj, name, self.data)


class UnboundField(object):
    _formfield = True
    creation_counter = 0

    def __init__(self, field_class, *args, **kwargs):
        UnboundField.creation_counter += 1
        self.field_class = field_class
        self.args = args
        self.kwargs = kwargs
        self.creation_counter = UnboundField.creation_counter

    def bind(self, form, name, prefix='', translations=None, **kwargs):
        kw = dict(
            self.kwargs,
            _form=form,
            _prefix=prefix,
            _name=name,
            _translations=translations,
            **kwargs
        )
        return self.field_class(*self.args, **kw)

    def __repr__(self):
        return '<UnboundField(%s, %r, %r)>' % (self.field_class.__name__, self.args, self.kwargs)


class Flags(object):
    """
    Holds a set of boolean flags as attributes.

    Accessing a non-existing attribute returns False for its value.
    """
    def __getattr__(self, name):
        if name.startswith('_'):
            return super(Flags, self).__getattr__(name)
        return False

    def __contains__(self, name):
        return getattr(self, name)

    def __repr__(self):
        flags = (name for name in dir(self) if not name.startswith('_'))
        return '<wtforms.fields.Flags: {%s}>' % ', '.join(flags)


class Label(object):
    """
    An HTML form label.
    """
    def __init__(self, field_id, text):
        self.field_id = field_id
        self.text = text

    def __str__(self):
        return self()

    def __unicode__(self):
        return self()

    def __html__(self):
        return self()

    def __call__(self, text=None, **kwargs):
        if 'for_' in kwargs:
            kwargs['for'] = kwargs.pop('for_')
        else:
            kwargs.setdefault('for', self.field_id)

        attributes = widgets.html_params(**kwargs)
        return widgets.HTMLString('<label %s>%s</label>' % (attributes, text or self.text))

    def __repr__(self):
        return 'Label(%r, %r)' % (self.field_id, self.text)


class SelectFieldBase(Field):
    option_widget = widgets.Option()

    """
    Base class for fields which can be iterated to produce options.

    This isn't a field, but an abstract base class for fields which want to
    provide this functionality.
    """
    def __init__(self, label=None, validators=None, option_widget=None, **kwargs):
        super(SelectFieldBase, self).__init__(label, validators, **kwargs)

        if option_widget is not None:
            self.option_widget = option_widget

    def iter_choices(self):
        """
        Provides data for choice widget rendering. Must return a sequence or
        iterable of (value, label, selected) tuples.
        """
        raise NotImplementedError()

    def __iter__(self):
        opts = dict(widget=self.option_widget, _name=self.name, _form=None, _meta=self.meta)
        for i, (value, label, checked) in enumerate(self.iter_choices()):
            opt = self._Option(label=label, id='%s-%d' % (self.id, i), **opts)
            opt.process(None, value)
            opt.checked = checked
            yield opt

    class _Option(Field):
        checked = False

        def _value(self):
            return text_type(self.data)


class SelectField(SelectFieldBase):
    widget = widgets.Select()

    def __init__(self, label=None, validators=None, coerce=text_type, choices=None, **kwargs):
        super(SelectField, self).__init__(label, validators, **kwargs)
        self.coerce = coerce
        self.choices = choices

    def iter_choices(self):
        for value, label in self.choices:
            yield (value, label, self.coerce(value) == self.data)

    def process_data(self, value):
        try:
            self.data = self.coerce(value)
        except (ValueError, TypeError):
            self.data = None

    def process_formdata(self, valuelist):
        if valuelist:
            try:
                self.data = self.coerce(valuelist[0])
            except ValueError:
                raise ValueError(self.gettext('Invalid Choice: could not coerce'))

    def pre_validate(self, form):
        for v, _ in self.choices:
            if self.data == v:
                break
        else:
            raise ValueError(self.gettext('Not a valid choice'))


class SelectMultipleField(SelectField):
    """
    No different from a normal select field, except this one can take (and
    validate) multiple choices.  You'll need to specify the HTML `size`
    attribute to the select field when rendering.
    """
    widget = widgets.Select(multiple=True)

    def iter_choices(self):
        for value, label in self.choices:
            selected = self.data is not None and self.coerce(value) in self.data
            yield (value, label, selected)

    def process_data(self, value):
        try:
            self.data = list(self.coerce(v) for v in value)
        except (ValueError, TypeError):
            self.data = None

    def process_formdata(self, valuelist):
        try:
            self.data = list(self.coerce(x) for x in valuelist)
        except ValueError:
            raise ValueError(self.gettext('Invalid choice(s): one or more data inputs could not be coerced'))

    def pre_validate(self, form):
        if self.data:
            values = list(c[0] for c in self.choices)
            for d in self.data:
                if d not in values:
                    raise ValueError(self.gettext("'%(value)s' is not a valid choice for this field") % dict(value=d))


class RadioField(SelectField):
    """
    Like a SelectField, except displays a list of radio buttons.

    Iterating the field will produce subfields (each containing a label as
    well) in order to allow custom rendering of the individual radio fields.
    """
    widget = widgets.ListWidget(prefix_label=False)
    option_widget = widgets.RadioInput()


class StringField(Field):
    """
    This field is the base for most of the more complicated fields, and
    represents an ``<input type="text">``.
    """
    widget = widgets.TextInput()

    def process_formdata(self, valuelist):
        if valuelist:
            self.data = valuelist[0]
        else:
            self.data = ''

    def _value(self):
        return text_type(self.data) if self.data is not None else ''


class LocaleAwareNumberField(Field):
    """
    Base class for implementing locale-aware number parsing.

    Locale-aware numbers require the 'babel' package to be present.
    """
    def __init__(self, label=None, validators=None, use_locale=False, number_format=None, **kwargs):
        super(LocaleAwareNumberField, self).__init__(label, validators, **kwargs)
        self.use_locale = use_locale
        if use_locale:
            self.number_format = number_format
            self.locale = kwargs['_form'].meta.locales[0]
            self._init_babel()

    def _init_babel(self):
        try:
            from babel import numbers
            self.babel_numbers = numbers
        except ImportError:
            raise ImportError('Using locale-aware decimals requires the babel library.')

    def _parse_decimal(self, value):
        return self.babel_numbers.parse_decimal(value, self.locale)

    def _format_decimal(self, value):
        return self.babel_numbers.format_decimal(value, self.number_format, self.locale)


class IntegerField(Field):
    """
    A text field, except all input is coerced to an integer.  Erroneous input
    is ignored and will not be accepted as a value.
    """
    widget = widgets.TextInput()

    def __init__(self, label=None, validators=None, **kwargs):
        super(IntegerField, self).__init__(label, validators, **kwargs)

    def _value(self):
        if self.raw_data:
            return self.raw_data[0]
        elif self.data is not None:
            return text_type(self.data)
        else:
            return ''

    def process_formdata(self, valuelist):
        if valuelist:
            try:
                self.data = int(valuelist[0])
            except ValueError:
                self.data = None
                raise ValueError(self.gettext('Not a valid integer value'))


class DecimalField(LocaleAwareNumberField):
    """
    A text field which displays and coerces data of the `decimal.Decimal` type.

    :param places:
        How many decimal places to quantize the value to for display on form.
        If None, does not quantize value.
    :param rounding:
        How to round the value during quantize, for example
        `decimal.ROUND_UP`. If unset, uses the rounding value from the
        current thread's context.
    :param use_locale:
        If True, use locale-based number formatting. Locale-based number
        formatting requires the 'babel' package.
    :param number_format:
        Optional number format for locale. If omitted, use the default decimal
        format for the locale.
    """
    widget = widgets.TextInput()

    def __init__(self, label=None, validators=None, places=unset_value, rounding=None, **kwargs):
        super(DecimalField, self).__init__(label, validators, **kwargs)
        if self.use_locale and (places is not unset_value or rounding is not None):
            raise TypeError("When using locale-aware numbers, 'places' and 'rounding' are ignored.")

        if places is unset_value:
            places = 2
        self.places = places
        self.rounding = rounding

    def _value(self):
        if self.raw_data:
            return self.raw_data[0]
        elif self.data is not None:
            if self.use_locale:
                return text_type(self._format_decimal(self.data))
            elif self.places is not None:
                if hasattr(self.data, 'quantize'):
                    exp = decimal.Decimal('.1') ** self.places
                    if self.rounding is None:
                        quantized = self.data.quantize(exp)
                    else:
                        quantized = self.data.quantize(exp, rounding=self.rounding)
                    return text_type(quantized)
                else:
                    # If for some reason, data is a float or int, then format
                    # as we would for floats using string formatting.
                    format = '%%0.%df' % self.places
                    return format % self.data
            else:
                return text_type(self.data)
        else:
            return ''

    def process_formdata(self, valuelist):
        if valuelist:
            try:
                if self.use_locale:
                    self.data = self._parse_decimal(valuelist[0])
                else:
                    self.data = decimal.Decimal(valuelist[0])
            except (decimal.InvalidOperation, ValueError):
                self.data = None
                raise ValueError(self.gettext('Not a valid decimal value'))


class FloatField(Field):
    """
    A text field, except all input is coerced to an float.  Erroneous input
    is ignored and will not be accepted as a value.
    """
    widget = widgets.TextInput()

    def __init__(self, label=None, validators=None, **kwargs):
        super(FloatField, self).__init__(label, validators, **kwargs)

    def _value(self):
        if self.raw_data:
            return self.raw_data[0]
        elif self.data is not None:
            return text_type(self.data)
        else:
            return ''

    def process_formdata(self, valuelist):
        if valuelist:
            try:
                self.data = float(valuelist[0])
            except ValueError:
                self.data = None
                raise ValueError(self.gettext('Not a valid float value'))


class BooleanField(Field):
    """
    Represents an ``<input type="checkbox">``.

    :param false_values:
        If provided, a sequence of strings each of which is an exact match
        string of what is considered a "false" value. Defaults to the tuple
        ``('false', '')``
    """
    widget = widgets.CheckboxInput()
    false_values = ('false', '')

    def __init__(self, label=None, validators=None, false_values=None, **kwargs):
        super(BooleanField, self).__init__(label, validators, **kwargs)
        if false_values is not None:
            self.false_values = false_values

    def process_data(self, value):
        self.data = bool(value)

    def process_formdata(self, valuelist):
        if not valuelist or valuelist[0] in self.false_values:
            self.data = False
        else:
            self.data = True

    def _value(self):
        if self.raw_data:
            return text_type(self.raw_data[0])
        else:
            return 'y'


class DateTimeField(Field):
    """
    A text field which stores a `datetime.datetime` matching a format.
    """
    widget = widgets.TextInput()

    def __init__(self, label=None, validators=None, format='%Y-%m-%d %H:%M:%S', **kwargs):
        super(DateTimeField, self).__init__(label, validators, **kwargs)
        self.format = format

    def _value(self):
        if self.raw_data:
            return ' '.join(self.raw_data)
        else:
            return self.data and self.data.strftime(self.format) or ''

    def process_formdata(self, valuelist):
        if valuelist:
            date_str = ' '.join(valuelist)
            try:
                self.data = datetime.datetime.strptime(date_str, self.format)
            except ValueError:
                self.data = None
                raise ValueError(self.gettext('Not a valid datetime value'))


class DateField(DateTimeField):
    """
    Same as DateTimeField, except stores a `datetime.date`.
    """
    def __init__(self, label=None, validators=None, format='%Y-%m-%d', **kwargs):
        super(DateField, self).__init__(label, validators, format, **kwargs)

    def process_formdata(self, valuelist):
        if valuelist:
            date_str = ' '.join(valuelist)
            try:
                self.data = datetime.datetime.strptime(date_str, self.format).date()
            except ValueError:
                self.data = None
                raise ValueError(self.gettext('Not a valid date value'))


class FormField(Field):
    """
    Encapsulate a form as a field in another form.

    :param form_class:
        A subclass of Form that will be encapsulated.
    :param separator:
        A string which will be suffixed to this field's name to create the
        prefix to enclosed fields. The default is fine for most uses.
    """
    widget = widgets.TableWidget()

    def __init__(self, form_class, label=None, validators=None, separator='-', **kwargs):
        super(FormField, self).__init__(label, validators, **kwargs)
        self.form_class = form_class
        self.separator = separator
        self._obj = None
        if self.filters:
            raise TypeError('FormField cannot take filters, as the encapsulated data is not mutable.')
        if validators:
            raise TypeError('FormField does not accept any validators. Instead, define them on the enclosed form.')

    def process(self, formdata, data=unset_value):
        if data is unset_value:
            try:
                data = self.default()
            except TypeError:
                data = self.default
            self._obj = data

        self.object_data = data

        prefix = self.name + self.separator
        if isinstance(data, dict):
            self.form = self.form_class(formdata=formdata, prefix=prefix, **data)
        else:
            self.form = self.form_class(formdata=formdata, obj=data, prefix=prefix)

    def validate(self, form, extra_validators=tuple()):
        if extra_validators:
            raise TypeError('FormField does not accept in-line validators, as it gets errors from the enclosed form.')
        return self.form.validate()

    def populate_obj(self, obj, name):
        candidate = getattr(obj, name, None)
        if candidate is None:
            if self._obj is None:
                raise TypeError('populate_obj: cannot find a value to populate from the provided obj or input data/defaults')
            candidate = self._obj
            setattr(obj, name, candidate)

        self.form.populate_obj(candidate)

    def __iter__(self):
        return iter(self.form)

    def __getitem__(self, name):
        return self.form[name]

    def __getattr__(self, name):
        return getattr(self.form, name)

    @property
    def data(self):
        return self.form.data

    @property
    def errors(self):
        return self.form.errors


class FieldList(Field):
    """
    Encapsulate an ordered list of multiple instances of the same field type,
    keeping data as a list.

    >>> authors = FieldList(StringField('Name', [validators.required()]))

    :param unbound_field:
        A partially-instantiated field definition, just like that would be
        defined on a form directly.
    :param min_entries:
        if provided, always have at least this many entries on the field,
        creating blank ones if the provided input does not specify a sufficient
        amount.
    :param max_entries:
        accept no more than this many entries as input, even if more exist in
        formdata.
    """
    widget = widgets.ListWidget()

    def __init__(self, unbound_field, label=None, validators=None, min_entries=0,
                 max_entries=None, default=tuple(), **kwargs):
        super(FieldList, self).__init__(label, validators, default=default, **kwargs)
        if self.filters:
            raise TypeError('FieldList does not accept any filters. Instead, define them on the enclosed field.')
        assert isinstance(unbound_field, UnboundField), 'Field must be unbound, not a field class'
        self.unbound_field = unbound_field
        self.min_entries = min_entries
        self.max_entries = max_entries
        self.last_index = -1
        self._prefix = kwargs.get('_prefix', '')

    def process(self, formdata, data=unset_value):
        self.entries = []
        if data is unset_value or not data:
            try:
                data = self.default()
            except TypeError:
                data = self.default

        self.object_data = data

        if formdata:
            indices = sorted(set(self._extract_indices(self.name, formdata)))
            if self.max_entries:
                indices = indices[:self.max_entries]

            idata = iter(data)
            for index in indices:
                try:
                    obj_data = next(idata)
                except StopIteration:
                    obj_data = unset_value
                self._add_entry(formdata, obj_data, index=index)
        else:
            for obj_data in data:
                self._add_entry(formdata, obj_data)

        while len(self.entries) < self.min_entries:
            self._add_entry(formdata)

    def _extract_indices(self, prefix, formdata):
        """
        Yield indices of any keys with given prefix.

        formdata must be an object which will produce keys when iterated.  For
        example, if field 'foo' contains keys 'foo-0-bar', 'foo-1-baz', then
        the numbers 0 and 1 will be yielded, but not neccesarily in order.
        """
        offset = len(prefix) + 1
        for k in formdata:
            if k.startswith(prefix):
                k = k[offset:].split('-', 1)[0]
                if k.isdigit():
                    yield int(k)

    def validate(self, form, extra_validators=tuple()):
        """
        Validate this FieldList.

        Note that FieldList validation differs from normal field validation in
        that FieldList validates all its enclosed fields first before running any
        of its own validators.
        """
        self.errors = []

        # Run validators on all entries within
        for subfield in self.entries:
            if not subfield.validate(form):
                self.errors.append(subfield.errors)

        chain = itertools.chain(self.validators, extra_validators)
        self._run_validation_chain(form, chain)

        return len(self.errors) == 0

    def populate_obj(self, obj, name):
        values = getattr(obj, name, None)
        try:
            ivalues = iter(values)
        except TypeError:
            ivalues = iter([])

        candidates = itertools.chain(ivalues, itertools.repeat(None))
        _fake = type(str('_fake'), (object, ), {})
        output = []
        for field, data in izip(self.entries, candidates):
            fake_obj = _fake()
            fake_obj.data = data
            field.populate_obj(fake_obj, 'data')
            output.append(fake_obj.data)

        setattr(obj, name, output)

    def _add_entry(self, formdata=None, data=unset_value, index=None):
        assert not self.max_entries or len(self.entries) < self.max_entries, \
            'You cannot have more than max_entries entries in this FieldList'
        if index is None:
            index = self.last_index + 1
        self.last_index = index
        name = '%s-%d' % (self.short_name, index)
        id = '%s-%d' % (self.id, index)
        field = self.unbound_field.bind(form=None, name=name, prefix=self._prefix, id=id, _meta=self.meta)
        field.process(formdata, data)
        self.entries.append(field)
        return field

    def append_entry(self, data=unset_value):
        """
        Create a new entry with optional default data.

        Entries added in this way will *not* receive formdata however, and can
        only receive object data.
        """
        return self._add_entry(data=data)

    def pop_entry(self):
        """ Removes the last entry from the list and returns it. """
        entry = self.entries.pop()
        self.last_index -= 1
        return entry

    def __iter__(self):
        return iter(self.entries)

    def __len__(self):
        return len(self.entries)

    def __getitem__(self, index):
        return self.entries[index]

    @property
    def data(self):
        return [f.data for f in self.entries]
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  Source code for pyfarm.models.gpu

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
GPU
---

Model describing a given make and model of graphics card.
Every agent can have zero or more GPUs associated with it.
"""

from sqlalchemy.schema import UniqueConstraint

from pyfarm.master.application import db
from pyfarm.models.core.mixins import ReprMixin, UtilityMixins
from pyfarm.models.core.types import id_column
from pyfarm.models.core.cfg import TABLE_GPU, MAX_GPUNAME_LENGTH

[docs]class GPU(db.Model, UtilityMixins, ReprMixin):
    __tablename__ = TABLE_GPU
    __table_args__ = (UniqueConstraint("fullname"),)
    id = id_column(db.Integer)
    fullname = db.Column(db.String(MAX_GPUNAME_LENGTH), nullable=False,
                         doc="The full name of this graphics card model")
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  Source code for pyfarm.models.tasklog

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
TaskLog
-------

Model describing a log file for a task or batch of tasks.
A task can be associated with more than one log file, for example because it
needed to be retried and there are logs for every attempt or because the jobtype
used uses more than one process to execute a batch.
A log file can belong to more than one task if tasks have been batched together
for execution.
"""

from datetime import datetime

from sqlalchemy.schema import UniqueConstraint, PrimaryKeyConstraint

from pyfarm.master.application import db
from pyfarm.models.core.mixins import ReprMixin, UtilityMixins
from pyfarm.models.core.types import id_column, IDTypeAgent, IDTypeWork
from pyfarm.models.core.cfg import (
    TABLE_TASK_LOG, TABLE_AGENT, TABLE_TASK, TABLE_TASK_TASK_LOG_ASSOC)

[docs]class TaskTaskLogAssociation(db.Model):
    __tablename__ = TABLE_TASK_TASK_LOG_ASSOC
    __table_args__ = (PrimaryKeyConstraint("task_log_id", "task_id", "attempt"),)
    task_log_id = db.Column(db.Integer, db.ForeignKey("%s.id" % TABLE_TASK_LOG,
                                                      ondelete="CASCADE"))
    task_id = db.Column(IDTypeWork, db.ForeignKey("%s.id" % TABLE_TASK,
                                                  ondelete="CASCADE"))
    attempt = db.Column(db.Integer, autoincrement=False)

    task = db.relationship("Task", backref=db.backref("log_associations",
                                                      lazy="dynamic",
                                                      passive_deletes=True))


[docs]class TaskLog(db.Model, UtilityMixins, ReprMixin):
    __tablename__ = TABLE_TASK_LOG
    __table_args__ = (UniqueConstraint("identifier"),)
    id = id_column(db.Integer)
    identifier = db.Column(db.String(255), nullable=False,
                           doc="The identifier for this log")
    agent_id = db.Column(IDTypeAgent, db.ForeignKey("%s.id" % TABLE_AGENT),
                         nullable=True,
                         doc="The agent this log was created on")
    created_on = db.Column(db.DateTime,
                           default=datetime.utcnow,
                           doc="The time when this log was created")

    agent = db.relationship("Agent",
                            backref=db.backref("task_logs", lazy="dynamic"),
                            doc="Relationship between an :class:`TaskLog`"
                                "and the :class:`pyfarm.models.Agent` it was "
                                "created on")
    task_associations = db.relationship(TaskTaskLogAssociation,
                                        backref="log")
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  Source code for pyfarm.models.software

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
"""
Software
========
Table of software items. Agents can reference this table to show that they
provide a given software. Jobs or jobtypes can depend on a software via the
SoftwareRequirement table
"""

from textwrap import dedent

from sqlalchemy.schema import UniqueConstraint

from pyfarm.master.application import db
from pyfarm.models.core.cfg import (
    TABLE_SOFTWARE, TABLE_SOFTWARE_VERSION, MAX_TAG_LENGTH,
    TABLE_JOB, TABLE_JOB_SOFTWARE_REQ, TABLE_JOB_TYPE, TABLE_JOB_TYPE_VERSION,
    TABLE_JOB_TYPE_SOFTWARE_REQ)
from pyfarm.models.core.types import id_column, IDTypeWork
from pyfarm.models.core.mixins import UtilityMixins

__all__ = ("Software", )


[docs]class Software(db.Model, UtilityMixins):
    """
    Model to represent a versioned piece of software that can be present on an
    agent and may be depended on by a job and/or jobtype through the appropriate
    SoftwareRequirement table

    """
    __tablename__ = TABLE_SOFTWARE
    __table_args__ = (
        UniqueConstraint("software"), )

    id = id_column()
    software = db.Column(db.String(MAX_TAG_LENGTH), nullable=False,
                         doc=dedent("""
                         The name of the software"""))

    versions = db.relationship("SoftwareVersion",
                               backref=db.backref("software"),
                               lazy="dynamic",
                               cascade="all, delete-orphan",
                               order_by="asc(SoftwareVersion.rank)",
                               doc="All known versions of this "
                                   "software")



class SoftwareVersion(db.Model, UtilityMixins):
    """
    Model to represent a version for a given software

    """
    __tablename__ = TABLE_SOFTWARE_VERSION
    __table_args__ = (
        UniqueConstraint("software_id", "version"),
        UniqueConstraint("software_id", "rank"))

    id = id_column()
    software_id = db.Column(db.Integer, db.ForeignKey("%s.id" % TABLE_SOFTWARE),
                            nullable=False,
                            doc="The software this version belongs to")
    version = db.Column(db.String(MAX_TAG_LENGTH),
                        default="any", nullable=False,
                        doc=dedent("""
                            The version of the software.  This value does not
                            follow any special formatting rules because the
                            format depends on the 3rd party."""))
    rank = db.Column(db.Integer, nullable=False,
                     doc=dedent("""
                        The rank of this version relative to other versions of
                        the same software. Used to determine whether a version
                        is higher or lower than another."""))


class JobSoftwareRequirement(db.Model, UtilityMixins):
    """
    Model representing a dependency of a job on a software tag, with optional
    version constraints

    """
    __tablename__ = TABLE_JOB_SOFTWARE_REQ
    __table_args__ = (
        UniqueConstraint("software_id", "job_id"), )

    id = id_column()
    software_id = db.Column(db.Integer,
                            db.ForeignKey("%s.id" % TABLE_SOFTWARE),
                            nullable=False,
                            doc="Reference to the required software")
    job_id = db.Column(IDTypeWork, db.ForeignKey("%s.id" % TABLE_JOB),
                       nullable=False,
                       doc="Foreign key to :class:`Job.id`")
    min_version_id = db.Column(db.Integer,
                               db.ForeignKey("%s.id" % TABLE_SOFTWARE_VERSION),
                               nullable=True,
                               doc="Reference to the minimum required version")
    max_version_id = db.Column(db.Integer,
                            db.ForeignKey("%s.id" % TABLE_SOFTWARE_VERSION),
                            nullable=True,
                            doc="Reference to the maximum required version")

    job = db.relationship("Job", backref=db.backref("software_requirements",
                                                    lazy="dynamic",
                                                    cascade=
                                                        "all, delete-orphan"))
    software = db.relationship("Software")
    min_version = db.relationship("SoftwareVersion",
                                  foreign_keys=[min_version_id])
    max_version = db.relationship("SoftwareVersion",
                                  foreign_keys=[max_version_id])


class JobTypeSoftwareRequirement(db.Model, UtilityMixins):
    """
    Model representing a dependency of a job on a software tag, with optional
    version constraints

    """
    __tablename__ = TABLE_JOB_TYPE_SOFTWARE_REQ
    __table_args__ = (
        UniqueConstraint("software_id", "jobtype_version_id"), )

    software_id = db.Column(db.Integer,
                            db.ForeignKey("%s.id" % TABLE_SOFTWARE),
                            primary_key=True,
                            doc="Reference to the required software")
    jobtype_version_id = db.Column(IDTypeWork,
                                   db.ForeignKey("%s.id" %
                                                 TABLE_JOB_TYPE_VERSION),
                                   primary_key=True,
                                   doc="Foreign key to "
                                       ":class:`JobTypeVersion.id`")
    min_version_id = db.Column(db.Integer,
                               db.ForeignKey("%s.id" % TABLE_SOFTWARE_VERSION),
                               nullable=True,
                               doc="Reference to the minimum required version")
    max_version_id = db.Column(db.Integer,
                               db.ForeignKey("%s.id" % TABLE_SOFTWARE_VERSION),
                               nullable=True,
                               doc="Reference to the maximum required version")

    jobtype_version = db.relationship("JobTypeVersion",
                                      backref=db.backref("software_requirements",
                                                         lazy="dynamic",
                                                         cascade=
                                                           "all, delete-orphan"))
    software = db.relationship("Software")
    min_version = db.relationship("SoftwareVersion",
                                  foreign_keys=[min_version_id])
    max_version = db.relationship("SoftwareVersion",
                                  foreign_keys=[max_version_id])
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  Source code for pyfarm.models.job

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Job Models
==========

Models and interface classes related to jobs.

"""

try:
    import pwd
except ImportError:  # pragma: no cover
    pwd = None


from textwrap import dedent
from sys import maxsize

from sqlalchemy import event, distinct, or_, and_
from sqlalchemy.orm import validates
from sqlalchemy.schema import UniqueConstraint

from pyfarm.core.logger import getLogger
from pyfarm.core.config import read_env, read_env_int
from pyfarm.core.enums import WorkState, DBWorkState, _WorkState, AgentState
from pyfarm.master.application import db
from pyfarm.models.core.functions import work_columns
from pyfarm.models.core.types import JSONDict, JSONList, IDTypeWork
from pyfarm.models.core.cfg import (
    TABLE_JOB, TABLE_JOB_TYPE_VERSION, TABLE_TAG,
    TABLE_JOB_TAG_ASSOC, MAX_COMMAND_LENGTH, MAX_USERNAME_LENGTH,
    MAX_JOBTITLE_LENGTH, TABLE_JOB_DEPENDENCY, TABLE_JOB_QUEUE,
    TABLE_USER, TABLE_JOB_NOTIFIED_USER)
from pyfarm.models.core.mixins import (
    ValidatePriorityMixin, WorkStateChangedMixin, ReprMixin,
    ValidateWorkStateMixin, UtilityMixins)
from pyfarm.models.jobtype import JobType, JobTypeVersion
from pyfarm.models.task import Task

__all__ = ("Job", )

logger = getLogger("models.job")


JobTagAssociation = db.Table(
    TABLE_JOB_TAG_ASSOC, db.metadata,
    db.Column("job_id", IDTypeWork,
              db.ForeignKey("%s.id" % TABLE_JOB), primary_key=True),
    db.Column("tag_id", db.Integer,
              db.ForeignKey("%s.id" % TABLE_TAG), primary_key=True))


JobDependency = db.Table(
    TABLE_JOB_DEPENDENCY, db.metadata,
    db.Column("parentid", IDTypeWork,
              db.ForeignKey("%s.id" % TABLE_JOB), primary_key=True),
    db.Column("childid", IDTypeWork,
              db.ForeignKey("%s.id" % TABLE_JOB), primary_key=True))


class JobNotifiedUser(db.Model):
    __tablename__ = TABLE_JOB_NOTIFIED_USER
    user_id = db.Column(db.Integer, db.ForeignKey("%s.id" % TABLE_USER),
                        primary_key=True)
    job_id = db.Column(IDTypeWork, db.ForeignKey("%s.id" % TABLE_JOB),
                       primary_key=True)
    on_success = db.Column(db.Boolean, nullable=False, default=True)
    on_failure = db.Column(db.Boolean, nullable=False, default=True)
    on_deletion = db.Column(db.Boolean, nullable=False, default=False)
    user = db.relationship("User", backref=db.backref("subscribed_jobs",
                                                      lazy="dynamic"))



[docs]class Job(db.Model, ValidatePriorityMixin, ValidateWorkStateMixin,
          WorkStateChangedMixin, ReprMixin, UtilityMixins):
    """
    Defines the attributes and environment for a job.  Individual commands
    are kept track of by :class:`Task`
    """
    __tablename__ = TABLE_JOB
    REPR_COLUMNS = ("id", "state", "project")
    REPR_CONVERT_COLUMN = {
        "state": repr}
    STATE_ENUM = list(WorkState) + [None]
    MIN_CPUS = read_env_int("PYFARM_QUEUE_MIN_CPUS", 1)
    MAX_CPUS = read_env_int("PYFARM_QUEUE_MAX_CPUS", 256)
    MIN_RAM = read_env_int("PYFARM_QUEUE_MIN_RAM", 16)
    MAX_RAM = read_env_int("PYFARM_QUEUE_MAX_RAM", 262144)
    SPECIAL_RAM = read_env("PYFARM_AGENT_SPECIAL_RAM", [0], eval_literal=True)
    SPECIAL_CPUS = read_env("PYFARM_AGENT_SPECIAL_CPUS", [0], eval_literal=True)

    # quick check of the configured data
    assert MIN_CPUS >= 1, "$PYFARM_QUEUE_MIN_CPUS must be > 0"
    assert MAX_CPUS >= 1, "$PYFARM_QUEUE_MAX_CPUS must be > 0"
    assert MAX_CPUS >= MIN_CPUS, "MIN_CPUS must be <= MAX_CPUS"
    assert MIN_RAM >= 1, "$PYFARM_QUEUE_MIN_RAM must be > 0"
    assert MAX_RAM >= 1, "$PYFARM_QUEUE_MAX_RAM must be > 0"
    assert MAX_RAM >= MIN_RAM, "MIN_RAM must be <= MAX_RAM"


    # shared work columns
    id, state, priority, time_submitted, time_started, time_finished = \
        work_columns(None, "job.priority")
    jobtype_version_id = db.Column(IDTypeWork,
                                    db.ForeignKey("%s.id"
                                        % TABLE_JOB_TYPE_VERSION),
                                    nullable=False,
                                    doc=dedent("""
                                    The foreign key which stores
                                    :class:`JobTypeVersion.id`"""))
    job_queue_id = db.Column(IDTypeWork,
                             db.ForeignKey("%s.id" % TABLE_JOB_QUEUE),
                             nullable=True,
                             doc=dedent("""
                                The foreign key which stores
                                :class:`JobQueue.id`"""))
    user_id = db.Column(db.Integer, db.ForeignKey("%s.id" % TABLE_USER),
                        doc="The id of the user who owns this job")
    minimum_agents = db.Column(db.Integer, nullable=True,
                          doc=dedent("""
                          The scheduler will try to assign at least this number
                          of agents to this job as long as it can use them,
                          before any other considerations."""))
    maximum_agents = db.Column(db.Integer, nullable=True,
                          doc=dedent("""
                          The scheduler will never assign more than this number
                          of agents to this job."""))
    weight = db.Column(db.Integer, nullable=False,
                       default=read_env_int(
                                   "PYFARM_QUEUE_DEFAULT_WEIGHT", 10),
                       doc=dedent("""
                            The weight of this job.
                            The scheduler will distribute available agents
                            between jobs and job queues in the same queue
                            in proportion to their weights.
                            """))
    title = db.Column(db.String(MAX_JOBTITLE_LENGTH), nullable=False,
                      doc="The title of this job")
    notes = db.Column(db.Text, default="",
                      doc=dedent("""
                      Notes that are provided on submission or added after
                      the fact. This column is only provided for human
                      consumption, is not scanned, index, or used when
                      searching"""))

    output_link = db.Column(db.Text, nullable=True,
                            doc="An optional link to a URI where this job's "
                                "output can be viewed.")

    # task data
    by = db.Column(db.Numeric(10, 4), default=1,
                   doc=dedent("""
                   The number of frames to count by between `start` and
                   `end`.  This column may also sometimes be referred to
                   as 'step' by other software."""))
    batch = db.Column(db.Integer,
                      default=read_env_int("PYFARM_QUEUE_DEFAULT_BATCH", 1),
                      doc=dedent("""
                      Number of tasks to run on a single agent at once.
                      Depending on the capabilities of the software being run
                      this will either cause a single process to execute on
                      the agent or multiple processes one after the other.

                      **configured by**: `job.batch`"""))
    requeue = db.Column(db.Integer,
                        default=read_env_int("PYFARM_QUEUE_DEFAULT_REQUEUE", 3),
                        doc=dedent("""
                        Number of times to requeue failed tasks

                        .. csv-table:: **Special Values**
                            :header: Value, Result
                            :widths: 10, 50

                            0, never requeue failed tasks
                            -1, requeue failed tasks indefinitely

                        **configured by**: `job.requeue`"""))
    cpus = db.Column(db.Integer,
                     default=read_env_int("PYFARM_QUEUE_DEFAULT_CPUS", 1),
                     doc=dedent("""
                     Number of cpus or threads each task should consume on
                     each agent.  Depending on the job type being executed
                     this may result in additional cpu consumption, longer
                     wait times in the queue (2 cpus means 2 'fewer' cpus on
                     an agent), or all of the above.

                     .. csv-table:: **Special Values**
                        :header: Value, Result
                        :widths: 10, 50

                        0, minimum number of cpu resources not required
                        -1, agent cpu is exclusive for a task from this job

                     **configured by**: `job.cpus`"""))
    ram = db.Column(db.Integer,
                    default=read_env_int("PYFARM_QUEUE_DEFAULT_RAM", 32),
                    doc=dedent("""
                    Amount of ram a task from this job will require to be
                    free in order to run.  A task exceeding this value will
                    not result in any special behavior.

                    .. csv-table:: **Special Values**
                        :header: Value, Result
                        :widths: 10, 50

                        0, minimum amount of free ram not required
                        -1, agent ram is exclusive for a task from this job

                    **configured by**: `job.ram`"""))
    ram_warning = db.Column(db.Integer, nullable=True,
                            doc=dedent("""
                            Amount of ram used by a task before a warning raised.
                            A task exceeding this value will not  cause any work
                            stopping behavior."""))
    ram_max = db.Column(db.Integer, nullable=True,
                        doc=dedent("""
                        Maximum amount of ram a task is allowed to consume on
                        an agent.

                        .. warning::
                            If set, the task will be **terminated** if the ram in
                            use by the process exceeds this value.
                        """))
    hidden = db.Column(db.Boolean, default=False, nullable=False,
                       doc=dedent("""
                       If True, keep the job hidden from the queue and web
                       ui.  This is typically set to True if you either want
                       to save a job for later viewing or if the jobs data
                       is being populated in a deferred manner."""))
    environ = db.Column(JSONDict,
                        doc=dedent("""
                        Dictionary containing information about the environment
                        in which the job will execute.

                        .. note::
                            Changes made directly to this object are **not**
                            applied to the session."""))
    data = db.Column(JSONDict,
                     doc=dedent("""
                     Json blob containing additional data for a job

                     .. note::
                        Changes made directly to this object are **not**
                        applied to the session."""))

    to_be_deleted = db.Column(db.Boolean, nullable=False, default=False,
                              doc="If true, the master will stop all running "
                                  "tasks for this job and then delete it.")

    autodelete_time = db.Column(db.Integer, nullable=True, default=None,
                                doc="If not None, this job will be "
                                    "automatically deleted this number of "
                                    "seconds after it finishes.")

    queue = db.relationship("JobQueue",
                            backref=db.backref("jobs", lazy="dynamic"),
                            doc="The queue for this job")

    user = db.relationship("User",
                           backref=db.backref("jobs", lazy="dynamic"),
                           doc="The owner of this job")

    # self-referential many-to-many relationship
    parents = db.relationship("Job",
                              secondary=JobDependency,
                              primaryjoin=id==JobDependency.c.childid,
                              secondaryjoin=id==JobDependency.c.parentid,
                              backref="children")

    notified_users = db.relationship("JobNotifiedUser", lazy="dynamic",
                                     backref=db.backref("job"),
                                     cascade="all,delete")

    tasks_queued = db.relationship("Task", lazy="dynamic",
        primaryjoin="(Task.state == None) & "
                    "(Task.job_id == Job.id)",
        doc=dedent("""
        Relationship between this job and any :class:`Task` objects which are
        queued."""))

    tasks_running = db.relationship("Task", lazy="dynamic",
        primaryjoin="(Task.state == %s) & "
                    "(Task.job_id == Job.id)" % DBWorkState.RUNNING,
        doc=dedent("""
        Relationship between this job and any :class:`Task` objects which are
        running."""))

    tasks_done = db.relationship("Task", lazy="dynamic",
        primaryjoin="(Task.state == %s) & "
                    "(Task.job_id == Job.id)" % DBWorkState.DONE,
        doc=dedent("""
        Relationship between this job and any :class:`Task` objects which are
        done."""))

    tasks_failed = db.relationship("Task", lazy="dynamic",
        primaryjoin="(Task.state == %s) & "
                    "(Task.job_id == Job.id)" % DBWorkState.FAILED,
        doc=dedent("""
        Relationship between this job and any :class:`Task` objects which have
        failed."""))

    # resource relationships
    tags = db.relationship("Tag", backref="jobs", lazy="dynamic",
                           secondary=JobTagAssociation,
                           doc=dedent("""
                           Relationship between this job and
                           :class:`.Tag` objects"""))

[docs]    def paused(self):
        return self.state == WorkState.PAUSED


[docs]    def update_state(self):
        # Import here instead of at the top of the file to avoid a circular
        # import
        from pyfarm.scheduler.tasks import send_job_completion_mail

        num_active_tasks = db.session.query(Task).\
            filter(Task.job == self,
                   or_(Task.state == None, and_(
                            Task.state != WorkState.DONE,
                            Task.state != WorkState.FAILED))).count()
        if num_active_tasks == 0:
            num_failed_tasks = db.session.query(Task).filter(
                Task.job == self,
                Task.state == WorkState.FAILED).count()
            if num_failed_tasks == 0:
                if self.state != _WorkState.DONE:
                    logger.info("Job %r: state transition %r -> 'done'",
                                self.title, self.state)
                    self.state = WorkState.DONE
                    send_job_completion_mail.apply_async(args=[self.id, True],
                                                         countdown=5)
            else:
                if self.state != _WorkState.FAILED:
                    logger.info("Job %r: state transition %r -> 'failed'",
                                self.title, self.state)
                    self.state = WorkState.FAILED
                    send_job_completion_mail.apply_async(args=[self.id, False],
                                                         countdown=5)
            db.session.add(self)

    # Methods used by the scheduler

[docs]    def num_assigned_agents(self):
        # Import here instead of at the top of the file to avoid circular import
        from pyfarm.models.agent import Agent

        # Optimization: Blindly assume that we have no agents assigned if not
        # running
        if self.state != _WorkState.RUNNING:
            return 0

        try:
            return self.assigned_agents_count
        except AttributeError:
            self.assigned_agents_count =\
                db.session.query(distinct(Task.agent_id)).\
                    filter(Task.job == self,
                           Task.agent_id != None,
                           or_(Task.state == None,
                               Task.state == WorkState.RUNNING),
                           Task.agent.has(Agent.state != AgentState.OFFLINE))\
                               .count()

            return self.assigned_agents_count


[docs]    def can_use_more_agents(self):
        # Import here instead of at the top of the file to avoid circular import
        from pyfarm.models.agent import Agent

        unassigned_tasks = Task.query.filter(
            Task.job == self,
            or_(Task.state == None,
                ~Task.state.in_([WorkState.DONE, WorkState.FAILED])),
            or_(Task.agent == None,
                Task.agent.has(Agent.state.in_(
                    [AgentState.OFFLINE, AgentState.DISABLED])))).count()

        return unassigned_tasks > 0


[docs]    def get_batch(self):
        # Import here instead of at the top of the file to avoid circular import
        from pyfarm.models.agent import Agent

        tasks_query = Task.query.filter(
            Task.job == self,
            or_(Task.state == None,
                ~Task.state.in_([WorkState.DONE, WorkState.FAILED])),
            or_(Task.agent == None,
                Task.agent.has(Agent.state.in_(
                    [AgentState.OFFLINE, AgentState.DISABLED])))).\
                        order_by("frame asc")

        batch = []
        for task in tasks_query:
            if (len(batch) < self.batch and
                len(batch) < (self.jobtype_version.max_batch or maxsize) and
                (not self.jobtype_version.batch_contiguous or
                 (len(batch) == 0 or
                  batch[-1].frame + self.by == task.frame))):
                batch.append(task)

        return batch


[docs]    def alter_frame_range(self, start, end, by):
        # We have to import this down here instead of at the top to break a
        # circular dependency between the modules
        from pyfarm.scheduler.tasks import delete_task

        if end < start:
            raise ValueError("`end` must be greater than or equal to `start`")

        self.by = by

        required_frames = []
        current_frame = start
        while current_frame <= end:
            required_frames.append(current_frame)
            current_frame += by

        existing_tasks = Task.query.filter_by(job=self).all()
        frames_to_create = required_frames
        for task in existing_tasks:
            if task.frame not in required_frames:
                delete_task.delay(task.id)
            else:
                frames_to_create.remove(task.frame)

        for frame in frames_to_create:
            task = Task()
            task.job = self
            task.frame = frame
            task.priority = self.priority
            db.session.add(task)

        if frames_to_create:
            if self.state != WorkState.RUNNING:
                self.state = None


    @validates("ram", "cpus")
[docs]    def validate_resource(self, key, value):
        """
        Validation that ensures that the value provided for either
        :attr:`.ram` or :attr:`.cpus` is a valid value with a given range
        """
        key_upper = key.upper()
        special = getattr(self, "SPECIAL_%s" % key_upper)

        if value is None or value in special:
            return value

        min_value = getattr(self, "MIN_%s" % key_upper)
        max_value = getattr(self, "MAX_%s" % key_upper)

        # quick sanity check of the incoming config
        assert isinstance(min_value, int), "db.min_%s must be an integer" % key
        assert isinstance(max_value, int), "db.max_%s must be an integer" % key
        assert min_value >= 1, "db.min_%s must be > 0" % key
        assert max_value >= 1, "db.max_%s must be > 0" % key

        # check the provided input
        if min_value > value or value > max_value:
            msg = "value for `%s` must be between " % key
            msg += "%s and %s" % (min_value, max_value)
            raise ValueError(msg)

        return value



event.listen(Job.state, "set", Job.state_changed)
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# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Utility
=======

General utility which are not view or tool specific
"""

import json
from functools import wraps, partial
from datetime import datetime
from decimal import Decimal
from uuid import UUID

try:
    from httplib import (
        responses, BAD_REQUEST, INTERNAL_SERVER_ERROR, UNSUPPORTED_MEDIA_TYPE)
except ImportError:
    from http.client import (
        responses, BAD_REQUEST, INTERNAL_SERVER_ERROR, UNSUPPORTED_MEDIA_TYPE)

try:
    from UserDict import UserDict
except ImportError:
    from collections import UserDict

from flask import current_app, request, g, abort, render_template
from voluptuous import Schema, Invalid

from pyfarm.models.core.types import IPv4Address
from pyfarm.models.agent import Agent
from pyfarm.core.enums import STRING_TYPES, NOTSET

NONE_TYPE = type(None)
JSON_MIMETYPES = set(["application/json"])


[docs]def default_json_encoder(obj):
    if isinstance(obj, Decimal):
        return float(obj)
    elif isinstance(obj, datetime):
        return obj.isoformat()
    elif isinstance(obj, (IPv4Address, UUID)):
        return str(obj)



[docs]class JSONEncoder(json.JSONEncoder):
[docs]    def default(self, o):  # pylint: disable=method-hidden
        result = default_json_encoder(o)
        if o is not None and result is not None:
            return result
        return super(JSONEncoder, self).encode(o)




[docs]def dumps(obj, **kwargs):
    """
    Wrapper for :func:`json.dumps` that ensures :class:`JSONEncoder`
    is passed in.
    """
    kwargs.setdefault("cls", JSONEncoder)
    kwargs.setdefault("default", default_json_encoder)
    return json.dumps(obj, **kwargs)



[docs]def jsonify(*args, **kwargs):
    """
    Drop in replacement for :func:`flask.jsonify` that also handles list
    objects as well as a few custom objects like Decimal or datetime.
    Flask does not support lists by default because it's considered a security
    risk in most cases but we do need it in certain cases.
    Since flask's jsonify does not allow passing arbitrary arguments to
    :func:`json.dumps`, we cannot use it if the output data contains custom
    types.
    """
    indent = None
    if current_app.config["JSONIFY_PRETTYPRINT_REGULAR"] \
            and not request.is_xhr:
        indent = 2

    if len(args) == 1 and not isinstance(args[0], (dict, UserDict)):
        return current_app.response_class(
            json.dumps(args[0], indent=indent, default=default_json_encoder),
            mimetype="application/json")
    else:
        return current_app.response_class(
            json.dumps(dict(*args, **kwargs),
                       indent=indent,
                       default=default_json_encoder),
            mimetype='application/json')



[docs]def inside_request():
    """Returns True if we're inside a request, False if not."""
    try:
        g.__test_attribute__

    # We're not inside a request context yet and
    # there's nothing logical to return.
    except RuntimeError:  # pragma: no cover
        return False

    # We're inside a request context, this exception is
    # expected because __test_context__ does not in fact
    # exist
    except AttributeError:
        return True

    # For the off chance that someone creates __test_attribute__,
    # let's not allow some really odd behavior to happen as a result.
    else:
        assert False, "g.__test_attribute__ exists now"



[docs]def get_g(attribute, instance_types, unset=NOTSET):
    """
    Returns data from :attr:`flask.g` after checking to make sure
    the attribute was set and that it has the correct type.

    This function does not check to see if you're already inside a request.


    :param str attribute:
        The name of the attribute on the :attr:`flask.g` object

    :param tuple instance_types:
        A tuple of classes which the data we're looking
        for should be a part of
    """
    value = unset  # necessary to silence some lint warnings

    # Either retrieve the value or fail if we can't find it
    try:
        value = getattr(g, attribute)
    except AttributeError:
        g.error = "`g` is lacking the `%s` attribute" % attribute
        abort(INTERNAL_SERVER_ERROR)

    # Our before_request handler *should* set a default value, check
    # that here so
    if value is unset:
        g.error = "`g.%s` has not been set" % attribute
        abort(INTERNAL_SERVER_ERROR)

    # The resulting value should have the correct type
    if not isinstance(value, instance_types):
        g.error = "expected an instance of %s but got %s instead" % (
            g.json.__class__.__name__, type(value))
        abort(BAD_REQUEST)

    return value



[docs]def assert_mimetypes(flask_request, mimetypes):
    """
    .. warning::
        This function will produce an unhandled error if you use
        it outside of a request.

    Check to make sure that the request's mimetype is in ``mimetypes``.  If
    this is not true then call :func:`flask.abort` with
    ``UNSUPPORTED_MEDIA_TYPE``

    :param flask_request:
        The flask request object which we should check the ``mimetype``
        attribute on.

    :type mimetypes: list, tuple, set
    :param mimetypes:
        The mimetypes which ``flask_request`` can be.
    """
    assert isinstance(mimetypes, (list, tuple, set))

    if flask_request.mimetype not in mimetypes:
        g.error = "Unsupported mimetype, only %s mimetype(s) are " \
                  "supported." % mimetypes
        abort(UNSUPPORTED_MEDIA_TYPE)



[docs]def validate_json(validator, json_types=(dict, )):
    """
    A decorator, similar to :func:`.validate_with_model`, but greatly
    simplified and more flexible.  Unlike :func:`.validate_with_model` this
    decorator is meant to handle data which may not be structured for a model.

    :param tuple mimetype:
        A tuple of mimetypes that are allowed to be handled by the
        decorated function.

    :param tuple json_types:
        The root type or types which the object on ``g.json`` should
        be an instance of.
    """
    def wrapper(func):

        @wraps(func)
        def wrapped(*args, **kwargs):
            if not inside_request():
                return func(*args, **kwargs)

            assert_mimetypes(request, JSON_MIMETYPES)
            data = get_g("json", json_types)

            error = None
            if isinstance(validator, Schema):
                try:
                    validator(data)
                except Invalid as e:
                    error = str(e)

            elif callable(validator):
                try:
                    result = validator(data)
                except Exception as e:
                    g.error = "Error while running validator: %s" % str(e)
                    abort(INTERNAL_SERVER_ERROR)

                if result is True:
                    pass

                elif result is False:
                    error = "Unknown error when validating data " \
                            "using %s" % validator

                elif isinstance(result, STRING_TYPES):
                    error = result

                else:
                    g.error = "Output from callable validator should be a " \
                              "string or boolean."
                    abort(INTERNAL_SERVER_ERROR)

            else:
                g.error = "Only know how to handle callable objects or " \
                          "instances of instances of voluptuous.Schema."
                abort(INTERNAL_SERVER_ERROR)

            if error is not None:
                g.error = error
                abort(BAD_REQUEST)

            return func(*args, **kwargs)
        return wrapped
    return wrapper



[docs]def validate_with_model(model, type_checks=None, ignore=None,
                        ignore_missing=None, disallow=None):
    """
    Decorator which will check the contents of the of the json
    request against a model for:

        * missing fields which are required
        * values which don't match their type(s) in the database
        * inclusion of fields which do not exist

    :param model:
        The model object that the decorated endpoint should use for testing
        the points above.

    :param dict type_checks:
        A dictionary containing a mapping of column names to
        special functions used for checking.  If there's a key in the
        incoming request that needs a more detailed check than
        "isinstance(g.json[column_name], <Python type(s) from sql>)" then
        this is the place to add it.

    :param list ignore_missing:
        A list of fields to completely ignore in the incoming
        request. Typically this is used by ``PUT`` requests or other
        similar requests where part of the data is in the url.

    :param list allow_missing:
        A list of fields which are allowed to be missing in the request.  These
        fields will still be checked for type however.

    :param list disallow:
        A list of columns which are never in the request to the decorated
        function
    """
    assert type_checks is None or isinstance(type_checks, dict)
    assert isinstance(ignore, (list, tuple, set, NONE_TYPE))
    assert isinstance(disallow, (list, tuple, set, NONE_TYPE))
    type_checks = type_checks or {}
    ignore = set(ignore or [])
    ignore_missing = set(ignore_missing or [])
    disallow = set(disallow or [])

    def wrapper(func):

        @wraps(func)
        def wrapped(*args, **kwargs):
            if not inside_request():
                return func(*args, **kwargs)

            assert_mimetypes(request, JSON_MIMETYPES)

            try:  # pragma: no cover
                # special case where the decorator is being
                # called before any requests have been made
                if not hasattr(g, "json"):
                    pass

                # g.json should be set by our before_request handler
                # if not then that's an error
                elif g.json is NOTSET:
                    g.error = "expected g.json to be set"
                    abort(INTERNAL_SERVER_ERROR)

                # in all other cases g.json should be a dictionary
                elif not isinstance(g.json, dict):
                    g.error = "dictionary expected but got %s instead" % (
                        g.json.__class__.__name__)
                    abort(BAD_REQUEST)

            # outside of a request context
            except RuntimeError:  # pragma: no cover
                pass

            types = model.types()
            request_columns = set(g.json)

            # assert that there's not any disallowed
            # columns in the request
            disallowed_in_request = disallow & request_columns
            if disallowed_in_request:
                g.error = "column(s) not allowed for this " \
                          "request: %s" % disallowed_in_request
                abort(BAD_REQUEST)

            all_valid_keys = types.columns | types.relationships
            unknown_keys = request_columns - all_valid_keys - ignore

            # check to see if there are any fields that do not exist
            # in the request
            if unknown_keys:
                g.error = "request contains field(s) that do not exist: " \
                          "%r" % unknown_keys
                abort(BAD_REQUEST)

            # now check to see if we're missing any required fields
            missing_keys = ((types.required - ignore - disallow) -
                            request_columns -
                            ignore_missing) - types.primary_keys
            if missing_keys:
                g.error = "request is missing field(s): %r" % missing_keys
                abort(BAD_REQUEST)

            # finally make sure that the types included in the request make
            # make sense
            for name, python_types in types.mappings.items():
                if name not in g.json:
                    continue

                value = g.json[name]

                # if there's a custom function to do the type
                # checking then call it here
                if name in type_checks:
                    passed = type_checks[name](value)
                    if passed not in (True, False):
                        g.error = "expected custom type check function for " \
                                  "%r to return True or False" % name
                        abort(INTERNAL_SERVER_ERROR)

                    if not passed:
                        # set the error if the custom function has not
                        if not g.error:
                            g.error = "type check failed for %r" % name

                        abort(BAD_REQUEST)

                elif (not isinstance(value, python_types) and
                      not name in ignore):
                    g.error = "field %r has type %s but we expected " \
                              "type(s) %s" % (name, type(value), python_types)
                    abort(BAD_REQUEST)

            # everything checks out, proceed back to the original function
            return func(*args, **kwargs)
        return wrapped
    return wrapper



[docs]def error_handler(e, code=None, default=None, title=None, template=None):
    """
    Constructor for http errors that respects the current mimetype.  By
    default this function returns html however when ``request.mimetype`` is
    ``application/json`` it will return a json response. This function is
    typically used within a :func:`functools.partial` call:

        >>> from functools import partial
        >>> try:
        ...     from httplib import BAD_REQUEST
        ... except ImportError:
        ...     from http.client import BAD_REQUEST
        ...
        >>> from flask import request
        >>> error_400 = partial(
        ...     error_handler, BAD_REQUEST,
        ...     lambda: "bad request to %s" % request.url, "Bad Request")

    :param flask.Response e:
        The response object which will be passed into :func:`.error_handler`,
        this value is ignored by default.

    :param int code:
        The integer to use in the response.  For the most consistent
        results you can use the :mod:`httplib` or :mod:`http.client` modules
        depending on your Python version.

    :type default: str or callable
    :param callable default:
        This will be the default error message if g.error does not
        contain anything.  ``default`` may either be a callable function
        which will produce the string or it may be a string by itself.

    :param str title:
        The HTML title of the request being made.  This is not used when
        dealing with json requests and if not provided at all will default
        to using the official status code's string representation.

    :param str template:
        A alternative template path for HTML responses
    """
    assert isinstance(code, int)
    assert code in responses, "unknown http code %s" % code

    if callable(default):
        default = default()

    if title is None:
        title = responses[code]

    error = g.error or default

    assert isinstance(error, STRING_TYPES)
    assert isinstance(title, STRING_TYPES)

    if not request.mimetype or request.mimetype == "application/json":
        response = jsonify(error=error)
    else:
        response = render_template(
            template or "pyfarm/error.html", title=title, error=error)

    return response, code



[docs]def get_request_argument(argument, default=None, required=False, types=None):
    """
    This is a function similar to Flask's ``request.args.get`` except it does
    type validation and it has the concept of required url arguments.

    :param str argument:
        The name of the url argument we're trying to retrieve

    :param default:
        The value to return if ``argument`` is not present in the url and
        argument is not a required parameter.

    :param bool required:
        If True and the url argument provided by ``argument`` is not provided
        respond to the request with ``BAD_REQUEST``

    :param types:
        A single or list of multiple callable objects which will be used to try
        and produce a result to return.  This would function similarly
        to this:

        .. code-block:: python

            value = "5"
            types = (int, bool)

            for type_callable in types:
                try:
                    return type_callable(value)
                except Exception:
                    continue
    """
    assert isinstance(argument, STRING_TYPES)

    # nothing else to do if the argument is not present
    # in the url
    if argument not in request.args:
        if required:
            g.error = \
                "Required argument `%s` is not present in the url" % argument
            abort(BAD_REQUEST)
        return default

    value = request.args.get(argument)

    if types is None:
        return value

    if types is not None and not isinstance(types, (list, tuple, set)):
        types = [types]

    errors = []
    for type_callable in types:
        try:
            return type_callable(value)
        except Exception as e:
            errors.append(str(e))
    else:
        g.error = "Failed to convert the url argument `%s` " % argument
        g.error += "using %s: %s" % (types, ", ".join(errors))
        abort(BAD_REQUEST)



[docs]def isuuid(value):
    """
    Returns True if ``value`` is a :class:`UUID` object
    or can be converted to one
    """
    if isinstance(value, UUID):
        return True

    try:
        UUID(value)
        return True
    except Exception:
        pass

    return False


# preconstructed url argument parsers

get_integer_argument = partial(get_request_argument, types=int)
get_port_argument = partial(
    get_request_argument,
    types=lambda value: Agent.validate_resource("port", int(value)))
get_hostname_argument = partial(
    get_request_argument,
    types=lambda value: Agent.validate_hostname("hostname", value))
get_ipaddr_argument = partial(
    get_request_argument,
    types=lambda value: Agent.validate_ipv4_address("remote_addr",  value))
get_uuid_argument = partial(get_request_argument, types=UUID)
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  Source code for pyfarm.master.initial

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Initial Setup
=============

Entry points for the /setup/ target
"""

from wtforms import Form, TextField, PasswordField, ValidationError
from wtforms.validators import Required
from flask import render_template, request

from pyfarm.models.user import User, Role
from pyfarm.master.application import db


[docs]class NewUserForm(Form):
    username = TextField(validators=[Required()])
    email = TextField(validators=[Required()])
    password = PasswordField(validators=[Required()])

[docs]    def validate_username(self, field):
        user = User.get(request.form["username"])
        if user is not None:
            raise ValidationError(
                "%s already exists" % request.form["username"])




[docs]def setup_page():
    form = NewUserForm(request.form)

    if request.method == "GET":
        # create the admin role if it does not exist and
        # find any existing administrators
        admin_role = Role.query.filter_by(name="admin").first()
        if admin_role is None:
            admin_role = Role.create("admin")
            admin_users = []
        else:
            admin_users = admin_role.users

        return render_template(
            "pyfarm/setup.html", form=form,
            admin_role=admin_role, admin_users=admin_users)

    elif request.method == "POST":
        if form.validate():
            # make sure we're still the only admin
            admin_role = Role.query.filter_by(name="admin").first()

            if admin_role and admin_role.users.first():
                return render_template(
                    "pyfarm/setup.html",
                    error="someone else created an administrator")

            user = User.create(
                request.form["username"],
                request.form["password"],
                email=request.form["email"])
            user.roles.append(Role.create("admin"))
            db.session.add(user)
            db.session.commit()

            return render_template(
                "pyfarm/setup.html", finished=True, redirect_seconds=5)

        return render_template("pyfarm/setup.html", form=form)
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  Source code for uuid

r"""UUID objects (universally unique identifiers) according to RFC 4122.

This module provides immutable UUID objects (class UUID) and the functions
uuid1(), uuid3(), uuid4(), uuid5() for generating version 1, 3, 4, and 5
UUIDs as specified in RFC 4122.

If all you want is a unique ID, you should probably call uuid1() or uuid4().
Note that uuid1() may compromise privacy since it creates a UUID containing
the computer's network address.  uuid4() creates a random UUID.

Typical usage:

    >>> import uuid

    # make a UUID based on the host ID and current time
    >>> uuid.uuid1()    # doctest: +SKIP
    UUID('a8098c1a-f86e-11da-bd1a-00112444be1e')

    # make a UUID using an MD5 hash of a namespace UUID and a name
    >>> uuid.uuid3(uuid.NAMESPACE_DNS, 'python.org')
    UUID('6fa459ea-ee8a-3ca4-894e-db77e160355e')

    # make a random UUID
    >>> uuid.uuid4()    # doctest: +SKIP
    UUID('16fd2706-8baf-433b-82eb-8c7fada847da')

    # make a UUID using a SHA-1 hash of a namespace UUID and a name
    >>> uuid.uuid5(uuid.NAMESPACE_DNS, 'python.org')
    UUID('886313e1-3b8a-5372-9b90-0c9aee199e5d')

    # make a UUID from a string of hex digits (braces and hyphens ignored)
    >>> x = uuid.UUID('{00010203-0405-0607-0809-0a0b0c0d0e0f}')

    # convert a UUID to a string of hex digits in standard form
    >>> str(x)
    '00010203-0405-0607-0809-0a0b0c0d0e0f'

    # get the raw 16 bytes of the UUID
    >>> x.bytes
    b'\x00\x01\x02\x03\x04\x05\x06\x07\x08\t\n\x0b\x0c\r\x0e\x0f'

    # make a UUID from a 16-byte string
    >>> uuid.UUID(bytes=x.bytes)
    UUID('00010203-0405-0607-0809-0a0b0c0d0e0f')
"""

__author__ = 'Ka-Ping Yee <ping@zesty.ca>'

RESERVED_NCS, RFC_4122, RESERVED_MICROSOFT, RESERVED_FUTURE = [
    'reserved for NCS compatibility', 'specified in RFC 4122',
    'reserved for Microsoft compatibility', 'reserved for future definition']

int_ = int      # The built-in int type
bytes_ = bytes  # The built-in bytes type

class UUID(object):
    """Instances of the UUID class represent UUIDs as specified in RFC 4122.
    UUID objects are immutable, hashable, and usable as dictionary keys.
    Converting a UUID to a string with str() yields something in the form
    '12345678-1234-1234-1234-123456789abc'.  The UUID constructor accepts
    five possible forms: a similar string of hexadecimal digits, or a tuple
    of six integer fields (with 32-bit, 16-bit, 16-bit, 8-bit, 8-bit, and
    48-bit values respectively) as an argument named 'fields', or a string
    of 16 bytes (with all the integer fields in big-endian order) as an
    argument named 'bytes', or a string of 16 bytes (with the first three
    fields in little-endian order) as an argument named 'bytes_le', or a
    single 128-bit integer as an argument named 'int'.

    UUIDs have these read-only attributes:

        bytes       the UUID as a 16-byte string (containing the six
                    integer fields in big-endian byte order)

        bytes_le    the UUID as a 16-byte string (with time_low, time_mid,
                    and time_hi_version in little-endian byte order)

        fields      a tuple of the six integer fields of the UUID,
                    which are also available as six individual attributes
                    and two derived attributes:

            time_low                the first 32 bits of the UUID
            time_mid                the next 16 bits of the UUID
            time_hi_version         the next 16 bits of the UUID
            clock_seq_hi_variant    the next 8 bits of the UUID
            clock_seq_low           the next 8 bits of the UUID
            node                    the last 48 bits of the UUID

            time                    the 60-bit timestamp
            clock_seq               the 14-bit sequence number

        hex         the UUID as a 32-character hexadecimal string

        int         the UUID as a 128-bit integer

        urn         the UUID as a URN as specified in RFC 4122

        variant     the UUID variant (one of the constants RESERVED_NCS,
                    RFC_4122, RESERVED_MICROSOFT, or RESERVED_FUTURE)

        version     the UUID version number (1 through 5, meaningful only
                    when the variant is RFC_4122)
    """

    def __init__(self, hex=None, bytes=None, bytes_le=None, fields=None,
                       int=None, version=None):
        r"""Create a UUID from either a string of 32 hexadecimal digits,
        a string of 16 bytes as the 'bytes' argument, a string of 16 bytes
        in little-endian order as the 'bytes_le' argument, a tuple of six
        integers (32-bit time_low, 16-bit time_mid, 16-bit time_hi_version,
        8-bit clock_seq_hi_variant, 8-bit clock_seq_low, 48-bit node) as
        the 'fields' argument, or a single 128-bit integer as the 'int'
        argument.  When a string of hex digits is given, curly braces,
        hyphens, and a URN prefix are all optional.  For example, these
        expressions all yield the same UUID:

        UUID('{12345678-1234-5678-1234-567812345678}')
        UUID('12345678123456781234567812345678')
        UUID('urn:uuid:12345678-1234-5678-1234-567812345678')
        UUID(bytes='\x12\x34\x56\x78'*4)
        UUID(bytes_le='\x78\x56\x34\x12\x34\x12\x78\x56' +
                      '\x12\x34\x56\x78\x12\x34\x56\x78')
        UUID(fields=(0x12345678, 0x1234, 0x5678, 0x12, 0x34, 0x567812345678))
        UUID(int=0x12345678123456781234567812345678)

        Exactly one of 'hex', 'bytes', 'bytes_le', 'fields', or 'int' must
        be given.  The 'version' argument is optional; if given, the resulting
        UUID will have its variant and version set according to RFC 4122,
        overriding the given 'hex', 'bytes', 'bytes_le', 'fields', or 'int'.
        """

        if [hex, bytes, bytes_le, fields, int].count(None) != 4:
            raise TypeError('need one of hex, bytes, bytes_le, fields, or int')
        if hex is not None:
            hex = hex.replace('urn:', '').replace('uuid:', '')
            hex = hex.strip('{}').replace('-', '')
            if len(hex) != 32:
                raise ValueError('badly formed hexadecimal UUID string')
            int = int_(hex, 16)
        if bytes_le is not None:
            if len(bytes_le) != 16:
                raise ValueError('bytes_le is not a 16-char string')
            bytes = (bytes_(reversed(bytes_le[0:4])) +
                     bytes_(reversed(bytes_le[4:6])) +
                     bytes_(reversed(bytes_le[6:8])) +
                     bytes_le[8:])
        if bytes is not None:
            if len(bytes) != 16:
                raise ValueError('bytes is not a 16-char string')
            assert isinstance(bytes, bytes_), repr(bytes)
            int = int_.from_bytes(bytes, byteorder='big')
        if fields is not None:
            if len(fields) != 6:
                raise ValueError('fields is not a 6-tuple')
            (time_low, time_mid, time_hi_version,
             clock_seq_hi_variant, clock_seq_low, node) = fields
            if not 0 <= time_low < 1<<32:
                raise ValueError('field 1 out of range (need a 32-bit value)')
            if not 0 <= time_mid < 1<<16:
                raise ValueError('field 2 out of range (need a 16-bit value)')
            if not 0 <= time_hi_version < 1<<16:
                raise ValueError('field 3 out of range (need a 16-bit value)')
            if not 0 <= clock_seq_hi_variant < 1<<8:
                raise ValueError('field 4 out of range (need an 8-bit value)')
            if not 0 <= clock_seq_low < 1<<8:
                raise ValueError('field 5 out of range (need an 8-bit value)')
            if not 0 <= node < 1<<48:
                raise ValueError('field 6 out of range (need a 48-bit value)')
            clock_seq = (clock_seq_hi_variant << 8) | clock_seq_low
            int = ((time_low << 96) | (time_mid << 80) |
                   (time_hi_version << 64) | (clock_seq << 48) | node)
        if int is not None:
            if not 0 <= int < 1<<128:
                raise ValueError('int is out of range (need a 128-bit value)')
        if version is not None:
            if not 1 <= version <= 5:
                raise ValueError('illegal version number')
            # Set the variant to RFC 4122.
            int &= ~(0xc000 << 48)
            int |= 0x8000 << 48
            # Set the version number.
            int &= ~(0xf000 << 64)
            int |= version << 76
        self.__dict__['int'] = int

    def __eq__(self, other):
        if isinstance(other, UUID):
            return self.int == other.int
        return NotImplemented

    def __ne__(self, other):
        if isinstance(other, UUID):
            return self.int != other.int
        return NotImplemented

    # Q. What's the value of being able to sort UUIDs?
    # A. Use them as keys in a B-Tree or similar mapping.

    def __lt__(self, other):
        if isinstance(other, UUID):
            return self.int < other.int
        return NotImplemented

    def __gt__(self, other):
        if isinstance(other, UUID):
            return self.int > other.int
        return NotImplemented

    def __le__(self, other):
        if isinstance(other, UUID):
            return self.int <= other.int
        return NotImplemented

    def __ge__(self, other):
        if isinstance(other, UUID):
            return self.int >= other.int
        return NotImplemented

    def __hash__(self):
        return hash(self.int)

    def __int__(self):
        return self.int

    def __repr__(self):
        return 'UUID(%r)' % str(self)

    def __setattr__(self, name, value):
        raise TypeError('UUID objects are immutable')

    def __str__(self):
        hex = '%032x' % self.int
        return '%s-%s-%s-%s-%s' % (
            hex[:8], hex[8:12], hex[12:16], hex[16:20], hex[20:])

    @property
    def bytes(self):
        bytes = bytearray()
        for shift in range(0, 128, 8):
            bytes.insert(0, (self.int >> shift) & 0xff)
        return bytes_(bytes)

    @property
    def bytes_le(self):
        bytes = self.bytes
        return (bytes_(reversed(bytes[0:4])) +
                bytes_(reversed(bytes[4:6])) +
                bytes_(reversed(bytes[6:8])) +
                bytes[8:])

    @property
    def fields(self):
        return (self.time_low, self.time_mid, self.time_hi_version,
                self.clock_seq_hi_variant, self.clock_seq_low, self.node)

    @property
    def time_low(self):
        return self.int >> 96

    @property
    def time_mid(self):
        return (self.int >> 80) & 0xffff

    @property
    def time_hi_version(self):
        return (self.int >> 64) & 0xffff

    @property
    def clock_seq_hi_variant(self):
        return (self.int >> 56) & 0xff

    @property
    def clock_seq_low(self):
        return (self.int >> 48) & 0xff

    @property
    def time(self):
        return (((self.time_hi_version & 0x0fff) << 48) |
                (self.time_mid << 32) | self.time_low)

    @property
    def clock_seq(self):
        return (((self.clock_seq_hi_variant & 0x3f) << 8) |
                self.clock_seq_low)

    @property
    def node(self):
        return self.int & 0xffffffffffff

    @property
    def hex(self):
        return '%032x' % self.int

    @property
    def urn(self):
        return 'urn:uuid:' + str(self)

    @property
    def variant(self):
        if not self.int & (0x8000 << 48):
            return RESERVED_NCS
        elif not self.int & (0x4000 << 48):
            return RFC_4122
        elif not self.int & (0x2000 << 48):
            return RESERVED_MICROSOFT
        else:
            return RESERVED_FUTURE

    @property
    def version(self):
        # The version bits are only meaningful for RFC 4122 UUIDs.
        if self.variant == RFC_4122:
            return int((self.int >> 76) & 0xf)

def _find_mac(command, args, hw_identifiers, get_index):
    import os, shutil
    executable = shutil.which(command)
    if executable is None:
        path = os.pathsep.join(('/sbin', '/usr/sbin'))
        executable = shutil.which(command, path=path)
        if executable is None:
            return None

    try:
        # LC_ALL to ensure English output, 2>/dev/null to prevent output on
        # stderr (Note: we don't have an example where the words we search for
        # are actually localized, but in theory some system could do so.)
        cmd = 'LC_ALL=C %s %s 2>/dev/null' % (executable, args)
        with os.popen(cmd) as pipe:
            for line in pipe:
                words = line.lower().split()
                for i in range(len(words)):
                    if words[i] in hw_identifiers:
                        try:
                            return int(
                                words[get_index(i)].replace(':', ''), 16)
                        except (ValueError, IndexError):
                            # Virtual interfaces, such as those provided by
                            # VPNs, do not have a colon-delimited MAC address
                            # as expected, but a 16-byte HWAddr separated by
                            # dashes. These should be ignored in favor of a
                            # real MAC address
                            pass
    except OSError:
        pass

def _ifconfig_getnode():
    """Get the hardware address on Unix by running ifconfig."""

    # This works on Linux ('' or '-a'), Tru64 ('-av'), but not all Unixes.
    for args in ('', '-a', '-av'):
        mac = _find_mac('ifconfig', args, ['hwaddr', 'ether'], lambda i: i+1)
        if mac:
            return mac

    import socket
    ip_addr = socket.gethostbyname(socket.gethostname())

    # Try getting the MAC addr from arp based on our IP address (Solaris).
    mac = _find_mac('arp', '-an', [ip_addr], lambda i: -1)
    if mac:
        return mac

    # This might work on HP-UX.
    mac = _find_mac('lanscan', '-ai', ['lan0'], lambda i: 0)
    if mac:
        return mac

    return None

def _ipconfig_getnode():
    """Get the hardware address on Windows by running ipconfig.exe."""
    import os, re
    dirs = ['', r'c:\windows\system32', r'c:\winnt\system32']
    try:
        import ctypes
        buffer = ctypes.create_string_buffer(300)
        ctypes.windll.kernel32.GetSystemDirectoryA(buffer, 300)
        dirs.insert(0, buffer.value.decode('mbcs'))
    except:
        pass
    for dir in dirs:
        try:
            pipe = os.popen(os.path.join(dir, 'ipconfig') + ' /all')
        except OSError:
            continue
        else:
            for line in pipe:
                value = line.split(':')[-1].strip().lower()
                if re.match('([0-9a-f][0-9a-f]-){5}[0-9a-f][0-9a-f]', value):
                    return int(value.replace('-', ''), 16)
        finally:
            pipe.close()

def _netbios_getnode():
    """Get the hardware address on Windows using NetBIOS calls.
    See http://support.microsoft.com/kb/118623 for details."""
    import win32wnet, netbios
    ncb = netbios.NCB()
    ncb.Command = netbios.NCBENUM
    ncb.Buffer = adapters = netbios.LANA_ENUM()
    adapters._pack()
    if win32wnet.Netbios(ncb) != 0:
        return
    adapters._unpack()
    for i in range(adapters.length):
        ncb.Reset()
        ncb.Command = netbios.NCBRESET
        ncb.Lana_num = ord(adapters.lana[i])
        if win32wnet.Netbios(ncb) != 0:
            continue
        ncb.Reset()
        ncb.Command = netbios.NCBASTAT
        ncb.Lana_num = ord(adapters.lana[i])
        ncb.Callname = '*'.ljust(16)
        ncb.Buffer = status = netbios.ADAPTER_STATUS()
        if win32wnet.Netbios(ncb) != 0:
            continue
        status._unpack()
        bytes = status.adapter_address
        return ((bytes[0]<<40) + (bytes[1]<<32) + (bytes[2]<<24) +
                (bytes[3]<<16) + (bytes[4]<<8) + bytes[5])

# Thanks to Thomas Heller for ctypes and for his help with its use here.

# If ctypes is available, use it to find system routines for UUID generation.
# XXX This makes the module non-thread-safe!
_uuid_generate_random = _uuid_generate_time = _UuidCreate = None
try:
    import ctypes, ctypes.util

    # The uuid_generate_* routines are provided by libuuid on at least
    # Linux and FreeBSD, and provided by libc on Mac OS X.
    for libname in ['uuid', 'c']:
        try:
            lib = ctypes.CDLL(ctypes.util.find_library(libname))
        except:
            continue
        if hasattr(lib, 'uuid_generate_random'):
            _uuid_generate_random = lib.uuid_generate_random
        if hasattr(lib, 'uuid_generate_time'):
            _uuid_generate_time = lib.uuid_generate_time
            if _uuid_generate_random is not None:
                break  # found everything we were looking for

    # The uuid_generate_* functions are broken on MacOS X 10.5, as noted
    # in issue #8621 the function generates the same sequence of values
    # in the parent process and all children created using fork (unless
    # those children use exec as well).
    #
    # Assume that the uuid_generate functions are broken from 10.5 onward,
    # the test can be adjusted when a later version is fixed.
    import sys
    if sys.platform == 'darwin':
        import os
        if int(os.uname().release.split('.')[0]) >= 9:
            _uuid_generate_random = _uuid_generate_time = None

    # On Windows prior to 2000, UuidCreate gives a UUID containing the
    # hardware address.  On Windows 2000 and later, UuidCreate makes a
    # random UUID and UuidCreateSequential gives a UUID containing the
    # hardware address.  These routines are provided by the RPC runtime.
    # NOTE:  at least on Tim's WinXP Pro SP2 desktop box, while the last
    # 6 bytes returned by UuidCreateSequential are fixed, they don't appear
    # to bear any relationship to the MAC address of any network device
    # on the box.
    try:
        lib = ctypes.windll.rpcrt4
    except:
        lib = None
    _UuidCreate = getattr(lib, 'UuidCreateSequential',
                          getattr(lib, 'UuidCreate', None))
except:
    pass

def _unixdll_getnode():
    """Get the hardware address on Unix using ctypes."""
    _buffer = ctypes.create_string_buffer(16)
    _uuid_generate_time(_buffer)
    return UUID(bytes=bytes_(_buffer.raw)).node

def _windll_getnode():
    """Get the hardware address on Windows using ctypes."""
    _buffer = ctypes.create_string_buffer(16)
    if _UuidCreate(_buffer) == 0:
        return UUID(bytes=bytes_(_buffer.raw)).node

def _random_getnode():
    """Get a random node ID, with eighth bit set as suggested by RFC 4122."""
    import random
    return random.randrange(0, 1<<48) | 0x010000000000

_node = None

def getnode():
    """Get the hardware address as a 48-bit positive integer.

    The first time this runs, it may launch a separate program, which could
    be quite slow.  If all attempts to obtain the hardware address fail, we
    choose a random 48-bit number with its eighth bit set to 1 as recommended
    in RFC 4122.
    """

    global _node
    if _node is not None:
        return _node

    import sys
    if sys.platform == 'win32':
        getters = [_windll_getnode, _netbios_getnode, _ipconfig_getnode]
    else:
        getters = [_unixdll_getnode, _ifconfig_getnode]

    for getter in getters + [_random_getnode]:
        try:
            _node = getter()
        except:
            continue
        if _node is not None:
            return _node

_last_timestamp = None

def uuid1(node=None, clock_seq=None):
    """Generate a UUID from a host ID, sequence number, and the current time.
    If 'node' is not given, getnode() is used to obtain the hardware
    address.  If 'clock_seq' is given, it is used as the sequence number;
    otherwise a random 14-bit sequence number is chosen."""

    # When the system provides a version-1 UUID generator, use it (but don't
    # use UuidCreate here because its UUIDs don't conform to RFC 4122).
    if _uuid_generate_time and node is clock_seq is None:
        _buffer = ctypes.create_string_buffer(16)
        _uuid_generate_time(_buffer)
        return UUID(bytes=bytes_(_buffer.raw))

    global _last_timestamp
    import time
    nanoseconds = int(time.time() * 1e9)
    # 0x01b21dd213814000 is the number of 100-ns intervals between the
    # UUID epoch 1582-10-15 00:00:00 and the Unix epoch 1970-01-01 00:00:00.
    timestamp = int(nanoseconds/100) + 0x01b21dd213814000
    if _last_timestamp is not None and timestamp <= _last_timestamp:
        timestamp = _last_timestamp + 1
    _last_timestamp = timestamp
    if clock_seq is None:
        import random
        clock_seq = random.randrange(1<<14) # instead of stable storage
    time_low = timestamp & 0xffffffff
    time_mid = (timestamp >> 32) & 0xffff
    time_hi_version = (timestamp >> 48) & 0x0fff
    clock_seq_low = clock_seq & 0xff
    clock_seq_hi_variant = (clock_seq >> 8) & 0x3f
    if node is None:
        node = getnode()
    return UUID(fields=(time_low, time_mid, time_hi_version,
                        clock_seq_hi_variant, clock_seq_low, node), version=1)

def uuid3(namespace, name):
    """Generate a UUID from the MD5 hash of a namespace UUID and a name."""
    from hashlib import md5
    hash = md5(namespace.bytes + bytes(name, "utf-8")).digest()
    return UUID(bytes=hash[:16], version=3)

def uuid4():
    """Generate a random UUID."""

    # When the system provides a version-4 UUID generator, use it.
    if _uuid_generate_random:
        _buffer = ctypes.create_string_buffer(16)
        _uuid_generate_random(_buffer)
        return UUID(bytes=bytes_(_buffer.raw))

    # Otherwise, get randomness from urandom or the 'random' module.
    try:
        import os
        return UUID(bytes=os.urandom(16), version=4)
    except:
        import random
        bytes = bytes_(random.randrange(256) for i in range(16))
        return UUID(bytes=bytes, version=4)

def uuid5(namespace, name):
    """Generate a UUID from the SHA-1 hash of a namespace UUID and a name."""
    from hashlib import sha1
    hash = sha1(namespace.bytes + bytes(name, "utf-8")).digest()
    return UUID(bytes=hash[:16], version=5)

# The following standard UUIDs are for use with uuid3() or uuid5().

NAMESPACE_DNS = UUID('6ba7b810-9dad-11d1-80b4-00c04fd430c8')
NAMESPACE_URL = UUID('6ba7b811-9dad-11d1-80b4-00c04fd430c8')
NAMESPACE_OID = UUID('6ba7b812-9dad-11d1-80b4-00c04fd430c8')
NAMESPACE_X500 = UUID('6ba7b814-9dad-11d1-80b4-00c04fd430c8')
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  Source code for pyfarm.master.testutil

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Test Utilities
==============

Functions and classes mainly used during the unittests.
"""

import json
import os
import time
import warnings
import uuid
from unittest import TestCase

try:
    from httplib import (
        OK, CREATED, ACCEPTED, NO_CONTENT, BAD_REQUEST, UNAUTHORIZED,
        FORBIDDEN, NOT_FOUND, NOT_ACCEPTABLE, INTERNAL_SERVER_ERROR, CONFLICT,
        UNSUPPORTED_MEDIA_TYPE, METHOD_NOT_ALLOWED, TEMPORARY_REDIRECT)
except ImportError:
    from http.client import (
        OK, CREATED, ACCEPTED, NO_CONTENT, BAD_REQUEST, UNAUTHORIZED,
        FORBIDDEN, NOT_FOUND, NOT_ACCEPTABLE, INTERNAL_SERVER_ERROR, CONFLICT,
        UNSUPPORTED_MEDIA_TYPE, METHOD_NOT_ALLOWED, TEMPORARY_REDIRECT)

try:
    from UserDict import UserDict
except ImportError:
    from collections import UserDict

try:
    import blinker
except ImportError:
    blinker = NotImplemented

from flask import Response, json_available
from sqlalchemy.exc import SAWarning
from werkzeug.utils import cached_property
from werkzeug.datastructures import ImmutableDict

from pyfarm.master.application import get_application, db, before_request

TEST_ENVIRONMENT = ImmutableDict({
    "PYFARM_DB_PREFIX": "test%s_" % time.strftime("%M%d%Y%H%M%S"),
    "PYFARM_DB_MAX_USERNAME_LENGTH": "254",

    # agent port
    "PYFARM_AGENT_MIN_PORT": "1024",
    "PYFARM_AGENT_MAX_PORT": "65535",

    # agent cpus
    "PYFARM_AGENT_MIN_CPUS": "1",
    "PYFARM_AGENT_MAX_CPUS": "256",
    "PYFARM_AGENT_SPECIAL_CPUS": "[0]",

    # agent ram
    "PYFARM_AGENT_MIN_RAM": "16",
    "PYFARM_AGENT_MAX_RAM": "262144",
    "PYFARM_AGENT_SPECIAL_RAM": "[0]",

    # priority
    "PYFARM_QUEUE_DEFAULT_PRIORITY": "0",
    "PYFARM_QUEUE_MIN_PRIORITY": "-1000",
    "PYFARM_QUEUE_MAX_PRIORITY": "1000",

    # batching
    "PYFARM_QUEUE_DEFAULT_BATCH": "1",
    "PYFARM_QUEUE_MIN_BATCH": "1",
    "PYFARM_QUEUE_MAX_BATCH": "64",

    # requeue
    "PYFARM_QUEUE_DEFAULT_REQUEUE": "3",
    "PYFARM_QUEUE_MIN_REQUEUE": "0",
    "PYFARM_QUEUE_MAX_REQUEUE": "10",

    # cpus
    "PYFARM_QUEUE_DEFAULT_CPUS": "1",
    "PYFARM_QUEUE_MIN_CPUS": "1",  # copied from above
    "PYFARM_QUEUE_MAX_CPUS": "256",  # copied from above

    # ram
    "PYFARM_QUEUE_DEFAULT_RAM": "32",
    "PYFARM_QUEUE_MIN_RAM": "16",  # copied from above
    "PYFARM_QUEUE_MAX_RAM": "262144"  # copied from above
})


[docs]def get_test_environment(**environment):
    """
    Returns a dictionary that can be used to simulate a working
    environment.  Any key/value pairs passed in as keyword arguments
    will override the defaults.
    """
    assert isinstance(environment, (dict, UserDict))
    environment = environment.copy()

    for key, value in TEST_ENVIRONMENT.items():
        environment.setdefault(key, value)

    # if "PYFARM_DATABASE_URI" not in os.environ:
    environment.setdefault(
        "PYFARM_DATABASE_URI",
        os.environ.get("PYFARM_DATABASE_URI", "sqlite:///:memory:"))

    environment.setdefault(
        "PYFARM_CONFIG",
        os.environ.get("PYFARM_CONFIG", "debug"))

    return environment



[docs]class JsonResponseMixin(object):
    """
    Mixin with testing helper methods
    """
    @cached_property
[docs]    def json(self):
        if not json_available:  # pragma: no cover
            raise NotImplementedError

        return json.loads(self.data.decode("utf-8"))




[docs]def make_test_response(response_class=None):
    if response_class is None:
        return

    class TestResponse(response_class, JsonResponseMixin):
        pass

    return TestResponse



[docs]class BaseTestCase(TestCase):
    ENVIRONMENT_SETUP = False
    ORIGINAL_ENVIRONMENT = os.environ.copy()
    maxDiff = None

    @classmethod
[docs]    def build_environment(cls):
        """
        Sets up the current environment with some values for
        unittesting.  This must be used before any other code
        is imported otherwise

        .. warning::
            This classmethod should not be used outside of a testing context
        """
        # populate the environment
        environment = get_test_environment(**cls.ORIGINAL_ENVIRONMENT)
        for key, value in environment.items():
            os.environ.setdefault(key, value)

        # import all the models we have so the relationships
        # can be setup properly
        from pyfarm.models.agent import Agent
        from pyfarm.models.job import Job
        from pyfarm.models.jobtype import JobType
        from pyfarm.models.software import (
            Software, SoftwareVersion, JobSoftwareRequirement,
            JobTypeSoftwareRequirement)
        from pyfarm.models.tag import Tag
        from pyfarm.models.task import Task
        from pyfarm.models.user import User
        from pyfarm.models.jobqueue import JobQueue
        from pyfarm.models.gpu import GPU

        # set ENVIRONMENT_SETUP so the tests will run
        cls.ENVIRONMENT_SETUP = True


[docs]    def setup_warning_filter(self):
        for warning_class in (SAWarning, ):
            warnings.simplefilter("ignore", warning_class)


[docs]    def teardown_warning_filter(self):
        for warning_class in (SAWarning, ):
            warning_entry = ("ignore", None, warning_class, None, 0)
            while warning_entry in warnings.filters:
                warnings.filters.remove(warning_entry)


[docs]    def setup_app(self):
        """
        Constructs the application object and assigns the instance
        variables for tests.  If you're testing the master your
        sublcass will probably need to extend this method.
        """
        environment = os.environ.copy()
        environment.setdefault("app_name", uuid.uuid4().hex)
        self.app = get_application(**environment)

        @self.app.before_request
        def before_request_handler():
            return before_request()

        # construct response class so we can use the json methods
        # in our handlers
        self._original_response_class = self.app.response_class
        self.app.response_class = make_test_response(self.app.response_class)

        # construct and push the context
        self._context = self.app.test_request_context()
        self._context.push()


[docs]    def setup_client(self, app):
        """returns the test client from the given application instance"""
        self.client = app.test_client()


[docs]    def setup_database(self):
        db.create_all()


[docs]    def teardown_database(self):
        db.session.remove()
        db.drop_all()


[docs]    def teardown_app(self):
        self.app.response_class = self._original_response_class


[docs]    def setUp(self):
        # be sure this value has been set first, not doing so
        # could cause some dangerous behaviors (such as testing
        # on production data)
        if not self.ENVIRONMENT_SETUP:
            self.fail(
                "build_environment() not called, aborting due to "
                "possibility of dangerous behaviors")

        self.setup_warning_filter()
        self.setup_app()
        self.setup_client(self.app)
        self.setup_database()


[docs]    def tearDown(self):
        self.teardown_app()
        self.teardown_database()
        self.teardown_warning_filter()


[docs]    def assert_contents_equal(self, a_source, b_source):
        """
        Explicitly check to see of the two iterable objects
        contain the same data.  This method exists to check to make
        sure two iterables contain the same data without regards to order. This
        is mostly meant for cases where two lists contain unhashable
        types.
        """
        # for now, we only support lists
        self.assertIsInstance(a_source, list)
        self.assertIsInstance(b_source, list)
        a_copy = a_source[:]
        b_copy = b_source[:]

        for a_value, b_value in zip(a_source, b_source):
            self.assertIn(a_value, b_source)
            self.assertIn(b_value, a_source)
            a_copy.pop()
            b_copy.pop()

        # There should not be any data left over after the above
        # has completed.
        self.assertEqual(len(b_copy), 0)
        self.assertEqual(len(a_copy), 0)


[docs]    def assert_status(self, response, status_code=None):
        assert status_code is not None
        self.assertIsInstance(response, Response)
        self.assertEqual(response.status_code, status_code)


[docs]    def assert_ok(self, response):
        self.assert_status(response, status_code=OK)


[docs]    def assert_created(self, response):
        self.assert_status(response, status_code=CREATED)


[docs]    def assert_accepted(self, response):
        self.assert_status(response, status_code=ACCEPTED)


[docs]    def assert_no_content(self, response):
        self.assert_status(response, status_code=NO_CONTENT)


[docs]    def assert_temporary_redirect(self, response):
        self.assert_status(response, status_code=TEMPORARY_REDIRECT)


[docs]    def assert_method_not_allowed(self, response):
        self.assert_status(response, status_code=METHOD_NOT_ALLOWED)


[docs]    def assert_bad_request(self, response):
        self.assert_status(response, status_code=BAD_REQUEST)


[docs]    def assert_conflict(self, response):
        self.assert_status(response, status_code=CONFLICT)


[docs]    def assert_unauthorized(self, response):
        self.assert_status(response, status_code=UNAUTHORIZED)


[docs]    def assert_forbidden(self, response):
        self.assert_status(response, status_code=FORBIDDEN)


[docs]    def assert_not_found(self, response):
        self.assert_status(response, status_code=NOT_FOUND)


[docs]    def assert_not_acceptable(self, response):
        self.assert_status(response, status_code=NOT_ACCEPTABLE)


[docs]    def assert_internal_server_error(self, response):
        self.assert_status(response, status_code=INTERNAL_SERVER_ERROR)


[docs]    def assert_unsupported_media_type(self, response):
        self.assert_status(response, status_code=UNSUPPORTED_MEDIA_TYPE)
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  Source code for pyfarm.master.entrypoints

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014, 2015 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Entry Points
============

Contains the code which operates the Python entry point scripts as well as
serving as a central location for the construction of the web application.
"""

from argparse import ArgumentParser
from functools import partial

try:
    from httplib import (
        responses, BAD_REQUEST, UNAUTHORIZED, NOT_FOUND, METHOD_NOT_ALLOWED,
        INTERNAL_SERVER_ERROR, UNSUPPORTED_MEDIA_TYPE)
except ImportError:
    from http.client import (
        responses, BAD_REQUEST, UNAUTHORIZED, NOT_FOUND, METHOD_NOT_ALLOWED,
        INTERNAL_SERVER_ERROR, UNSUPPORTED_MEDIA_TYPE)

from flask import request

from pyfarm.core.config import read_env_bool
from pyfarm.core.logger import getLogger
from pyfarm.master.application import db
from pyfarm.master.utility import error_handler

# Any table that needs to be created by db.create_all() should
# be imported here even if they're not used directly within this
# module.
from pyfarm.models.software import (
    Software, SoftwareVersion, JobSoftwareRequirement,
    JobTypeSoftwareRequirement)
from pyfarm.models.tag import Tag
from pyfarm.models.task import Task
from pyfarm.models.job import Job, JobDependency
from pyfarm.models.jobtype import JobType
from pyfarm.models.agent import Agent, AgentTagAssociation, GPUInAgent
from pyfarm.models.user import User, Role
from pyfarm.models.jobqueue import JobQueue
from pyfarm.models.pathmap import PathMap
from pyfarm.models.tasklog import TaskLog
from pyfarm.models.gpu import GPU

logger = getLogger("master.entrypoints")


[docs]def load_before_first(app_instance, database_instance):
    if app_instance.debug:
        app_instance.before_first_request_funcs.append(
            database_instance.create_all)



[docs]def load_error_handlers(app_instance):
    """loads the error handlers onto application instance"""
    # create the handlers
    bad_request = partial(
        error_handler, code=BAD_REQUEST,
        default=lambda: "bad request to %s" % request.url)
    unauthorized = partial(
        error_handler, code=BAD_REQUEST,
        default=lambda: "unauthorized request to %s" % request.url)
    not_found = partial(
        error_handler, code=NOT_FOUND,
        default=lambda: "%s was not found" % request.url)
    method_not_allowed = partial(
        error_handler, code=METHOD_NOT_ALLOWED,
        default=lambda:
        "%s does not allow %s requests" % (request.url, request.method))
    internal_server_error = partial(
        error_handler, code=INTERNAL_SERVER_ERROR,
        default=lambda:
        "unhandled error while accessing %s" % request.url)
    unsupported_media_type = partial(
        error_handler, code=UNSUPPORTED_MEDIA_TYPE,
        default=lambda:
        "%r is not a supported media type" % request.mimetype)

    # apply the handlers to the application instance
    app_instance.register_error_handler(BAD_REQUEST, bad_request)
    app_instance.register_error_handler(UNAUTHORIZED, unauthorized)
    app_instance.register_error_handler(NOT_FOUND, not_found)
    app_instance.register_error_handler(METHOD_NOT_ALLOWED, method_not_allowed)
    app_instance.register_error_handler(
        UNSUPPORTED_MEDIA_TYPE, unsupported_media_type)
    app_instance.register_error_handler(
        INTERNAL_SERVER_ERROR, internal_server_error)



[docs]def load_setup(app_instance):
    """configures flask to serve the endpoint used for setting up the system"""
    from pyfarm.master.initial import setup_page
    app_instance.add_url_rule("/setup/",
                              "setup_page", setup_page, methods=("GET", "POST"))



[docs]def load_authentication(app_instance):
    """configures flask to serve the authentication endpoints"""
    from pyfarm.master.login import login_page, logout_page
    app_instance.add_url_rule("/logout/", "logout_page", logout_page)
    app_instance.add_url_rule(
        "/login/", "login_page", login_page, methods=("GET", "POST"))



[docs]def load_index(app_instance):
    """configures flask to serve the main index and favicon"""
    from pyfarm.master.index import index_page, favicon
    app_instance.add_url_rule("/", "index_page", index_page)
    app_instance.add_url_rule("/favicon.ico", "favicon", favicon)



[docs]def load_user_interface(app_instance):
    from pyfarm.master.user_interface.agents import (
        agents, single_agent, delete_single_agent, agent_add_software,
        agent_delete_software, restart_single_agent)
    from pyfarm.master.user_interface.jobs import (
        jobs, delete_single_job, rerun_single_job, single_job, pause_single_job,
        unpause_single_job, alter_frames_in_single_job,
        alter_scheduling_parameters_for_job, update_notes_for_job,
        update_tags_in_job, rerun_single_task, add_notified_user_to_job,
        remove_notified_user_from_job, upgrade_job_to_latest_jobtype_version,
        rerun_failed_in_job, alter_autodeletion_for_job, rerun_multiple_jobs,
        rerun_failed_in_multiple_jobs, pause_multiple_jobs,
        unpause_multiple_jobs, delete_multiple_jobs)
    from pyfarm.master.user_interface.jobqueues import (
        jobqueues, jobqueue_create, jobqueue, delete_jobqueue)
    from pyfarm.master.user_interface.jobtypes import (
        jobtypes, jobtype, remove_jobtype_software_requirement,
        add_jobtype_software_requirement, remove_jobtype, create_jobtype)
    from pyfarm.master.user_interface.logs_in_task import logs_in_task
    from pyfarm.master.user_interface.software import (
        software, software_item, update_version_rank, remove_software_version,
        add_software_version, add_software, remove_software)

    app_instance.add_url_rule("/agents/", "agents_index_ui", agents,
                              methods=("GET", ))
    app_instance.add_url_rule("/agents/<uuid:agent_id>/delete",
                              "delete_single_agent_ui", delete_single_agent,
                              methods=("POST", ))
    app_instance.add_url_rule("/agents/<uuid:agent_id>/restart",
                              "restart_single_agent_ui", restart_single_agent,
                              methods=("POST", ))
    app_instance.add_url_rule("/agents/<uuid:agent_id>", "single_agent_ui",
                              single_agent, methods=("GET", ))
    app_instance.add_url_rule("/agents/<uuid:agent_id>/software/add",
                              "single_agent_add_software_ui",
                              agent_add_software, methods=("POST", ))
    app_instance.add_url_rule(
        "/agents/<uuid:agent_id>/software/<int:version_id>/delete",
        "single_agent_remove_software_ui",
        agent_delete_software, methods=("POST", ))

    app_instance.add_url_rule("/jobs/", "jobs_index_ui", jobs,
                              methods=("GET", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/delete",
                              "delete_single_job_ui", delete_single_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/delete_multiple",
                              "delete_multiple_jobs_ui", delete_multiple_jobs,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/rerun",
                              "rerun_single_job_ui", rerun_single_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/rerun_multiple",
                              "rerun_multiple_jobs_ui", rerun_multiple_jobs,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/rerun_failed_tasks",
                              "rerun_failed_in_job_ui", rerun_failed_in_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/rerun_failed_multiple",
                              "rerun_failed_multiple_jobs_ui",
                              rerun_failed_in_multiple_jobs,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/pause",
                              "pause_single_job_ui", pause_single_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/pause_multiple",
                              "pause_multiple_jobs_ui", pause_multiple_jobs,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/unpause",
                              "unpause_single_job_ui", unpause_single_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/unpause_multiple",
                              "unpause_multiple_jobs_ui", unpause_multiple_jobs,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/alter_frame_selection",
                              "alter_frames_in_job_ui",
                              alter_frames_in_single_job, methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/alter_scheduling_parameters",
                              "alter_scheduling_parameters_in_job_ui",
                              alter_scheduling_parameters_for_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/alter_autodelete_parameters",
                              "alter_autodelete_parameters_in_job_ui",
                              alter_autodeletion_for_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/update_notes",
                              "update_job_notes_ui", update_notes_for_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/update_tags",
                              "update_job_tags_ui", update_tags_in_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/upgrade_jobtype",
                              "upgrade_jobtype_for_job",
                              upgrade_job_to_latest_jobtype_version,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/tasks/<int:task_id>",
                              "rerun_single_task_ui", rerun_single_task,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/notified_users/add",
                              "add_notified_user_ui", add_notified_user_to_job,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>/notified_users/<int:user_id>/"
                              "remove", "remove_notified_user_ui",
                              remove_notified_user_from_job, methods=("POST", ))
    app_instance.add_url_rule("/jobs/<int:job_id>",
                              "single_job_ui", single_job, methods=("GET", ))

    app_instance.add_url_rule("/jobs/<int:job_id>/tasks/<int:task_id>/logs/",
                              "logs_in_task_ui", logs_in_task, methods=("GET", ))

    app_instance.add_url_rule("/jobqueues/",
                              "jobqueues_index_ui", jobqueues, methods=("GET", ))
    app_instance.add_url_rule("/jobqueues/create",
                              "jobqueue_create_ui", jobqueue_create,
                              methods=("GET", "POST"))
    app_instance.add_url_rule("/jobqueues/<int:queue_id>",
                              "single_jobqueue_ui", jobqueue,
                              methods=("GET", "POST"))
    app_instance.add_url_rule("/jobqueues/<int:queue_id>/delete",
                              "delete_jobqueue_ui", delete_jobqueue,
                              methods=("POST", ))

    app_instance.add_url_rule("/jobtypes/",
                              "jobtypes_index_ui", jobtypes, methods=("GET", ))
    app_instance.add_url_rule("/jobtypes/<int:jobtype_id>",
                              "single_jobtype_ui", jobtype,
                              methods=("GET", "POST"))
    app_instance.add_url_rule("/jobtypes/<int:jobtype_id>/delete",
                              "remove_single_jobtype_ui", remove_jobtype,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobtypes/<int:jobtype_id>/software_requirements/"
                              "<int:software_id>/delete",
                              "single_jobtype_remove_requirement_ui",
                              remove_jobtype_software_requirement,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobtypes/<int:jobtype_id>/software_requirements/"
                              "add",
                              "single_jobtype_add_requirement_ui",
                              add_jobtype_software_requirement,
                              methods=("POST", ))
    app_instance.add_url_rule("/jobtypes/create", "jobtype_create_ui",
                              create_jobtype, methods=("GET", "POST"))

    app_instance.add_url_rule("/software/",
                              "software_index_ui", software, methods=("GET", ))
    app_instance.add_url_rule("/software/<int:software_id>",
                              "single_software_ui", software_item,
                              methods=("GET", ))
    app_instance.add_url_rule("/software/<int:software_id>/versions/"
                              "<int:version_id>/update_rank",
                              "version_update_rank_ui", update_version_rank,
                              methods=("POST", ))
    app_instance.add_url_rule("/software/<int:software_id>/versions/"
                              "<int:version_id>/remove",
                              "delete_single_version_ui",
                              remove_software_version, methods=("POST", ))
    app_instance.add_url_rule("/software/<int:software_id>/versions/create",
                              "add_single_version_ui",
                              add_software_version, methods=("POST", ))
    app_instance.add_url_rule("/software/create",
                              "add_single_software_ui",
                              add_software, methods=("POST", ))
    app_instance.add_url_rule("/software/<int:software_id>/delete",
                              "delete_single_software_ui",
                              remove_software, methods=("POST", ))



[docs]def load_api(app_instance, api_instance):
    """configures flask to serve the api endpoints"""
    from pyfarm.master.api.agents import (
        SingleAgentAPI, AgentIndexAPI, schema as agent_schema, TasksInAgentAPI)
    from pyfarm.master.api.software import (
        schema as software_schema, SoftwareIndexAPI, SingleSoftwareAPI,
        SoftwareVersionsIndexAPI, SingleSoftwareVersionAPI)
    from pyfarm.master.api.tags import (
        schema as tag_schema, TagIndexAPI, SingleTagAPI, AgentsInTagIndexAPI)
    from pyfarm.master.api.jobtypes import (
        schema as jobtypes_schema, JobTypeIndexAPI, SingleJobTypeAPI,
        JobTypeCodeAPI, JobTypeSoftwareRequirementsIndexAPI, VersionedJobTypeAPI,
        JobTypeSoftwareRequirementAPI, JobTypeVersionsIndexAPI)
    from pyfarm.master.api.jobs import (
        schema as job_schema, JobIndexAPI, SingleJobAPI, JobTasksIndexAPI,
        JobSingleTaskAPI, JobNotifiedUsersIndexAPI, JobSingleNotifiedUserAPI)
    from pyfarm.master.api.jobqueues import (
        schema as jobqueues_schema, JobQueueIndexAPI, SingleJobQueueAPI)
    from pyfarm.master.api.agent_updates import AgentUpdatesAPI
    from pyfarm.master.api.pathmaps import (
        schema as pathmap_schema, PathMapIndexAPI, SinglePathMapAPI)
    from pyfarm.master.api.tasklogs import (
        LogsInTaskAttemptsIndexAPI, SingleLogInTaskAttempt, TaskLogfileAPI)

    # top level types
    api_instance.add_url_rule(
        "/agents/",
        view_func=AgentIndexAPI.as_view("agent_index_api"))
    api_instance.add_url_rule(
        "/software/",
        view_func=SoftwareIndexAPI.as_view("software_index_api"))
    api_instance.add_url_rule(
        "/tags/",
        view_func=TagIndexAPI.as_view("tag_index_api"))
    api_instance.add_url_rule(
        "/jobtypes/",
        view_func=JobTypeIndexAPI.as_view("jobtype_index_api"))
    api_instance.add_url_rule(
        "/jobs/",
        view_func=JobIndexAPI.as_view("job_index_api"))
    api_instance.add_url_rule(
        "/jobqueues/",
        view_func=JobQueueIndexAPI.as_view("jobqueue_index_api"))
    api_instance.add_url_rule(
        "/pathmaps/",
        view_func=PathMapIndexAPI.as_view("pathmap_index_api"))

    # schemas
    api_instance.add_url_rule(
        "/agents/schema",
        "agent_schema", view_func=agent_schema, methods=("GET", ))
    api_instance.add_url_rule(
        "/software/schema",
        "software_schema", view_func=software_schema, methods=("GET", ))
    api_instance.add_url_rule(
        "/tags/schema",
        "tags_schema", view_func=tag_schema, methods=("GET", ))
    api_instance.add_url_rule(
        "/jobtypes/schema",
        "jobtypes_schema", view_func=jobtypes_schema, methods=("GET", ))
    api_instance.add_url_rule(
        "/jobs/schema",
        "jobs_schema", view_func=job_schema, methods=("GET", ))
    api_instance.add_url_rule(
        "/jobqueues/schema",
        "jobqueues_schema", view_func=jobqueues_schema, methods=("GET", ))
    api_instance.add_url_rule(
        "/pathmaps/schema",
        "pathmap_schema", view_func=pathmap_schema, methods=("GET", ))

    # specific item access
    api_instance.add_url_rule(
        "/tags/<string:tagname>",
        view_func=SingleTagAPI.as_view("single_tag_by_string_api"))
    api_instance.add_url_rule(
        "/tags/<int:tagname>",
        view_func=SingleTagAPI.as_view("single_tag_by_id_api"))
    api_instance.add_url_rule(
        "/agents/<uuid:agent_id>",
        view_func=SingleAgentAPI.as_view("single_agent_api"))
    api_instance.add_url_rule(
        "/software/<int:software_rq>",
        view_func=SingleSoftwareAPI.as_view("single_software_by_id_api"))
    api_instance.add_url_rule(
        "/software/<string:software_rq>",
        view_func=SingleSoftwareAPI.as_view("single_software_by_string_api"))

    api_instance.add_url_rule(
        "/jobtypes/<int:jobtype_name>",
        view_func=SingleJobTypeAPI.as_view("single_jobtype_by_id_api"))
    api_instance.add_url_rule(
        "/jobtypes/<string:jobtype_name>",
        view_func=SingleJobTypeAPI.as_view("single_jobtype_by_string_api"))

    api_instance.add_url_rule(
        "/jobs/<int:job_name>",
        view_func=SingleJobAPI.as_view("single_job_by_id_api"))
    api_instance.add_url_rule(
        "/jobs/<string:job_name>",
        view_func=SingleJobAPI.as_view("single_job_by_string_api"))

    api_instance.add_url_rule(
        "/jobqueues/<int:queue_rq>",
        view_func=SingleJobQueueAPI.as_view("single_jobqueue_by_id_api"))
    api_instance.add_url_rule(
        "/jobqueues/<string:queue_rq>",
        view_func=SingleJobQueueAPI.as_view("single_jobqueue_by_string_api"))

    api_instance.add_url_rule(
        "/pathmaps/<int:pathmap_id>",
        view_func=SinglePathMapAPI.as_view("single_pathmap_by_id_api"))

    # special case for jobype/code
    api_instance.add_url_rule(
        "/jobtypes/<int:jobtype_name>/versions/<int:version>/code",
        view_func=JobTypeCodeAPI.as_view("jobtype_by_id_code_api"))
    api_instance.add_url_rule(
        "/jobtypes/<string:jobtype_name>/versions/<int:version>/code",
        view_func=JobTypeCodeAPI.as_view("jobtype_by_string_code_api"))

    # versioned jobtypes
    api_instance.add_url_rule(
        "/jobtypes/<int:jobtype_name>/versions/<int:version>",
        view_func=VersionedJobTypeAPI.as_view("versioned_jobtype_by_id_api"))
    api_instance.add_url_rule(
        "/jobtypes/<string:jobtype_name>/versions/<int:version>",
        view_func=VersionedJobTypeAPI.as_view("versioned_jobtype_by_string_api"))

    # subitems
    api_instance.add_url_rule(
        "/tags/<string:tagname>/agents/",
        view_func=AgentsInTagIndexAPI.as_view(
            "agents_in_tag_by_string_index_api"))
    api_instance.add_url_rule(
        "/tags/<int:tagname>/agents/",
        view_func=AgentsInTagIndexAPI.as_view("agents_in_tag_by_id_index_api"))

    api_instance.add_url_rule(
        "/software/<string:software_rq>/versions/",
        view_func=SoftwareVersionsIndexAPI.as_view(
            "software_by_string_versions_index_api"))
    api_instance.add_url_rule(
        "/software/<int:software_rq>/versions/",
        view_func=SoftwareVersionsIndexAPI.as_view(
            "software_by_id_versions_index_api"))
    api_instance.add_url_rule(
        "/software/<string:software_rq>/versions/<string:version_name>",
        view_func=SingleSoftwareVersionAPI.as_view(
            "software_by_string_version_by_string_index_api"))
    api_instance.add_url_rule(
        "/software/<string:software_rq>/versions/<int:version_name>",
        view_func=SingleSoftwareVersionAPI.as_view(
            "software_by_string_version_by_id_index_api"))
    api_instance.add_url_rule(
        "/software/<int:software_rq>/versions/<string:version_name>",
        view_func=SingleSoftwareVersionAPI.as_view(
            "software_by_id_version_by_string_index_api"))
    api_instance.add_url_rule(
        "/software/<int:software_rq>/versions/<int:version_name>",
        view_func=SingleSoftwareVersionAPI.as_view(
            "software_by_id_version_by_id_index_api"))

    # Jobtype versions
    api_instance.add_url_rule("/jobtypes/<int:jobtype_name>/versions/",
        view_func=JobTypeVersionsIndexAPI.as_view("jobtype_by_id_versions_api"))
    api_instance.add_url_rule("/jobtypes/<string:jobtype_name>/versions/",
        view_func=JobTypeVersionsIndexAPI.as_view(
            "jobtype_by_string_versions_api"))

    # Jobtype software requirements
    api_instance.add_url_rule(
        "/jobtypes/<int:jobtype_name>/software_requirements/",
        view_func=JobTypeSoftwareRequirementsIndexAPI.as_view(
            "jobtype_by_id_soft_rq_api"))
    api_instance.add_url_rule(
        "/jobtypes/<string:jobtype_name>/software_requirements/",
        view_func=JobTypeSoftwareRequirementsIndexAPI.as_view(
            "jobtype_by_string_soft_rq_api"))
    api_instance.add_url_rule(
        "/jobtypes/<int:jobtype_name>/software_requirements/<string:software>",
        view_func=JobTypeSoftwareRequirementAPI.as_view(
            "jobtype_by_id_single_soft_rq_api"))
    api_instance.add_url_rule(
        "/jobtypes/<string:jobtype_name>/software_requirements/"
        "<string:software>",
        view_func=JobTypeSoftwareRequirementAPI.as_view(
            "jobtype_by_string_single_soft_rq_api"))

    # Jobtype software requirements for specific versions
    api_instance.add_url_rule(
        "/jobtypes/<int:jobtype_name>/versions/<int:version>"
        "/software_requirements/",
        view_func=JobTypeSoftwareRequirementsIndexAPI.as_view(
            "versioned_jobtype_by_id_soft_rq_api"))
    api_instance.add_url_rule(
        "/jobtypes/<string:jobtype_name>/versions/<int:version>"
        "/software_requirements/",
        view_func=JobTypeSoftwareRequirementsIndexAPI.as_view(
            "versioned_jobtype_by_string_soft_rq_api"))

    # Tasks in jobs
    api_instance.add_url_rule(
        "/jobs/<int:job_name>/tasks/",
        view_func=JobTasksIndexAPI.as_view("job_by_id_tasks_index_api"))
    api_instance.add_url_rule(
        "/jobs/<string:job_name>/tasks/",
        view_func=JobTasksIndexAPI.as_view("job_by_string_tasks_index_api"))
    api_instance.add_url_rule(
        "/jobs/<int:job_name>/tasks/<int:task_id>",
        view_func=JobSingleTaskAPI.as_view("job_by_id_task_api"))
    api_instance.add_url_rule(
        "/jobs/<string:job_name>/tasks/<int:task_id>",
        view_func=JobSingleTaskAPI.as_view("job_by_string_task_api"))

    # Tasks in agents
    api_instance.add_url_rule(
        "/agents/<uuid:agent_id>/tasks/",
        view_func=TasksInAgentAPI.as_view("tasks_in_agent_api"))

    # Agent updates
    api_instance.add_url_rule(
        "/agents/updates/<string:version>",
        view_func=AgentUpdatesAPI.as_view("agent_updates_api"))

    # Notified users in jobs
    api_instance.add_url_rule(
        "/jobs/<int:job_name>/notified_users/",
        view_func=JobNotifiedUsersIndexAPI.as_view(
            "job_by_id_notified_index_api"))
    api_instance.add_url_rule(
        "/jobs/<string:job_name>/notified_users/",
        view_func=JobNotifiedUsersIndexAPI.as_view(
            "job_by_string_notified_index_api"))
    api_instance.add_url_rule(
        "/jobs/<int:job_name>/notified_users/<string:username>",
        view_func=JobSingleNotifiedUserAPI.as_view(
            "job_by_id_single_notified_api"))
    api_instance.add_url_rule(
        "/jobs/<string:job_name>/notified_users/<string:username>",
        view_func=JobSingleNotifiedUserAPI.as_view(
            "job_by_string_single_notified_api"))

    # Task logs
    api_instance.add_url_rule(
        "/jobs/<int:job_id>/tasks/<int:task_id>/attempts/<int:attempt>/logs/",
        view_func=LogsInTaskAttemptsIndexAPI.as_view("job_task_log_index_api"))
    api_instance.add_url_rule(
        "/jobs/<int:job_id>/tasks/<int:task_id>/attempts/<int:attempt>/logs/"
        "<string:log_identifier>",
        view_func=SingleLogInTaskAttempt.as_view("job_task_single_log_api"))
    api_instance.add_url_rule(
        "/jobs/<int:job_id>/tasks/<int:task_id>/attempts/<int:attempt>/logs/"
        "<string:log_identifier>/logfile",
        view_func=TaskLogfileAPI.as_view("task_log_file_api"))

    # register the api blueprint
    app_instance.register_blueprint(api_instance)



[docs]def load_master(app, api):
    """loads and attaches all endpoints needed to run the master"""
    load_error_handlers(app)
    load_index(app)
    load_user_interface(app)
    load_authentication(app)
    load_api(app, api)



[docs]def tables():  # pragma: no cover
    """
    Small script for basic table management and, eventually, some
    introspection as well.
    """
    parser = ArgumentParser(
        description="Creates PyFarm's tables")
    parser.add_argument(
        "--echo", action="store_true",
        help="If provided then echo the SQL queries being made")
    parser.add_argument(
        "--drop-all", action="store_true",
        help="If provided all tables will be dropped from the database "
             "before they are created.")
    parser.add_argument(
        "--no-create-tables", action="store_true",
        help="If provided then no tables will be created.")
    args = parser.parse_args()

    db.engine.echo = args.echo

    if db.engine.name == "sqlite" and db.engine.url.database == ":memory:":
        logger.info("Nothing to do, in memory sqlite database is being used")
        return

    if args.drop_all:
        db.drop_all()

    if not args.no_create_tables:
        try:
            db.create_all()
        except Exception as e:
            logger.error(
                "Failed to call create_all().  This may be an error or "
                "it may be something that can be ignored: %r", e)
        else:
            logger.info("Tables created or updated")



[docs]def run_master():  # pragma: no cover
    """Runs :func:`load_master` then runs the application"""
    from pyfarm.master.application import app, api

    parser = ArgumentParser()
    if app.debug:
        parser.add_argument("--drop-all", "-D", action="store_true",
                            help="drop the existing tables before starting")

    parser.add_argument("--create-all", "-C", action="store_true",
                        help="create all tables before starting")
    parser.add_argument("--confirm-drop")
    parser.add_argument("--allow-agent-loopback-addresses", action="store_true")
    parsed = parser.parse_args()

    if app.debug and parsed.drop_all:
        db.drop_all()

    if parsed.allow_agent_loopback_addresses:
        app.config.update(ALLOW_AGENT_LOOPBACK_ADDRESSES=True)

    if parsed.create_all:
        db.create_all()

    load_setup(app)
    load_master(app, api)

    if read_env_bool("PYFARM_DEV_LISTEN_ON_WILDCARD", False):
        app.run(host='0.0.0.0')
    else:
        app.run()



[docs]def create_app():
    """An entry point specifically for uWSGI or similar to use"""
    from pyfarm.master.application import app, api

    if read_env_bool("PYFARM_DEV_APP_DB_DROP_ALL", False):
        db.drop_all()

    if read_env_bool("PYFARM_DEV_APP_DB_CREATE_ALL", False):
        db.create_all()

    load_setup(app)
    load_master(app, api)
    return app



if read_env_bool("PYFARM_APP_INSTANCE", False):
    app = create_app()
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  Source code for sqlalchemy.sql.type_api

# sql/types_api.py
# Copyright (C) 2005-2014 the SQLAlchemy authors and contributors
# <see AUTHORS file>
#
# This module is part of SQLAlchemy and is released under
# the MIT License: http://www.opensource.org/licenses/mit-license.php

"""Base types API.

"""


from .. import exc, util
from . import operators
from .visitors import Visitable

# these are back-assigned by sqltypes.
BOOLEANTYPE = None
INTEGERTYPE = None
NULLTYPE = None
STRINGTYPE = None


class TypeEngine(Visitable):
    """The ultimate base class for all SQL datatypes.

    Common subclasses of :class:`.TypeEngine` include
    :class:`.String`, :class:`.Integer`, and :class:`.Boolean`.

    For an overview of the SQLAlchemy typing system, see
    :ref:`types_toplevel`.

    .. seealso::

        :ref:`types_toplevel`

    """

    _sqla_type = True
    _isnull = False

    class Comparator(operators.ColumnOperators):
        """Base class for custom comparison operations defined at the
        type level.  See :attr:`.TypeEngine.comparator_factory`.


        """

        def __init__(self, expr):
            self.expr = expr

        def __reduce__(self):
            return _reconstitute_comparator, (self.expr, )

    hashable = True
    """Flag, if False, means values from this type aren't hashable.

    Used by the ORM when uniquing result lists.

    """

    comparator_factory = Comparator
    """A :class:`.TypeEngine.Comparator` class which will apply
    to operations performed by owning :class:`.ColumnElement` objects.

    The :attr:`.comparator_factory` attribute is a hook consulted by
    the core expression system when column and SQL expression operations
    are performed.   When a :class:`.TypeEngine.Comparator` class is
    associated with this attribute, it allows custom re-definition of
    all existing operators, as well as definition of new operators.
    Existing operators include those provided by Python operator overloading
    such as :meth:`.operators.ColumnOperators.__add__` and
    :meth:`.operators.ColumnOperators.__eq__`,
    those provided as standard
    attributes of :class:`.operators.ColumnOperators` such as
    :meth:`.operators.ColumnOperators.like`
    and :meth:`.operators.ColumnOperators.in_`.

    Rudimentary usage of this hook is allowed through simple subclassing
    of existing types, or alternatively by using :class:`.TypeDecorator`.
    See the documentation section :ref:`types_operators` for examples.

    .. versionadded:: 0.8  The expression system was enhanced to support
      customization of operators on a per-type level.

    """

    def copy_value(self, value):
        return value

    def literal_processor(self, dialect):
        """Return a conversion function for processing literal values that are
        to be rendered directly without using binds.

        This function is used when the compiler makes use of the
        "literal_binds" flag, typically used in DDL generation as well
        as in certain scenarios where backends don't accept bound parameters.

        .. versionadded:: 0.9.0

        """
        return None

    def bind_processor(self, dialect):
        """Return a conversion function for processing bind values.

        Returns a callable which will receive a bind parameter value
        as the sole positional argument and will return a value to
        send to the DB-API.

        If processing is not necessary, the method should return ``None``.

        :param dialect: Dialect instance in use.

        """
        return None

    def result_processor(self, dialect, coltype):
        """Return a conversion function for processing result row values.

        Returns a callable which will receive a result row column
        value as the sole positional argument and will return a value
        to return to the user.

        If processing is not necessary, the method should return ``None``.

        :param dialect: Dialect instance in use.

        :param coltype: DBAPI coltype argument received in cursor.description.

        """
        return None

    def column_expression(self, colexpr):
        """Given a SELECT column expression, return a wrapping SQL expression.

        This is typically a SQL function that wraps a column expression
        as rendered in the columns clause of a SELECT statement.
        It is used for special data types that require
        columns to be wrapped in some special database function in order
        to coerce the value before being sent back to the application.
        It is the SQL analogue of the :meth:`.TypeEngine.result_processor`
        method.

        The method is evaluated at statement compile time, as opposed
        to statement construction time.

        See also:

        :ref:`types_sql_value_processing`

        """

        return None

    @util.memoized_property
    def _has_column_expression(self):
        """memoized boolean, check if column_expression is implemented.

        Allows the method to be skipped for the vast majority of expression
        types that don't use this feature.

        """

        return self.__class__.column_expression.__code__ \
            is not TypeEngine.column_expression.__code__

    def bind_expression(self, bindvalue):
        """"Given a bind value (i.e. a :class:`.BindParameter` instance),
        return a SQL expression in its place.

        This is typically a SQL function that wraps the existing bound
        parameter within the statement.  It is used for special data types
        that require literals being wrapped in some special database function
        in order to coerce an application-level value into a database-specific
        format.  It is the SQL analogue of the
        :meth:`.TypeEngine.bind_processor` method.

        The method is evaluated at statement compile time, as opposed
        to statement construction time.

        Note that this method, when implemented, should always return
        the exact same structure, without any conditional logic, as it
        may be used in an executemany() call against an arbitrary number
        of bound parameter sets.

        See also:

        :ref:`types_sql_value_processing`

        """
        return None

    @util.memoized_property
    def _has_bind_expression(self):
        """memoized boolean, check if bind_expression is implemented.

        Allows the method to be skipped for the vast majority of expression
        types that don't use this feature.

        """

        return self.__class__.bind_expression.__code__ \
            is not TypeEngine.bind_expression.__code__

    def compare_values(self, x, y):
        """Compare two values for equality."""

        return x == y

    def get_dbapi_type(self, dbapi):
        """Return the corresponding type object from the underlying DB-API, if
        any.

         This can be useful for calling ``setinputsizes()``, for example.

        """
        return None

    @property
    def python_type(self):
        """Return the Python type object expected to be returned
        by instances of this type, if known.

        Basically, for those types which enforce a return type,
        or are known across the board to do such for all common
        DBAPIs (like ``int`` for example), will return that type.

        If a return type is not defined, raises
        ``NotImplementedError``.

        Note that any type also accommodates NULL in SQL which
        means you can also get back ``None`` from any type
        in practice.

        """
        raise NotImplementedError()

    def with_variant(self, type_, dialect_name):
        """Produce a new type object that will utilize the given
        type when applied to the dialect of the given name.

        e.g.::

            from sqlalchemy.types import String
            from sqlalchemy.dialects import mysql

            s = String()

            s = s.with_variant(mysql.VARCHAR(collation='foo'), 'mysql')

        The construction of :meth:`.TypeEngine.with_variant` is always
        from the "fallback" type to that which is dialect specific.
        The returned type is an instance of :class:`.Variant`, which
        itself provides a :meth:`~sqlalchemy.types.Variant.with_variant`
        that can be called repeatedly.

        :param type_: a :class:`.TypeEngine` that will be selected
         as a variant from the originating type, when a dialect
         of the given name is in use.
        :param dialect_name: base name of the dialect which uses
         this type. (i.e. ``'postgresql'``, ``'mysql'``, etc.)

        .. versionadded:: 0.7.2

        """
        return Variant(self, {dialect_name: to_instance(type_)})

    @util.memoized_property
    def _type_affinity(self):
        """Return a rudimental 'affinity' value expressing the general class
        of type."""

        typ = None
        for t in self.__class__.__mro__:
            if t in (TypeEngine, UserDefinedType):
                return typ
            elif issubclass(t, (TypeEngine, UserDefinedType)):
                typ = t
        else:
            return self.__class__

    def dialect_impl(self, dialect):
        """Return a dialect-specific implementation for this
        :class:`.TypeEngine`.

        """
        try:
            return dialect._type_memos[self]['impl']
        except KeyError:
            return self._dialect_info(dialect)['impl']

    def _cached_literal_processor(self, dialect):
        """Return a dialect-specific literal processor for this type."""
        try:
            return dialect._type_memos[self]['literal']
        except KeyError:
            d = self._dialect_info(dialect)
            d['literal'] = lp = d['impl'].literal_processor(dialect)
            return lp

    def _cached_bind_processor(self, dialect):
        """Return a dialect-specific bind processor for this type."""

        try:
            return dialect._type_memos[self]['bind']
        except KeyError:
            d = self._dialect_info(dialect)
            d['bind'] = bp = d['impl'].bind_processor(dialect)
            return bp

    def _cached_result_processor(self, dialect, coltype):
        """Return a dialect-specific result processor for this type."""

        try:
            return dialect._type_memos[self][coltype]
        except KeyError:
            d = self._dialect_info(dialect)
            # key assumption: DBAPI type codes are
            # constants.  Else this dictionary would
            # grow unbounded.
            d[coltype] = rp = d['impl'].result_processor(dialect, coltype)
            return rp

    def _dialect_info(self, dialect):
        """Return a dialect-specific registry which
        caches a dialect-specific implementation, bind processing
        function, and one or more result processing functions."""

        if self in dialect._type_memos:
            return dialect._type_memos[self]
        else:
            impl = self._gen_dialect_impl(dialect)
            if impl is self:
                impl = self.adapt(type(self))
            # this can't be self, else we create a cycle
            assert impl is not self
            dialect._type_memos[self] = d = {'impl': impl}
            return d

    def _gen_dialect_impl(self, dialect):
        return dialect.type_descriptor(self)

    def adapt(self, cls, **kw):
        """Produce an "adapted" form of this type, given an "impl" class
        to work with.

        This method is used internally to associate generic
        types with "implementation" types that are specific to a particular
        dialect.
        """
        return util.constructor_copy(self, cls, **kw)

    def coerce_compared_value(self, op, value):
        """Suggest a type for a 'coerced' Python value in an expression.

        Given an operator and value, gives the type a chance
        to return a type which the value should be coerced into.

        The default behavior here is conservative; if the right-hand
        side is already coerced into a SQL type based on its
        Python type, it is usually left alone.

        End-user functionality extension here should generally be via
        :class:`.TypeDecorator`, which provides more liberal behavior in that
        it defaults to coercing the other side of the expression into this
        type, thus applying special Python conversions above and beyond those
        needed by the DBAPI to both ides. It also provides the public method
        :meth:`.TypeDecorator.coerce_compared_value` which is intended for
        end-user customization of this behavior.

        """
        _coerced_type = _type_map.get(type(value), NULLTYPE)
        if _coerced_type is NULLTYPE or _coerced_type._type_affinity \
                is self._type_affinity:
            return self
        else:
            return _coerced_type

    def _compare_type_affinity(self, other):
        return self._type_affinity is other._type_affinity

    def compile(self, dialect=None):
        """Produce a string-compiled form of this :class:`.TypeEngine`.

        When called with no arguments, uses a "default" dialect
        to produce a string result.

        :param dialect: a :class:`.Dialect` instance.

        """
        # arg, return value is inconsistent with
        # ClauseElement.compile()....this is a mistake.

        if not dialect:
            dialect = self._default_dialect()

        return dialect.type_compiler.process(self)

    @util.dependencies("sqlalchemy.engine.default")
    def _default_dialect(self, default):
        if self.__class__.__module__.startswith("sqlalchemy.dialects"):
            tokens = self.__class__.__module__.split(".")[0:3]
            mod = ".".join(tokens)
            return getattr(__import__(mod).dialects, tokens[-1]).dialect()
        else:
            return default.DefaultDialect()

    def __str__(self):
        if util.py2k:
            return unicode(self.compile()).\
                encode('ascii', 'backslashreplace')
        else:
            return str(self.compile())

    def __repr__(self):
        return util.generic_repr(self)


class UserDefinedType(TypeEngine):
    """Base for user defined types.

    This should be the base of new types.  Note that
    for most cases, :class:`.TypeDecorator` is probably
    more appropriate::

      import sqlalchemy.types as types

      class MyType(types.UserDefinedType):
          def __init__(self, precision = 8):
              self.precision = precision

          def get_col_spec(self):
              return "MYTYPE(%s)" % self.precision

          def bind_processor(self, dialect):
              def process(value):
                  return value
              return process

          def result_processor(self, dialect, coltype):
              def process(value):
                  return value
              return process

    Once the type is made, it's immediately usable::

      table = Table('foo', meta,
          Column('id', Integer, primary_key=True),
          Column('data', MyType(16))
          )

    """
    __visit_name__ = "user_defined"

    class Comparator(TypeEngine.Comparator):
        def _adapt_expression(self, op, other_comparator):
            if hasattr(self.type, 'adapt_operator'):
                util.warn_deprecated(
                    "UserDefinedType.adapt_operator is deprecated.  Create "
                    "a UserDefinedType.Comparator subclass instead which "
                    "generates the desired expression constructs, given a "
                    "particular operator."
                )
                return self.type.adapt_operator(op), self.type
            else:
                return op, self.type

    comparator_factory = Comparator

    def coerce_compared_value(self, op, value):
        """Suggest a type for a 'coerced' Python value in an expression.

        Default behavior for :class:`.UserDefinedType` is the
        same as that of :class:`.TypeDecorator`; by default it returns
        ``self``, assuming the compared value should be coerced into
        the same type as this one.  See
        :meth:`.TypeDecorator.coerce_compared_value` for more detail.

        .. versionchanged:: 0.8 :meth:`.UserDefinedType.coerce_compared_value`
           now returns ``self`` by default, rather than falling onto the
           more fundamental behavior of
           :meth:`.TypeEngine.coerce_compared_value`.

        """

        return self


class TypeDecorator(TypeEngine):
    """Allows the creation of types which add additional functionality
    to an existing type.

    This method is preferred to direct subclassing of SQLAlchemy's
    built-in types as it ensures that all required functionality of
    the underlying type is kept in place.

    Typical usage::

      import sqlalchemy.types as types

      class MyType(types.TypeDecorator):
          '''Prefixes Unicode values with "PREFIX:" on the way in and
          strips it off on the way out.
          '''

          impl = types.Unicode

          def process_bind_param(self, value, dialect):
              return "PREFIX:" + value

          def process_result_value(self, value, dialect):
              return value[7:]

          def copy(self):
              return MyType(self.impl.length)

    The class-level "impl" attribute is required, and can reference any
    TypeEngine class.  Alternatively, the load_dialect_impl() method
    can be used to provide different type classes based on the dialect
    given; in this case, the "impl" variable can reference
    ``TypeEngine`` as a placeholder.

    Types that receive a Python type that isn't similar to the ultimate type
    used may want to define the :meth:`TypeDecorator.coerce_compared_value`
    method. This is used to give the expression system a hint when coercing
    Python objects into bind parameters within expressions. Consider this
    expression::

        mytable.c.somecol + datetime.date(2009, 5, 15)

    Above, if "somecol" is an ``Integer`` variant, it makes sense that
    we're doing date arithmetic, where above is usually interpreted
    by databases as adding a number of days to the given date.
    The expression system does the right thing by not attempting to
    coerce the "date()" value into an integer-oriented bind parameter.

    However, in the case of ``TypeDecorator``, we are usually changing an
    incoming Python type to something new - ``TypeDecorator`` by default will
    "coerce" the non-typed side to be the same type as itself. Such as below,
    we define an "epoch" type that stores a date value as an integer::

        class MyEpochType(types.TypeDecorator):
            impl = types.Integer

            epoch = datetime.date(1970, 1, 1)

            def process_bind_param(self, value, dialect):
                return (value - self.epoch).days

            def process_result_value(self, value, dialect):
                return self.epoch + timedelta(days=value)

    Our expression of ``somecol + date`` with the above type will coerce the
    "date" on the right side to also be treated as ``MyEpochType``.

    This behavior can be overridden via the
    :meth:`~TypeDecorator.coerce_compared_value` method, which returns a type
    that should be used for the value of the expression. Below we set it such
    that an integer value will be treated as an ``Integer``, and any other
    value is assumed to be a date and will be treated as a ``MyEpochType``::

        def coerce_compared_value(self, op, value):
            if isinstance(value, int):
                return Integer()
            else:
                return self

    """

    __visit_name__ = "type_decorator"

    def __init__(self, *args, **kwargs):
        """Construct a :class:`.TypeDecorator`.

        Arguments sent here are passed to the constructor
        of the class assigned to the ``impl`` class level attribute,
        assuming the ``impl`` is a callable, and the resulting
        object is assigned to the ``self.impl`` instance attribute
        (thus overriding the class attribute of the same name).

        If the class level ``impl`` is not a callable (the unusual case),
        it will be assigned to the same instance attribute 'as-is',
        ignoring those arguments passed to the constructor.

        Subclasses can override this to customize the generation
        of ``self.impl`` entirely.

        """

        if not hasattr(self.__class__, 'impl'):
            raise AssertionError("TypeDecorator implementations "
                                 "require a class-level variable "
                                 "'impl' which refers to the class of "
                                 "type being decorated")
        self.impl = to_instance(self.__class__.impl, *args, **kwargs)

    coerce_to_is_types = (util.NoneType, )
    """Specify those Python types which should be coerced at the expression
    level to "IS <constant>" when compared using ``==`` (and same for
    ``IS NOT`` in conjunction with ``!=``.

    For most SQLAlchemy types, this includes ``NoneType``, as well as
    ``bool``.

    :class:`.TypeDecorator` modifies this list to only include ``NoneType``,
    as typedecorator implementations that deal with boolean types are common.

    Custom :class:`.TypeDecorator` classes can override this attribute to
    return an empty tuple, in which case no values will be coerced to
    constants.

    ..versionadded:: 0.8.2
        Added :attr:`.TypeDecorator.coerce_to_is_types` to allow for easier
        control of ``__eq__()`` ``__ne__()`` operations.

    """

    class Comparator(TypeEngine.Comparator):

        def operate(self, op, *other, **kwargs):
            kwargs['_python_is_types'] = self.expr.type.coerce_to_is_types
            return super(TypeDecorator.Comparator, self).operate(
                op, *other, **kwargs)

        def reverse_operate(self, op, other, **kwargs):
            kwargs['_python_is_types'] = self.expr.type.coerce_to_is_types
            return super(TypeDecorator.Comparator, self).reverse_operate(
                op, other, **kwargs)

    @property
    def comparator_factory(self):
        return type("TDComparator",
                    (TypeDecorator.Comparator, self.impl.comparator_factory),
                    {})

    def _gen_dialect_impl(self, dialect):
        """
        #todo
        """
        adapted = dialect.type_descriptor(self)
        if adapted is not self:
            return adapted

        # otherwise adapt the impl type, link
        # to a copy of this TypeDecorator and return
        # that.
        typedesc = self.load_dialect_impl(dialect).dialect_impl(dialect)
        tt = self.copy()
        if not isinstance(tt, self.__class__):
            raise AssertionError('Type object %s does not properly '
                                 'implement the copy() method, it must '
                                 'return an object of type %s' %
                                 (self, self.__class__))
        tt.impl = typedesc
        return tt

    @property
    def _type_affinity(self):
        """
        #todo
        """
        return self.impl._type_affinity

    def type_engine(self, dialect):
        """Return a dialect-specific :class:`.TypeEngine` instance
        for this :class:`.TypeDecorator`.

        In most cases this returns a dialect-adapted form of
        the :class:`.TypeEngine` type represented by ``self.impl``.
        Makes usage of :meth:`dialect_impl` but also traverses
        into wrapped :class:`.TypeDecorator` instances.
        Behavior can be customized here by overriding
        :meth:`load_dialect_impl`.

        """
        adapted = dialect.type_descriptor(self)
        if not isinstance(adapted, type(self)):
            return adapted
        elif isinstance(self.impl, TypeDecorator):
            return self.impl.type_engine(dialect)
        else:
            return self.load_dialect_impl(dialect)

    def load_dialect_impl(self, dialect):
        """Return a :class:`.TypeEngine` object corresponding to a dialect.

        This is an end-user override hook that can be used to provide
        differing types depending on the given dialect.  It is used
        by the :class:`.TypeDecorator` implementation of :meth:`type_engine`
        to help determine what type should ultimately be returned
        for a given :class:`.TypeDecorator`.

        By default returns ``self.impl``.

        """
        return self.impl

    def __getattr__(self, key):
        """Proxy all other undefined accessors to the underlying
        implementation."""
        return getattr(self.impl, key)

    def process_literal_param(self, value, dialect):
        """Receive a literal parameter value to be rendered inline within
        a statement.

        This method is used when the compiler renders a
        literal value without using binds, typically within DDL
        such as in the "server default" of a column or an expression
        within a CHECK constraint.

        The returned string will be rendered into the output string.

        .. versionadded:: 0.9.0

        """
        raise NotImplementedError()

    def process_bind_param(self, value, dialect):
        """Receive a bound parameter value to be converted.

        Subclasses override this method to return the
        value that should be passed along to the underlying
        :class:`.TypeEngine` object, and from there to the
        DBAPI ``execute()`` method.

        The operation could be anything desired to perform custom
        behavior, such as transforming or serializing data.
        This could also be used as a hook for validating logic.

        This operation should be designed with the reverse operation
        in mind, which would be the process_result_value method of
        this class.

        :param value: Data to operate upon, of any type expected by
         this method in the subclass.  Can be ``None``.
        :param dialect: the :class:`.Dialect` in use.

        """

        raise NotImplementedError()

    def process_result_value(self, value, dialect):
        """Receive a result-row column value to be converted.

        Subclasses should implement this method to operate on data
        fetched from the database.

        Subclasses override this method to return the
        value that should be passed back to the application,
        given a value that is already processed by
        the underlying :class:`.TypeEngine` object, originally
        from the DBAPI cursor method ``fetchone()`` or similar.

        The operation could be anything desired to perform custom
        behavior, such as transforming or serializing data.
        This could also be used as a hook for validating logic.

        :param value: Data to operate upon, of any type expected by
         this method in the subclass.  Can be ``None``.
        :param dialect: the :class:`.Dialect` in use.

        This operation should be designed to be reversible by
        the "process_bind_param" method of this class.

        """

        raise NotImplementedError()

    @util.memoized_property
    def _has_bind_processor(self):
        """memoized boolean, check if process_bind_param is implemented.

        Allows the base process_bind_param to raise
        NotImplementedError without needing to test an expensive
        exception throw.

        """

        return self.__class__.process_bind_param.__code__ \
            is not TypeDecorator.process_bind_param.__code__

    @util.memoized_property
    def _has_literal_processor(self):
        """memoized boolean, check if process_literal_param is implemented.


        """

        return self.__class__.process_literal_param.__code__ \
            is not TypeDecorator.process_literal_param.__code__

    def literal_processor(self, dialect):
        """Provide a literal processing function for the given
        :class:`.Dialect`.

        Subclasses here will typically override
        :meth:`.TypeDecorator.process_literal_param` instead of this method
        directly.

        By default, this method makes use of
        :meth:`.TypeDecorator.process_bind_param` if that method is
        implemented, where :meth:`.TypeDecorator.process_literal_param` is
        not.  The rationale here is that :class:`.TypeDecorator` typically
        deals with Python conversions of data that are above the layer of
        database presentation.  With the value converted by
        :meth:`.TypeDecorator.process_bind_param`, the underlying type will
        then handle whether it needs to be presented to the DBAPI as a bound
        parameter or to the database as an inline SQL value.

        .. versionadded:: 0.9.0

        """
        if self._has_literal_processor:
            process_param = self.process_literal_param
        elif self._has_bind_processor:
            # the bind processor should normally be OK
            # for TypeDecorator since it isn't doing DB-level
            # handling, the handling here won't be different for bound vs.
            # literals.
            process_param = self.process_bind_param
        else:
            process_param = None

        if process_param:
            impl_processor = self.impl.literal_processor(dialect)
            if impl_processor:
                def process(value):
                    return impl_processor(process_param(value, dialect))
            else:
                def process(value):
                    return process_param(value, dialect)

            return process
        else:
            return self.impl.literal_processor(dialect)

    def bind_processor(self, dialect):
        """Provide a bound value processing function for the
        given :class:`.Dialect`.

        This is the method that fulfills the :class:`.TypeEngine`
        contract for bound value conversion.   :class:`.TypeDecorator`
        will wrap a user-defined implementation of
        :meth:`process_bind_param` here.

        User-defined code can override this method directly,
        though its likely best to use :meth:`process_bind_param` so that
        the processing provided by ``self.impl`` is maintained.

        :param dialect: Dialect instance in use.

        This method is the reverse counterpart to the
        :meth:`result_processor` method of this class.

        """
        if self._has_bind_processor:
            process_param = self.process_bind_param
            impl_processor = self.impl.bind_processor(dialect)
            if impl_processor:
                def process(value):
                    return impl_processor(process_param(value, dialect))

            else:
                def process(value):
                    return process_param(value, dialect)

            return process
        else:
            return self.impl.bind_processor(dialect)

    @util.memoized_property
    def _has_result_processor(self):
        """memoized boolean, check if process_result_value is implemented.

        Allows the base process_result_value to raise
        NotImplementedError without needing to test an expensive
        exception throw.

        """
        return self.__class__.process_result_value.__code__ \
            is not TypeDecorator.process_result_value.__code__

    def result_processor(self, dialect, coltype):
        """Provide a result value processing function for the given
        :class:`.Dialect`.

        This is the method that fulfills the :class:`.TypeEngine`
        contract for result value conversion.   :class:`.TypeDecorator`
        will wrap a user-defined implementation of
        :meth:`process_result_value` here.

        User-defined code can override this method directly,
        though its likely best to use :meth:`process_result_value` so that
        the processing provided by ``self.impl`` is maintained.

        :param dialect: Dialect instance in use.
        :param coltype: An SQLAlchemy data type

        This method is the reverse counterpart to the
        :meth:`bind_processor` method of this class.

        """
        if self._has_result_processor:
            process_value = self.process_result_value
            impl_processor = self.impl.result_processor(dialect,
                                                        coltype)
            if impl_processor:
                def process(value):
                    return process_value(impl_processor(value), dialect)

            else:
                def process(value):
                    return process_value(value, dialect)

            return process
        else:
            return self.impl.result_processor(dialect, coltype)

    def coerce_compared_value(self, op, value):
        """Suggest a type for a 'coerced' Python value in an expression.

        By default, returns self.   This method is called by
        the expression system when an object using this type is
        on the left or right side of an expression against a plain Python
        object which does not yet have a SQLAlchemy type assigned::

            expr = table.c.somecolumn + 35

        Where above, if ``somecolumn`` uses this type, this method will
        be called with the value ``operator.add``
        and ``35``.  The return value is whatever SQLAlchemy type should
        be used for ``35`` for this particular operation.

        """
        return self

    def copy(self):
        """Produce a copy of this :class:`.TypeDecorator` instance.

        This is a shallow copy and is provided to fulfill part of
        the :class:`.TypeEngine` contract.  It usually does not
        need to be overridden unless the user-defined :class:`.TypeDecorator`
        has local state that should be deep-copied.

        """

        instance = self.__class__.__new__(self.__class__)
        instance.__dict__.update(self.__dict__)
        return instance

    def get_dbapi_type(self, dbapi):
        """Return the DBAPI type object represented by this
        :class:`.TypeDecorator`.

        By default this calls upon :meth:`.TypeEngine.get_dbapi_type` of the
        underlying "impl".
        """
        return self.impl.get_dbapi_type(dbapi)

    def compare_values(self, x, y):
        """Given two values, compare them for equality.

        By default this calls upon :meth:`.TypeEngine.compare_values`
        of the underlying "impl", which in turn usually
        uses the Python equals operator ``==``.

        This function is used by the ORM to compare
        an original-loaded value with an intercepted
        "changed" value, to determine if a net change
        has occurred.

        """
        return self.impl.compare_values(x, y)

    def __repr__(self):
        return util.generic_repr(self, to_inspect=self.impl)


class Variant(TypeDecorator):
    """A wrapping type that selects among a variety of
    implementations based on dialect in use.

    The :class:`.Variant` type is typically constructed
    using the :meth:`.TypeEngine.with_variant` method.

    .. versionadded:: 0.7.2

    .. seealso:: :meth:`.TypeEngine.with_variant` for an example of use.

    """

    def __init__(self, base, mapping):
        """Construct a new :class:`.Variant`.

        :param base: the base 'fallback' type
        :param mapping: dictionary of string dialect names to
          :class:`.TypeEngine` instances.

        """
        self.impl = base
        self.mapping = mapping

    def load_dialect_impl(self, dialect):
        if dialect.name in self.mapping:
            return self.mapping[dialect.name]
        else:
            return self.impl

    def with_variant(self, type_, dialect_name):
        """Return a new :class:`.Variant` which adds the given
        type + dialect name to the mapping, in addition to the
        mapping present in this :class:`.Variant`.

        :param type_: a :class:`.TypeEngine` that will be selected
         as a variant from the originating type, when a dialect
         of the given name is in use.
        :param dialect_name: base name of the dialect which uses
         this type. (i.e. ``'postgresql'``, ``'mysql'``, etc.)

        """

        if dialect_name in self.mapping:
            raise exc.ArgumentError(
                "Dialect '%s' is already present in "
                "the mapping for this Variant" % dialect_name)
        mapping = self.mapping.copy()
        mapping[dialect_name] = type_
        return Variant(self.impl, mapping)

    @property
    def comparator_factory(self):
        """express comparison behavior in terms of the base type"""
        return self.impl.comparator_factory


def _reconstitute_comparator(expression):
    return expression.comparator


def to_instance(typeobj, *arg, **kw):
    if typeobj is None:
        return NULLTYPE

    if util.callable(typeobj):
        return typeobj(*arg, **kw)
    else:
        return typeobj


def adapt_type(typeobj, colspecs):
    if isinstance(typeobj, type):
        typeobj = typeobj()
    for t in typeobj.__class__.__mro__[0:-1]:
        try:
            impltype = colspecs[t]
            break
        except KeyError:
            pass
    else:
        # couldn't adapt - so just return the type itself
        # (it may be a user-defined type)
        return typeobj
    # if we adapted the given generic type to a database-specific type,
    # but it turns out the originally given "generic" type
    # is actually a subclass of our resulting type, then we were already
    # given a more specific type than that required; so use that.
    if (issubclass(typeobj.__class__, impltype)):
        return typeobj
    return typeobj.adapt(impltype)
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  Source code for sqlalchemy.orm.attributes

# orm/attributes.py
# Copyright (C) 2005-2014 the SQLAlchemy authors and contributors
# <see AUTHORS file>
#
# This module is part of SQLAlchemy and is released under
# the MIT License: http://www.opensource.org/licenses/mit-license.php

"""Defines instrumentation for class attributes and their interaction
with instances.

This module is usually not directly visible to user applications, but
defines a large part of the ORM's interactivity.


"""

import operator
from .. import util, event, inspection
from . import interfaces, collections, exc as orm_exc

from .base import instance_state, instance_dict, manager_of_class

from .base import PASSIVE_NO_RESULT, ATTR_WAS_SET, ATTR_EMPTY, NO_VALUE,\
    NEVER_SET, NO_CHANGE, CALLABLES_OK, SQL_OK, RELATED_OBJECT_OK,\
    INIT_OK, NON_PERSISTENT_OK, LOAD_AGAINST_COMMITTED, PASSIVE_OFF,\
    PASSIVE_RETURN_NEVER_SET, PASSIVE_NO_INITIALIZE, PASSIVE_NO_FETCH,\
    PASSIVE_NO_FETCH_RELATED, PASSIVE_ONLY_PERSISTENT, NO_AUTOFLUSH
from .base import state_str, instance_str


@inspection._self_inspects
class QueryableAttribute(interfaces._MappedAttribute,
                         interfaces._InspectionAttr,
                         interfaces.PropComparator):

    """Base class for :term:`descriptor` objects that intercept
    attribute events on behalf of a :class:`.MapperProperty`
    object.  The actual :class:`.MapperProperty` is accessible
    via the :attr:`.QueryableAttribute.property`
    attribute.


    .. seealso::

        :class:`.InstrumentedAttribute`

        :class:`.MapperProperty`

        :attr:`.Mapper.all_orm_descriptors`

        :attr:`.Mapper.attrs`
    """

    is_attribute = True

    def __init__(self, class_, key, impl=None,
                 comparator=None, parententity=None,
                 of_type=None):
        self.class_ = class_
        self.key = key
        self.impl = impl
        self.comparator = comparator
        self._parententity = parententity
        self._of_type = of_type

        manager = manager_of_class(class_)
        # manager is None in the case of AliasedClass
        if manager:
            # propagate existing event listeners from
            # immediate superclass
            for base in manager._bases:
                if key in base:
                    self.dispatch._update(base[key].dispatch)

    @util.memoized_property
    def _supports_population(self):
        return self.impl.supports_population

    def get_history(self, instance, passive=PASSIVE_OFF):
        return self.impl.get_history(instance_state(instance),
                                     instance_dict(instance), passive)

    def __selectable__(self):
        # TODO: conditionally attach this method based on clause_element ?
        return self

    @util.memoized_property
    def info(self):
        """Return the 'info' dictionary for the underlying SQL element.

        The behavior here is as follows:

        * If the attribute is a column-mapped property, i.e.
          :class:`.ColumnProperty`, which is mapped directly
          to a schema-level :class:`.Column` object, this attribute
          will return the :attr:`.SchemaItem.info` dictionary associated
          with the core-level :class:`.Column` object.

        * If the attribute is a :class:`.ColumnProperty` but is mapped to
          any other kind of SQL expression other than a :class:`.Column`,
          the attribute will refer to the :attr:`.MapperProperty.info`
          dictionary associated directly with the :class:`.ColumnProperty`,
          assuming the SQL expression itself does not have its own ``.info``
          attribute (which should be the case, unless a user-defined SQL
          construct has defined one).

        * If the attribute refers to any other kind of
          :class:`.MapperProperty`, including :class:`.RelationshipProperty`,
          the attribute will refer to the :attr:`.MapperProperty.info`
          dictionary associated with that :class:`.MapperProperty`.

        * To access the :attr:`.MapperProperty.info` dictionary of the
          :class:`.MapperProperty` unconditionally, including for a
          :class:`.ColumnProperty` that's associated directly with a
          :class:`.schema.Column`, the attribute can be referred to using
          :attr:`.QueryableAttribute.property` attribute, as
          ``MyClass.someattribute.property.info``.

        .. versionadded:: 0.8.0

        .. seealso::

            :attr:`.SchemaItem.info`

            :attr:`.MapperProperty.info`

        """
        return self.comparator.info

    @util.memoized_property
    def parent(self):
        """Return an inspection instance representing the parent.

        This will be either an instance of :class:`.Mapper`
        or :class:`.AliasedInsp`, depending upon the nature
        of the parent entity which this attribute is associated
        with.

        """
        return inspection.inspect(self._parententity)

    @property
    def expression(self):
        return self.comparator.__clause_element__()

    def __clause_element__(self):
        return self.comparator.__clause_element__()

    def _query_clause_element(self):
        """like __clause_element__(), but called specifically
        by :class:`.Query` to allow special behavior."""

        return self.comparator._query_clause_element()

    def adapt_to_entity(self, adapt_to_entity):
        assert not self._of_type
        return self.__class__(adapt_to_entity.entity,
                              self.key, impl=self.impl,
                              comparator=self.comparator.adapt_to_entity(
                                  adapt_to_entity),
                              parententity=adapt_to_entity)

    def of_type(self, cls):
        return QueryableAttribute(
            self.class_,
            self.key,
            self.impl,
            self.comparator.of_type(cls),
            self._parententity,
            of_type=cls)

    def label(self, name):
        return self._query_clause_element().label(name)

    def operate(self, op, *other, **kwargs):
        return op(self.comparator, *other, **kwargs)

    def reverse_operate(self, op, other, **kwargs):
        return op(other, self.comparator, **kwargs)

    def hasparent(self, state, optimistic=False):
        return self.impl.hasparent(state, optimistic=optimistic) is not False

    def __getattr__(self, key):
        try:
            return getattr(self.comparator, key)
        except AttributeError:
            raise AttributeError(
                'Neither %r object nor %r object associated with %s '
                'has an attribute %r' % (
                    type(self).__name__,
                    type(self.comparator).__name__,
                    self,
                    key)
            )

    def __str__(self):
        return "%s.%s" % (self.class_.__name__, self.key)

    @util.memoized_property
    def property(self):
        """Return the :class:`.MapperProperty` associated with this
        :class:`.QueryableAttribute`.


        Return values here will commonly be instances of
        :class:`.ColumnProperty` or :class:`.RelationshipProperty`.


        """
        return self.comparator.property


class InstrumentedAttribute(QueryableAttribute):

    """Class bound instrumented attribute which adds basic
    :term:`descriptor` methods.

    See :class:`.QueryableAttribute` for a description of most features.


    """

    def __set__(self, instance, value):
        self.impl.set(instance_state(instance),
                      instance_dict(instance), value, None)

    def __delete__(self, instance):
        self.impl.delete(instance_state(instance), instance_dict(instance))

    def __get__(self, instance, owner):
        if instance is None:
            return self

        dict_ = instance_dict(instance)
        if self._supports_population and self.key in dict_:
            return dict_[self.key]
        else:
            return self.impl.get(instance_state(instance), dict_)


def create_proxied_attribute(descriptor):
    """Create an QueryableAttribute / user descriptor hybrid.

    Returns a new QueryableAttribute type that delegates descriptor
    behavior and getattr() to the given descriptor.
    """

    # TODO: can move this to descriptor_props if the need for this
    # function is removed from ext/hybrid.py

    class Proxy(QueryableAttribute):

        """Presents the :class:`.QueryableAttribute` interface as a
        proxy on top of a Python descriptor / :class:`.PropComparator`
        combination.

        """

        def __init__(self, class_, key, descriptor,
                     comparator,
                     adapt_to_entity=None, doc=None,
                     original_property=None):
            self.class_ = class_
            self.key = key
            self.descriptor = descriptor
            self.original_property = original_property
            self._comparator = comparator
            self._adapt_to_entity = adapt_to_entity
            self.__doc__ = doc

        @property
        def property(self):
            return self.comparator.property

        @util.memoized_property
        def comparator(self):
            if util.callable(self._comparator):
                self._comparator = self._comparator()
            if self._adapt_to_entity:
                self._comparator = self._comparator.adapt_to_entity(
                    self._adapt_to_entity)
            return self._comparator

        def adapt_to_entity(self, adapt_to_entity):
            return self.__class__(adapt_to_entity.entity,
                                  self.key,
                                  self.descriptor,
                                  self._comparator,
                                  adapt_to_entity)

        def __get__(self, instance, owner):
            if instance is None:
                return self
            else:
                return self.descriptor.__get__(instance, owner)

        def __str__(self):
            return "%s.%s" % (self.class_.__name__, self.key)

        def __getattr__(self, attribute):
            """Delegate __getattr__ to the original descriptor and/or
            comparator."""

            try:
                return getattr(descriptor, attribute)
            except AttributeError:
                try:
                    return getattr(self.comparator, attribute)
                except AttributeError:
                    raise AttributeError(
                        'Neither %r object nor %r object associated with %s '
                        'has an attribute %r' % (
                            type(descriptor).__name__,
                            type(self.comparator).__name__,
                            self,
                            attribute)
                    )

    Proxy.__name__ = type(descriptor).__name__ + 'Proxy'

    util.monkeypatch_proxied_specials(Proxy, type(descriptor),
                                      name='descriptor',
                                      from_instance=descriptor)
    return Proxy

OP_REMOVE = util.symbol("REMOVE")
OP_APPEND = util.symbol("APPEND")
OP_REPLACE = util.symbol("REPLACE")


class Event(object):

    """A token propagated throughout the course of a chain of attribute
    events.

    Serves as an indicator of the source of the event and also provides
    a means of controlling propagation across a chain of attribute
    operations.

    The :class:`.Event` object is sent as the ``initiator`` argument
    when dealing with the :meth:`.AttributeEvents.append`,
    :meth:`.AttributeEvents.set`,
    and :meth:`.AttributeEvents.remove` events.

    The :class:`.Event` object is currently interpreted by the backref
    event handlers, and is used to control the propagation of operations
    across two mutually-dependent attributes.

    .. versionadded:: 0.9.0

    """

    impl = None
    """The :class:`.AttributeImpl` which is the current event initiator.
    """

    op = None
    """The symbol :attr:`.OP_APPEND`, :attr:`.OP_REMOVE` or :attr:`.OP_REPLACE`,
    indicating the source operation.

    """

    def __init__(self, attribute_impl, op):
        self.impl = attribute_impl
        self.op = op
        self.parent_token = self.impl.parent_token

    @property
    def key(self):
        return self.impl.key

    def hasparent(self, state):
        return self.impl.hasparent(state)


class AttributeImpl(object):

    """internal implementation for instrumented attributes."""

    def __init__(self, class_, key,
                 callable_, dispatch, trackparent=False, extension=None,
                 compare_function=None, active_history=False,
                 parent_token=None, expire_missing=True,
                 send_modified_events=True,
                 **kwargs):
        """Construct an AttributeImpl.

        \class_
          associated class

        key
          string name of the attribute

        \callable_
          optional function which generates a callable based on a parent
          instance, which produces the "default" values for a scalar or
          collection attribute when it's first accessed, if not present
          already.

        trackparent
          if True, attempt to track if an instance has a parent attached
          to it via this attribute.

        extension
          a single or list of AttributeExtension object(s) which will
          receive set/delete/append/remove/etc. events.  Deprecated.
          The event package is now used.

        compare_function
          a function that compares two values which are normally
          assignable to this attribute.

        active_history
          indicates that get_history() should always return the "old" value,
          even if it means executing a lazy callable upon attribute change.

        parent_token
          Usually references the MapperProperty, used as a key for
          the hasparent() function to identify an "owning" attribute.
          Allows multiple AttributeImpls to all match a single
          owner attribute.

        expire_missing
          if False, don't add an "expiry" callable to this attribute
          during state.expire_attributes(None), if no value is present
          for this key.

        send_modified_events
          if False, the InstanceState._modified_event method will have no
          effect; this means the attribute will never show up as changed in a
          history entry.
        """
        self.class_ = class_
        self.key = key
        self.callable_ = callable_
        self.dispatch = dispatch
        self.trackparent = trackparent
        self.parent_token = parent_token or self
        self.send_modified_events = send_modified_events
        if compare_function is None:
            self.is_equal = operator.eq
        else:
            self.is_equal = compare_function

        # TODO: pass in the manager here
        # instead of doing a lookup
        attr = manager_of_class(class_)[key]

        for ext in util.to_list(extension or []):
            ext._adapt_listener(attr, ext)

        if active_history:
            self.dispatch._active_history = True

        self.expire_missing = expire_missing

    def __str__(self):
        return "%s.%s" % (self.class_.__name__, self.key)

    def _get_active_history(self):
        """Backwards compat for impl.active_history"""

        return self.dispatch._active_history

    def _set_active_history(self, value):
        self.dispatch._active_history = value

    active_history = property(_get_active_history, _set_active_history)

    def hasparent(self, state, optimistic=False):
        """Return the boolean value of a `hasparent` flag attached to
        the given state.

        The `optimistic` flag determines what the default return value
        should be if no `hasparent` flag can be located.

        As this function is used to determine if an instance is an
        *orphan*, instances that were loaded from storage should be
        assumed to not be orphans, until a True/False value for this
        flag is set.

        An instance attribute that is loaded by a callable function
        will also not have a `hasparent` flag.

        """
        msg = "This AttributeImpl is not configured to track parents."
        assert self.trackparent, msg

        return state.parents.get(id(self.parent_token), optimistic) \
            is not False

    def sethasparent(self, state, parent_state, value):
        """Set a boolean flag on the given item corresponding to
        whether or not it is attached to a parent object via the
        attribute represented by this ``InstrumentedAttribute``.

        """
        msg = "This AttributeImpl is not configured to track parents."
        assert self.trackparent, msg

        id_ = id(self.parent_token)
        if value:
            state.parents[id_] = parent_state
        else:
            if id_ in state.parents:
                last_parent = state.parents[id_]

                if last_parent is not False and \
                        last_parent.key != parent_state.key:

                    if last_parent.obj() is None:
                        raise orm_exc.StaleDataError(
                            "Removing state %s from parent "
                            "state %s along attribute '%s', "
                            "but the parent record "
                            "has gone stale, can't be sure this "
                            "is the most recent parent." %
                            (state_str(state),
                             state_str(parent_state),
                             self.key))

                    return

            state.parents[id_] = False

    def set_callable(self, state, callable_):
        """Set a callable function for this attribute on the given object.

        This callable will be executed when the attribute is next
        accessed, and is assumed to construct part of the instances
        previously stored state. When its value or values are loaded,
        they will be established as part of the instance's *committed
        state*.  While *trackparent* information will be assembled for
        these instances, attribute-level event handlers will not be
        fired.

        The callable overrides the class level callable set in the
        ``InstrumentedAttribute`` constructor.

        """
        state.callables[self.key] = callable_

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        raise NotImplementedError()

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        """Return a list of tuples of (state, obj)
        for all objects in this attribute's current state
        + history.

        Only applies to object-based attributes.

        This is an inlining of existing functionality
        which roughly corresponds to:

            get_state_history(
                        state,
                        key,
                        passive=PASSIVE_NO_INITIALIZE).sum()

        """
        raise NotImplementedError()

    def initialize(self, state, dict_):
        """Initialize the given state's attribute with an empty value."""

        dict_[self.key] = None
        return None

    def get(self, state, dict_, passive=PASSIVE_OFF):
        """Retrieve a value from the given object.
        If a callable is assembled on this object's attribute, and
        passive is False, the callable will be executed and the
        resulting value will be set as the new value for this attribute.
        """
        if self.key in dict_:
            return dict_[self.key]
        else:
            # if history present, don't load
            key = self.key
            if key not in state.committed_state or \
                    state.committed_state[key] is NEVER_SET:
                if not passive & CALLABLES_OK:
                    return PASSIVE_NO_RESULT

                if key in state.callables:
                    callable_ = state.callables[key]
                    value = callable_(state, passive)
                elif self.callable_:
                    value = self.callable_(state, passive)
                else:
                    value = ATTR_EMPTY

                if value is PASSIVE_NO_RESULT or value is NEVER_SET:
                    return value
                elif value is ATTR_WAS_SET:
                    try:
                        return dict_[key]
                    except KeyError:
                        # TODO: no test coverage here.
                        raise KeyError(
                            "Deferred loader for attribute "
                            "%r failed to populate "
                            "correctly" % key)
                elif value is not ATTR_EMPTY:
                    return self.set_committed_value(state, dict_, value)

            if not passive & INIT_OK:
                return NEVER_SET
            else:
                # Return a new, empty value
                return self.initialize(state, dict_)

    def append(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(state, dict_, value, initiator, passive=passive)

    def remove(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(state, dict_, None, initiator,
                 passive=passive, check_old=value)

    def pop(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        self.set(state, dict_, None, initiator,
                 passive=passive, check_old=value, pop=True)

    def set(self, state, dict_, value, initiator,
            passive=PASSIVE_OFF, check_old=None, pop=False):
        raise NotImplementedError()

    def get_committed_value(self, state, dict_, passive=PASSIVE_OFF):
        """return the unchanged value of this attribute"""

        if self.key in state.committed_state:
            value = state.committed_state[self.key]
            if value is NO_VALUE:
                return None
            else:
                return value
        else:
            return self.get(state, dict_, passive=passive)

    def set_committed_value(self, state, dict_, value):
        """set an attribute value on the given instance and 'commit' it."""

        dict_[self.key] = value
        state._commit(dict_, [self.key])
        return value


class ScalarAttributeImpl(AttributeImpl):

    """represents a scalar value-holding InstrumentedAttribute."""

    accepts_scalar_loader = True
    uses_objects = False
    supports_population = True
    collection = False

    def delete(self, state, dict_):

        # TODO: catch key errors, convert to attributeerror?
        if self.dispatch._active_history:
            old = self.get(state, dict_, PASSIVE_RETURN_NEVER_SET)
        else:
            old = dict_.get(self.key, NO_VALUE)

        if self.dispatch.remove:
            self.fire_remove_event(state, dict_, old, self._remove_token)
        state._modified_event(dict_, self, old)
        del dict_[self.key]

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        if self.key in dict_:
            return History.from_scalar_attribute(self, state, dict_[self.key])
        else:
            if passive & INIT_OK:
                passive ^= INIT_OK
            current = self.get(state, dict_, passive=passive)
            if current is PASSIVE_NO_RESULT:
                return HISTORY_BLANK
            else:
                return History.from_scalar_attribute(self, state, current)

    def set(self, state, dict_, value, initiator,
            passive=PASSIVE_OFF, check_old=None, pop=False):
        if self.dispatch._active_history:
            old = self.get(state, dict_, PASSIVE_RETURN_NEVER_SET)
        else:
            old = dict_.get(self.key, NO_VALUE)

        if self.dispatch.set:
            value = self.fire_replace_event(state, dict_,
                                            value, old, initiator)
        state._modified_event(dict_, self, old)
        dict_[self.key] = value

    @util.memoized_property
    def _replace_token(self):
        return Event(self, OP_REPLACE)

    @util.memoized_property
    def _append_token(self):
        return Event(self, OP_REPLACE)

    @util.memoized_property
    def _remove_token(self):
        return Event(self, OP_REMOVE)

    def fire_replace_event(self, state, dict_, value, previous, initiator):
        for fn in self.dispatch.set:
            value = fn(
                state, value, previous, initiator or self._replace_token)
        return value

    def fire_remove_event(self, state, dict_, value, initiator):
        for fn in self.dispatch.remove:
            fn(state, value, initiator or self._remove_token)

    @property
    def type(self):
        self.property.columns[0].type


class ScalarObjectAttributeImpl(ScalarAttributeImpl):

    """represents a scalar-holding InstrumentedAttribute,
       where the target object is also instrumented.

       Adds events to delete/set operations.

    """

    accepts_scalar_loader = False
    uses_objects = True
    supports_population = True
    collection = False

    def delete(self, state, dict_):
        old = self.get(state, dict_)
        self.fire_remove_event(state, dict_, old, self._remove_token)
        del dict_[self.key]

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        if self.key in dict_:
            return History.from_object_attribute(self, state, dict_[self.key])
        else:
            if passive & INIT_OK:
                passive ^= INIT_OK
            current = self.get(state, dict_, passive=passive)
            if current is PASSIVE_NO_RESULT:
                return HISTORY_BLANK
            else:
                return History.from_object_attribute(self, state, current)

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        if self.key in dict_:
            current = dict_[self.key]
        elif passive & CALLABLES_OK:
            current = self.get(state, dict_, passive=passive)
        else:
            return []

        # can't use __hash__(), can't use __eq__() here
        if current is not None and \
                current is not PASSIVE_NO_RESULT and \
                current is not NEVER_SET:
            ret = [(instance_state(current), current)]
        else:
            ret = [(None, None)]

        if self.key in state.committed_state:
            original = state.committed_state[self.key]
            if original is not None and \
                    original is not PASSIVE_NO_RESULT and \
                    original is not NEVER_SET and \
                    original is not current:

                ret.append((instance_state(original), original))
        return ret

    def set(self, state, dict_, value, initiator,
            passive=PASSIVE_OFF, check_old=None, pop=False):
        """Set a value on the given InstanceState.

        """
        if self.dispatch._active_history:
            old = self.get(
                state, dict_, passive=PASSIVE_ONLY_PERSISTENT | NO_AUTOFLUSH)
        else:
            # would like to call with PASSIVE_NO_FETCH ^ INIT_OK.  However,
            # we have a long-standing behavior that a "get()" on never set
            # should implicitly set the value to None.  Leaving INIT_OK
            # set here means we are consistent whether or not we did a get
            # first.
            # see test_use_object_set_None vs.
            # test_use_object_get_first_set_None in test_attributes.py
            old = self.get(state, dict_, passive=PASSIVE_NO_FETCH)

        if check_old is not None and \
                old is not PASSIVE_NO_RESULT and \
                check_old is not old:
            if pop:
                return
            else:
                raise ValueError(
                    "Object %s not associated with %s on attribute '%s'" % (
                        instance_str(check_old),
                        state_str(state),
                        self.key
                    ))

        value = self.fire_replace_event(state, dict_, value, old, initiator)
        dict_[self.key] = value

    def fire_remove_event(self, state, dict_, value, initiator):
        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, False)

        for fn in self.dispatch.remove:
            fn(state, value, initiator or self._remove_token)

        state._modified_event(dict_, self, value)

    def fire_replace_event(self, state, dict_, value, previous, initiator):
        if self.trackparent:
            if (previous is not value and
                    previous not in (None, PASSIVE_NO_RESULT, NEVER_SET)):
                self.sethasparent(instance_state(previous), state, False)

        for fn in self.dispatch.set:
            value = fn(
                state, value, previous, initiator or self._replace_token)

        state._modified_event(dict_, self, previous)

        if self.trackparent:
            if value is not None:
                self.sethasparent(instance_state(value), state, True)

        return value


class CollectionAttributeImpl(AttributeImpl):

    """A collection-holding attribute that instruments changes in membership.

    Only handles collections of instrumented objects.

    InstrumentedCollectionAttribute holds an arbitrary, user-specified
    container object (defaulting to a list) and brokers access to the
    CollectionAdapter, a "view" onto that object that presents consistent bag
    semantics to the orm layer independent of the user data implementation.

    """
    accepts_scalar_loader = False
    uses_objects = True
    supports_population = True
    collection = True

    def __init__(self, class_, key, callable_, dispatch,
                 typecallable=None, trackparent=False, extension=None,
                 copy_function=None, compare_function=None, **kwargs):
        super(CollectionAttributeImpl, self).__init__(
            class_,
            key,
            callable_, dispatch,
            trackparent=trackparent,
            extension=extension,
            compare_function=compare_function,
            **kwargs)

        if copy_function is None:
            copy_function = self.__copy
        self.copy = copy_function
        self.collection_factory = typecallable

    def __copy(self, item):
        return [y for y in collections.collection_adapter(item)]

    def get_history(self, state, dict_, passive=PASSIVE_OFF):
        current = self.get(state, dict_, passive=passive)
        if current is PASSIVE_NO_RESULT:
            return HISTORY_BLANK
        else:
            return History.from_collection(self, state, current)

    def get_all_pending(self, state, dict_, passive=PASSIVE_NO_INITIALIZE):
        # NOTE: passive is ignored here at the moment

        if self.key not in dict_:
            return []

        current = dict_[self.key]
        current = getattr(current, '_sa_adapter')

        if self.key in state.committed_state:
            original = state.committed_state[self.key]
            if original not in (NO_VALUE, NEVER_SET):
                current_states = [((c is not None) and
                                   instance_state(c) or None, c)
                                  for c in current]
                original_states = [((c is not None) and
                                    instance_state(c) or None, c)
                                   for c in original]

                current_set = dict(current_states)
                original_set = dict(original_states)

                return \
                    [(s, o) for s, o in current_states
                        if s not in original_set] + \
                    [(s, o) for s, o in current_states
                        if s in original_set] + \
                    [(s, o) for s, o in original_states
                        if s not in current_set]

        return [(instance_state(o), o) for o in current]

    @util.memoized_property
    def _append_token(self):
        return Event(self, OP_APPEND)

    @util.memoized_property
    def _remove_token(self):
        return Event(self, OP_REMOVE)

    def fire_append_event(self, state, dict_, value, initiator):
        for fn in self.dispatch.append:
            value = fn(state, value, initiator or self._append_token)

        state._modified_event(dict_, self, NEVER_SET, True)

        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, True)

        return value

    def fire_pre_remove_event(self, state, dict_, initiator):
        state._modified_event(dict_, self, NEVER_SET, True)

    def fire_remove_event(self, state, dict_, value, initiator):
        if self.trackparent and value is not None:
            self.sethasparent(instance_state(value), state, False)

        for fn in self.dispatch.remove:
            fn(state, value, initiator or self._remove_token)

        state._modified_event(dict_, self, NEVER_SET, True)

    def delete(self, state, dict_):
        if self.key not in dict_:
            return

        state._modified_event(dict_, self, NEVER_SET, True)

        collection = self.get_collection(state, state.dict)
        collection.clear_with_event()
        # TODO: catch key errors, convert to attributeerror?
        del dict_[self.key]

    def initialize(self, state, dict_):
        """Initialize this attribute with an empty collection."""

        _, user_data = self._initialize_collection(state)
        dict_[self.key] = user_data
        return user_data

    def _initialize_collection(self, state):
        return state.manager.initialize_collection(
            self.key, state, self.collection_factory)

    def append(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        collection = self.get_collection(state, dict_, passive=passive)
        if collection is PASSIVE_NO_RESULT:
            value = self.fire_append_event(state, dict_, value, initiator)
            assert self.key not in dict_, \
                "Collection was loaded during event handling."
            state._get_pending_mutation(self.key).append(value)
        else:
            collection.append_with_event(value, initiator)

    def remove(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        collection = self.get_collection(state, state.dict, passive=passive)
        if collection is PASSIVE_NO_RESULT:
            self.fire_remove_event(state, dict_, value, initiator)
            assert self.key not in dict_, \
                "Collection was loaded during event handling."
            state._get_pending_mutation(self.key).remove(value)
        else:
            collection.remove_with_event(value, initiator)

    def pop(self, state, dict_, value, initiator, passive=PASSIVE_OFF):
        try:
            # TODO: better solution here would be to add
            # a "popper" role to collections.py to complement
            # "remover".
            self.remove(state, dict_, value, initiator, passive=passive)
        except (ValueError, KeyError, IndexError):
            pass

    def set(self, state, dict_, value, initiator,
            passive=PASSIVE_OFF, pop=False):
        """Set a value on the given object.

        """

        self._set_iterable(
            state, dict_, value,
            lambda adapter, i: adapter.adapt_like_to_iterable(i))

    def _set_iterable(self, state, dict_, iterable, adapter=None):
        """Set a collection value from an iterable of state-bearers.

        ``adapter`` is an optional callable invoked with a CollectionAdapter
        and the iterable.  Should return an iterable of state-bearing
        instances suitable for appending via a CollectionAdapter.  Can be used
        for, e.g., adapting an incoming dictionary into an iterator of values
        rather than keys.

        """
        # pulling a new collection first so that an adaptation exception does
        # not trigger a lazy load of the old collection.
        new_collection, user_data = self._initialize_collection(state)
        if adapter:
            new_values = list(adapter(new_collection, iterable))
        else:
            new_values = list(iterable)

        old = self.get(state, dict_, passive=PASSIVE_ONLY_PERSISTENT)
        if old is PASSIVE_NO_RESULT:
            old = self.initialize(state, dict_)
        elif old is iterable:
            # ignore re-assignment of the current collection, as happens
            # implicitly with in-place operators (foo.collection |= other)
            return

        # place a copy of "old" in state.committed_state
        state._modified_event(dict_, self, old, True)

        old_collection = getattr(old, '_sa_adapter')

        dict_[self.key] = user_data

        collections.bulk_replace(new_values, old_collection, new_collection)
        old_collection.unlink(old)

    def _invalidate_collection(self, collection):
        adapter = getattr(collection, '_sa_adapter')
        adapter.invalidated = True

    def set_committed_value(self, state, dict_, value):
        """Set an attribute value on the given instance and 'commit' it."""

        collection, user_data = self._initialize_collection(state)

        if value:
            collection.append_multiple_without_event(value)

        state.dict[self.key] = user_data

        state._commit(dict_, [self.key])

        if self.key in state._pending_mutations:
            # pending items exist.  issue a modified event,
            # add/remove new items.
            state._modified_event(dict_, self, user_data, True)

            pending = state._pending_mutations.pop(self.key)
            added = pending.added_items
            removed = pending.deleted_items
            for item in added:
                collection.append_without_event(item)
            for item in removed:
                collection.remove_without_event(item)

        return user_data

    def get_collection(self, state, dict_,
                       user_data=None, passive=PASSIVE_OFF):
        """Retrieve the CollectionAdapter associated with the given state.

        Creates a new CollectionAdapter if one does not exist.

        """
        if user_data is None:
            user_data = self.get(state, dict_, passive=passive)
            if user_data is PASSIVE_NO_RESULT:
                return user_data

        return getattr(user_data, '_sa_adapter')


def backref_listeners(attribute, key, uselist):
    """Apply listeners to synchronize a two-way relationship."""

    # use easily recognizable names for stack traces

    parent_token = attribute.impl.parent_token
    parent_impl = attribute.impl

    def _acceptable_key_err(child_state, initiator, child_impl):
        raise ValueError(
            "Bidirectional attribute conflict detected: "
            'Passing object %s to attribute "%s" '
            'triggers a modify event on attribute "%s" '
            'via the backref "%s".' % (
                state_str(child_state),
                initiator.parent_token,
                child_impl.parent_token,
                attribute.impl.parent_token
            )
        )

    def emit_backref_from_scalar_set_event(state, child, oldchild, initiator):
        if oldchild is child:
            return child
        if oldchild is not None and \
                oldchild is not PASSIVE_NO_RESULT and \
                oldchild is not NEVER_SET:
            # With lazy=None, there's no guarantee that the full collection is
            # present when updating via a backref.
            old_state, old_dict = instance_state(oldchild),\
                instance_dict(oldchild)
            impl = old_state.manager[key].impl

            if initiator.impl is not impl or \
                    initiator.op not in (OP_REPLACE, OP_REMOVE):
                impl.pop(old_state,
                         old_dict,
                         state.obj(),
                         parent_impl._append_token,
                         passive=PASSIVE_NO_FETCH)

        if child is not None:
            child_state, child_dict = instance_state(child),\
                instance_dict(child)
            child_impl = child_state.manager[key].impl
            if initiator.parent_token is not parent_token and \
                    initiator.parent_token is not child_impl.parent_token:
                _acceptable_key_err(state, initiator, child_impl)
            elif initiator.impl is not child_impl or \
                    initiator.op not in (OP_APPEND, OP_REPLACE):
                child_impl.append(
                    child_state,
                    child_dict,
                    state.obj(),
                    initiator,
                    passive=PASSIVE_NO_FETCH)
        return child

    def emit_backref_from_collection_append_event(state, child, initiator):
        if child is None:
            return

        child_state, child_dict = instance_state(child), \
            instance_dict(child)
        child_impl = child_state.manager[key].impl

        if initiator.parent_token is not parent_token and \
                initiator.parent_token is not child_impl.parent_token:
            _acceptable_key_err(state, initiator, child_impl)
        elif initiator.impl is not child_impl or \
                initiator.op not in (OP_APPEND, OP_REPLACE):
            child_impl.append(
                child_state,
                child_dict,
                state.obj(),
                initiator,
                passive=PASSIVE_NO_FETCH)
        return child

    def emit_backref_from_collection_remove_event(state, child, initiator):
        if child is not None:
            child_state, child_dict = instance_state(child),\
                instance_dict(child)
            child_impl = child_state.manager[key].impl
            if initiator.impl is not child_impl or \
                    initiator.op not in (OP_REMOVE, OP_REPLACE):
                child_impl.pop(
                    child_state,
                    child_dict,
                    state.obj(),
                    initiator,
                    passive=PASSIVE_NO_FETCH)

    if uselist:
        event.listen(attribute, "append",
                     emit_backref_from_collection_append_event,
                     retval=True, raw=True)
    else:
        event.listen(attribute, "set",
                     emit_backref_from_scalar_set_event,
                     retval=True, raw=True)
    # TODO: need coverage in test/orm/ of remove event
    event.listen(attribute, "remove",
                 emit_backref_from_collection_remove_event,
                 retval=True, raw=True)

_NO_HISTORY = util.symbol('NO_HISTORY')
_NO_STATE_SYMBOLS = frozenset([
    id(PASSIVE_NO_RESULT),
    id(NO_VALUE),
    id(NEVER_SET)])

History = util.namedtuple("History", [
    "added", "unchanged", "deleted"
])


class History(History):

    """A 3-tuple of added, unchanged and deleted values,
    representing the changes which have occurred on an instrumented
    attribute.

    The easiest way to get a :class:`.History` object for a particular
    attribute on an object is to use the :func:`.inspect` function::

        from sqlalchemy import inspect

        hist = inspect(myobject).attrs.myattribute.history

    Each tuple member is an iterable sequence:

    * ``added`` - the collection of items added to the attribute (the first
      tuple element).

    * ``unchanged`` - the collection of items that have not changed on the
      attribute (the second tuple element).

    * ``deleted`` - the collection of items that have been removed from the
      attribute (the third tuple element).

    """

    def __bool__(self):
        return self != HISTORY_BLANK
    __nonzero__ = __bool__

    def empty(self):
        """Return True if this :class:`.History` has no changes
        and no existing, unchanged state.

        """

        return not bool(
            (self.added or self.deleted)
            or self.unchanged
        )

    def sum(self):
        """Return a collection of added + unchanged + deleted."""

        return (self.added or []) +\
            (self.unchanged or []) +\
            (self.deleted or [])

    def non_deleted(self):
        """Return a collection of added + unchanged."""

        return (self.added or []) +\
            (self.unchanged or [])

    def non_added(self):
        """Return a collection of unchanged + deleted."""

        return (self.unchanged or []) +\
            (self.deleted or [])

    def has_changes(self):
        """Return True if this :class:`.History` has changes."""

        return bool(self.added or self.deleted)

    def as_state(self):
        return History(
            [(c is not None)
             and instance_state(c) or None
             for c in self.added],
            [(c is not None)
             and instance_state(c) or None
             for c in self.unchanged],
            [(c is not None)
             and instance_state(c) or None
             for c in self.deleted],
        )

    @classmethod
    def from_scalar_attribute(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)

        if original is _NO_HISTORY:
            if current is NEVER_SET:
                return cls((), (), ())
            else:
                return cls((), [current], ())
        # don't let ClauseElement expressions here trip things up
        elif attribute.is_equal(current, original) is True:
            return cls((), [current], ())
        else:
            # current convention on native scalars is to not
            # include information
            # about missing previous value in "deleted", but
            # we do include None, which helps in some primary
            # key situations
            if id(original) in _NO_STATE_SYMBOLS:
                deleted = ()
            else:
                deleted = [original]
            if current is NEVER_SET:
                return cls((), (), deleted)
            else:
                return cls([current], (), deleted)

    @classmethod
    def from_object_attribute(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)

        if original is _NO_HISTORY:
            if current is NO_VALUE or current is NEVER_SET:
                return cls((), (), ())
            else:
                return cls((), [current], ())
        elif current is original:
            return cls((), [current], ())
        else:
            # current convention on related objects is to not
            # include information
            # about missing previous value in "deleted", and
            # to also not include None - the dependency.py rules
            # ignore the None in any case.
            if id(original) in _NO_STATE_SYMBOLS or original is None:
                deleted = ()
            else:
                deleted = [original]
            if current is NO_VALUE or current is NEVER_SET:
                return cls((), (), deleted)
            else:
                return cls([current], (), deleted)

    @classmethod
    def from_collection(cls, attribute, state, current):
        original = state.committed_state.get(attribute.key, _NO_HISTORY)

        if current is NO_VALUE or current is NEVER_SET:
            return cls((), (), ())

        current = getattr(current, '_sa_adapter')
        if original in (NO_VALUE, NEVER_SET):
            return cls(list(current), (), ())
        elif original is _NO_HISTORY:
            return cls((), list(current), ())
        else:

            current_states = [((c is not None) and instance_state(c)
                               or None, c)
                              for c in current
                              ]
            original_states = [((c is not None) and instance_state(c)
                                or None, c)
                               for c in original
                               ]

            current_set = dict(current_states)
            original_set = dict(original_states)

            return cls(
                [o for s, o in current_states if s not in original_set],
                [o for s, o in current_states if s in original_set],
                [o for s, o in original_states if s not in current_set]
            )

HISTORY_BLANK = History(None, None, None)


def get_history(obj, key, passive=PASSIVE_OFF):
    """Return a :class:`.History` record for the given object
    and attribute key.

    :param obj: an object whose class is instrumented by the
      attributes package.

    :param key: string attribute name.

    :param passive: indicates loading behavior for the attribute
       if the value is not already present.   This is a
       bitflag attribute, which defaults to the symbol
       :attr:`.PASSIVE_OFF` indicating all necessary SQL
       should be emitted.

    """
    if passive is True:
        util.warn_deprecated("Passing True for 'passive' is deprecated. "
                             "Use attributes.PASSIVE_NO_INITIALIZE")
        passive = PASSIVE_NO_INITIALIZE
    elif passive is False:
        util.warn_deprecated("Passing False for 'passive' is "
                             "deprecated.  Use attributes.PASSIVE_OFF")
        passive = PASSIVE_OFF

    return get_state_history(instance_state(obj), key, passive)


def get_state_history(state, key, passive=PASSIVE_OFF):
    return state.get_history(key, passive)


def has_parent(cls, obj, key, optimistic=False):
    """TODO"""
    manager = manager_of_class(cls)
    state = instance_state(obj)
    return manager.has_parent(state, key, optimistic)


def register_attribute(class_, key, **kw):
    comparator = kw.pop('comparator', None)
    parententity = kw.pop('parententity', None)
    doc = kw.pop('doc', None)
    desc = register_descriptor(class_, key,
                               comparator, parententity, doc=doc)
    register_attribute_impl(class_, key, **kw)
    return desc


def register_attribute_impl(class_, key,
                            uselist=False, callable_=None,
                            useobject=False,
                            impl_class=None, backref=None, **kw):

    manager = manager_of_class(class_)
    if uselist:
        factory = kw.pop('typecallable', None)
        typecallable = manager.instrument_collection_class(
            key, factory or list)
    else:
        typecallable = kw.pop('typecallable', None)

    dispatch = manager[key].dispatch

    if impl_class:
        impl = impl_class(class_, key, typecallable, dispatch, **kw)
    elif uselist:
        impl = CollectionAttributeImpl(class_, key, callable_, dispatch,
                                       typecallable=typecallable, **kw)
    elif useobject:
        impl = ScalarObjectAttributeImpl(class_, key, callable_,
                                         dispatch, **kw)
    else:
        impl = ScalarAttributeImpl(class_, key, callable_, dispatch, **kw)

    manager[key].impl = impl

    if backref:
        backref_listeners(manager[key], backref, uselist)

    manager.post_configure_attribute(key)
    return manager[key]


def register_descriptor(class_, key, comparator=None,
                        parententity=None, doc=None):
    manager = manager_of_class(class_)

    descriptor = InstrumentedAttribute(class_, key, comparator=comparator,
                                       parententity=parententity)

    descriptor.__doc__ = doc

    manager.instrument_attribute(key, descriptor)
    return descriptor


def unregister_attribute(class_, key):
    manager_of_class(class_).uninstrument_attribute(key)


def init_collection(obj, key):
    """Initialize a collection attribute and return the collection adapter.

    This function is used to provide direct access to collection internals
    for a previously unloaded attribute.  e.g.::

        collection_adapter = init_collection(someobject, 'elements')
        for elem in values:
            collection_adapter.append_without_event(elem)

    For an easier way to do the above, see
    :func:`~sqlalchemy.orm.attributes.set_committed_value`.

    obj is an instrumented object instance.  An InstanceState
    is accepted directly for backwards compatibility but
    this usage is deprecated.

    """
    state = instance_state(obj)
    dict_ = state.dict
    return init_state_collection(state, dict_, key)


def init_state_collection(state, dict_, key):
    """Initialize a collection attribute and return the collection adapter."""

    attr = state.manager[key].impl
    user_data = attr.initialize(state, dict_)
    return attr.get_collection(state, dict_, user_data)


def set_committed_value(instance, key, value):
    """Set the value of an attribute with no history events.

    Cancels any previous history present.  The value should be
    a scalar value for scalar-holding attributes, or
    an iterable for any collection-holding attribute.

    This is the same underlying method used when a lazy loader
    fires off and loads additional data from the database.
    In particular, this method can be used by application code
    which has loaded additional attributes or collections through
    separate queries, which can then be attached to an instance
    as though it were part of its original loaded state.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.set_committed_value(state, dict_, value)


def set_attribute(instance, key, value):
    """Set the value of an attribute, firing history events.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to establish attribute state as understood
    by SQLAlchemy.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.set(state, dict_, value, None)


def get_attribute(instance, key):
    """Get the value of an attribute, firing any callables required.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to make usage of attribute state as understood
    by SQLAlchemy.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    return state.manager[key].impl.get(state, dict_)


def del_attribute(instance, key):
    """Delete the value of an attribute, firing history events.

    This function may be used regardless of instrumentation
    applied directly to the class, i.e. no descriptors are required.
    Custom attribute management schemes will need to make usage
    of this method to establish attribute state as understood
    by SQLAlchemy.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    state.manager[key].impl.delete(state, dict_)


def flag_modified(instance, key):
    """Mark an attribute on an instance as 'modified'.

    This sets the 'modified' flag on the instance and
    establishes an unconditional change event for the given attribute.

    """
    state, dict_ = instance_state(instance), instance_dict(instance)
    impl = state.manager[key].impl
    state._modified_event(dict_, impl, NO_VALUE, force=True)
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  Source code for sqlalchemy.sql.sqltypes

# sql/sqltypes.py
# Copyright (C) 2005-2014 the SQLAlchemy authors and contributors
# <see AUTHORS file>
#
# This module is part of SQLAlchemy and is released under
# the MIT License: http://www.opensource.org/licenses/mit-license.php

"""SQL specific types.

"""

import datetime as dt
import codecs

from .type_api import TypeEngine, TypeDecorator, to_instance
from .elements import quoted_name, type_coerce, _defer_name
from .default_comparator import _DefaultColumnComparator
from .. import exc, util, processors
from .base import _bind_or_error, SchemaEventTarget
from . import operators
from .. import event
from ..util import pickle
import decimal

if util.jython:
    import array


class _DateAffinity(object):

    """Mixin date/time specific expression adaptations.

    Rules are implemented within Date,Time,Interval,DateTime, Numeric,
    Integer. Based on http://www.postgresql.org/docs/current/static
    /functions-datetime.html.

    """

    @property
    def _expression_adaptations(self):
        raise NotImplementedError()

    class Comparator(TypeEngine.Comparator):
        _blank_dict = util.immutabledict()

        def _adapt_expression(self, op, other_comparator):
            othertype = other_comparator.type._type_affinity
            return (
                op, to_instance(
                    self.type._expression_adaptations.
                    get(op, self._blank_dict).
                    get(othertype, NULLTYPE))
            )
    comparator_factory = Comparator


class Concatenable(object):

    """A mixin that marks a type as supporting 'concatenation',
    typically strings."""

    class Comparator(TypeEngine.Comparator):

        def _adapt_expression(self, op, other_comparator):
            if (op is operators.add and
                    isinstance(
                        other_comparator,
                        (Concatenable.Comparator, NullType.Comparator)
                    )):
                return operators.concat_op, self.expr.type
            else:
                return op, self.expr.type

    comparator_factory = Comparator


class String(Concatenable, TypeEngine):

    """The base for all string and character types.

    In SQL, corresponds to VARCHAR.  Can also take Python unicode objects
    and encode to the database's encoding in bind params (and the reverse for
    result sets.)

    The `length` field is usually required when the `String` type is
    used within a CREATE TABLE statement, as VARCHAR requires a length
    on most databases.

    """

    __visit_name__ = 'string'

    def __init__(self, length=None, collation=None,
                 convert_unicode=False,
                 unicode_error=None,
                 _warn_on_bytestring=False
                 ):
        """
        Create a string-holding type.

        :param length: optional, a length for the column for use in
          DDL and CAST expressions.  May be safely omitted if no ``CREATE
          TABLE`` will be issued.  Certain databases may require a
          ``length`` for use in DDL, and will raise an exception when
          the ``CREATE TABLE`` DDL is issued if a ``VARCHAR``
          with no length is included.  Whether the value is
          interpreted as bytes or characters is database specific.

        :param collation: Optional, a column-level collation for
          use in DDL and CAST expressions.  Renders using the
          COLLATE keyword supported by SQLite, MySQL, and Postgresql.
          E.g.::

            >>> from sqlalchemy import cast, select, String
            >>> print select([cast('some string', String(collation='utf8'))])
            SELECT CAST(:param_1 AS VARCHAR COLLATE utf8) AS anon_1

          .. versionadded:: 0.8 Added support for COLLATE to all
             string types.

        :param convert_unicode: When set to ``True``, the
          :class:`.String` type will assume that
          input is to be passed as Python ``unicode`` objects,
          and results returned as Python ``unicode`` objects.
          If the DBAPI in use does not support Python unicode
          (which is fewer and fewer these days), SQLAlchemy
          will encode/decode the value, using the
          value of the ``encoding`` parameter passed to
          :func:`.create_engine` as the encoding.

          When using a DBAPI that natively supports Python
          unicode objects, this flag generally does not
          need to be set.  For columns that are explicitly
          intended to store non-ASCII data, the :class:`.Unicode`
          or :class:`.UnicodeText`
          types should be used regardless, which feature
          the same behavior of ``convert_unicode`` but
          also indicate an underlying column type that
          directly supports unicode, such as ``NVARCHAR``.

          For the extremely rare case that Python ``unicode``
          is to be encoded/decoded by SQLAlchemy on a backend
          that does natively support Python ``unicode``,
          the value ``force`` can be passed here which will
          cause SQLAlchemy's encode/decode services to be
          used unconditionally.

        :param unicode_error: Optional, a method to use to handle Unicode
          conversion errors. Behaves like the ``errors`` keyword argument to
          the standard library's ``string.decode()`` functions.   This flag
          requires that ``convert_unicode`` is set to ``force`` - otherwise,
          SQLAlchemy is not guaranteed to handle the task of unicode
          conversion.   Note that this flag adds significant performance
          overhead to row-fetching operations for backends that already
          return unicode objects natively (which most DBAPIs do).  This
          flag should only be used as a last resort for reading
          strings from a column with varied or corrupted encodings.

        """
        if unicode_error is not None and convert_unicode != 'force':
            raise exc.ArgumentError("convert_unicode must be 'force' "
                                    "when unicode_error is set.")

        self.length = length
        self.collation = collation
        self.convert_unicode = convert_unicode
        self.unicode_error = unicode_error
        self._warn_on_bytestring = _warn_on_bytestring

    def literal_processor(self, dialect):
        def process(value):
            value = value.replace("'", "''")
            return "'%s'" % value
        return process

    def bind_processor(self, dialect):
        if self.convert_unicode or dialect.convert_unicode:
            if dialect.supports_unicode_binds and \
                    self.convert_unicode != 'force':
                if self._warn_on_bytestring:
                    def process(value):
                        if isinstance(value, util.binary_type):
                            util.warn("Unicode type received non-unicode"
                                      "bind param value.")
                        return value
                    return process
                else:
                    return None
            else:
                encoder = codecs.getencoder(dialect.encoding)
                warn_on_bytestring = self._warn_on_bytestring

                def process(value):
                    if isinstance(value, util.text_type):
                        return encoder(value, self.unicode_error)[0]
                    elif warn_on_bytestring and value is not None:
                        util.warn("Unicode type received non-unicode bind "
                                  "param value")
                    return value
            return process
        else:
            return None

    def result_processor(self, dialect, coltype):
        wants_unicode = self.convert_unicode or dialect.convert_unicode
        needs_convert = wants_unicode and \
            (dialect.returns_unicode_strings is not True or
             self.convert_unicode in ('force', 'force_nocheck'))
        needs_isinstance = (
            needs_convert and
            dialect.returns_unicode_strings and
            self.convert_unicode != 'force_nocheck'
        )
        if needs_convert:
            to_unicode = processors.to_unicode_processor_factory(
                dialect.encoding, self.unicode_error)

            if needs_isinstance:
                return processors.to_conditional_unicode_processor_factory(
                    dialect.encoding, self.unicode_error)
            else:
                return processors.to_unicode_processor_factory(
                    dialect.encoding, self.unicode_error)
        else:
            return None

    @property
    def python_type(self):
        if self.convert_unicode:
            return util.text_type
        else:
            return str

    def get_dbapi_type(self, dbapi):
        return dbapi.STRING


class Text(String):

    """A variably sized string type.

    In SQL, usually corresponds to CLOB or TEXT. Can also take Python
    unicode objects and encode to the database's encoding in bind
    params (and the reverse for result sets.)  In general, TEXT objects
    do not have a length; while some databases will accept a length
    argument here, it will be rejected by others.

    """
    __visit_name__ = 'text'


class Unicode(String):

    """A variable length Unicode string type.

    The :class:`.Unicode` type is a :class:`.String` subclass
    that assumes input and output as Python ``unicode`` data,
    and in that regard is equivalent to the usage of the
    ``convert_unicode`` flag with the :class:`.String` type.
    However, unlike plain :class:`.String`, it also implies an
    underlying column type that is explicitly supporting of non-ASCII
    data, such as ``NVARCHAR`` on Oracle and SQL Server.
    This can impact the output of ``CREATE TABLE`` statements
    and ``CAST`` functions at the dialect level, and can
    also affect the handling of bound parameters in some
    specific DBAPI scenarios.

    The encoding used by the :class:`.Unicode` type is usually
    determined by the DBAPI itself; most modern DBAPIs
    feature support for Python ``unicode`` objects as bound
    values and result set values, and the encoding should
    be configured as detailed in the notes for the target
    DBAPI in the :ref:`dialect_toplevel` section.

    For those DBAPIs which do not support, or are not configured
    to accommodate Python ``unicode`` objects
    directly, SQLAlchemy does the encoding and decoding
    outside of the DBAPI.   The encoding in this scenario
    is determined by the ``encoding`` flag passed to
    :func:`.create_engine`.

    When using the :class:`.Unicode` type, it is only appropriate
    to pass Python ``unicode`` objects, and not plain ``str``.
    If a plain ``str`` is passed under Python 2, a warning
    is emitted.  If you notice your application emitting these warnings but
    you're not sure of the source of them, the Python
    ``warnings`` filter, documented at
    http://docs.python.org/library/warnings.html,
    can be used to turn these warnings into exceptions
    which will illustrate a stack trace::

      import warnings
      warnings.simplefilter('error')

    For an application that wishes to pass plain bytestrings
    and Python ``unicode`` objects to the ``Unicode`` type
    equally, the bytestrings must first be decoded into
    unicode.  The recipe at :ref:`coerce_to_unicode` illustrates
    how this is done.

    See also:

        :class:`.UnicodeText` - unlengthed textual counterpart
        to :class:`.Unicode`.

    """

    __visit_name__ = 'unicode'

    def __init__(self, length=None, **kwargs):
        """
        Create a :class:`.Unicode` object.

        Parameters are the same as that of :class:`.String`,
        with the exception that ``convert_unicode``
        defaults to ``True``.

        """
        kwargs.setdefault('convert_unicode', True)
        kwargs.setdefault('_warn_on_bytestring', True)
        super(Unicode, self).__init__(length=length, **kwargs)


class UnicodeText(Text):

    """An unbounded-length Unicode string type.

    See :class:`.Unicode` for details on the unicode
    behavior of this object.

    Like :class:`.Unicode`, usage the :class:`.UnicodeText` type implies a
    unicode-capable type being used on the backend, such as
    ``NCLOB``, ``NTEXT``.

    """

    __visit_name__ = 'unicode_text'

    def __init__(self, length=None, **kwargs):
        """
        Create a Unicode-converting Text type.

        Parameters are the same as that of :class:`.Text`,
        with the exception that ``convert_unicode``
        defaults to ``True``.

        """
        kwargs.setdefault('convert_unicode', True)
        kwargs.setdefault('_warn_on_bytestring', True)
        super(UnicodeText, self).__init__(length=length, **kwargs)


class Integer(_DateAffinity, TypeEngine):

    """A type for ``int`` integers."""

    __visit_name__ = 'integer'

    def get_dbapi_type(self, dbapi):
        return dbapi.NUMBER

    @property
    def python_type(self):
        return int

    def literal_processor(self, dialect):
        def process(value):
            return str(value)
        return process

    @util.memoized_property
    def _expression_adaptations(self):
        # TODO: need a dictionary object that will
        # handle operators generically here, this is incomplete
        return {
            operators.add: {
                Date: Date,
                Integer: self.__class__,
                Numeric: Numeric,
            },
            operators.mul: {
                Interval: Interval,
                Integer: self.__class__,
                Numeric: Numeric,
            },
            operators.div: {
                Integer: self.__class__,
                Numeric: Numeric,
            },
            operators.truediv: {
                Integer: self.__class__,
                Numeric: Numeric,
            },
            operators.sub: {
                Integer: self.__class__,
                Numeric: Numeric,
            },
        }


class SmallInteger(Integer):

    """A type for smaller ``int`` integers.

    Typically generates a ``SMALLINT`` in DDL, and otherwise acts like
    a normal :class:`.Integer` on the Python side.

    """

    __visit_name__ = 'small_integer'


class BigInteger(Integer):

    """A type for bigger ``int`` integers.

    Typically generates a ``BIGINT`` in DDL, and otherwise acts like
    a normal :class:`.Integer` on the Python side.

    """

    __visit_name__ = 'big_integer'


class Numeric(_DateAffinity, TypeEngine):

    """A type for fixed precision numbers, such as ``NUMERIC`` or ``DECIMAL``.

    This type returns Python ``decimal.Decimal`` objects by default, unless
    the :paramref:`.Numeric.asdecimal` flag is set to False, in which case
    they are coerced to Python ``float`` objects.

    .. note::

        The :class:`.Numeric` type is designed to receive data from a database
        type that is explicitly known to be a decimal type
        (e.g. ``DECIMAL``, ``NUMERIC``, others) and not a floating point
        type (e.g. ``FLOAT``, ``REAL``, others).
        If the database column on the server is in fact a floating-point type
        type, such as ``FLOAT`` or ``REAL``, use the :class:`.Float`
        type or a subclass, otherwise numeric coercion between
        ``float``/``Decimal`` may or may not function as expected.

    .. note::

       The Python ``decimal.Decimal`` class is generally slow
       performing; cPython 3.3 has now switched to use the `cdecimal
       <http://pypi.python.org/pypi/cdecimal/>`_ library natively. For
       older Python versions, the ``cdecimal`` library can be patched
       into any application where it will replace the ``decimal``
       library fully, however this needs to be applied globally and
       before any other modules have been imported, as follows::

           import sys
           import cdecimal
           sys.modules["decimal"] = cdecimal

       Note that the ``cdecimal`` and ``decimal`` libraries are **not
       compatible with each other**, so patching ``cdecimal`` at the
       global level is the only way it can be used effectively with
       various DBAPIs that hardcode to import the ``decimal`` library.

    """

    __visit_name__ = 'numeric'

    _default_decimal_return_scale = 10

    def __init__(self, precision=None, scale=None,
                 decimal_return_scale=None, asdecimal=True):
        """
        Construct a Numeric.

        :param precision: the numeric precision for use in DDL ``CREATE
          TABLE``.

        :param scale: the numeric scale for use in DDL ``CREATE TABLE``.

        :param asdecimal: default True.  Return whether or not
          values should be sent as Python Decimal objects, or
          as floats.   Different DBAPIs send one or the other based on
          datatypes - the Numeric type will ensure that return values
          are one or the other across DBAPIs consistently.

        :param decimal_return_scale: Default scale to use when converting
         from floats to Python decimals.  Floating point values will typically
         be much longer due to decimal inaccuracy, and most floating point
         database types don't have a notion of "scale", so by default the
         float type looks for the first ten decimal places when converting.
         Specfiying this value will override that length.  Types which
         do include an explicit ".scale" value, such as the base
         :class:`.Numeric` as well as the MySQL float types, will use the
         value of ".scale" as the default for decimal_return_scale, if not
         otherwise specified.

         .. versionadded:: 0.9.0

        When using the ``Numeric`` type, care should be taken to ensure
        that the asdecimal setting is apppropriate for the DBAPI in use -
        when Numeric applies a conversion from Decimal->float or float->
        Decimal, this conversion incurs an additional performance overhead
        for all result columns received.

        DBAPIs that return Decimal natively (e.g. psycopg2) will have
        better accuracy and higher performance with a setting of ``True``,
        as the native translation to Decimal reduces the amount of floating-
        point issues at play, and the Numeric type itself doesn't need
        to apply any further conversions.  However, another DBAPI which
        returns floats natively *will* incur an additional conversion
        overhead, and is still subject to floating point data loss - in
        which case ``asdecimal=False`` will at least remove the extra
        conversion overhead.

        """
        self.precision = precision
        self.scale = scale
        self.decimal_return_scale = decimal_return_scale
        self.asdecimal = asdecimal

    @property
    def _effective_decimal_return_scale(self):
        if self.decimal_return_scale is not None:
            return self.decimal_return_scale
        elif getattr(self, "scale", None) is not None:
            return self.scale
        else:
            return self._default_decimal_return_scale

    def get_dbapi_type(self, dbapi):
        return dbapi.NUMBER

    def literal_processor(self, dialect):
        def process(value):
            return str(value)
        return process

    @property
    def python_type(self):
        if self.asdecimal:
            return decimal.Decimal
        else:
            return float

    def bind_processor(self, dialect):
        if dialect.supports_native_decimal:
            return None
        else:
            return processors.to_float

    def result_processor(self, dialect, coltype):
        if self.asdecimal:
            if dialect.supports_native_decimal:
                # we're a "numeric", DBAPI will give us Decimal directly
                return None
            else:
                util.warn('Dialect %s+%s does *not* support Decimal '
                          'objects natively, and SQLAlchemy must '
                          'convert from floating point - rounding '
                          'errors and other issues may occur. Please '
                          'consider storing Decimal numbers as strings '
                          'or integers on this platform for lossless '
                          'storage.' % (dialect.name, dialect.driver))

                # we're a "numeric", DBAPI returns floats, convert.
                return processors.to_decimal_processor_factory(
                    decimal.Decimal,
                    self.scale if self.scale is not None
                    else self._default_decimal_return_scale)
        else:
            if dialect.supports_native_decimal:
                return processors.to_float
            else:
                return None

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.mul: {
                Interval: Interval,
                Numeric: self.__class__,
                Integer: self.__class__,
            },
            operators.div: {
                Numeric: self.__class__,
                Integer: self.__class__,
            },
            operators.truediv: {
                Numeric: self.__class__,
                Integer: self.__class__,
            },
            operators.add: {
                Numeric: self.__class__,
                Integer: self.__class__,
            },
            operators.sub: {
                Numeric: self.__class__,
                Integer: self.__class__,
            }
        }


class Float(Numeric):

    """Type representing floating point types, such as ``FLOAT`` or ``REAL``.

    This type returns Python ``float`` objects by default, unless the
    :paramref:`.Float.asdecimal` flag is set to True, in which case they
    are coerced to ``decimal.Decimal`` objects.

    .. note::

        The :class:`.Float` type is designed to receive data from a database
        type that is explicitly known to be a floating point type
        (e.g. ``FLOAT``, ``REAL``, others)
        and not a decimal type (e.g. ``DECIMAL``, ``NUMERIC``, others).
        If the database column on the server is in fact a Numeric
        type, such as ``DECIMAL`` or ``NUMERIC``, use the :class:`.Numeric`
        type or a subclass, otherwise numeric coercion between
        ``float``/``Decimal`` may or may not function as expected.

    """

    __visit_name__ = 'float'

    scale = None

    def __init__(self, precision=None, asdecimal=False,
                 decimal_return_scale=None, **kwargs):
        """
        Construct a Float.

        :param precision: the numeric precision for use in DDL ``CREATE
           TABLE``.

        :param asdecimal: the same flag as that of :class:`.Numeric`, but
          defaults to ``False``.   Note that setting this flag to ``True``
          results in floating point conversion.

        :param decimal_return_scale: Default scale to use when converting
         from floats to Python decimals.  Floating point values will typically
         be much longer due to decimal inaccuracy, and most floating point
         database types don't have a notion of "scale", so by default the
         float type looks for the first ten decimal places when converting.
         Specfiying this value will override that length.  Note that the
         MySQL float types, which do include "scale", will use "scale"
         as the default for decimal_return_scale, if not otherwise specified.

         .. versionadded:: 0.9.0

        :param \**kwargs: deprecated.  Additional arguments here are ignored
         by the default :class:`.Float` type.  For database specific
         floats that support additional arguments, see that dialect's
         documentation for details, such as
         :class:`sqlalchemy.dialects.mysql.FLOAT`.

        """
        self.precision = precision
        self.asdecimal = asdecimal
        self.decimal_return_scale = decimal_return_scale
        if kwargs:
            util.warn_deprecated("Additional keyword arguments "
                                 "passed to Float ignored.")

    def result_processor(self, dialect, coltype):
        if self.asdecimal:
            return processors.to_decimal_processor_factory(
                decimal.Decimal,
                self._effective_decimal_return_scale)
        else:
            return None

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.mul: {
                Interval: Interval,
                Numeric: self.__class__,
            },
            operators.div: {
                Numeric: self.__class__,
            },
            operators.truediv: {
                Numeric: self.__class__,
            },
            operators.add: {
                Numeric: self.__class__,
            },
            operators.sub: {
                Numeric: self.__class__,
            }
        }


class DateTime(_DateAffinity, TypeEngine):

    """A type for ``datetime.datetime()`` objects.

    Date and time types return objects from the Python ``datetime``
    module.  Most DBAPIs have built in support for the datetime
    module, with the noted exception of SQLite.  In the case of
    SQLite, date and time types are stored as strings which are then
    converted back to datetime objects when rows are returned.

    """

    __visit_name__ = 'datetime'

    def __init__(self, timezone=False):
        """Construct a new :class:`.DateTime`.

        :param timezone: boolean.  If True, and supported by the
         backend, will produce 'TIMESTAMP WITH TIMEZONE'. For backends
         that don't support timezone aware timestamps, has no
         effect.

        """
        self.timezone = timezone

    def get_dbapi_type(self, dbapi):
        return dbapi.DATETIME

    @property
    def python_type(self):
        return dt.datetime

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.add: {
                Interval: self.__class__,
            },
            operators.sub: {
                Interval: self.__class__,
                DateTime: Interval,
            },
        }


class Date(_DateAffinity, TypeEngine):

    """A type for ``datetime.date()`` objects."""

    __visit_name__ = 'date'

    def get_dbapi_type(self, dbapi):
        return dbapi.DATETIME

    @property
    def python_type(self):
        return dt.date

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.add: {
                Integer: self.__class__,
                Interval: DateTime,
                Time: DateTime,
            },
            operators.sub: {
                # date - integer = date
                Integer: self.__class__,

                # date - date = integer.
                Date: Integer,

                Interval: DateTime,

                # date - datetime = interval,
                # this one is not in the PG docs
                # but works
                DateTime: Interval,
            },
        }


class Time(_DateAffinity, TypeEngine):

    """A type for ``datetime.time()`` objects."""

    __visit_name__ = 'time'

    def __init__(self, timezone=False):
        self.timezone = timezone

    def get_dbapi_type(self, dbapi):
        return dbapi.DATETIME

    @property
    def python_type(self):
        return dt.time

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.add: {
                Date: DateTime,
                Interval: self.__class__
            },
            operators.sub: {
                Time: Interval,
                Interval: self.__class__,
            },
        }


class _Binary(TypeEngine):

    """Define base behavior for binary types."""

    def __init__(self, length=None):
        self.length = length

    def literal_processor(self, dialect):
        def process(value):
            value = value.decode(dialect.encoding).replace("'", "''")
            return "'%s'" % value
        return process

    @property
    def python_type(self):
        return util.binary_type

    # Python 3 - sqlite3 doesn't need the `Binary` conversion
    # here, though pg8000 does to indicate "bytea"
    def bind_processor(self, dialect):
        if dialect.dbapi is None:
            return None

        DBAPIBinary = dialect.dbapi.Binary

        def process(value):
            if value is not None:
                return DBAPIBinary(value)
            else:
                return None
        return process

    # Python 3 has native bytes() type
    # both sqlite3 and pg8000 seem to return it,
    # psycopg2 as of 2.5 returns 'memoryview'
    if util.py2k:
        def result_processor(self, dialect, coltype):
            if util.jython:
                def process(value):
                    if value is not None:
                        if isinstance(value, array.array):
                            return value.tostring()
                        return str(value)
                    else:
                        return None
            else:
                process = processors.to_str
            return process
    else:
        def result_processor(self, dialect, coltype):
            def process(value):
                if value is not None:
                    value = bytes(value)
                return value
            return process

    def coerce_compared_value(self, op, value):
        """See :meth:`.TypeEngine.coerce_compared_value` for a description."""

        if isinstance(value, util.string_types):
            return self
        else:
            return super(_Binary, self).coerce_compared_value(op, value)

    def get_dbapi_type(self, dbapi):
        return dbapi.BINARY


class LargeBinary(_Binary):

    """A type for large binary byte data.

    The Binary type generates BLOB or BYTEA when tables are created,
    and also converts incoming values using the ``Binary`` callable
    provided by each DB-API.

    """

    __visit_name__ = 'large_binary'

    def __init__(self, length=None):
        """
        Construct a LargeBinary type.

        :param length: optional, a length for the column for use in
          DDL statements, for those BLOB types that accept a length
          (i.e. MySQL).  It does *not* produce a small BINARY/VARBINARY
          type - use the BINARY/VARBINARY types specifically for those.
          May be safely omitted if no ``CREATE
          TABLE`` will be issued.  Certain databases may require a
          *length* for use in DDL, and will raise an exception when
          the ``CREATE TABLE`` DDL is issued.

        """
        _Binary.__init__(self, length=length)


class Binary(LargeBinary):

    """Deprecated.  Renamed to LargeBinary."""

    def __init__(self, *arg, **kw):
        util.warn_deprecated('The Binary type has been renamed to '
                             'LargeBinary.')
        LargeBinary.__init__(self, *arg, **kw)


class SchemaType(SchemaEventTarget):

    """Mark a type as possibly requiring schema-level DDL for usage.

    Supports types that must be explicitly created/dropped (i.e. PG ENUM type)
    as well as types that are complimented by table or schema level
    constraints, triggers, and other rules.

    :class:`.SchemaType` classes can also be targets for the
    :meth:`.DDLEvents.before_parent_attach` and
    :meth:`.DDLEvents.after_parent_attach` events, where the events fire off
    surrounding the association of the type object with a parent
    :class:`.Column`.

    .. seealso::

        :class:`.Enum`

        :class:`.Boolean`


    """

    def __init__(self, name=None, schema=None, metadata=None,
                 inherit_schema=False, quote=None):
        if name is not None:
            self.name = quoted_name(name, quote)
        else:
            self.name = None
        self.schema = schema
        self.metadata = metadata
        self.inherit_schema = inherit_schema

        if self.metadata:
            event.listen(
                self.metadata,
                "before_create",
                util.portable_instancemethod(self._on_metadata_create)
            )
            event.listen(
                self.metadata,
                "after_drop",
                util.portable_instancemethod(self._on_metadata_drop)
            )

    def _set_parent(self, column):
        column._on_table_attach(util.portable_instancemethod(self._set_table))

    def _set_table(self, column, table):
        if self.inherit_schema:
            self.schema = table.schema

        event.listen(
            table,
            "before_create",
            util.portable_instancemethod(
                self._on_table_create)
        )
        event.listen(
            table,
            "after_drop",
            util.portable_instancemethod(self._on_table_drop)
        )
        if self.metadata is None:
            # TODO: what's the difference between self.metadata
            # and table.metadata here ?
            event.listen(
                table.metadata,
                "before_create",
                util.portable_instancemethod(self._on_metadata_create)
            )
            event.listen(
                table.metadata,
                "after_drop",
                util.portable_instancemethod(self._on_metadata_drop)
            )

    def copy(self, **kw):
        return self.adapt(self.__class__)

    def adapt(self, impltype, **kw):
        schema = kw.pop('schema', self.schema)

        # don't associate with MetaData as the hosting type
        # is already associated with it, avoid creating event
        # listeners
        metadata = kw.pop('metadata', None)
        return impltype(name=self.name,
                        schema=schema,
                        metadata=metadata,
                        inherit_schema=self.inherit_schema,
                        **kw)

    @property
    def bind(self):
        return self.metadata and self.metadata.bind or None

    def create(self, bind=None, checkfirst=False):
        """Issue CREATE ddl for this type, if applicable."""

        if bind is None:
            bind = _bind_or_error(self)
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t.create(bind=bind, checkfirst=checkfirst)

    def drop(self, bind=None, checkfirst=False):
        """Issue DROP ddl for this type, if applicable."""

        if bind is None:
            bind = _bind_or_error(self)
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t.drop(bind=bind, checkfirst=checkfirst)

    def _on_table_create(self, target, bind, **kw):
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t._on_table_create(target, bind, **kw)

    def _on_table_drop(self, target, bind, **kw):
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t._on_table_drop(target, bind, **kw)

    def _on_metadata_create(self, target, bind, **kw):
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t._on_metadata_create(target, bind, **kw)

    def _on_metadata_drop(self, target, bind, **kw):
        t = self.dialect_impl(bind.dialect)
        if t.__class__ is not self.__class__ and isinstance(t, SchemaType):
            t._on_metadata_drop(target, bind, **kw)


class Enum(String, SchemaType):

    """Generic Enum Type.

    The Enum type provides a set of possible string values which the
    column is constrained towards.

    By default, uses the backend's native ENUM type if available,
    else uses VARCHAR + a CHECK constraint.

    .. seealso::

        :class:`~.postgresql.ENUM` - PostgreSQL-specific type,
        which has additional functionality.

    """

    __visit_name__ = 'enum'

    def __init__(self, *enums, **kw):
        """Construct an enum.

        Keyword arguments which don't apply to a specific backend are ignored
        by that backend.

        :param \*enums: string or unicode enumeration labels. If unicode
           labels are present, the `convert_unicode` flag is auto-enabled.

        :param convert_unicode: Enable unicode-aware bind parameter and
           result-set processing for this Enum's data. This is set
           automatically based on the presence of unicode label strings.

        :param metadata: Associate this type directly with a ``MetaData``
           object. For types that exist on the target database as an
           independent schema construct (Postgresql), this type will be
           created and dropped within ``create_all()`` and ``drop_all()``
           operations. If the type is not associated with any ``MetaData``
           object, it will associate itself with each ``Table`` in which it is
           used, and will be created when any of those individual tables are
           created, after a check is performed for its existence. The type is
           only dropped when ``drop_all()`` is called for that ``Table``
           object's metadata, however.

        :param name: The name of this type. This is required for Postgresql
           and any future supported database which requires an explicitly
           named type, or an explicitly named constraint in order to generate
           the type and/or a table that uses it.

        :param native_enum: Use the database's native ENUM type when
           available. Defaults to True. When False, uses VARCHAR + check
           constraint for all backends.

        :param schema: Schema name of this type. For types that exist on the
           target database as an independent schema construct (Postgresql),
           this parameter specifies the named schema in which the type is
           present.

           .. note::

                The ``schema`` of the :class:`.Enum` type does not
                by default make use of the ``schema`` established on the
                owning :class:`.Table`.  If this behavior is desired,
                set the ``inherit_schema`` flag to ``True``.

        :param quote: Set explicit quoting preferences for the type's name.

        :param inherit_schema: When ``True``, the "schema" from the owning
           :class:`.Table` will be copied to the "schema" attribute of this
           :class:`.Enum`, replacing whatever value was passed for the
           ``schema`` attribute.   This also takes effect when using the
           :meth:`.Table.tometadata` operation.

           .. versionadded:: 0.8

        """
        self.enums = enums
        self.native_enum = kw.pop('native_enum', True)
        convert_unicode = kw.pop('convert_unicode', None)
        if convert_unicode is None:
            for e in enums:
                if isinstance(e, util.text_type):
                    convert_unicode = True
                    break
            else:
                convert_unicode = False

        if self.enums:
            length = max(len(x) for x in self.enums)
        else:
            length = 0
        String.__init__(self,
                        length=length,
                        convert_unicode=convert_unicode,
                        )
        SchemaType.__init__(self, **kw)

    def __repr__(self):
        return util.generic_repr(self,
                                 to_inspect=[Enum, SchemaType],
                                 )

    def _should_create_constraint(self, compiler):
        return not self.native_enum or \
            not compiler.dialect.supports_native_enum

    @util.dependencies("sqlalchemy.sql.schema")
    def _set_table(self, schema, column, table):
        if self.native_enum:
            SchemaType._set_table(self, column, table)

        e = schema.CheckConstraint(
            type_coerce(column, self).in_(self.enums),
            name=_defer_name(self.name),
            _create_rule=util.portable_instancemethod(
                self._should_create_constraint)
        )
        assert e.table is table

    def adapt(self, impltype, **kw):
        schema = kw.pop('schema', self.schema)
        metadata = kw.pop('metadata', None)
        if issubclass(impltype, Enum):
            return impltype(name=self.name,
                            schema=schema,
                            metadata=metadata,
                            convert_unicode=self.convert_unicode,
                            native_enum=self.native_enum,
                            inherit_schema=self.inherit_schema,
                            *self.enums,
                            **kw)
        else:
            return super(Enum, self).adapt(impltype, **kw)


class PickleType(TypeDecorator):

    """Holds Python objects, which are serialized using pickle.

    PickleType builds upon the Binary type to apply Python's
    ``pickle.dumps()`` to incoming objects, and ``pickle.loads()`` on
    the way out, allowing any pickleable Python object to be stored as
    a serialized binary field.

    To allow ORM change events to propagate for elements associated
    with :class:`.PickleType`, see :ref:`mutable_toplevel`.

    """

    impl = LargeBinary

    def __init__(self, protocol=pickle.HIGHEST_PROTOCOL,
                 pickler=None, comparator=None):
        """
        Construct a PickleType.

        :param protocol: defaults to ``pickle.HIGHEST_PROTOCOL``.

        :param pickler: defaults to cPickle.pickle or pickle.pickle if
          cPickle is not available.  May be any object with
          pickle-compatible ``dumps` and ``loads`` methods.

        :param comparator: a 2-arg callable predicate used
          to compare values of this type.  If left as ``None``,
          the Python "equals" operator is used to compare values.

        """
        self.protocol = protocol
        self.pickler = pickler or pickle
        self.comparator = comparator
        super(PickleType, self).__init__()

    def __reduce__(self):
        return PickleType, (self.protocol,
                            None,
                            self.comparator)

    def bind_processor(self, dialect):
        impl_processor = self.impl.bind_processor(dialect)
        dumps = self.pickler.dumps
        protocol = self.protocol
        if impl_processor:
            def process(value):
                if value is not None:
                    value = dumps(value, protocol)
                return impl_processor(value)
        else:
            def process(value):
                if value is not None:
                    value = dumps(value, protocol)
                return value
        return process

    def result_processor(self, dialect, coltype):
        impl_processor = self.impl.result_processor(dialect, coltype)
        loads = self.pickler.loads
        if impl_processor:
            def process(value):
                value = impl_processor(value)
                if value is None:
                    return None
                return loads(value)
        else:
            def process(value):
                if value is None:
                    return None
                return loads(value)
        return process

    def compare_values(self, x, y):
        if self.comparator:
            return self.comparator(x, y)
        else:
            return x == y


class Boolean(TypeEngine, SchemaType):

    """A bool datatype.

    Boolean typically uses BOOLEAN or SMALLINT on the DDL side, and on
    the Python side deals in ``True`` or ``False``.

    """

    __visit_name__ = 'boolean'

    def __init__(self, create_constraint=True, name=None):
        """Construct a Boolean.

        :param create_constraint: defaults to True.  If the boolean
          is generated as an int/smallint, also create a CHECK constraint
          on the table that ensures 1 or 0 as a value.

        :param name: if a CHECK constraint is generated, specify
          the name of the constraint.

        """
        self.create_constraint = create_constraint
        self.name = name

    def _should_create_constraint(self, compiler):
        return not compiler.dialect.supports_native_boolean

    @util.dependencies("sqlalchemy.sql.schema")
    def _set_table(self, schema, column, table):
        if not self.create_constraint:
            return

        e = schema.CheckConstraint(
            type_coerce(column, self).in_([0, 1]),
            name=_defer_name(self.name),
            _create_rule=util.portable_instancemethod(
                self._should_create_constraint)
        )
        assert e.table is table

    @property
    def python_type(self):
        return bool

    def literal_processor(self, dialect):
        if dialect.supports_native_boolean:
            def process(value):
                return "true" if value else "false"
        else:
            def process(value):
                return str(1 if value else 0)
        return process

    def bind_processor(self, dialect):
        if dialect.supports_native_boolean:
            return None
        else:
            return processors.boolean_to_int

    def result_processor(self, dialect, coltype):
        if dialect.supports_native_boolean:
            return None
        else:
            return processors.int_to_boolean


class Interval(_DateAffinity, TypeDecorator):

    """A type for ``datetime.timedelta()`` objects.

    The Interval type deals with ``datetime.timedelta`` objects.  In
    PostgreSQL, the native ``INTERVAL`` type is used; for others, the
    value is stored as a date which is relative to the "epoch"
    (Jan. 1, 1970).

    Note that the ``Interval`` type does not currently provide date arithmetic
    operations on platforms which do not support interval types natively. Such
    operations usually require transformation of both sides of the expression
    (such as, conversion of both sides into integer epoch values first) which
    currently is a manual procedure (such as via
    :attr:`~sqlalchemy.sql.expression.func`).

    """

    impl = DateTime
    epoch = dt.datetime.utcfromtimestamp(0)

    def __init__(self, native=True,
                 second_precision=None,
                 day_precision=None):
        """Construct an Interval object.

        :param native: when True, use the actual
          INTERVAL type provided by the database, if
          supported (currently Postgresql, Oracle).
          Otherwise, represent the interval data as
          an epoch value regardless.

        :param second_precision: For native interval types
          which support a "fractional seconds precision" parameter,
          i.e. Oracle and Postgresql

        :param day_precision: for native interval types which
          support a "day precision" parameter, i.e. Oracle.

        """
        super(Interval, self).__init__()
        self.native = native
        self.second_precision = second_precision
        self.day_precision = day_precision

    def adapt(self, cls, **kw):
        if self.native and hasattr(cls, '_adapt_from_generic_interval'):
            return cls._adapt_from_generic_interval(self, **kw)
        else:
            return self.__class__(
                native=self.native,
                second_precision=self.second_precision,
                day_precision=self.day_precision,
                **kw)

    @property
    def python_type(self):
        return dt.timedelta

    def bind_processor(self, dialect):
        impl_processor = self.impl.bind_processor(dialect)
        epoch = self.epoch
        if impl_processor:
            def process(value):
                if value is not None:
                    value = epoch + value
                return impl_processor(value)
        else:
            def process(value):
                if value is not None:
                    value = epoch + value
                return value
        return process

    def result_processor(self, dialect, coltype):
        impl_processor = self.impl.result_processor(dialect, coltype)
        epoch = self.epoch
        if impl_processor:
            def process(value):
                value = impl_processor(value)
                if value is None:
                    return None
                return value - epoch
        else:
            def process(value):
                if value is None:
                    return None
                return value - epoch
        return process

    @util.memoized_property
    def _expression_adaptations(self):
        return {
            operators.add: {
                Date: DateTime,
                Interval: self.__class__,
                DateTime: DateTime,
                Time: Time,
            },
            operators.sub: {
                Interval: self.__class__
            },
            operators.mul: {
                Numeric: self.__class__
            },
            operators.truediv: {
                Numeric: self.__class__
            },
            operators.div: {
                Numeric: self.__class__
            }
        }

    @property
    def _type_affinity(self):
        return Interval

    def coerce_compared_value(self, op, value):
        """See :meth:`.TypeEngine.coerce_compared_value` for a description."""

        return self.impl.coerce_compared_value(op, value)


class REAL(Float):

    """The SQL REAL type."""

    __visit_name__ = 'REAL'


class FLOAT(Float):

    """The SQL FLOAT type."""

    __visit_name__ = 'FLOAT'


class NUMERIC(Numeric):

    """The SQL NUMERIC type."""

    __visit_name__ = 'NUMERIC'


class DECIMAL(Numeric):

    """The SQL DECIMAL type."""

    __visit_name__ = 'DECIMAL'


class INTEGER(Integer):

    """The SQL INT or INTEGER type."""

    __visit_name__ = 'INTEGER'
INT = INTEGER


class SMALLINT(SmallInteger):

    """The SQL SMALLINT type."""

    __visit_name__ = 'SMALLINT'


class BIGINT(BigInteger):

    """The SQL BIGINT type."""

    __visit_name__ = 'BIGINT'


class TIMESTAMP(DateTime):

    """The SQL TIMESTAMP type."""

    __visit_name__ = 'TIMESTAMP'

    def get_dbapi_type(self, dbapi):
        return dbapi.TIMESTAMP


class DATETIME(DateTime):

    """The SQL DATETIME type."""

    __visit_name__ = 'DATETIME'


class DATE(Date):

    """The SQL DATE type."""

    __visit_name__ = 'DATE'


class TIME(Time):

    """The SQL TIME type."""

    __visit_name__ = 'TIME'


class TEXT(Text):

    """The SQL TEXT type."""

    __visit_name__ = 'TEXT'


class CLOB(Text):

    """The CLOB type.

    This type is found in Oracle and Informix.
    """

    __visit_name__ = 'CLOB'


class VARCHAR(String):

    """The SQL VARCHAR type."""

    __visit_name__ = 'VARCHAR'


class NVARCHAR(Unicode):

    """The SQL NVARCHAR type."""

    __visit_name__ = 'NVARCHAR'


class CHAR(String):

    """The SQL CHAR type."""

    __visit_name__ = 'CHAR'


class NCHAR(Unicode):

    """The SQL NCHAR type."""

    __visit_name__ = 'NCHAR'


class BLOB(LargeBinary):

    """The SQL BLOB type."""

    __visit_name__ = 'BLOB'


class BINARY(_Binary):

    """The SQL BINARY type."""

    __visit_name__ = 'BINARY'


class VARBINARY(_Binary):

    """The SQL VARBINARY type."""

    __visit_name__ = 'VARBINARY'


class BOOLEAN(Boolean):

    """The SQL BOOLEAN type."""

    __visit_name__ = 'BOOLEAN'


class NullType(TypeEngine):

    """An unknown type.

    :class:`.NullType` is used as a default type for those cases where
    a type cannot be determined, including:

    * During table reflection, when the type of a column is not recognized
      by the :class:`.Dialect`
    * When constructing SQL expressions using plain Python objects of
      unknown types (e.g. ``somecolumn == my_special_object``)
    * When a new :class:`.Column` is created, and the given type is passed
      as ``None`` or is not passed at all.

    The :class:`.NullType` can be used within SQL expression invocation
    without issue, it just has no behavior either at the expression
    construction level or at the bind-parameter/result processing level.
    :class:`.NullType` will result in a :exc:`.CompileError` if the compiler
    is asked to render the type itself, such as if it is used in a
    :func:`.cast` operation or within a schema creation operation such as that
    invoked by :meth:`.MetaData.create_all` or the :class:`.CreateTable`
    construct.

    """
    __visit_name__ = 'null'

    _isnull = True

    def literal_processor(self, dialect):
        def process(value):
            return "NULL"
        return process

    class Comparator(TypeEngine.Comparator):

        def _adapt_expression(self, op, other_comparator):
            if isinstance(other_comparator, NullType.Comparator) or \
                    not operators.is_commutative(op):
                return op, self.expr.type
            else:
                return other_comparator._adapt_expression(op, self)
    comparator_factory = Comparator


NULLTYPE = NullType()
BOOLEANTYPE = Boolean()
STRINGTYPE = String()
INTEGERTYPE = Integer()

_type_map = {
    int: Integer(),
    float: Numeric(),
    bool: BOOLEANTYPE,
    decimal.Decimal: Numeric(),
    dt.date: Date(),
    dt.datetime: DateTime(),
    dt.time: Time(),
    dt.timedelta: Interval(),
    util.NoneType: NULLTYPE
}

if util.py3k:
    _type_map[bytes] = LargeBinary()
    _type_map[str] = Unicode()
else:
    _type_map[unicode] = Unicode()
    _type_map[str] = String()


# back-assign to type_api
from . import type_api
type_api.BOOLEANTYPE = BOOLEANTYPE
type_api.STRINGTYPE = STRINGTYPE
type_api.INTEGERTYPE = INTEGERTYPE
type_api.NULLTYPE = NULLTYPE
type_api._type_map = _type_map

# this one, there's all kinds of ways to play it, but at the EOD
# there's just a giant dependency cycle between the typing system and
# the expression element system, as you might expect.   We can use
# importlaters or whatnot, but the typing system just necessarily has
# to have some kind of connection like this.  right now we're injecting the
# _DefaultColumnComparator implementation into the TypeEngine.Comparator
# interface.  Alternatively TypeEngine.Comparator could have an "impl"
# injected, though just injecting the base is simpler, error free, and more
# performant.


class Comparator(_DefaultColumnComparator):
    BOOLEANTYPE = BOOLEANTYPE

TypeEngine.Comparator.__bases__ = (
    Comparator, ) + TypeEngine.Comparator.__bases__





          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.3b2.
    

  

_modules/pyfarm/master/api/jobtypes.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          routing table |


        		pyfarm.master 0.8.5 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.master.api.jobtypes

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Jobtypes
--------

This module defines an API for managing and querying jobtypes
"""

try:
    from httplib import (
        OK, CREATED, CONFLICT, NOT_FOUND, BAD_REQUEST, NO_CONTENT,
        METHOD_NOT_ALLOWED)
except ImportError:  # pragma: no cover
    from http.client import (
        OK, CREATED, CONFLICT, NOT_FOUND, BAD_REQUEST, NO_CONTENT,
        METHOD_NOT_ALLOWED)

from flask import g, Response
from flask.views import MethodView

from sqlalchemy import or_, func, sql

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import STRING_TYPES, PY3
from pyfarm.models.software import (
    Software, SoftwareVersion, JobTypeSoftwareRequirement)
from pyfarm.models.jobtype import JobType, JobTypeVersion
from pyfarm.master.application import db
from pyfarm.master.utility import jsonify

logger = getLogger("api.jobtypes")


[docs]class ObjectNotFound(Exception):
    pass



[docs]def parse_requirements(requirements):
    """
    Takes a list dicts specifying a software and optional min- and max-versions
    and returns a list of :class:`JobRequirement` objects.

    Raises TypeError if the input was not as expected or ObjectNotFound if a
    referenced software of or version was not found.

    :param list requirements:
        A list of of dicts specifying a software and optionally min_version
        and/or max_version.

    :raises TypeError:
        Raised if ``requirements`` is not a list or if an entry in
        ``requirements`` is not a dictionary.

    :raises ValueError:
        Raised if there's a problem with the content of at least one of the
        requirement dictionaries.

    :raises ObjectNotFound:
        Raised if the referenced software or version was not found
    """
    if not isinstance(requirements, list):
        raise TypeError("software_requirements must be a list")

    out = []
    for entry in requirements:
        if not isinstance(entry, dict):
            raise TypeError("Every software_requirement must be a dict")

        requirement = JobTypeSoftwareRequirement()
        software_name = entry.pop("software", None)
        if software_name is None:
            raise ValueError("Software requirement does not specify a software.")
        software = Software.query.filter_by(software=software_name).first()
        if not software:
            raise ObjectNotFound("Software %s not found" % software_name)
        requirement.software = software

        min_version_str = entry.pop("min_version", None)
        if min_version_str is not None:
            min_version = SoftwareVersion.query.filter(
                SoftwareVersion.software == software,
                SoftwareVersion.version == min_version_str).first()
            if not min_version:
                raise ObjectNotFound("Version %s of software %s not found" %
                                        (software_name, min_version_str))
            requirement.min_version = min_version

        max_version_str = entry.pop("max_version", None)
        if max_version_str is not None:
            max_version = SoftwareVersion.query.filter(
                SoftwareVersion.software == software,
                SoftwareVersion.version == max_version_str).first()
            if not max_version:
                raise ObjectNotFound("Version %s of software %s not found" %
                                     (software_name, max_version_str))
            requirement.max_version = max_version

        if entry:
            raise ValueError("Unexpected keys in software requirement: %r" %
                            entry.keys())

        out.append(requirement)
    return out



[docs]def schema():
    """
    Returns the basic schema of :class:`.JobType`

    .. http:get:: /api/v1/jobtypes/schema HTTP/1.1

        **Request**

        .. sourcecode:: http

            GET /api/v1/jobtypes/schema HTTP/1.1
            Accept: application/json

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 OK
            Content-Type: application/json

            {
                "batch_contiguous": "BOOLEAN",
                "classname": "VARCHAR(64)",
                "code": "TEXT",
                "description": "TEXT",
                "id": "INTEGER",
                "version": "INTEGER",
                "max_batch": "INTEGER",
                "name": "VARCHAR(64)"
            }

    :statuscode 200:
        no error
    """
    schema_dict = JobTypeVersion.to_schema()
    schema_dict.update(JobType.to_schema())
    return jsonify(schema_dict), OK



[docs]class JobTypeIndexAPI(MethodView):
[docs]    def post(self):
        """
        A ``POST`` to this endpoint will create a new jobtype.

        .. http:post:: /api/v1/jobtypes/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/jobtypes/ HTTP/1.1
                Accept: application/json

                {
                    "name": "TestJobType",
                    "classname": "TestJobType",
                    "description": "Jobtype for testing inserts and queries",
                    "code": "\\nfrom pyfarm.jobtypes.core.jobtype import "
                            "JobType\\n\\nclass TestJobType(JobType):\\n"
                            "    def get_command(self):\\n"
                            "        return \"/usr/bin/touch\"\\n\\n"
                            "    def get_arguments(self):\\n"
                            "           return [os.path.join("
                            "self.assignment_data[\"job\"][\"data\"][\"path\"], "
                            "\"%04d\" % self.assignment_data[\"tasks\"]"
                            "[0][\"frame\"])]\\n"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "id": 1,
                    "batch_contiguous": true,
                    "software_requirements": [],
                    "version": 1,
                    "max_batch": 1,
                    "name": "TestJobType",
                    "classname": "TestJobType",
                    "description": "Jobtype for testing inserts and queries",
                    "code": "\\nfrom pyfarm.jobtypes.core.jobtype import "
                            "JobType\\n\\nclass TestJobType(JobType):\\n"
                            "    def get_command(self):\\n"
                            "        return \"/usr/bin/touch\"\\n\\n"
                            "    def get_arguments(self):\\n"
                            "           return [os.path.join("
                            "self.assignment_data[\"job\"][\"data\"][\"path\"], "
                            "\"%04d\" % self.assignment_data[\"tasks\"]"
                            "[0][\"frame\"])]\\n"
                }

        :statuscode 201:
            a new jobtype item was created

        :statuscode 400:
            there was something wrong with the request (such as
            invalid columns being included)

        :statuscode 409:
            a conflicting jobtype already exists
        """
        if "name" not in g.json:
            return jsonify(error="Jobtype does not specify a name"), BAD_REQUEST
        jobtype = JobType.query.filter_by(name=g.json["name"]).first()

        if jobtype:
            return (jsonify(error="Jobtype %s already exixts" %
                            g.json["name"]), CONFLICT)

        try:
            jobtype = JobType()
            jobtype.name = g.json.pop("name")
            jobtype.description = g.json.pop("description", None)
            jobtype_version = JobTypeVersion()
            jobtype_version.jobtype = jobtype
            jobtype_version.version = 1
            jobtype_version.code = g.json.pop("code")
            jobtype_version.classname = g.json.pop("classname", None)
            jobtype_version.batch_contiguous = g.json.pop("batch_contiguous",
                                                          None)
            if "max_batch" in g.json and g.json["max_batch"] is None:
                g.json.pop("max_batch")
                jobtype_version.max_batch = sql.null()
            else:
                jobtype_version.max_batch = g.json.pop("max_batch", None)
        except KeyError as e:
            return (jsonify(error="Missing key in input: %r" % e.args),
                    BAD_REQUEST)

        if "software_requirements" in g.json:
            try:
                for r in parse_requirements(g.json["software_requirements"]):
                    r.jobtype_version = jobtype_version
                    db.session.add(r)
            except (TypeError, ValueError) as e:
                return jsonify(error=e.args), BAD_REQUEST
            except ObjectNotFound as e:
                return jsonify(error=e.args), NOT_FOUND
            del g.json["software_requirements"]

        if g.json:
            return (jsonify(error="Unexpected keys in input: %r" %
                            g.json.keys()), BAD_REQUEST)

        db.session.add_all([jobtype, jobtype_version])
        db.session.commit()
        jobtype_data = jobtype_version.to_dict(unpack_relationships=False)
        jobtype_data.update(jobtype.to_dict(
            unpack_relationships=["software_requirements"]))
        del jobtype_data["jobtype_id"]
        logger.info("created jobtype %s: %r", jobtype.name, jobtype_data)

        return jsonify(jobtype_data), CREATED


[docs]    def get(self):
        """
        A ``GET`` to this endpoint will return a list of registered jobtypes.

        .. http:get:: /api/v1/jobtypes/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobtypes/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "id": 1,
                        "name": "TestJobType"
                    }
                ]

        :statuscode 200:
            no error
        """
        out = []
        q = db.session.query(JobType.id, JobType.name)

        for id, name in q:
            out.append({"id": id, "name": name})

        return jsonify(out), OK




[docs]class SingleJobTypeAPI(MethodView):
[docs]    def get(self, jobtype_name):
        """
        A ``GET`` to this endpoint will return the most recent version of the
        referenced jobtype, by name or id.

        .. http:get:: /api/v1/jobtypes/<str:tagname> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobtypes/TestJobType HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "batch_contiguous": true,
                    "classname": null,
                    "code": "\\nfrom pyfarm.jobtypes.core.jobtype import "
                            "JobType\\n\\nclass TestJobType(JobType):\\n"
                            "    def get_command(self):\\n"
                            "        return \"/usr/bin/touch\"\\n\\n"
                            "    def get_arguments(self):\\n"
                            "           return [os.path.join("
                            "self.assignment_data[\"job\"][\"data\"][\"path\"], "
                            "\"%04d\" % self.assignment_data[\"tasks\"]"
                            "[0][\"frame\"])]\\n",
                    "id": 1,
                    "version": 1,
                    "max_batch": 1,
                    "name": "TestJobType",
                    "software_requirements": [
                        {
                            "max_version": null,
                            "max_version_id": null,
                            "min_version": "8.21",
                            "min_version_id": 1,
                            "software": "/bin/touch",
                            "software_id": 1
                        }
                    ]
                }

        :statuscode 200:
            no error

        :statuscode 404:
            jobtype or version not found
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter(JobType.name == jobtype_name).first()
        else:
            jobtype = JobType.query.filter_by(id=jobtype_name).first()

        jobtype_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype).order_by("version desc").first()

        if not jobtype or not jobtype_version:
            return (jsonify(error="JobType %s not found" % jobtype_name),
                    NOT_FOUND)

        # For some reason, sqlalchemy sometimes returns this column as bytes
        # instead of string.  jsonify cannot decode that.
        if PY3 and isinstance(jobtype_version.code, bytes): # pragma: no cover
            jobtype_version.code = jobtype_version.code.decode()

        jobtype_data = jobtype_version.to_dict(
            unpack_relationships=["software_requirements"])
        jobtype_data.update(jobtype.to_dict(unpack_relationships=False))
        del jobtype_data["jobtype_id"]
        return jsonify(jobtype_data), OK


[docs]    def put(self, jobtype_name):
        """
        A ``PUT`` to this endpoint will create a new jobtype under the given URI.
        If a jobtype already exists under that URI, a new version will be created
        with the given data.

        You should only call this by id for updating an existing jobtype or if
        you have a reserved jobtype id. There is currently no way to reserve a
        jobtype id.

        .. http:put:: /api/v1/jobtypes/[<str:name>|<int:id>] HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/jobtypes/TestJobType HTTP/1.1
                Accept: application/json

                {
                    "name": "TestJobType",
                    "description": "Jobtype for testing inserts and queries",
                    "code": "\\nfrom pyfarm.jobtypes.core.jobtype import "
                            "JobType\\n\\nclass TestJobType(JobType):\\n"
                            "    def get_command(self):\\n"
                            "        return \"/usr/bin/touch\"\\n\\n"
                            "    def get_arguments(self):\\n"
                            "           return [os.path.join("
                            "self.assignment_data[\"job\"][\"data\"][\"path\"], "
                            "\"%04d\" % self.assignment_data[\"tasks\"]"
                            "[0][\"frame\"])]\\n"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "batch_contiguous": true,
                    "classname": null,
                    "code": "\\nfrom pyfarm.jobtypes.core.jobtype import "
                            "JobType\\n\\nclass TestJobType(JobType):\\n"
                            "    def get_command(self):\\n"
                            "        return \"/usr/bin/touch\"\\n\\n"
                            "    def get_arguments(self):\\n"
                            "           return [os.path.join("
                            "self.assignment_data[\"job\"][\"data\"][\"path\"], "
                            "\"%04d\" % self.assignment_data[\"tasks\"]"
                            "[0][\"frame\"])]\\n",
                    "id": 1,
                    "max_batch": 1,
                    "name": "TestJobType", 
                    "description": "Jobtype for testing inserts and queries",
                    "software_requirements": []
                }

        :statuscode 201:
            a new jobtype was created

        :statuscode 400:
            there was something wrong with the request (such as
            invalid columns being included)
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter(JobType.name == jobtype_name).first()
        else:
            jobtype = JobType.query.filter_by(id=jobtype_name).first()

        max_version = None
        new = False if jobtype else True
        if jobtype:
            logger.debug(
                "jobtype %s will get a new version with data %r on commit",
                jobtype.name, g.json)
            max_version, = db.session.query(func.max(
                JobTypeVersion.version)).filter_by(jobtype=jobtype).first()
        else:
            jobtype = JobType()

        if max_version is not None:
            version = max_version + 1
        else:
            version = 1

        try:
            jobtype.name = g.json.pop("name")
            jobtype.description = g.json.pop("description", None)
            jobtype_version = JobTypeVersion()
            jobtype_version.jobtype = jobtype
            jobtype_version.version = version
            jobtype_version.code = g.json.pop("code")
            jobtype_version.classname = g.json.pop("classname", None)
            jobtype_version.batch_contiguous = g.json.pop("batch_contiguous",
                                                          None)
            if "max_batch" in g.json and g.json["max_batch"] is None:
                g.json.pop("max_batch")
                jobtype_version.max_batch = sql.null()
            else:
                jobtype_version.max_batch = g.json.pop("max_batch", None)
        except KeyError as e:
            return (jsonify(error="Missing key in input: %r" % e.args),
                    BAD_REQUEST)

        if "software_requirements" in g.json:
            try:
                for r in parse_requirements(g.json["software_requirements"]):
                    r.jobtype_version = jobtype_version
                    db.session.add(r)
            except (TypeError, ValueError) as e:
                return jsonify(error=e.args), BAD_REQUEST
            except ObjectNotFound as e:
                return jsonify(error=e.args), NOT_FOUND
            del g.json["software_requirements"]
        elif not new:
            # If the user did not specify a list of software requirements and
            # this jobtype is not new, retain the requirements from the previous
            # version
            previous_version = JobTypeVersion.query.filter(
                JobTypeVersion.jobtype == jobtype,
                JobTypeVersion.version != version).order_by(
                    "version desc").first()

            if previous_version:
                for old_req in previous_version.software_requirements:
                    new_req = JobTypeSoftwareRequirement()
                    new_req.jobtype_version = jobtype_version
                    new_req.software_id = old_req.software_id
                    new_req.min_version_id = old_req.min_version_id
                    new_req.max_version_id = old_req.max_version_id
                    db.session.add(new_req)

        if g.json:
            return (jsonify(error="Unexpected keys in input: %s" %
                            g.json.keys()), BAD_REQUEST)

        db.session.add_all([jobtype, jobtype_version])
        db.session.commit()
        jobtype_data = jobtype_version.to_dict(
            unpack_relationships=["software_requirements"])
        jobtype_data.update(jobtype.to_dict(unpack_relationships=False))
        del jobtype_data["jobtype_id"]
        logger.info("%s jobtype %s in put: %r",
            "created" if new else "updated", jobtype.name, jobtype_data)

        return jsonify(jobtype_data), CREATED


[docs]    def delete(self, jobtype_name):
        """
        A ``DELETE`` to this endpoint will delete the requested jobtype

        .. http:delete:: /api/v1/jobtypes/[<str:name>|<int:id>] HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/jobtypes/TestJobType HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO CONTENT

        :statuscode 204:
            the jobtype was deleted or didn't exist
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter(JobType.name == jobtype_name).first()
        else:
            jobtype = JobType.query.filter(JobType.id == jobtype_name).first()

        if jobtype:
            logger.debug("jobtype %s will be deleted",jobtype.name)
            db.session.delete(jobtype)
            db.session.commit()
            logger.info("jobtype %s has been deleted",jobtype.name)

        return jsonify(None), NO_CONTENT




[docs]class JobTypeVersionsIndexAPI(MethodView):
[docs]    def get(self, jobtype_name):
        """
        A ``GET`` to this endpoint will return a sorted list of of all known
        versions of the specified jobtype.

        .. http:get:: /api/v1/jobtypes/[<str:name>|<int:id>]/versions/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobtypes/TestJobType/versions/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [1, 2]

        :statuscode 200:
            no error

        :statuscode 404:
            jobtype not found
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter(JobType.name == jobtype_name).first()
        else:
            jobtype = JobType.query.filter(JobType.id == jobtype_name).first()

        if not jobtype:
            return jsonify(error="jobtype not found"), NOT_FOUND

        out = [x.version for x in jobtype.versions]

        return jsonify(sorted(out)), OK




[docs]class VersionedJobTypeAPI(MethodView):
[docs]    def get(self, jobtype_name, version):
        """
        A ``GET`` to this endpoint will return the specified version of the
        referenced jobtype, by name or id.

        .. http:get:: /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobtypes/TestJobType/versions/1 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "batch_contiguous": true,
                    "classname": null,
                    "name": "TestJobType",
                    "code": "\\nfrom pyfarm.jobtypes.core.jobtype import "
                            "JobType\\n\\nclass TestJobType(JobType):\\n"
                            "    def get_command(self):\\n"
                            "        return \"/usr/bin/touch\"\\n\\n"
                            "    def get_arguments(self):\\n"
                            "           return [os.path.join("
                            "self.assignment_data[\"job\"][\"data\"][\"path\"], "
                            "\"%04d\" % self.assignment_data[\"tasks\"]"
                            "[0][\"frame\"])]\\n",
                    "id": 1,
                    "version": 1,
                    "max_batch": 1,
                    "software_requirements": [
                        {
                            "max_version": null,
                            "max_version_id": null,
                            "min_version": "8.21",
                            "min_version_id": 1,
                            "software": "/bin/touch",
                            "software_id": 1
                        }
                    ]
                }

        :statuscode 200:
            no error

        :statuscode 404:
            jobtype or version not found
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter(JobType.name == jobtype_name).first()
        else:
            jobtype = JobType.query.filter(JobType.id == jobtype_name).first()

        jobtype_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype, version=version).first()

        if not jobtype or not jobtype_version:
            return (jsonify(error="JobType %s version %s not found" %
                            (jobtype_name, version)), NOT_FOUND)

        # For some reason, sqlalchemy sometimes returns this column as bytes
        # instead of string.  jsonify cannot decode that.
        if PY3 and isinstance(jobtype_version.code, bytes): # pragma: no cover
            jobtype_version.code = jobtype_version.code.decode()

        jobtype_data = jobtype_version.to_dict(
            unpack_relationships=["software_requirements"])
        jobtype_data.update(jobtype.to_dict(unpack_relationships=False))
        del jobtype_data["jobtype_id"]
        return jsonify(jobtype_data), OK


[docs]    def delete(self, jobtype_name, version):
        """
        A ``DELETE`` to this endpoint will delete the requested version of the
        specified jobtype.

        .. http:delete:: /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version> HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/jobtypes/TestJobType/versions/1 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO CONTENT

        :statuscode 204:
            the version was deleted or didn't exist
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter(JobType.name == jobtype_name).first()
        else:
            jobtype = JobType.query.filter(JobType.id == jobtype_name).first()

        jobtype_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype, version=version).first()

        if jobtype_version:
            logger.debug("version %s of jobtype %s will be deleted",
                         version, jobtype.name)
            db.session.delete(jobtype_version)
            db.session.commit()
            logger.info("version %s of jobtype %s has been deleted",
                        version, jobtype.name)

        return jsonify(None), NO_CONTENT




[docs]class JobTypeCodeAPI(MethodView):
[docs]    def get(self, jobtype_name, version):
        """
        A ``GET`` to this endpoint will return just the python code for this
        version of the specified jobtype.

        .. http:get:: /api/v1/jobtypes/[<str:name>|<int:id>]/versions/<int:version>/code HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobtypes/TestJobType/versions/1/code HTTP/1.1
                Accept: text/x-python

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: text/x-python

                from pyfarm.jobtypes.core.jobtype import JobType

                class TestJobType(JobType):
                    def get_command(self):
                        return "/usr/bin/touch"

                    def get_arguments(self):
                        return [os.path.join(
                            self.assignment_data["job"]["data"]["path"], "%04d" %
                            self.assignment_data["tasks"][0]["frame"])]

        :statuscode 200:
            no error

        :statuscode 404:
            jobtype or version not found
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jt_tuple = db.session.query(
                JobType, JobTypeVersion).filter(
                    JobType.id == JobTypeVersion.jobtype_id,
                    JobType.name == jobtype_name,
                    JobTypeVersion.version == version).first()
        else:
            jt_tuple = db.session.query(
                JobType, JobTypeVersion).filter(
                    JobType.id == JobTypeVersion.jobtype_id,
                    JobType.id == jobtype_name,
                    JobTypeVersion.version == version).first()

        if not jt_tuple:
            return (jsonify(error="JobType %s, version %s not found" %
                            (jobtype_name, version)), NOT_FOUND)

        jobtype, jobtype_version = jt_tuple

        return Response(jobtype_version.code, OK, mimetype="text/x-python")




[docs]class JobTypeSoftwareRequirementsIndexAPI(MethodView):
[docs]    def get(self, jobtype_name, version=None):
        """
        A ``GET`` to this endpoint will return a list of all the software
        requirements of the specified jobtype

        .. http:get:: /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobtypes/TestJobType/software_requirements/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "software": {
                            "software": "/bin/touch",
                            "id": 1
                        },
                        "max_version": null,
                        "min_version": {
                            "version": "8.21",
                            "id": 1
                        },
                        "jobtype_version": {
                            "version": 7,
                            "jobtype": "TestJobType"
                        }
                    }
                ]

        :statuscode 200:
            no error

        :statuscode 404:
            jobtype or version not found
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter_by(name=jobtype_name).first()
        else:
            jobtype = JobType.query.filter_by(id=jobtype_name).first()

        if not jobtype:
            return (jsonify(error="JobType %s not found" % jobtype_name),
                    NOT_FOUND)

        if version:
            jobtype_version = JobTypeVersion.query.filter(
                JobTypeVersion.jobtype == jobtype,
                JobTypeVersion.version == version).first()
        else:
            jobtype_version = JobTypeVersion.query.filter_by(
                jobtype=jobtype).order_by("version desc").first()

        if not jobtype_version:
            return jsonify(error="JobType version not found"), NOT_FOUND

        out = []
        for requirement in jobtype_version.software_requirements:
            rq_data = requirement.to_dict()
            del rq_data["jobtype_version_id"]
            del rq_data["software_id"]
            del rq_data["min_version_id"]
            del rq_data["max_version_id"]
            out.append(rq_data)

        return jsonify(out), OK


[docs]    def post(self, jobtype_name, version=None):
        """
        A ``POST`` to this endpoint will create a new software_requirement for
        the specified jobtype.
        This will transparently create a new jobtype version

        .. http:post:: /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/jobtypes/TestJobType/software_requirements/ HTTP/1.1
                Accept: application/json

                {
                    "software": "blender",
                    "min_version": "2.69"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "jobtype_version": {
                        "id": 8,
                        "jobtype": "TestJobType",
                        "version": 7
                    },
                    "max_version": null,
                    "min_version": {
                        "id": 2,
                        "version": "1.69"
                    },
                    "software": {
                        "id": 2,
                        "software": "blender"
                    }
                }

        :statuscode 201:
            a new software requirement was created

        :statuscode 400:
            there was something wrong with the request (such as
            invalid columns being included)

        :statuscode 405:
            you tried calling this method on a specific version

        :statuscode 409:
            a conflicting software requirement already exists
        """
        if version is not None:
            return (jsonify(
                error="POST not allowed for specific jobtype versions"),
                METHOD_NOT_ALLOWED)

        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter_by(name=jobtype_name).first()
        else:
            jobtype = JobType.query.filter_by(id=jobtype_name).first()

        if not jobtype:
            return (jsonify(error="JobType %s not found" % jobtype_name),
                    NOT_FOUND)

        jobtype_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype).order_by("version desc").first()
        if not jobtype_version:
            return jsonify(error="JobType has no versions"), NOT_FOUND

        if ("software" not in g.json or
            not isinstance(g.json["software"], STRING_TYPES)):
            return (jsonify(error="Software not specified or not a string"),
                    BAD_REQUEST)

        software = Software.query.filter_by(software=g.json["software"]).first()
        if not software:
            return jsonify(error="Software not found"), NOT_FOUND

        existing_requirement = JobTypeSoftwareRequirement.query.filter(
            JobTypeSoftwareRequirement.jobtype_version == jobtype_version,
            JobTypeSoftwareRequirement.software == software).first()
        if existing_requirement:
            return jsonify(error="A software requirement for this jobtype "
                                 "version and this software exists"), CONFLICT

        new_version = JobTypeVersion()
        for name in JobTypeVersion.types().columns:
            if name not in JobTypeVersion.types().primary_keys:
                setattr(new_version, name, getattr(jobtype_version, name))
        new_version.version += 1
        db.session.add(new_version)
        for old_req in jobtype_version.software_requirements:
            new_req = JobTypeSoftwareRequirement()
            for name in JobTypeSoftwareRequirement.types().columns:
                setattr(new_req, name, getattr(old_req, name))
            new_req.jobtype_version = new_version
            db.session.add(new_req)

        min_version = None
        if "min_version" in g.json:
            if not isinstance(g.json["min_version"], STRING_TYPES):
                return jsonify(error="min_version not a string"), BAD_REQUEST
            min_version = SoftwareVersion.query.filter_by(
                version=g.json["min_version"]).first()
            if not min_version:
                return jsonify(error="min_version not found"), NOT_FOUND

        max_version = None
        if "max_version" in g.json:
            if not isinstance(g.json["max_version"], STRING_TYPES):
                return jsonify(error="max_version not a string"), BAD_REQUEST
            max_version = SoftwareVersion.query.filter_by(
                version=g.json["max_version"]).first()
            if not max_version:
                return jsonify(error="max_version not found"), NOT_FOUND

        requirement = JobTypeSoftwareRequirement()
        requirement.jobtype_version = new_version
        requirement.software = software
        requirement.min_version = min_version
        requirement.max_version = max_version

        db.session.add(requirement)
        db.session.commit()
        requirement_data = requirement.to_dict()
        del requirement_data["jobtype_version_id"]
        del requirement_data["software_id"]
        del requirement_data["min_version_id"]
        del requirement_data["max_version_id"]
        logger.info("Created new software requirement for jobtype %s: %r",
                    jobtype.id, requirement_data)

        return jsonify(requirement_data), CREATED




[docs]class JobTypeSoftwareRequirementAPI(MethodView):
[docs]    def get(self, jobtype_name, software):
        """
        A ``GET`` to this endpoint will return the specified software requirement
        from the newest version of the requested jobtype.

        .. http:get:: /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/<int:id> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobtypes/TestJobType/software_requirements/1 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "software": {
                        "software": "/bin/touch",
                        "id": 1
                    },
                    "max_version": null,
                    "min_version": {
                        "version": "8.21",
                        "id": 1
                    },
                    "jobtype_version": {
                        "version": 7,
                        "jobtype": "TestJobType"
                    }
                }

        :statuscode 200:
            no error

        :statuscode 404:
            jobtype or software requirement not found
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter_by(name=jobtype_name).first()
        else:
            jobtype = JobType.query.filter_by(id=jobtype_name).first()

        if not jobtype:
            return (jsonify(error="JobType %s not found" % jobtype_name),
                    NOT_FOUND)

        current_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype).order_by("version desc").first()
        if not current_version:
            return jsonify(error="JobType has no versions"), NOT_FOUND

        requirement = JobTypeSoftwareRequirement.query.filter(
            JobTypeSoftwareRequirement.jobtype_version == current_version,
            JobTypeSoftwareRequirement.software.has(
                Software.software == software)).first()

        if not requirement:
            return (jsonify(error="JobType software requirement %s for jobtype "
                            "%s not found" % (software, jobtype_name)),
                    NOT_FOUND)

        requirement_data = requirement.to_dict()
        del requirement_data["jobtype_version_id"]
        del requirement_data["software_id"]
        del requirement_data["min_version_id"]
        del requirement_data["max_version_id"]
        return jsonify(requirement_data), OK


[docs]    def delete(self, jobtype_name, software):
        """
        A ``DELETE`` to this endpoint will delete the requested software
        requirement from the specified jobtype, creating a new version of the
        jobtype in the process

        .. http:delete:: /api/v1/jobtypes/[<str:name>|<int:id>]/software_requirements/<int:id> HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/jobtypes/TestJobType/software_requirements/1 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO CONTENT

        :statuscode 204:
            the software requirement was deleted or didn't exist
        """
        if isinstance(jobtype_name, STRING_TYPES):
            jobtype = JobType.query.filter_by(name=jobtype_name).first()
        else:
            jobtype = JobType.query.filter_by(id=jobtype_name).first()

        if not jobtype:
            return (jsonify(error="JobType %s not found" % jobtype_name),
                    NOT_FOUND)

        jobtype_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype).order_by("version desc").first()
        if not jobtype_version:
            return jsonify(error="JobType has no versions"), NOT_FOUND

        new_version = JobTypeVersion()
        for name in JobTypeVersion.types().columns:
            if name not in JobTypeVersion.types().primary_keys:
                setattr(new_version, name, getattr(jobtype_version, name))
        new_version.version += 1
        for old_req in jobtype_version.software_requirements:
            if old_req.software.software != software:
                new_req = JobTypeSoftwareRequirement()
                for name in JobTypeSoftwareRequirement.types().columns:
                    setattr(new_req, name, getattr(old_req, name))
                new_req.jobtype_version = new_version
                db.session.add(new_req)

        db.session.add(new_version)
        db.session.commit()
        logger.info("Deleted software requirement %s for jobtype %s, creating "
                    "new version %s", software, jobtype.id, new_version.version)

        return jsonify(None), NO_CONTENT
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  Source code for pyfarm.master.api.pathmaps

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Path Maps
---------

API endpoints for viewing and managing path maps
"""

try:
    from httplib import OK, CREATED, BAD_REQUEST, NOT_FOUND, NO_CONTENT
except ImportError:  # pragma: no cover
    from http.client import OK, CREATED, BAD_REQUEST, NOT_FOUND, NO_CONTENT


from flask import g
from flask.views import MethodView

from sqlalchemy import or_

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import STRING_TYPES
from pyfarm.models.core.cfg import MAX_TAG_LENGTH
from pyfarm.models.pathmap import PathMap
from pyfarm.models.tag import Tag
from pyfarm.models.agent import Agent
from pyfarm.master.application import db
from pyfarm.master.utility import (
    jsonify, validate_with_model, get_uuid_argument)


logger = getLogger("api.pathmaps")


[docs]def schema():
    """
    Returns the basic schema of :class:`.Agent`

    .. http:get:: /api/v1/pathmaps/schema HTTP/1.1

        **Request**

        .. sourcecode:: http

            GET /api/v1/pathmaps/schema HTTP/1.1
            Accept: application/json

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 OK
            Content-Type: application/json

            {
                "id": "INTEGER",
                "path_linux": "VARCHAR(512)",
                "path_windows": "VARCHAR(512)",
                "path_osx": "VARCHAR(512)",
                "tag": "VARCHAR(64)"
            }

    :statuscode 200: no error
    """
    out = PathMap.to_schema()
    del out["tag_id"]
    out["tag"] = "VARCHAR(%s)" % MAX_TAG_LENGTH
    return jsonify(out)



[docs]class PathMapIndexAPI(MethodView):
    @validate_with_model(PathMap, disallow=("id", ), ignore=("tag_id", "tag"))
[docs]    def post(self):
        """
        A ``POST`` to this endpoint will create a new path map.

        A path map will list the equivalent path prefixes for all three supported
        families of operating systems, Linux, Windows and OS X.
        A path map can optionally be restricted to one tag, in which case it will
        only apply to agents with that tag.
        If a tag is specified that does not exist yet, that tag will be
        transparently created.

        .. http:post:: /api/v1/pathmaps/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/pathmaps/ HTTP/1.1
                Accept: application/json

                {
                    "path_linux": "/mnt/nfs",
                    "path_windows": "\\domain\cifs_server",
                    "path_osx": "/mnt/nfs",
                    "tag": "production"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 1,
                    "path_linux": "/mnt/nfs",
                    "path_windows": "\\domain\cifs_server",
                    "path_osx": "/mnt/nfs",
                    "tag": "production"
                }

        :statuscode 201: a new pathmap was created
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        """
        tagname = g.json.pop("tag", None)
        if tagname:
            if not isinstance(tagname, STRING_TYPES):
                return jsonify(error="tag must be of type string"), BAD_REQUEST

        pathmap = PathMap(**g.json)

        if tagname:
            tag = Tag.query.filter_by(tag=tagname).first()
            if not tag:
                tag = Tag(tag=tagname)
                db.session.add(tag)
            pathmap.tag = tag

        db.session.add(pathmap)
        db.session.commit()

        out = pathmap.to_dict(unpack_relationships=False)
        if pathmap.tag:
            out["tag"] = pathmap.tag.tag

        logger.info("New pathmap created with values: %r", pathmap)

        return jsonify(out), CREATED


[docs]    def get(self):
        """
        A ``GET`` to this endpoint will return a list of all registered path
        maps, with id.
        It can be made with a for_agent query parameter, in which case it will
        return only those path maps that apply to that agent.

        .. http:get:: /api/v1/pathmaps/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/pathmaps/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "id": 1,
                        "path_osx": "/mnt/nfs",
                        "path_windows": "\\\\domains\\cifs_server",
                        "path_linux": "/mnt/nfs"
                    },
                    {
                        "id": 7,
                        "path_osx": "/renderout",
                        "path_windows": "c:\\renderout",
                        "path_linux": "/renderout"
                        "tag": "usual",
                    }
                ]

        :statuscode 200: no error
        """
        query = PathMap.query

        for_agent = get_uuid_argument("for_agent")

        if for_agent:
            query = query.filter(or_(PathMap.tag == None,
                                     PathMap.tag.has(Tag.agents.any(
                                        Agent.id == for_agent))))

        logger.debug("Query: %s", str(query))

        output = []
        for map in query:
            map_dict = map.to_dict(unpack_relationships=False)
            if map.tag:
                map_dict["tag"] = map.tag.tag
            del map_dict["tag_id"]
            output.append(map_dict)

        return jsonify(output), OK




[docs]class SinglePathMapAPI(MethodView):
[docs]    def get(self, pathmap_id):
        """
        A ``GET`` to this endpoint will return a single path map specified by
        pathmap_id

        .. http:get:: /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/pathmaps/1 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "id": 1,
                    "path_osx": "/mnt/nfs",
                    "path_windows": "\\\\domains\\cifs_server",
                    "path_linux": "/mnt/nfs"
                }

        :statuscode 200: no error
        """
        pathmap = PathMap.query.filter_by(id=pathmap_id).first()

        if not pathmap:
            return jsonify(error="No pathmap with that id"), NOT_FOUND

        out = pathmap.to_dict(unpack_relationships=False)
        if pathmap.tag:
            out["tag"] = pathmap.tag.tag
        del out["tag_id"]

        return jsonify(out), OK


[docs]    def post(self, pathmap_id):
        """
        A ``POST`` to this endpoint will update an existing path map with new
        values.

        Only the values included in the request will be updated. The rest will be
        left unchanged.
        The id column cannot be changed.  Including it in the request will lead
        to an error.

        .. http:post:: /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/pathmaps/1 HTTP/1.1
                Accept: application/json

                {
                    "path_linux": "/mnt/smb"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "id": 1,
                    "path_linux": "/mnt/smb",
                    "path_windows": "\\domain\cifs_server",
                    "path_osx": "/mnt/nfs",
                    "tag": "production"
                }

        :statuscode 200: the specified pathmap was updated
        :statuscode 404: the specified pathmap does not exist
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        """
        pathmap = PathMap.query.filter_by(id=pathmap_id).first()
        if not pathmap:
            return jsonify(error="No pathmap with that id"), NOT_FOUND

        if "id" in g.json:
            return (jsonify(error="ID column cannot be included in the request"),
                    BAD_REQUEST)

        tagname = g.json.pop("tag", None)
        if tagname:
            tag = Tag.query.filter_by(tag=tagname).first()
            if not tag:
                tag = Tag(tag=tagname)
                db.session.add(tag)
            pathmap.tag = tag

        for name in PathMap.types().columns:
            if name in g.json:
                expected_type = PathMap.types().mappings[name]
                value = g.json.pop(name)
                if not isinstance(value, expected_type):
                    return (jsonify(error="Column `%s` is of type %r, but we "
                                    "expected %r" % (name,
                                                     type(value),
                                                     expected_type)),
                            BAD_REQUEST)
                setattr(pathmap, name, value)

        if g.json:
            return jsonify(error="Unknown columns: %r" % g.json), BAD_REQUEST

        db.session.add(pathmap)
        db.session.commit()

        out = pathmap.to_dict(unpack_relationships=False)
        if pathmap.tag:
            out["tag"] = pathmap.tag.tag
        del out["tag_id"]

        logger.info("Pathmap with id %s was updated, new data: %r",
                    pathmap_id, out)

        return jsonify(out), OK


[docs]    def delete(self, pathmap_id):
        """
        A ``DELETE`` to this endpoint will remove the specified pathmap

        .. http:delete:: /api/v1/pathmaps/<int:pathmap_id> HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/pathmaps/1 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO_CONTENT

        :statuscode 204: the path map was deleted or did not exist in the first
                         place
        """
        pathmap = PathMap.query.filter_by(id=pathmap_id).first()
        if not pathmap:
            return jsonify(None), NO_CONTENT

        db.session.delete(pathmap)
        db.session.commit()

        logger.info("deleted pathmap id %s", pathmap_id)

        return jsonify(None), NO_CONTENT
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  Source code for pyfarm.master.api.agent_updates

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment Gmbh & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Agent Updates
-------------

The API allows access to agent update packages, possibly through redirects
"""
import re
import tempfile
from os import makedirs
from os.path import join, isdir, isfile
from errno import EEXIST

try:
    from httplib import BAD_REQUEST, CREATED, NOT_FOUND
except ImportError:  # pragma: no cover
    from http.client import BAD_REQUEST, CREATED, NOT_FOUND

from werkzeug.utils import secure_filename
from flask.views import MethodView
from flask import request, g, redirect, send_file

from pyfarm.core.config import read_env
from pyfarm.core.logger import getLogger
from pyfarm.master.utility import jsonify

logger = getLogger("api.agents")

VERSION_REGEX = re.compile("\d+(\.\d+(\.\d+)?)?((-pre\d?)|(-dev\d?)|(-rc?\d?)|"
                           "(-alpha\d?)|(-beta\d?))?$")

UPDATES_DIR = read_env(
    "PYFARM_AGENT_UPDATES_DIR", join(tempfile.gettempdir(), "pyfarm-updates"))
UPDATES_WEBDIR = read_env("PYFARM_AGENT_UPDATES_WEBDIR", None)

try:
    makedirs(UPDATES_DIR)
except OSError as e:  # pragma: no cover
    if e.errno != EEXIST:
        raise


[docs]class AgentUpdatesAPI(MethodView):
[docs]    def put(self, version):
        """
        A ``PUT`` to this endpoint will upload a new version of pyfarm-agent to
        be used for agent auto-updates.  The update must be a zip file.

        .. http:put:: /api/v1/agents/updates/<string:version> HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/agents/updates/1.2.3 HTTP/1.1
                Content-Type: application/zip

                <binary data>

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

        :statuscode 201: The update was put in place
        :statuscode 400: there was something wrong with the request (such as an
                         invalid version number specified or the  mime type not
                         being application/zip)
        """
        if request.mimetype != "application/zip":
            return (jsonify(error="Data for agent updates must be "
                                  "application/zip"), BAD_REQUEST)
        if not VERSION_REGEX.match(version):
            return (jsonify(error="Version is not an acceptable version number"),
                    BAD_REQUEST)

        path = join(UPDATES_DIR, "pyfarm-agent-%s.zip" % version)
        with open(path, "wb+") as zip_file:
            zip_file.write(request.data)

        return "", CREATED


[docs]    def get(self, version):
        """
        A ``GET`` to this endpoint will return the update package as a zip file
        the specified version

        .. http:get:: /api/v1/agents/updates/<string:version> HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/agents/updates/1.2.3 HTTP/1.1
                Accept: application/zip

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/zip

                <binary data>

        :statuscode 200: The update file was found and is returned
        :statuscode 301: The update can be found under a different URL
        :statuscode 400: there was something wrong with the request (such as an
                         invalid version number specified or the  mime type not
                         being application/zip)
        """
        if not VERSION_REGEX.match(version):
            return (jsonify(error="Version is not an acceptable version number"),
                    BAD_REQUEST)
        filename = "pyfarm-agent-%s.zip" % version

        if UPDATES_WEBDIR:
            return redirect(join(UPDATES_WEBDIR, filename))

        update_file = join(UPDATES_DIR, filename)
        if not isfile(update_file):
            return (jsonify(error="Specified update not found"), NOT_FOUND)

        return send_file(update_file)
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  Source code for pyfarm.master.api.tasklogs

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Task Logs
---------

This module defines an API for managing and querying logs belonging to tasks
"""

try:
    from httplib import (
      OK, NOT_FOUND, CONFLICT, TEMPORARY_REDIRECT, CREATED, BAD_REQUEST,
      INTERNAL_SERVER_ERROR)
except ImportError:  # pragma: no cover
    from http.client import (
      OK, NOT_FOUND, CONFLICT, TEMPORARY_REDIRECT, CREATED, BAD_REQUEST,
      INTERNAL_SERVER_ERROR)

import tempfile
from gzip import GzipFile
from os import makedirs
from os.path import join, realpath
from errno import EEXIST

from flask.views import MethodView
from flask import g, redirect, send_file, request, Response

from pyfarm.core.logger import getLogger
from pyfarm.core.config import read_env
from pyfarm.models.tasklog import TaskLog, TaskTaskLogAssociation
from pyfarm.models.task import Task
from pyfarm.master.application import db
from pyfarm.master.utility import jsonify, validate_with_model, isuuid

logger = getLogger("api.tasklogs")

# TODO a temp directory might not be a good default for putting logs
LOGFILES_DIR = read_env(
    "PYFARM_LOGFILES_DIR", join(tempfile.gettempdir(), "task_logs"))

try:
    makedirs(LOGFILES_DIR)
except OSError as e:  # pragma: no cover
    if e.errno != EEXIST:
        raise


[docs]class LogsInTaskAttemptsIndexAPI(MethodView):
[docs]    def get(self, job_id, task_id, attempt):
        """
        A ``GET`` to this endpoint will return a list of all known logs that are
        associated with this attempt at running this task

        .. http:get:: /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobs/4/tasks/1300/attempts/5/logs/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "agent_id": "3087ada4-290a-45b0-8c1a-21db4cd284fc",
                        "created_on": "2014-09-03T10:58:59.754880",
                        "identifier": "2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv"
                    }
                ]

        :statuscode 200: no error
        :statuscode 404: the specified task was not found
        """
        task = Task.query.filter_by(id=task_id, job_id=job_id).first()
        if not task:
            return jsonify(task_id=task_id, job_id=job_id,
                           error="Specified task not found"), NOT_FOUND

        association_objects = TaskTaskLogAssociation.query.filter(
            TaskTaskLogAssociation.task == task,
            TaskTaskLogAssociation.attempt == attempt)

        out = []
        for item in association_objects:
            log = item.log
            out.append({"identifier": log.identifier,
                        "created_on": log.created_on,
                        "agent_id": str(log.agent_id)})

        return jsonify(out), OK


    @validate_with_model(TaskLog, type_checks={"agent_id": isuuid})
[docs]    def post(self, job_id, task_id, attempt):
        """
        A ``POST`` to this endpoint will register a new logfile with the given
        attempt at running the given task

        A logfile has an identifier which must be unique in the system.  If two
        tasks get assigned a logfile with the same id, it is considered to be the
        same log.

        .. http:post:: /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/jobs/4/tasks/1300/attempts/5/logs/ HTTP/1.1
                Content-Type: application/json

                {
                    "identifier": "2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv",
                    "agent_id": "2dc2cb5a-35da-41d6-8864-329c0d7d5391"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "identifier": "2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv",
                    "agent_id": "2dc2cb5a-35da-41d6-8864-329c0d7d5391",
                    "created_on": "2014-09-03T10:59:05.103005",
                    "id": 148
                }


        :statuscode 201: the association between this task attempt and logfile
                         has been created
        :statuscode 400: there was something wrong with the request (such as
                         invalid columns being included)
        :statuscode 404: the specified task does not exist
        :statuscode 409: the specified log was already registered on the
                         specified task
        """
        task = Task.query.filter_by(id=task_id, job_id=job_id).first()
        if not task:
            return jsonify(task_id=task_id, job_id=job_id,
                           error="Specified task not found"), NOT_FOUND

        path = realpath(join(LOGFILES_DIR, g.json["identifier"]))
        if not realpath(path).startswith(LOGFILES_DIR):
            return jsonify(error="Identifier is not acceptable"), BAD_REQUEST
        task_log = TaskLog.query.filter_by(
            identifier=g.json["identifier"]).first()
        if not task_log:
            task_log = TaskLog(**g.json)

        association = TaskTaskLogAssociation.query.filter_by(
            task=task, log=task_log, attempt=attempt).first()
        if association:
            return (jsonify(
                log=task_log, attempt=attempt, task_id=task_id,
                error="This log is already registered for this task"), CONFLICT)

        association = TaskTaskLogAssociation()
        association.task = task
        association.log = task_log
        association.attempt = attempt

        db.session.add(association)
        db.session.add(task_log)
        db.session.commit()

        logger.info("Registered task log %s with attempt %s for task %s",
                    task_log.identifier, attempt, task.id)

        return jsonify(task_log.to_dict(unpack_relationships=False)), CREATED




[docs]class SingleLogInTaskAttempt(MethodView):
[docs]    def get(self, job_id, task_id, attempt, log_identifier):
        """
        A ``GET`` to this endpoint will return metadata about the specified
        logfile

        .. http:get:: /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/<log_identifier> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobs/4/tasks/1300/attempts/5/logs/2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "id": 147,
                    "identifier": "2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv",
                    "created_on": "2014-09-03T10:58:59.754880",
                    "agent_id": "836ce137-6ad4-443f-abb9-94c4465ff87c"
                }

        :statuscode 200: no error
        :statuscode 404: task or logfile not found
        """
        task = Task.query.filter_by(id=task_id, job_id=job_id).first()
        if not task:
            return jsonify(task_id=task_id, job_id=job_id,
                           error="Specified task not found"), NOT_FOUND

        log = TaskLog.query.filter_by(identifier=log_identifier).first()
        if not log:
            return jsonify(task_id=task_id, job_id=job_id,
                           error="Specified log not found"), NOT_FOUND

        association = TaskTaskLogAssociation.query.filter_by(
            task=task,
            log=log,
            attempt=attempt).first()
        if not association:
            return jsonify(task_id=task.id, log=log.identifier,
                           error="Specified log not found in task"), NOT_FOUND

        return jsonify(log.to_dict(unpack_relationships=False))




[docs]class TaskLogfileAPI(MethodView):
[docs]    def get(self, job_id, task_id, attempt, log_identifier):
        """
        A ``GET`` to this endpoint will return the actual logfile or a redirect
        to it.

        .. http:get:: /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/<log_identifier>/logfile HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobs/4/tasks/1300/attempts/5/logs/2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv/logfile HTTP/1.1
                Accept: text/csv

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: text/csv

                <Content of the logfile>

        :statuscode 200: no error
        :statuscode 307: The logfile can be found in another location at this
                         point in time. Independent future requests for the same
                         logfile should continue using the original URL
        :statuscode 400: the specified logfile identifier is not acceptable
        :statuscode 404: task or logfile not found
        """
        task = Task.query.filter_by(id=task_id, job_id=job_id).first()
        if not task:
            return jsonify(task_id=task_id, log=log_identifier,
                           error="Specified task not found"), NOT_FOUND

        log = TaskLog.query.filter_by(identifier=log_identifier).first()
        if not log:
            return jsonify(task_id=task_id, log=log_identifier,
                           error="Specified log not found"), NOT_FOUND

        association = TaskTaskLogAssociation.query.filter_by(
            task=task,
            log=log,
            attempt=attempt).first()
        if not association:
            return jsonify(task_id=task.id, log=log.identifier,
                           error="Specified log not found in task"), NOT_FOUND

        path = realpath(join(LOGFILES_DIR, log_identifier))
        if not realpath(path).startswith(LOGFILES_DIR):
            return jsonify(error="Identifier is not acceptable"), BAD_REQUEST

        try:
            logfile = open(path, "rb")
            return send_file(logfile)
        except IOError:
            try:
                compressed_logfile = GzipFile("%s.gz" % path, "rb")
                def logfile_generator():
                    eof = False
                    while not eof:
                        out = compressed_logfile.read(4096) # 4096 == mempage
                        eof = len(out) == 0
                        yield out
                return Response(logfile_generator(), mimetype="text/csv")
            except IOError:
                agent = log.agent
                if not agent:
                    return (jsonify(
                        path=path, log=log_identifier,
                        error="Logfile is not available on master and agent "
                              "is not known"), NOT_FOUND)
                return redirect(agent.api_url() + "/task_logs/" +
                                log_identifier, TEMPORARY_REDIRECT)


[docs]    def put(self, job_id, task_id, attempt, log_identifier):
        """
        A ``PUT`` to this endpoint will upload the request's body as the
        specified logfile

        .. http:put:: /api/v1/jobs/<job_id>/tasks/<task_id>/attempts/<attempt>/logs/<log_identifier>/logfile HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/jobs/4/tasks/1300/attempts/5/logs/2014-09-03_10-58-59_4_4ee02475335911e4a935c86000cbf5fb.csv/logfile HTTP/1.1

                <content of the logfile>

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED

        :statuscode 201: lofile was uploaded
        :statuscode 400: the specified logfile identifier is not acceptable
        :statuscode 404: task or logfile not found
        """
        task = Task.query.filter_by(id=task_id, job_id=job_id).first()
        if not task:
            return jsonify(task_id=task_id, log=log_identifier,
                           error="Specified task not found"), NOT_FOUND

        log = TaskLog.query.filter_by(identifier=log_identifier).first()
        if not log:
            return jsonify(task_id=task_id, log=log_identifier,
                           error="Specified log not found"), NOT_FOUND

        association = TaskTaskLogAssociation.query.filter_by(
            task=task,
            log=log,
            attempt=attempt).first()
        if not association:
            return jsonify(task_id=task_id, log=log.identifier,
                           error="Specified log not found in task"), NOT_FOUND

        path = realpath(join(LOGFILES_DIR, log_identifier))
        if not realpath(path).startswith(LOGFILES_DIR):
            return jsonify(error="Identifier is not acceptable"), BAD_REQUEST

        logger.info("Writing task log file for task %s, attempt %s to path %s",
                    task_id, attempt, path)

        try:
            with open(path, "wb+") as log_file:
                log_file.write(request.data)
        except (IOError, OSError) as e:
            logger.error("Could not write task log file: %s (%s)", e.errno,
                         e.strerror)
            return (jsonify(error="Could not write file %s to disk: %s"
                                  % (path, e)),
                    INTERNAL_SERVER_ERROR)

        return "", CREATED
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  Source code for pyfarm.master.api.software

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Software
--------

Contained within this module are an API handling functions which can
manage or query software items using JSON.
"""

try:
    from httplib import (
        NOT_FOUND, NO_CONTENT, OK, CREATED, BAD_REQUEST, INTERNAL_SERVER_ERROR,
        CONFLICT)
except ImportError:  # pragma: no cover
    from http.client import (
        NOT_FOUND, NO_CONTENT, OK, CREATED, BAD_REQUEST, INTERNAL_SERVER_ERROR,
        CONFLICT)

from flask import g
from flask.views import MethodView

from sqlalchemy import func
from sqlalchemy.exc import DatabaseError

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import STRING_TYPES
from pyfarm.models.software import Software, SoftwareVersion
from pyfarm.master.application import db
from pyfarm.master.utility import jsonify, validate_with_model

logger = getLogger("api.software")


[docs]class VersionParseError(Exception):
    """
    Raised by :func:`extract_version_dicts` when the
    function is unable to parse a version.
    """



[docs]def extract_version_dicts(json_in):
    """Extracts and returns a list of versions from ``json_in``."""
    out = []
    version_objects = json_in.pop("versions", [])
    if not isinstance(version_objects, list):
        raise VersionParseError("Column versions must be a list.")
    for software_obj in version_objects:
        if not isinstance(software_obj, dict):
            raise VersionParseError("Entries in versions must be dictionaries.")
        if not isinstance(software_obj["version"], STRING_TYPES):
            raise VersionParseError("Software versions must be strings.")
        version = {"version": software_obj["version"]}
        if "rank" in software_obj:
            if not isinstance(software_obj["rank"], int):
                raise VersionParseError("Software rank must be an int.")
            version["rank"] = software_obj["rank"]
        if ((len(software_obj) > 2 and "rank" in software_obj) or
            (len(software_obj) > 1 and "rank" not in software_obj)):
                raise VersionParseError("unknown columns in software version")
        out.append(version)

    return out



[docs]def schema():
    """
    Returns the basic schema of :class:`.Software`

    .. http:get:: /api/v1/software/schema HTTP/1.1

        **Request**

        .. sourcecode:: http

            GET /api/v1/software/schema HTTP/1.1
            Accept: application/json

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 OK
            Content-Type: application/json

            {
                "id": "INTEGER",
                "software": "VARCHAR(64)"
            }

    :statuscode 200: no error
    """
    return jsonify(Software.to_schema())



[docs]class SoftwareIndexAPI(MethodView):
    @validate_with_model(Software)
[docs]    def post(self):
        """
        A ``POST`` to this endpoint will create a new software tag.

        A list of versions can be included.  If the software item already exists
        the listed versions will be added to the existing ones.  Versions with no
        explicit rank are assumed to be the newest version available.  Users
        should not mix versions with an explicit rank with versions without one.

        .. http:post:: /api/v1/software/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/software/ HTTP/1.1
                Accept: application/json

                {
                    "software": "blender"
                }


            **Response (new software item create)**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 4,
                    "software": "blender",
                    "versions": []
                }

        :statuscode 201: a new software item was created
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        :statuscode 409: a software tag with that name already exists
        """
        # Collect versions to add to the software object
        # Note: This can probably be done a lot simpler with generic parsing
        # of relations
        try:
            versions = extract_version_dicts(g.json)
        except VersionParseError as e:
            return jsonify(error=e.args[0]), BAD_REQUEST
        software = Software.query.filter_by(software=g.json["software"]).first()

        if software:
            return (jsonify(error="Software %s already exixts" %
                            g.json["software"]), CONFLICT)

        software = Software(**g.json)
        current_rank = 100
        for version_dict in versions:
            version_dict.setdefault("rank", current_rank)
            version = SoftwareVersion(**version_dict)
            version.software = software
            current_rank = max(version.rank, current_rank) + 100

        db.session.add(software)
        try:
            db.session.commit()
        except DatabaseError:
            return jsonify(error="Database error"), INTERNAL_SERVER_ERROR
        software_data = software.to_dict()
        logger.info("created software %s: %r", software.id, software_data)

        return jsonify(software_data), CREATED


[docs]    def get(self):
        """
        A ``GET`` to this endpoint will return a list of known software, with all
        known versions.

        .. http:get:: /api/v1/software/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/software/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "software": "Houdini",
                        "id": 1,
                        "versions": [
                            {
                                "version": "13.0.1",
                                "id": 1,
                                "rank": 100
                            }
                        ]
                    }
                ]

        :statuscode 200: no error
        """
        out = []
        for software in Software.query:
            out.append(software.to_dict())

        return jsonify(out), OK




[docs]class SingleSoftwareAPI(MethodView):
[docs]    def put(self, software_rq):
        """
        A ``PUT`` to this endpoint will create a new software tag under the
        given URI or update an existing software tag if one exists.
        Renaming existing software tags via this call is supported, but when
        creating new ones, the included software name must be equal to the one in
        the URI.

        You should only call this by id for overwriting an existing software tag
        or if you have a reserved software id. There is currently no way to
        reserve a tag id.

        .. http:put:: /api/v1/software/<str:softwarename> HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/software/blender HTTP/1.1
                Accept: application/json

                {
                    "software": "blender"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 4,
                    "software": "blender",
                    "versions": []
                }

            **Request**

            .. sourcecode:: http

                PUT /api/v1/software/blender HTTP/1.1
                Accept: application/json

                {
                    "software": "blender",
                    "version": [
                        {
                            "version": "1.69"
                        }
                    ]
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 4,
                    "software": "blender",
                    "versions": [
                        {
                            "version": "1.69",
                            "id": 1,
                            "rank": 100
                        }
                    ]
                }

        :statuscode 200: an existing software tag was updated
        :statuscode 201: a new software tag was created
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        """
        if isinstance(software_rq, STRING_TYPES):
            if g.json["software"] != software_rq:
                return jsonify(error="""The name of the software must be equal
                               to the one in the URI."""), BAD_REQUEST
            software = Software.query.filter_by(software=software_rq).first()
        else:
            software = Software.query.filter_by(id=software_rq).first()

        new = False if software else True
        if not software:
            software = Software()
            # This is only checked when creating new software.  Otherwise,
            # renaming is allowed
            if g.json["software"] != software_rq:
                return jsonify(error="""The name of the software must be equal
                                     to the one in the URI."""), BAD_REQUEST

        # If this endpoint specified by id, make sure to create the new
        # software under this same id, too
        if isinstance(software_rq, int):
            software.id = software_rq

        software.software = g.json["software"]

        if "versions" in g.json:
            software.versions = []
            db.session.flush()
            versions = extract_version_dicts(g.json)
            current_rank = 100
            for version_dict in versions:
                version_dict.setdefault("rank", current_rank)
                version = SoftwareVersion(**version_dict)
                version.software = software
                current_rank = max(version.rank, current_rank) + 100

        db.session.add(software)
        try:
            db.session.commit()
        except DatabaseError:
            return jsonify(error="Database error"), INTERNAL_SERVER_ERROR
        software_data = software.to_dict()
        logger.info("created software %s: %r", software.id, software_data)

        return jsonify(software_data), CREATED if new else OK


[docs]    def get(self, software_rq):
        """
        A ``GET`` to this endpoint will return the requested software tag

        .. http:get:: /api/v1/software/<str:softwarename> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/software/Autodesk%20Maya HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "software": "Autodesk Maya",
                    "id": 1,
                    "versions": [
                        {
                            "version": "2013",
                            "id": 1,
                            "rank": 100
                        },
                        {
                            "version": "2014",
                            "id": 2,
                            "rank": 200
                        }
                    ]
                }

        :statuscode 200: no error
        :statuscode 404: the requested software tag was not found
        """
        if isinstance(software_rq, STRING_TYPES):
            software = Software.query.filter_by(software=software_rq).first()
        else:
            software = Software.query.filter_by(id=software_rq).first()

        if not software:
            return jsonify(error="Requested software not found"), NOT_FOUND

        return jsonify(software.to_dict()), OK


[docs]    def delete(self, software_rq):
        """
        A ``DELETE`` to this endpoint will delete the requested software tag

        .. http:delete:: /api/v1/software/<str:softwarename> HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/software/Autodesk%20Maya HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO_CONTENT

        :statuscode 204: the software tag was deleted or didn't exist
        """
        if isinstance(software_rq, STRING_TYPES):
            software = Software.query.filter_by(software=software_rq).first()
        else:
            software = Software.query.filter_by(id=software_rq).first()

        if not software:
            return jsonify(None), NO_CONTENT

        db.session.delete(software)
        db.session.commit()
        logger.info("Deleted software %s", software.software)

        return jsonify(None), NO_CONTENT




[docs]class SoftwareVersionsIndexAPI(MethodView):
[docs]    def get(self, software_rq):
        """
        A ``GET`` to this endpoint will list all known versions for this software

        .. http:get:: /api/v1/software/<str:softwarename>/versions/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/software/Autodesk%20Maya/versions/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "version": "2013",
                        "id": 1,
                        "rank": 100
                    },
                    {
                        "version": "2014",
                        "id": 2,
                        "rank": 200
                    }
                ]

        :statuscode 200: no error
        :statuscode 404: the requested software tag was not found
        """
        if isinstance(software_rq, STRING_TYPES):
            software = Software.query.filter_by(software=software_rq).first()
        else:
            software = Software.query.filter_by(id=software_rq).first()

        if not software:
            return jsonify(error="Requested software not found"), NOT_FOUND

        out = [{"version": x.version, "id": x.id, "rank": x.rank}
               for x in software.versions]
        return jsonify(out), OK


    @validate_with_model(SoftwareVersion, ignore=("software_id", "rank"),
                         disallow=("id", ))
[docs]    def post(self, software_rq):
        """
        A ``POST`` to this endpoint will create a new version for this software.

        A rank can optionally be included.  If it isn't, it is assumed that this
        is the newest version for this software

        .. http:post:: /api/v1/software/versions/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/software/blender/versions/ HTTP/1.1
                Accept: application/json

                {
                    "version": "1.70"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "id": 4,
                    "version": "1.70",
                    "rank": "100"
                }

        :statuscode 201: a new software version was created
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        :statuscode 409: a software version with that name already exists
        """
        if isinstance(software_rq, STRING_TYPES):
            software = Software.query.filter_by(software=software_rq).first()
        else:
            software = Software.query.filter_by(id=software_rq).first()

        if not software:
            return jsonify(error="Requested software not found"), NOT_FOUND

        existing_version = SoftwareVersion.query.filter(
            SoftwareVersion.software == software,
            SoftwareVersion.version == g.json["version"]).first()
        if existing_version:
            return (jsonify(error="Version %s already exixts" %
                            g.json["version"]), CONFLICT)

        with db.session.no_autoflush:
            version = SoftwareVersion(**g.json)
            version.software = software

            if version.rank is None:
                max_rank, = db.session.query(
                    func.max(SoftwareVersion.rank)).filter_by(
                        software=software).one()
                version.rank = max_rank + 100 if max_rank is not None else 100
                if version.rank % 100 != 0:
                    version.rank += 100 - (version.rank % 100)

            db.session.add(version)
            try:
                db.session.commit()
            except DatabaseError as e:
                logger.error("DatabaseError error on SoftwareVersion POST: %r",
                            e.args)
                return jsonify(error="Database error"), INTERNAL_SERVER_ERROR

            version_data = {
                "id": version.id,
                "version": version.version,
                "rank": version.rank
                }
            logger.info("created software version %s for software %s: %r",
                        version.id, software.software, version_data)

            return jsonify(version_data), CREATED



[docs]class SingleSoftwareVersionAPI(MethodView):
[docs]    def delete(self, software_rq, version_name):
        """
        A ``DELETE`` to this endpoint will delete the requested software version

        .. http:delete:: /api/v1/software/<str:softwarename>/versions/<str:version> HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/software/Autodesk%20Maya/versions/2013 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO_CONTENT

        :statuscode 204: the software version was deleted or didn't exist
        :statuscode 404: the software specified does not exist
        """
        if isinstance(software_rq, STRING_TYPES):
            software = Software.query.filter_by(software=software_rq).first()
        else:
            software = Software.query.filter_by(id=software_rq).first()

        if not software:
            return jsonify(error="Requested software not found"), NOT_FOUND

        if isinstance(version_name, STRING_TYPES):
            version = SoftwareVersion.query.filter(
                SoftwareVersion.software==software,
                SoftwareVersion.version==version_name).first()
        else:
            version = SoftwareVersion.query.filter_by(id=version_name).first()

        if not version:
            return jsonify(None), NO_CONTENT

        db.session.delete(version)
        db.session.commit()

        logger.info("deleted software version %s for software %s",
                    version.id, software.software)

        return jsonify(None), NO_CONTENT


[docs]    def get(self, software_rq, version_name):
        """
        A ``GET`` to this endpoint will return the specified version

        .. http:get:: /api/v1/software/<str:softwarename>/versions/<str:version> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/software/Autodesk%20Maya/versions/2014 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "version": "2013",
                    "id": 1,
                    "rank": 100
                }

        :statuscode 200: no error
        :statuscode 404: the requested software tag or version was not found
        """
        if isinstance(software_rq, STRING_TYPES):
            software = Software.query.filter_by(software=software_rq).first()
        else:
            software = Software.query.filter_by(id=software_rq).first()

        if not software:
            return jsonify(error="Requested software not found"), NOT_FOUND

        if isinstance(version_name, STRING_TYPES):
            version = SoftwareVersion.query.filter(
                SoftwareVersion.software==software,
                SoftwareVersion.version==version_name).first()
        else:
            version = SoftwareVersion.query.filter_by(id=version_name).first()

        if not version:
            return jsonify(error="Requested version not found"), NOT_FOUND

        out = {
            "id": version.id,
            "version": version.version,
            "rank": version.rank}
        return jsonify(out), OK







          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.3b2.
    

  

_modules/pyfarm/master/api/jobqueues.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          routing table |


        		pyfarm.master 0.8.5 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.master.api.jobqueues

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Job Queues
----------

This module defines an API for managing and querying job queues
"""
try:
    from httplib import OK, CREATED, CONFLICT, NOT_FOUND, NO_CONTENT, BAD_REQUEST
except ImportError:  # pragma: no cover
    from http.client import (
        OK, CREATED, CONFLICT, NOT_FOUND, NO_CONTENT, BAD_REQUEST)

from flask import g
from flask.views import MethodView

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import STRING_TYPES

from pyfarm.models.job import Job
from pyfarm.models.jobqueue import JobQueue
from pyfarm.master.application import db
from pyfarm.master.utility import jsonify, validate_with_model


logger = getLogger("api.jobqueues")


# Load model mappings once per process
JOBQUEUE_MODEL_MAPPINGS = JobQueue.types().mappings


[docs]def schema():
    """
    Returns the basic schema of :class:`.JobQueue`

    .. http:get:: /api/v1/jobqueues/schema HTTP/1.1

        **Request**

        .. sourcecode:: http

            GET /api/v1/jobqueues/schema HTTP/1.1
            Accept: application/json

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 OK
            Content-Type: application/json

            {
                "id": "INTEGER",
                "name": VARCHAR(255)",
                "minimum_agents": "INTEGER",
                "maximum_agents": "INTEGER",
                "priority": "INTEGER",
                "weight": "INTEGER",
                "parent_jobqueue_id": "INTEGER"
            }

    :statuscode 200: no error
    """
    return jsonify(JobQueue.to_schema()), OK



[docs]class JobQueueIndexAPI(MethodView):
    @validate_with_model(JobQueue)
[docs]    def post(self):
        """
        A ``POST`` to this endpoint will create a new job queue.

        .. http:post:: /api/v1/jobqueues/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/jobqueues/ HTTP/1.1
                Accept: application/json

                {
                    "name": "Test Queue"
                }


            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "weight": 10,
                    "jobs": [],
                    "minimum_agents": null,
                    "priority": 5,
                    "name": "Test Queue",
                    "maximum_agents": null,
                    "id": 1,
                    "parent": null,
                    "parent_jobqueue_id": null
                }

        :statuscode 201: a new job queue was created
        :statuscode 400: there was something wrong with the request (such as
                         invalid columns being included)
        :statuscode 409: a job queue with that name already exists
        """
        jobqueue = JobQueue.query.filter_by(name=g.json["name"]).first()
        if jobqueue:
            return (jsonify(error="Job queue %s already exists" %
                            g.json["name"]), CONFLICT)

        jobqueue = JobQueue(**g.json)
        db.session.add(jobqueue)
        db.session.flush()

        jobqueue.fullpath = jobqueue.path()
        db.session.add(jobqueue)
        db.session.commit()

        jobqueue_data = jobqueue.to_dict()
        logger.info("Created job queue %s: %r", jobqueue.name, jobqueue_data)

        return jsonify(jobqueue_data), CREATED


[docs]    def get(self):
        """
        A ``GET`` to this endpoint will return a list of known job queues.

        .. http:get:: /api/v1/jobqueues/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobqueues/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "priority": 5,
                        "weight": 10,
                        "parent_jobqueue_id": null,
                        "name": "Test Queue",
                        "minimum_agents": null,
                        "id": 1,
                        "maximum_agents": null
                    },
                    {
                        "priority": 5,
                        "weight": 10,
                        "parent_jobqueue_id": null,
                        "name": "Test Queue 2",
                        "minimum_agents": null,
                        "id": 2,
                        "maximum_agents": null
                    }
                ]

        :statuscode 200: no error
        """
        out = []
        for jobqueue in JobQueue.query:
            out.append(jobqueue.to_dict(unpack_relationships=False))

        return jsonify(out), OK




[docs]class SingleJobQueueAPI(MethodView):
[docs]    def get(self, queue_rq):
        """
        A ``GET`` to this endpoint will return the requested job queue

        .. http:get:: /api/v1/jobqueues/[<str:name>|<int:id>] HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/software/Test%20Queue HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "id": 1,
                    "parent": [],
                    "jobs": [],
                    "weight": 10,
                    "parent_jobqueue_id": null,
                    "priority": 5,
                    "minimum_agents": null,
                    "name": "Test Queue",
                    "maximum_agents": null
                }

        :statuscode 200: no error
        :statuscode 404: the requested job queue was not found
        """
        if isinstance(queue_rq, STRING_TYPES):
            jobqueue = JobQueue.query.filter_by(name=queue_rq).first()
        else:
            jobqueue = JobQueue.query.filter_by(id=queue_rq).first()

        if not jobqueue:
            return (jsonify(error="Requested job queue %r not found" % queue_rq),
                    NOT_FOUND)

        return jsonify(jobqueue.to_dict()), OK


[docs]    def post(self, queue_rq):
        """
        A ``POST`` to this endpoint will update the specified queue with the data
        in the request.  Columns not specified in the request will be left as
        they are.

        .. http:post:: /api/v1/jobqueues/[<str:name>|<int:id>] HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/jobs/Test%20Queue HTTP/1.1
                Accept: application/json

                {
                    "priority": 6
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 OK
                Content-Type: application/json

                {
                    "id": 1,
                    "parent": [],
                    "jobs": [],
                    "weight": 10,
                    "parent_jobqueue_id": null,
                    "priority": 6,
                    "minimum_agents": null,
                    "name": "Test Queue",
                    "maximum_agents": null
                }

        :statuscode 200: the job queue was updated
        :statuscode 400: there was something wrong with the request (such as
                         invalid columns being included)
        """
        if isinstance(queue_rq, STRING_TYPES):
            jobqueue = JobQueue.query.filter_by(name=queue_rq).first()
        else:
            jobqueue = JobQueue.query.filter_by(id=queue_rq).first()

        if not jobqueue:
            return (jsonify(error="Requested job queue %r not found" % queue_rq),
                    NOT_FOUND)

        # This would allow users to create circles in the job queue tree
        if "parent_jobqueue_id" in g.json:
            return (jsonify(error="The parent queue cannot be changed"),
                    BAD_REQUEST)

        for name in JOBQUEUE_MODEL_MAPPINGS:
            if name in g.json:
                expected_type = JOBQUEUE_MODEL_MAPPINGS[name]
                value = g.json.pop(name)
                if not isinstance(value, expected_type):
                    return (jsonify(error="Column `%s` is of type %r, but we "
                                    "expected %r" % (name,
                                                     type(value),
                                                     expected_type)),
                                    BAD_REQUEST)
                setattr(jobqueue, name, value)

        if g.json:
            return jsonify(error="Unkown columns: %s" % g.json), BAD_REQUEST

        # It is possible for a call to this to change a queue's name
        db.session.add(jobqueue)
        db.session.flush()
        jobqueue.fullpath = jobqueue.path()
        for childqueue in jobqueue.children:
            childqueue.fullpath = childqueue.path()
            db.session.add(childqueue)

        db.session.add(jobqueue)
        db.session.commit()

        jobqueue_data = jobqueue.to_dict()
        logger.info("Updated job queue %s: %r", jobqueue.name, jobqueue_data)

        return jsonify(jobqueue_data), OK


[docs]    def delete(self, queue_rq):
        """
        A ``DELETE`` to this endpoint will delete the specified job queue

        .. http:delete:: /api/v1/jobqueue/HTTP/[<str:name>|<int:id>] 1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/jobs/Test%20Queue HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO_CONTENT

        :statuscode 204: the job queue was deleted or didn't exist
        :statuscode 409: the job queue cannot be deleted because it still
                         contains jobs or child queues
        """
        if isinstance(queue_rq, STRING_TYPES):
            jobqueue = JobQueue.query.filter_by(name=queue_rq).first()
        else:
            jobqueue = JobQueue.query.filter_by(id=queue_rq).first()

        if not jobqueue:
            return jsonify(), NO_CONTENT

        num_sub_queues = JobQueue.query.filter_by(parent=jobqueue).count()
        if num_sub_queues > 0:
            return (jsonify(error="Cannot delete: job queue has child queues"),
                    CONFLICT)

        num_jobs = Job.query.filter_by(queue=jobqueue).count()
        if num_jobs > 0:
            return (jsonify(error="Cannot delete: job queue has jobs assigned"),
                    CONFLICT)

        db.session.delete(jobqueue)
        db.session.commit()
        logger.info("Deleted job queue %s", jobqueue.name)

        return jsonify(), NO_CONTENT
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  Source code for pyfarm.master.api.agents

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Agents
------

Contained within this module are an API handling functions which can
manage or query agents using JSON.
"""

import re
import uuid
from datetime import datetime
import json

try:
    from httplib import (
        NOT_FOUND, NO_CONTENT, OK, CREATED, BAD_REQUEST, CONFLICT,
        INTERNAL_SERVER_ERROR)
except ImportError:  # pragma: no cover
    from http.client import (
        NOT_FOUND, NO_CONTENT, OK, CREATED, BAD_REQUEST, CONFLICT,
        INTERNAL_SERVER_ERROR)


from flask import request, g
from flask.views import MethodView

from sqlalchemy import or_, not_

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import WorkState, AgentState
from pyfarm.core.config import read_env
from pyfarm.scheduler.tasks import (
    assign_tasks, update_agent, assign_tasks_to_agent, send_tasks_to_agent)
from pyfarm.models.agent import Agent, AgentMacAddress
from pyfarm.models.gpu import GPU
from pyfarm.models.task import Task
from pyfarm.models.software import Software, SoftwareVersion
from pyfarm.master.application import db
from pyfarm.master.utility import (
    jsonify, validate_with_model, get_ipaddr_argument, get_integer_argument,
    get_hostname_argument, get_port_argument, isuuid)

logger = getLogger("api.agents")

DEFAULT_AGENT_SOFTWARE = json.loads(
    read_env("PYFARM_DEFAULT_AGENT_SOFTWARE", "{}"))
MAC_RE = re.compile("^([0-9a-fA-F]{2}:){5}[0-9a-fA-F]{2}$")


[docs]def fail_missing_assignments(agent, current_assignments):
    known_task_ids = []
    for assignment in current_assignments.values():
        for task in assignment["tasks"]:
            known_task_ids.append(task["id"])
    tasks_query = Task.query.filter(Task.agent == agent,
                                    or_(Task.state == None,
                                        ~Task.state.in_(
                                            [WorkState.FAILED, WorkState.DONE])))
    if known_task_ids:
        tasks_query = tasks_query.filter(not_(Task.id.in_(known_task_ids)))

    failed_tasks = []
    unsent_tasks = False
    for task in tasks_query:
        if task.sent_to_agent:
            task.state = WorkState.FAILED
            db.session.add(task)
            failed_tasks.append(task)
            logger.warning("Task %s (frame %s from job %r (%s)) was not in the "
                           "current assignments of agent %r (id %s) when it "
                           "should be.  Marking it as failed.",
                           task.id, task.frame, task.job.title,
                           task.job_id, agent.hostname, agent.id)
        else:
            unsent_tasks = True

    if unsent_tasks:
        send_tasks_to_agent.delay(agent.id)

    return failed_tasks


[docs]def schema():
    """
    Returns the basic schema of :class:`.Agent`

    .. http:get:: /api/v1/agents/schema HTTP/1.1

        **Request**

        .. sourcecode:: http

            GET /api/v1/agents/schema HTTP/1.1
            Accept: application/json

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 OK
            Content-Type: application/json

            {
                "ram": "INTEGER",
                "free_ram": "INTEGER",
                "time_offset": "INTEGER",
                "use_address": "INTEGER",
                "hostname": "VARCHAR(255)",
                "cpus": "INTEGER",
                "port": "INTEGER",
                "state": "INTEGER",
                "ram_allocation": "FLOAT",
                "cpu_allocation": "FLOAT",
                "id": "UUIDType",
                "remote_ip": "IPv4Address"
            }

    :statuscode 200: no error
    """
    return jsonify(Agent.to_schema())



[docs]class AgentIndexAPI(MethodView):
    @validate_with_model(Agent, ignore=("current_assignments", "id"))
[docs]    def post(self):
        """
        A ``POST`` to this endpoint will either create or update an existing
        agent.  The ``port`` and ``id`` columns will determine if an
        agent already exists.

            * If an agent is found matching the ``port`` and ``id``
              columns from the request the existing model will be updated and
              the resulting data and the ``OK`` code will be returned.

            * If we don't find an agent matching the ``port`` and ``id``
              however a new agent will be created and the resulting data and the
              ``CREATED`` code will be returned.

        .. note::
            The ``remote_ip`` field is not required and should typically
            not be included in a request.  When not provided ``remote_ip``
            is be populated by the server based off of the ip of the
            incoming request.  Providing ``remote_ip`` in your request
            however will override this behavior.

        .. http:post:: /api/v1/agents/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/agents/ HTTP/1.1
                Accept: application/json

                {
                    "cpu_allocation": 1.0,
                    "cpus": 14,
                    "free_ram": 133,
                    "hostname": "agent1",
                    "id": "6a0c11df-660f-4c1e-9fb4-5fe2b8cd2437",
                    "remote_ip": "10.196.200.115",
                    "port": 64994,
                    "ram": 2157,
                    "ram_allocation": 0.8,
                    "state": 8
                 }

            **Response (agent created)**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "cpu_allocation": 1.0,
                    "cpus": 14,
                    "use_address": "remote",
                    "free_ram": 133,
                    "time_offset": 0,
                    "hostname": "agent1",
                    "id": "6a0c11df-660f-4c1e-9fb4-5fe2b8cd2437",
                    "port": 64994,
                    "ram": 2157,
                    "ram_allocation": 0.8,
                    "state": "online",
                    "remote_ip": "10.196.200.115"
                 }

            **Response (existing agent updated)**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "cpu_allocation": 1.0,
                    "cpus": 14,
                    "use_address": "remote",
                    "free_ram": 133,
                    "time_offset": 0,
                    "hostname": "agent1",
                    "id": "6a0c11df-660f-4c1e-9fb4-5fe2b8cd2437",
                    "port": 64994,
                    "ram": 2157,
                    "ram_allocation": 0.8,
                    "state": "online",
                    "remote_ip": "10.196.200.115"
                 }
 
        :statuscode 201:
            a new agent was created

        :statuscode 200:
            an existing agent is updated with data from the request

        :statuscode 400:
            there was something wrong with the request (such as
            invalid columns being included)
        """
        # Read in and convert the id field
        try:
            g.json["id"] = uuid.UUID(g.json["id"])
        except KeyError:
            return jsonify(error="`id` not provided"), BAD_REQUEST

        # Set remote_ip if it did not come in with the request
        g.json.setdefault("remote_ip", request.remote_addr)

        current_assignments = g.json.pop("current_assignments", None)
        mac_addresses = g.json.pop("mac_addresses", None)
        # TODO return BAD_REQUEST on bad mac addresses
        if mac_addresses is not None:
            mac_addresses = [x.lower() for x in mac_addresses if MAC_RE.match(x)]

        gpus = g.json.pop("gpus", None)

        agent = Agent.query.filter_by(
            port=g.json["port"], id=g.json["id"]).first()

        if agent is None:
            try:
                agent = Agent(**g.json)

            # There may be something wrong with one of the fields
            # that's causing our sqlalchemy model raise a ValueError.
            except ValueError as e:
                return jsonify(error=str(e)), BAD_REQUEST

            for item in DEFAULT_AGENT_SOFTWARE:
                software = Software.query.filter_by(
                    software=item["software"]).first()
                if not software:
                    return (jsonify(
                        error="Default agent software %r not found" %
                            item["software"]),
                        INTERNAL_SERVER_ERROR)
                version = SoftwareVersion.query.filter_by(
                    software=software, version=item["version"]).first()
                if not version:
                    return (jsonify(
                        error="Default agent software %r version %s not found" %
                            (item["software"], item["version"])),
                        INTERNAL_SERVER_ERROR)
                agent.software_versions.append(version)

            if mac_addresses is not None:
                for address in mac_addresses:
                    mac_address = AgentMacAddress(agent=agent,
                                                  mac_address=address)
                    db.session.add(mac_address)

            if gpus is not None:
                for gpu_name in gpus:
                    gpu = GPU.query.filter_by(
                        fullname=gpu_name).first()
                    if not gpu:
                        gpu = GPU(fullname=gpu_name)
                        db.session.add(gpu)
                    agent.gpus.append(gpu)

            db.session.add(agent)

            try:
                db.session.commit()

            except Exception as e:
                e = e.args[0].lower()
                error = "Unhandled error: %s.  This is often an issue " \
                        "with the agent's data for `ip`, `hostname` and/or " \
                        "`port` not being unique enough.  In other cases " \
                        "this can sometimes happen if the underlying " \
                        "database driver is either non-compliant with " \
                        "expectations or we've encountered a database error " \
                        "that we don't know how to handle yet.  If the " \
                        "latter is the case, please report this as a bug." % e

                return jsonify(error=error), INTERNAL_SERVER_ERROR

            else:
                agent_data = agent.to_dict(unpack_relationships=False)
                logger.info("Created agent %r: %r", agent.id, agent_data)
                assign_tasks.delay()
                return jsonify(agent_data), CREATED

        else:
            updated = False

            for key in g.json.copy():
                value = g.json.pop(key)

                if not hasattr(agent, key):
                    return jsonify(
                        error="Agent has no such column `%s`" % key), \
                           BAD_REQUEST

                if getattr(agent, key) != value:
                    try:
                        setattr(agent, key, value)

                    except Exception as e:
                        return jsonify(
                            error="Error while setting `%s`: %s" % (key, e)), \
                               BAD_REQUEST
                    else:
                        updated = True

            if mac_addresses is not None:
                updated = True
                for existing_address in agent.mac_addresses:
                    if existing_address.mac_address.lower() not in mac_addresses:
                        logger.debug("Existing address %s is not in supplied "
                                     "mac addresses, for agent %s, removing it.",
                                     existing_address.mac_address,
                                     agent.hostname)
                        agent.mac_addresses.remove(existing_address)
                    else:
                        mac_addresses.remove(
                            existing_address.mac_address.lower())

                for new_address in mac_addresses:
                    mac_address = AgentMacAddress(
                        agent=agent, mac_address=new_address)
                    db.session.add(mac_address)

            if gpus is not None:
                updated = True
                for existing_gpu in agent.gpus:
                    if existing_gpu.fullname not in gpus:
                        logger.debug("Existing gpu %s is not in supplied "
                                     "gpus, for agent %s, removing it.",
                                     existing_address.mac_address,
                                     agent.hostname)
                        agent.gpus.remove(existing_gpu)
                    else:
                        gpus.remove(existing_gpu.fullname)

                for gpu_name in gpus:
                    gpu = GPU.query.filter_by(fullname=gpu_name).first()
                    if not gpu:
                        gpu = GPU(fullname=gpu_name)
                        db.session.add(gpu)
                    agent.gpus.append(gpu)

            # TODO Only do that if this is really the agent speaking to us.
            failed_tasks = []
            if (current_assignments is not None and
                agent.state != AgentState.OFFLINE):
                    fail_missing_assignments(agent, current_assignments)

            if updated or failed_tasks:
                agent.last_heard_from = datetime.utcnow()
                db.session.add(agent)

                try:
                    db.session.commit()

                except Exception as e:
                    return jsonify(error="Unhandled error: %s" % e), \
                           INTERNAL_SERVER_ERROR

                else:
                    agent_data = agent.to_dict(unpack_relationships=False)
                    logger.info("Updated agent %r: %r", agent.id, agent_data)
                    for task in failed_tasks:
                        task.job.update_state()
                    db.session.commit()
                    assign_tasks.delay()
                    return jsonify(agent_data), OK


[docs]    def get(self):
        """
        A ``GET`` to this endpoint will return a list of known agents, with id
        and name.

        .. http:get:: /api/v1/agents/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/agents/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "hostname": "agent1",
                        "id": "dd0c6da2-0c91-42cf-a82f-6d503aae43d3"
                    },
                    {
                        "hostname": "agent2",
                        "id": "8326779e-90b5-447c-8da8-1eaa154771d9"
                    },
                    {
                        "hostname": "agent3.local",
                        "id": "14b28230-64a1-4b62-803e-5fd1baa209e4"
                    }
                ]

            **Request (with filters)**

            .. sourcecode:: http

                GET /api/v1/agents/?min_ram=4096&min_cpus=4 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json
                [
                  {
                    "hostname": "foobar",
                    "port": 50000,
                    "remote_ip": "127.0.0.1",
                    "id": "e20bae92-6472-442e-98a8-0ea4c9ee41cd"
                  }
                ]

        :qparam min_ram:
            If set, list only agents with ``min_ram`` ram or more

        :qparam max_ram:
            If set, list only agents with ``max_ram`` ram or less

        :qparam min_cpus:
            If set, list only agents with ``min_cpus`` cpus or more

        :qparam max_cpus:
            If set, list only agents with ``max_cpus`` cpus or less

        :qparam hostname:
            If set, list only agents matching ``hostname``

        :qparam remote_ip:
            If set, list only agents matching ``remote_ip``

        :qparam port:
            If set, list only agents matching ``port``.

        :statuscode 200:
            no error, host may or may not have been found
        """
        query = db.session.query(
            Agent.id, Agent.hostname, Agent.port, Agent.remote_ip)

        # parse url arguments
        min_ram = get_integer_argument("min_ram")
        max_ram = get_integer_argument("max_ram")
        min_cpus = get_integer_argument("min_cpus")
        max_cpus = get_integer_argument("max_cpus")
        hostname = get_hostname_argument("hostname")
        remote_ip = get_ipaddr_argument("remote_ip")
        port = get_port_argument("port")

        # construct query
        if min_ram is not None:
            query = query.filter(Agent.ram >= min_ram)

        if max_ram is not None:
            query = query.filter(Agent.ram <= max_ram)

        if min_cpus is not None:
            query = query.filter(Agent.cpus >= min_cpus)

        if max_cpus is not None:
            query = query.filter(Agent.cpus <= max_cpus)

        if hostname is not None:
            query = query.filter(Agent.hostname == hostname)

        if remote_ip is not None:
            query = query.filter(Agent.remote_ip == remote_ip)

        if port is not None:
            query = query.filter(Agent.port == port)

        # run query and convert the results
        output = []
        for host in query:
            host = dict(zip(host.keys(), host))

            # convert the IPAddress object, if set
            if host["remote_ip"] is not None:
                host["remote_ip"] = str(host["remote_ip"])

            output.append(host)

        return jsonify(output), OK




[docs]class SingleAgentAPI(MethodView):
    """
    API view which is used for retrieving information about and updating
    single agents.
    """
[docs]    def get(self, agent_id):
        """
        Return basic information about a single agent

        .. http:get:: /api/v1/agents/(str:agent_id) HTTP/1.1

            **Request (agent exists)**

            .. sourcecode:: http

                GET /api/v1/agents/4eefca76-1127-4c17-a3df-c1a7de685541 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "cpu_allocation": 1.0,
                    "cpus": 14,
                    "use_address": 311,
                    "free_ram": 133,
                    "time_offset": 0,
                    "hostname": "agent1",
                    "id": "322360ad-976f-4103-9acc-a811d43fd24d",
                    "ip": "10.196.200.115",
                    "port": 64994,
                    "ram": 2157,
                    "ram_allocation": 0.8,
                    "state": 202,
                    "remote_ip": "10.196.200.115"
                 }

            **Request (no such agent)**

            .. sourcecode:: http

                GET /api/v1/agents/4eefca76-1127-4c17-a3df-c1a7de685541 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 404 NOT FOUND
                Content-Type: application/json

                {"error": "Agent `4eefca76-1127-4c17-a3df-c1a7de685541` not "
                          "found"}

        :statuscode 200: no error
        :statuscode 400: something within the request is invalid
        :statuscode 404: no agent could be found using the given id
        """
        agent = Agent.query.filter_by(id=agent_id).first()
        if agent is not None:
            return jsonify(agent.to_dict(unpack_relationships=False))
        else:
            return jsonify(error="Agent %s not found" % agent_id), NOT_FOUND


    @validate_with_model(
        Agent,
        type_checks={"id": isuuid},
        ignore=("current_assignments", ),
        ignore_missing=(
            "ram", "cpus", "port", "free_ram", "hostname"))
[docs]    def post(self, agent_id):
        """
        Update an agent's columns with new information by merging the provided
        data with the agent's current definition in the database.

        .. http:post:: /api/v1/agents/(str:agent_id) HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/agents/29d466a5-34f8-408a-b613-e6c2715077a0 HTTP/1.1
                Accept: application/json

                {"ram": 1234}


            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "cpu_allocation": 1.0,
                    "cpus": 14,
                    "use_address": 311,
                    "free_ram": 133,
                    "time_offset": 0,
                    "hostname": "agent1",
                    "id": "29d466a5-34f8-408a-b613-e6c2715077a0",
                    "ip": "10.196.200.115",
                    "port": 64994,
                    "ram": 1234,
                    "ram_allocation": 0.8,
                    "state": "running",
                    "remote_ip": "10.196.200.115"
                }

        :statuscode 200:
            no error

        :statuscode 400:
            something within the request is invalid

        :statuscode 404:
            no agent could be found using the given id
        """
        agent = Agent.query.filter_by(id=agent_id).first()
        if agent is None:
            return jsonify(error="Agent %s not found" % agent_id), NOT_FOUND

        if "remote_ip" not in g.json:
            g.json["remote_ip"] = request.remote_addr

        current_assignments = g.json.pop("current_assignments", None)
        mac_addresses = g.json.pop("mac_addresses", None)

        # TODO return BAD_REQUEST on bad mac addresses
        if mac_addresses is not None:
            mac_addresses = [x.lower() for x in mac_addresses if MAC_RE.match(x)]

        gpus = g.json.pop("gpus", None)

        try:
            items = g.json.iteritems
        except AttributeError:
            items = g.json.items

        modified = {}
        for key, value in items():
            if value != getattr(agent, key):
                try:
                    setattr(agent, key, value)

                # There may be something wrong with one of the fields
                # that's causing our sqlalchemy model to raise a ValueError.
                except ValueError as e:
                    return jsonify(error=str(e)), BAD_REQUEST

                modified[key] = value

        agent.last_heard_from = datetime.utcnow()

        if "upgrade_to" in modified:
            update_agent.delay(agent.id)

        if mac_addresses is not None:
            modified["mac_addresses"] = mac_addresses
            for existing_address in agent.mac_addresses:
                if existing_address.mac_address.lower() not in mac_addresses:
                    logger.debug("Existing address %s is not in supplied "
                                 "mac addresses, for agent %s, removing it.",
                                 existing_address.mac_address,
                                 agent.hostname)
                    agent.mac_addresses.remove(existing_address)
                else:
                    mac_addresses.remove(
                        existing_address.mac_address.lower())

            for new_address in mac_addresses:
                mac_address = AgentMacAddress(
                    agent=agent, mac_address=new_address)
                db.session.add(mac_address)

        if gpus is not None:
            modified["gpus"] = gpus
            for existing_gpu in agent.gpus:
                if existing_gpu.fullname not in gpus:
                    logger.debug("Existing gpu %s is not in supplied "
                                    "gpus, for agent %s, removing it.",
                                    existing_address.mac_address,
                                    agent.hostname)
                    agent.gpus.remove(existing_gpu)
                else:
                    gpus.remove(existing_gpu.fullname)

            for gpu_name in gpus:
                gpu = GPU.query.filter_by(fullname=gpu_name).first()
                if not gpu:
                    gpu = GPU(fullname=gpu_name)
                    db.session.add(gpu)
                agent.gpus.append(gpu)

        # TODO Only do that if this is really the agent speaking to us.
        failed_tasks = []
        if (current_assignments is not None and
            agent.state != AgentState.OFFLINE):
            failed_tasks = fail_missing_assignments(agent, current_assignments)

        logger.debug(
            "Updated agent %r: %r", agent.id, modified)
        db.session.add(agent)
        db.session.commit()

        for task in failed_tasks:
            task.job.update_state()
        db.session.commit()

        assign_tasks_to_agent.delay(agent_id)

        return jsonify(agent.to_dict(unpack_relationships=False)), OK


[docs]    def delete(self, agent_id):
        """
        Delete a single agent

        .. http:delete:: /api/v1/agents/(uuid:agent_id) HTTP/1.1

            **Request (agent exists)**

            .. sourcecode:: http

                DELETE /api/v1/agents/b25ee7eb-9586-439a-b131-f5d022e0d403 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO CONTENT
                Content-Type: application/json

        :statuscode 204: the agent was deleted or did not exist
        """
        agent = Agent.query.filter_by(id=agent_id).first()
        if agent is None:
            return jsonify(None), NO_CONTENT
        else:
            db.session.delete(agent)
            db.session.commit()
            assign_tasks.delay()
            return jsonify(None), NO_CONTENT




[docs]class TasksInAgentAPI(MethodView):
[docs]    def get(self, agent_id):
        """
        A ``GET`` to this endpoint will return a list of all tasks assigned to
        this agent.

        .. http:get:: /api/v1/agents/<str:agent_id>/tasks/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/agents/bbf55143-f2b1-4c15-9d41-139bd8057931/tasks/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "state": "assign",
                        "priority": 0,
                        "job": {
                            "jobtype": "TestJobType",
                            "id": 1,
                            "title": "Test Job",
                            "jobtype_version": 1,
                            "jobtype_id": 1
                        },
                        "hidden": false,
                        "time_started": null,
                        "project_id": null,
                        "frame": 2.0
                        "agent_id": "bbf55143-f2b1-4c15-9d41-139bd8057931",
                        "id": 2,
                        "attempts": 2,
                        "project": null,
                        "time_finished": null,
                        "time_submitted": "2014-03-06T15:40:58.338904",
                        "job_id": 1
                    }
                ]

        :statuscode 200: no error
        :statuscode 404: agent not found
        """
        agent = Agent.query.filter_by(id=agent_id).first()
        if agent is None:
            return jsonify(error="Agent %r not found" % agent_id), NOT_FOUND

        out = []
        for task in agent.tasks:
            task_dict = task.to_dict(unpack_relationships=False)
            task_dict["job"] = {
                "id": task.job.id,
                "title": task.job.title,
                "jobtype": task.job.jobtype_version.jobtype.name,
                "jobtype_id": task.job.jobtype_version.jobtype_id,
                "jobtype_version": task.job.jobtype_version.version
            }
            out.append(task_dict)
        return jsonify(out), OK


[docs]    def post(self, agent_id):
        """
        A ``POST`` to this endpoint will assign am existing task to the agent.

        .. http:post:: /api/v1/agents/<str:agent_id>/tasks/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/agents/238d7334-8ca5-4469-9f54-e76c66614a43/tasks/ HTTP/1.1
                Accept: application/json

                {
                    "id": 2
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "agent_id": 1,
                    "parents": [],
                    "attempts": 2,
                    "children": [],
                    "job": {
                        "title": "Test Job",
                        "id": 1
                    },
                    "project_id": null,
                    "agent": {
                        "ip": null,
                        "hostname": "agent1",
                        "port": 50000,
                        "id": "238d7334-8ca5-4469-9f54-e76c66614a43"
                    },
                    "hidden": false,
                    "job_id": 1,
                    "time_submitted": "2014-03-06T15:40:58.338904",
                    "frame": 2.0,
                    "priority": 0,
                    "state": "assign",
                    "time_finished": null,
                    "id": 2,
                    "project": null,
                    "time_started": null
                }

        :statuscode 200:
            no error

        :statuscode 404:
            agent not found
        """
        if "id" not in g.json:
            return jsonify(error="No id given for task"), BAD_REQUEST

        if len(g.json) > 1:
            return jsonify(error="Unknown keys in request"), BAD_REQUEST

        agent = Agent.query.filter_by(id=agent_id).first()
        if agent is None:
            return jsonify(error="Agent %r not found" % agent_id), NOT_FOUND

        task = Task.query.filter_by(id=g.json["id"]).first()
        if not task:
            return jsonify(error="Task not found"), NOT_FOUND

        task.agent = agent
        db.session.add(task)
        db.session.commit()
        logger.info("Assigned task %s (frame %s, job %s) to agent %s (%s)",
                    task.id, task.frame, task.job.title,
                    agent.id, agent.hostname)
        assign_tasks.delay()

        return jsonify(task.to_dict()), OK
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  Source code for pyfarm.master.api.tags

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Tag
===

Contained within this module are an API handling functions which can
manage or query tags using JSON.
"""

from uuid import UUID

try:
    from httplib import NOT_FOUND, NO_CONTENT, OK, CREATED, BAD_REQUEST
except ImportError:  # pragma: no cover
    from http.client import NOT_FOUND, NO_CONTENT, OK, CREATED, BAD_REQUEST

from flask import url_for, g
from flask.views import MethodView

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import STRING_TYPES
from pyfarm.models.agent import Agent
from pyfarm.models.job import Job
from pyfarm.models.tag import Tag
from pyfarm.master.application import db
from pyfarm.master.utility import jsonify, validate_with_model

logger = getLogger("api.tags")


[docs]def schema():
    """
    Returns the basic schema of :class:`.Tag`

    .. http:get:: /api/v1/tags/schema/ HTTP/1.1

        **Request**

        .. sourcecode:: http

            GET /api/v1/tags/schema/ HTTP/1.1
            Accept: application/json

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 OK
            Content-Type: application/json

            {
                "id": "INTEGER",
                "tag": "VARCHAR(64)"
            }

    :statuscode 200: no error
    """
    return jsonify(Tag.to_schema())



[docs]class TagIndexAPI(MethodView):
    @validate_with_model(Tag)
[docs]    def post(self):
        """
        A ``POST`` to this endpoint will do one of two things:

            * create a new tag and return the row
            * return the row for an existing tag

        Tags only have one column, the tag name. Two tags are automatically
        considered equal if the tag names are equal.

        .. http:post:: /api/v1/tags/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/tags/ HTTP/1.1
                Accept: application/json

                {
                    "tag": "interesting"
                }

            **Response (new tag create)**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 1,
                    "tag": "interesting"
                }

            **Request**

            .. sourcecode:: http

                POST /api/v1/tags/ HTTP/1.1
                Accept: application/json

                {
                    "tag": "interesting"
                }

            **Response (existing tag returned)**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "id": 1,
                    "tag": "interesting"
                }

        :statuscode 200: an existing tag was found and returned
        :statuscode 201: a new tag was created
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        """
        existing_tag = Tag.query.filter_by(tag=g.json["tag"]).first()

        if existing_tag:
            # No update needed, because Tag only has that one column
            return jsonify(existing_tag.to_dict()), OK

        else:
            new_tag = Tag(**g.json)
            db.session.add(new_tag)
            db.session.commit()
            tag_data = new_tag.to_dict(unpack_relationships=("agents", "jobs"))
            logger.info("created tag %s: %r", new_tag.id, tag_data)
            return jsonify(tag_data), CREATED


[docs]    def get(self):
        """
        A ``GET`` to this endpoint will return a list of known tags, with id.
        Associated agents and jobs are included for every tag

        :rtype : object
        .. http:get:: /api/v1/tags/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/tags/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "agents": [
                            1
                        ],
                        "jobs": [],
                        "id": 1,
                        "tag": "interesting"
                    },
                    {
                        "agents": [],
                        "jobs": [],
                        "id": 2,
                        "tag": "boring"
                    }
                ]

        :statuscode 200: no error
        """
        out = []

        for tag in Tag.query.all():
            out.append(tag.to_dict(unpack_relationships=("agents", "jobs")))

        return jsonify(out), OK




[docs]class SingleTagAPI(MethodView):
[docs]    def get(self, tagname=None):
        """
        A ``GET`` to this endpoint will return the referenced tag, either by
        name or id, including a list of agents and jobs associated with it.

        .. http:get:: /api/v1/tags/<str:tagname> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/tags/interesting HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "agents": [{
                        "hostname": "agent3",
                        "href": "/api/v1/agents/94522b7e-817b-4358-95da-670b31aad624",
                        "id": 1
                    }],
                    "id": 1,
                    "jobs": [],
                    "tag": "interesting"
                }

        :statuscode 200: no error
        :statuscode 404: tag not found
        """
        if isinstance(tagname, STRING_TYPES):
            tag = Tag.query.filter_by(tag=tagname).first()
        else:
            tag = Tag.query.filter_by(id=tagname).first()

        if tag is None:
            return jsonify(error="tag `%s` not found" % tagname), NOT_FOUND

        tag_dict = tag.to_dict(unpack_relationships=("agents", "jobs"))

        return jsonify(tag_dict), OK


    @validate_with_model(Tag, ignore=("tag", ), disallow=("id", ))
[docs]    def put(self, tagname=None):
        """
        A ``PUT`` to this endpoint will create a new tag under the given URI.
        If a tag already exists under that URI, it will be deleted, then
        recreated.
        Note that when overwriting a tag like that, all relations that are not
        explicitly specified here will be deleted
        You can optionally specify a list of agents or jobs relations as
        integers in the request data.

        You should only call this by id for overwriting an existing tag or if you
        have a reserved tag id. There is currently no way to reserve a tag id.

        .. http:put:: /api/v1/tags/<str:tagname> HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/tags/interesting HTTP/1.1
                Accept: application/json

                {
                    "tag": "interesting"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 1,
                    "tag": "interesting"
                }

            **Request**

            .. sourcecode:: http

                PUT /api/v1/tags/interesting HTTP/1.1
                Accept: application/json

                {
                    "tag": "interesting",
                    "agents": [1]
                    "jobs": []
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 1,
                    "tag": "interesting"
                }

        :statuscode 201: a new tag was created
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        :statuscode 404: a referenced agent or job does not exist
        """
        if isinstance(tagname, int):
            tag = Tag.query.filter_by(id=tagname).first()

            if "tag" in g.json and g.json["tag"] != tag.tag:
                error = "tag name retrieved for %s does not match tag " \
                        "name in request" % tagname
                return jsonify(error=error), BAD_REQUEST

            g.json.setdefault("tag", tag.tag)

        elif isinstance(tagname, STRING_TYPES):
            g.json.setdefault("tag", tagname)

            if g.json["tag"] != tagname:
                return jsonify(error="`tag` in data must be equal to the "
                                     "tag in the requested url"), BAD_REQUEST
            tag = Tag.query.filter_by(tag=g.json["tag"]).first()

        # If tag exists, delete it before recreating it
        if tag:
            logger.debug(
                "tag %s will be replaced with %r on commit", tag.tag, g.json)
            db.session.delete(tag)
            db.session.flush()

        agents = []
        if "agents" in g.json:
            agent_ids = g.json.pop("agents", [])

            if not isinstance(agent_ids, list):
                return jsonify(error="agents must be a list"), BAD_REQUEST

            try:
                agent_ids = list(map(UUID, agent_ids))
            except (ValueError, AttributeError):
                return jsonify(error="All agent ids must be UUIDs"), BAD_REQUEST

            # find all models matching the request id(s)
            agents = Agent.query.filter(Agent.id.in_(agent_ids)).all()

            # make sure all those ids were actually found
            missing_agents = set(agent_ids) - set(agent.id for agent in agents)
            if missing_agents:
                return jsonify(
                    error="agent(s) not found: %s" % missing_agents), NOT_FOUND

        jobs = []
        if "jobs" in g.json:
            job_ids = g.json.pop("jobs", [])

            if not isinstance(job_ids, list):
                return jsonify(error="jobs must be a list"), BAD_REQUEST

            # make sure all ids provided are ints
            if not all(isinstance(job_id, int) for job_id in job_ids):
                return jsonify(
                    error="all job ids must be integers"), BAD_REQUEST

            # find all models matching the request id(s)
            jobs = Job.query.filter(Agent.id.in_(job_ids)).all()

            # make sure all those ids were actually found
            missing_jobs = set(job_ids) - set(job.id for job in jobs)
            if missing_jobs:
                return jsonify(
                    error="job(s) not found: %s" % missing_jobs), NOT_FOUND

        new_tag = Tag(**g.json)
        if isinstance(tagname, int):
            new_tag.id = tagname
        new_tag.agents = agents
        new_tag.jobs = jobs

        logger.info("creating tag %s: %r", new_tag.tag, new_tag.to_dict())
        db.session.add(new_tag)
        db.session.commit()

        return (jsonify(new_tag.to_dict(unpack_relationships=("agents", "jobs"))),
                CREATED)


[docs]    def delete(self, tagname=None):
        """
        A ``DELETE`` to this endpoint will delete the tag under this URI,
        including all relations to tags or jobs.

        .. http:delete:: /api/v1/tags/<str:tagname> HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/tags/interesting HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 1,
                    "tag": "interesting"
                }

        :statuscode 204: the tag was deleted or did not exist in the first place
        """
        if isinstance(tagname, STRING_TYPES):
            tag = Tag.query.filter_by(tag=tagname).first()
        else:
            tag = Tag.query.filter_by(id=tagname).first()

        if tag is None:
            return jsonify(None), NO_CONTENT

        db.session.delete(tag)
        db.session.commit()

        logger.info("deleted tag %s", tag.tag)

        return jsonify(None), NO_CONTENT




[docs]class AgentsInTagIndexAPI(MethodView):
[docs]    def post(self, tagname=None):
        """
        A ``POST`` will add an agent to the list of agents tagged with this tag
        The tag can be given as a string or as an integer (its id).

        .. http:post:: /api/v1/tags/<str:tagname>/agents/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/tags/interesting/agents/ HTTP/1.1
                Accept: application/json

                {
                    "agent_id": "dd0c6da2-0c91-42cf-a82f-6d503aae43d3"
                }

            **Response (agent newly tagged)**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "href": "/api/v1/agents/1",
                    "id": 1
                }

            **Request**

            .. sourcecode:: http

                POST /api/v1/tags/interesting/agents/ HTTP/1.1
                Accept: application/json

                {
                    "agent_id": "dd0c6da2-0c91-42cf-a82f-6d503aae43d3"
                }

            **Response (agent already had that tag)**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "href": "/api/v1/agents/1",
                    "id": 1
                }

        :statuscode 200: an existing tag was found and returned
        :statuscode 201: a new tag was created
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        :statuscode 404: either the tag or the referenced agent does not exist
        """
        if isinstance(tagname, STRING_TYPES):
            tag = Tag.query.filter_by(tag=tagname).first()
        else:
            tag = Tag.query.filter_by(id=tagname).first()

        if tag is None:
            return jsonify(error="tag %s not found" % tagname), NOT_FOUND

        if not isinstance(g.json, dict):
            return jsonify(error="expected a json dictionary"), BAD_REQUEST

        request_fields = set(g.json)
        extra_fields = request_fields - set(["agent_id"])

        if extra_fields:
            return jsonify(error="unsupported fields for "
                                 "this request: %s" % extra_fields), BAD_REQUEST

        if "agent_id" not in request_fields:
            return jsonify(error="field `agent_id` is missing"), BAD_REQUEST

        if not isinstance(g.json["agent_id"], STRING_TYPES):
            return jsonify(
                error="Expected a string for `agent_id`"), BAD_REQUEST

        agent = Agent.query.filter_by(id=g.json["agent_id"]).first()
        if agent is None:
            return jsonify(
                error="agent %s does not exist" % g.json["agent_id"]), NOT_FOUND

        if agent not in tag.agents:
            tag.agents.append(agent)
            db.session.commit()
            logger.debug(
                "added agent %s (%s) to tag %s",
                agent.id, agent.hostname, tag.tag)
            return jsonify(
                id=agent.id,
                href=url_for(".single_agent_api", agent_id=agent.id)), CREATED
        else:
            return jsonify(
                id=agent.id,
                href=url_for(".single_agent_api", agent_id=agent.id)), OK


[docs]    def get(self, tagname=None):
        """
        A ``GET`` to this endpoint will list all agents associated with this
        tag.

        .. http:get:: /api/v1/tags/<str:tagname>/agents/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/tags/interesting/agents/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                [
                    {
                        "hostname": "agent3",
                        "id": 1,
                        "href": "/api/v1/agents/1
                    }
                ]

        :statuscode 200: the list of agents associated with this tag is returned
        :statuscode 404: the tag specified does not exist
        """
        if isinstance(tagname, STRING_TYPES):
            tag = Tag.query.filter_by(tag=tagname).first()
        else:
            tag = Tag.query.filter_by(id=tagname).first()

        if tag is None:
            return jsonify(error="tag %s not found" % tagname), NOT_FOUND

        out = []
        for agent in tag.agents:
            out.append({
                "id": agent.id,
                "hostname": agent.hostname,
                "href": url_for(".single_agent_api", agent_id=agent.id)})

        return jsonify(out), OK
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  Source code for pyfarm.master.index

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Index
=====

Contains the endpoints for master"s index ("/")
"""

import os

from flask import Response, abort, render_template

from pyfarm.master.application import app


[docs]def favicon():
    """
    Sends out the favicon from the static directory

    .. warning::
        On deployment, /favicon.ico should really be handled by
        the frontend server and **not** the application.
    """
    path = os.path.join(app.static_folder, "favicon.ico")

    try:
        with open(path, "rb") as stream:
            # construct a response and ask the client not
            # to ask again about this file for a while
            return Response(
                response=stream.read(),
                headers={"Cache-Control": "max-age=2628000"})
    except OSError:
        abort(404)

    except IOError:
        abort(500)



[docs]def index_page():
    return render_template("pyfarm/index.html")






          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.3b2.
    

  

_modules/pyfarm/master/application.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          routing table |


        		pyfarm.master 0.8.5 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.master.application

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Application
===========

Contains the functions necessary to construct the application layer classes
necessary to run the master.
"""

import os
from datetime import timedelta
from multiprocessing.util import register_after_fork
from uuid import UUID

try:
    from httplib import BAD_REQUEST, UNSUPPORTED_MEDIA_TYPE
except ImportError:
    from http.client import BAD_REQUEST, UNSUPPORTED_MEDIA_TYPE

from flask import Flask, Blueprint, request, g, abort
from flask.ext.login import LoginManager
from flask.ext.sqlalchemy import SQLAlchemy
from itsdangerous import URLSafeTimedSerializer
from sqlalchemy.engine import Engine
from sqlalchemy import event
from werkzeug.exceptions import BadRequest
from werkzeug.routing import BaseConverter, ValidationError

from pyfarm.core.enums import NOTSET, STRING_TYPES, PY3
from pyfarm.core.config import Configuration, read_env, read_env_bool
from pyfarm.core.logger import getLogger

POST_METHODS = set(("POST", "PUT"))
IGNORED_MIMETYPES = set((
    "application/x-www-form-urlencoded", "multipart/form-data",
    "application/zip", "text/csv"))

config = Configuration("pyfarm.master")
config.load(environment=os.environ)

logger = getLogger("app")


[docs]class UUIDConverter(BaseConverter):
    """
    A URL converter for UUIDs.  This class is loaded as part of
    the Flask application setup and may be used in url routing:

    .. code-block:: python

        @app.route('/foo/<uuid:value>')
        def foobar(value):
            pass

    When a request such as ``GET /foo/F9A63B47-66BF-4E2B-A545-879986BB7CA9``
    is made :class:`UUIDConverter` will receive ``value`` to :meth:`to_python`
    which will then convert the string to an instance of :class:`UUID`.
    """
[docs]    def to_python(self, value):
        if isinstance(value, UUID):
            return value
        try:
            return UUID(value)
        except Exception as e:
            logger.error("Failed to convert %r to a UUID", e)
            raise ValidationError


[docs]    def to_url(self, value):  # pylint: disable=super-on-old-class
        if PY3 and isinstance(value, bytes):
            try:
                value = UUID(bytes=value)
            except (AttributeError, ValueError):
                value = None

        if isinstance(value, STRING_TYPES):
            try:
                value = UUID(value)
            except Exception:
                try:
                    value = UUID(bytes=value)
                except (AttributeError, ValueError):
                    value = None

        if not isinstance(value, UUID):
            raise ValidationError

        return super(UUIDConverter, self).to_url(value)




[docs]def get_application(**configuration_keywords):
    """
    Returns a new application context.  If keys and values are provided
    to ``config_values`` they will be used to override the default
    configuration values or create new ones

    >>> app = get_application(TESTING=True)
    >>> assert app.testing is True

    :keyword bool setup_appcontext:
        If ``True`` then setup the ``flask.g`` variable to include the
        application level information (ex. ``g.db``)
    """
    # build the configuration
    if read_env("PYFARM_CONFIG", "debug") == "debug":
        secret_key = read_env(
            "PYFARM_SECRET_KEY", "NG4pWsOCw57DnRfDncO3wqYpPnvDvMO",
            log_result=False)

        app_config = {
            "DEBUG": True,
            "SECRET_KEY": secret_key,
            "LOGIN_DISABLED":
                read_env("PYFARM_LOGIN_DISABLED", False, eval_literal=True),
            "PYFARM_JSON_PRETTY":
                read_env("PYFARM_JSON_PRETTY", True, eval_literal=True),
            "SQLALCHEMY_ECHO":
                read_env("PYFARM_SQL_ECHO", False, eval_literal=True),
            "SQLALCHEMY_DATABASE_URI":
                read_env("PYFARM_DATABASE_URI", "sqlite:///pyfarm.sqlite",
                         log_result=False),
            "CSRF_SESSION_KEY":
                read_env("PYFARM_CSRF_SESSION_KEY", secret_key,
                         log_result=False),
            "CACHE_TYPE":
                read_env("PYFARM_CACHE_TYPE", "simple"),
            "REMEMBER_COOKIE_DURATION": timedelta(hours=1)}

    else:
        secret_key = read_env("PYFARM_SECRET_KEY", log_result=False)
        app_config = {
            "DEBUG": False,
            "SECRET_KEY": secret_key,
            "LOGIN_DISABLED":
                read_env("PYFARM_LOGIN_DISABLED", False, eval_literal=True),
            "PYFARM_JSON_PRETTY":
                read_env("PYFARM_JSON_PRETTY", False, eval_literal=True),
            "SQLALCHEMY_ECHO":
                read_env("PYFARM_SQL_ECHO", False, eval_literal=True),
            "SQLALCHEMY_DATABASE_URI":
                read_env("PYFARM_DATABASE_URI", "sqlite:///pyfarm.sqlite",
                         log_result=False),
            "CSRF_SESSION_KEY":
                read_env("PYFARM_CSRF_SESSION_KEY", secret_key,
                         log_result=False),
            "CACHE_TYPE":
                read_env("PYFARM_CACHE_TYPE", "simple"),
            "REMEMBER_COOKIE_DURATION": timedelta(hours=12)}

    app_config.setdefault(
        "JSONIFY_PRETTYPRINT_REGULAR",
        app_config.get("PYFARM_JSON_PRETTY", True))
    app_config.setdefault(
        "ALLOW_AGENT_LOOPBACK_ADDRESSES",
        read_env_bool("PYFARM_DEV_ALLOW_AGENT_LOOPBACK_ADDRESSES", False))
    app_config.setdefault(
        "PYFARM_TIMESTAMP_FORMAT",
        config.get("timestamp_format") or
        read_env("PYFARM_TIMESTAMP_FORMAT", "YYYY-MM-DD HH:mm:ss"))

    static_folder = configuration_keywords.pop("static_folder", None)
    if static_folder is None:  # static folder not provided
        import pyfarm.master
        static_folder = os.path.join(
            os.path.dirname(pyfarm.master.__file__), "static")

    app = Flask("pyfarm.master", static_folder=static_folder)
    app.config.update(app_config)
    app.config.update(configuration_keywords)
    app.url_map.converters["uuid"] = UUIDConverter

    @app.context_processor
    def template_context_processor():
        return {
            "timestamp_format": app.config["PYFARM_TIMESTAMP_FORMAT"]
        }

    return app



[docs]def get_sqlalchemy(app=None, use_native_unicode=True, session_options=None):
    """
    Constructs and returns an instance of :class:`.SQLAlchemy`.  Any keyword
    arguments provided will be passed to the constructor of :class:`.SQLAlchemy`
    """
    db = SQLAlchemy(
        app=app, use_native_unicode=use_native_unicode,
        session_options=session_options)

    # sqlite specific configuration for development
    if db.engine.name == "sqlite":
        @event.listens_for(Engine, "connect")
        def set_sqlite_pragma(dbapi_connection, connection_record):
            cursor = dbapi_connection.cursor()
            cursor.execute("PRAGMA foreign_keys=ON")
            cursor.execute("PRAGMA synchronous=OFF")
            cursor.execute("PRAGMA journal_mode=MEMORY")
            cursor.close()

    # When the web application is forked any existing connections
    # need to be disposed of.  This generally only seems to be a problem
    # with Postgres, more specifically psycopg2, but doing this globally
    # should not have any ill effects.  This problem was discovered while
    # testing the Agent using uwsgi 2.0.3, nginx 1.4.6, Postgres 9.1, and
    # psycopg2 2.5.2.  The bug does not present itself 100% of the time
    # making it difficult to test reliably.  The fix below is based
    # on a fix made to Celery which had the exact same problem ours did:
    #   https://github.com/celery/celery/issues/1564
    #
    # This implementation however is based on the suggestion made in Celery
    # 3.1's release notes:
    #    https://celery.readthedocs.org/en/latest/whatsnew-3.1.html
    register_after_fork(db.engine, db.engine.dispose)

    return db



[docs]def get_api_blueprint(url_prefix=None):
    """
    Constructs and returns an instance of :class:`.Blueprint` for routing api
    requests.

    :param string url_prefix:
        The url prefix for the api such as ``/api/v1``.  If not provided then
        value will be derived from :envvar:`PYFARM_API_PREFIX` and/or
        :envvar:`PYFARM_API_VERSION`
    """
    if url_prefix is None:
        url_prefix = read_env("PYFARM_API_PREFIX",
                              "/api/v%s" % read_env("PYFARM_API_VERSION", "1"))

    return Blueprint("api", "pyfarm.master.api", url_prefix=url_prefix)



[docs]def get_login_manager(**kwargs):
    """
    Constructs and returns an instance of :class:`.LoginManager`.  Any keyword
    arguments provided will be passed to the constructor of
    :class:`LoginManager`
    """
    login_view = kwargs.pop("login_view", "/login/")
    manager = LoginManager(**kwargs)
    manager.login_view = login_view
    return manager



[docs]def get_login_serializer(secret_key):
    """
    Constructs and returns and instance of :class:`.URLSafeTimedSerializer`
    """
    return URLSafeTimedSerializer(secret_key)



[docs]def before_request():
    """
    Global before_request handler that will handle common problems when
    trying to accept json data to the api.
    """
    g.json = NOTSET
    g.error = None

    if request.method not in POST_METHODS or \
            request.mimetype in IGNORED_MIMETYPES:
        pass

    elif request.mimetype == "application/json":
        # manually handle decoding errors from get_json()
        # so we can produce a better error message
        try:
            g.json = request.get_json()
        except (ValueError, BadRequest):  # pragma: no cover
            g.error = "failed to decode json"

            # see if there just was not any data to decode
            if not request.get_data():
                g.error = "no data to decode"

            abort(BAD_REQUEST)

    elif request.get_data():
        g.error = "Unsupported media type %r" % request.mimetype
        abort(UNSUPPORTED_MEDIA_TYPE)

# main object setup (app, api, etc)

app = get_application()
api = get_api_blueprint()
db = get_sqlalchemy(app=app)
login_manager = get_login_manager(app=app, login_view="/login/")
login_serializer = get_login_serializer(app.secret_key)

# attach the remaining functions to the application object
app.register_blueprint(api)
app.before_request_funcs.setdefault(None, []).append(before_request)


[docs]class SessionMixin(object):
    """
    Mixin which adds a :attr:`._session` attribute.  This class is provided
    mainly to limit issues with circular imports.
    """
    _session = property(fget=lambda self: db.session)







          

      

      

    

    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.3b2.
    

  

_modules/pyfarm/models/pathmap.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          routing table |


        		pyfarm.master 0.8.5 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.models.pathmap

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Path Map Model
==============

Model for path maps, allowing for OS-dependent mapping of path prefixes to other
path prefixes.
"""

from pyfarm.master.application import db
from pyfarm.models.core.mixins import ReprMixin, UtilityMixins
from pyfarm.models.core.types import id_column
from pyfarm.models.core.cfg import (
    TABLE_PATH_MAP, MAX_PATH_LENGTH, TABLE_TAG)

[docs]class PathMap(db.Model, ReprMixin, UtilityMixins):
    __tablename__ = TABLE_PATH_MAP
    id = id_column(db.Integer)
    path_linux = db.Column(db.String(MAX_PATH_LENGTH), nullable=False,
                           doc="The path on linux platforms")
    path_windows = db.Column(db.String(MAX_PATH_LENGTH), nullable=False,
                             doc="The path on Windows platforms")
    path_osx = db.Column(db.String(MAX_PATH_LENGTH), nullable=False,
                         doc="The path on Mac OS X platforms")
    tag_id = db.Column(db.Integer,
                       db.ForeignKey("%s.id" % TABLE_TAG),
                       nullable=True,
                       doc="The tag an agent needs to have for this path map "
                           "to apply to it. "
                           "If this is NULL, this path map applies to all "
                           "agents, but is overridden by applying path maps "
                           "that do specify a tag.")
    tag = db.relationship("Tag",
                          backref=db.backref("path_maps", lazy="dynamic"),
                          doc="Relationship attribute for the tag this path map "
                              "applies to.")
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  Source code for pyfarm.models.tag

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
"""
Tag
===
Table with tags for both jobs and agents
"""

from textwrap import dedent

from sqlalchemy.schema import UniqueConstraint

from pyfarm.master.application import db
from pyfarm.models.core.cfg import TABLE_TAG, MAX_TAG_LENGTH
from pyfarm.models.core.types import id_column
from pyfarm.models.core.mixins import UtilityMixins

__all__ = ("Tag", )


[docs]class Tag(db.Model, UtilityMixins):
    """
    Model which provides tagging for :class:`.Job` and class:`.Agent` objects
    """
    __tablename__ = TABLE_TAG
    __table_args__ = (UniqueConstraint("tag"), )

    id = id_column()

    tag = db.Column(db.String(MAX_TAG_LENGTH), nullable=False,
                    doc=dedent("""The actual value of the tag"""))
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  Source code for pyfarm.master.user_interface.jobqueues

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

try:
    from httplib import SEE_OTHER, NOT_FOUND
except ImportError:  # pragma: no cover
    from http.client import SEE_OTHER, NOT_FOUND

from flask import render_template, request, redirect, url_for, flash

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import WorkState
from pyfarm.master.application import db
from pyfarm.models.jobqueue import JobQueue
from pyfarm.models.job import Job

logger = getLogger("ui.jobqueues")

[docs]def jobqueues():
    jobqueues = JobQueue.query.filter_by(parent_jobqueue_id=None)

    top_level_jobs = Job.query.filter_by(queue=None)

    return render_template("pyfarm/user_interface/jobqueues.html",
                           jobqueues=jobqueues, top_level_jobs=top_level_jobs,
                           WorkState=WorkState)


[docs]def jobqueue_create():
    if request.method == 'POST':
        jobqueue = JobQueue()
        jobqueue.name = request.form["name"]
        if request.form["parent"] != "":
            jobqueue.parent_jobqueue_id = request.form["parent"]
        if request.form["minimum_agents"] != "":
            jobqueue.minimum_agents = request.form["minimum_agents"]
        if request.form["maximum_agents"] != "":
            jobqueue.maximum_agents = request.form["maximum_agents"]
        if request.form["priority"] != "":
            jobqueue.priority = request.form["priority"]
        if request.form["weight"] != "":
            jobqueue.weight = request.form["weight"]

        db.session.add(jobqueue)
        db.session.flush()

        jobqueue.fullpath = jobqueue.path()
        db.session.add(jobqueue)
        db.session.commit()

        flash("Created new jobqueue \"%s\"." % jobqueue.name)

        return redirect(url_for("jobqueues_index_ui"), SEE_OTHER)
    else:
        jobqueues = JobQueue.query

        parent = request.args.get("parent", None)
        if parent:
            parent = int(parent)

        return render_template("pyfarm/user_interface/jobqueue_create.html",
                            parent=parent, jobqueues=jobqueues)


[docs]def jobqueue(queue_id):
    queue = JobQueue.query.filter_by(id=queue_id).first()
    if not queue:
        return (render_template(
                    "pyfarm/error.html",
                    error="Jobqueue %s not found" % queue_id), NOT_FOUND)

    if request.method == 'POST':
        if request.form["minimum_agents"] != "":
            queue.minimum_agents = request.form["minimum_agents"]
        else:
            queue.minimum_agents = None
        if request.form["maximum_agents"] != "":
            queue.maximum_agents = request.form.get("maximum_agents", None)
        else:
            queue.maximum_agents = None
        queue.priority = request.form["priority"]
        queue.weight = request.form["weight"]

        db.session.add(queue)
        db.session.commit()

        flash("Jobqueue %s has been updated." % queue.name)

        return redirect(url_for("single_jobqueue_ui", queue_id=queue_id),
                        SEE_OTHER)

    else:

        return render_template("pyfarm/user_interface/jobqueue.html",
                            queue=queue)


[docs]def delete_jobqueue(queue_id):
    with db.session.no_autoflush:
        queue = JobQueue.query.filter_by(id=queue_id).first()
        if not queue:
            return (render_template(
                        "pyfarm/error.html",
                        error="Jobqueue %s not found" % queue_id), NOT_FOUND)

        for subqueue in queue.children:
            delete_subqueue(subqueue)

        for job in queue.jobs:
            job.queue = queue.parent
            db.session.add(job)

    logger.info("Deleting jobqueue %s", queue.path())

    db.session.delete(queue)
    db.session.commit()

    return redirect(url_for("jobqueues_index_ui"), SEE_OTHER)


[docs]def delete_subqueue(queue):
    for subqueue in queue.children:
        delete_subqueue(subqueue)

    for job in queue.jobs:
        job.queue = queue.parent
        db.session.add(job)

    logger.info("Deleting jobqueue %s", queue.path())

    db.session.delete(queue)
    db.session.flush()
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  Source code for pyfarm.master.user_interface.jobs

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

from decimal import Decimal

try:
    from httplib import (
        BAD_REQUEST, NOT_FOUND, SEE_OTHER, INTERNAL_SERVER_ERROR)
except ImportError:  # pragma: no cover
    from http.client import (
        BAD_REQUEST, NOT_FOUND, SEE_OTHER, INTERNAL_SERVER_ERROR)

from flask import render_template, request, redirect, url_for, flash
from sqlalchemy.orm import aliased
from sqlalchemy import func, desc, asc, or_, distinct

from pyfarm.core.logger import getLogger
from pyfarm.core.enums import WorkState, _WorkState, AgentState
from pyfarm.scheduler.tasks import delete_job, stop_task, assign_tasks
from pyfarm.models.job import (
    Job, JobDependency, JobTagAssociation, JobNotifiedUser)
from pyfarm.models.tag import Tag
from pyfarm.models.task import Task
from pyfarm.models.agent import Agent
from pyfarm.models.jobqueue import JobQueue
from pyfarm.models.jobtype import JobType, JobTypeVersion
from pyfarm.models.user import User
from pyfarm.master.application import db

logger = getLogger("ui.jobs")

[docs]def jobs():
    queued_count_query = db.session.query(
        Task.job_id, func.count('*').label('t_queued')).\
            filter(Task.state == None).group_by(Task.job_id).subquery()
    running_count_query = db.session.query(
        Task.job_id, func.count('*').label('t_running')).\
            filter(Task.state == WorkState.RUNNING).\
                group_by(Task.job_id).subquery()
    done_count_query = db.session.query(
        Task.job_id, func.count('*').label('t_done')).\
            filter(Task.state == WorkState.DONE).\
                group_by(Task.job_id).subquery()
    failed_count_query = db.session.query(
        Task.job_id, func.count('*').label('t_failed')).\
            filter(Task.state == WorkState.FAILED).\
                group_by(Task.job_id).subquery()
    child_count_query = db.session.query(
        JobDependency.c.parentid, func.count('*').label('child_count')).\
                group_by(JobDependency.c.parentid).subquery()
    blocker_count_query = db.session.query(
        JobDependency.c.childid, func.count('*').label('blocker_count')).\
            join(Job, Job.id == JobDependency.c.parentid).\
                filter(or_(Job.state == None, Job.state != WorkState.DONE)).\
                    group_by(JobDependency.c.childid).subquery()
    agent_count_query = db.session.query(
        Task.job_id, func.count(distinct(Task.agent_id)).label('agent_count')).\
            filter(Task.agent_id != None, or_(Task.state == None,
                                              Task.state == WorkState.RUNNING),
                   Task.agent.has(Agent.state != AgentState.OFFLINE)).\
                group_by(Task.job_id).subquery()

    jobs_query = db.session.query(Job,
                                  func.coalesce(
                                      queued_count_query.c.t_queued,
                                      0).label('t_queued'),
                                  func.coalesce(
                                      running_count_query.c.t_running,
                                      0).label('t_running'),
                                  func.coalesce(
                                      done_count_query.c.t_done,
                                      0).label('t_done'),
                                  func.coalesce(
                                      failed_count_query.c.t_failed,
                                      0).label('t_failed'),
                                  User.username,
                                  JobType.name.label('jobtype_name'),
                                  JobType.id.label('jobtype_id'),
                                  JobQueue.fullpath.label('jobqueue_path'),
                                  func.coalesce(
                                      child_count_query.c.child_count,
                                      0).label('child_count'),
                                  func.coalesce(
                                      blocker_count_query.c.blocker_count,
                                      0).label('blocker_count'),
                                  func.coalesce(
                                      agent_count_query.c.agent_count,
                                      0).label('agent_count')).\
        join(JobTypeVersion, Job.jobtype_version_id == JobTypeVersion.id).\
        join(JobType, JobTypeVersion.jobtype_id == JobType.id).\
        outerjoin(JobQueue, Job.job_queue_id == JobQueue.id).\
        outerjoin(queued_count_query, Job.id == queued_count_query.c.job_id).\
        outerjoin(running_count_query, Job.id == running_count_query.c.job_id).\
        outerjoin(done_count_query, Job.id == done_count_query.c.job_id).\
        outerjoin(failed_count_query, Job.id == failed_count_query.c.job_id).\
        outerjoin(User, Job.user_id == User.id).\
        outerjoin(child_count_query, Job.id == child_count_query.c.parentid).\
        outerjoin(blocker_count_query, Job.id == blocker_count_query.c.childid).\
        outerjoin(agent_count_query, Job.id == agent_count_query.c.job_id)

    filters = {}
    if "tags" in request.args:
        filters["tags"] = request.args.get("tags")
        tags = request.args.get("tags").split(" ")
        tags = [x for x in tags if not x == ""]
        for tag in tags:
            jobs_query = jobs_query.filter(Job.tags.any(Tag.tag == tag))

    filters["state_paused"] = ("state_paused" in request.args and
                               request.args["state_paused"].lower() == "true")
    filters["state_queued"] = ("state_queued" in request.args and
                               request.args["state_queued"].lower() == "true")
    filters["state_running"] = ("state_running" in request.args and
                                request.args["state_running"].lower() == "true")
    filters["state_done"] = ("state_done" in request.args and
                             request.args["state_done"].lower() == "true")
    filters["state_failed"] = ("state_failed" in request.args and
                               request.args["state_failed"].lower() == "true")
    no_state_filters = True
    if (filters["state_paused"] or
        filters["state_queued"] or
        filters["state_running"] or
        filters["state_done"] or
        filters["state_failed"]):
        no_state_filters = False
        wanted_states = []
        if filters["state_paused"]:
            wanted_states.append(WorkState.PAUSED)
        if filters["state_running"]:
            wanted_states.append(WorkState.RUNNING)
        if filters["state_done"]:
            wanted_states.append(WorkState.DONE)
        if filters["state_failed"]:
            wanted_states.append(WorkState.FAILED)
        if filters["state_queued"]:
            jobs_query = jobs_query.filter(or_(
                Job.state == None,
                Job.state.in_(wanted_states)))
        else:
            jobs_query = jobs_query.filter(Job.state.in_(wanted_states))

    if "title" in request.args:
        title = request.args.get("title")
        filters["title"] = title
        if title != "":
            jobs_query = jobs_query.filter(
                Job.title.ilike("%%%s%%" % title))

    filters["hidden_filter"] = ("hidden_filter" in request.args and
                                request.args["hidden_filter"].lower() == "true")
    filters["hidden"] = False
    filters["not_hidden"] = True

    if filters["hidden_filter"]:
        filters["hidden"] = ("hidden" in request.args and
                             request.args["hidden"].lower() == "true")
        filters["not_hidden"] = ("not_hidden" in request.args and
                                 request.args["not_hidden"].lower() == "true")
    if not filters["hidden"]:
        jobs_query = jobs_query.filter(Job.hidden != True)
    if not filters["not_hidden"]:
        jobs_query = jobs_query.filter(Job.hidden != False)

    filters["no_user"] = ("no_user" in request.args and
                          request.args["no_user"].lower == "true")
    if "u" in request.args or filters["no_user"]:
        user_ids = request.args.getlist("u")
        user_ids = [int(x) for x in user_ids]
        if filters["no_user"]:
            jobs_query = jobs_query.filter(or_(
                Job.user_id.in_(user_ids),
                Job.user_id == None))
        else:
            jobs_query = jobs_query.filter(Job.user_id.in_(user_ids))
        filters["u"] = user_ids

    if "jt" in request.args:
        jobtype_ids = request.args.getlist("jt")
        jobtype_ids = [int(x) for x in jobtype_ids]
        jobs_query = jobs_query.filter(JobType.id.in_(jobtype_ids))
        filters["jt"] = jobtype_ids

    order_dir = "desc"
    order_by = "time_submitted"
    if "order_by" in request.args:
        order_by = request.args.get("order_by")
    if order_by not in ["title", "state", "time_submitted", "t_queued",
                        "t_running", "t_failed", "t_done", "username",
                        "jobtype_name", "agent_count", "priority", "weight",
                        "jobqueue_path"]:
        return (render_template(
            "pyfarm/error.html",
            error="Unknown order key %r. Options are 'title', 'state', "
                  "'time_submitted', 't_queued', 't_running', 't_failed', "
                  "'t_done', 'username', 'agent_count', 'priority', 'weight' "
                  "or 'jobqueue_path'" % order_by), BAD_REQUEST)
    if "order_dir" in request.args:
        order_dir = request.args.get("order_dir")
        if order_dir not in ["asc", "desc"]:
            return (render_template(
            "pyfarm/error.html",
            error="Unknown order direction %r. Options are 'asc' or 'desc'" %
                  order_dir),
            BAD_REQUEST)
    if order_by == "time_submitted" and order_dir == "desc":
        jobs_query = jobs_query.order_by(desc(Job.time_submitted))
    elif order_by == "time_submitted" and order_dir == "asc":
        jobs_query = jobs_query.order_by(asc(Job.time_submitted))
    elif order_by == "state" and order_dir == "desc":
        jobs_query = jobs_query.order_by(desc(Job.state))
    elif order_by == "state" and order_dir == "asc":
        jobs_query = jobs_query.order_by(asc(Job.state))
    elif order_by == "weight" and order_dir == "asc":
        jobs_query = jobs_query.order_by(asc(Job.weight))
    elif order_by == "weight" and order_dir == "desc":
        jobs_query = jobs_query.order_by(desc(Job.weight))
    else:
        jobs_query = jobs_query.order_by("%s %s" % (order_by, order_dir))

    jobs_count = jobs_query.count()

    per_page = int(request.args.get("per_page", 100))
    page = int(request.args.get("page", 1))
    filters["per_page"] = per_page
    filters["page"] = page
    num_pages = 1
    all_pages = []
    if per_page > 0:
        jobs_query = jobs_query.offset((page - 1) * per_page).limit(per_page)
        num_pages = int(jobs_count / per_page)
        if jobs_count % per_page > 0:
            num_pages = num_pages + 1
        all_pages = range(0, num_pages)

    jobs = jobs_query.all()
    users_query = User.query

    jobtypes_query = JobType.query

    tags_by_job_query = db.session.query(JobTagAssociation.c.job_id, Tag.tag).\
        join(Tag, JobTagAssociation.c.tag_id==Tag.id).all()
    tags_by_job_id = {}
    for association in tags_by_job_query:
        if association[0] not in tags_by_job_id:
            tags_by_job_id[association[0]] = [association[1]]
        else:
            tags_by_job_id[association[0]] += [association[1]]

    filters_and_order = filters.copy()
    filters_and_order.update({"order_by": order_by, "order_dir": order_dir})
    filters_and_order_wo_pagination = filters_and_order.copy()
    del filters_and_order_wo_pagination["per_page"]
    del filters_and_order_wo_pagination["page"]
    return render_template("pyfarm/user_interface/jobs.html",
                           jobs=jobs, filters=filters, order_by=order_by,
                           order_dir=order_dir,
                           order={"order_by": order_by, "order_dir": order_dir},
                           no_state_filters=no_state_filters, users=users_query,
                           filters_and_order=filters_and_order,
                           jobtypes=jobtypes_query,
                           tags_by_job_id=tags_by_job_id, jobs_count=jobs_count,
                           all_pages=all_pages, num_pages=num_pages,
                           filters_and_order_wo_pagination=\
                               filters_and_order_wo_pagination)


[docs]def single_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    first_task = Task.query.filter_by(job=job).order_by("frame asc").first()
    last_task = Task.query.filter_by(job=job).order_by("frame desc").first()

    tasks = job.tasks.order_by(Task.frame)

    jobqueues = JobQueue.query.all()

    users_query = User.query.filter(User.email != None)

    latest_jobtype_version = db.session.query(JobTypeVersion.version).filter_by(
            jobtype=job.jobtype_version.jobtype).\
                order_by(desc(JobTypeVersion.version)).first()

    return render_template("pyfarm/user_interface/job.html", job=job,
                           tasks=tasks, first_task=first_task,
                           last_task=last_task, queues=jobqueues,
                           users=users_query,
                           latest_jobtype_version=latest_jobtype_version[0])


[docs]def delete_single_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    job.to_be_deleted = True
    db.session.add(job)

    child_job_ids = []
    for child in job.children:
        child.to_be_deleted = True
        child_job_ids.append(child.id)
        db.session.add(child)

    db.session.commit()

    for id_ in child_job_ids + [job_id]:
        logger.info("Marking job %s for deletion", id_)
        delete_job.delay(id_)

    flash("Job %s will be deleted." % job.title)

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)



[docs]def delete_multiple_jobs():
    job_ids = request.form.getlist("job_id")

    job_ids_to_delete = []
    for job_id in job_ids:
        job = Job.query.filter_by(id=job_id).first()
        if not job:
            return (render_template(
                        "pyfarm/error.html", error="Job %s not found" % job_id),
                    NOT_FOUND)

        job.to_be_deleted = True
        db.session.add(job)
        job_ids_to_delete.append(job.id)

        for child in job.children:
            child.to_be_deleted = True
            job_ids_to_delete.append(child.id)
            db.session.add(child)

    db.session.commit()

    for id_ in job_ids_to_delete:
        logger.info("Marking job %s for deletion", id_)
        delete_job.delay(id_)

    flash("Selected jobs will be deleted.")

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def rerun_single_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    for task in job.tasks:
        if task.state != WorkState.RUNNING:
            task.state = None
            task.agent = None
            task.failures = 0
            db.session.add(task)

    job.state = None
    db.session.add(job)
    db.session.commit()

    assign_tasks.delay()

    flash("Job %s will be run again." % job.title)

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def rerun_multiple_jobs():
    job_ids = request.form.getlist("job_id")

    for job_id in job_ids:
        job = Job.query.filter_by(id=job_id).first()
        if not job:
            return (render_template(
                        "pyfarm/error.html", error="Job %s not found" % job_id),
                    NOT_FOUND)

        for task in job.tasks:
            if task.state != WorkState.RUNNING:
                task.state = None
                task.agent = None
                task.failures = 0
                db.session.add(task)

        job.state = None
        db.session.add(job)

    db.session.commit()

    assign_tasks.delay()

    flash("Selected jobs will be run again.")

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def rerun_failed_in_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    for task in job.tasks:
        if task.state == _WorkState.FAILED:
            task.state = None
            task.agent = None
            task.failures = 0
            db.session.add(task)

    job.state = None
    db.session.add(job)
    db.session.commit()

    assign_tasks.delay()

    flash("Failed tasks in job %s will be run again." % job.title)

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def rerun_failed_in_multiple_jobs():
    job_ids = request.form.getlist("job_id")

    for job_id in job_ids:
        job = Job.query.filter_by(id=job_id).first()
        if not job:
            return (render_template(
                        "pyfarm/error.html", error="Job %s not found" % job_id),
                    NOT_FOUND)

        for task in job.tasks:
            if task.state == _WorkState.FAILED:
                task.state = None
                task.agent = None
                task.failures = 0
                db.session.add(task)

        job.state = None
        db.session.add(job)
        db.session.commit()

    assign_tasks.delay()

    flash("Failed tasks in selected jobs will be run again.")

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def pause_single_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    for task in job.tasks:
        if task.state == WorkState.RUNNING:
            stop_task.delay(task.id)

    job.state = WorkState.PAUSED
    db.session.add(job)
    db.session.commit()

    assign_tasks.delay()

    flash("Job %s will be paused." % job.title)

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def pause_multiple_jobs():
    job_ids = request.form.getlist("job_id")

    for job_id in job_ids:
        job = Job.query.filter_by(id=job_id).first()
        if not job:
            return (render_template(
                        "pyfarm/error.html", error="Job %s not found" % job_id),
                    NOT_FOUND)

        for task in job.tasks:
            if task.state == WorkState.RUNNING:
                stop_task.delay(task.id)

        job.state = WorkState.PAUSED
        db.session.add(job)

    db.session.commit()

    assign_tasks.delay()

    flash("Selected jobs will be paused.")

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def unpause_single_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    job.state = None
    db.session.add(job)
    db.session.commit()

    flash("Job %s is unpaused." % job.title)

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def unpause_multiple_jobs():
    job_ids = request.form.getlist("job_id")

    for job_id in job_ids:
        job = Job.query.filter_by(id=job_id).first()
        if not job:
            return (render_template(
                        "pyfarm/error.html", error="Job %s not found" % job_id),
                    NOT_FOUND)

        job.state = None
        db.session.add(job)

    db.session.commit()

    flash("Selected jobs are unpaused")

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("jobs_index_ui"), SEE_OTHER)


[docs]def alter_frames_in_single_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)
    start = Decimal(request.form['start'])
    end = Decimal(request.form['end'])
    by = Decimal(request.form['by'])

    try:
        job.alter_frame_range(start, end, by)
    except ValueError as e:
        return (render_template(
                    "pyfarm/error.html", error=e), BAD_REQUEST)

    db.session.commit()
    assign_tasks.delay()

    flash("Frame selection for job %s has been changed." % job.title)

    return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)


[docs]def alter_scheduling_parameters_for_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    job.priority = int(request.form['priority'])
    job.weight = int(request.form['weight'])
    if request.form['minimum_agents']:
        job.minimum_agents = int(request.form['minimum_agents'])
    else:
        job.minimum_agents = None
    if request.form['maximum_agents']:
        job.maximum_agents = int(request.form['maximum_agents'])
    else:
        job.maximum_agents = None
    job.batch = int(request.form['batch'])
    job.requeue = int(request.form['requeue'])

    if request.form['queue']:
        queue_id = int(request.form['queue'])
        queue = JobQueue.query.filter_by(id=queue_id).first()
        if not queue:
            return (render_template(
                        "pyfarm/error.html", error="Queue %s not found" % queue_id),
                    NOT_FOUND)
        job.queue = queue
    else:
        job.queue = None

    db.session.add(job)
    db.session.commit()

    flash("Scheduling parameters for job %s have been changed." % job.title)

    return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)


[docs]def alter_autodeletion_for_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    if request.form['autodelete_time']:
        job.autodelete_time = int(request.form['autodelete_time'])

    db.session.add(job)
    db.session.commit()

    flash("Scheduling parameters for job %s have been changed." % job.title)

    return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)


[docs]def update_notes_for_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    job.notes = request.form['notes']

    db.session.add(job)
    db.session.commit()

    flash("Free form notes for job %s have been edited." % job.title)

    return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)


[docs]def add_notified_user_to_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    user_id = request.form['user']
    user = User.query.filter_by(id=user_id).first()
    if not user:
        return (render_template(
                    "pyfarm/error.html", error="User %s not found" % user_id),
                NOT_FOUND)

    notified_user = JobNotifiedUser(user=user, job=job)
    notified_user.on_success = ("on_success" in request.form and
                                request.form["on_success"] == "true")
    notified_user.on_failure = ("on_failure" in request.form and
                                request.form["on_failure"] == "true")
    notified_user.on_deletion = ("on_deletion" in request.form and
                                 request.form["on_deletion"] == "true")

    db.session.add(notified_user)
    db.session.commit()

    flash("User %s has been added as notified user to job %s." %
          (user.username, job.title))

    return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)


[docs]def remove_notified_user_from_job(job_id, user_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    user = User.query.filter_by(id=user_id).first()
    if not user:
        return (render_template(
                    "pyfarm/error.html", error="User %s not found" % user_id),
                NOT_FOUND)

    notified_user = JobNotifiedUser.query.filter_by(user=user, job=job).first()
    if notified_user:
        db.session.delete(notified_user)
    db.session.commit()

    flash("User %s has been removed from notified users for job %s." %
          (user.username, job.title))

    return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)


[docs]def upgrade_job_to_latest_jobtype_version(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    latest_version = JobTypeVersion.query.filter_by(
            jobtype=job.jobtype_version.jobtype).\
                order_by(desc(JobTypeVersion.version)).first()
    if not latest_version:
        return (render_template(
            "pyfarm/error.html", error="Jobtype %s has no versions" %
            job.jobtype_id), INTERNAL_SERVER_ERROR)

    job.jobtype_version = latest_version

    db.session.add(job)
    db.session.commit()

    flash("Job %s has been upgraded to jobtype %s, version %s." %
          (job.title, job.jobtype_version.jobtype.name,
           job.jobtype_version.version))

    return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)


[docs]def update_tags_in_job(job_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    tagnames = request.form["tags"].split(" ")
    tagnames = [x for x in tagnames if not x == ""]
    tags = []
    for name in tagnames:
        tag = Tag.query.filter_by(tag=name).first()
        if not tag:
            tag = Tag(tag=name)
            db.session.add(tag)
        tags.append(tag)

    job.tags = tags

    db.session.add(job)
    db.session.commit()

    flash("Tags for job %s have been updated." % job.title)

    return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)


[docs]def rerun_single_task(job_id, task_id):
    job = Job.query.filter_by(id=job_id).first()
    if not job:
        return (render_template(
                    "pyfarm/error.html", error="Job %s not found" % job_id),
                NOT_FOUND)

    task = Task.query.filter_by(id=task_id, job=job).first()
    if not task:
        return (render_template(
                    "pyfarm/error.html", error="Task %s not found" % task_id),
                NOT_FOUND)
    if task.state == WorkState.RUNNING:
        return (render_template(
                    "pyfarm/error.html", error="Cannot rerun task while it is "
                    "still running"),
                BAD_REQUEST)

    task.state = None
    task.agent = None
    task.failures = 0

    if Job.state != WorkState.RUNNING:
        job.state = None

    db.session.add(job)
    db.session.add(task)
    db.session.commit()

    assign_tasks.delay()

    flash("Task %s (frame %s) in job %s will be run again." %
          (task.id, task.frame, job.title))

    if "next" in request.args:
        return redirect(request.args.get("next"), SEE_OTHER)
    else:
        return redirect(url_for("single_job_ui", job_id=job.id), SEE_OTHER)
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  Source code for pyfarm.models.agent

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Agent Models
============

Models and interface classes related to the agent.
"""

import re
import uuid
from textwrap import dedent
from datetime import datetime

from sqlalchemy import or_
from sqlalchemy.schema import UniqueConstraint
from sqlalchemy.orm import validates
from netaddr import AddrFormatError, IPAddress

from pyfarm.core.enums import (
    AgentState, STRING_TYPES, UseAgentAddress, INTEGER_TYPES, WorkState)
from pyfarm.core.config import read_env_number, read_env_int, read_env
from pyfarm.master.application import db, app
from pyfarm.models.core.functions import repr_ip
from pyfarm.models.core.mixins import (
    ValidatePriorityMixin, UtilityMixins, ReprMixin, ValidateWorkStateMixin)
from pyfarm.models.core.types import (
    id_column, IPv4Address, IDTypeAgent, UseAgentAddressEnum,
    OperatingSystemEnum, AgentStateEnum, MACAddress)
from pyfarm.models.core.cfg import (
    TABLE_AGENT, TABLE_SOFTWARE_VERSION, TABLE_TAG, TABLE_AGENT_MAC_ADDRESS,
    TABLE_AGENT_TAG_ASSOC, MAX_HOSTNAME_LENGTH, MAX_CPUNAME_LENGTH,
    TABLE_AGENT_SOFTWARE_VERSION_ASSOC, MAX_OSNAME_LENGTH, TABLE_GPU_IN_AGENT,
    TABLE_GPU)
from pyfarm.models.jobtype import JobTypeVersion
from pyfarm.models.job import Job


__all__ = ("Agent", )

REGEX_HOSTNAME = re.compile("^(?!-)[A-Z\d-]{1,63}(?<!-)"
                            "(\.(?!-)[A-Z\d-]{1,63}(?<!-))*\.?$",
                            re.IGNORECASE)


AgentSoftwareVersionAssociation = db.Table(
    TABLE_AGENT_SOFTWARE_VERSION_ASSOC, db.metadata,
    db.Column("agent_id", IDTypeAgent,
              db.ForeignKey("%s.id" % TABLE_AGENT), primary_key=True),
    db.Column("software_version_id", db.Integer,
              db.ForeignKey("%s.id" % TABLE_SOFTWARE_VERSION), primary_key=True))


AgentTagAssociation = db.Table(
    TABLE_AGENT_TAG_ASSOC, db.metadata,
    db.Column("agent_id", IDTypeAgent,
              db.ForeignKey("%s.id" % TABLE_AGENT), primary_key=True),
    db.Column("tag_id", db.Integer,
              db.ForeignKey("%s.id" % TABLE_TAG), primary_key=True))


GPUInAgent = db.Table(
    TABLE_GPU_IN_AGENT, db.metadata,
    db.Column("agent_id", IDTypeAgent,
              db.ForeignKey("%s.id" % TABLE_AGENT), primary_key=True),
    db.Column("gpu_id", db.Integer,
              db.ForeignKey("%s.id" % TABLE_GPU), primary_key=True))


class AgentTaggingMixin(object):
    """
    Mixin used which provides some common structures to
    :class:`.AgentTag` and :class:`.AgentSoftware`
    """
    @validates("tag", "software")
    def validate_string_column(self, key, value):
        """
        Ensures `value` is a string or something that can be converted
        to a string.
        """
        if isinstance(value, INTEGER_TYPES):
            value = str(value)
        elif not isinstance(value, STRING_TYPES):
            raise ValueError("expected a string for `%s`" % key)

        return value


class AgentMacAddress(db.Model):
    __tablename__ = TABLE_AGENT_MAC_ADDRESS
    __table_args__ = (UniqueConstraint("agent_id", "mac_address"), )

    agent_id = db.Column(IDTypeAgent, db.ForeignKey("%s.id" % TABLE_AGENT),
                         primary_key=True, nullable=False)
    mac_address = db.Column(MACAddress, primary_key=True, nullable=False,
                            autoincrement=False)


[docs]class Agent(db.Model, ValidatePriorityMixin, ValidateWorkStateMixin,
            UtilityMixins, ReprMixin):
    """
    Stores information about an agent include its network address,
    state, allocation configuration, etc.

    .. note::
        This table enforces two forms of uniqueness.  The :attr:`id` column
        must be unique and the combination of these columns must also be
        unique to limit the frequency of duplicate data:

            * :attr:`hostname`
            * :attr:`port`
            * :attr:`id`

    """
    __tablename__ = TABLE_AGENT
    __table_args__ = (UniqueConstraint("hostname", "port", "id"), )
    STATE_ENUM = AgentState
    STATE_DEFAULT = "online"
    REPR_COLUMNS = (
        "id", "hostname", "port", "state", "remote_ip",
        "cpus", "ram", "free_ram")
    REPR_CONVERT_COLUMN = {
        "remote_ip": repr_ip}

    MIN_PORT = read_env_int("PYFARM_AGENT_MIN_PORT", 1024)
    MAX_PORT = read_env_int("PYFARM_AGENT_MAX_PORT", 65535)
    MIN_CPUS = read_env_int("PYFARM_AGENT_MIN_CPUS", 1)
    MAX_CPUS = read_env_int("PYFARM_AGENT_MAX_CPUS", 256)
    MIN_RAM = read_env_int("PYFARM_AGENT_MIN_RAM", 16)
    MAX_RAM = read_env_int("PYFARM_AGENT_MAX_RAM", 262144)

    # quick check of the configured data
    assert MIN_PORT >= 1, "$PYFARM_AGENT_MIN_PORT must be > 0"
    assert MAX_PORT >= 1, "$PYFARM_AGENT_MAX_PORT must be > 0"
    assert MAX_PORT >= MIN_PORT, "MIN_PORT must be <= MAX_PORT"
    assert MIN_CPUS >= 1, "$PYFARM_AGENT_MIN_CPUS must be > 0"
    assert MAX_CPUS >= 1, "$PYFARM_AGENT_MAX_CPUS must be > 0"
    assert MAX_CPUS >= MIN_CPUS, "MIN_CPUS must be <= MAX_CPUS"
    assert MIN_RAM >= 1, "$PYFARM_AGENT_MIN_RAM must be > 0"
    assert MAX_RAM >= 1, "$PYFARM_AGENT_MAX_RAM must be > 0"
    assert MAX_RAM >= MIN_RAM, "MIN_RAM must be <= MAX_RAM"

    id = id_column(IDTypeAgent, default=uuid.uuid4, autoincrement=False)

    # basic host attribute information
    hostname = db.Column(db.String(MAX_HOSTNAME_LENGTH), nullable=False,
                         doc=dedent("""
                         The hostname we should use to talk to this host.
                         Preferably this value will be the fully qualified
                         name instead of the base hostname alone."""))
    remote_ip = db.Column(IPv4Address, nullable=True,
                          doc="the remote address which came in with the "
                              "request")
    use_address = db.Column(UseAgentAddressEnum, nullable=False,
                            default=UseAgentAddress.REMOTE,
                            doc="The address we should use when communicating "
                                "with the agent")
    # TODO Make non-nullable later
    os_class = db.Column(OperatingSystemEnum,
                         doc="The type of operating system running on the "
                             "agent; \"linux\", \"windows\", or \"mac\".")
    os_fullname = db.Column(db.String(MAX_OSNAME_LENGTH),
                            doc="The full human-readable name of the agent's "
                                "OS, as returned by platform.platform()")
    ram = db.Column(db.Integer, nullable=False,
                    doc="The amount of ram installed on the agent in megabytes")
    free_ram = db.Column(db.Integer, nullable=False,
                         doc="The amount of ram which was last considered free")
    cpus = db.Column(db.Integer, nullable=False,
                     doc="The number of logical CPU cores installed on the "
                         "agent")
    cpu_name = db.Column(db.String(MAX_CPUNAME_LENGTH),
                         doc="The make and model of CPUs in this agents")
    port = db.Column(db.Integer, nullable=False,
                     doc="The port the agent is currently running on")
    time_offset = db.Column(db.Integer, nullable=False, default=0,
                            doc="The offset in seconds the agent is from "
                                "an official time server")

    version = db.Column(db.String(16), nullable=True,
                        doc="The pyfarm version number this agent is running.")

    upgrade_to = db.Column(db.String(16), nullable=True,
                           doc="The version this agent should upgrade to.")

    restart_requested = db.Column(db.Boolean, default=False, nullable=False,
                                  doc="If True, the agent will be restarted")

    # host state
    state = db.Column(AgentStateEnum, default=AgentState.ONLINE,
                      nullable=False,
                      doc=dedent("""
                      Stores the current state of the host.  This value can be
                      changed either by a master telling the host to do
                      something with a task or from the host via REST api."""))

    last_heard_from = db.Column(db.DateTime,
                                default=datetime.utcnow,
                                doc="Time we last had contact with this agent")

    last_polled = db.Column(db.DateTime,
                            doc="Time we last tried to contact the agent")

    # Max allocation of the two primary resources which `1.0` is 100%
    # allocation.  For `cpu_allocation` 100% allocation typically means
    # one task per cpu.
    ram_allocation = db.Column(db.Float,
                               default=read_env_number(
                                   "PYFARM_AGENT_RAM_ALLOCATION", .8),
                               doc=dedent("""
                               The amount of ram the agent is allowed to
                               allocate towards work.  A value of 1.0 would
                               mean to let the agent use all of the memory
                               installed on the system when assigning work."""))

    cpu_allocation = db.Column(db.Float,
                               default=read_env_number(
                                   "PYFARM_AGENT_CPU_ALLOCATION", 1.0),
                               doc=dedent("""
                               The total amount of cpu space an agent is
                               allowed to process work in.  A value of 1.0
                               would mean an agent can handle as much work
                               as the system could handle given the
                               requirements of a task.  For example if an agent
                               has 8 cpus, cpu_allocation is .5, and a task
                               requires 4 cpus then only that task will run
                               on the system."""))
    # relationships
    tasks = db.relationship("Task", backref="agent", lazy="dynamic",
                            doc=dedent("""
                            Relationship between an :class:`Agent`
                            and any :class:`pyfarm.models.Task`
                            objects"""))
    tags = db.relationship("Tag", secondary=AgentTagAssociation,
                            backref=db.backref("agents", lazy="dynamic"),
                            lazy="dynamic",
                            doc="Tags associated with this agent")
    software_versions = db.relationship("SoftwareVersion",
                                       secondary=AgentSoftwareVersionAssociation,
                                       backref=db.backref("agents",
                                                          lazy="dynamic"),
                                       lazy="dynamic",
                                       doc="software this agent has installed "
                                           "or is configured for")
    mac_addresses = db.relationship("AgentMacAddress", backref="agent",
                                    lazy="dynamic",
                                    doc="The MAC addresses this agent has",
                                    cascade="save-update, merge, delete, "
                                            "delete-orphan")
    gpus = db.relationship("GPU",
                           secondary=GPUInAgent,
                           backref=db.backref("agents", lazy="dynamic"),
                           lazy="dynamic",
                           doc="The graphics cards that are installed in this "
                               "agent")

[docs]    def is_offline(self):
        return self.state == AgentState.OFFLINE


[docs]    def get_supported_types(self):
        try:
            return self.support_jobtype_versions
        except AttributeError:
            jobtype_versions_query = JobTypeVersion.query.filter(
                JobTypeVersion.jobs.any(
                    or_(Job.state == None, Job.state == WorkState.RUNNING)))

            self.support_jobtype_versions = []
            for jobtype_version in jobtype_versions_query:
                if self.satisfies_jobtype_requirements(jobtype_version):
                    self.support_jobtype_versions.append(jobtype_version.id)

            return self.support_jobtype_versions


[docs]    def satisfies_jobtype_requirements(self, jobtype_version):
        requirements_to_satisfy = list(jobtype_version.software_requirements)

        for software_version in self.software_versions:
            for requirement in list(requirements_to_satisfy):
                if (software_version.software == requirement.software and
                    (requirement.min_version == None or
                    requirement.min_version.rank <= software_version.rank) and
                    (requirement.max_version == None or
                    requirement.max_version.rank >= software_version.rank)):
                    requirements_to_satisfy.remove(requirement)

        return len(requirements_to_satisfy) == 0


    @classmethod
[docs]    def validate_hostname(cls, key, value):
        """
        Ensures that the hostname provided by `value` matches a regular
        expression that expresses what a valid hostname is.
        """
        # ensure hostname does not contain characters we can't use
        if not REGEX_HOSTNAME.match(value):
            raise ValueError("%s is not valid for %s" % (value, key))

        return value


    @classmethod
[docs]    def validate_resource(cls, key, value):
        """
        Ensure the ``value`` provided for ``key`` is within an expected
        range.  This classmethod retrieves the min and max values from
        the :class:`Agent` class directory using:

            >>> min_value = getattr(Agent, "MIN_%s" % key.upper())
            >>> max_value = getattr(Agent, "MAX_%s" % key.upper())
        """
        min_value = getattr(cls, "MIN_%s" % key.upper())
        max_value = getattr(cls, "MAX_%s" % key.upper())

        # check the provided input
        if not min_value <= value <= max_value:
            msg = "value for `%s` must be between " % key
            msg += "%s and %s" % (min_value, max_value)
            raise ValueError(msg)

        return value


    @classmethod
[docs]    def validate_ipv4_address(cls, _, value):
        """
        Ensures the :attr:`ip` address is valid.  This checks to ensure
        that the value provided is:

            * not a hostmask
            * not link local (:rfc:`3927`)
            * not used for multicast (:rfc:`1112`)
            * not a netmask (:rfc:`4632`)
            * not reserved (:rfc:`6052`)
            * a private address (:rfc:`1918`)
        """
        if value is None:
            return value

        try:
            address = IPAddress(value)

        except (AddrFormatError, ValueError) as e:
            raise ValueError(
                "%s is not a valid address format: %s" % (value, e))

        if app.config.get("ALLOW_AGENT_LOOPBACK_ADDRESSES"):
            loopback = lambda: False
        else:
            loopback = address.is_loopback

        if any([address.is_hostmask(), address.is_link_local(),
                loopback(), address.is_multicast(),
                address.is_netmask(), address.is_reserved()]):
            raise ValueError("%s is not a valid address type" % value)

        return value


[docs]    def api_url(self,
            scheme=read_env("PYFARM_AGENT_API_SCHEME", "http"),
            version=read_env_int("PYFARM_AGENT_API_VERSION", 1)):
        """
        Returns the base url which should be used to access the api
        of this specific agent.

        :except ValueError:
            Raised if this function is called while the agent's
            :attr:`use_address` column is set to ``PASSIVE``
        """
        assert scheme in ("http", "https")
        assert isinstance(version, int)

        if self.use_address == UseAgentAddress.REMOTE:
            return "%s://%s:%d/api/v%d" % (
                scheme, self.remote_ip, self.port, version)

        elif self.use_address == UseAgentAddress.HOSTNAME:
            return "%s://%s:%d/api/v%d" % (
                scheme, self.hostname, self.port, version)

        else:
            raise ValueError(
                "Cannot construct an agent API url using mode %r "
                "`use_address`" % self.use_address)


    @validates("hostname")
[docs]    def validate_hostname_column(self, key, value):
        """Validates the hostname column"""
        return self.validate_hostname(key, value)


    @validates("ram", "cpus", "port")
[docs]    def validate_numeric_column(self, key, value):
        """
        Validates several numerical columns.  Columns such as ram, cpus
        and port a are validated with this method.
        """
        return self.validate_resource(key, value)


    @validates("remote_ip")
[docs]    def validate_remote_ip(self, key, value):
        """Validates the remote_ip column"""
        return self.validate_ipv4_address(key, value)
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  Source code for pyfarm.models.jobtype

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Job Type Models
===============

Models and objects dedicated to handling information which is specific
to an individual job.  See :mod:`pyfarm.models.job` for more the more
general implementation.
"""

import ast
from hashlib import sha1
from textwrap import dedent

from sqlalchemy import event
from sqlalchemy.orm import validates
from sqlalchemy.schema import UniqueConstraint

from pyfarm.core.config import read_env_int, read_env_bool, read_env
from pyfarm.core.logger import getLogger
from pyfarm.master.application import db
from pyfarm.models.core.cfg import (
    TABLE_JOB_TYPE, TABLE_JOB_TYPE_VERSION, MAX_JOBTYPE_LENGTH)
from pyfarm.models.core.mixins import UtilityMixins, ReprMixin
from pyfarm.models.core.types import id_column, IDTypeWork


__all__ = ("JobType", )

JOBTYPE_BASECLASS = read_env("PYFARM_JOBTYPE_SUBCLASSES_BASE_CLASS", "JobType")

logger = getLogger("models.jobtype")


[docs]class JobType(db.Model, UtilityMixins, ReprMixin):
    """
    Stores the unique information necessary to execute a task
    """
    __tablename__ = TABLE_JOB_TYPE
    __table_args__ = (UniqueConstraint("name"),)
    REPR_COLUMNS = ("id", "name")

    id = id_column(IDTypeWork)
    name = db.Column(db.String(MAX_JOBTYPE_LENGTH), nullable=False,
                     doc=dedent("""
                     The name of the job type.  This can be either a human
                     readable name or the name of the job type class
                     itself."""))
    description = db.Column(db.Text, nullable=True,
                            doc=dedent("""
                            Human readable description of the job type.  This
                            field is not required and is not directly relied
                            upon anywhere."""))

    @validates("name")
[docs]    def validate_name(self, key, value):
        if value == "":
            raise ValueError("Name cannot be empty")

        return value




class JobTypeVersion(db.Model, UtilityMixins, ReprMixin):
    __tablename__ = TABLE_JOB_TYPE_VERSION
    __table_args__ = (UniqueConstraint("jobtype_id", "version"),)

    REPR_COLUMNS = (
        "id", "jobtype_id", "version")
    id = id_column(IDTypeWork)
    jobtype_id = db.Column(IDTypeWork,
                           db.ForeignKey("%s.id" % TABLE_JOB_TYPE),
                           nullable=False,
                           doc="The jobtype this version belongs to")
    version = db.Column(db.Integer, nullable=False, doc="The version number")
    max_batch = db.Column(db.Integer,
                          default=read_env_int(
                              "JOBTYPE_DEFAULT_MAX_BATCH",
                              read_env_int("PYFARM_QUEUE_MAX_BATCH", 1)),
                          doc=dedent("""
                          When the queue runs, this is the maximum number of
                          tasks that the queue can select to assign to a single
                          agent.  If left empty, no maximum applies"""))
    batch_contiguous = db.Column(db.Boolean,
                                 default=read_env_bool(
                                     "JOBTYPE_DEFAULT_BATCH_CONTIGUOUS", True),
                                 doc=dedent("""
                                 If True then the queue will be forced to batch
                                 numerically contiguous tasks only for this
                                 job type.  For example if True it would batch
                                 frames 1, 2, 3, 4 together but not 2, 4, 6,
                                 8.  If this column is False however the queue
                                 will batch non-contiguous tasks too."""))
    classname = db.Column(db.String(MAX_JOBTYPE_LENGTH), nullable=True,
                          doc=dedent("""
                          The name of the job class contained within the file
                          being loaded.  This field may be null but when it's
                          not provided job type name will be used instead."""))
    code = db.Column(db.UnicodeText, nullable=False,
                     doc="The source code of the job type")

    jobtype = db.relationship("JobType",
                              backref=db.backref("versions", lazy="dynamic",
                                                 cascade="all, delete-orphan"),
                              doc=dedent("""
                                  Relationship between this version and the
                                  :class:`JobType` it belongs to"""))
    jobs = db.relationship("Job", backref="jobtype_version", lazy="dynamic",
                           doc=dedent("""
                           Relationship between this jobtype version and
                           :class:`.Job` objects."""))

    @validates("max_batch")
    def validate_max_batch(self, key, value):
        if isinstance(value, int) and value < 1:
            raise ValueError("max_batch must be greater than or equal to 1")

        return value

    @validates("version")
    def validate_version(self, key, value):
        if isinstance(value, int) and value < 1:
            raise ValueError("version must be greater than or equal to 1")

        return value





          

      

      

    


    
        © Copyright 2014, Oliver Palmer, Guido Winkelmann.
      Created using Sphinx 1.3b2.
    

  

_modules/pyfarm/models/user.html


    
      Navigation


      
        		
          index


        		
          modules |


        		
          routing table |


        		pyfarm.master 0.8.5 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pyfarm.models.user

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Permissions
===========

Stores users and their roles in the database.
"""

from hashlib import sha256
from datetime import datetime
from textwrap import dedent

from flask.ext.login import UserMixin

from pyfarm.core.enums import STRING_TYPES, PY3
from pyfarm.master.application import app, db, login_serializer
from pyfarm.models.core.mixins import ReprMixin
from pyfarm.models.core.functions import split_and_extend
from pyfarm.models.core.cfg import (
    TABLE_USER, TABLE_ROLE, TABLE_USER_ROLE,
    MAX_USERNAME_LENGTH, SHA256_ASCII_LENGTH, MAX_EMAILADDR_LENGTH,
    MAX_ROLE_LENGTH)

__all__ = ("User", )

# roles the user is a member of
UserRole = db.Table(
    TABLE_USER_ROLE,
    db.Column("user_id", db.Integer,
              db.ForeignKey("%s.id" % TABLE_USER)),
    db.Column("role_id", db.Integer,
              db.ForeignKey("%s.id" % TABLE_ROLE)))


[docs]class User(db.Model, UserMixin, ReprMixin):
    """
    Stores information about a user including the roles they belong to
    """
    __tablename__ = TABLE_USER
    REPR_COLUMNS = ("id", "username")

    id = db.Column(db.Integer, primary_key=True, nullable=False)

    active = db.Column(db.Boolean, default=True,
                       doc=dedent("""
                       Enables or disables a particular user across the
                       entire system"""))

    username = db.Column(
        db.String(MAX_USERNAME_LENGTH), unique=True, nullable=False,
        doc="The username used to login.")

    password = db.Column(db.String(SHA256_ASCII_LENGTH),
                         doc="The password used to login")

    email = db.Column(db.String(MAX_EMAILADDR_LENGTH), unique=True,
                      doc=dedent("""
                      Contact email for registration and possible
                      notifications"""))

    expiration = db.Column(db.DateTime,
                           doc=dedent("""
                           User expiration.  If this value is set then the user
                           will no longer be able to access PyFarm past the
                           expiration."""))

    onetime_code = db.Column(db.String(SHA256_ASCII_LENGTH),
                             doc=dedent("""
                             SHA256 one time use code which can be used for
                             unique urls such as for password resets."""))

    last_login = db.Column(db.DateTime,
                           doc=dedent("""
                           The last date that this user was logged in."""))

    roles = db.relationship("Role", secondary=UserRole,
                            backref=db.backref("users", lazy="dynamic"))

    @classmethod
[docs]    def create(cls, username, password, email=None, roles=None):
        # create the list or roles to add
        if roles is None:
            roles = []

        elif isinstance(roles, STRING_TYPES):
            roles = [roles]

        # create the user with the proper initial values
        user = cls(
            username=username,
            password=cls.hash_password(password),
            email=email)
        user.roles.extend(map(Role.create, roles))

        # commit and return
        db.session.add(user)
        db.session.commit()
        return user


    @classmethod
[docs]    def get(cls, id_or_username):
        """Get a user model either by id or by the user's username"""
        try:
            id_or_username = int(id_or_username)
        except ValueError:
            pass

        if isinstance(id_or_username, int):
            return cls.query.filter_by(id=id_or_username).first()
        elif isinstance(id_or_username, STRING_TYPES):
            return cls.query.filter_by(username=id_or_username).first()
        else:
            raise TypeError("string or integer required for User.get()")


    @classmethod
[docs]    def hash_password(cls, value):
        value = app.secret_key + value

        if PY3:
            value = value.encode("utf-8")

        return sha256(value).hexdigest()


[docs]    def get_auth_token(self):
        return login_serializer.dumps([str(self.id), self.password])


[docs]    def get_id(self):
        return self.id


[docs]    def check_password(self, password):
        """checks the password provided against the stored password"""
        assert isinstance(password, STRING_TYPES)
        return self.hash_password(password) == self.password


[docs]    def is_active(self):
        """returns true if the user and the roles it belongs to are active"""
        now = datetime.utcnow()

        # user is not active
        if not self.active:
            return False

        # user has expired
        if self.expiration is not None and now > self.expiration:
            return False

        # TODO: there's probably some way to cache this information
        return all(role.is_active() for role in self.roles)


[docs]    def has_roles(self, allowed=None, required=None):
        """checks the provided arguments against the roles assigned"""
        if not allowed and not required:
            return True

        allowed = split_and_extend(allowed)
        required = split_and_extend(required)

        if allowed:
            # Ask the database if the user has any of the allowed roles.  For
            # smaller numbers of roles this is very slightly slower with
            # SQLite in :memory: but is a good amount faster over the network
            # or with large role sets.
            return bool(
                User.query.filter(
                    User.roles.any(
                        Role.name.in_(allowed))
                ).filter(User.id == self.id).count())

        if required:
            # Ask the database for all roles matching ``required``.  In order
            # for this to return True is the number of entries found must
            # be equal to len(required).
            count = Role.query.filter(
                Role.name.in_(required)).filter(User.id == self.id).count()
            return count == len(required)




class Role(db.Model):
    """
    Stores role information that can be used to give a user access
    to individual resources.
    """
    __tablename__ = TABLE_ROLE

    id = db.Column(db.Integer, primary_key=True, nullable=False)

    active = db.Column(db.Boolean, default=True,
                       doc=dedent("""
                       Enables or disables a role.  Disabling a role
                       will prevent any users of this role from accessing
                       PyFarm"""))

    name = db.Column(db.String(MAX_ROLE_LENGTH), unique=True, nullable=False,
                     doc="The name of the role")

    expiration = db.Column(db.DateTime,
                       doc=dedent("""
                       Role expiration.  If this value is set then the role, and
                       anyone assigned to it, will no longer be able to access
                       PyFarm past the expiration."""))

    description = db.Column(db.Text, doc="Human description of the role.")

    @classmethod
    def create(cls, name, description=None):
        """
        Creates a role by the given name or returns an existing
        role if it already exists.
        """
        if isinstance(name, Role):
            return name

        role = Role.query.filter_by(name=name).first()

        if role is None:
            role = cls(name=name, description=description)
            db.session.add(role)
            db.session.commit()

        return role

    def is_active(self):
        if self.expiration is None:
            return self.active
        return self.active and datetime.utcnow() < self.expiration
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  Source code for pyfarm.master.user_interface.jobtypes

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.
"""
Jobtypes
============

UI endpoints allowing seeing and manipulating jobtypes via the web interface
"""

try:
    from httplib import (
        NOT_FOUND, INTERNAL_SERVER_ERROR, SEE_OTHER, BAD_REQUEST)
except ImportError:  # pragma: no cover
    from http.client import (
        NOT_FOUND, INTERNAL_SERVER_ERROR, SEE_OTHER, BAD_REQUEST)

from flask import render_template, request, redirect, flash, url_for

from sqlalchemy import desc, func, sql

from pyfarm.models.jobtype import JobType, JobTypeVersion
from pyfarm.models.software import (
    JobTypeSoftwareRequirement, Software, SoftwareVersion)
from pyfarm.master.application import db

[docs]def jobtypes():
    return render_template("pyfarm/user_interface/jobtypes.html",
                           jobtypes=JobType.query)


[docs]def jobtype(jobtype_id):
    """
    UI endpoint for a single jobtype. Allows showing and updating the jobtype
    """
    jobtype = JobType.query.filter_by(id=jobtype_id).first()
    if not jobtype:
        return (render_template(
                    "pyfarm/error.html", error="Jobtype %s not found" %
                    jobtype_id), NOT_FOUND)

    if request.method == "POST":
        with db.session.no_autoflush:
            jobtype.description = request.form["description"]

            new_version = JobTypeVersion(jobtype=jobtype)
            new_version.max_batch = request.form["max_batch"].strip() or\
                sql.null()
            new_version.batch_contiguous =\
                ("batch_contiguous" in request.form and
                 request.form["batch_contiguous"] == "true")
            new_version.classname = request.form["classname"]
            new_version.code = request.form["code"]

            max_version, = db.session.query(func.max(
                    JobTypeVersion.version)).filter_by(jobtype=jobtype).first()
            new_version.version = (max_version or 0) + 1

            previous_version = JobTypeVersion.query.filter_by(
                jobtype=jobtype).order_by(desc(JobTypeVersion.version)).first()
            if previous_version:
                for requirement in previous_version.software_requirements:
                    new_requirement = JobTypeSoftwareRequirement()
                    new_requirement.jobtype_version = new_version
                    new_requirement.software = requirement.software
                    new_requirement.min_version = requirement.min_version
                    new_requirement.max_version = requirement.max_version
                    db.session.add(new_requirement)

            db.session.add(jobtype)
            db.session.add(new_version)
            db.session.commit()

            flash("Jobtype %s updated to version %s" %
                (jobtype.name, new_version.version))

            return redirect(url_for("single_jobtype_ui", jobtype_id=jobtype.id),
                            SEE_OTHER)

    else:
        latest_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype).order_by(desc(JobTypeVersion.version)).first()
        if not latest_version:
            return (render_template(
                        "pyfarm/error.html", error="Jobtype %s has no versions" %
                        jobtype_id), INTERNAL_SERVER_ERROR)


        return render_template("pyfarm/user_interface/jobtype.html",
                            jobtype=jobtype, latest_version=latest_version,
                            software_items=Software.query)


[docs]def remove_jobtype_software_requirement(jobtype_id, software_id):
    with db.session.no_autoflush:
        jobtype = JobType.query.filter_by(id=jobtype_id).first()
        if not jobtype:
            return (render_template(
                        "pyfarm/error.html", error="Jobtype %s not found" %
                        jobtype_id), NOT_FOUND)

        previous_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype).order_by(desc(JobTypeVersion.version)).first()
        if not previous_version:
            return (render_template(
                "pyfarm/error.html", error="Jobtype %s has no versions" %
                jobtype_id), INTERNAL_SERVER_ERROR)

        new_version = JobTypeVersion(jobtype=jobtype)
        new_version.max_batch = previous_version.max_batch
        new_version.batch_contiguous = previous_version.batch_contiguous
        new_version.classname = previous_version.classname
        new_version.code = previous_version.code
        new_version.version = previous_version.version + 1

        for requirement in previous_version.software_requirements:
            if requirement.software_id != software_id:
                new_requirement = JobTypeSoftwareRequirement()
                new_requirement.jobtype_version = new_version
                new_requirement.software = requirement.software
                new_requirement.min_version = requirement.min_version
                new_requirement.max_version = requirement.max_version
                db.session.add(new_requirement)

        db.session.commit()

    flash("Software requirement has been removed from jobtype %s" %
          jobtype.name)

    return redirect(url_for("single_jobtype_ui", jobtype_id=jobtype.id),
                            SEE_OTHER)


[docs]def add_jobtype_software_requirement(jobtype_id):
    with db.session.no_autoflush:
        jobtype = JobType.query.filter_by(id=jobtype_id).first()
        if not jobtype:
            return (render_template(
                        "pyfarm/error.html", error="Jobtype %s not found" %
                        jobtype_id), NOT_FOUND)

        previous_version = JobTypeVersion.query.filter_by(
            jobtype=jobtype).order_by(desc(JobTypeVersion.version)).first()
        if not previous_version:
            return (render_template(
                "pyfarm/error.html", error="Jobtype %s has no versions" %
                jobtype_id), INTERNAL_SERVER_ERROR)

        new_version = JobTypeVersion(jobtype=jobtype)
        new_version.max_batch = previous_version.max_batch
        new_version.batch_contiguous = previous_version.batch_contiguous
        new_version.classname = previous_version.classname
        new_version.code = previous_version.code
        new_version.version = previous_version.version + 1

        for requirement in previous_version.software_requirements:
            retained_requirement = JobTypeSoftwareRequirement()
            retained_requirement.jobtype_version = new_version
            retained_requirement.software = requirement.software
            retained_requirement.min_version = requirement.min_version
            retained_requirement.max_version = requirement.max_version
            db.session.add(retained_requirement)

        new_requirement = JobTypeSoftwareRequirement()
        new_requirement.jobtype_version = new_version

        new_requirement_software = Software.query.filter_by(
            id=request.form["software"]).first()
        if not new_requirement_software:
            return (render_template(
                        "pyfarm/error.html", error="Software %s not found" %
                        request.form["software"]), NOT_FOUND)
        new_requirement.software = new_requirement_software

        if request.form["minimum_version"] != "":
            min_version = SoftwareVersion.query.filter_by(
                id=request.form["minimum_version"]).first()
            if not min_version:
                return (render_template(
                        "pyfarm/error.html", error="Software version %s not "
                        "found" %  request.form["minimum_version"]), NOT_FOUND)
            if min_version.software != new_requirement_software:
                return (render_template(
                        "pyfarm/error.html", error="Software version %s does "
                        "not belong to software %s" %
                        (min_version.version,
                         new_requirement_software.software)), BAD_REQUEST)
            new_requirement.min_version = min_version

        if request.form["maximum_version"] != "":
            max_version = SoftwareVersion.query.filter_by(
                id=request.form["maximum_version"]).first()
            if not max_version:
                return (render_template(
                        "pyfarm/error.html", error="Software version %s not "
                        "found" %  request.form["maximum_version"]), NOT_FOUND)
            if max_version.software != new_requirement_software:
                return (render_template(
                        "pyfarm/error.html", error="Software version %s does "
                        "not belong to software %s" %
                        (max_version.version,
                         new_requirement_software.software)), BAD_REQUEST)
            new_requirement.max_version = max_version

        db.session.add(new_version)
        db.session.add(new_requirement)
        db.session.commit()

    flash("Software requirement has been added to jobtype %s" %
          jobtype.name)

    return redirect(url_for("single_jobtype_ui", jobtype_id=jobtype.id),
                            SEE_OTHER)


[docs]def remove_jobtype(jobtype_id):
    with db.session.no_autoflush:
        jobtype = JobType.query.filter_by(id=jobtype_id).first()
        if not jobtype:
            return (render_template(
                        "pyfarm/error.html", error="Jobtype %s not found" %
                        jobtype_id), NOT_FOUND)

        for version in jobtype.versions:
            if version.jobs.count() > 0:
                 return (render_template(
                     "pyfarm/error.html", error="Jobtype %s cannot be deleted "
                     "because there are still jobs referencing it. Please "
                     "delete those jobs first." % jobtype.name), BAD_REQUEST)

        db.session.delete(jobtype)
        db.session.commit()

    return redirect(url_for("jobtypes_index_ui"), SEE_OTHER)


[docs]def create_jobtype():
    if request.method == "GET":
        return render_template("pyfarm/user_interface/jobtype_create.html",
                               jobtypes=JobType.query,
                               software_items=Software.query)
    else:
        with db.session.no_autoflush:
            jobtype = JobType()
            jobtype.name = request.form["name"]
            jobtype.description = request.form["description"]
            jobtype_version = JobTypeVersion()
            jobtype_version.jobtype = jobtype
            jobtype_version.version = 1
            jobtype_version.max_batch = request.form["max_batch"].strip() or\
                sql.null()
            jobtype_version.batch_contiguous =\
                ("batch_contiguous" in request.form and
                 request.form["batch_contiguous"] == "true")
            jobtype_version.classname = request.form["classname"]
            jobtype_version.code = request.form["code"]

            requirements = zip(request.form.getlist("software"),
                            request.form.getlist("min_version"),
                            request.form.getlist("min_version"))

            for requirement_tuple in requirements:
                software = Software.query.filter_by(
                    id=int(requirement_tuple[0])).first()
                if not software:
                    return (render_template(
                        "pyfarm/error.html", error="Software %s not found" %
                        requirement_tuple[0]), NOT_FOUND)
                requirement = JobTypeSoftwareRequirement()
                requirement.software = software
                requirement.jobtype_version = jobtype_version

                if requirement_tuple[1] != "":
                    minimum_version = SoftwareVersion.query.filter_by(
                        id=int(requirement_tuple[1])).first()
                    if not minimum_version:
                        return (render_template(
                            "pyfarm/error.html", error="Software version %s not "
                            "found" % requirement_tuple[1]), NOT_FOUND)
                    if minimum_version.software != software:
                        return (render_template(
                            "pyfarm/error.html", error="Software version %s "
                            "does not belong to software %s" %
                            (minimum_version.version, software.software)),
                            BAD_REQUEST)
                    requirement.min_version = minimum_version

                if requirement_tuple[2] != "":
                    maximum_version = SoftwareVersion.query.filter_by(
                        id=int(requirement_tuple[2])).first()
                    if not maximum_version:
                        return (render_template(
                            "pyfarm/error.html", error="Software version %s not "
                            "found" % requirement_tuple[2]), NOT_FOUND)
                    if maximum_version.software != software:
                        return (render_template(
                            "pyfarm/error.html", error="Software version %s "
                            "does not belong to software %s" %
                            (maximum_version.version, software.software)),
                            BAD_REQUEST)
                    requirement.max_version = maximum_version

                db.session.add(requirement)

            db.session.add(jobtype)
            db.session.add(jobtype_version)
            db.session.commit()

        flash("Jobtype %s created" % jobtype.name)

        return redirect(url_for('jobtypes_index_ui'), SEE_OTHER)
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  Source code for pyfarm.master.user_interface.agents

# No shebang line, this module is meant to be imported
#
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

try:
    from httplib import BAD_REQUEST, NOT_FOUND, SEE_OTHER
except ImportError:  # pragma: no cover
    from http.client import BAD_REQUEST, NOT_FOUND, SEE_OTHER

from flask import render_template, request, url_for, redirect, flash
from sqlalchemy import or_

from pyfarm.core.enums import WorkState
from pyfarm.scheduler.tasks import restart_agent, assign_tasks_to_agent
from pyfarm.models.agent import Agent
from pyfarm.models.tag import Tag
from pyfarm.models.task import Task
from pyfarm.models.software import Software, SoftwareVersion
from pyfarm.master.application import db

[docs]def agents():
    agents_query = Agent.query

    filters = {}
    if "tags" in request.args:
        filters["tags"] = request.args.get("tags")
        tags = request.args.get("tags").split(",")
        tags = [x for x in tags if not x == ""]
        if tags:
            agents_query = agents_query.filter(Agent.tags.any(Tag.tag.in_(tags)))

    if "state" in request.args:
        state = request.args.get("state")
        filters["state"] = state
        # TODO Use the actual AgentState enum here
        if state not in ["online", "offline", "disabled", "running", ""]:
            return (render_template(
                "pyfarm/error.html", error="unknown state"), BAD_REQUEST)
        if state != "":
            agents_query = agents_query.filter(Agent.state == state)

    if "hostname" in request.args:
        hostname = request.args.get("hostname")
        filters["hostname"] = hostname
        if hostname != "":
            agents_query = agents_query.filter(
                Agent.hostname.ilike("%%%s%%" % hostname))

    order_dir = "asc"
    order_by = "hostname"
    if "order_by" in request.args:
        order_by = request.args.get("order_by")
        if order_by not in ["hostname", "remote_ip", "state"]:
            return (render_template(
                "pyfarm/error.html", error="unknown order key"), BAD_REQUEST)
        if "order_dir" in request.args:
            order_dir = request.args.get("order_dir")
            if order_dir not in ["asc", "desc"]:
                return (render_template(
                "pyfarm/error.html", error="unknown order dir"), BAD_REQUEST)

    agents_query = agents_query.order_by("%s %s" % (order_by, order_dir))

    agents = agents_query.all()
    return render_template("pyfarm/user_interface/agents.html",
                           agents=agents, filters=filters, order_by=order_by,
                           order_dir=order_dir,
                           order={"order_by": order_by, "order_dir": order_dir})


[docs]def single_agent(agent_id):
    agent = Agent.query.filter_by(id=agent_id).first()
    if not agent:
        return (render_template(
                    "pyfarm/error.html", error="Agent %s not found" % agent_id),
                NOT_FOUND)

    tasks = Task.query.filter(Task.agent == agent,
                              or_(Task.state == None,
                                  Task.state == WorkState.RUNNING)).\
                                      order_by(Task.job_id, Task.frame)

    return render_template("pyfarm/user_interface/agent.html", agent=agent,
                           tasks=tasks, software_items=Software.query)


[docs]def restart_single_agent(agent_id):
    agent = Agent.query.filter_by(id=agent_id).first()
    if not agent:
        return (render_template(
                    "pyfarm/error.html", error="Agent %s not found" % agent_id),
                NOT_FOUND)

    agent.restart_requested = True
    db.session.add(agent)
    db.session.commit()

    restart_agent.delay(agent.id)

    flash("Agent %s will be restarted" % agent.hostname)

    return redirect(url_for("agents_index_ui"), SEE_OTHER)


[docs]def delete_single_agent(agent_id):
    agent = Agent.query.filter_by(id=agent_id).first()
    if not agent:
        return (render_template(
                    "pyfarm/error.html", error="Agent %s not found" % agent_id),
                NOT_FOUND)

    db.session.delete(agent)
    db.session.commit()

    flash("Agent %s has been deleted" % agent.hostname)

    return redirect(url_for("agents_index_ui"), SEE_OTHER)


[docs]def agent_add_software(agent_id):
    agent = Agent.query.filter_by(id=agent_id).first()
    if not agent:
        return (render_template(
                    "pyfarm/error.html", error="Agent %s not found" % agent_id),
                NOT_FOUND)

    software = Software.query.filter_by(id=int(request.form["software"])).first()
    if not software:
        return (render_template(
                    "pyfarm/error.html", error="Software %s not found" %
                    request.form["software"]), NOT_FOUND)

    version = SoftwareVersion.query.filter_by(
        id=int(request.form["version"]), software=software).first()
    if not version:
         return (render_template(
                    "pyfarm/error.html", error="Software version %s not found" %
                    request.form["version"]), NOT_FOUND)

    agent.software_versions.append(version)
    db.session.add(agent)
    db.session.add(version)
    db.session.commit()

    assign_tasks_to_agent.delay(agent.id)

    flash("Software %s %s has been added to agent %s" %
          (software.software, version.version, agent.hostname))

    return redirect(url_for("single_agent_ui", agent_id=agent.id), SEE_OTHER)


[docs]def agent_delete_software(agent_id, version_id):
    agent = Agent.query.filter_by(id=agent_id).first()
    if not agent:
        return (render_template(
                    "pyfarm/error.html", error="Agent %s not found" % agent_id),
                NOT_FOUND)

    version = SoftwareVersion.query.filter_by(id=version_id).first()
    if not version:
         return (render_template(
                    "pyfarm/error.html", error="Software version %s not found" %
                    version_id), NOT_FOUND)

    agent.software_versions.remove(version)
    db.session.add(agent)
    db.session.commit()

    flash("Software %s %s removed from agent %s" %
          (version.software.software, version.version, agent.hostname))

    return redirect(url_for("single_agent_ui", agent_id=agent.id), SEE_OTHER)
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  Source code for pyfarm.master.api.jobs

# No shebang line, this module is meant to be imported
#
# Copyright 2013 Oliver Palmer
# Copyright 2014 Ambient Entertainment GmbH & Co. KG
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#    http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""
Jobs
----

This module defines an API for managing and querying jobs
"""

from decimal import Decimal
from json import loads

try:
    from httplib import (
        OK, BAD_REQUEST, NOT_FOUND, INTERNAL_SERVER_ERROR, CREATED, NO_CONTENT)
except ImportError:  # pragma: no cover
    from http.client import (
        OK, BAD_REQUEST, NOT_FOUND, INTERNAL_SERVER_ERROR, CREATED, NO_CONTENT)

from flask.views import MethodView
from flask import g, request

from sqlalchemy.sql import func, or_, and_

from pyfarm.core.config import read_env_bool, read_env
from pyfarm.core.logger import getLogger
from pyfarm.core.enums import STRING_TYPES, NUMERIC_TYPES, WorkState
from pyfarm.scheduler.tasks import (
    assign_tasks_to_agent, assign_tasks, send_job_completion_mail, delete_job)
from pyfarm.models.core.cfg import (
    MAX_JOBTYPE_LENGTH, MAX_USERNAME_LENGTH, MAX_JOBQUEUE_NAME_LENGTH)
from pyfarm.models.jobtype import JobType, JobTypeVersion
from pyfarm.models.task import Task
from pyfarm.models.user import User
from pyfarm.models.job import Job, JobNotifiedUser
from pyfarm.models.software import (
    Software, SoftwareVersion, JobSoftwareRequirement)
from pyfarm.models.tag import Tag
from pyfarm.models.jobqueue import JobQueue
from pyfarm.master.application import db
from pyfarm.master.utility import (
    jsonify, validate_with_model, get_request_argument)

RANGE_TYPES = NUMERIC_TYPES[:-1] + (Decimal, )

logger = getLogger("api.jobs")

# Load model mappings once per process
TASK_MODEL_MAPPINGS = Task.types().mappings

AUTOCREATE_USERS = read_env_bool("PYFARM_AUTOCREATE_USERS", True)
AUTO_USERS_DEFAULT_DOMAIN = read_env("PYFARM_AUTO_USERS_DEFAULT_DOMAIN", None)
DEFAULT_JOB_DELETE_TIME = read_env("PYFARM_DEFAULT_JOB_DELETE_TIME", None)
if DEFAULT_JOB_DELETE_TIME is not None:
    DEFAULT_JOB_DELETE_TIME = int(DEFAULT_JOB_DELETE_TIME)

[docs]class ObjectNotFound(Exception):
    pass



[docs]def parse_requirements(requirements):
    """
    Takes a list dicts specifying a software and optional min- and max-versions
    and returns a list of :class:`JobRequirement` objects.

    Raises TypeError if the input was not as expected or ObjectNotFound if a
    referenced software of or version was not found.

    :param list requirements:
        A list of of dicts specifying a software and optionally min_version
        and/or max_version.

    :raises TypeError:
        Raised if ``requirements`` is not a list or if an entry in
        ``requirements`` is not a dictionary.

    :raises ValueError:
        Raised if there's a problem with the content of at least one of the
        requirement dictionaries.

    :raises ObjectNotFound:
        Raised if the referenced software or version was not found
    """
    if not isinstance(requirements, list):
        raise TypeError("software_requirements must be a list")

    out = []
    for entry in requirements:
        if not isinstance(entry, dict):
            raise TypeError("Every software_requirement must be a dict")

        requirement = JobSoftwareRequirement()
        software_name = entry.pop("software", None)
        if software_name is None:
            raise ValueError("Software requirement does not specify a software.")
        software = Software.query.filter_by(software=software_name).first()
        if not software:
            raise ObjectNotFound("Software %s not found" % software_name)
        requirement.software = software

        min_version_str = entry.pop("min_version", None)
        if min_version_str is not None:
            min_version = SoftwareVersion.query.filter(
                SoftwareVersion.software == software,
                SoftwareVersion.version == min_version_str).first()
            if not min_version:
                raise ObjectNotFound("Version %s of software %s not found" %
                                        (min_version_str, software_name))
            requirement.min_version = min_version

        max_version_str = entry.pop("max_version", None)
        if max_version_str is not None:
            max_version = SoftwareVersion.query.filter(
                SoftwareVersion.software == software,
                SoftwareVersion.version == max_version_str).first()
            if not max_version:
                raise ObjectNotFound("Version %s of software %s not found" %
                                     (max_version_str, software_name))
            requirement.max_version = max_version

        if entry:
            raise ValueError("Unexpected keys in software requirement: %r" %
                            entry.keys())

        out.append(requirement)
    return out



[docs]def schema():
    """
    Returns the basic schema of :class:`.Job`

    .. http:get:: /api/v1/jobs/schema HTTP/1.1

        **Request**

        .. sourcecode:: http

            GET /api/v1/jobs/schema HTTP/1.1
            Accept: application/json

        **Response**

        .. sourcecode:: http

            HTTP/1.1 200 OK
            Content-Type: application/json

            {
                "batch": "INTEGER",
                "by": "NUMERIC(10, 4)",
                "cpus": "INTEGER",
                "data": "JSONDict",
                "end": "NUMERIC(10,4)",
                "environ": "JSONDict",
                "hidden": "BOOLEAN",
                "id": "INTEGER",
                "jobtype": "VARCHAR(64)",
                "jobtype_version": "INTEGER",
                "jobqueue": "VARCHAR(255)",
                "notes": "TEXT",
                "priority": "INTEGER",
                "project_id": "INTEGER",
                "ram": "INTEGER",
                "ram_max": "INTEGER",
                "ram_warning": "INTEGER",
                "requeue": "INTEGER",
                "start": "NUMERIC(10,4)",
                "state": "WorkStateEnum",
                "time_finished": "DATETIME",
                "time_started": "DATETIME",
                "time_submitted": "DATETIME",
                "title": "VARCHAR(255)",
                "user": "VARCHAR(255)"
            }

    :statuscode 200: no error
    """
    schema_dict = Job.to_schema()

    # These columns are not part of the actual database model, but will be
    # dynamically computed by the api
    schema_dict["start"] = "NUMERIC(10,4)"
    schema_dict["end"] = "NUMERIC(10,4)"
    schema_dict["user"] = "VARCHAR(%s)" % MAX_USERNAME_LENGTH
    schema_dict["jobqueue"] = "VARCHAR(%s)" % MAX_JOBQUEUE_NAME_LENGTH

    # In the database, we are storing the jobtype_version_id, but over the wire,
    # we are using the jobtype's name plus version to identify it
    del schema_dict["jobtype_version_id"]
    # Same for user_id
    del schema_dict["user_id"]
    # jobqueue too
    del schema_dict["job_queue_id"]
    schema_dict["jobtype"] = "VARCHAR(%s)" % MAX_JOBTYPE_LENGTH
    schema_dict["jobtype_version"] = "INTEGER"
    return jsonify(schema_dict), OK



[docs]class JobIndexAPI(MethodView):
    @validate_with_model(Job,
                         type_checks={"by": lambda x: isinstance(
                             x, RANGE_TYPES)},
                         ignore=["start", "end", "jobtype", "jobtype_version",
                                 "user", "jobqueue"],
                         disallow=["jobtype_version_id", "time_submitted",
                                   "time_started", "time_finished",
                                   "job_queue_id"])
[docs]    def post(self):
        """
        A ``POST`` to this endpoint will submit a new job.

        .. http:post:: /api/v1/jobs/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/jobs/ HTTP/1.1
                Accept: application/json

                {
                    "end": 2.0,
                    "title": "Test Job 2",
                    "jobtype": "TestJobType",
                    "data": {
                        "foo": "bar"
                    },
                    "software_requirements": [
                        {
                        "software": "blender"
                        }
                    ],
                    "start": 1.0
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "time_finished": null,
                    "time_started": null,
                    "end": 2.0,
                    "time_submitted": "2014-03-06T15:40:58.335259",
                    "jobtype_version": 1,
                    "jobtype": "TestJobType",
                    "jobqueue": None
                    "start": 1.0,
                    "priority": 0,
                    "state": "queued",
                    "parents": [],
                    "hidden": false,
                    "project_id": null,
                    "ram_warning": null,
                    "title": "Test Job 2",
                    "tags": [],
                    "user": null,
                    "by": 1.0,
                    "data": {
                        "foo": "bar"
                    },
                    "ram_max": null,
                    "notes": "",
                    "batch": 1,
                    "project": null,
                    "environ": null,
                    "requeue": 3,
                    "software_requirements": [
                        {
                            "min_version": null,
                            "max_version": null,
                            "max_version_id": null,
                            "software_id": 1,
                            "min_version_id": null,
                            "software": "blender"
                        }
                    ],
                    "id": 2,
                    "ram": 32,
                    "cpus": 1,
                    "children": []
                }

        :statuscode 201: a new job item was created
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        :statuscode 404: a referenced object, like a software or software
                            version, does not exist
        :statuscode 409: a conflicting job already exists
        """
        if "jobtype" not in g.json:
            return jsonify(error="No jobtype specified"), BAD_REQUEST
        if not isinstance(g.json["jobtype"], STRING_TYPES):
            return jsonify(error="jobtype must be of type string"), BAD_REQUEST

        q = JobTypeVersion.query.filter(
                JobTypeVersion.jobtype.has(JobType.name == g.json["jobtype"]))
        del g.json["jobtype"]
        if "jobtype_version" in g.json:
            if not isinstance(g.json["jobtype_version"], int):
                return (jsonify(error="jobtype_version must be of type int"),
                        BAD_REQUEST)
            q = q.filter(JobTypeVersion.version == g.json["jobtype_version"])
            del g.json["jobtype_version"]
        jobtype_version = q.order_by("version desc").first()

        if not jobtype_version:
            return jsonify("Jobtype or version not found"), NOT_FOUND

        software_requirements = []
        if "software_requirements" in g.json:
            try:
                software_requirements = parse_requirements(
                    g.json["software_requirements"])
            except (TypeError, ValueError) as e:
                return jsonify(error=e.args), BAD_REQUEST
            except ObjectNotFound as e:
                return jsonify(error=e.args), NOT_FOUND
            del g.json["software_requirements"]

        parents = []
        if "parents" in g.json:
            for parent_job_data in g.json["parents"]:
                parent_job = Job.query.filter_by(
                    id=parent_job_data["id"]).first()
                if not parent_job:
                    return (jsonify("Parent job %s not found" %
                                    parent_job_data["id"] ), NOT_FOUND)
                parents.append(parent_job)
            del g.json["parents"]

        notified_usernames = g.json.pop("notified_users", None)
        notified_users = []
        if notified_usernames:
            for entry in notified_usernames:
                user = User.query.filter_by(username=entry["username"]).first()
                if not user and AUTOCREATE_USERS:
                    username = entry["username"]
                    user = User(username=username)
                    if AUTO_USERS_DEFAULT_DOMAIN:
                        user.email = username + "@" + AUTO_USERS_DEFAULT_DOMAIN
                    db.session.add(user)
                    db.session.flush()
                    logger.warning("User %s was autocreated on job submit",
                                   username)
                elif not user:
                    return (jsonify(
                                error="User %s not found" % entry["username"]),
                            NOT_FOUND)
                notified_user = JobNotifiedUser(user=user)
                if "on_success" in entry:
                    notified_user.on_success = entry["on_success"]
                if "on_failure" in entry:
                    notified_user.on_failure = entry["on_failure"]
                if "on_deletion" in entry:
                    notified_user.on_deletion = entry["on_deletion"]
                notified_users.append(notified_user)

        tag_names = g.json.pop("tags", None)
        tags = []
        if tag_names:
            for tag_name in tag_names:
                tag = Tag.query.filter_by(tag=tag_name).first()
                if not tag:
                    tag = Tag(tag=tag_name)
                tags.append(tag)

        user = None
        username = g.json.pop("user", None)
        if username:
            user = User.query.filter_by(username=username).first()
            if not user and AUTOCREATE_USERS:
                user = User(username=username)
                if AUTO_USERS_DEFAULT_DOMAIN:
                    user.email = username + "@" + AUTO_USERS_DEFAULT_DOMAIN
                db.session.add(user)
                logger.warning("User %s was autocreated on job submit", username)
            elif not user:
                return (jsonify(
                    error="User %s not found" % username), NOT_FOUND)

        jobqueue = None
        jobqueue_name = g.json.pop("jobqueue", None)
        if jobqueue_name:
            path_elements = jobqueue_name.split("/")
            for element in path_elements:
                jobqueue = JobQueue.query.filter_by(
                    parent=jobqueue, name=element).first()
                if not jobqueue:
                    return (jsonify(error="Jobqueue %s not found" %
                                    jobqueue_name),
                            NOT_FOUND)

        g.json.pop("start", None)
        g.json.pop("end", None)
        job = Job(**g.json)
        job.jobtype_version = jobtype_version
        job.software_requirements = software_requirements
        job.parents = parents
        job.tags = tags
        job.user = user
        job.queue = jobqueue
        job.autodelete_time = g.json.get("autodelete_time",
                                         DEFAULT_JOB_DELETE_TIME)

        for notified_user in notified_users:
            notified_user.job = job
            db.session.add(notified_user)

        custom_json = loads(request.data.decode(), parse_float=Decimal)
        if "end" in custom_json and "start" not in custom_json:
            return (jsonify(error="`end` is specified while `start` is not"),
                    BAD_REQUEST)
        start = custom_json.get("start", Decimal("1.0"))
        end = custom_json.get("end", start)
        if (not isinstance(start, RANGE_TYPES) or
            not isinstance(end, RANGE_TYPES)):
            return (jsonify(error="`start` and `end` need to be of type decimal "
                                    "or int"), BAD_REQUEST)

        if not end >= start:
            return (jsonify(error="`end` must be larger than or equal to start"),
                    BAD_REQUEST)

        by = custom_json.pop("by", Decimal("1.0"))
        if not isinstance(by, RANGE_TYPES):
            return (jsonify(error="`by` needs to be of type decimal or int"),
                    BAD_REQUEST)
        job.by = by

        current_frame = start
        while current_frame <= end:
            task = Task()
            task.job = job
            task.frame = current_frame
            task.priority = job.priority
            db.session.add(task)
            current_frame += by

        db.session.add(job)
        db.session.add_all(software_requirements)
        db.session.commit()
        job_data = job.to_dict(unpack_relationships=["tags",
                                                     "data",
                                                     "software_requirements",
                                                     "parents",
                                                     "children",
                                                     "notified_users"])
        job_data["start"] = start
        job_data["end"] = min(current_frame, end)
        del job_data["jobtype_version_id"]
        job_data["jobtype"] = job.jobtype_version.jobtype.name
        job_data["jobtype_version"] = job.jobtype_version.version
        job_data["user"] = job.user.username if job.user else None
        del job_data["user_id"]
        job_data["jobqueue"] = job.queue.path() if job.queue else None
        del job_data["job_queue_id"]
        if job.state is None:
            num_assigned_tasks = Task.query.filter(Task.job == job,
                                                   Task.agent != None).count()
            if num_assigned_tasks > 0:
                job_data["state"] = "running"
            else:
                job_data["state"] = "queued"

        logger.info("Created new job %r", job_data)
        assign_tasks.delay()

        return jsonify(job_data), CREATED


[docs]    def get(self):
        """
        A ``GET`` to this endpoint will return a list of all jobs.

        .. http:get:: /api/v1/jobs/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobs/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "title": "Test Job",
                        "state": "queued",
                        "id": 1
                    },
                    {
                        "title": "Test Job 2",
                        "state": "queued",
                        "id": 2
                    }
                ]

        :statuscode 200: no error
        """

        jobtype_name = get_request_argument("jobtype")
        user_name = get_request_argument("user")

        out = []
        subq = db.session.query(
            Task.job_id,
            func.count(Task.id).label('assigned_tasks_count')).\
                filter(Task.agent_id != None).group_by(Task.job_id).subquery()
        q = db.session.query(Job.id, Job.title, Job.state,
                             subq.c.assigned_tasks_count).\
            outerjoin(subq, Job.id == subq.c.job_id)

        if jobtype_name is not None:
            jobtype = JobType.query.filter_by(name=jobtype_name).first()
            if not jobtype:
                return (jsonify(error="Jobtype %s not found" % jobtype_name),
                        NOT_FOUND)
            q = q.join(JobTypeVersion,
                       Job.jobtype_version_id == JobTypeVersion.id)
            q = q.filter(JobTypeVersion.jobtype == jobtype)

        if user_name is not None:
            user = User.query.filter_by(username=user_name).first()
            if not user:
                return (jsonify(error="User %s not found" % user_name),
                        NOT_FOUND)
            q = q.filter(Job.user == user)

        for id, title, state, assigned_tasks_count in q:
            data = {"id": id, "title": title}
            if state is None and not assigned_tasks_count:
                data["state"] = "queued"
            elif state is None:
                data["state"] = "assigned"
            else:
                data["state"] = str(state)
            out.append(data)

        return jsonify(out), OK




[docs]class SingleJobAPI(MethodView):
[docs]    def get(self, job_name):
        """
        A ``GET`` to this endpoint will return the specified job, by name or id.

        .. http:get:: /api/v1/jobs/[<str:name>|<int:id>] HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobs/Test%20Job%202 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "ram_warning": null,
                    "title": "Test Job",
                    "state": "queued",
                    "jobtype_version": 1,
                    "jobtype": "TestJobType",
                    "environ": null,
                    "user": null,
                    "priority": 0,
                    "time_finished": null,
                    "start": 2.0,
                    "id": 1,
                    "notes": "",
                    "notified_users": []
                    "ram": 32,
                    "tags": [],
                    "hidden": false,
                    "data": {
                        "foo": "bar"
                    },
                    "software_requirements": [
                        {
                            "software": "blender",
                            "software_id": 1,
                            "min_version": null,
                            "max_version": null,
                            "min_version_id": null,
                            "max_version_id": null
                        }
                    ],
                    "batch": 1,
                    "time_started": null,
                    "time_submitted": "2014-03-06T15:40:58.335259",
                    "requeue": 3,
                    "end": 4.0,
                    "parents": [],
                    "cpus": 1,
                    "ram_max": null,
                    "children": [],
                    "by": 1.0,
                    "project_id": null
                }

        :statuscode 200: no error
        :statuscode 404: job not found
        """
        if isinstance(job_name, STRING_TYPES):
            job = Job.query.filter_by(title=job_name).first()
        else:
            job = Job.query.filter_by(id=job_name).first()

        if not job:
            return jsonify(error="Job not found"), NOT_FOUND

        job_data = job.to_dict(unpack_relationships=["tags",
                                                     "data",
                                                     "software_requirements",
                                                     "parents",
                                                     "children",
                                                     "notified_users"])

        first_task = Task.query.filter_by(job=job).order_by("frame asc").first()
        last_task = Task.query.filter_by(job=job).order_by("frame desc").first()

        if not first_task or not last_task: # pragma: no cover
            return (jsonify(error="Job does not have any tasks"),
                    INTERNAL_SERVER_ERROR)

        job_data["start"] = first_task.frame
        job_data["end"] = last_task.frame
        job_data["jobtype"] = job.jobtype_version.jobtype.name
        job_data["jobtype_version"] = job.jobtype_version.version
        job_data["user"] = job.user.username if job.user else None
        del job_data["user_id"]
        job_data["jobqueue"] = job.queue.path() if job.queue else None
        del job_data["job_queue_id"]
        if job.state is None:
            num_assigned_tasks = Task.query.filter(Task.job == job,
                                                   Task.agent != None).count()
            if num_assigned_tasks > 0:
                job_data["state"] = "running"
            else:
                job_data["state"] = "queued"

        del job_data["jobtype_version_id"]

        return jsonify(job_data), OK


[docs]    def post(self, job_name):
        """
        A ``POST`` to this endpoint will update the specified job with the data
        in the request.  Columns not specified in the request will be left as
        they are.
        If the "start", "end" or "by" columns are updated, tasks will be created
        or deleted as required.

        .. http:post:: /api/v1/jobs/[<str:name>|<int:id>] HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/jobs/Test%20Job HTTP/1.1
                Accept: application/json

                {
                    "start": 2.0
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 OK
                Content-Type: application/json

                {
                    "end": 4.0,
                    "children": [],
                    "jobtype_version": 1,
                    "jobtype": "TestJobType",
                    "time_started": null,
                    "tasks_failed": [],
                    "project_id": null,
                    "id": 1,
                    "software_requirements": [
                        {
                            "software": "blender",
                            "min_version": null,
                            "max_version_id": null,
                            "software_id": 1,
                            "max_version": null,
                            "min_version_id": null
                        }
                    ],
                    "tags": [],
                    "environ": null,
                    "requeue": 3,
                    "start": 2.0,
                    "ram_warning": null,
                    "title": "Test Job",
                    "batch": 1,
                    "time_submitted": "2014-03-06T15:40:58.335259",
                    "ram_max": null,
                    "user": null,
                    "notes": "",
                    "data": {
                        "foo": "bar"
                    },
                    "ram": 32,
                    "parents": [],
                    "hidden": false,
                    "priority": 0,
                    "cpus": 1,
                    "state": "queued",
                    "by": 1.0,
                    "time_finished": null
                }

        :statuscode 200: the job was updated
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        """
        if isinstance(job_name, STRING_TYPES):
            job = Job.query.filter_by(title=job_name).first()
        else:
            job = Job.query.filter_by(id=job_name).first()

        if not job:
            return jsonify(error="Job not found"), NOT_FOUND

        if "start" in g.json or "end" in g.json or "by" in g.json:
            old_first_task = Task.query.filter_by(job=job).order_by(
                "frame asc").first()
            old_last_task = Task.query.filter_by(job=job).order_by(
                "frame desc").first()

            if not old_first_task or not old_last_task: # pragma: no cover
                return (jsonify(error="Job does not have any tasks"),
                        INTERNAL_SERVER_ERROR)

            json = loads(request.data.decode(), parse_float=Decimal)
            start = Decimal(json.pop("start", old_first_task.frame))
            end = Decimal(json.pop("end", old_last_task.frame))
            by = Decimal(json.pop("by", job.by))

            if end < start:
                return jsonify(error="`end` must be greater than or equal to "
                                     "`start`"), BAD_REQUEST

            required_frames = []
            current_frame = start
            while current_frame <= end:
                required_frames.append(current_frame)
                current_frame += by

            existing_tasks = Task.query.filter_by(job=job).all()
            frames_to_create = required_frames
            for task in existing_tasks:
                if task.frame not in required_frames:
                    db.session.delete(task)
                else:
                    frames_to_create.remove(task.frame)

            for frame in frames_to_create:
                task = Task()
                task.job = job
                task.frame = frame
                task.priority = job.priority
                db.session.add(task)

        if "parents" in g.json:
            parents = []
            for parent_job_data in g.json["parents"]:
                parent_job = Job.query.filter_by(
                    id=parent_job_data["id"]).first()
                if not parent_job:
                    return (jsonify("Parent job %s not found" %
                                    parent_job_data["id"] ), NOT_FOUND)
                parents.append(parent_job)
            job.parents = parents

        username = g.json.pop("user", None)
        if username:
            user = User.query.filter_by(username=username).first()
            if not user:
                return (jsonify(
                    error="User %s not found" % username), NOT_FOUND)
            job.user = user


        jobqueue_name = g.json.pop("jobqueue", None)
        if jobqueue_name:
            jobqueue = None
            path_elements = jobqueue_name.split("/")
            for element in path_elements:
                jobqueue = JobQueue.query.filter_by(
                    parent=jobqueue, name=element).first()
                if not jobqueue:
                    return (jsonify(error="Jobqueue %s not found" %
                                    jobqueue_name),
                            NOT_FOUND)
            job.queue = jobqueue

        if "time_started" in g.json:
            return (jsonify(error="`time_started` cannot be set manually"),
                    BAD_REQUEST)

        if "time_finished" in g.json:
            return (jsonify(error="`time_finished` cannot be set manually"),
                    BAD_REQUEST)

        if "time_submitted" in g.json:
            return (jsonify(error="`time_submitted` cannot be set manually"),
                    BAD_REQUEST)

        if "jobtype_version_id" in g.json:
            return (jsonify(error=
                           "`jobtype_version_id` cannot be set manually"),
                    BAD_REQUEST)

        for name in Job.types().columns:
            if name in g.json:
                type = Job.types().mappings[name]
                value = g.json.pop(name)
                if not isinstance(value, type):
                    return jsonify(error="Column `%s` is of type %r, but we "
                                   "expected %r" % (name,
                                                    type(value),
                                                    type))
                setattr(job, name, value)

        if "software_requirements" in g.json:
            try:
                job.software_requirements = parse_requirements(
                    g.json["software_requirements"])
            except (TypeError, ValueError) as e:
                return jsonify(error=e.args), BAD_REQUEST
            except ObjectNotFound as e:
                return jsonify(error=e.args), NOT_FOUND
            del g.json["software_requirements"]

        g.json.pop("start", None)
        g.json.pop("end", None)
        if g.json:
            return jsonify(error="Unknown columns: %r" % g.json), BAD_REQUEST

        db.session.add(job)
        db.session.commit()
        job_data = job.to_dict(unpack_relationships=["tags",
                                                     "data",
                                                     "software_requirements",
                                                     "parents",
                                                     "children"])
        job_data["start"] = start
        job_data["end"] = min(current_frame, end)
        del job_data["jobtype_version_id"]
        job_data["jobtype"] = job.jobtype_version.jobtype.name
        job_data["jobtype_version"] = job.jobtype_version.version
        job_data["user"] = job.user.username if job.user else None
        del job_data["user_id"]
        job_data["jobqueue"] = job.queue.path if job.queue else None
        del job_data["job_queue_id"]
        if job.state is None:
            num_assigned_tasks = Task.query.filter(Task.job == job,
                                                   Task.agent != None).count()
            if num_assigned_tasks > 0:
                job_data["state"] = "running"
            else:
                job_data["state"] = "queued"

        logger.info("Job %s has been updated to: %r", job.id, job_data)
        assign_tasks.delay()

        return jsonify(job_data), OK


[docs]    def delete(self, job_name):
        """
        A ``DELETE`` to this endpoint will mark the specified job for deletion
        and remove it after stopping and removing all of its tasks.

        .. http:delete:: /api/v1/jobs/[<str:name>|<int:id>] HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/jobs/1 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO_CONTENT

        :statuscode 204: the specified job was marked for deletion
        :statuscode 404: the job does not exist
        """
        if isinstance(job_name, STRING_TYPES):
            job = Job.query.filter_by(title=job_name).first()
        else:
            job = Job.query.filter_by(id=job_name).first()

        if not job:
            return jsonify(error="Job not found"), NOT_FOUND

        job.to_be_deleted = True

        child_job_ids = []
        for child_job in job.children:
            child_job.to_be_deleted = True
            child_job_ids.append(child_job.id)
            db.session.add(child_job)

        db.session.add(job)
        db.session.commit()

        for id_ in child_job_ids + [job.id]:
            logger.info("Marking job %s for deletion", id_)
            delete_job(id_)

        return jsonify(None), NO_CONTENT




[docs]class JobTasksIndexAPI(MethodView):
[docs]    def get(self, job_name):
        """
        A ``GET`` to this endpoint will return a list of all tasks in a job.

        .. http:get:: /api/v1/jobs/[<str:name>|<int:id>]/tasks HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobs/Test%20Job%202/tasks/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "hidden": false,
                        "id": 3,
                        "attempts": 0,
                        "priority": 0,
                        "time_started": null,
                        "time_submitted": "2014-03-06T15:49:51.892228",
                        "frame": 1.0,
                        "time_finished": null,
                        "job_id": 2,
                        "project_id": null,
                        "state": "queued",
                        "agent_id": null
                    },
                    {
                        "hidden": false,
                        "id": 4,
                        "attempts": 0,
                        "priority": 0,
                        "time_started": null,
                        "time_submitted": "2014-03-06T15:49:51.892925",
                        "frame": 2.0,
                        "time_finished": null,
                        "job_id": 2,
                        "project_id": null,
                        "state": "queued",
                        "agent_id": null
                    }
                ]

        :statuscode 200: no error
        """
        if isinstance(job_name, STRING_TYPES):
            job = Job.query.filter_by(title=job_name).first()
        else:
            job = Job.query.filter_by(id=job_name).first()

        if not job:
            return jsonify(error="Job not found",
                           id=job_name), NOT_FOUND

        tasks_q = Task.query.filter_by(job=job).order_by("frame asc")
        out = []
        for task in tasks_q:
            data = task.to_dict(unpack_relationships=False)
            if task.state == None and task.agent == None:
                data["state"] = "queued"
            elif task.state == None:
                data["state"] = "assigned"
            out.append(data)

        return jsonify(out), OK




[docs]class JobSingleTaskAPI(MethodView):
[docs]    def post(self, job_name, task_id):
        """
        A ``POST`` to this endpoint will update the specified task with the data
        in the request.  Columns not specified in the request will be left as
        they are.
        The agent will use this endpoint to inform the master of its progress.

        .. http:post:: /api/v1/jobs/[<str:name>|<int:id>]/tasks/<int:task_id> HTTP/1.1

            **Request**

            .. sourcecode:: http

                PUT /api/v1/job/Test%20Job/tasks/1 HTTP/1.1
                Accept: application/json

                {
                    "state": "running"
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "time_finished": null,
                    "agent": null,
                    "attempts": 0,
                    "failures": 0,
                    "frame": 2.0,
                    "agent_id": null,
                    "job": {
                        "id": 1,
                        "title": "Test Job"
                    },
                    "time_started": null,
                    "state": "running",
                    "project_id": null,
                    "id": 2,
                    "time_submitted": "2014-03-06T15:40:58.338904",
                    "project": null,
                    "parents": [],
                    "job_id": 1,
                    "hidden": false,
                    "children": [],
                    "priority": 0
                }

        :statuscode 200: the task was updated
        :statuscode 400: there was something wrong with the request (such as
                            invalid columns being included)
        """
        task_query = Task.query.filter_by(id=task_id)
        if isinstance(job_name, STRING_TYPES):
            task_query.filter(Task.job.has(Job.title == job_name))
        else:
            task_query.filter(Task.job.has(Job.id == job_name))
        task = task_query.first()

        if not task:
            return jsonify(error="Task not found"), NOT_FOUND

        if "time_started" in g.json:
            return (jsonify(error="`time_started` cannot be set manually"),
                    BAD_REQUEST)

        if "time_finished" in g.json:
            return (jsonify(error="`time_finished` cannot be set manually"),
                    BAD_REQUEST)

        if "time_submitted" in g.json:
            return (jsonify(error="`time_submitted` cannot be set manually"),
                    BAD_REQUEST)

        if "job_id" in g.json:
            return jsonify(error="`job_id` cannot be changed"), BAD_REQUEST

        if "frame" in g.json:
            return jsonify(error="`frame` cannot be changed"), BAD_REQUEST

        new_state = g.json.pop("state", None)
        state_transition = False
        if new_state is not None and new_state != task.state:
            logger.info("Task %s of job %s: state transition \"%s\" -> \"%s\"",
                        task_id, task.job.title, task.state, new_state)
            state_transition = True
            if new_state != "queued":
                task.state = new_state
            else:
                task.state = None

        # Iterate over all keys in the request
        for key in list(g.json):
            if key in TASK_MODEL_MAPPINGS:
                value = g.json.pop(key)
                expected_types = TASK_MODEL_MAPPINGS[key]

                # incorrect type for `value`
                if not isinstance(value, (expected_types, type(None))):
                    return (jsonify(
                        error="Column %r is of type %r but we expected "
                              "type(s) %r" % (key, type(value),
                                              expected_types)), BAD_REQUEST)

                # correct type for `value`
                setattr(task, key, value)

        if g.json:
            return (jsonify(error="Unknown columns in request: %r" % g.json),
                    BAD_REQUEST)

        db.session.add(task)
        db.session.commit()

        task_data = task.to_dict(unpack_relationships=("job", "agent",
                                                       "children", "parents",
                                                       "project"))
        if task.state is None and task.agent is None:
            task_data["state"] = "queued"
        elif task.state is None:
            task_data["state"] = "assigned"
        logger.info("Task %s of job %s has been updated, new data: %r",
                    task_id, task.job.title, task_data)

        if task.agent:
            agent = task.agent
            task_count = Task.query.filter(
                Task.agent == agent,
                or_(Task.state == None,
                    Task.state == WorkState.RUNNING)).\
                        order_by(Task.job_id, Task.frame).count()
            if task_count == 0:
                assign_tasks_to_agent.delay(agent.id)

        # This needs to be done after the transaction in which the task state
        # was set has committed, so that the new transaction will see the results
        # of other threads that were running concurrently but finished earlier.
        if task.job and state_transition:
            task.job.update_state()
            db.session.commit()

        return jsonify(task_data), OK


[docs]    def get(self, job_name, task_id):
        """
        A ``GET`` to this endpoint will return the requested task

        .. http:get:: /api/v1/jobs/[<str:name>|<int:id>]/tasks/<int:task_id> HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobs/Test%20Job%202/tasks/1 HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                {
                    "time_finished": null,
                    "agent": null,
                    "attempts": 0,
                    "frame": 2.0,
                    "agent_id": null,
                    "job": {
                        "id": 1,
                        "title": "Test Job"
                    },
                    "time_started": null,
                    "state": "running",
                    "project_id": null,
                    "id": 2,
                    "time_submitted": "2014-03-06T15:40:58.338904",
                    "project": null,
                    "parents": [],
                    "job_id": 1,
                    "hidden": false,
                    "children": [],
                    "priority": 0
                }

        :statuscode 200: no error
        """
        task_query = Task.query.filter_by(id=task_id)
        if isinstance(job_name, STRING_TYPES):
            task_query.filter(Task.job.has(Job.title == job_name))
        else:
            task_query.filter(Task.job.has(Job.id == job_name))
        task = task_query.first()

        if not task:
            return jsonify(error="Task not found"), NOT_FOUND

        task_data = task.to_dict(unpack_relationships=("job", "agent",
                                                       "children", "parents",
                                                       "project"))
        if task.state is None and task.agent is None:
            task_data["state"] = "queued"
        elif task.state is None:
            task_data["state"] = "assigned"

        return jsonify(task_data), OK




[docs]class JobNotifiedUsersIndexAPI(MethodView):
[docs]    def get(self, job_name):
        """
        A ``GET`` to this endpoint will return a list of all users to be notified
        on events in this job.

        .. http:get:: /api/v1/jobs/[<str:name>|<int:id>]/notified_users/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                GET /api/v1/jobs/Test%20Job%202/notified_users/ HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 200 OK
                Content-Type: application/json

                [
                    {
                        "id": 1,
                        "username": "testuser",
                        "email": "testuser@localhost"
                    }
                ]

        :statuscode 200: no error
        :statuscode 404: job not found
        """
        if isinstance(job_name, STRING_TYPES):
            job = Job.query.filter_by(title=job_name).first()
        else:
            job = Job.query.filter_by(id=job_name).first()

        if not job:
            return jsonify(error="Job not found"), NOT_FOUND

        out = []
        for notified_user in job.notified_users:
            out.append({
                "id": notified_user.user_id,
                "username": notified_user.user.username,
                "email": notified_user.user.email,
                "on_success": notified_user.on_success,
                "on_failure": notified_user.on_failure,
                "on_deletion": notified_user.on_deletion})

        return jsonify(out), OK


[docs]    def post(self, job_name):
        """
        A ``POST`` to this endpoint will add the specified user to the list of
        notified users for this job.

        .. http:post:: /api/v1/jobs/[<str:name>|<int:id>]/notified_users/ HTTP/1.1

            **Request**

            .. sourcecode:: http

                POST /api/v1/jobs/Test%20Job/notified_users/ HTTP/1.1
                Accept: application/json

                {
                    "username": "testuser"
                    "on_success": true,
                    "on_failure": true,
                    "on_deletion": false
                }

            **Response**

            .. sourcecode:: http

                HTTP/1.1 201 CREATED
                Content-Type: application/json

                {
                    "id": 1
                    "username": "testuser"
                    "email": "testuser@example.com"
                }

        :statuscode 201: a new notified user entry was created
        :statuscode 400: there was something wrong with the request (such as
                         invalid columns being included)
        :statuscode 404: the job or the specified user does not exist
        """
        if isinstance(job_name, STRING_TYPES):
            job = Job.query.filter_by(title=job_name).first()
        else:
            job = Job.query.filter_by(id=job_name).first()

        if not job:
            return jsonify(error="Job not found"), NOT_FOUND

        if "username" not in g.json:
            return jsonify(error="No username specified"), BAD_REQUEST

        username = g.json.pop("username")
        user = User.query.filter_by(username=username).first()
        if not user:
            return jsonify("User %s not found" % username), NOT_FOUND

        notified_user = JobNotifiedUser(job=job, user=user)
        if "on_success" in g.json:
            notified_user.on_success = g.json.pop("on_success")
        if "on_failure" in g.json:
            notified_user.on_failure = g.json.pop("on_failure")
        if "on_deletion" in g.json:
            notified_user.on_deletion = g.json.pop("on_deletion")

        if g.json:
            return jsonify(error="Unknown fields in request"), BAD_REQUEST

        db.session.add(notified_user)
        db.session.commit()

        logger.info("Added user %s (id %s) to notified users for job %s (%s)",
                    user.username,
                    user.id,
                    job.title,
                    job.id)

        return (jsonify({
                    "id": user.id,
                    "username": user.username,
                    "email": user.email,
                    "on_success": notified_user.on_success,
                    "on_failure": notified_user.on_failure,
                    "on_deletion": notified_user.on_deletion}),
                CREATED)




[docs]class JobSingleNotifiedUserAPI(MethodView):
[docs]    def delete(self, job_name, username):
        """
        A ``DELETE`` to this endpoint will remove the specified user from the
        list of notified users for this job.

        .. http:delete:: /api/v1/jobs/[<str:name>|<int:id>]/notified_users/<str:username> HTTP/1.1

            **Request**

            .. sourcecode:: http

                DELETE /api/v1/jobs/Test%20Job/notified_users/testuser HTTP/1.1
                Accept: application/json

            **Response**

            .. sourcecode:: http

                HTTP/1.1 204 NO_CONTENT

        :statuscode 204: the notified user was removed from this job or wasn't
                         in the list in the first place
        :statuscode 404: the job or the specified user does not exist
        """
        if isinstance(job_name, STRING_TYPES):
            job = Job.query.filter_by(title=job_name).first()
        else:
            job = Job.query.filter_by(id=job_name).first()

        if not job:
            return jsonify(error="Job not found"), NOT_FOUND

        user = User.query.filter_by(username=username).first()
        if not user:
            return jsonify(error="User %s not found" % username), NOT_FOUND

        notified_user = JobNotifiedUser.query.filter_by(
            job=job, user=user).first()

        if not notified_user:
            return jsonify(), NO_CONTENT

        db.session.delete(notified_user)
        db.session.commit()

        logger.info("Removed user %s (id %s) from notif