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Installing PydyGP

PydyGP is hosted on the Python Package Index https://pypi.org/project/pydygp/.
The preferred tool for installing packages from PyPI is pip. This
tool is provided with all modern versions of Python.

On Linux or MacOS, you should open your terminal and run the following command.

$ pip install -U pydygp





On Windows, you should open Command Prompt (⊞Win-r and type
cmd) and run the same command.

C:\> pip install -U pydygp









          

      

      

    

  

    
      
          
            
  
PydyGP Tutorial

Main structure



	Multiplicative Latent Force Models Tutorial









          

      

      

    

  

    
      
          
            
  
Multiplicative Latent Force Models Tutorial

This module provides methods to carry out simulation and fitting of
latent force models, which are broadly taken to be time dependent
linear ODEs driven by a set of smooth Gaussian processes which are
allowed to interact multiplicatively with the state
variable, and so the name Multiplicative Latent Force Models (MLFM)
to differ them from the case with an additive forcing term
which are discussed in lfm-tutorials-index.


Model Description

Multiplicative latent force models are time dependent linear ODEs of
the form


\[\dot{X}(t) = A(t)X(t), \qquad A(t) = A_0 + \sum_{r=1}^R g_r(t) A_r,\]

where \(\{ g_r(t) \}_{r=1}^R\) are a set of independent smooth scalar
Gaussian processes, and \(\{A_r \}_{r=0}^{R}\) are a set of square
\(K\times K\) matrices. Furthermore it may also be the case that for
each of the structure matrices \(A_r\) we have


\[A_r = \sum_{d} \beta_{rd} L_d,\]

for some common set of shared basis matrices \(\{ L_d \}_{d=1}^{D}\)
– typically these will be chosen to form a basis of some Lie algebra.

The following tutorials demonstrate the process of constructing these
models as well as demonstrating the possible structure preserving properties
of this model as well as how to carry out inference.




Model Fitting

In the near future we consider two methods of fitting these models,
more will be added as and when they are dreamt of and coded up



	Adaptive Gradient Matching Methods
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Adaptive Gradient Matching Methods

These methods have been introduced in 1 to handle parameter inference in the very
general class of nonlinear ODE models


\[\dot{\mathbf{X}}(t) = f(\mathbf{X}; \boldsymbol{\theta}).\]

The idea is to combine both the explicit relationship given by the function $f$, and
a Gaussian process prior on the state variables. This leads to a pair of densities


\[p(\dot{\mathbf{X}}\mid \mathbf{X}) = \prod_{k=1}^{K}
p(\dot{\mathbf{x}}_k \mid \mathbf{x}_k)\]

and


\[p(\dot{\mathbf{x}}_k \mid \mathbf{x}_k ) = \prod_{k=1}^{K}
\mathcal{N}(\dot{\mathbf{x}}_k \mid \mathbf{f}_k, \gamma_k^2 \mathbf{I})\]


[image: ../../_images/prodexperts.png]
Figure
Conceptual diagram of the product of experts approximation. The
ODE model and the GP prior are combined by identifying the variables
connected with the “- - - ” line by way of the product of experts assumption



For the MLFM AdapGrad model the likelihood of a set of state variables may be written


\[\begin{split}\begin{align}
p(\mathbf{X} \mid \mathbf{g} ) \propto
\prod_{k=1}^{K} \exp\bigg\{
&-\frac{1}{2}
(\mathbf{f}_k - \mathbf{m}_{\dot{x}_k|x_k})^{\top}
(\mathbf{C}_{\dot{x}_k|\dot{x}} + \gamma I)^{-1}
(\mathbf{f}_k - \mathbf{m}_{\dot{x}_k|x_k}) \\
&-\frac{1}{2}\mathbf{x}_k^{\top}\mathbf{C}_{x_k}\mathbf{x}
\bigg\},
\end{align}\end{split}\]

where \(\mathbf{f}_k\) is the vector of components of the evolution equation,
the entries of which are given by


\[f_{kn} =
\sum_{r=0}^{R} g_{rn} \sum_{d=1}^D \beta_{rd}
\sum_{j=1}^{K} L_{dkj} x_{jn},\]

One interesting point from the perspective of identifiability of models of these
types is that the likelihood-term will remain invariant under choices of
\(\mathbf{g}, \boldsymbol{\beta}\) such that \(\mathbf{f}_k\) remains
invariant.

All of the adative gradient matching methods proceed from this conditional density


Model Parameters

The following table gives the complete collection of variables that appear in the adaptive
gradient matching method for the MLFM, along with a brief description of this variables,
how this variable is referred to when using the package, along with transformation that i
s applied to this variable to give it a more natural support.










	Parameter name

	Description

	Variable name

	Transform

	Is Fixed



	\(\mathbf{g}\)

	The (vectorised) latent GPs

	g

	\(\mathrm{Id}\)

	False



	\(\boldsymbol{\psi}\)

	latent GP hyperparameters

	logpsi

	\(\log\)

	False



	\(\boldsymbol{\beta}\)

	Basis coefficients

	beta

	\(\mathrm{Id}\)

	False



	\(\boldsymbol{\tau}\)

	Observation precisions

	logtau

	\(\log\)

	False



	\(\boldsymbol{\gamma}\)

	ODE model regularisation

	loggamma

	\(\log\)

	True







MAP Estimation

The following list of notebooks give an introduction to fitting these models using
the adaptive gradient matching approximation, as well as a discussion of some of
the more general features of the MLFM model




References


	1

	Calderhead, Ben and Girolami, Mark and Neil D. Lawrence, “Accelerating
Bayesian Inference over Nonlinear Differential Equations with Gaussian
Processess”, NIPS, 2009






[image: ../../_images/sphx_glr_plot_mlfmag_thumb.png]
Basic MAP Estimation








[image: ../../_images/sphx_glr_plot_mlfmaggibbs_thumb.png]
Gibbs Sampling










Download all examples in Python source code: mlfm_adapgrad_tutorials_python.zip




Download all examples in Jupyter notebooks: mlfm_adapgrad_tutorials_jupyter.zip





Gallery generated by Sphinx-Gallery [https://sphinx-gallery.readthedocs.io]









          

      

      

    

  

    
      
          
            
  
Note

Click here to download the full example code




Basic MAP Estimation

This note descibes how to carry out the process of carrying out MAP
parameter estimation for the MLFM using the Adaptive Gradient matching
approximation. This uses the MLFMAdapGrad object and so our
first step is to import this object.

import numpy as np
import matplotlib.pyplot as plt
from scipy.integrate import odeint
from pydygp.linlatentforcemodels import MLFMAdapGrad
from sklearn.gaussian_process.kernels import RBF
np.random.seed(17)






Model Setup

To begin we are going to demonstate the model with an ODE on the unit sphere


\[S^{2} = \{ x \in \mathbb{R}^3 \; : \; \| x \| = 1 \},\]

which is given by the initial value problem


\[\dot{\mathbf{x}}(t) = \mathbf{A}(t) \mathbf{x}(t),
\qquad \mathbf{x}_0 \in S^2,\]

where the coefficient matrix, \(\mathbf{A}(t)\), is supported on the Lie
algebra \(\mathfrak{so}(3)\). We do this by representing the


\[\mathbf{A}(t) = \sum_{d=0}^3 \beta_{0d}\mathbf{L}_d +
\sum_{r=1}^R g_r(t) \sum_{d=1}^3 \beta_{rd}\mathbf{L}_d,\]

where \(\{\mathbf{L}_d \}\) is a basis of the Lie algebra
\(\mathfrak{so}(3)\). The so object returns a tuple
of basis elements for the Lie algebra, so for our example we will
be interested in so(3)

from pydygp.liealgebras import so
for d, item in enumerate(so(3)):
    print(''.join(('\n', 'L{}'.format(d+1))))
    print(item)





Out:

L1
[[ 0.  0.  0.]
 [ 0.  0. -1.]
 [ 0.  1.  0.]]

L2
[[ 0.  0.  1.]
 [ 0.  0.  0.]
 [-1.  0.  0.]]

L3
[[ 0. -1.  0.]
 [ 1.  0.  0.]
 [ 0.  0.  0.]]








Simulation

To simulate from the model we need to chose the set of coefficients
\(\beta_{r, d}\). We will consider the model with a single latent
forcing function, and randomly generate the variables \(beta\)

pydygp.linlatentforcemodels.MLFMAdapGrad.sim()

g = lambda t: np.exp(-(t-2)**2) * np.cos(t)  # single latent force
beta = np.random.randn(2, 3)

A = [sum(brd*Ld for brd, Ld in zip(br, so(3)))
     for br in beta]

ttd = np.linspace(0., 5., 100)
x0 = [1., 0., 0.]
sol = odeint(lambda x, t: (A[0] + g(t)*A[1]).dot(x),
             x0,
             ttd)








The MLFM Class

mlfm = MLFMAdapGrad(so(3), R=1, lf_kernels=(RBF(), ))

x0 = np.eye(3)

# downsample the dense time vector
tt = ttd[::10]
Data, _ = mlfm.sim(x0, tt, beta=beta, latent_forces=(g, ), size=3)

fig, ax = plt.subplots()
ax.plot(ttd, sol, '-', alpha=0.3)
ax.plot(tt, Data[0], 'o')





[image: ../../_images/sphx_glr_plot_mlfmag_001.png]



Latent Force Estimation

Y = np.column_stack(y.T.ravel() for y in Data)
res = mlfm.fit(tt, Y, beta0 = beta, beta_is_fixed=True)

# predict the lf using the Laplace approximation
Eg, SDg = mlfm.predict_lf(ttd, return_std=True)

# sphinx_gallery_thumbnail_number = 2
fig2, ax = plt.subplots()
ax.plot(ttd, g(ttd), 'k-', alpha=0.8)
ax.plot(tt, res.g.T, 'o')
for Egr, SDgr in zip(Eg, SDg):
    ax.fill_between(ttd,
                    Egr + 2*SDgr, Egr - 2*SDgr,
                    alpha=0.5)

plt.show()





[image: ../../_images/sphx_glr_plot_mlfmag_002.png]
Total running time of the script: ( 0 minutes  2.091 seconds)



Download Python source code: plot_mlfmag.py




Download Jupyter notebook: plot_mlfmag.ipynb





Gallery generated by Sphinx-Gallery [https://sphinx-gallery.readthedocs.io]







          

      

      

    

  

    
      
          
            
  
Note

Click here to download the full example code




Gibbs Sampling

This example presents an illustration of the MLFM to learn the model


\[\dot{\mathbf{x}}(t)\]

We do the usual imports and generate some simulated data

import numpy as np
import matplotlib.pyplot as plt
from pydygp.probabilitydistributions import (Normal,
                                             GeneralisedInverseGaussian,
                                             ChiSquare,
                                             Gamma,
                                             InverseGamma)
from sklearn.gaussian_process.kernels import RBF
from pydygp.liealgebras import so
from pydygp.linlatentforcemodels import GibbsMLFMAdapGrad

np.random.seed(15)


gmlfm = GibbsMLFMAdapGrad(so(3), R=1, lf_kernels=(RBF(), ))

beta = np.row_stack(([0.]*3,
                     np.random.normal(size=3)))

x0 = np.eye(3)

# Time points to solve the model at
tt = np.linspace(0., 6., 9)

# Data and true forces
Data, lf = gmlfm.sim(x0, tt, beta=beta, size=3)

# vectorise and stack the data
Y = np.column_stack((y.T.ravel() for y in Data))

logpsi_prior = GeneralisedInverseGaussian(a=5, b=5, p=-1).logtransform()
loggamma_prior = Gamma(a=2.00, b=10.0).logtransform() * gmlfm.dim.K
beta_prior = Normal(scale=1.) * beta.size

fitopts = {'logpsi_is_fixed': True, 'logpsi_prior': logpsi_prior,
           'loggamma_is_fixed': False, 'loggamma_prior': loggamma_prior,
           'beta_is_fixed': False, 'beta_prior': beta_prior,
           'beta0': beta,
           }

nsample = 100
gibbsRV = gmlfm.gibbsfit(tt, Y,
                         sample=('g', 'beta', 'x'),
                         size=nsample,
                         **fitopts)






Learning the Coefficient Matrix

The goal in fitting models of dynamic systems is to learn the dynamics,
and more subtly learn the dynamics of the model independent of the
state variables.

aijRV = []
for g, b in zip(gibbsRV['g'], gibbsRV['beta']):
    _beta = b.reshape((2, 3))
    aijRV.append(gmlfm._component_functions(g, _beta))
aijRV = np.array(aijRV)

# True component functions
ttd = np.linspace(0., tt[-1], 100)
aaTrue = gmlfm._component_functions(lf[0](ttd), beta, N=ttd.size)

# Make some plots
inds = [(0, 1), (0, 2), (1, 2)]
symbs = ['+', '+', '+']
colors = ['slateblue', 'peru', 'darkseagreen']

fig = plt.figure()
for nt, (ind, symb) in enumerate(zip(inds, symbs)):

    i, j = ind

    ax = fig.add_subplot(1, 3, nt+1,
                         adjustable='box', aspect=5.)
    ax.plot(ttd, aaTrue[i, j, :], alpha=0.8,
            label=r"$a^*_{{ {}{} }}$".format(i+1, j+1),
            color=colors[nt])
    ax.plot(tt, aijRV[:, i, j, :].T, 'k' + symb, alpha=0.1)

    ax.set_title(r"$a_{{ {}{} }}$".format(i+1, j+1))
    ax.set_ylim((-.7, .7))
    ax.legend()

for i in range(gibbsRV['beta'].shape[-1]):
    fig, ax = plt.subplots()
    ax.hist(gibbsRV['beta'][:, i], density=True)

plt.show()






	[image: ../../_images/sphx_glr_plot_mlfmaggibbs_001.png]


	[image: ../../_images/sphx_glr_plot_mlfmaggibbs_002.png]


	[image: ../../_images/sphx_glr_plot_mlfmaggibbs_003.png]


	[image: ../../_images/sphx_glr_plot_mlfmaggibbs_004.png]


	[image: ../../_images/sphx_glr_plot_mlfmaggibbs_005.png]


	[image: ../../_images/sphx_glr_plot_mlfmaggibbs_006.png]


	[image: ../../_images/sphx_glr_plot_mlfmaggibbs_007.png]




Total running time of the script: ( 0 minutes  9.494 seconds)



Download Python source code: plot_mlfmaggibbs.py




Download Jupyter notebook: plot_mlfmaggibbs.ipynb





Gallery generated by Sphinx-Gallery [https://sphinx-gallery.readthedocs.io]







          

      

      

    

  

    
      
          
            
  
Successive Approximations


Note

These are `proof of concenpt’ examples of using the method
of successive approximations to fit the MLFM. They are
still very much in development.




[image: ../../_images/sphx_glr_plot_mlfmsa_kf_thumb.png]
Approximate Density










Download all examples in Python source code: mlfm_sa_tutorials_python.zip




Download all examples in Jupyter notebooks: mlfm_sa_tutorials_jupyter.zip





Gallery generated by Sphinx-Gallery [https://sphinx-gallery.readthedocs.io]





          

      

      

    

  

    
      
          
            
  
Note

Click here to download the full example code




Approximate Density

When using the method of successive approximation we construct
a regression model


\[p(\mathbf{x} \mid \mathbf{g}, \boldsymbol{\beta})
= \mathcal{N}(
\mathbf{x}
\mid \mathbf{P}^{M} \boldsymbol{\mu}_0,
\alpha \mathbf{I})\]

The idea is to construct an approximation to this density by
introduction each of the successive approximations


\[\mathbf{z}_{i} = \mathbf{P}\mathbf{z}_{i-1},\]

the idea being that knowing the complete set of approximations
\(\{ z_0,\ldots,z_M\}\) we can solve for the latent variables
by rearranging the linear equations, instead of manipulating the
polynomial mean function.

For this conversion to work we need to introduce a regularisation
parameter \(\lambda > 0\) and then define \(\mathcal{N}(
\mathbf{z}_{i} \mid \mathbf{P}\mathbf{z}_{i-1}, \lambda
\mathbf{I})\), once we do this we can write log-likelihood of the
state variables


\[\log = -\frac{\lambda}{2} \sum_{i=1}^{M}
\left(
\mathbf{z}_{i-1}^{\top}\mathbf{P}^{\top}\mathbf{P}\mathbf{z}_{i-1}
- 2\mathbf{z}_{i}^{\top}\mathbf{P}\mathbf{z}_{i-1}
\right)\]

Now the matrices \(\mathbf{P}\) are linear in the parameters
which means that after vectorisation they can be represented as


\[\operatorname{vec}(\mathbf{P}) = \mathbf{V}\mathbf{g} + \mathbf{v}_0\]


Note

The matrices \(\mathbf{P}\) and their affine representations are
most easily written compactly using kronecker products, unfortunately
these are not necessarily the best computational representations and
there is a lot here that needs refining.




Linear Gaussian Model

We take a break in the model to now discuss how to start putting some
of the ideas discussed above into code. For the Kalman Filter we are
going to use the code in the
PyKalman package [https://pykalman.github.io/], but hacked a little
bit to allow for filtering and smoothing of independent sequences
with a common transition matrix.

import numpy as np
from pydygp.liealgebras import so
from sklearn.gaussian_process.kernels import RBF
from pydygp.linlatentforcemodels import MLFMSA
np.random.seed(123)
def _get_kf_statistics(X, kf):
    """ Gets
    """
    # the mean, cov and kalman gain matrix
    means, cov, kalman_gains = kf.smooth(X)
    # pairwise cov between Cov{ z[i], z[i-1]
    # note pairwise_covs[0] = 0  - it gets ignored
    pairwise_covs = kf._smooth_pair(covs, gains)

    S0 = 0.
    for m, c in zip(means[:-1], covs[:-1]):
        S0 += c + \
              (m[:, None, :] * m[None, ...]).transpose((2, 0, 1))
    S1 = 0.
    for i, pw in enumerate(pairwise_covs[1:]):
        S1 += pw + \
              (means[i+1][:, None, :] * \
               means[i][None, ...]).transpose((2, 0, 1))

    return S0.sum(0), S1.sum(0)


mlfm = MLFMSA(so(3), R=1, lf_kernels=[RBF(), ], order=5)
beta = np.array([[0.1, 0., 0.],
                 [-0.5, 0.31, 0.11]])
tt = np.linspace(0., 6., 15)
x0 = np.eye(3)
Data, g = mlfm.sim(x0, tt, beta=beta, size=3)








Expectation Maximisation

So we have introduced a large collection of unintersting latent variables,
the set of successive approximations \(\{ z_0, \ldots, z_M \}\), and
so we need to integrate them out. If we define the statistics


\[\boldsymbol{\Psi}_0 = \sum_{i=1}^{M} \langle \mathbf{z}_{i-1}
\mathbf{z}_{i-1}^{\top} \rangle_{q(Z)}, \quad
\boldsymbol{\Psi}_1 = \sum_{i=1}^{M} \langle \mathbf{z}_{i}
\mathbf{z}_{i-1}^{\top} \rangle_{q(Z)}\]

Then the objective function of the M-step becomes


\[Q(\mathbf{g}, \mathbf{g}^{old}) =
-\frac{1}{2} \mathbf{g}^{\top}
\left( \mathbf{V}^{\top}
(\boldsymbol{\Psi}_0 \otimes \mathbf{I}_{NK})\mathbf{V} +
\lambda^{-1} \mathbf{C}^{-1} \right)\mathbf{g} - 2\]

More sensible place to start – the Kalman Filter performs the numerical integration

from pydygp.linlatentforcemodels import KalmanFilter

ifx = tt.size // 2  # index left fixed by the Picard iteration

mlfm._setup_times(tt, h=None)

A = mlfm._K(g[0](tt), beta, ifx)

init_conds = np.array([y[ifx, :] for y in Data])

# array [m0, m1, m2] with m0 = np.kron(Data[0][ifx, :], ones)
init_vals = np.kron(init_conds, np.ones(mlfm.dim.N)).T
final_vals = np.column_stack([y.T.ravel() for y in Data])

X = np.ma.zeros((mlfm.order, ) + init_vals.shape)  # data we are going to give to the KalmanFilter
X[0, ...] = init_vals
X[1, mlfm.order-1, ...] = np.ma.masked  # mask these values -- we have no data
X[mlfm.order-1, ...] = final_vals

NK = mlfm.dim.N*mlfm.dim.K
observation_matrices = np.array([np.eye(NK)]*3)

kf = KalmanFilter(initial_state_mean=init_vals,
                  initial_state_covariance=np.eye(NK)*1e-5,
                  observation_offsets=np.zeros((mlfm.order, NK, mlfm.dim.K)),
                  observation_matrices=observation_matrices,
                  transition_matrices=A,
                  transition_covariance=np.eye(NK)*1e-5,
                  transition_offsets=np.zeros(init_vals.shape),
                  n_dim_state=NK,
                  n_dim_obs=NK)

means, covs, k_gains = kf.smooth(X)

import matplotlib.pyplot as plt
fig, ax = plt.subplots()
for i, mean in enumerate(means):
    # unvectorise the column
    m = mean[:, 0].reshape((mlfm.dim.K, mlfm.dim.N)).T
    ax.plot(tt, m, 'k-', alpha=(i+1)/mlfm.order)
ax.plot(tt, Data[0], 'ks')
plt.show()





[image: ../../_images/sphx_glr_plot_mlfmsa_kf_001.png]
Total running time of the script: ( 0 minutes  0.092 seconds)



Download Python source code: plot_mlfmsa_kf.py




Download Jupyter notebook: plot_mlfmsa_kf.ipynb





Gallery generated by Sphinx-Gallery [https://sphinx-gallery.readthedocs.io]







          

      

      

    

  

    
      
          
            
  
Gallery of Examples


General examples

General-purpose and introductory examples


[image: ../_images/sphx_glr_plot_mocap_example_thumb.png]
Mocap Data










Download all examples in Python source code: auto_examples_python.zip




Download all examples in Jupyter notebooks: auto_examples_jupyter.zip





Gallery generated by Sphinx-Gallery [https://sphinx-gallery.readthedocs.io]







          

      

      

    

  

    
      
          
            
  
Note

Click here to download the full example code




Mocap Data

Simple example.

import numpy as np
import matplotlib.pyplot as plt
from pydygp.linlatentforcemodels import MLFMAdapGrad
from pydygp.pydygp_examples import MocapExample
from pydygp.liealgebras import so
from pydygp.linlatentforcemodels import MLFMAdapGrad
from pydygp.probabilitydistributions import Normal
from sklearn.gaussian_process.kernels import RBF
from scipy.interpolate import interp1d


Data = MocapExample.load_data('lhumerus')

motions = [str(i) for i in range(1, 6)]

tt = Data['times']
Y = np.column_stack([Data[m].T.ravel() for m in motions])


mlfm = MLFMAdapGrad(so(4), R=2, lf_kernels=[RBF(),]*2)

# Define the priors
beta_prior = Normal(scale=5)*((mlfm.dim.R+1)*mlfm.dim.D)
map_res = mlfm.fit(tt, Y,
                   beta_prior=beta_prior,
                   logtau_is_fixed=False)

fig = plt.figure()
for k in range(mlfm.dim.K):
    ax = fig.add_subplot(2, 2, k+1)
    for m in motions:
        ax.plot(Data['times'], Data[m][:, k], '+')





[image: ../_images/sphx_glr_plot_mocap_example_001.png]

Demonstrate the reconstruction

ttd = np.linspace(tt[0], tt[-1], 50)

u = [interp1d(tt, g, kind='cubic', fill_value='extrapolate')
     for g in map_res.g]
x0 = sum(Data[m][0, :] for m in motions) / len(motions)

reconstruction, _ = mlfm.sim(x0, ttd, beta=map_res.beta, latent_forces=u)

fig, ax = plt.subplots()
for m in motions:
    ax.plot(Data['times'], Data[m][:, 0], '+')

ax.plot(ttd, reconstruction[:, 0], 'k-', alpha=0.5, label='reconstruction')
ax.legend()

fig2, ax2 = plt.subplots()
ax2.plot(tt, map_res.g.T, '+')

Eg, SDg = mlfm.predict_lf(ttd, return_std=True)

for eg in Eg:
    ax2.plot(ttd, eg, '-', alpha=0.5)

plt.show()






	[image: ../_images/sphx_glr_plot_mocap_example_002.png]


	[image: ../_images/sphx_glr_plot_mocap_example_003.png]




Total running time of the script: ( 0 minutes  43.534 seconds)



Download Python source code: plot_mocap_example.py




Download Jupyter notebook: plot_mocap_example.ipynb





Gallery generated by Sphinx-Gallery [https://sphinx-gallery.readthedocs.io]







          

      

      

    

  

    
      
          
            
  
pydygp.linlatentforcemodels


Linear Latent Force Models (pydygp.linlatentforcemodels)

Linear ordinary differential equations driven by smooth Gaussian processes.


Multiplicative Forces







	BaseMLFM(basis_mats[, R, lf_kernels])

	Base class for the Multiplicative Latent Force Model.



	MLFMAdapGrad(basis_mats, **kwargs)

	Multiplicative latent force model (MLFM) using the adaptive gradient matching approximation.



	GibbsMLFMAdapGrad(*args, **kwargs)

	Extends the MLFM-AG matching model to implement conditional Gibbs sampling.



	MLFMSuccApprox(*args, **kwargs)

	














          

      

      

    

  

    
      
          
            
  
pydygp.linlatentforcemodels.BaseMLFM


	
class pydygp.linlatentforcemodels.BaseMLFM(basis_mats, R=None, lf_kernels=None)

	Base class for the Multiplicative Latent Force Model.


	Parameters

	
	basis_matstuple

	A tuple of square matrices



	lf_kernelslist, optional

	Kernels of the latent force Gaussian process objects










	
__init__(basis_mats, R=None, lf_kernels=None)

	Initialize self.  See help(type(self)) for accurate signature.





Methods







	__init__(basis_mats[, R, lf_kernels])

	Initialize self.



	setup_latentforces([kernels])

	Initalises the latent force GPs



	sim(x0, tt[, beta, dt_max, latent_forces, size])

	Simulate the process along a set of points







	
setup_latentforces(kernels=None)

	Initalises the latent force GPs


	Parameters

	
	kernelslist, optional

	Kernels of the latent force Gaussian process objects














	
sim(x0, tt, beta=None, dt_max=0.1, latent_forces=None, size=1)

	Simulate the process along a set of points


	Parameters

	
	x0array_like, shape (K, )

	initial condition for the ode



	ttarray_like

	Ordered sequence of time points for the model to be simulated at



	betaarray_like, shape (R+1, D)

	

	dt_maxfloat, defualt = 0.1

	Maximum spacing of dense time points used for simulating the model.



	latent_forcesTuple of callables, optional, default = None

	





	Returns

	
	Yarray, shape(len(tt), K)

	Values of the MLFM simulated at tt



	latent_forcestuple of callables

	Tuple of functions (g_1(t),…,g_R(t)) used to simulate the model.









Examples

>>> import numpy as np
>>> from pydygp.linlatentforcemodels import BaseMLFM
>>> struct_mats = [np.zeros((2, 2))] + [*pydygp.liealgebras.so2()]
>>> tt = np.linspace(0., 5., 15)
>>> mlfm = BaseMLFM(struct_mats)
>>> Y, g = mlfm.sim([1., 0], tt)

















          

      

      

    

  

    
      
          
            
  
pydygp.linlatentforcemodels.MLFMAdapGrad


	
class pydygp.linlatentforcemodels.MLFMAdapGrad(basis_mats, **kwargs)

	Multiplicative latent force model (MLFM) using the adaptive
gradient matching approximation.


	Parameters

	
	basis_matslist of square ndarray

	A list of [L1,…,LD] square numpy array_like



	lf_kernelslist of kernel objects, optional

	Kernels of the latent force Gaussian process objects. If None
is passed, the kernel “1.0 * RBF(1.0)” is used as a defualt.









Notes

Read more in the tutorial.


	
__init__(basis_mats, **kwargs)

	Initialize self.  See help(type(self)) for accurate signature.





Methods







	__init__(basis_mats, **kwargs)

	Initialize self.



	fit(times, Y, **kwargs)

	Fit the MLFM using Adaptive Gradient Matching by maximimising the likelihood function.



	log_likelihood(y, g, beta, logphi, loggamma, …)

	Log-likelihood of the data



	predict_lf(tt[, return_std])

	Predict the latent force variables using the Laplace approximation.



	setup_latentforces([kernels])

	Initalises the latent force GPs



	sim(x0, tt[, beta, dt_max, latent_forces, size])

	Simulate the process along a set of points







	
fit(times, Y, **kwargs)

	Fit the MLFM using Adaptive Gradient Matching by maximimising
the likelihood function.


	Parameters

	
	timesndarray, shape (ndata, )

	Data time points. Ordered array of size (ndata, ),
where ‘ndata’ is the number of data points



	Yndarray, shape = (ndata, K)

	Data to be fitted. Array of size (ndata, K),
where ‘ndata’ is the number of data points and K
is the dimension of the latent variable space.







	Returns

	
	res_parA MLFMAdapGradFitResults

	












	
log_likelihood(y, g, beta, logphi, loggamma, logtau, eval_gradient=False, **kwargs)

	Log-likelihood of the data


	Parameters

	
	yarray

	

	garray

	

	betaarray

	

	logphiarray

	

	loggammaarray

	

	logtauarray

	

	eval_gradientboolean

	





	Returns

	
	resfloat,

	







Notes

Returns the log-likelihood


\[\ln p(\mathbf{y} \mid \mathbf{g},
\boldsymbol{\beta},
\ln \boldsymbol{\phi},
\ln \boldsymbol{\gamma},
\ln \boldsymbol{\tau})\]

of the vectorised data \(\mathbf{y}\). Although note the
for the GP hyperparameters, temperature parameter
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pydygp.linlatentforcemodels.GibbsMLFMAdapGrad


	
class pydygp.linlatentforcemodels.GibbsMLFMAdapGrad(*args, **kwargs)

	Extends the MLFM-AG matching model to implement
conditional Gibbs sampling.


	Parameters

	
	basis_matstuple of square ndarray

	A tuple of square numpy array_like with the same shape.



	Rint

	Number of latent forces in the model.



	lf_kernelslist of kernel objects, optional

	Kernels of the latent force Gaussian process objects. If None
is passed, the kernel “1.0 * RBF(1.0)” is used for the R
latent forces.










	
__init__(*args, **kwargs)

	Initialize self.  See help(type(self)) for accurate signature.





Methods







	__init__(*args, **kwargs)

	Initialize self.



	beta_condpdf(vecx, vecg[, gamma, logphi])

	



	beta_condpdf_mo(vecx, vecg[, gamma, logphi])

	



	fit(times, Y, **kwargs)

	Fit the MLFM using Adaptive Gradient Matching by maximimising the likelihood function.



	g_condpdf(vecx, beta[, gamma, logphi, logpsi])

	Conditional distribution of the latent force.



	g_condpdf_mo(vecx, beta[, gamma, logphi, logpsi])

	



	gibbsfit(times, Y[, sample, size, burnin])

	



	log_likelihood(y, g, beta, logphi, loggamma, …)

	Log-likelihood of the data



	predict_lf(tt[, return_std])

	Predict the latent force variables using the Laplace approximation.



	setup_latentforces([kernels])

	Initalises the latent force GPs



	sim(x0, tt[, beta, dt_max, latent_forces, size])

	Simulate the process along a set of points



	x_condpdf(beta, vecg, logphi, loggamma[, …])

	



	x_condpdf_mo(beta, vecg, logphi, loggamma, …)

	Possibility of multiple outputs







	
fit(times, Y, **kwargs)

	Fit the MLFM using Adaptive Gradient Matching by maximimising
the likelihood function.


	Parameters

	
	timesndarray, shape (ndata, )

	Data time points. Ordered array of size (ndata, ),
where ‘ndata’ is the number of data points



	Yndarray, shape = (ndata, K)

	Data to be fitted. Array of size (ndata, K),
where ‘ndata’ is the number of data points and K
is the dimension of the latent variable space.







	Returns

	
	res_parA MLFMAdapGradFitResults

	












	
g_condpdf(vecx, beta, gamma=None, logphi=None, logpsi=None, **kwargs)

	Conditional distribution of the latent force.


	Parameters

	
	vecxnumpy array, shape (N*K, )

	Vectorised state variables.



	betanumpy array, shape (R+1, D)

	












	
log_likelihood(y, g, beta, logphi, loggamma, logtau, eval_gradient=False, **kwargs)

	Log-likelihood of the data


	Parameters

	
	yarray

	

	garray

	

	betaarray

	

	logphiarray

	

	loggammaarray

	

	logtauarray

	

	eval_gradientboolean

	





	Returns

	
	resfloat,

	







Notes

Returns the log-likelihood


\[\ln p(\mathbf{y} \mid \mathbf{g},
\boldsymbol{\beta},
\ln \boldsymbol{\phi},
\ln \boldsymbol{\gamma},
\ln \boldsymbol{\tau})\]

of the vectorised data \(\mathbf{y}\). Although note the
for the GP hyperparameters, temperature parameter
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pydygp.linlatentforcemodels.MLFMSuccApprox


	
class pydygp.linlatentforcemodels.MLFMSuccApprox(*args, **kwargs)

	
	
__init__(*args, **kwargs)

	Initialize self.  See help(type(self)) for accurate signature.





Methods







	__init__(*args, **kwargs)

	Initialize self.



	data_cov(tau, logphi)

	



	fit(times, Y, **kwargs)

	Carries out MAP optimisation of the model parameters.



	get_weight_matrix(tt, i)

	



	log_likelihood(y, g, beta, logphi, loggamma, …)

	



	marginal_covar_matrix(g, beta, gamma, …[, …])

	Covariance matrix K^n C0 K^nT



	marginal_covar_matrix2(g, beta, gamma, …)

	Rewrite to prevent some of the looping



	predict_lf(tt[, return_std])

	



	prior_logpdf(g, logpsi, eval_gradient)

	Logpdf of prior



	setup_latentforces([kernels])

	Initalises the latent force GPs



	sim(x0, tt[, beta, dt_max, latent_forces, size])

	Simulate the process along a set of points



	sparse_vecK_aff_rep(beta)

	Returns the vectorisation of the discretised integral operator






Attributes







	Ndata

	



	is_tt_aug

	







	
fit(times, Y, **kwargs)

	Carries out MAP optimisation of the model parameters.






	
marginal_covar_matrix(g, beta, gamma, logphi, alpha, eval_gradient=False)

	Covariance matrix K^n C0 K^nT






	
marginal_covar_matrix2(g, beta, gamma, logphi, alpha, eval_gradient=False)

	Rewrite to prevent some of the looping






	
prior_logpdf(g, logpsi, eval_gradient)

	Logpdf of prior






	
setup_latentforces(kernels=None)

	Initalises the latent force GPs


	Parameters

	
	kernelslist, optional

	Kernels of the latent force Gaussian process objects














	
sim(x0, tt, beta=None, dt_max=0.1, latent_forces=None, size=1)

	Simulate the process along a set of points


	Parameters

	
	x0array_like, shape (K, )

	initial condition for the ode



	ttarray_like

	Ordered sequence of time points for the model to be simulated at



	betaarray_like, shape (R+1, D)

	

	dt_maxfloat, defualt = 0.1

	Maximum spacing of dense time points used for simulating the model.



	latent_forcesTuple of callables, optional, default = None

	





	Returns

	
	Yarray, shape(len(tt), K)

	Values of the MLFM simulated at tt



	latent_forcestuple of callables

	Tuple of functions (g_1(t),…,g_R(t)) used to simulate the model.









Examples

>>> import numpy as np
>>> from pydygp.linlatentforcemodels import BaseMLFM
>>> struct_mats = [np.zeros((2, 2))] + [*pydygp.liealgebras.so2()]
>>> tt = np.linspace(0., 5., 15)
>>> mlfm = BaseMLFM(struct_mats)
>>> Y, g = mlfm.sim([1., 0], tt)










	
sparse_vecK_aff_rep(beta)

	Returns the vectorisation of the discretised integral
operator
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pydygp.probabilitydistributions


Probability Distributions (pydygp.probabilitydistributions)


Univariate Distributions

Univariates distribution may be multiplied to produce a multivariate
distribution where each component is independent

>>> from pydygp.probabilitydistributions import Normal
>>> from scipy.stats import norm
>>> p = Normal()
>>> ppp = p * 3
>>> ppp.logpdf([0., 1., 2.])
>>> norm.logpdf([0., 1., 2.])











	UnivariateProbabilityDistribution()

	



	Normal([loc, scale])

	



	Laplace([loc, scale])

	



	ChiSquare([df])

	



	Gamma([a, b])

	



	InverseGamma([a, b])

	



	GeneralisedInverseGaussian([a, b, p])

	









Multivariate Distributions







	MultivariateNormal(mean, cov[, jitter, alpha])
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pydygp.probabilitydistributions.UnivariateProbabilityDistribution


	
class pydygp.probabilitydistributions.UnivariateProbabilityDistribution

	
	
__init__()

	Probability distribution of a scalar random variable






	
logtransform()

	Distribution of the log-transformed random variable.


	Returns

	
	prob_distProbabilityDistribution

	The distribution of the log-transformed random variable represented
as a UnivariateProbabilityDistribution object.
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pydygp.probabilitydistributions.Normal


	
class pydygp.probabilitydistributions.Normal(loc=0, scale=1.0)

	
	
__init__(loc=0, scale=1.0)

	Probability distribution of a scalar random variable






	
logtransform()

	Distribution of the log-transformed random variable.


	Returns

	
	prob_distProbabilityDistribution

	The distribution of the log-transformed random variable represented
as a UnivariateProbabilityDistribution object.
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pydygp.probabilitydistributions.ChiSquare


	
class pydygp.probabilitydistributions.ChiSquare(df=1)

	
	
__init__(df=1)

	Probability distribution of a scalar random variable






	
logtransform()

	Distribution of the log-transformed random variable.


	Returns

	
	prob_distProbabilityDistribution

	The distribution of the log-transformed random variable represented
as a UnivariateProbabilityDistribution object.
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pydygp.probabilitydistributions.Gamma


	
class pydygp.probabilitydistributions.Gamma(a=1, b=1)

	
	
__init__(a=1, b=1)

	Probability distribution of a scalar random variable






	
logtransform()

	Distribution of the log-transformed random variable.


	Returns

	
	prob_distProbabilityDistribution

	The distribution of the log-transformed random variable represented
as a UnivariateProbabilityDistribution object.
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pydygp.probabilitydistributions.InverseGamma


	
class pydygp.probabilitydistributions.InverseGamma(a=1, b=1)

	
	
__init__(a=1, b=1)

	Inverse Gamma probability distribution

Notes

The probability density for the Inverse Gamma distribution is


\[p(x) = \frac{\beta^{\alpha}}{\Gamma(\alpha)}
x^{-(\alpha+1)} e^{-\beta x^{-1}}\]

where \(\alpha\) is the shape parameter and \(\beta\) is
the scale parameter.

Examples

>>> # compare with the gamma distribution in scipy.stats
>>> from scipy.stats import gamma
>>> p = InverseGamma()
>>> q = p.logtransform()  # dist. of log transformed inv. gamma r.v.
>>> z = gamma.rvs(a=2, size=1000)
>>> x = np.linspace(-5., 5., 100)
>>> # plot the pdf of the log transformed inv. gamma r.v.
>>> plt.plot(x, np.exp(q.logpdf(x)))
>>> # plot the histogram of log(1/Z) Z ~ gamma(a, b)
>>> plt.hist(-np.log(z), density=True, alpha=0.5)





(Source code)


[image: ../../_images/pydygp-probabilitydistributions-InverseGamma-1.png]







	
logtransform()

	Distribution of the log-transformed random variable.


	Returns

	
	prob_distProbabilityDistribution

	The distribution of the log-transformed random variable represented
as a UnivariateProbabilityDistribution object.
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pydygp.probabilitydistributions.GeneralisedInverseGaussian


	
class pydygp.probabilitydistributions.GeneralisedInverseGaussian(a=5, b=5, p=-1)

	
	
__init__(a=5, b=5, p=-1)

	Probability distribution of a scalar random variable






	
logtransform()

	Distribution of the log-transformed random variable.


	Returns

	
	prob_distProbabilityDistribution

	The distribution of the log-transformed random variable represented
as a UnivariateProbabilityDistribution object.
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pydygp.probabilitydistributions.MultivariateNormal


	
class pydygp.probabilitydistributions.MultivariateNormal(mean, cov, jitter=True, alpha=1e-05)

	
	
__init__(mean, cov, jitter=True, alpha=1e-05)

	Initialize self.  See help(type(self)) for accurate signature.






	
logtransform()

	Distribution of the log-transformed random variable.


	Returns

	
	prob_distProbabilityDistribution

	The distribution of the log-transformed random variable represented
as a UnivariateProbabilityDistribution object.
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