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PyDSE

Toolset for Dynamic System Estimation for time series inspired by
DSE [http://cran.r-project.org/web/packages/dse/index.html].
It is in a beta state and only includes ARMA models right now.
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Create and Simulate

The definition of an ARMA model is:


[image: A(L)y_t = B(L)e_t + C(L)u_t]


where [image: L] is the lag operator, [image: y_t] a [image: p]-dimensional
vector of observed output variables, [image: e_t] a [image: p]-dimensional vector
of white noise and [image: u_t] a [image: m]-dimensional vector of input variables.
Since [image: A, B] and [image: C] are matrices in the lag shift operator, we have
[image: A(L)] is a [image: a \times\, p \times\, p] tensor to define auto-regression,
[image: B(L)] is a [image: b \times\, p \times\, p] tensor to moving-average and
[image: C(L)] is a [image: c \times\, p \times\, m] tensor to account for the input
variables.

We create a simple ARMA model for a two dimensional output vector with matrices:


[image: A(L) = \left( \begin{array}{cc} 1+0.5L_1+0.3L_2 & 0+0.2L_1+0.1L_2\\ 0+0.2L_1+0.05L_2 & 1+0.5L_1+0.3L_2\end{array} \right),]



[image: B(L) =\left( \begin{array}{cc} 1+0.2L_1 & 0+0.1L_1\\ 0+0.0L_1 & 1+0.3L_1\end{array} \right)]


In order to set this matrix we just write the entries left to right, up to down
into an array and define the shape of this array in a second array:

import pandas as pd
import numpy as np
import matplotlib.pylab as plt
from pydse.arma import ARMA

AR = (np.array([1, .5, .3, 0, .2, .1, 0, .2, .05, 1, .5, .3]), np.array([3, 2, 2]))
MA = (np.array([1, .2, 0, .1, 0, 0, 1, .3]), np.array([2, 2, 2]))
arma = ARMA(A=AR, B=MA, rand_state=0)





(Source code)

Note that we set the random state to seed 0 to get the same results.
Then by simulating we get:

sim_data = arma.simulate(sampleT=100)
sim_index = pd.date_range('1/1/2011', periods=sim_data.shape[0], freq='d')
df = pd.DataFrame(data=sim_data, index=sim_index)
df.plot()





(Source code, png, hires.png, pdf)


[image: _images/simulate-2.png]


(Source code)

Let’s create a simpler ARMA model with scalar output variable.

AR = (np.array([1, .5, .3]), np.array([3, 1, 1]))
MA = (np.array([1, .2]), np.array([2, 1, 1]))
arma = ARMA(A=AR, B=MA, rand_state=0)





(Source code)

Quite often you wanna check the autocorrelation function [http://en.wikipedia.org/wiki/Autocorrelation_function]
and partial autocorrelation function [http://en.wikipedia.org/wiki/Partial_autocorrelation_function]:

from statsmodels.graphics.tsaplots import plot_pacf, plot_acf

sim_data = arma.simulate(sampleT=3000)
sim_index = pd.date_range('1/1/2011', periods=sim_data.shape[0], freq='d')
df = pd.DataFrame(data=sim_data, index=sim_index)
plot_acf(df[0], lags=10)
plot_pacf(df[0], lags=10)
plt.show()





(Source code)


[image: _images/simulate-5_00.png]
(png, hires.png, pdf)




[image: _images/simulate-5_01.png]
(png, hires.png, pdf)



Find a good introduction to ARMA on the Decision 411 [http://people.duke.edu/~rnau/Decision411CoursePage.htm]
course page.
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Estimation of Parameters

In this section we estimate the parameters for the time series of the monthly
passengers of an international airline.

import numpy as np
from pydse import data

df = data.airline_passengers()
df.plot()





(Source code, png, hires.png, pdf)


[image: _images/estimate-1.png]


plt.close()
np.random.seed(0)





(Source code)

Obviously, there is a strong trend in the data. Since ARMA can handle only
stationary time series we have to remove it. In order to do that, we would like
to smooth the time series. We see that there is 12 month seasonality, and
therefore taking 3 years as a window for a smoothing function should be alright.
An option would be a rolling mean:

from pandas.stats.moments import rolling_mean
df['Trend'] = rolling_mean(df['Passengers'], window=36, min_periods=1)
df.plot()





(Source code, png, hires.png, pdf)


[image: _images/estimate-3.png]


(Source code)

Our first guess is now to remove the trend by subtracting the Trend from our
time series:

residual = df['Passengers'] - df['Trend']
residual.plot()





(Source code, png, hires.png, pdf)


[image: _images/estimate-5.png]


(Source code)

Obviously the trend is removed but the variance does not seem to be stationary,
i.e. there is heteroscedasticity. Since the variance seems to be related with
the absolut value of the time series we use another ansatz:

residual = df['Passengers'] / df['Trend']
residual.plot()





(Source code, png, hires.png, pdf)


[image: _images/estimate-7.png]


(Source code)

This time the series looks like a stationary process. Again, we look at the
ACF and PACF plots.

from statsmodels.graphics.tsaplots import plot_pacf, plot_acf
plot_acf(residual, lags=15)





(Source code, png, hires.png, pdf)


[image: _images/estimate-9.png]


(Source code)

plot_pacf(residual, lags=15)





(Source code, png, hires.png, pdf)


[image: _images/estimate-11.png]


(Source code)

These plots show us the strong seasonality of 12 months. Due to this plots, we
want to estimate an ARMA model where the AR term has only lag of 12 and the
MA has lags 1 and 13. All other lags (except of 0 of course) should be equal
to zero.

from pydse.arma import ARMA

AR = (np.array([1, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0.01]),
      np.array([13, 1, 1]))
MA = (np.array([1, 0.01, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0.01]),
      np.array([14, 1, 1]))
arma = ARMA(A=AR, B=MA, rand_state=0)
arma.fix_constants()





(Source code)

The fix_constants function determines the constants of our
model. Every parameter that has less or equal than one decimal place is
considered constant. Now the only remaining parameters are the ones that we set
to 0.01. In order to estimate those we call est_params
with our residual time series:

arma.est_params(residual)





(Source code)

The output of this command tells us if our opimization method converged.
We can now take a look if our estimated ARMA process produces a similar time
series than residual. To quantify this similarity, we should take a look at the
Mean Absolute Deviation (MAD) where we are in this case only interested in
predictions starting from month 20 since it takes a while for ARMA to adjust    .

import pandas as pd
result = pd.DataFrame({'pred': arma.forecast(residual)[:, 0],
                       'truth': residual.values})
MAD = np.mean(np.abs(result['pred'][20:] - result['truth'][20:]))
result.plot(title="AR lags: 12; MA lags: 1, 13; MAD: {}".format(MAD))





(Source code, png, hires.png, pdf)


[image: _images/estimate-15.png]


(Source code)

Instead of guessing the possible parameters by looking at the ACF and PACF
plots, we can also use the minic function. This function takes
a set of possible AR and MA lags to consider, calculates for each combination
some information criterion and chooses the most likely.
Let’s say we are quite unsure how to interpret ACF and PACF plots and we just
use our gut feeling that lag 1 and maybe lag 11, 12 as well as 13 could be
useful as AR and MA lags. We just provide those guesses to minic
and get the best AR and MA lags. Then, we apply the make_lag_arr
function to generate one dimensional lag matrices that we use as inputs for
our ARMA model as before. There we go:

from pydse.arma import minic
from pydse.utils import make_lag_arr

best_ar_lags, best_ma_lags = minic([1, 11, 12, 13], [1, 11, 12, 13], residual)
arma = ARMA(A=make_lag_arr(best_ar_lags),
            B=make_lag_arr(best_ma_lags),
            rand_state=0)
arma.fix_constants()
arma.est_params(residual)
result = pd.DataFrame({'pred': arma.forecast(residual)[:, 0],
                       'truth': residual.values})
MAD = np.mean(np.abs(result['pred'][20:] - result['truth'][20:]))
result.plot(title="AR lags: {}; MA lags: {}; MAD: {}".format(
    ", ".join(map(str, best_ar_lags)), ", ".join(map(str, best_ma_lags)), MAD))





(Source code, png, hires.png, pdf)


[image: _images/estimate-17.png]


(Source code)

Finally, we will apply the necessary back transformation to our time series:

df['Prediction'] = result['pred'].values * df['Trend'].values
del df['Trend']
df.plot()





(Source code, png, hires.png, pdf)


[image: _images/estimate-19.png]


(Source code)
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Forecast with Horizon

In chapter Estimation of Parameters only
one-step ahead predictions were applied. So in our example of monthly data,
all data up to the last month was used to predict the number of passengers in
the current month. This is possible up to the last date with the known truth.

In order to do forecasts beyond the period where all data is available, we can
provide a horizon to the forecast function. The horizon
specifies the number of one-step ahead predictions that should be done after
the last known data point.

To illustrate this, we take the same example as
in the last chapter and remove the last two years from the data:

from pydse import data
from pydse.arma import ARMA
from pydse.utils import make_lag_arr
import pandas as pd
from pandas.stats.moments import rolling_mean

df = data.airline_passengers()
df['Trend'] = rolling_mean(df['Passengers'], window=36, min_periods=1)
residual_all = df['Passengers'] / df['Trend']
residual_known = residual_all[:-24]
pd.DataFrame({'future': residual_all, 'known': residual_known}).plot()





(Source code, png, hires.png, pdf)


[image: _images/forecast-1.png]


(Source code)

Now, we fit an ARMA model with the known data and forecast the following two
years after the known time period:

arma = ARMA(A=make_lag_arr([1, 12, 13]), B=make_lag_arr([12]), rand_state=0)
arma.fix_constants()
arma.est_params(residual_known)
pred = arma.forecast(residual_known, horizon=24)
result = pd.DataFrame({'pred': pred[:, 0], 'truth': residual_all.values})
result.plot()





(Source code, png, hires.png, pdf)


[image: _images/forecast-3.png]


(Source code)

By eye, it can be seen that our predictions are still quite accurate but not as
good as using one-step ahead predictions with data up to the previous month.
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Contribution

PyDSE is developed by currently one developer in his spare time out of pure
interest in ARMA models. You are very welcome to join in this effort if you
would like to contribute.


Bug Reports

If you experience bugs or in general issues with PyDSE, please file a bug
report to our Bug Tracker [http://github.com/blue-yonder/pydse/issues].




Code

If you would like to contribute to PyDSE, fork the main repository [https://github.com/blue-yonder/pydse/] on GitHub, then submit a
“pull request” (PR):


	Create an account [https://github.com/signup/free] on GitHub if you do
not already have one.



	Fork the project repository: click on the Fork button near the top of the
page. This creates a copy of the code under your account on the GitHub server.



	Clone this copy to your local disk:

git clone git@github.com:YourLogin/pydse.git







	Create a branch to hold your changes:

git checkout -b my-feature





and start making changes. Never work in the master branch!



	Work on this copy, on your computer, using Git [http://git-scm.com/] to
do the version control. When you’re done editing, do:

git add modified_files
git commit





to record your changes in Git, then push them to GitHub with:

git push -u origin my-feature







	Go to the web page of your PyDSE fork, and click
“Create pull request” to send your changes to the maintainers for review.
Find more detailed information here [https://help.github.com/articles/creating-a-pull-request/].
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License

Copyright (c) 2014, Blue Yonder.
All rights reserved.


Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions are met:

  a. Redistributions of source code must retain the above copyright notice,
     this list of conditions and the following disclaimer.
  b. Redistributions in binary form must reproduce the above copyright
     notice, this list of conditions and the following disclaimer in the
     documentation and/or other materials provided with the distribution.
  c. Neither the name of the PyDSE developers nor the names of
     its contributors may be used to endorse or promote products
     derived from this software without specific prior written
     permission.


THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS "AS IS"
AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE
IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE
ARE DISCLAIMED. IN NO EVENT SHALL THE REGENTS OR CONTRIBUTORS BE LIABLE FOR
ANY DIRECT, INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL
DAMAGES (INCLUDING, BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR
SERVICES; LOSS OF USE, DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER
CAUSED AND ON ANY THEORY OF LIABILITY, WHETHER IN CONTRACT, STRICT
LIABILITY, OR TORT (INCLUDING NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY
OUT OF THE USE OF THIS SOFTWARE, EVEN IF ADVISED OF THE POSSIBILITY OF SUCH
DAMAGE.

-------------------------------------------------------------------------------

The time series data provided by PyDSE in the pydse/data folder are subject
to the "default open license" of DataMarket (http://datamarket.com/):

Licence summary
You may copy and redistribute the data. You may make derivative works from the
data. You may use the data for commercial purposes. You may not sublicence the
data when redistributing it. You may not redistribute the data under a
different license. Source attribution on any use of this data: Must refer
source.
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Release Notes


Version 0.2.1, 2015-10-27


	Fix unit tests due to changes in Pandas






Version 0.2, 2014-12-23


	Update to PyScaffold 1.3.1

	Minor fixes in docs

	Added exercises and presentation

	Added plot_forecast function






Version 0.1, 2014-07-11


	First release
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pydse



	pydse package
	Subpackages
	pydse.data package
	Module contents









	Submodules

	pydse.arma module

	pydse.stats module

	pydse.utils module

	Module contents
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pydse package


Subpackages



	pydse.data package
	Module contents












Submodules




pydse.arma module

All functionality related to ARMA models.


	
class pydse.arma.ARMA(A, B=None, C=None, TREND=None, rand_state=None)[source]

	Bases: pydse.utils.UnicodeMixin

A(L)y(t) = B(L)e(t) + C(L)u(t) - TREND(t)


	L: Lag/Shift operator,

	A: (axpxp) tensor to define auto-regression,

	B: (bxpxp) tensor to define moving-average,

	C: (cxpxm) tensor for external input,

	e: (txp) matrix of unobserved disturbance (white noise),

	y: (txp) matrix of observed output variables,

	u: (mxt) matrix of input variables,

	TREND: (txp) matrix like y or a p-dim vector.



If B is net set, fall back to VAR, i.e. B(L) = I.


	
est_params(y)[source]

	Maximum likelihood estimation of the ARMA model’s coefficients.





	Parameters:	y – output series


	Returns:	optimization result (OptimizeResult [http://docs.scipy.org/doc/scipy/reference/generated/scipy.optimize.OptimizeResult.html#scipy.optimize.OptimizeResult])










	
fix_constants(fuzz=1e-05, prec=1)[source]

	Fix some coefficients as constants depending on their value.

Coefficient with a absolute difference of fuzz to a value of
precision prec are considered constants.

For example:


	1.1 is constant since abs(1.1 - round(1.1, prec)) < fuzz

	0.01 is non constant since abs(0.01 - round(0.01, prec)) > fuzz








	
forecast(y, horizon=0, u=None)[source]

	Calculate an one-step-ahead forecast.





	Parameters:	
	y – output time series

	horizon – number of predictions after y[T_max]

	u – external input time series






	Returns:	predicted time series as array












	
non_consts

	Parameters of the ARMA model that are non-constant.





	Returns:	array










	
plot_forecast(all_y, horizon=0, u=None)[source]

	Calculate an one-step-ahead forecast and plot prediction and truth.





	Parameters:	
	y – output time series

	horizon – number of predictions after y[T_max]

	u – external input time series






	Returns:	predicted time series as array












	
simulate(y0=None, u0=None, u=None, sampleT=100, noise=None)[source]

	Simulate an ARMA model.





	Parameters:	
	y0 – lagged values of y prior to t=0 in reversed order

	u0 – lagged values of u prior to t=0 in reversed order

	u – external input time series

	sampleT – length of the sample to simulate

	noise – tuple (w0, w) of a random noise time series. w0 are the
lagged values of w prior to t=0 in reversed order. By default a normal
distribution for the white noise is assumed.






	Returns:	simulated time series as array
















	
exception pydse.arma.ARMAError[source]

	Bases: exceptions.Exception [http://docs.python.org/2.7/library/exceptions.html#exceptions.Exception], pydse.utils.UnicodeMixin






	
pydse.arma.minic(ar_lags, ma_lags, y, crit=u'BIC')[source]

	Minimum information criterion method to fit ARMA.

Use the Akaike information criterion (AIC) or
Bayesian information criterion (BIC) to determine the
most promising AR and MA lags for an ARMA model.

This method only works for scalar time series, i.e.
dim(y[0]) = 1.





	Parameters:	
	ar_lags – list of AR lags to consider

	ma_lags – list of MA lags to consider

	y – target vector or scalar time series

	crit – information criterion (‘BIC’ or ‘AIC’)






	Returns:	tuple of AR lags and MA lags














pydse.stats module

General statistical functions and related tools.


	
pydse.stats.aic(L, k)[source]

	Akaike information criterion.





	Parameters:	
	L – maximized value of the negative log likelihood function

	k – number of free parameters






	Returns:	AIC












	
pydse.stats.bic(L, k, n)[source]

	Bayesian information criterion.





	Parameters:	
	L – maximized value of the negative log likelihood function

	k – number of free parameters

	n – number of data points






	Returns:	BIC












	
pydse.stats.negloglike(pred, y)[source]

	Negative log-likelihood of the residual of two time series.





	Parameters:	
	pred – predicted time series

	y – target time series






	Returns:	scalar negative log-likelihood














pydse.utils module

Various different utilities and tools.


	
class pydse.utils.UnicodeMixin[source]

	Bases: object [http://docs.python.org/2.7/library/functions.html#object]

Mixin class to handle defining the proper __str__/__unicode__
methods in Python 2 or 3.






	
pydse.utils.atleast_2d(arr)[source]

	Ensure that an array has at least dimension 2.





	Parameters:	arr – array


	Returns:	array with dimension of at least 2










	
pydse.utils.make_lag_arr(lags, fuzz=0.01)[source]

	Create a lag polynomial that can be used as 1-dim A and B for ARMA.

This function creates a lag polynomial, i.e. 1-dim lag matrix,
and sets to parameters that are to be estimated to the fuzz
value. Check fix_constants for further information.





	Parameters:	
	lags – list of lags

	fuzz – fill value to mark non-constant lags






	Returns:	tuple of the lag array and its shape












	
pydse.utils.powerset(iterable)[source]

	Calculates the power set of an iterable.





	Parameters:	iterable – iterable set


	Returns:	iterable power set












Module contents
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pydse.data package


Module contents

Example data files taken from DataMarket [http://datamarket.com/].
Data is under the default open license [http://datamarket.com/data/license/0/default-open-license.html]:


	
pydse.data.airline_passengers()[source]

	Monthly totals of international airline passengers in thousands,
Jan 1949 - Dec 1960






	
pydse.data.cpi_canada()[source]

	Monthly CPI, Canada, Jan 1950 - Dec 1973






	
pydse.data.m1_us()[source]

	Monthly M1 U.S., Jan 1959 - Feb 1992






	
pydse.data.sales_cola()[source]

	Monthly sales of Tasty Cola, Jan 2001 - Mar 2012






	
pydse.data.sales_petroleum()[source]

	Monthly sales of petroleum and related products in the U.S.,
Jan 1971 - Dec 1991






	
pydse.data.sales_product()[source]

	Monthly sales of a plastic manufacturer’s product, Jan 2001 - May 2012






	
pydse.data.sales_shampoo()[source]

	Monthly sales of shampoo, Jan 2001 - Mar 2012
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  Source code for pydse.data

# -*- encoding: utf-8 -*-

"""
Example data files taken from `DataMarket <http://datamarket.com/>`_.
Data is under the `default open license
<http://datamarket.com/data/license/0/default-open-license.html>`_:
"""

from __future__ import division, print_function, absolute_import

import os
import inspect
from datetime import datetime
import pandas as pd

__author__ = "Florian Wilhelm"
__copyright__ = "Blue Yonder"
__license__ = "new BSD"

__location__ = os.path.join(
    os.getcwd(), os.path.dirname(inspect.getfile(inspect.currentframe())))


def _get_df_from_file(filename):
    def parse_dates(date_str):
        for date_format in ['%y-%m', '%Y-%m']:
            try:
                return datetime.strptime(date_str, date_format)
            except ValueError:
                pass
        else:
            return ValueError("Could not parse the date {}".format(date_str))

    path = os.path.join(__location__, filename)
    return pd.read_csv(path, sep=";", parse_dates=True, index_col=0,
                       date_parser=parse_dates)


[docs]def airline_passengers():
    """
    Monthly totals of international airline passengers in thousands,
    Jan 1949 - Dec 1960
    """
    return _get_df_from_file("international-airline-passengers.csv")



[docs]def m1_us():
    """
    Monthly M1 U.S., Jan 1959 - Feb 1992
    """
    return _get_df_from_file("m1-us-1959119922.csv")



[docs]def cpi_canada():
    """
    Monthly CPI, Canada, Jan 1950 - Dec 1973
    """
    return _get_df_from_file("monthly-cpi-canada-19501973.csv")



[docs]def sales_product():
    """
    Monthly sales of a plastic manufacturer's product, Jan 2001 - May 2012
    """
    return _get_df_from_file("monthly-sales-of-product-a-for-a.csv")



[docs]def sales_cola():
    """
    Monthly sales of Tasty Cola, Jan 2001 - Mar 2012
    """
    return _get_df_from_file("monthly-sales-of-tasty-cola.csv")



[docs]def sales_shampoo():
    """
    Monthly sales of shampoo, Jan 2001 - Mar 2012
    """
    return _get_df_from_file("sales-of-shampoo-over-a-three-ye.csv")



[docs]def sales_petroleum():
    """
    Monthly sales of petroleum and related products in the U.S.,
    Jan 1971 - Dec 1991
    """
    return _get_df_from_file("us-monthly-sales-of-petroleum-an.csv")






          

      

      

    


    
        © Copyright 2014, Blue Yonder.
      Created using Sphinx 1.3.1.
    

  

forecast-3.png
06

0.4
021 pred
— truth
0.0
o 20 40 60 80 100 120 140

160





simulate-5_01.hires.png
1.0

0.8

0.6

0.4

0.2

0.0

-0.2

Partial Autocorrelation






_images/forecast-3.png
06

0.4
021 pred
— truth
0.0
o 20 40 60 80 100 120 140

160





_images/math/498c5000728e96a017f7279d28709d16a903ba06.png
_( 1+02L; 0+0.1Ly
B(L)’((HOOL, 1+03L1>





_modules/pydse/utils.html


    
      Navigation


      
        		
          index


        		
          modules |


        		PyDSE 0.2.post.dev1 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for pydse.utils

# -*- encoding: utf-8 -*-

"""
Various different utilities and tools.
"""

from __future__ import division, print_function, absolute_import, \
    unicode_literals

import sys
import logging
from itertools import chain, combinations

from six.moves import xrange
import numpy as np

__author__ = "Florian Wilhelm"
__copyright__ = "Blue Yonder"
__license__ = "new BSD"

_logger = logging.getLogger(__name__)


[docs]def atleast_2d(arr):
    """
    Ensure that an array has at least dimension 2.

    :param arr: array
    :return: array with dimension of at least 2
    """
    if arr.ndim > 1:
        return arr
    else:
        return arr[:, np.newaxis]



[docs]def powerset(iterable):
    """
    Calculates the power set of an iterable.

    :param iterable: iterable set
    :return: iterable power set
    """
    s = list(iterable)
    return chain.from_iterable(combinations(s, r) for r in xrange(len(s)+1))



[docs]def make_lag_arr(lags, fuzz=1e-2):
    """
    Create a lag polynomial that can be used as 1-dim A and B for ARMA.

    This function creates a lag polynomial, i.e. 1-dim lag matrix,
    and sets to parameters that are to be estimated to the ``fuzz``
    value. Check :obj:`~.arma.ARMA.fix_constants` for further information.

    :param lags: list of lags
    :param fuzz: fill value to mark non-constant lags
    :return: tuple of the lag array and its shape
    """
    lag_size = np.max([0] + list(lags)) + 1
    pol = np.zeros(lag_size)
    pol[0], pol[list(lags)] = 1., fuzz
    shape = np.array([lag_size, 1, 1])
    return pol, shape



[docs]class UnicodeMixin(object):
    """
    Mixin class to handle defining the proper __str__/__unicode__
    methods in Python 2 or 3.
    """

    if sys.version_info[0] >= 3:  # Python 3
        def __str__(self):
            return self.__unicode__()
    else:  # Python 2
        def __str__(self):
            return self.__unicode__().encode('utf8')
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  Source code for pydse.stats

# -*- encoding: utf-8 -*-

"""
General statistical functions and related tools.
"""

from __future__ import division, print_function, absolute_import, \
    unicode_literals

import logging

import numpy as np
from numpy import linalg

from . import utils

__author__ = "Florian Wilhelm"
__copyright__ = "Blue Yonder"
__license__ = "new BSD"

_logger = logging.getLogger(__name__)


[docs]def negloglike(pred, y):
    """
    Negative log-likelihood of the residual of two time series.

    :param pred: predicted time series
    :param y: target time series
    :return: scalar negative log-likelihood
    """
    sampleT = pred.shape[0]
    res = pred[:sampleT, :] - y[:sampleT, :]
    p = res.shape[1]

    Om = np.dot(res.T, res) / sampleT

    if np.any(np.isnan(Om)) or np.any(Om > 1e100):
        like1 = like2 = 1e100
    else:
        _, s, _ = linalg.svd(Om)

        # Check for degeneracy
        non_degen_mask = s > s[0] * np.sqrt(np.finfo(np.float).eps)
        if not np.all(non_degen_mask):
            _logger.warn("Covariance matrix is singular. "
                         "Working on subspace.")
            s = s[non_degen_mask]

        like1 = 0.5 * sampleT * np.log(np.prod(s))
        like2 = 0.5 * sampleT * len(s)

    const = 0.5 * sampleT * p * np.log(2 * np.pi)
    return like1 + like2 + const



[docs]def bic(L, k, n):
    """
    Bayesian information criterion.

    :param L: maximized value of the negative log likelihood function
    :param k: number of free parameters
    :param n: number of data points
    :return: BIC
    """
    return 2*L + k*(np.log(n) + np.log(2*np.pi))



[docs]def aic(L, k):
    """
    Akaike information criterion.

    :param L: maximized value of the negative log likelihood function
    :param k: number of free parameters
    :return: AIC
    """
    return 2*(k + L)
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  Source code for pydse.arma

# -*- encoding: utf-8 -*-

"""
All functionality related to ARMA models.
"""

from __future__ import division, print_function, absolute_import,\
    unicode_literals

import re
import logging
import operator
import itertools

import six
import numpy as np
import pandas as pd
from numpy import linalg
from scipy import optimize
from six.moves import xrange

from . import utils
from . import stats
from .utils import UnicodeMixin

__author__ = "Florian Wilhelm"
__copyright__ = "Blue Yonder"
__license__ = "new BSD"

_logger = logging.getLogger(__name__)


[docs]class ARMAError(Exception, UnicodeMixin):
    def __unicode__(self):
        return self.message



[docs]class ARMA(UnicodeMixin):
    """
    A(L)y(t) = B(L)e(t) + C(L)u(t) - TREND(t)

    * L: Lag/Shift operator,
    * A: (axpxp) tensor to define auto-regression,
    * B: (bxpxp) tensor to define moving-average,
    * C: (cxpxm) tensor for external input,
    * e: (txp) matrix of unobserved disturbance (white noise),
    * y: (txp) matrix of observed output variables,
    * u: (mxt) matrix of input variables,
    * TREND: (txp) matrix like y or a p-dim vector.

    If B is net set, fall back to VAR, i.e. B(L) = I.
    """
    def __init__(self, A, B=None, C=None, TREND=None, rand_state=None):
        self.A = np.asarray(A[0]).reshape(A[1], order='F')
        if B is not None:
            self.B = np.asarray(B[0]).reshape(B[1], order='F')
        else:
            # Set B(L) = I
            shape = A[1][1:]
            self.B = np.empty(shape=np.hstack(([1], shape)))
            self.B[0] = np.eye(*shape)
        if C is not None:
            self.C = np.asarray(C[0]).reshape(C[1], order='F')
        else:
            self.C = np.empty((0, 0, 0))
        if TREND is not None:
            self.TREND = np.asarray(TREND)
        else:
            self.TREND = None
        self._check_consistency()

        self.Aconst = np.zeros(self.A.shape, dtype=np.bool)
        self.Bconst = np.zeros(self.B.shape, dtype=np.bool)
        self.Cconst = np.zeros(self.C.shape, dtype=np.bool)

        if rand_state is None:
            self.rand = np.random.RandomState()
        elif isinstance(rand_state, np.random.RandomState):
            self.rand = rand_state
        else:
            self.rand = np.random.RandomState(rand_state)

    def _get_num_non_consts(self):
        a = np.sum(~self.Aconst)
        b = np.sum(~self.Bconst)
        c = np.sum(~self.Cconst)
        return a, b, c

    @property
    def non_consts(self):
        """
        Parameters of the ARMA model that are non-constant.

        :return: array
        """
        a = self.A[~self.Aconst]
        b = self.B[~self.Bconst]
        c = self.C[~self.Cconst]
        return np.hstack([a, b, c])

    @non_consts.setter
    def non_consts(self, values):
        """
        Set the parameters of the ARMA model that are non-constant.

        :param values: array
        """
        parts = np.cumsum(self._get_num_non_consts())
        if values.size != parts[2]:
            raise ARMAError("Number of values does not equal number "
                            "of non-constants")
        self.A[~self.Aconst] = values[:parts[0]]
        self.B[~self.Bconst] = values[parts[0]:parts[1]]
        self.C[~self.Cconst] = values[parts[1]:parts[2]]

    def _check_consistency(self):
        A, B, C, TREND = self.A, self.B, self.C, self.TREND
        if A is None:
            raise ARMAError("A needs to be set for an ARMA model")
        n = A.shape[1]
        if n != A.shape[2] or A.ndim > 3:
            raise ARMAError("A needs to be of shape (a, p, p)")
        if n != B.shape[1] or (n != B.shape[2] or B.ndim > 3):
            raise ARMAError("B needs to be of shape (b, p, p) with A being "
                            "of shape (a, p, p)")
        if C.size != 0 and (n != C.shape[1] or C.ndim > 3):
            raise ARMAError("C needs to be of shape (c, p, m) with A being "
                            "of shape (a, p, p)")
        if TREND is not None:
            if len(TREND.shape) > 2:
                raise ARMAError("TREND needs to of shape (t, p) with A being "
                                "of shape (a, p, p)")
            elif len(TREND.shape) == 2 and n != TREND.shape[1]:
                raise ARMAError("TREND needs to of shape (t, p) with A being "
                                "of shape (a, p, p)")
            elif len(TREND.shape) == 1 and n != TREND.shape[0]:
                raise ARMAError("TREND needs to of shape (t, p) with A being "
                                "of shape (a, p, p)")

    def _get_noise(self, samples, p, lags):
        w0 = self.rand.normal(size=lags * p).reshape((lags, p))
        w = self.rand.normal(size=samples * p).reshape((samples, p))
        return w0, w

    def _prep_trend(self, dim_t, dim_p, t0=0):
        trend = self.TREND
        if trend is not None:
            if trend.ndim == 2:
                assert trend.shape[1] == dim_p
                if not trend.shape[0] >= t0+dim_t:
                    raise ARMAError("TREND needs to be available until "
                                    "t={}".format(t0+dim_t-1))
                trend = trend[t0:t0+dim_t, :]
                return trend
            else:
                return np.tile(trend, (dim_t, 1))
        else:
            return np.zeros((dim_t, dim_p))

[docs]    def simulate(self, y0=None, u0=None, u=None, sampleT=100, noise=None):
        """
        Simulate an ARMA model.

        :param y0: lagged values of y prior to t=0 in reversed order
        :param u0: lagged values of u prior to t=0 in reversed order
        :param u: external input time series
        :param sampleT: length of the sample to simulate
        :param noise: tuple (w0, w) of a random noise time series. w0 are the
         lagged values of w prior to t=0 in reversed order. By default a normal
         distribution for the white noise is assumed.
        :return: simulated time series as array
        """
        p = self.A.shape[1]
        a, b = self.A.shape[0], self.B.shape[0]
        c, m = self.C.shape[0], self.C.shape[2]
        y0 = utils.atleast_2d(y0) if y0 is not None else np.zeros((a, p))
        u = utils.atleast_2d(u) if u0 is not None else np.zeros((c, m))
        u0 = utils.atleast_2d(u0) if u0 is not None else np.zeros((c, m))
        if noise is None:
            noise = self._get_noise(sampleT, p, b)
        w0, w = noise
        assert y0.shape[0] >= a
        assert w0.shape[0] >= b
        assert u0.shape[0] >= c

        # diagonalize with respect to matrix of A's leading coefficients
        A0inv = linalg.inv(self.A[0, :, :])
        A = np.tensordot(self.A, A0inv, axes=1)
        B = np.tensordot(self.B, A0inv, axes=1)
        if c != 0:
            C = np.einsum('ijk,kl', self.C, A0inv)
        else:
            C = np.zeros((c, p, m))

        # prepend start values to the series
        y = self._prep_trend(sampleT, p)
        y = np.vstack((y0[a::-1, ...], y))
        w = np.vstack((w0[b::-1, ...], w))
        u = np.vstack((u0[c::-1, ...], u))

        # perform simulation by multiplying the lagged matrices to the vectors
        # and summing over the different lags
        for t in xrange(a, sampleT+a):
            y[t, :] -= np.einsum('ikj, ij', A[1:, ...], y[t-1:t-a:-1, :])
            if b != 0:
                y[t, :] += np.einsum('ikj, ij', B, w[t-a+b:t-a:-1, :])
            if c != 0:
                y[t, :] += np.einsum('ikj, ij', C, u[t-a+b:t-a:-1, :])
        return y[a:]


[docs]    def forecast(self, y, horizon=0, u=None):
        """
        Calculate an one-step-ahead forecast.

        :param y: output time series
        :param horizon: number of predictions after y[T_max]
        :param u: external input time series
        :return: predicted time series as array
        """
        p = self.A.shape[1]
        a, b = self.A.shape[0], self.B.shape[0]
        c, m = self.C.shape[0], self.C.shape[2]
        u = u if u is not None else np.zeros((c, m))
        y = utils.atleast_2d(y)

        sampleT = y.shape[0]
        predictT = sampleT + horizon

        # diagonalize with respect to matrix of B's leading coefficients
        B0inv = linalg.inv(self.B[0, :, :])
        A = np.tensordot(self.A, B0inv, axes=1)
        B = np.tensordot(self.B, B0inv, axes=1)
        if c != 0:
            C = np.einsum('ijk,kl', self.C, B0inv)
        else:
            C = np.zeros((c, p, m))

        # calculate directly the residual ...
        res = -np.dot(self._prep_trend(sampleT, p)[:sampleT, ...], B0inv)
        # and perform prediction
        for t in xrange(sampleT):
            la, lb, lc = min(a-1, t), min(b-1, t), min(c-1, t)
            ba, bb, bc = max(0, t-la), max(0, t-lb), max(0, t-lc)
            res[t, :] += np.einsum('ikj,ij', A[la::-1, ...], y[ba:t+1, :])
            if b != 0:
                res[t, :] -= np.einsum('ikj,ij', B[lb:0:-1, ...], res[bb:t, :])
            if c != 0:
                res[t, :] -= np.einsum('ikj,ij', C[lc::-1, ...], u[bc:t+1, :])

        pred = np.zeros((predictT, p))
        pred[:sampleT, :] = y[:sampleT, :] - np.dot(res, B[0, :, :])

        if predictT > sampleT:
            A0inv = linalg.inv(self.A[0, :, :])
            A = np.tensordot(self.A, A0inv, axes=1)
            B = np.tensordot(self.B, A0inv, axes=1)
            if c != 0:
                C = np.einsum('ijk,kl', self.C, A0inv)
            else:
                C = np.zeros((c, p, m))
            pred[sampleT:, :] = np.dot(self._prep_trend(horizon, p, sampleT),
                                       A0inv)
            # perform prediction for horizon period
            for t in xrange(sampleT, predictT):
                for l in xrange(1, a):
                    if t - l < sampleT:
                        pred[t, :] -= np.dot(A[l, :, :], y[t - l, :])
                    else:
                        pred[t, :] -= np.dot(A[l, :, :], pred[t - l, :])

                for l in xrange(b):
                    if t - l < sampleT:
                        pred[t, :] += np.dot(B[l, :, :], res[t - l, :])

                for l in xrange(c):
                    pred[t, :] += np.dot(C[l, :, :], u[t - l, :])

        return pred


[docs]    def fix_constants(self, fuzz=1e-5, prec=1):
        """
        Fix some coefficients as constants depending on their value.

        Coefficient with a absolute difference of ``fuzz`` to a value of
        precision ``prec`` are considered constants.

        For example:

        * 1.1 is constant since abs(1.1 - round(1.1, prec)) < fuzz
        * 0.01 is non constant since abs(0.01 - round(0.01, prec)) > fuzz
        """
        @np.vectorize
        def is_const(x):
            return abs(x - round(x, prec)) < fuzz

        def set_const(M, Mconst):
            M_mask = is_const(M)
            Mconst[M_mask] = True
            Mconst[~M_mask] = False

        set_const(self.A, self.Aconst)
        set_const(self.B, self.Bconst)
        if self.C.size != 0:
            set_const(self.C, self.Cconst)


[docs]    def est_params(self, y):
        """
        Maximum likelihood estimation of the ARMA model's coefficients.

        :param y: output series
        :return: optimization result (:obj:`~scipy.optimize.OptimizeResult`)
        """
        y = utils.atleast_2d(y)

        def cost_function(x):
            self.non_consts = x
            pred = self.forecast(y=y)
            return stats.negloglike(pred, y)

        x0 = self.non_consts
        return optimize.minimize(cost_function, x0)


    def _lag_matrix_to_str(self, matrix):
        # creates a string from a lag array
        def join_with_lag(arr):
            poly = str(arr[0])
            for i, val in enumerate(arr[1:], start=1):
                if val != 0.:
                    poly += '{:+.3}L{}'.format(val, i)
            return poly

        res_str = ''
        _, j_max, k_max = matrix.shape
        mat_str = np.empty((j_max, k_max), dtype=object)
        for j, k in itertools.product(xrange(j_max), xrange(k_max)):
                mat_str[j, k] = join_with_lag(matrix[:, j, k])
        # determine width for each column and set columns to that width
        col_widths = [max(map(len, mat_str[:, k])) for k in xrange(k_max)]
        for k in xrange(k_max):
            fmt = np.vectorize(lambda x: '{:<{}}'.format(x, col_widths[k]))
            mat_str[:, k] = fmt(mat_str[:, k])
        for j in xrange(j_max):
            res_str += '   '.join(mat_str[j, :]) + '\n'
        return res_str

    def __unicode__(self):
        desc = ''
        TREND = self.TREND
        if TREND is not None:
            desc += 'TREND=\n'
            if TREND.ndim == 1:
                TREND = TREND[np.newaxis, :]
            arr_str = np.array_str(np.transpose(TREND)) + '\n'*2
            arr_str = re.sub(r' *\[+', '', arr_str)
            arr_str = re.sub(r' *\]+', '', arr_str)
            desc += arr_str
        for mat_name in ('A', 'B', 'C'):
            matrix = getattr(self, mat_name)
            if matrix.shape[0] != 0:
                desc += '{}(L) =\n'.format(mat_name)
                desc += self._lag_matrix_to_str(matrix) + '\n'
        return desc

[docs]    def plot_forecast(self, all_y, horizon=0, u=None):
        """
        Calculate an one-step-ahead forecast and plot prediction and truth.

        :param y: output time series
        :param horizon: number of predictions after y[T_max]
        :param u: external input time series
        :return: predicted time series as array
        """
        def get_lags_idx(arr):
            # First entry is always 1 and not part of the used lags
            return [str(i) for i, v in enumerate(arr.flatten()) if v != 0][1:]

        if horizon > 0:
            y = all_y[:-horizon]
            df = pd.DataFrame({
                'Future': all_y[horizon:],
                'Known Truth': y
            })
        else:
            y = all_y
            df = pd.DataFrame({'Truth': all_y})

        prediction = self.forecast(y, horizon, u)
        df['Prediction'] = prediction[:, 0]

        MAD = np.mean(np.abs(prediction[:, 0] - all_y)[20:])
        df.plot(title="AR lags: {}; MA lags: {}; MAD: {}".format(
            ", ".join(get_lags_idx(self.A)),
            ", ".join(get_lags_idx(self.B)), MAD))

        return prediction




[docs]def minic(ar_lags, ma_lags, y, crit='BIC'):
    """
    Minimum information criterion method to fit ARMA.

    Use the Akaike information criterion (AIC) or
    Bayesian information criterion (BIC) to determine the
    most promising AR and MA lags for an ARMA model.

    This method only works for scalar time series, i.e.
    dim(y[0]) = 1.

    :param ar_lags: list of AR lags to consider
    :param ma_lags: list of MA lags to consider
    :param y: target vector or scalar time series
    :param crit: information criterion ('BIC' or 'AIC')
    :return: tuple of AR lags and MA lags
    """
    assert y.ndim == 1
    all_ar_lags = list(utils.powerset(sorted(ar_lags)))
    all_ma_lags = list(utils.powerset(sorted(ma_lags)))
    lags = itertools.product(all_ar_lags, all_ma_lags)
    next(lags)  # drop case with no AR and MA lags
    metric = dict()  # metric
    for ar_lags, ma_lags in lags:
        arma = ARMA(A=utils.make_lag_arr(ar_lags),
                    B=utils.make_lag_arr(ma_lags))
        arma.fix_constants()
        ret_val = arma.est_params(y)
        if ret_val['success']:
            k = len(ar_lags) + len(ma_lags)
            nloglike = ret_val['fun']
            if crit == 'BIC':
                metric[(ar_lags, ma_lags)] = stats.bic(nloglike, k, len(y))
            elif crit == 'AIC':
                metric[(ar_lags, ma_lags)] = stats.aic(nloglike, k)
            else:
                raise RuntimeError("Unknown method")
        else:
            metric[(ar_lags, ma_lags)] = np.inf
    return min(six.iteritems(metric), key=operator.itemgetter(1))[0]
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