

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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Prometheus Client Library for Modern C++ [image: Build Status] [https://travis-ci.org/jupp0r/prometheus-cpp][image: Coverity Scan] [https://scan.coverity.com/projects/jupp0r-prometheus-cpp]

This library aims to enable
Metrics-Driven Development [https://sookocheff.com/post/mdd/mdd/] for
C++ services. It implements the
Prometheus Data Model [https://prometheus.io/docs/concepts/data_model/],
a powerful abstraction on which to collect and expose metrics. We
offer the possibility for metrics to be collected by Prometheus, but
other push/pull collections can be added as plugins.


Usage

#include <chrono>
#include <map>
#include <memory>
#include <string>
#include <thread>

#include <prometheus/exposer.h>
#include <prometheus/registry.h>

int main(int argc, char** argv) {
  using namespace prometheus;

  // create an http server running on port 8080
  Exposer exposer{"127.0.0.1:8080"};

  // create a metrics registry with component=main labels applied to all its
  // metrics
  auto registry = std::make_shared<Registry>();

  // add a new counter family to the registry (families combine values with the
  // same name, but distinct label dimensions)
  auto& counter_family = BuildCounter()
                             .Name("time_running_seconds")
                             .Help("How many seconds is this server running?")
                             .Labels({{"label", "value"}})
                             .Register(*registry);

  // add a counter to the metric family
  auto& second_counter = counter_family.Add(
      {{"another_label", "value"}, {"yet_another_label", "value"}});

  // ask the exposer to scrape the registry on incoming scrapes
  exposer.RegisterCollectable(registry);

  for (;;) {
    std::this_thread::sleep_for(std::chrono::seconds(1));
    // increment the counter by one (second)
    second_counter.Increment();
  }
  return 0;
}








Building

There are two supported ways to build
prometheus-cpp - CMake [https://cmake.org]
and bazel [https://bazel.io]. Both are tested in CI and should work
on master and for all releases.

In case these instructions don’t work for you, looking at
the travis build script might help.


via CMake

For CMake builds don’t forget to fetch the submodules first. Then build as usual.

# fetch third-party dependencies
git submodule init
git submodule update

mkdir _build
cd _build

# run cmake
cmake ..

# build
make -j 4

# run tests
ctest -V

# install the libraries and headers
mkdir -p deploy
make DESTDIR=`pwd`/deploy install








via Bazel

Install bazel [https://www.bazel.io].  Bazel makes it easy to add
this repo to your project as a dependency. Just add the following
to your WORKSPACE:

http_archive(
    name = "com_github_jupp0r_prometheus_cpp",
    strip_prefix = "prometheus-cpp-master",
    urls = ["https://github.com/jupp0r/prometheus-cpp/archive/master.zip"],
)

load("@com_github_jupp0r_prometheus_cpp//:repositories.bzl", "prometheus_cpp_repositories")

prometheus_cpp_repositories()





Then, you can reference this library in your own BUILD file, as
demonstrated with the sample server included in this repository:

cc_binary(
    name = "sample_server",
    srcs = ["sample_server.cc"],
    deps = ["@com_github_jupp0r_prometheus_cpp//:prometheus_cpp"],
)





When you call prometheus_cpp_repositories() in your WORKSPACE file,
you introduce the following dependencies to your project:


	load_civetweb() for Civetweb


	load_com_google_googletest() for Google gtest


	load_com_google_googlebenchmark() for Googlebenchmark




You may load them individually and replace some of them with your custom
dependency version.

The list of dependencies is also available from file repositories.bzl.






Contributing

Please adhere to the Google C++ Style
Guide [https://google.github.io/styleguide/cppguide.html]. Make sure
to clang-format your patches before opening a PR. Also make sure to
adhere to these commit message
guidelines [https://chris.beams.io/posts/git-commit/].

You can check out this repo and build the library using

bazel build //...           # build everything
bazel build //core //pull   # build just the libraries





Run the unit tests using

bazel test //...





There is also an integration test that
uses telegraf [https://github.com/influxdata/telegraf] to scrape a
sample server. With telegraf installed, it can be run using

bazel test //pull/tests/integration:scrape-test








Benchmarks

There’s a benchmark suite you can run:

bazel run -c opt //core/tests/benchmark

INFO: Found 1 target...
Target //core/tests/benchmark:benchmark up-to-date:
  bazel-bin/core/tests/benchmark/benchmark
INFO: Elapsed time: 1.682s, Critical Path: 1.56s

INFO: Running command line: bazel-bin/core/tests/benchmark/benchmark
Run on (8 X 2300 MHz CPU s)
2016-10-17 15:56:49
Benchmark                              Time           CPU Iterations
--------------------------------------------------------------------
BM_Counter_Increment                  11 ns         11 ns   62947942
BM_Counter_Collect                    84 ns         84 ns    8221752
BM_Gauge_Increment                    11 ns         11 ns   61384663
BM_Gauge_Decrement                    11 ns         11 ns   62148197
BM_Gauge_SetToCurrentTime            199 ns        198 ns    3589670
BM_Gauge_Collect                      86 ns         85 ns    7469136
BM_Histogram_Observe/0               122 ns        122 ns    5839855
BM_Histogram_Observe/1               116 ns        115 ns    5806623
BM_Histogram_Observe/8               126 ns        126 ns    5781588
BM_Histogram_Observe/64              138 ns        138 ns    4895550
BM_Histogram_Observe/512             228 ns        228 ns    2992898
BM_Histogram_Observe/4k              959 ns        958 ns     642231
BM_Histogram_Collect/0               328 ns        327 ns    2002792
BM_Histogram_Collect/1               356 ns        354 ns    1819032
BM_Histogram_Collect/8              1553 ns       1544 ns     454921
BM_Histogram_Collect/64            10389 ns      10287 ns      66759
BM_Histogram_Collect/512           75795 ns      75093 ns       9075
BM_Histogram_Collect/4k           615853 ns     610277 ns       1222
BM_Registry_CreateFamily             195 ns        182 ns    3843894
BM_Registry_CreateCounter/0          319 ns        317 ns    1914132
BM_Registry_CreateCounter/1         2146 ns       2131 ns     408432
BM_Registry_CreateCounter/8         8936 ns       8837 ns      82439
BM_Registry_CreateCounter/64       72589 ns      72010 ns       9248
BM_Registry_CreateCounter/512     694323 ns     686655 ns       1056
BM_Registry_CreateCounter/4k    18246638 ns   18150525 ns         40








Project Status

Beta, getting ready for 1.0. The library is pretty stable and used in
production. There are some small breaking API changes that might
happen before 1.0 Parts of the library are instrumented by itself
(bytes scraped, number of scrapes, scrape request latencies).  There
is a working example that’s
scraped by telegraf as part of integration tests.




FAQ


What scrape formats do you support

Only the Prometheus Text Exposition
Format [https://github.com/prometheus/docs/blob/master/content/docs/instrumenting/exposition_formats.md#text-format-details].
Support for the protobuf format was removed because it’s been removed
from Prometheus 2.0.






License

MIT
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ALL LICENSES

This document includes several copyright licenses for different
aspects of the software.  Not all licenses may apply depending
on the features chosen.


Civetweb License


Included with all features.


Copyright (c) 2013-2015 The CivetWeb developers (CREDITS.md [https://github.com/civetweb/civetweb/blob/master/CREDITS.md])

Copyright (c) 2004-2013 Sergey Lyubka

Copyright (c) 2013 No Face Press, LLC (Thomas Davis)

Copyright (c) 2013 F-Secure Corporation

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the “Software”), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in
all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN
THE SOFTWARE.









Lua License


Included only if built with Lua support.

http://www.lua.org/license.html


Copyright (C) 1994-2015 Lua.org, PUC-Rio.

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the “Software”), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in
all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN
THE SOFTWARE.









SQLite3 License


Included only if built with Lua and SQLite support.

http://www.sqlite.org/copyright.html


2001 September 15

The author disclaims copyright to this source code.  In place of
a legal notice, here is a blessing:

May you do good and not evil.
May you find forgiveness for yourself and forgive others.
May you share freely, never taking more than you give.









lsqlite3 License


Included only if built with Lua and SQLite support.


Copyright (C) 2002-2013 Tiago Dionizio, Doug Currie
All rights reserved.
Author    : Tiago Dionizio tiago.dionizio@ist.utl.pt
Author    : Doug Currie doug.currie@alum.mit.edu
Library   : lsqlite3 - a SQLite 3 database binding for Lua 5

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the “Software”), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in
all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN
THE SOFTWARE.









Lua File System License


Included only if built with Lua support.

http://keplerproject.github.io/luafilesystem/license.html


Copyright © 2003 Kepler Project.

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the “Software”), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in
all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN
THE SOFTWARE.









LuaXML License


Included only if built with Lua and LuaXML support.


LuaXML License

LuaXml is licensed under the terms of the MIT license reproduced below,
the same as Lua itself. This means that LuaXml is free software and can be
used for both academic and commercial purposes at absolutely no cost.

Copyright (C) 2007-2013 Gerald Franz, eludi.net

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the “Software”), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in
all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT.  IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN
THE SOFTWARE.









Duktape License


Included only if built with Duktape support.

https://github.com/svaarala/duktape/blob/master/LICENSE.txt


===============
Duktape license
===============

(http://opensource.org/licenses/MIT)

Copyright (c) 2013-2015 by Duktape authors (see AUTHORS.rst)

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the “Software”), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in
all copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED “AS IS”, WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN
THE SOFTWARE.












          

      

      

    

  

    
      
          
            
  
[image: CivetWeb] CivetWeb

The official home of CivetWeb is https://github.com/civetweb/civetweb

Continuous integration for Linux and OSX (Travis CI [https://travis-ci.org/civetweb/civetweb]):

[image: Travis Build Status] [https://travis-ci.org/civetweb/civetweb]

Continuous integration for Windows (AppVeyor [https://ci.appveyor.com/project/civetweb/civetweb]):

[image: Appveyor Build Status] [https://ci.appveyor.com/project/civetweb/civetweb/branch/master]

Test coverage check (coveralls [https://coveralls.io/github/civetweb/civetweb]) (currently in a setup phase):

[image: Coverage Status] [https://coveralls.io/github/civetweb/civetweb?branch=master]

Static source code analysis (Coverity [https://scan.coverity.com/projects/5784]):

[image: Coverity Scan Build Status] [https://scan.coverity.com/projects/5784]


Project Mission

Project mission is to provide easy to use, powerful, C/C++ embeddable web
server with optional CGI, SSL and Lua support.
CivetWeb has a MIT license so you can innovate without restrictions.

CivetWeb can be used by developers as a library, to add web server functionality to an existing application.
It can also be used by end users as a stand-alone web server. It is available as single executable, no installation is required.




Where to find the official version?

End users can download CivetWeb at SourceForge
https://sourceforge.net/projects/civetweb/

Developers can contribute to CivetWeb via GitHub
https://github.com/civetweb/civetweb

Trouble tickets should be filed on GitHub
https://github.com/civetweb/civetweb/issues

Discussion/support group and announcements are at Google Groups
https://groups.google.com/d/forum/civetweb




Quick start documentation


	docs/Installing.md [https://github.com/civetweb/civetweb/blob/master/docs/Installing.md] - Install Guide (for end users using pre-built binaries)


	docs/UserManual.md [https://github.com/civetweb/civetweb/blob/master/docs/UserManual.md] - End User Guide


	docs/Building.md [https://github.com/civetweb/civetweb/blob/master/docs/Building.md] - Building the Server (quick start guide)


	docs/Embedding.md [https://github.com/civetweb/civetweb/blob/master/docs/Embedding.md] - Embedding (how to add HTTP support to an existing application)


	docs/OpenSSL.md [https://github.com/civetweb/civetweb/blob/master/docs/OpenSSL.md] - Adding HTTPS (SSL/TLS) support using OpenSSL.


	RELEASE_NOTES.md [https://github.com/civetweb/civetweb/blob/master/RELEASE_NOTES.md] - Release Notes


	LICENSE.md [https://github.com/civetweb/civetweb/blob/master/LICENSE.md] - Copyright License







Overview

CivetWeb keeps the balance between functionality and
simplicity by a carefully selected list of features:


	Liberal, commercial-friendly, permissive,
MIT license [http://en.wikipedia.org/wiki/MIT_License]


	Free from copy-left licenses, like GPL, because you should innovate without
restrictions.


	Forked from Mongoose [https://code.google.com/p/mongoose/] in 2013, before
it changed the licence from MIT to commercial + GPL. A lot of enchancements
have been added since that time, see
RELEASE_NOTES.md [https://github.com/civetweb/civetweb/blob/master/RELEASE_NOTES.md].


	Works on Windows, Mac, Linux, UNIX, iPhone, Android, Buildroot, and many
other platforms.


	Scripting and database support (Lua scipts, Lua Server Pages, CGI + SQLite
database, Server side javascript).
This provides a ready to go, powerful web development platform in a one
single-click executable with no dependencies.


	Support for CGI, HTTPS (SSL/TLS), SSI, HTTP digest (MD5) authorization, Websocket,
WEbDAV.


	Optional support for authentication using client side X.509 certificates.


	Resumed download, URL rewrite, file blacklist, IP-based ACL, Windows service.


	Download speed limit based on client subnet or URI pattern.


	Simple and clean embedding API.


	The source is in single file to make things easy.


	Embedding examples included.


	HTTP client capable of sending arbitrary HTTP/HTTPS requests.


	Websocket client functionality available (WS/WSS).





Optionally included software


[image: Lua]


[image: Sqlite3]


[image: LuaFileSystem]


[image: LuaSQLite3]


[image: LuaXML]


[image: Duktape]







Support

This project is very easy to install and use. Please read the documentation [https://github.com/civetweb/civetweb/blob/master/docs/]
and have a look at the [examples] (https://github.com/civetweb/civetweb/blob/master/examples/).
More information may be found on the mailing list [https://groups.google.com/d/forum/civetweb].




Contributions

Contributions are welcome provided all contributions carry the MIT license.

DO NOT APPLY fixes copied from Mongoose to this project to prevent GPL tainting.
Since 2013 CivetWeb and Mongoose are developed independently. By now the code base differs, so patches cannot be safely transfered in either direction.

Some guidelines can be found in docs/Contribution.md [https://github.com/civetweb/civetweb/blob/master/docs/Contribution.md].


Authors

CivetWeb is based on the Mongoose project.  The original author of Mongoose was
Sergey Lyubka (Copyright (c) 2004-2013 Sergey Lyubka, MIT license).

However, in August 16, 2013, the license of Mongoose has been changed [https://groups.google.com/forum/#!topic/mongoose-users/aafbOnHonkI]
after writing and distributing the original code this project is based on.
The license change used to be described on the Mongoose Wikipedia page as well, but it’s getting deleted there regularly.

CivetWeb has been forked from the last MIT version of Mongoose.
Since 2013, CivetWeb has seen many improvements from various authors
(Copyright (c) 2013-2016 the CivetWeb developers, MIT license).
A list of authors can be found in CREDITS.md [https://github.com/civetweb/civetweb/blob/master/CREDITS.md].

Using the CivetWeb project ensures the MIT licenses terms are applied and
GPL cannot be imposed on any of this code as long as it is sourced from
here. This code will remain free with the MIT license protection.









          

      

      

    

  

    
      
          
            
  
Release Notes v1.9 (work in progress)


Objectives: Read client certificate information, bug fixes




Changes


	Retry failing TLS/HTTPS read/write operations


	Read client certificate information


	Do not tolerate URIs with invalid characters


	Fix mg_get_cookie to ignore substrings


	Fix bug in timer logic (for Lua Websockets)


	Updated version number









Release Notes v1.8


Objectives: CMake integration and continuous integration tests, Support client certificates, bug fixes




Changes


	Replace mg_upload by mg_handle_form_request


	CGI-scripts must receive EOF if all POST data is read


	Add API function to handle all kinds of HTML form data


	Do not allow short file names in Windows


	Callback when a new thread is initialized


	Support for short lived certificates


	Add NO_CACHING compile option


	Update Visual Studio project files to VS2015; rename directory VS2012 to VS


	Sec-Wesocket-Protocol must only return one protocol


	Mark some examples and tests as obsolete


	Remove no longer maintained test utils


	Add some default MIME types and the mg_send_mime_file API function.


	Client API using SSL certificates


	Send “Cache-Control” headers


	Add alternative to mg_upload


	Additional configuration options


	Fix memory leaks


	Add API function to check available features


	Add new interface to get listening ports


	Add websocket client interface and encode websocket data with a simple random number


	Support SSL client certificates


	Add configuration options for SSL client certificates


	Stand-alone server: Add command line option -I to display information about the system


	Redirect stderr of CGI process to error log


	Support absolute URI; split uri in mg_request_info to request_uri and local_uri


	Some source code refactoring, to improve maintainability


	Use recursive mutex for Linux


	Allow CGI environment to grow dynamically


	Support build for Lua 5.1 (including LuaJIT), Lua 5.2 and Lua 5.3


	Improve examples and documentation


	Build option CIVETWEB_SERVE_NO_FILES to disable serving static files


	Add Server side JavaScript support (Duktape library)


	Created a “civetweb” organization at GitHub.


	Repository moved from https://github.com/bel2125/civetweb to https://github.com/civetweb/civetweb


	Improved continuous integration


	CMake support, continuous integration with Travis CI and Appveyor


	Adapt/port unit tests to CMake/Travis/Appveyor


	Bug fixes, including issues from static code analysis


	Add status badges to the GitHub project main page


	Updated version number









Release Notes v1.7


Objectives: Examples, documentation, additional API functions, some functions rewritten, bug fixes and updates




Changes


	Format source with clang_format


	Use function ‘sendfile’ for Linux


	Fix for CRAMFS in Linux


	Fix for file modification times in Windows


	Use SO_EXCLUSIVEADDRUSE instead of SO_REUSEADDR for Windows


	Rewrite push/pull functions


	Allow to use Lua as shared objects (WITH_LUA_SHARED)


	Fixes for many warnings


	URI specific callbacks and different timeouts for websockets


	Add chunked transfer support


	Update LuaFileSystem


	Update Lua to 5.2.4


	Fix build for MinGW-x64, TDM-GCC and clang


	Update SQLite to 3.8.10.2


	Fix CGI variables SCRIPT_NAME and PATH_TRANSLATED


	Set TCP_USER_TIMEOUT to deal faster with broken connections


	Add a Lua form handling example


	Return more differentiated HTTP error codes


	Add log_access callback


	Rewrite and comment request handling function


	Specify in detail and document return values of callback functions


	Set names for all threads (unless NO_THREAD_NAME is defined)


	New API functions for TCP/HTTP clients


	Fix upload of huge files


	Allow multiple SSL instances within one application


	Improve API and user documentation


	Allow to choose between static and dynamic Lua library


	Improve unit test


	Use temporary file name for partially uploaded files


	Additional API functions exported to C++


	Add a websocket client example


	Add a websocket client API


	Update websocket example


	Make content length available in request_info


	New API functions: access context, callback for create/delete, access user data


	Upgraded Lua from 5.2.2 to 5.2.3 and finally 5.2.4


	Integrate LuaXML (for testing purposes)


	Fix compiler warnings


	Updated version number









Release Notes v1.6


Objectives: Enhance Lua support, configuration dialog for windows, new examples, bug fixes and updates




Changes


	Add examples of Lua pages, scripts and websockets to the test directory (bel)


	Add dialog to change htpasswd files for the Windows standalone server (bel)


	Fix compiler warnings and warnings from static code analysis (Danny Al-Gaaf, jmc-, Thomas, bel, …)


	Add new unit tests (bel)


	Support includes in htpasswd files (bel)


	Add a basic option check for the standalone executable (bel)


	Support user defined error pages (bel)


	Method to get POST request parameters via C++ interface (bel)


	Re-Add unit tests for Linux and Windows (jmc-, bel)


	Allow to specify title and tray icon for the Windows standalone server (bel)


	Fix minor memory leaks (bel)


	Redirect all memory allocation/deallocation through mg functions which may be overwritten (bel)


	Support Cross-Origin Resource Sharing (CORS) for static files and scripts (bel)


	Win32: Replace dll.def file by export macros in civetweb.h (CSTAJ)


	Base64 encode and decode functions for Lua (bel)


	Support pre-loaded files for the Lua environment (bel)


	Server should check the nonce for http digest access authentication (bel)


	Hide read-only flag in file dialogs opened by the Edit Settings dialog for the Windows executable (bel)


	Add all functions to dll.def, that are in the header (bel)


	Added Lua extensions: send_file, get_var, get_mime_type, get_cookie, url_decode, url_encode (bel)


	mg_set_request_handler() mod to use pattern (bel, Patch from Toni Wilk)


	Solved, tested and documented SSL support for Windows (bel)


	Fixed: select for Linux needs the nfds parameter set correctly (bel)


	Add methods for returning the ports civetweb is listening on (keithel)


	Fixes for Lua Server Pages, as described within the google groups thread. (bel)


	Added support for plain Lua Scripts, and an example script. (bel)


	A completely new, and more illustrative websocket example for C. (bel)


	Websocket for Lua (bel)


	An optional websocket_root directory, including URL rewriting (bel)


	Update of SQLite3 to 3.8.1. (bel)


	Add “date” header field to replies, according to the requirements of RFC 2616 (the HTTP standard), Section 14.18 (bel)


	Fix websocket long pull (celeron55)


	Updated API documentation (Alex Kozlov)


	Fixed Posix locking functions for Windows (bel2125)


	Updated version number









Release Notes v1.5


Objectives: Bug fixes and updates, repository restoration




Changes


	Corrected bad mask flag/opcode passing to websocket callback (William Greathouse)


	Moved CEVITWEB_VERSION define into civetweb.h


	Added new simple zip deployment build for Windows.


	Removed windows install package build.


	Fixes page violation in mod_lua.inl (apkbox)


	Use C style comments to enable compiling most of civetweb with -ansi. (F-Secure Corporation)


	Allow directories with non ASCII characters in Windows in UTF-8 encoded (bel2125)


	Added Lua File System support (bel2125)


	Added mongoose history back in repository thanks to (Paul Sokolovsky)


	Fixed keep alive (bel2125)


	Updated of MIME types (bel2125)


	Updated lsqlite (bel2125)


	Fixed master thread priority (bel2125)


	Fixed IPV6 defines under Windowe (grenclave)


	Fixed potential dead lock in connection_close() (Morgan McGuire)


	Added WebSocket example using asynchronous server messages (William Greathouse)


	Fixed the getcwd() warning (William Greathouse)


	Implemented the connection_close() callback (William Greathouse)


	Fixed support URL’s in civetweb.c (Daniel Oaks)


	Allow port number to be zero to use a random free port (F-Secure Corporation)


	Wait for threads to finish when stopping for a clean shutdown (F-Secure Corporation)


	More static analysis fixes against Coverity tool (F-Secure Corporation)


	Travis automated build testing support added (Daniel Oaks)


	Updated version numbers.


	Added contributor credits file.









Release Notes v1.4


Objectives: New URI handler interface, feature enhancements, C++ extensions

The main idea behind this release is to bring about API consistency. All changes
are backward compatible and have been kept to a minimum.




Changes


	Added mg_set_request_handler() which provides a URI mapping for callbacks.
This is a new alternative to overriding callbacks.begin_request.


	Externalized mg_url_encode()


	Externalized mg_strncasecmp() for utiliy


	Added CivetServer::getParam methods


	Added CivetServer::urlDecode methods


	Added CivetServer::urlEncode methods


	Dealt with compiler warnings and some static analysis hits.


	Added mg_get_var2() to parse repeated query variables


	Externalized logging function cry() as mg_cry()


	Added CivetServer::getCookie method (Hariprasad Kamath)


	Added CivetServer::getHeader method (Hariprasad Kamath)


	Added new basic C embedding example


	Conformed source files to UNIX line endings for consistency.


	Unified the coding style to improve reability.









Release Notes v1.3


Objectives: Buildroot Integration




Changes


	Made option to put initial HTMLDIR in a different place


	Validated build without SQLITE3 large file support


	Updated documentation


	Updated Buildroot config example









Release Notes v1.2


Objectives: Installation Improvements, buildroot, cross compile support

The objective of this release is to make installation seamless.




Changes


	Create an installation guide


	Created both 32 and 64 bit windows installations


	Added install for windows distribution


	Added 64 bit build profiles for VS 2012.


	Created a buildroot patch


	Updated makefile to better support buildroot


	Made doc root and ports configurable during the make install.


	Updated Linux Install


	Updated OS X Package


	Improved install scheme with welcome web page







Known Issues


	The prebuilt Window’s version requires Visual C++ Redistributable for Visual Studio 2012 [http://www.microsoft.com/en-us/download/details.aspx?id=30679]









Release Notes v1.1


Objectives: Build, Documentation, License Improvements

The objective of this release is to establish a maintable code base, ensure MIT license rights and improve usability and documentation.




Changes


	Reorangized build directories to make them more intuitive


	Added new build rules for lib and slib with option to include C++ class


	Upgraded Lua from 5.2.1 to 5.2.2


	Added fallback configuration file path for Linux systems.


	Good for having a system wide default configuration /usr/local/etc/civetweb.conf






	Added new C++ abstraction class CivetServer


	Added thread safety for and fixed websocket defects (Morgan McGuire)


	Created PKGBUILD to use Arch distribution (Daniel Oaks)


	Created new documentation on Embeddeding, Building and yaSSL (see docs/).


	Updated License file to include all licenses.


	Replaced MD5 implementation due to questionable license.


	This requires new source file md5.inl






	Changed UNIX/OSX build to conform to common practices.


	Supports build, install and clean rules.


	Supports cross compiling


	Features can be chosen in make options






	Moved Cocoa/OSX build and packaging to a separate file.


	This actually a second build variant for OSX.


	Removed yaSSL from the OSX build, not needed.






	Added new Visual Studio projects for Windows builds.


	Removed Windows support from Makefiles


	Provided additional, examples with Lua, and another with yaSSL.






	Changed Zombie Reaping policy to not ignore SIGCHLD.


	The previous method caused trouble in applciations that spawn children.











Known Issues


	Build support for VS6 and some other has been deprecated.


	This does not impact embedded programs, just the stand-alone build.


	The old Makefile was renamed to Makefile.deprecated.


	This is partcially do to lack fo testing.


	Need to find out what is actually in demand.






	Build changes may impact current users.


	As with any change of this type, changes may impact some users.













Release Notes v1.0


Objectives: MIT License Preservation, Rebranding

The objective of this release is to establish a version of the Mongoose software distribution that still retains the MIT license.




Changes


	Renamed Mongoose to Civetweb in the code and documentation.


	Replaced copyrighted images with new images


	Created a new code respository at https://github.com/bel2125/civetweb


	Created a distribution site at https://sourceforge.net/projects/civetweb/


	Basic build testing










          

      

      

    

  

    
      
          
            
  == Travis CI Tests

Travis is a service which will build your project when you commit or get pull requests on Github.

I have fixed and extended the travis configuration to build on the new sudo-less docker infrastructure.

=== CI Process


	On Check-in or Pull Requests clone the repo


	Run make WITH_LUA=1 WITH_DEBUG=1 WITH_IPV6=1 WITH_WEBSOCKET=1


	Build a standalone lua installation (seperate from civetweb or the OS)


	Build LuaRocks in standalone installation


	Install a few rocks into the standalone installation


	Start the test script




=== test/ci_tests/01_basic/basic_spec.lua

On the initial checkin, there is only one test which demonstrates:


	reliably starting civetweb server on travis infrastructure


	waiting (polling) with lua.socket to establish the server is up and running


	using libcurl via lua to test that files in the specified docroot are available


	kill the civetweb server process


	waiting (polling) the server port to see that the server has freed it




=== Adding Tests


	Create a directory under ci_tests


	Add a spec file, so now we have ci_tests/02_my_awesome_test/awesome_spec.lua


	Any file under ci_tests which ends in _spec.lua will be automatically run


	Check out the ‘busted’ and lua-curl3 docs for more info


	https://github.com/Lua-cURL/Lua-cURLv3


	http://olivinelabs.com/busted/






          

      

      

    

  

    
      
          
            
  
Building CivetWeb

This guide covers the build instructions for the stand-alone web server.
See Embedding.md [https://github.com/civetweb/civetweb/blob/master/docs/Embedding.md] for information on extending an existing C or C++ application. A brief overview of the source code files can be found in Embedding.md [https://github.com/civetweb/civetweb/blob/master/docs/Embedding.md] as well.


Where to get the source code?

The latest version can be found at
https://github.com/civetweb/civetweb

Released versions can be found at
https://github.com/civetweb/civetweb/releases




Building for Windows


Using Visual Studio

Open the VS/civetweb.sln in Visual Studio.
To include SSL support, you may have to add an extra library for the cryptography support. You might wish to use yaSSL.  However, it is GPL licensed or uses a commercial license. See yaSSL.md [https://github.com/civetweb/civetweb/blob/master/docs/yaSSL.md] for more information.
Alternatively, you might wish to use OpenSSL. See OpenSSL.md [https://github.com/civetweb/civetweb/blob/master/docs/OpenSSL.md] for more information.




Using MinGW-w64 or TDM-GCC

In the start menu locate and run the “Run terminal” batch file. For TDM-GCC this is named “MinGW Command Prompt”.
Navigate to the civetweb sources directory and run:

mingw32-make CC=gcc








Using Qt Creator

Open the Qt Designer project in the Qt folder




Using CMake

Except for the components in the third_party folder (e.g., Lua and Duktape), CivetWeb can also be built with CMake.
CMake can be used for all supported operating systems.






Building for Linux, BSD, and OSX




Using Make

make help





Get a list of all supported make option

make build





compile the code

make install





Install on the system, Linux only.

make lib WITH_CPP=1 WITH_IPV6=1
make clean slib WITH_CPP=1 WITH_LUA=1 WITH_WEBSOCKET=1





Build the static and shared libraries.
The WITH_CPP make option is to include the CivetServer class.
The additional make options configure the library just as it would the application.

The slib option should be done on a separate clean build as position
independent code (PIC) is required for it.  Trying to run it after
building the static library or the server will result in a link error.

make clean





Clean up files generated during the build




Setting build options

Make options can be set on the command line with the make command like so.

make build WITH_LUA=1





| Make Options              | Description                              |
| ————————- | —————————————- |
| WITH_LUA=1                | build with Lua support                   |
| WITH_DEBUG=1              | build with GDB debug support             |
| WITH_IPV6=1               | with IPV6 support                        |
| WITH_WEBSOCKET=1          | build with web socket support            |
| WITH_CPP=1                | build libraries with c++ classes         |
| CONFIG_FILE=file          | use ‘file’ as the config file            |
| CONFIG_FILE2=file         | use ‘file’ as the backup config file     |
| HTMLDIR=/path             | place to install initial web pages       |
| DOCUMENT_ROOT=/path       | HTMLDIR override, config option, install |
|                           | nothing is installed here.               |
| PORTS=8080                | listening ports override when installing |
| SSL_LIB=libssl.so.0       | use versioned SSL library                |
| CRYPTO_LIB=libcrypto.so.0 | system versioned CRYPTO library          |
| PREFIX=/usr/local         | sets the install directory               |
| COPT=’-DNO_SSL’           | method to insert compile flags           |

Note that the WITH_* options used for make are not identical to the
preprocessor defines in the source code - usually USE_* is used there.




Setting compile flags

Compile flags can be set using the COPT make option like so.

make build COPT="-DNDEBUG -DNO_CGI"





| Compile Flags             | Description                          |
| ————————- | ———————————— |
| NDEBUG                    | strip off all debug code             |
| DEBUG                     | build debug version (very noisy)     |
| NO_CGI                    | disable CGI support                  |
| NO_CACHING                | disable caching functionality        |
| NO_SSL                    | disable SSL functionality            |
| NO_SSL_DL                 | link against system libssl library   |
| NO_FILES                  | do not serve files from a directory  |
| SQLITE_DISABLE_LFS        | disables large files (Lua only)      |
| SSL_ALREADY_INITIALIZED   | do not initialize libcrypto          |




Cross Compiling

Take total control with CC, COPT and TARGET_OS as make options.
TARGET_OS is used to determine some compile details as will as code function.
TARGET_OS values should be be one found in resources/Makefile.in-os.

make CC=arm-none-linux-gnueabi-gcc COPT="-march=armv7-a  -mfpu=vfp -mfloat-abi=softfp" TARGET_OS=FROG








Cocoa DMG Packaging (OSX Only)

Use the alternate Makefile.osx to do the build.  The entire build has
to be done using Makefile.osx because additional compile and link options
are required.  This Makefile has all the same options as the other one plus
one additional package rule.

make -f Makefile.osx package








Building with Buildroot

Buildroot [http://buildroot.uclibc.org/] is a tool for creating cross compiled file systems.  Including Civetweb in buildroot is fairly easy.  There is even support for various build options.


	First, check if it already there.





	In buildroot, make menuconfig


	Package Selection for the target —>


	Networking applications  —>


	civetweb









	If not there, just add it





	copy Config.in and civetweb.mk from Civetweb’s contrib/buildroot/ to Buildroot’s package/civetweb/ directory.


	In Buildroot’s *package/Config.in, insert the following line in were you will know how to find it in the menu.


source "package/civetweb/Config.in"











Building on Android

This is a small guide to help you run civetweb on Android. Currently it is
tested on the HTC Wildfire. If you have managed to run it on other devices
as well, please comment or drop an email in the mailing list.
Note: You do not need root access to run civetweb on Android.


	Download the source from the Downloads page.


	Download the Android NDK from http://developer.android.com/tools/sdk/ndk/index.html


	Run /path-to-ndk/ndk-build -C /path-to-civetweb/resources
That should generate civetweb/lib/armeabi/civetweb


	Using the adb tool (you need to have Android SDK installed for that),
push the generated civetweb binary to /data/local folder on device.


	From adb shell, navigate to /data/local and execute ./civetweb.


	To test if the server is running fine, visit your web-browser and
navigate to http://127.0.0.1:8080 You should see the Index of / page.




[image: screenshot]

Notes:


	jni stands for Java Native Interface. Read up on Android NDK if you want
to know how to interact with the native C functions of civetweb in Android
Java applications.


	TODO: A Java application that interacts with the native binary or a
shared library.










          

      

      

    

  

    
      
          
            
  
Contributing to CivetWeb

Contributions to CivetWeb are welcome, provided all contributions carry the MIT license.


	Please first create an issue on GitHub or create a thread on the CivetWeb discussion group.


	If possible, create a pull request on GitHub. Please take care your modifications pass the continuous integration checks. These checks are performed automatically when you create a pull request, but it may take some hours until all tests are completed.


	Alternatively, you can post a patch. However, pull requests are preferred.


	Contributor names are listed in CREDITS.md, unless you explicitly state you don’t want your name to be listed there.








          

      

      

    

  

    
      
          
            
  
Embedding CivetWeb

CivetWeb is primarily designed so applications can easily add HTTP and HTTPS server as well as WebSocket functionality.  For example, an application server could use CivetWeb to enable a web service interface for automation or remote control.

However, it can also be used as a stand-alone executable. It can deliver static files and offers built-in server side Lua, JavaScript and CGI support. Some instructions how to build the stand-alone server can be found in Building.md [https://github.com/civetweb/civetweb/blob/master/docs/Building.md].


Files

There is just a small set of files to compile in to the application,
but if a library is desired, see Building.md [https://github.com/CivetWeb/CivetWeb/blob/master/docs/Building.md]


Regarding the INL file extension

The INL file extension represents code that is statically included inline in a source file.  Slightly different from C++ where it means “inline” code which is technically not the same as static code. CivetWeb overloads this extension for the sake of clarity as opposed to having .c extensions on files that should not be directly compiled.




HTTP Server Source Files

These files constitute the CivetWeb library.  They do not contain a main function,
but all functions required to run a HTTP server.


	HTTP server API


	include/civetweb.h






	C implementation


	src/civetweb.c


	src/md5.inl (MD5 calculation)


	src/handle_form.inl (HTML form handling functions)






	Optional: C++ wrapper


	include/CivetServer.h (C++ interface)


	src/CivetServer.cpp (C++ wrapper implementation)






	Optional: Third party components


	src/third_party/* (third party components, mainly used for the standalone server)


	src/mod_*.inl (modules to access third party components from civetweb)








Note: The C++ wrapper uses the official C interface (civetweb.h) and does not add new features to the server. Some features available in the C interface might be missing in the C++ interface.




Additional Source Files for Executables

These files can be used to build a server executable. They contain a main function
starting the HTTP server.


	Stand-alone C Server


	src/main.c






	Reference embedded C Server


	examples/embedded_c/embedded_c.c






	Reference embedded C++ Server


	examples/embedded_cpp/embedded_cpp.cpp








Note: The “embedded” example is actively maintained, updated, extended and tested. Other examples in the examples/ folder might be outdated and remain there for reference.






Quick Start

By default, the server will automatically serve up files like a normal HTTP server.  An embedded server is most likely going to overload this functionality.


C


	Include the C interface civetweb.h.


	Use mg_start() to start the server.


	Use options to select the port and document root among other things.


	Use callbacks to add your own hooks.






	Use mg_set_request_handler() to easily add your own request handlers.


	Use mg_stop() to stop the server.







C++


	Note that CivetWeb is Clean C, and C++ interface CivetServer.h is only a wrapper layer around the C interface.
Not all CivetWeb features available in C are also available in C++.


	Create CivetHandlers for each URI.


	Register the handlers with CivetServer::addHandler()


	CivetServer starts on contruction and stops on destruction.


	Use contructor options to select the port and document root among other things.


	Use constructor callbacks to add your own hooks.









Lua Support

Lua is a server side include functionality.  Files ending in .lua will be processed with Lua.


Add the following CFLAGS


	-DLUA_COMPAT_ALL


	-DUSE_LUA


	-DUSE_LUA_SQLITE3


	-DUSE_LUA_FILE_SYSTEM







Add the following sources


	src/mod_lua.inl


	src/third_party/lua-5.2.4/src


	lapi.c


	lauxlib.c


	lbaselib.c


	lbitlib.c


	lcode.c


	lcorolib.c


	lctype.c


	ldblib.c


	ldebug.c


	ldo.c


	ldump.c


	lfunc.c


	lgc.c


	linit.c


	liolib.c


	llex.c


	lmathlib.c


	lmem.c


	loadlib.c


	lobject.c


	lopcodes.c


	loslib.c


	lparser.c


	lstate.c


	lstring.c


	lstrlib.c


	ltable.c


	ltablib.c


	ltm.c


	lundump.c


	lvm.c


	lzio.c






	src/third_party/sqlite3.c


	src/third_party/sqlite3.h


	src/third_party/lsqlite3.c


	src/third_party/lfs.c


	src/third_party/lfs.h




This build is valid for Lua version Lua 5.2. It is also possible to build with Lua 5.1 (including LuaJIT) or Lua 5.3.






JavaScript Support

CivetWeb can be built with server side JavaScript support by including the Duktape library.




CivetWeb internals

CivetWeb is multithreaded web server. mg_start() function allocates
web server context (struct mg_context), which holds all information
about web server instance:


	configuration options. Note that CivetWeb makes internal copies of
passed options.


	SSL context, if any


	user-defined callbacks


	opened listening sockets


	a queue for accepted sockets


	mutexes and condition variables for inter-thread synchronization




When mg_start() returns, all initialization is guaranteed to be complete
(e.g. listening ports are opened, SSL is initialized, etc). mg_start() starts
some threads: a master thread, that accepts new connections, and several
worker threads, that process accepted connections. The number of worker threads
is configurable via num_threads configuration option. That number puts a
limit on number of simultaneous requests that can be handled by CivetWeb.
If you embed CivetWeb into a program that uses SSL outside CivetWeb as well,
you may need to initialize SSL before calling mg_start(), and set the pre-
processor define SSL_ALREADY_INITIALIZED. This is not required if SSL is used
only within CivetWeb.

When master thread accepts new a connection, a new accepted socket (described
by struct socket) it placed into the accepted sockets queue,
which has size of MGSQLEN (default 20).
Any idle worker thread can grab accepted sockets from that queue.
If all worker threads are busy, master thread can accept and queue up to
20 more TCP connections, filling up the queue.
In the attempt to queue even more accepted connection, the master thread blocks
until there is space in the queue. When the master thread is blocked on a
full queue, the operating system can also queue incoming connection.
The number is limited by the listen() call parameter,
which is SOMAXCONN and depends on the platform.

Worker threads are running in an infinite loop, which in a simplified form
looks something like this:

static void *worker_thread() {
  while (consume_socket()) {
    process_new_connection();
  }
}





Function consume_socket() gets a new accepted socket from the CivetWeb socket
queue, atomically removing it from the queue. If the queue is empty,
consume_socket() blocks and waits until a new socket is placed in the queue
by the master thread.

process_new_connection() actually processes the
connection, i.e. reads the request, parses it, and performs appropriate action
depending on the parsed request.

Master thread uses poll() and accept() to accept new connections on
listening sockets. poll() is used to avoid FD_SETSIZE limitation of
select(). Since there are only a few listening sockets, there is no reason
to use hi-performance alternatives like epoll() or kqueue(). Worker
threads use blocking IO on accepted sockets for reading and writing data.
All accepted sockets have SO_RCVTIMEO and SO_SNDTIMEO socket options set
(controlled by the request_timeout_ms CivetWeb option, 30 seconds default)
which specifies a read/write timeout on client connections.







          

      

      

    

  

    
      
          
            
  
Civetweb Install Guide

This guide covers the distributions for CivetWeb.  The latest source code is available at https://github.com/civetweb/civetweb.


Windows

This pre-built version comes pre-built wit Lua support. Libraries for SSL support are not included due to licensing restrictions;
however, users may add an SSL library themselves.
Instructions for adding SSL support can be found in https://github.com/civetweb/civetweb/tree/master/docs

1a. 32 Bit: Install the Visual C++ Redistributable for Visual Studio 2010 [http://www.microsoft.com/en-us/download/details.aspx?id=8328]
1b. 64 Bit: Install the Visual C++ Redistributable for Visual Studio 2013 [http://www.microsoft.com/en-us/download/details.aspx?id=40784]


	Download latest civetweb-win.zip from SourceForge [https://sourceforge.net/projects/civetweb/files/]


	When started, Civetweb puts itself into the tray.







OS X

This pre-built version comes with Lua, IPV6 and SSL support.


	Download the latest Civetweb.dmg from SourceForge [https://sourceforge.net/projects/civetweb/files/]


	Click on the it and look for the attachment in the finder.


	Drag Civetweb to the Applications folder.


	When started, Civetweb puts itself into top menu.







Linux


	Download the latest civetweb.tar.gz from SourceForge [https://sourceforge.net/projects/civetweb/files/]


	Open archive and change to the new directory.


	make help


	make


	make install


	Run the program /usr/local/bin/civetweb, it will use the configuration file /usr/local/etc/civetweb.conf.










          

      

      

    

  

    
      
          
            
  
Adding OpenSSL Support

Civetweb supports HTTPS connections using the OpenSSL transport layer
security (TLS) library. OpenSSL is a free, open source library (see
http://www.openssl.org/).


Getting Started


	Install OpenSSL on your system. There are OpenSSL install packages for all
major Linux distributions as well as a setup for Windows.


	The default build configuration of the civetweb web server will load the
required OpenSSL libraries, if a HTTPS certificate has been configured.







Civetweb Configuration

The configuration file must contain an https port, identified by a letter ‘s’
attached to the port number.
To serve http and https from their standard ports use the following line in
the configuration file ‘civetweb.conf’:


  listening_ports 80, 443s


To serve only https use:

  listening_ports 443s

Furthermore the SSL certificate file must be set:


  ssl_certificate d:\civetweb\certificate\server.pem




Creating a self signed certificate

OpenSSL provides a command line interface, that can be used to create the
certificate file required by civetweb (server.pem).

One can use the following steps in Windows (in Linux replace “copy” by “cp”
and “type” by “cat”):


  openssl genrsa -des3 -out server.key 1024openssl req -new -key server.key -out server.csr

copy server.key server.key.orig

openssl rsa -in server.key.orig -out server.key

openssl x509 -req -days 3650 -in server.csr -signkey server.key -out server.crt

copy server.crt server.pem

type server.key >> server.pem


The server.pem file created must contain a ‘CERTIFICATE’ section as well as a
‘RSA PRIVATE KEY’ section. It should look like this (x represents BASE64
encoded data):


-----BEGIN CERTIFICATE-----
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxx
-----END CERTIFICATE-----
-----BEGIN RSA PRIVATE KEY-----
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
-----END RSA PRIVATE KEY-----




Including a certificate from a certificate authority

CivetWeb requires one certificate file in PEM format.
If you got multiple files from your certificate authority,
you need to copy their content together into one file.
Make sure the file has one section BEGIN RSA PRIVATE KEY /
END RSA PRIVATE KEY, and at least one section
BEGIN CERTIFICATE / END CERTIFICATE.
In case you received a file with a section
BEGIN PRIVATE KEY / END PRIVATE KEY,
you may get a suitable file by adding the letters RSA manually.

Set the “ssl_certificate” configuration parameter to the
file name (including path) of the resulting *.pem file.

The file must look like the file in the section
“Creating a self signed certificate”, but it will have several
BEGIN CERTIFICATE / END CERTIFICATE sections.




Common Problems

In case the OpenSSL configuration is not set up correctly, the server will not
start. Configure an error log file in ‘civetweb.conf’ to get more information:


  error_log_file error.log

Check the content of ‘error.log’:


load_dll: cannot load libeay32.*/libcrypto.*/ssleay32.*/libssl.*


This error message means, the SSL library has not been installed (correctly).
For Windows you might use the pre-built binaries. A link is available at the
OpenSSL project home page (http://www.openssl.org/related/binaries.html).
Choose the windows system folder as installation directory - this is the
default location.
set_ssl_option: cannot open server.pem: error:PEM routines:*:PEM_read_bio:no start line
set_ssl_option: cannot open server.pem: error:PEM routines:*:PEM_read_bio:bad end line


These error messages indicate, that the format of the ssl_certificate file does
not match the expectations of the SSL library. The PEM file must contain both,
a 'CERTIFICATE' and a 'RSA PRIVATE KEY' section. It should be a strict ASCII
file without byte-order marks.
The instructions above may be used to create a valid ssl_certificate file.





          

      

      

    

  

    
      
          
            
  
Overview

Civetweb is small and easy to use web server.
It may be embedded into C/C++ host applications or used as a stand-alone
server. See Embedding.md for information on embedding civetweb into
host applications.

The stand-alone server is self-contained, and does not require any external
software to run. Some Windows users may need to install the
Visual C++ Redistributable [http://www.microsoft.com/en-us/download/details.aspx?id=30679].


Installation

On Windows, UNIX and Mac, the civetweb stand-alone executable may be started
from the command line.
Running civetweb in a terminal, optionally followed by configuration parameters
(civetweb [OPTIONS]) or a configuration file name (civetweb [config_file_name]),
starts the web server.

For UNIX and Mac, civetweb does not detach from the terminal.
Pressing Ctrl-C keys will stop the server.

On Windows, civetweb iconifies itself to the system tray icon when started.
Right-click on the icon pops up a menu, where it is possible to stop
civetweb, or configure it, or install it as Windows service.

When started without options, the server exposes the local directory at
http [http://en.wikipedia.org/wiki/Hypertext_Transfer_Protocol] port 8080.
Thus, the easiest way to share a folder on Windows is to copy civetweb.exe
to this folder, double-click the exe, and launch a browser at
http://localhost:8080. Note that ‘localhost’ should
be changed to a machine’s name if a folder is accessed from other computer.

When started, civetweb first searches for the configuration file.
If configuration file is specified explicitly in the command line, i.e.
civetweb path_to_config_file, then specified configuration file is used.
Otherwise, civetweb would search for file civetweb.conf in the same directory
the executable is located, and use it. This configuration file is optional.

The configuration file is a sequence of lines, each line containing one
command line argument name and the corresponding value.
Empty lines, and lines beginning with #, are ignored.
Here is the example of civetweb.conf file:

document_root c:\www
listening_ports 80,443s
ssl_certificate c:\civetweb\ssl_cert.pem





When a configuration file is used, additional command line arguments may
override the configuration file settings.
All command line arguments must start with -.

For example: The above civetweb.conf file is used, and civetweb started as
civetweb -document_root D:\web. Then the D:\web directory will be served
as document root, because command line options take priority over the
configuration file. The configuration options section below provides a good
overview of the Civetweb features.

Note that configuration options on the command line must start with -,
but their names are the same as in the config file. All option names are
listed in the next section. Thus, the following two setups are equivalent:

# Using command line arguments
$ civetweb -listening_ports 1234 -document_root /var/www

# Using config file
$ cat civetweb.conf
listening_ports 1234
document_root /var/www
$ civetweb





Civetweb can also be used to modify .htpasswd passwords files:

civetweb -A <htpasswd_file> <realm> <user> <passwd>





Unlike other web servers, civetweb does not require CGI scripts to be located
in a special directory. CGI scripts can be anywhere. CGI (and SSI) files are
recognized by the file name pattern. Civetweb uses shell-like glob
patterns. Pattern match starts at the beginning of the string, so essentially
patterns are prefix patterns. Syntax is as follows:

 **      Matches everything
 *       Matches everything but slash character, '/'
 ?       Matches any character
 $       Matches the end of the string
 |       Matches if pattern on the left side or the right side matches.





All other characters in the pattern match themselves. Examples:

**.cgi$      Any string that ends with .cgi
/foo         Any string that begins with /foo
**a$|**b$    Any string that ends with a or b










Configuration Options

Below is a list of configuration options understood by Civetweb.
Every option is followed by it’s default value. If a default value is not
present, then the default is empty.


cgi_pattern **.cgi$|**.pl$|**.php$

All files that match cgi_pattern are treated as CGI files. Default pattern
allows CGI files be anywhere. To restrict CGIs to a certain directory,
use /path/to/cgi-bin/**.cgi as pattern. Note that the full file path is
matched against the pattern, not the URI.




cgi_environment

Extra environment variables to be passed to the CGI script in
addition to standard ones. The list must be comma-separated list
of name=value pairs, like this: VARIABLE1=VALUE1,VARIABLE2=VALUE2.




put_delete_auth_file

Passwords file for PUT and DELETE requests. Without password file, it will not
be possible to, PUT new files to the server or DELETE existing ones. PUT and
DELETE requests might still be handled by Lua scripts and CGI paged.




cgi_interpreter

Path to an executable to use as CGI interpreter for all CGI scripts
regardless of the script file extension. If this option is not set (which is
the default), Civetweb looks at first line of a CGI script,
[shebang line](http://en.wikipedia.org/wiki/Shebang_(Unix)), for an
interpreter (not only on Linux and Mac but also for Windows).

For example, if both PHP and Perl CGIs are used, then
#!/path/to/php-cgi.exe and #!/path/to/perl.exe must be first lines of the
respective CGI scripts. Note that paths should be either full file paths,
or file paths relative to the current working directory of the civetweb
server. If civetweb is started by mouse double-click on Windows, the current
working directory is the directory where the civetweb executable is located.

If all CGIs use the same interpreter, for example they are all PHP, it is
more efficient to set cgi_interpreter to the path to php-cgi.exe.
The  shebang line in the CGI scripts can be omitted in this case.
Note that PHP scripts must use php-cgi.exe as executable, not php.exe.




protect_uri

Comma separated list of URI=PATH pairs, specifying that given
URIs must be protected with password files specified by PATH.
All Paths must be full file paths.




authentication_domain mydomain.com

Authorization realm used for HTTP digest authentication. This domain is
used in the encoding of the .htpasswd authorization files as well.
Changing the domain retroactively will render the existing passwords useless.




ssi_pattern **.shtml$|**.shtm$

All files that match ssi_pattern are treated as Server Side Includes (SSI).

SSI is a simple interpreted server-side scripting language which is most
commonly used to include the contents of another file into a web page.
It can be useful when it is desirable to include a common piece
of code throughout a website, for example, headers and footers.

In order for a webpage to recognize an SSI-enabled HTML file, the filename
should end with a special extension, by default the extension should be
either .shtml or .shtm. These extentions may be changed using the
ssi_pattern option.

Unknown SSI directives are silently ignored by civetweb. Currently, two SSI
directives are supported, <!--#include ...> and
<!--#exec "command">. Note that the <!--#include ...> directive supports
three path specifications:

<!--#include virtual="path">  Path is relative to web server root
<!--#include abspath="path">  Path is absolute or relative to
                              web server working dir
<!--#include file="path">,    Path is relative to current document
<!--#include "path">





The include directive may be used to include the contents of a file or the
result of running a CGI script. The exec directive is used to execute a
command on a server, and show the output that would have been printed to
stdout (the terminal window) otherwise. Example:

<!--#exec "ls -l" -->





For more information on Server Side Includes, take a look at the Wikipedia:
Server Side Includes [http://en.wikipedia.org/wiki/Server_Side_Includes]




throttle

Limit download speed for clients.  throttle is a comma-separated
list of key=value pairs, where key could be:

*                   limit speed for all connections
x.x.x.x/mask        limit speed for specified subnet
uri_prefix_pattern  limit speed for given URIs





The value is a floating-point number of bytes per second, optionally
followed by a k or m character, meaning kilobytes and
megabytes respectively. A limit of 0 means unlimited rate. The
last matching rule wins. Examples:

*=1k,10.0.0.0/8=0   limit all accesses to 1 kilobyte per second,
                    but give connections the from 10.0.0.0/8 subnet
                    unlimited speed

/downloads/=5k      limit accesses to all URIs in `/downloads/` to
                    5 kilobytes per second. All other accesses are unlimited








access_log_file

Path to a file for access logs. Either full path, or relative to the current
working directory. If absent (default), then accesses are not logged.




enable_directory_listing yes

Enable directory listing, either yes or no.




error_log_file

Path to a file for error logs. Either full path, or relative to the current
working directory. If absent (default), then errors are not logged.




global_auth_file

Path to a global passwords file, either full path or relative to the current
working directory. If set, per-directory .htpasswd files are ignored,
and all requests are authorized against that file.

The file has to include the realm set through authentication_domain and the
password in digest format:

user:realm:digest
test:test.com:ce0220efc2dd2fad6185e1f1af5a4327





Password files may be generated using civetweb -A as explained above, or
online tools e.g. this generator [http://www.askapache.com/online-tools/htpasswd-generator].




index_files index.xhtml,index.html,index.htm,index.cgi,index.shtml,index.php

Comma-separated list of files to be treated as directory index files.
If more than one matching file is present in a directory, the one listed to the left
is used as a directory index.

In case built-in Lua support has been enabled, index.lp,index.lsp,index.lua
are additional default index files, ordered before index.cgi.




enable_keep_alive no

Enable connection keep alive, either yes or no.

Experimental feature. Allows clients to reuse TCP connection for subsequent
HTTP requests, which improves performance.
For this to work when using request handlers it is important to add the
correct Content-Length HTTP header for each request. If this is forgotten the
client will time out.




access_control_list

An Access Control List (ACL) allows restrictions to be put on the list of IP
addresses which have access to the web server. In the case of the Civetweb
web server, the ACL is a comma separated list of IP subnets, where each
subnet is pre-pended by either a - or a + sign. A plus sign means allow,
where a minus sign means deny. If a subnet mask is omitted, such as -1.2.3.4,
this means to deny only that single IP address.

Subnet masks may vary from 0 to 32, inclusive. The default setting is to allow
all accesses. On each request the full list is traversed, and
the last match wins. Examples:

-0.0.0.0/0,+192.168/16    deny all accesses, only allow 192.168/16 subnet





To learn more about subnet masks, see the
Wikipedia page on Subnetwork [http://en.wikipedia.org/wiki/Subnetwork].




extra_mime_types

Extra mime types, in tha form extension1=type1,exten-sion2=type2,....
See the Wikipedia page on Internet media types [http://en.wikipedia.org/wiki/Internet_media_type].
Extension must include a leading dot. Example:
.cpp=plain/text,.java=plain/text




listening_ports 8080

Comma-separated list of ports to listen on. If the port is SSL, a
letter s must be appended, for example, 80,443s will open
port 80 and port 443, and connections on port 443 will be SSL-ed.
For non-SSL ports, it is allowed to append letter r, meaning ‘redirect’.
Redirect ports will redirect all their traffic to the first configured
SSL port. For example, if listening_ports is 80r,443s, then all
HTTP traffic coming at port 80 will be redirected to HTTPS port 443.

It is possible to specify an IP address to bind to. In this case,
an IP address and a colon must be pre-pended to the port number.
For example, to bind to a loopback interface on port 80 and to
all interfaces on HTTPS port 443, use 127.0.0.1:80,443s.

If the server is built with IPv6 support, [::]:8080 can be used to
listen to IPv6 connections to port 8080. IPv6 addresses of network
interfaces can be specified as well,
e.g. [::1]:8080 for the IPv6 loopback interface.

[::]:80 will bind to port 80 IPv6 only. In order to use port 80 for
all interfaces, both IPv4 and IPv6, use either the configuration
80,[::]:80 (create one socket for IPv4 and one for IPv6 only),
or +80 (create one socket for both, IPv4 and IPv6).
The +-notation to use IPv4 and IPv6 will only work in no network
interface is specified. Depending on your IPv6 network environment,
some configurations might not work (properly), so you have to test
to find the configuration most suitable for your needs.

It is possible to use network interface addresses (e.g., 192.0.2.3:80,
[2001:0db8::1234]:80). To get a list of available network interface
addresses, use ipconfig (in a cmd window in Windows) or ifconfig
(in a Linux shell).




document_root .

A directory to serve. By default, the current working directory is served.
The current directory is commonly referenced as dot (.).
It is recommended to use an absolute path for document_root, in order to
avoid accidentally serving the wrong directory.




ssl_certificate

Path to the SSL certificate file. This option is only required when at least
one of the listening\_ports is SSL. The file must be in PEM format,
and it must have both, private key and certificate, see for example
ssl_cert.pem [https://github.com/civetweb/civetweb/blob/master/resources/ssl_cert.pem]
A description how to create a certificate can be found in doc/OpenSSL.md




num_threads 50

Number of worker threads. Civetweb handles each incoming connection in a
separate thread. Therefore, the value of this option is effectively the number
of concurrent HTTP connections Civetweb can handle.




run_as_user

Switch to given user credentials after startup. Usually, this option is
required when civetweb needs to bind on privileged ports on UNIX. To do
that, civetweb needs to be started as root. From a security point of view,
running as root is not advisable, therefore this option can be used to drop
privileges. Example:

civetweb -listening_ports 80 -run_as_user webserver








url_rewrite_patterns

Comma-separated list of URL rewrites in the form of
uri_pattern=file_or_directory_path. When Civetweb receives any request,
it constructs the file name to show by combining document_root and the URI.
However, if the rewrite option is used and uri_pattern matches the
requested URI, then document_root is ignored. Instead,
file_or_directory_path is used, which should be a full path name or
a path relative to the web server’s current working directory. Note that
uri_pattern, as all civetweb patterns, is a prefix pattern.

This makes it possible to serve many directories outside from document_root,
redirect all requests to scripts, and do other tricky things. For example,
to redirect all accesses to .doc files to a special script, do:

civetweb -url_rewrite_patterns **.doc$=/path/to/cgi-bin/handle_doc.cgi





Or, to imitate support for user home directories, do:

civetweb -url_rewrite_patterns /~joe/=/home/joe/,/~bill=/home/bill/








hide_files_patterns

A pattern for the files to hide. Files that match the pattern will not
show up in directory listing and return 404 Not Found if requested. Pattern
must be for a file name only, not including directory names. Example:

civetweb -hide_files_patterns secret.txt|*.hide








request_timeout_ms 30000

Timeout for network read and network write operations, in milliseconds.
If a client intends to keep long-running connection, either increase this
value or (better) use keep-alive messages.




lua_preload_file

This configuration option can be used to specify a Lua script file, which
is executed before the actual web page script (Lua script, Lua server page
or Lua websocket). It can be used to modify the Lua environment of all web
page scripts, e.g., by loading additional libraries or defining functions
required by all scripts.
It may be used to achieve backward compatibility by defining obsolete
functions as well.




lua_script_pattern "**.lua$

A pattern for files that are interpreted as Lua scripts by the server.
In contrast to Lua server pages, Lua scripts use plain Lua syntax.
An example can be found in the test directory.




lua_server_page_pattern **.lp$|**.lsp$

Files matching this pattern are treated as Lua server pages.
In contrast to Lua scripts, the content of a Lua server pages is delivered
directly to the client. Lua script parts are delimited from the standard
content by including them between 
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Adding wolfSSL (formerly CyaSSL) support

In order to support SSL HTTPS connections in Civetweb,
you may wish to use the GPLv2 licensed CyaSSL library.  By using this
library, the resulting binary may have to have the GPL license unless
you buy a commercial license from wolfSSL [http://www.yassl.com/].

Note: The following instructions have not been checked for the most recent versions of CivetWeb and wolfSSL. Some information might be outdated.


Getting Started


	Download Cayssl at https://www.wolfssl.com (formerly http://www.yassl.com/)


	Extract the zip file


	To make this seemless, extract to a directory parallel to with Civetweb is









Example Project

If you download cyaSSL to cyassl-2.7.0 in a directory parallel to Civetweb, you can open the VS/civetweb_yassl solution in Visual Studio.






Build Configuration


Required include paths for both civetweb and cyassl


	cyassl_directory\


	cyassl_directory\cyassl\







Required civetweb preprocessor defines


	USE_YASSL


	NO_SSL_DL







Required cySSL preprocessor defines


	OPENSSL_EXTRA


	HAVE_ERRNO_H


	HAVE_GETHOSTBYNAME


	HAVE_INET_NTOA


	HAVE_LIMITS_H


	HAVE_MEMSET


	HAVE_SOCKET


	HAVE_STDDEF_H


	HAVE_STDLIB_H


	HAVE_STRING_H


	HAVE_SYS_STAT_H


	HAVE_SYS_TYPES_H







Required CyaSSL source files


	ctaocrypt/src/aes.c


	ctaocrypt/src/arc4.c


	ctaocrypt/src/asn.c


	ctaocrypt/src/coding.c


	ctaocrypt/src/des3.c


	ctaocrypt/src/dh.c


	ctaocrypt/src/dsa.c


	ctaocrypt/src/ecc.c


	ctaocrypt/src/error.c


	ctaocrypt/src/hc128.c


	ctaocrypt/src/hmac.c


	ctaocrypt/src/integer.c


	ctaocrypt/src/logging.c


	ctaocrypt/src/md2.c


	ctaocrypt/src/md4.c


	ctaocrypt/src/md5.c


	ctaocrypt/src/memory.c


	ctaocrypt/src/misc.c


	ctaocrypt/src/pwdbased.c


	ctaocrypt/src/rabbit.c


	ctaocrypt/src/random.c


	ctaocrypt/src/ripemd.c


	ctaocrypt/src/rsa.c


	ctaocrypt/src/sha.c


	ctaocrypt/src/sha256.c


	ctaocrypt/src/sha512.c


	ctaocrypt/src/tfm.c


	src/crl.c


	src/internal.c


	src/io.c


	src/keys.c


	src/ocsp.c


	src/sniffer.c


	src/ssl.c


	src/tls.c
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Duktape authors


Copyright

Duktape copyrights are held by its authors.  Each author has a copyright
to their contribution, and agrees to irrevocably license the contribution
under the Duktape LICENSE.txt.




Authors

Please include an e-mail address, a link to your GitHub profile, or something
similar to allow your contribution to be identified accurately.

The following people have contributed code, website contents, or Wiki contents,
and agreed to irrevocably license their contributions under the Duktape
LICENSE.txt (in order of appearance):


	Sami Vaarala <sami.vaarala@iki.fi>


	Niki Dobrev


	Andreas Öman <andreas@lonelycoder.com>


	László Langó <llango.u-szeged@partner.samsung.com>


	Legimet <legimet.calc@gmail.com>


	Karl Skomski <karl@skomski.com>


	Bruce Pascoe <fatcerberus1@gmail.com>







Other contributions

The following people have contributed something other than code (e.g. reported
bugs, provided ideas, etc; roughly in order of appearance):


	Greg Burns


	Anthony Rabine


	Carlos Costa


	Aurélien Bouilland


	Preet Desai (Pris Matic)


	judofyr (http://www.reddit.com/user/judofyr)


	Jason Woofenden


	Michał Przybyś


	Anthony Howe


	Conrad Pankoff


	Jim Schimpf


	Rajaran Gaunker (https://github.com/zimbabao)


	Andreas Öman


	Doug Sanden


	Josh Engebretson (https://github.com/JoshEngebretson)


	Remo Eichenberger (https://github.com/remoe)


	Mamod Mehyar (https://github.com/mamod)


	David Demelier (https://github.com/markand)


	Tim Caswell (https://github.com/creationix)


	Mitchell Blank Jr (https://github.com/mitchblank)


	https://github.com/yushli


	Seo Sanghyeon (https://github.com/sanxiyn)


	Han ChoongWoo (https://github.com/tunz)


	Joshua Peek (https://github.com/josh)


	Bruce E. Pascoe (https://github.com/fatcerberus)


	https://github.com/Kelledin


	https://github.com/sstruchtrup


	Michael Drake (https://github.com/tlsa)


	https://github.com/chris-y




If you are accidentally missing from this list, send me an e-mail
(sami.vaarala@iki.fi) and I’ll fix the omission.
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Duktape

Duktape is a small and portable Ecmascript E5/E5.1 implementation.  It is
intended to be easily embeddable into C programs, with a C API similar in
spirit to Lua’s.

Duktape supports the full E5/E5.1 feature set including errors, Unicode
strings, and regular expressions, a subset of E6 features (e.g. Proxy
objects), Khronos/ES6 ArrayBuffer/TypedView, and Node.js Buffer bindings.

Duktape also provides a number of custom features such as error tracebacks,
additional data types for better C integration, combined reference counting
and mark-and sweep garbage collector, object finalizers, co-operative
threads a.k.a. coroutines, tail calls, built-in logging and module frameworks,
a built-in debugger protocol, function bytecode dump/load, and so on.

You can browse Duktape programmer’s API and other documentation at:


	http://duktape.org/




In particular, you should read the getting started section:


	http://duktape.org/guide.html#gettingstarted




More examples and how-to articles are in the Duktape Wiki:


	http://wiki.duktape.org/




Building and integrating Duktape into your project is very straightforward:


	http://duktape.org/guide.html#compiling




See Makefile.hello for a concrete example:

$ cd <dist_root>
$ make -f Makefile.hello
[...]
$ ./hello
Hello world!
2+3=5





To build an example command line tool, use the following:

$ cd <dist_root>
$ make -f Makefile.cmdline
[...]

$ ./duk
((o) Duktape
duk> print('Hello world!');
Hello world!
= undefined

$ ./duk mandel.js
[...]





This distributable contains:


	src/: main Duktape library in a “single source file” format (duktape.c,
duktape.h, and duk_config.h).


	src-separate/: main Duktape library in multiple files format.


	config/: genconfig utility for creating duk_config.h configuration
files, see: http://wiki.duktape.org/Configuring.html.


	examples/: further examples for using Duktape.  Although Duktape
itself is widely portable, some of the examples are Linux only.
For instance the eventloop example illustrates how setTimeout()
and other standard timer functions could be implemented on Unix/Linux.


	extras/: utilities and modules which don’t comfortably fit into the
main Duktape library because of footprint or portability concerns.
Extras are maintained and bug fixed code, but don’t have the same version
guarantees as the main Duktape library.


	polyfills/: a few replacement suggestions for non-standard Javascript
functions provided by other implementations.


	debugger/: a debugger with a web UI, see debugger/README.rst and
https://github.com/svaarala/duktape/blob/master/doc/debugger.rst for
details on Duktape debugger support.


	licenses/: licensing information.




You can find release notes at:


	https://github.com/svaarala/duktape/blob/master/RELEASES.rst




This distributable contains Duktape version 1.3.0, created from git
commit 675165f35ea3a5bac34ff4d0a58b007cc2f442dc (v1.3.0).

Duktape is copyrighted by its authors (see AUTHORS.rst) and licensed
under the MIT license (see LICENSE.txt).  MurmurHash2 is used internally,
it is also under the MIT license.  Duktape module loader is based on the
CommonJS module loading specification (without sharing any code), CommonJS
is under the MIT license.

Have fun!

Sami Vaarala (sami.vaarala@iki.fi)
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Duktape genconfig


Overview

genconfig is a helper script for coming up with a duk_config.h for
compiling Duktape for your platform.

To support this:


	It creates a Duktape 1.2.x compatible duk_config.h with automatic
platform detection and DUK_OPT_xxx feature options.


	It helps to create a duk_config.h for your platform/compiler
combination.  You can give a base configuration and then force certain
values manually based on a YAML configuration file.


	It autogenerates documentation for config options (and Duktape 1.2.x
feature options) based on option metadata files written in YAML.







Usage

To create an autodetect duk_config.h header (compatible with Duktape 1.2.x):

$ python config/genconfig.py --metadata config --output /tmp/duk_config.h \
      autodetect-header





To create a barebones duk_config.h header for a specific platform (easier to
edit manually):

$ python config/genconfig.py --metadata config --output /tmp/duk_config.h \
      --platform linux --compiler gcc --architecture x64 \
      barebones-header





There are further commands to e.g. autogenerate config option documentation;
see genconfig.py for details.
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Duktape debug client and JSON debug proxy


Overview

Debugger web UI which connects to the Duktape command line tool or any other
target supporting the example TCP transport (examples/debug-trans-socket).

Also provides a JSON debug proxy with a JSON mapping for the Duktape debug
protocol.

For detailed documentation of the debugger internals, see debugger.rst [https://github.com/svaarala/duktape/blob/master/doc/debugger.rst].




Using the debugger web UI

Some prerequisites:


	You’ll need Node.js v0.10.x or newer.  Older Node.js versions don’t support
the required packages.




Compile Duktape command line tool with debugger support (for further options
see doc/feature-options.rst):


	DUK_OPT_DEBUGGER_SUPPORT


	DUK_OPT_INTERRUPT_COUNTER


	DUK_CMDLINE_DEBUGGER_SUPPORT




The source distributable contains a Makefile to build a “duk” command with
debugger support:

$ cd <duktape dist directory>
$ make -f Makefile.dukdebug





The Duktape Git repo “duk” target has debugger support enabled by default:

$ make clean duk





Start Duktape command line tool so that it waits for a debugger connection:

# For now we need to be in the directory containing the source files
# executed so that the 'fileName' properties of functions will match
# that on the debug client.

# Using source distributable
$ cd <duktape dist directory>
$ ./duk --debugger mandel.js

# Using Duktape Git repo
$ cd <duktape checkout>/tests/ecmascript/
$ ../../duk --debugger test-dev-mandel2-func.js





Start the web UI:

# Must be in 'debugger' directory.

$ cd debugger/
$ make  # runs 'node duk_debug.js'





Once the required packages are installed, the NodeJS debug client will be
up and running.  Open the following in your browser and start debugging:


	http://localhost:9092/




The debug client automatically attaches to the debug target on startup.
If you start the debug target later, you’ll need to click “Attach” in the
web UI.




Using the JSON debug proxy

A JSON debug proxy is also provided by duk_debug.js:

# Same prerequisites as above
$ make runproxy





Start Duktape command line (or whatever your target is):

$ cd <duktape checkout>/tests/ecmascript/
$ ../../duk --debugger test-dev-mandel2-func.js





You can then connect to localhost:9093 and interact with the proxy.
Here’s an example session using telnet and manually typed in commands
The --> (send) and <-- (receiver) markers have been added for
readability and are not part of the stream:

$ telnet localhost 9093
Trying 127.0.0.1...
Connected to localhost.
Escape character is '^]'.
<-- {"notify":"_Connected","args":["1 10199 v1.1.0-275-gbd4d610-dirty duk command built from Duktape repo"]}
<-- {"notify":"Status","command":1,"args":[1,"test-dev-mandel2-func.js","global",58,0]}
--> {"request":"BasicInfo"}
<-- {"reply":true,"args":[10199,"v1.1.0-275-gbd4d610-dirty","duk command built from Duktape repo",1]}
--> {"request":"Eval", "args":[ "print(Math.PI)" ]}
<-- {"notify":"Print","command":2,"args":["3.141592653589793\n"]}
<-- {"reply":true,"args":[0,{"type":"undefined"}]}
--> {"request":"Resume"}
<-- {"reply":true,"args":[]}
<-- {"notify":"Status","command":1,"args":[0,"test-dev-mandel2-func.js","global",58,0]}
<-- {"notify":"Status","command":1,"args":[0,"test-dev-mandel2-func.js","global",58,0]}
<-- {"notify":"Print","command":2,"args":["................................................................................\n"]}
<-- {"notify":"Print","command":2,"args":["................................................................................\n"]}
<-- {"notify":"Print","command":2,"args":["................................................................................\n"]}
[...]
<-- {"notify":"_Disconnecting"}





A telnet connection allows you to experiment with debug commands by simply
copy-pasting debug commands to the telnet session.  This is useful even if
you decide to implement the binary protocol directly.

The debug target used by the proxy can be configured with duk_debug.js
command line options.




Source search path

The NodeJS debug client needs to be able to find source code files matching
code running on the target (“duk” command line).  The filenames used on the
target and on the debug client must match exactly, because e.g. breakpoints
are targeted based on the ‘fileName’ property of Function objects.

The search path can be set using the --source-dirs option given to
duk_debug.js, with the default search paths including only
../tests/ecmascript/.

The default search path means that if a function on the target has fileName
foo/bar.js it would be loaded from (relative to the duk_debug.js working
directory, debugger/):

../tests/ecmascript/foo/bar.js





Similarly, if the filesystem contained:

../tests/ecmascript/baz/quux.js





the web UI dropdown would show baz/quux.js.  If you selected that file
and added a breakpoint, the breakpoint fileName sent to the debug target
would be baz/quux.js.


Note

There’s much to improve in the search path.  For instance, it’d
be nice to add a certain path to search but exclude files based
on paths and patterns, etc.






Architecture

+-------------------+
| Web browser       |  [debug UI]
+-------------------+
      |
      | http (port 9092)
      | socket.io
      v
+-------------------+
| duk_debug.js      |  [debug client]
+-------------------+
      |          /\
      |          ||
      +----------||---- [example tcp transport] (port 9091)
      |          ||     (application provides concrete transport)
      |          ||
      |          ||---- [debug protocol stream]
      |          ||     (between debug client and Duktape)
      |          ||
+ - - | - - - - -|| - - +
:     v          ||     :
:  +-------------||-+   :  [target]
:  | application || |   :
:  +-------------||-+   :
:     ^          ||     :
:     |          ||     :   [debug API]
:     +----------||-------- debug transport callbacks
:     |          ||     :   (read, write, peek, read/write flush)
:     |          ||     :   implemented by application
:     |          \/     :
:  +----------------+   :
:  | Duktape        |   :
:  +----------------+   :
+ - - - - - - - - - - - +





The debug transport is application specific:


	Duktape command line (“duk”) and this debug client use an example TCP
transport as a concrete example.


	It is entirely up to the application to come up with the most suitable
transport for its environment.  Different mechanisms will be needed for
Wi-Fi, serial, etc.




The debug protocol running inside the transport is transport independent:


	The debug protocol is documented in doc/debugger.rst.


	This debug client provides further concrete examples and clarifications
on how the protocol can be used.







Using a custom transport

Quite possibly your target device cannot use the example TCP transport and
you need to implement your own transport.  You’ll need to implement your
custom transport both for the target device and for the debug client.


Target device

Implement the debug transport callbacks needed by duk_debugger_attach().

See doc/debugger.rst for details and examples/debug-trans-socket
for example running code for a TCP transport.




Debug client alternative 1: duk_debug.js + custom TCP proxy

If you don’t want to change duk_debug.js you can implement a TCP proxy
which accepts a TCP connection from duk_debug.js and then uses your
custom transport to talk to the target:

+--------------+   TCP   +-------+   custom   +--------+
| duk_debug.js | ------> | proxy | ---------> | target |
+--------------+         +-------+            +--------+





This is a straightforward option and a proxy can be used with other debug
clients too (perhaps custom scripts talking to the target etc).

You could also use netcat and implement your proxy so that it talks to
duk_debug.js using stdin/stdout.




Debug client alternative 2: duk_debug.js + custom NodeJS stream

To make duk_debug.js use a custom transport you need to:


	Implement your own transport as NodeJS stream.  You can add it directly to
duk_debug.js but it’s probably easiest to use a separate module so that
the diff to duk_debug.js stays minimal.


	Change duk_debug.js to use the custom transport instead of a TCP
stream.  Search for “CUSTOMTRANSPORT” in duk_debug.js.




See:


	http://nodejs.org/api/stream.html


	https://github.com/substack/stream-handbook







Debug client alternative 3: custom debug client

You can also implement your own debug client and debug UI with support for
your custom transport.

You’ll also need to implement the client part of the Duktape debugger
protocol.  See doc/debugger.rst for the specification and duk_debug.js
for example running code which should illustrate the protocol in more detail.

The JSON debug proxy allows you to implement a debug client without needing
to implement the Duktape binary debug protocol.  The JSON protocol provides
a roughly 1:1 mapping to the binary protocol but with an easier syntax.
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Duktape examples

Examples for using Duktape.  These support user documentation and are
intended as informative illustrations only.

Examples are unmaintained and are not production quality code.  Bugs are
not not necessarily fixed, unless the bug makes the example misleading
as documentation.
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Hybrid pool allocator

Example allocator that tries to satisfy memory allocations for small sizes
from a set of fixed pools, but always falls back to malloc/realloc/free if
a larger size is requested or the pools have been exhausted.

This may be useful to reduce memory churn when the platform allocator does
not handle allocations for a lot of small memory areas efficiently.
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Allocator with logging

Example allocator that writes all memory alloc/realloc/free calls into a
log file so that memory usage can replayed later.  This is useful to e.g.
optimize pool sizes.
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Allocator with memory wiping and red zones

Example allocator that wipes memory on free and checks that no out-of-bounds
writes have been made to bytes just before and after the allocated area.

Valgrind is a better tool for detecting these memory issues, but it’s not
available for all targets so you can use something like this to detect
memory lifecycle or out-of-bounds issues.
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Duktape command line

Ecmascript command line execution tool, useful for running Ecmascript code
from a file, stdin, or interactively.  Also used by automatic testing.
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Codepage conversion example

Example of how to convert an 8-bit input string (e.g. ISO-8859-1 or Windows
codepage 1252) into CESU-8 without using an external library like iconv.

This is useful e.g. when compiling non-UTF-8 source code which cannot be
converted to UTF-8 (CESU-8) at build time.
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Coffeescript examples

A few tests to see how CoffeeScript works with Duktape.  Just convert the
Coffeescript files to Javascript with the Makefile.coffee in the
distributable, or manually:

$ coffee -c hello.coffee
$ cat hello.js
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Debug transport with local debug protocol encoding/decoding

This example implements a debug transport which decodes/encodes the Duktape
debug protocol locally into a more easy to use C interface, which is useful
for debug clients implemented locally on the target.  The example also
demonstrates how to trial parse dvalues in C.
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Debug transport using a simple socket connection

This example implements an example debug transport which uses a Linux server
socket on the debug target.
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Dummy external Date provider example

This example implements a dummy, minimal external Date provider.
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Eval example

Evaluate expressions from command line.
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Eventloop examples


Overview and usage

A few examples on how an event loop can be implemented with Duktape, mainly
illlustrating how the Duktape interface works (not how event loops should be
built otherwise).

To test (Linux only, perhaps other Unix):

$ make
$ ./evloop curses-timers.js     # run with Ecmascript eventloop
$ ./evloop -c curses-timers.js  # run with C eventloop








Implementation approaches

There are several approaches to implementation timers.  Here we demonstrate
two main approaches:


	Using a C eventloop which calls into Javascript.  All the event loop state
like timers, sockets, etc, is held in C structures.
(See c_eventloop.c and c_eventloop.js.)


	Using an Ecmascript eventloop which never returns.  All the event loop state
can be managed with Ecmascript code instead of C structures.  The Ecmascript
eventloop calls a Duktape/C helper to do the lowest level poll() call.
(See ecma_eventloop.js.)







Services provided

The event loop API provided by both examples is the same, and includes:


	Timers: setTimeout, clearTimeout, setInterval, clearInterval


	Sockets: simple network sockets




In addition there are a few synchronous API bindings which are not event loop
related:


	File I/O


	Curses, for doing beautiful character graphics







Limitations

This is not a production quality event loop.  This is on purpose, to
keep the example somewhat simple.  Some shortcomings include:


	A production quality event loop would track its internal state (active
timers and sockets) much more efficiently.  In general memory usage and
code footprint can be reduced.


	Buffer churn caused by allocating a new buffer for every socket read
should be eliminated by reusing buffers where appropriate.  Although
churn doesn’t increase memory footprint with reference counting, it
is slower than reusing buffers and might increase memory fragmentation.


	There is no way to suspend reading or writing in the example.  Adding
them is straightforward: the poll set needs to be managed dynamically.


	The example uses poll() while one should use epoll() on Linux, kqueue()
on BSD systems, etc.


	Timers are not very accurate, e.g. setInterval() does not try to guarantee
a steady schedule.  Instead, the next interval is scheduled after the
current callback has finished.  This is not the best behavior for some
environments, but avoids bunching callbacks.


	Error handling is mostly missing.  Debug prints don’t interact well
with curses.
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Duktape guide example files

Examples used in the Duktape guide.
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Hello world example

Very simple example, most useful for compilation tests.
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Jxpretty example

Simple command line utility to pretty print JSON in the JX format.
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Sandbox example

Very simple, minimal sandboxing example.
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Duktape extras

Extra modules and utilities.  Extras provide functionality that doesn’t
comfortably fit into the main Duktape library, perhaps for footprint or
portability reasons, but are still useful for most users.

Extras are maintained and will be bug fixed.  However, they don’t have the
same semantic versioning guarantees like the main Duktape library.  Extras
may be dropped without warning as Duktape is versioned.  For instance, if
an extra breaks due to Duktape changes and there is no time to fix it, the
missing extra won’t block a release and will be dropped.
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Testing


C API

The unit tests leverage the CTest and Check frameworks to provide a easy
environment to build up unit tests. They are split into Public and Private
test suites reflecting the public and internal API functions of civetweb.

When adding new functionality to civetweb tests should be written so that the
new functionality will be tested across the continuous build servers. There
are various levels of the unit tests:


	Tests are included in


	Test Cases which are there are multiple in


	Test Suites which are ran by the check framework by


	civetweb-unit-tests which is driven using the --suite and
--test-case arguments by


	CTest via add_test in CMakeLists.txt




Each test suite and test case is ran individually by CTest so that it provides
good feedback to the continuous integration servers and also CMake. Adding a
new test case or suite will require the corresponding add_test driver to be
added to CMakeLists.txt
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Contributing to C++ Requests

Please fork this repository and contribute back using pull requests [https://github.com/whoshuu/cpr/pulls]. Features can be requested using issues [https://github.com/whoshuu/cpr/issues]. All code, comments, and critiques are greatly appreciated.


Formatting

To avoid unproductive debates on formatting, this project uses clang-format to ensure a consistent style across all source files. Currently, clang-format 3.8 is the version of clang-format we use. The format file can be found here [https://github.com/whoshuu/cpr/blob/master/.clang-format]. To install clang-format on Ubuntu, run this:

apt-get install clang-format-3.8





To install clang-format on OS X, run this:

brew install clang-format





Note that brew might install a later version of clang-format, but it should be mostly compatible with what’s run on the Travis servers.

To run clang-format on every source file, run this in the root directory:

./format-check.sh





This should indicate which files need formatting and also show a diff of the requested changes. More specific usage instructions can be found on the official LLVM website [http://releases.llvm.org/3.8.0/tools/clang/docs/ClangFormat.html].
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Curl is a command-line tool for transferring data specified with URL
syntax. Find out how to use curl by reading the curl.1 man
page [https://curl.haxx.se/docs/manpage.html] or the MANUAL
document [https://curl.haxx.se/docs/manual.html]. Find out how to install Curl
by reading the INSTALL document [https://curl.haxx.se/docs/install.html].

libcurl is the library curl is using to do its job. It is readily available to
be used by your software. Read the libcurl.3 man
page [https://curl.haxx.se/libcurl/c/libcurl.html] to learn how!

You find answers to the most frequent questions we get in the FAQ
document [https://curl.haxx.se/docs/faq.html].

Study the COPYING file [https://curl.haxx.se/docs/copyright.html] for
distribution terms and similar. If you distribute curl binaries or other
binaries that involve libcurl, you might enjoy the LICENSE-MIXING
document [https://curl.haxx.se/legal/licmix.html].


Contact

If you have problems, questions, ideas or suggestions, please contact us by
posting to a suitable mailing list [https://curl.haxx.se/mail/].

All contributors to the project are listed in the THANKS
document [https://curl.haxx.se/docs/thanks.html].




Website

Visit the curl web site [https://curl.haxx.se/] for the latest news and
downloads.




Git

To download the very latest source off the Git server do this:

git clone https://github.com/curl/curl.git





(you’ll get a directory named curl created, filled with the source code)




Notice

Curl contains pieces of source code that is Copyright (c) 1998, 1999 Kungliga
Tekniska Högskolan. This notice is included here to comply with the
distribution terms.
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How to contribute to curl


Join the community


	Click ‘watch’ on the github repo


	Subscribe to the suitable mailing lists [https://curl.haxx.se/mail/]







Read CONTRIBUTE




Send your suggestions using one of these methods:


	in a mail to the mailing list


	as a pull request [https://github.com/curl/curl/pulls]


	as an issue [https://github.com/curl/curl/issues]




/ The curl team!
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libcurl bindings

Creative people have written bindings or interfaces for various environments
and programming languages. Using one of these allows you to take advantage of
curl powers from within your favourite language or system.

This is a list of all known interfaces as of this writing.

The bindings listed below are not part of the curl/libcurl distribution
archives, but must be downloaded and installed separately.

Ada95 [http://www.almroth.com/adacurl/index.html]  Written by Andreas Almroth

Basic [http://scriptbasic.com/] ScriptBasic bindings written by Peter Verhas

C++ [http://curlpp.org/] Written by Jean-Philippe Barrette-LaPierre

Ch [http://chcurl.sourceforge.net/] Written by Stephen Nestinger and Jonathan Rogado

Cocoa: BBHTTP [https://github.com/brunodecarvalho/BBHTTP] written by Bruno de Carvalho
curlhandle [http://curlhandle.sourceforge.net/] Written by Dan Wood

D [http://dlang.org/library/std/net/curl.html] Written by Kenneth Bogert

Dylan [http://dylanlibs.sourceforge.net/] Written by Chris Double

Eiffel [https://room.eiffel.com/library/curl] Written by Eiffel Software

Euphoria [http://rays-web.com/eulibcurl.htm] Written by Ray Smith

Falcon [http://www.falconpl.org/index.ftd?page_id=prjs&prj_id=curl]

Ferite [http://www.ferite.org/] Written by Paul Querna

Gambas [http://gambas.sourceforge.net/]

glib/GTK+ [http://atterer.net/glibcurl/] Written by Richard Atterer

Guile [http://www.lonelycactus.com/guile-curl.html] Written by Michael L. Gran

Harbour [https://github.com/vszakats/harbour-core/tree/master/contrib/hbcurl] Written by Viktor Szakáts

Haskell [http://hackage.haskell.org/cgi-bin/hackage-scripts/package/curl] Written by Galois, Inc

Java [https://github.com/pjlegato/curl-java]

Julia [https://github.com/forio/Curl.jl] Written by Paul Howe

Lisp [http://common-lisp.net/project/cl-curl/] Written by Liam Healy

Lua: luacurl [http://luacurl.luaforge.net/] by Alexander Marinov, Lua-cURL [http://luaforge.net/projects/lua-curl/] by Jürgen Hötzel

Mono [http://forge.novell.com/modules/xfmod/project/?libcurl-mono] Written by Jeffrey Phillips

.NET [https://sourceforge.net/projects/libcurl-net/] libcurl-net by Jeffrey Phillips

node.js [https://github.com/JCMais/node-libcurl] node-libcurl by Jonathan Cardoso Machado

Object-Pascal [http://www.tekool.com/opcurl] Free Pascal, Delphi and Kylix binding written by Christophe Espern.

O’Caml [https://sourceforge.net/projects/ocurl/] Written by Lars Nilsson

Pascal [http://houston.quik.com/jkp/curlpas/] Free Pascal, Delphi and Kylix binding written by Jeffrey Pohlmeyer.

Perl [https://github.com/szbalint/WWW--Curl] Maintained by Cris Bailiff and Bálint Szilakszi

PHP [https://php.net/curl] Originally written by Sterling Hughes

PostgreSQL [http://gborg.postgresql.org/project/pgcurl/projdisplay.php] Written by Gian Paolo Ciceri

Python [http://pycurl.sourceforge.net/] PycURL by Kjetil Jacobsen

R [http://cran.r-project.org/package=curl]

Rexx [http://rexxcurl.sourceforge.net/] Written Mark Hessling

RPG, support for ILE/RPG on OS/400 is included in source distribution

Ruby: curb [http://curb.rubyforge.org/] written by Ross Bamford, ruby-curl-multi [http://curl-multi.rubyforge.org/] written by Kristjan Petursson and Keith Rarick

Rust [https://github.com/carllerche/curl-rust] curl-rust - by Carl Lerche

Scheme [http://www.metapaper.net/lisovsky/web/curl/] Bigloo binding by Kirill Lisovsky

S-Lang [http://www.jedsoft.org/slang/modules/curl.html] by John E Davis

Smalltalk [http://www.squeaksource.com/CurlPlugin/] Written by Danil Osipchuk

SP-Forth [http://www.forth.org.ru/~ac/lib/lin/curl/] Written by ygrek

SPL [http://www.clifford.at/spl/] Written by Clifford Wolf

Tcl [http://mirror.yellow5.com/tclcurl/] Tclcurl by Andrés García

Visual Basic [https://sourceforge.net/projects/libcurl-vb/] libcurl-vb by Jeffrey Phillips

Visual Foxpro [http://www.ctl32.com.ar/libcurl.asp] by Carlos Alloatti

Q [http://q-lang.sourceforge.net/] The libcurl module is part of the default install

wxWidgets [http://wxcode.sourceforge.net/components/wxcurl/] Written by Casey O’Donnell

XBLite [http://perso.wanadoo.fr/xblite/libraries.html] Written by David Szafranski

Xojo [https://github.com/charonn0/RB-libcURL] Written by Andrew Lambert
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checksrc

This is the tool we use within the curl project to scan C source code and
check that it adheres to our Source Code Style guide.


Usage

checksrc.pl [options] [file1] [file2] ...








Command line options

-W[file] whitelists that file and excludes it from being checked. Helpful
when, for example, one of the files is generated.

-D[dir] directory name to prepend to file names when accessing them.

-h shows the help output, that also lists all recognized warnings




What does checksrc warn for?

checksrc does not check and verify the code against the entire style guide,
but the script is instead an effort to detect the most common mistakes and
syntax mistakes that contributors make before they get accustomed to our code
style. Heck, many of us regulars do the mistakes too and this script helps us
keep the code in shape.

checksrc.pl -h





Lists how to use the script and it lists all existing warnings it has and
problems it detects. At the time of this writing, the existing checksrc
warnings are:


	BADCOMMAND: There’s a bad !checksrc! instruction in the code. See the
Ignore certain warnings section below for details.


	BANNEDFUNC: A banned function was used. The functions sprintf, vsprintf,
strcat, strncat, gets are never allowed in curl source code.


	BRACEELSE: ‘} else’ on the same line. The else is supposed to be on the
following line.


	BRACEPOS: wrong position for an open brace ({).


	COMMANOSPACE: a comma without following space


	COPYRIGHT: the file is missing a copyright statement!


	CPPCOMMENTS: // comment detected, that’s not C89 compliant


	FOPENMODE: fopen() needs a macro for the mode string, use it


	INDENTATION: detected a wrong start column for code. Note that this warning
only checks some specific places and will certainly miss many bad
indentations.


	LONGLINE: A line is longer than 79 columns.


	PARENBRACE: ){ was used without sufficient space in between.


	RETURNNOSPACE: return was used without space between the keyword and the
following value.


	SPACEAFTERPAREN: there was a space after open parenthesis, ( text.


	SPACEBEFORECLOSE: there was a space before a close parenthesis, text ).


	SPACEBEFORECOMMA: there was a space before a comma, one , two.


	SPACEBEFOREPAREN: there was a space before an open parenthesis, if (,
where one was not expected


	SPACESEMILCOLON: there was a space before semicolon, ;.


	TABS: TAB characters are not allowed!


	TRAILINGSPACE: Trailing white space on the line


	UNUSEDIGNORE: a checksrc inlined warning ignore was asked for but not used,
that’s an ignore that should be removed or changed to get used.







Ignore certain warnings

Due to the nature of the source code and the flaws of the checksrc tool, there
is sometimes a need to ignore specific warnings. checksrc allows a few
different ways to do this.


Inline ignore

You can control what to ignore within a specific source file by providing
instructions to checksrc in the source code itself. You need a magic marker
that is !checksrc! followed by the instruction. The instruction can ask to
ignore a specific warning N number of times or you ignore all of them until
you mark the end of the ignored section.

Inline ignores are only done for that single specific source code file.

Example

/* !checksrc! disable LONGLINE all */





This will ignore the warning for overly long lines until it is re-enabled with:

/* !checksrc! enable LONGLINE */





If the enabling isn’t performed before the end of the file, it will be enabled
automatically for the next file.

You can also opt to ignore just N violations so that if you have a single long
line you just can’t shorten and is agreed to be fine anyway:

/* !checksrc! disable LONGLINE 1 */





… and the warning for long lines will be enabled again automatically after
it has ignored that single warning. The number 1 can of course be changed to
any other integer number. It can be used to make sure only the exact intended
instances are ignored and nothing extra.




Directory wide ignore patterns

This is a method we’ve transitioned away from. Use inline ignores as far as
possible.

Make a checksrc.whitelist file in the directory of the source code with the
false positive, and include the full offending line into this file.
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Ciphers

With curl’s options CURLOPT_SSL_CIPHER_LIST and --ciphers users can
control which ciphers to consider when negotiating TLS connections.

The names of the known ciphers differ depending on which TLS backend that
libcurl was built to use. This is an attempt to list known cipher names.


OpenSSL

(based on OpenSSL docs [https://www.openssl.org/docs/man1.1.0/apps/ciphers.html])


SSL3 cipher suites

NULL-MD5
NULL-SHA
RC4-MD5
RC4-SHA
IDEA-CBC-SHA
DES-CBC3-SHA
DH-DSS-DES-CBC3-SHA
DH-RSA-DES-CBC3-SHA
DHE-DSS-DES-CBC3-SHA
DHE-RSA-DES-CBC3-SHA
ADH-RC4-MD5
ADH-DES-CBC3-SHA




TLS v1.0 cipher suites

NULL-MD5
NULL-SHA
RC4-MD5
RC4-SHA
IDEA-CBC-SHA
DES-CBC3-SHA
DHE-DSS-DES-CBC3-SHA
DHE-RSA-DES-CBC3-SHA
ADH-RC4-MD5
ADH-DES-CBC3-SHA




AES ciphersuites from RFC3268, extending TLS v1.0

AES128-SHA
AES256-SHA
DH-DSS-AES128-SHA
DH-DSS-AES256-SHA
DH-RSA-AES128-SHA
DH-RSA-AES256-SHA
DHE-DSS-AES128-SHA
DHE-DSS-AES256-SHA
DHE-RSA-AES128-SHA
DHE-RSA-AES256-SHA
ADH-AES128-SHA
ADH-AES256-SHA




SEED ciphersuites from RFC4162, extending TLS v1.0

SEED-SHA
DH-DSS-SEED-SHA
DH-RSA-SEED-SHA
DHE-DSS-SEED-SHA
DHE-RSA-SEED-SHA
ADH-SEED-SHA




GOST ciphersuites, extending TLS v1.0

GOST94-GOST89-GOST89
GOST2001-GOST89-GOST89
GOST94-NULL-GOST94
GOST2001-NULL-GOST94




Elliptic curve cipher suites

ECDHE-RSA-NULL-SHA
ECDHE-RSA-RC4-SHA
ECDHE-RSA-DES-CBC3-SHA
ECDHE-RSA-AES128-SHA
ECDHE-RSA-AES256-SHA
ECDHE-ECDSA-NULL-SHA
ECDHE-ECDSA-RC4-SHA
ECDHE-ECDSA-DES-CBC3-SHA
ECDHE-ECDSA-AES128-SHA
ECDHE-ECDSA-AES256-SHA
AECDH-NULL-SHA
AECDH-RC4-SHA
AECDH-DES-CBC3-SHA
AECDH-AES128-SHA
AECDH-AES256-SHA




TLS v1.2 cipher suites

NULL-SHA256
AES128-SHA256
AES256-SHA256
AES128-GCM-SHA256
AES256-GCM-SHA384
DH-RSA-AES128-SHA256
DH-RSA-AES256-SHA256
DH-RSA-AES128-GCM-SHA256
DH-RSA-AES256-GCM-SHA384
DH-DSS-AES128-SHA256
DH-DSS-AES256-SHA256
DH-DSS-AES128-GCM-SHA256
DH-DSS-AES256-GCM-SHA384
DHE-RSA-AES128-SHA256
DHE-RSA-AES256-SHA256
DHE-RSA-AES128-GCM-SHA256
DHE-RSA-AES256-GCM-SHA384
DHE-DSS-AES128-SHA256
DHE-DSS-AES256-SHA256
DHE-DSS-AES128-GCM-SHA256
DHE-DSS-AES256-GCM-SHA384
ECDHE-RSA-AES128-SHA256
ECDHE-RSA-AES256-SHA384
ECDHE-RSA-AES128-GCM-SHA256
ECDHE-RSA-AES256-GCM-SHA384
ECDHE-ECDSA-AES128-SHA256
ECDHE-ECDSA-AES256-SHA384
ECDHE-ECDSA-AES128-GCM-SHA256
ECDHE-ECDSA-AES256-GCM-SHA384
ADH-AES128-SHA256
ADH-AES256-SHA256
ADH-AES128-GCM-SHA256
ADH-AES256-GCM-SHA384
AES128-CCM
AES256-CCM
DHE-RSA-AES128-CCM
DHE-RSA-AES256-CCM
AES128-CCM8
AES256-CCM8
DHE-RSA-AES128-CCM8
DHE-RSA-AES256-CCM8
ECDHE-ECDSA-AES128-CCM
ECDHE-ECDSA-AES256-CCM
ECDHE-ECDSA-AES128-CCM8
ECDHE-ECDSA-AES256-CCM8




Camellia HMAC-Based ciphersuites from RFC6367, extending TLS v1.2

ECDHE-ECDSA-CAMELLIA128-SHA256
ECDHE-ECDSA-CAMELLIA256-SHA384
ECDHE-RSA-CAMELLIA128-SHA256
ECDHE-RSA-CAMELLIA256-SHA384






NSS


Totally insecure

rc4
rc4-md5
rc4export
rc2
rc2export
des
desede3




SSL3/TLS cipher suites

rsa_rc4_128_md5
rsa_rc4_128_sha
rsa_3des_sha
rsa_des_sha
rsa_rc4_40_md5
rsa_rc2_40_md5
rsa_null_md5
rsa_null_sha
fips_3des_sha
fips_des_sha
fortezza
fortezza_rc4_128_sha
fortezza_null




TLS 1.0 Exportable 56-bit Cipher Suites

rsa_des_56_sha
rsa_rc4_56_sha




AES ciphers

dhe_dss_aes_128_cbc_sha
dhe_dss_aes_256_cbc_sha
dhe_rsa_aes_128_cbc_sha
dhe_rsa_aes_256_cbc_sha
rsa_aes_128_sha
rsa_aes_256_sha




ECC ciphers

ecdh_ecdsa_null_sha
ecdh_ecdsa_rc4_128_sha
ecdh_ecdsa_3des_sha
ecdh_ecdsa_aes_128_sha
ecdh_ecdsa_aes_256_sha
ecdhe_ecdsa_null_sha
ecdhe_ecdsa_rc4_128_sha
ecdhe_ecdsa_3des_sha
ecdhe_ecdsa_aes_128_sha
ecdhe_ecdsa_aes_256_sha
ecdh_rsa_null_sha
ecdh_rsa_128_sha
ecdh_rsa_3des_sha
ecdh_rsa_aes_128_sha
ecdh_rsa_aes_256_sha
ecdhe_rsa_null
ecdhe_rsa_rc4_128_sha
ecdhe_rsa_3des_sha
ecdhe_rsa_aes_128_sha
ecdhe_rsa_aes_256_sha
ecdh_anon_null_sha
ecdh_anon_rc4_128sha
ecdh_anon_3des_sha
ecdh_anon_aes_128_sha
ecdh_anon_aes_256_sha




HMAC-SHA256 cipher suites

rsa_null_sha_256
rsa_aes_128_cbc_sha_256
rsa_aes_256_cbc_sha_256
dhe_rsa_aes_128_cbc_sha_256
dhe_rsa_aes_256_cbc_sha_256
ecdhe_ecdsa_aes_128_cbc_sha_256
ecdhe_rsa_aes_128_cbc_sha_256




AES GCM cipher suites in RFC 5288 and RFC 5289

rsa_aes_128_gcm_sha_256
dhe_rsa_aes_128_gcm_sha_256
dhe_dss_aes_128_gcm_sha_256
ecdhe_ecdsa_aes_128_gcm_sha_256
ecdh_ecdsa_aes_128_gcm_sha_256
ecdhe_rsa_aes_128_gcm_sha_256
ecdh_rsa_aes_128_gcm_sha_256




cipher suites using SHA384

rsa_aes_256_gcm_sha_384
dhe_rsa_aes_256_gcm_sha_384
dhe_dss_aes_256_gcm_sha_384
ecdhe_ecdsa_aes_256_sha_384
ecdhe_rsa_aes_256_sha_384
ecdhe_ecdsa_aes_256_gcm_sha_384
ecdhe_rsa_aes_256_gcm_sha_384




chacha20-poly1305 cipher suites

ecdhe_rsa_chacha20_poly1305_sha_256
ecdhe_ecdsa_chacha20_poly1305_sha_256
dhe_rsa_chacha20_poly1305_sha_256
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Contributor Code of Conduct

As contributors and maintainers of this project, we pledge to respect all
people who contribute through reporting issues, posting feature requests,
updating documentation, submitting pull requests or patches, and other
activities.

We are committed to making participation in this project a harassment-free
experience for everyone, regardless of level of experience, gender, gender
identity and expression, sexual orientation, disability, personal appearance,
body size, race, ethnicity, age, or religion.

Examples of unacceptable behavior by participants include the use of sexual
language or imagery, derogatory comments or personal attacks, trolling, public
or private harassment, insults, or other unprofessional conduct.

Project maintainers have the right and responsibility to remove, edit, or
reject comments, commits, code, wiki edits, issues, and other contributions
that are not aligned to this Code of Conduct. Project maintainers who do not
follow the Code of Conduct may be removed from the project team.

This code of conduct applies both within project spaces and in public spaces
when an individual is representing the project or its community.

Instances of abusive, harassing, or otherwise unacceptable behavior may be
reported by opening an issue or contacting one or more of the project
maintainers.

This Code of Conduct is adapted from the Contributor
Covenant [http://contributor-covenant.org], version 1.1.0, available at
http://contributor-covenant.org/version/1/1/0/
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curl C code style

Source code that has a common style is easier to read than code that uses
different styles in different places. It helps making the code feel like one
single code base. Easy-to-read is a very important property of code and helps
making it easier to review when new things are added and it helps debugging
code when developers are trying to figure out why things go wrong. A unified
style is more important than individual contributors having their own personal
tastes satisfied.

Our C code has a few style rules. Most of them are verified and upheld by the
lib/checksrc.pl script. Invoked with make checksrc or even by default by
the build system when built after ./configure --enable-debug has been used.

It is normally not a problem for anyone to follow the guidelines, as you just
need to copy the style already used in the source code and there are no
particularly unusual rules in our set of rules.

We also work hard on writing code that are warning-free on all the major
platforms and in general on as many platforms as possible. Code that obviously
will cause warnings will not be accepted as-is.


Naming

Try using a non-confusing naming scheme for your new functions and variable
names. It doesn’t necessarily have to mean that you should use the same as in
other places of the code, just that the names should be logical,
understandable and be named according to what they’re used for. File-local
functions should be made static. We like lower case names.

See the INTERNALS document on how we name non-exported
library-global symbols.




Indenting

We use only spaces for indentation, never TABs. We use two spaces for each new
open brace.

if(something_is_true) {
  while(second_statement == fine) {
    moo();
  }
}








Comments

Since we write C89 code, // comments are not allowed. They weren’t
introduced in the C standard until C99. We use only /* and */ comments:

/* this is a comment */








Long lines

Source code in curl may never be wider than 79 columns and there are two
reasons for maintaining this even in the modern era of very large and high
resolution screens:


	Narrower columns are easier to read than very wide ones. There’s a reason
newspapers have used columns for decades or centuries.


	Narrower columns allow developers to easier show multiple pieces of code
next to each other in different windows. I often have two or three source
code windows next to each other on the same screen - as well as multiple
terminal and debugging windows.







Braces

In if/while/do/for expressions, we write the open brace on the same line as
the keyword and we then set the closing brace on the same indentation level as
the initial keyword. Like this:

if(age < 40) {
  /* clearly a youngster */
}





You may omit the braces if they would contain only a one-line statement:

if(!x)
  continue;





For functions the opening brace should be on a separate line:

int main(int argc, char **argv)
{
  return 1;
}








‘else’ on the following line

When adding an else clause to a conditional expression using braces, we add
it on a new line after the closing brace. Like this:

if(age < 40) {
  /* clearly a youngster */
}
else {
  /* probably grumpy */
}








No space before parentheses

When writing expressions using if/while/do/for, there shall be no space
between the keyword and the open parenthesis. Like this:

while(1) {
  /* loop forever */
}








Use boolean conditions

Rather than test a conditional value such as a bool against TRUE or FALSE, a
pointer against NULL or != NULL and an int against zero or not zero in
if/while conditions we prefer:

result = do_something();
if(!result) {
  /* something went wrong */
  return result;
}








No assignments in conditions

To increase readability and reduce complexity of conditionals, we avoid
assigning variables within if/while conditions. We frown upon this style:

if((ptr = malloc(100)) == NULL)
  return NULL;





and instead we encourage the above version to be spelled out more clearly:

ptr = malloc(100);
if(!ptr)
  return NULL;








New block on a new line

We never write multiple statements on the same source line, even for very
short if() conditions.

if(a)
  return TRUE;
else if(b)
  return FALSE;





and NEVER:

if(a) return TRUE;
else if(b) return FALSE;








Space around operators

Please use spaces on both sides of operators in C expressions.  Postfix (), [], ->, ., ++, -- and Unary +, - !, ~, & operators excluded they should
have no space.

Examples:

bla = func();
who = name[0];
age += 1;
true = !false;
size += -2 + 3 * (a + b);
ptr->member = a++;
struct.field = b--;
ptr = &address;
contents = *pointer;
complement = ~bits;
empty = (!*string) ? TRUE : FALSE;








Column alignment

Some statements cannot be completed on a single line because the line would
be too long, the statement too hard to read, or due to other style guidelines
above. In such a case the statement will span multiple lines.

If a continuation line is part of an expression or sub-expression then you
should align on the appropriate column so that it’s easy to tell what part of
the statement it is. Operators should not start continuation lines. In other
cases follow the 2-space indent guideline. Here are some examples from libcurl:

    if(Curl_pipeline_wanted(handle->multi, CURLPIPE_HTTP1) &&
       (handle->set.httpversion != CURL_HTTP_VERSION_1_0) &&
       (handle->set.httpreq == HTTPREQ_GET ||
        handle->set.httpreq == HTTPREQ_HEAD))
      /* didn't ask for HTTP/1.0 and a GET or HEAD */
      return TRUE;





  case CURLOPT_KEEP_SENDING_ON_ERROR:
    data->set.http_keep_sending_on_error = (0 != va_arg(param, long)) ?
                                           TRUE : FALSE;
    break;





    data->set.http_disable_hostname_check_before_authentication =
      (0 != va_arg(param, long)) ? TRUE : FALSE;





  if(option) {
    result = parse_login_details(option, strlen(option),
                                 (userp ? &user : NULL),
                                 (passwdp ? &passwd : NULL),
                                 NULL);
  }





        DEBUGF(infof(data, "Curl_pp_readresp_ %d bytes of trailing "
                     "server response left\n",
                     (int)clipamount));








Platform dependent code

Use #ifdef HAVE_FEATURE to do conditional code. We avoid checking for
particular operating systems or hardware in the #ifdef lines. The HAVE_FEATURE
shall be generated by the configure script for unix-like systems and they are
hard-coded in the config-[system].h files for the others.

We also encourage use of macros/functions that possibly are empty or defined
to constants when libcurl is built without that feature, to make the code
seamless. Like this style where the magic() function works differently
depending on a build-time conditional:

#ifdef HAVE_MAGIC
void magic(int a)
{
  return a + 2;
}
#else
#define magic(x) 1
#endif

int content = magic(3);
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Contributing to the curl project

This document is intended to offer guidelines on how to best contribute to the
curl project. This concerns new features as well as corrections to existing
flaws or bugs.


Learning curl


Join the Community

Skip over to https://curl.haxx.se/mail/ and join
the appropriate mailing list(s).  Read up on details before you post
questions. Read this file before you start sending patches! We prefer
questions sent to and discussions being held on the mailing list(s), not sent
to individuals.

Before posting to one of the curl mailing lists, please read up on the
mailing list etiquette [https://curl.haxx.se/mail/etiquette.html].

We also hang out on IRC in #curl on irc.freenode.net

If you’re at all interested in the code side of things, consider clicking
‘watch’ on the curl repo on github [https://github.com/curl/curl] to get
notified on pull requests and new issues posted there.




License and copyright

When contributing with code, you agree to put your changes and new code under
the same license curl and libcurl is already using unless stated and agreed
otherwise.

If you add a larger piece of code, you can opt to make that file or set of
files to use a different license as long as they don’t enforce any changes to
the rest of the package and they make sense. Such “separate parts” can not be
GPL licensed (as we don’t want copyleft to affect users of libcurl) but they
must use “GPL compatible” licenses (as we want to allow users to use libcurl
properly in GPL licensed environments).

When changing existing source code, you do not alter the copyright of the
original file(s). The copyright will still be owned by the original creator(s)
or those who have been assigned copyright by the original author(s).

By submitting a patch to the curl project, you are assumed to have the right
to the code and to be allowed by your employer or whatever to hand over that
patch/code to us. We will credit you for your changes as far as possible, to
give credit but also to keep a trace back to who made what changes. Please
always provide us with your full real name when contributing!




What To Read

Source code, the man pages, the INTERNALS
document [https://curl.haxx.se/dev/internals.html],
TODO [https://curl.haxx.se/docs/todo.html],
KNOWN_BUGS [https://curl.haxx.se/docs/knownbugs.html] and the most recent
changes [https://curl.haxx.se/dev/sourceactivity.html] in git. Just lurking on
the curl-library mailing
list [https://curl.haxx.se/mail/list.cgi?list=curl-library] will give you a
lot of insights on what’s going on right now. Asking there is a good idea too.






Write a good patch


Follow code style

When writing C code, follow the
CODE_STYLE [https://curl.haxx.se/dev/code-style.html] already established in
the project. Consistent style makes code easier to read and mistakes less
likely to happen. Run make checksrc before you submit anything, to make sure
you follow the basic style. That script doesn’t verify everything, but if it
complains you know you have work to do.




Non-clobbering All Over

When you write new functionality or fix bugs, it is important that you don’t
fiddle all over the source files and functions. Remember that it is likely
that other people have done changes in the same source files as you have and
possibly even in the same functions. If you bring completely new
functionality, try writing it in a new source file. If you fix bugs, try to
fix one bug at a time and send them as separate patches.




Write Separate Changes

It is annoying when you get a huge patch from someone that is said to fix 511
odd problems, but discussions and opinions don’t agree with 510 of them - or
509 of them were already fixed in a different way. Then the person merging
this change needs to extract the single interesting patch from somewhere
within the huge pile of source, and that gives a lot of extra work.

Preferably, each fix that correct a problem should be in its own patch/commit
with its own description/commit message stating exactly what they correct so
that all changes can be selectively applied by the maintainer or other
interested parties.

Also, separate changes enable bisecting much better when we track problems
and regression in the future.




Patch Against Recent Sources

Please try to get the latest available sources to make your patches against.
It makes the lives of the developers so much easier. The very best is if you
get the most up-to-date sources from the git repository, but the latest
release archive is quite OK as well!




Documentation

Writing docs is dead boring and one of the big problems with many open source
projects. Someone’s gotta do it. It makes it a lot easier if you submit a
small description of your fix or your new features with every contribution so
that it can be swiftly added to the package documentation.

The documentation is always made in man pages (nroff formatted) or plain
ASCII files. All HTML files on the web site and in the release archives are
generated from the nroff/ASCII versions.




Test Cases

Since the introduction of the test suite, we can quickly verify that the main
features are working as they’re supposed to. To maintain this situation and
improve it, all new features and functions that are added need to be tested
in the test suite. Every feature that is added should get at least one valid
test case that verifies that it works as documented. If every submitter also
posts a few test cases, it won’t end up as a heavy burden on a single person!

If you don’t have test cases or perhaps you have done something that is very
hard to write tests for, do explain exactly how you have otherwise tested and
verified your changes.






Sharing Your Changes


How to get your changes into the main sources

Ideally you file a pull request on
github [https://github.com/curl/curl/pulls], but you can also send your plain
patch to the curl-library mailing
list [https://curl.haxx.se/mail/list.cgi?list=curl-library].

Either way, your change will be reviewed and discussed there and you will be
expected to correct flaws pointed out and update accordingly, or the change
risk stalling and eventually just get deleted without action. As a submitter
of a change, you are the owner of that change until it has been merged.

Respond on the list or on github about the change and answer questions and/or
fix nits/flaws. This is very important. We will take lack of replies as a
sign that you’re not very anxious to get your patch accepted and we tend to
simply drop such changes.




About pull requests

With github it is easy to send a pull
request [https://github.com/curl/curl/pulls] to the curl project to have
changes merged.

We prefer pull requests to mailed patches, as it makes it a proper git commit
that is easy to merge and they are easy to track and not that easy to loose
in a flood of many emails, like they sometimes do on the mailing lists.

When you adjust your pull requests after review, consider squashing the
commits so that we can review the full updated version more easily.




Making quality patches

Make the patch against as recent sources as possible.

If you’ve followed the tips in this document and your patch still hasn’t been
incorporated or responded to after some weeks, consider resubmitting it to
the list or better yet: change it to a pull request.




Write good commit messages

A short guide to how to write commit messages in the curl project.

---- start ----
[area]: [short line describing the main effect]
       -- empty line --
[full description, no wider than 72 columns that describe as much as
possible as to why this change is made, and possibly what things
it fixes and everything else that is related]
       -- empty line --
[Bug: URL to source of the report or more related discussion]
[Reported-by: John Doe - credit the reporter]
[whatever-else-by: credit all helpers, finders, doers]
---- stop ----





Don’t forget to use commit –author=”” if you commit someone else’s work,
and make sure that you have your own user and email setup correctly in git
before you commit




Write Access to git Repository

If you are a very frequent contributor, you may be given push access to the
git repository and then you’ll be able to push your changes straight into the
git repo instead of sending changes as pull requests or by mail as patches.

Just ask if this is what you’d want. You will be required to have posted
several high quality patches first, before you can be granted push access.




How To Make a Patch with git

You need to first checkout the repository:

git clone https://github.com/curl/curl.git





You then proceed and edit all the files you like and you commit them to your
local repository:

git commit [file]





As usual, group your commits so that you commit all changes that at once that
constitutes a logical change.

Once you have done all your commits and you’re happy with what you see, you
can make patches out of your changes that are suitable for mailing:

git format-patch remotes/origin/master





This creates files in your local directory named NNNN-[name].patch for each
commit.

Now send those patches off to the curl-library list. You can of course opt to
do that with the ‘git send-email’ command.




How To Make a Patch without git

Keep a copy of the unmodified curl sources. Make your changes in a separate
source tree. When you think you have something that you want to offer the
curl community, use GNU diff to generate patches.

If you have modified a single file, try something like:

diff -u unmodified-file.c my-changed-one.c > my-fixes.diff





If you have modified several files, possibly in different directories, you
can use diff recursively:

diff -ur curl-original-dir curl-modified-sources-dir > my-fixes.diff





The GNU diff and GNU patch tools exist for virtually all platforms, including
all kinds of Unixes and Windows:

For unix-like operating systems:


	https://savannah.gnu.org/projects/patch/


	https://www.gnu.org/software/diffutils/




For Windows:


	http://gnuwin32.sourceforge.net/packages/patch.htm


	http://gnuwin32.sourceforge.net/packages/diffutils.htm
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How curl Became Like This

Towards the end of 1996, Daniel Stenberg was spending time writing an IRC bot
for an Amiga related channel on EFnet. He then came up with the idea to make
currency-exchange calculations available to Internet Relay Chat (IRC)
users. All the necessary data are published on the Web; he just needed to
automate their retrieval.

Daniel simply adopted an existing command-line open-source tool, httpget, that
Brazilian Rafael Sagula had written and recently release version 0.1 of. After
a few minor adjustments, it did just what he needed.


1997

HttpGet 1.0 was released on April 8th 1997 with brand new HTTP proxy support.

We soon found and fixed support for getting currencies over GOPHER.  Once FTP
download support was added, the name of the project was changed and urlget 2.0
was released in August 1997. The http-only days were already passed.




1998

The project slowly grew bigger. When upload capabilities were added and the
name once again was misleading, a second name change was made and on March 20,
1998 curl 4 was released. (The version numbering from the previous names was
kept.)

(Unrelated to this project a company called Curl Corporation registered a US
trademark on the name “CURL” on May 18 1998. That company had then already
registered the curl.com domain back in November of the previous year. All this
was revealed to us much later.)

SSL support was added, powered by the SSLeay library.

August, first announcement of curl on freshmeat.net.

October, with the curl 4.9 release and the introduction of cookie support,
curl was no longer released under the GPL license. Now we’re at 4000 lines of
code, we switched over to the MPL license to restrict the effects of
“copyleft”.

November, configure script and reported successful compiles on several
major operating systems. The never-quite-understood -F option was added and
curl could now simulate quite a lot of a browser. TELNET support was added.

Curl 5 was released in December 1998 and introduced the first ever curl man
page. People started making Linux RPM packages out of it.




1999

January, DICT support added.

OpenSSL took over where SSLeay was abandoned.

May, first Debian package.

August, LDAP:// and FILE:// support added. The curl web site gets 1300 visits
weekly. Moved site to curl.haxx.nu.

Released curl 6.0 in September. 15000 lines of code.

December 28, added the project on Sourceforge and started using its services
for managing the project.




2000

Spring 2000, major internal overhaul to provide a suitable library interface.
The first non-beta release was named 7.1 and arrived in August. This offered
the easy interface and turned out to be the beginning of actually getting
other software and programs to get based on and powered by libcurl. Almost
20000 lines of code.

June 2000: the curl site moves to “curl.haxx.se”

August, the curl web site gets 4000 visits weekly.

The PHP guys adopted libcurl already the same month, when the first ever third
party libcurl binding showed up. CURL has been a supported module in PHP since
the release of PHP 4.0.2. This would soon get followers. More than 16
different bindings exist at the time of this writing.

September, kerberos4 support was added.

In November started the work on a test suite for curl. It was later re-written
from scratch again. The libcurl major SONAME number was set to 1.




2001

January, Daniel released curl 7.5.2 under a new license again: MIT (or
MPL). The MIT license is extremely liberal and can be used combined with GPL
in other projects. This would finally put an end to the “complaints” from
people involved in GPLed projects that previously were prohibited from using
libcurl while it was released under MPL only. (Due to the fact that MPL is
deemed “GPL incompatible”.)

curl supports HTTP 1.1 starting with the release of 7.7, March 22 2001. This
also introduced libcurl’s ability to do persistent connections. 24000 lines of
code. The libcurl major SONAME number was bumped to 2 due to this overhaul.

The first experimental ftps:// support was added in March 2001.

August. curl is bundled in Mac OS X, 10.1. It was already becoming more and
more of a standard utility of Linux distributions and a regular in the BSD
ports collections. The curl web site gets 8000 visits weekly. Curl Corporation
contacted Daniel to discuss “the name issue”. After Daniel’s reply, they have
never since got in touch again.

September, libcurl 7.9 introduces cookie jar and curl_formadd(). During the
forthcoming 7.9.x releases, we introduced the multi interface slowly and
without much whistles.




2002

June, the curl web site gets 13000 visits weekly. curl and libcurl is
35000 lines of code. Reported successful compiles on more than 40 combinations
of CPUs and operating systems.

To estimate number of users of the curl tool or libcurl library is next to
impossible. Around 5000 downloaded packages each week from the main site gives
a hint, but the packages are mirrored extensively, bundled with numerous OS
distributions and otherwise retrieved as part of other software.

September, with the release of curl 7.10 it is released under the MIT license
only.




2003

January. Started working on the distributed curl tests. The autobuilds.

February, the curl site averages at 20000 visits weekly. At any given moment,
there’s an average of 3 people browsing the curl.haxx.se site.

Multiple new authentication schemes are supported: Digest (May), NTLM (June)
and Negotiate (June).

November: curl 7.10.8 is released. 45000 lines of code. ~55000 unique visitors
to the curl.haxx.se site. Five official web mirrors.

December, full-fledged SSL for FTP is supported.




2004

January: curl 7.11.0 introduced large file support.

June: curl 7.12.0 introduced IDN support. 10 official web mirrors.

This release bumped the major SONAME to 3 due to the removal of the
curl_formparse() function

August: Curl and libcurl 7.12.1

Public curl release number:               82
Releases counted from the very beginning: 109
Available command line options:           96
Available curl_easy_setopt() options:     120
Number of public functions in libcurl:    36
Amount of public web site mirrors:        12
Number of known libcurl bindings:         26








2005

April. GnuTLS can now optionally be used for the secure layer when curl is
built.

April: Added the multi_socket() API

September: TFTP support was added.

More than 100,000 unique visitors of the curl web site. 25 mirrors.

December: security vulnerability: libcurl URL Buffer Overflow




2006

January. We dropped support for Gopher. We found bugs in the implementation
that turned out having been introduced years ago, so with the conclusion that
nobody had found out in all this time we removed it instead of fixing it.

March: security vulnerability: libcurl TFTP Packet Buffer Overflow

September: The major SONAME number for libcurl was bumped to 4 due to the
removal of ftp third party transfer support.

November: Added SCP and SFTP support




2007

February: Added support for the Mozilla NSS library to do the SSL/TLS stuff

July: security vulnerability: libcurl GnuTLS insufficient cert verification




2008

November:

Command line options:         128
curl_easy_setopt() options:   158
Public functions in libcurl:  58
Known libcurl bindings:       37
Contributors:                 683





145,000 unique visitors. >100 GB downloaded.




2009

March: security vulnerability: libcurl Arbitrary File Access

August: security vulnerability: libcurl embedded zero in cert name

December: Added support for IMAP, POP3 and SMTP




2010

January: Added support for RTSP

February: security vulnerability: libcurl data callback excessive length

March: The project switched over to use git (hosted by github) instead of CVS
for source code control

May: Added support for RTMP

Added support for PolarSSL to do the SSL/TLS stuff

August:

Public curl releases:         117
Command line options:         138
curl_easy_setopt() options:   180
Public functions in libcurl:  58
Known libcurl bindings:       39
Contributors:                 808





Gopher support added (re-added actually)




2012

July: Added support for Schannel (native Windows TLS backend) and Darwin SSL
(Native Mac OS X and iOS TLS backend).

Supports metalink

October: SSH-agent support.




2013

February: Cleaned up internals to always uses the “multi” non-blocking
approach internally and only expose the blocking API with a wrapper.

September: First small steps on supporting HTTP/2 with nghttp2.

October: Removed krb4 support.

December: Happy eyeballs.




2014

March: first real release supporting HTTP/2

September: Web site had 245,000 unique visitors and served 236GB data
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HTTP Cookies


Cookie overview

Cookies are name=contents pairs that a HTTP server tells the client to
hold and then the client sends back those to the server on subsequent
requests to the same domains and paths for which the cookies were set.

Cookies are either “session cookies” which typically are forgotten when the
session is over which is often translated to equal when browser quits, or
the cookies aren’t session cookies they have expiration dates after which
the client will throw them away.

Cookies are set to the client with the Set-Cookie: header and are sent to
servers with the Cookie: header.

For a very long time, the only spec explaining how to use cookies was the
original Netscape spec from 1994 [https://curl.haxx.se/rfc/cookie_spec.html].

In 2011, RFC6265 [https://www.ietf.org/rfc/rfc6265.txt] was finally
published and details how cookies work within HTTP.




Cookies saved to disk

Netscape once created a file format for storing cookies on disk so that they
would survive browser restarts. curl adopted that file format to allow
sharing the cookies with browsers, only to see browsers move away from that
format. Modern browsers no longer use it, while curl still does.

The netscape cookie file format stores one cookie per physical line in the
file with a bunch of associated meta data, each field separated with
TAB. That file is called the cookiejar in curl terminology.

When libcurl saves a cookiejar, it creates a file header of its own in which
there is a URL mention that will link to the web version of this document.




Cookies with curl the command line tool

curl has a full cookie “engine” built in. If you just activate it, you can
have curl receive and send cookies exactly as mandated in the specs.

Command line options:

-b, --cookie

tell curl a file to read cookies from and start the cookie engine, or if it
isn’t a file it will pass on the given string. -b name=var works and so does
-b cookiefile.

-j, --junk-session-cookies

when used in combination with -b, it will skip all “session cookies” on load
so as to appear to start a new cookie session.

-c, --cookie-jar

tell curl to start the cookie engine and write cookies to the given file
after the request(s)




Cookies with libcurl

libcurl offers several ways to enable and interface the cookie engine. These
options are the ones provided by the native API. libcurl bindings may offer
access to them using other means.

CURLOPT_COOKIE

Is used when you want to specify the exact contents of a cookie header to
send to the server.

CURLOPT_COOKIEFILE

Tell libcurl to activate the cookie engine, and to read the initial set of
cookies from the given file. Read-only.

CURLOPT_COOKIEJAR

Tell libcurl to activate the cookie engine, and when the easy handle is
closed save all known cookies to the given cookiejar file. Write-only.

CURLOPT_COOKIELIST

Provide detailed information about a single cookie to add to the internal
storage of cookies. Pass in the cookie as a HTTP header with all the details
set, or pass in a line from a netscape cookie file. This option can also be
used to flush the cookies etc.

CURLINFO_COOKIELIST

Extract cookie information from the internal cookie storage as a linked
list.




Cookies with javascript

These days a lot of the web is built up by javascript. The webbrowser loads
complete programs that render the page you see. These javascript programs
can also set and access cookies.

Since curl and libcurl are plain HTTP clients without any knowledge of or
capability to handle javascript, such cookies will not be detected or used.

Often, if you want to mimic what a browser does on such web sites, you can
record web browser HTTP traffic when using such a site and then repeat the
cookie operations using curl or libcurl.
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HTTP/2 with curl

HTTP/2 Spec [https://www.rfc-editor.org/rfc/rfc7540.txt]
http2 explained [https://daniel.haxx.se/http2/]


Build prerequisites


	nghttp2


	OpenSSL, libressl, BoringSSL, NSS, GnutTLS, mbedTLS, wolfSSL or SChannel
with a new enough version.







nghttp2 [https://nghttp2.org/]

libcurl uses this 3rd party library for the low level protocol handling
parts. The reason for this is that HTTP/2 is much more complex at that layer
than HTTP/1.1 (which we implement on our own) and that nghttp2 is an already
existing and well functional library.

We require at least version 1.0.0.




Over an http:// URL

If CURLOPT_HTTP_VERSION is set to CURL_HTTP_VERSION_2_0, libcurl will
include an upgrade header in the initial request to the host to allow
upgrading to HTTP/2.

Possibly we can later introduce an option that will cause libcurl to fail if
not possible to upgrade. Possibly we introduce an option that makes libcurl
use HTTP/2 at once over http://




Over an https:// URL

If CURLOPT_HTTP_VERSION is set to CURL_HTTP_VERSION_2_0, libcurl will use
ALPN (or NPN) to negotiate which protocol to continue with. Possibly introduce
an option that will cause libcurl to fail if not possible to use HTTP/2.

CURL_HTTP_VERSION_2TLS was added in 7.47.0 as a way to ask libcurl to prefer
HTTP/2 for HTTPS but stick to 1.1 by default for plain old HTTP connections.

ALPN is the TLS extension that HTTP/2 is expected to use. The NPN extension is
for a similar purpose, was made prior to ALPN and is used for SPDY so early
HTTP/2 servers are implemented using NPN before ALPN support is widespread.

CURLOPT_SSL_ENABLE_ALPN and CURLOPT_SSL_ENABLE_NPN are offered to allow
applications to explicitly disable ALPN or NPN.




SSL libs

The challenge is the ALPN and NPN support and all our different SSL
backends. You may need a fairly updated SSL library version for it to provide
the necessary TLS features. Right now we support:


	OpenSSL:   ALPN and NPN


	libressl:  ALPN and NPN


	BoringSSL: ALPN and NPN


	NSS:       ALPN and NPN


	GnuTLS:    ALPN


	mbedTLS:   ALPN


	SChannel:  ALPN


	wolfSSL:   ALPN







Multiplexing

Starting in 7.43.0, libcurl fully supports HTTP/2 multiplexing, which is the
term for doing multiple independent transfers over the same physical TCP
connection.

To take advantage of multiplexing, you need to use the multi interface and set
CURLMOPT_PIPELINING to CURLPIPE_MULTIPLEX. With that bit set, libcurl will
attempt to re-use existing HTTP/2 connections and just add a new stream over
that when doing subsequent parallel requests.

While libcurl sets up a connection to a HTTP server there is a period during
which it doesn’t know if it can pipeline or do multiplexing and if you add new
transfers in that period, libcurl will default to start new connections for
those transfers. With the new option CURLOPT_PIPEWAIT (added in 7.43.0), you
can ask that a transfer should rather wait and see in case there’s a
connection for the same host in progress that might end up being possible to
multiplex on. It favours keeping the number of connections low to the cost of
slightly longer time to first byte transferred.




Applications

We hide HTTP/2’s binary nature and convert received HTTP/2 traffic to headers
in HTTP 1.1 style. This allows applications to work unmodified.




curl tool

curl offers the --http2 command line option to enable use of HTTP/2.

curl offers the --http2-prior-knowledge command line option to enable use of
HTTP/2 without HTTP/1.1 Upgrade.

Since 7.47.0, the curl tool enables HTTP/2 by default for HTTPS connections.




curl tool limitations

The command line tool won’t do any HTTP/2 multiplexing even though libcurl
supports it, simply because the curl tool is not written to take advantage of
the libcurl API that’s necessary for this (the multi interface). We have an
outstanding TODO item for this and you can help us make it happen.

The command line tool also doesn’t support HTTP/2 server push for the same
reason it doesn’t do multiplexing: it needs to use the multi interface for
that so that multiplexing is supported.




HTTP Alternative Services

Alt-Svc is an extension with a corresponding frame (ALTSVC) in HTTP/2 that
tells the client about an alternative “route” to the same content for the same
origin server that you get the response from. A browser or long-living client
can use that hint to create a new connection asynchronously.  For libcurl, we
may introduce a way to bring such clues to the application and/or let a
subsequent request use the alternate route automatically.

Detailed in RFC 7838 [https://tools.ietf.org/html/rfc7838]
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how to install curl and libcurl


Installing Binary Packages

Lots of people download binary distributions of curl and libcurl. This
document does not describe how to install curl or libcurl using such a binary
package. This document describes how to compile, build and install curl and
libcurl from source code.




Building from git

If you get your code off a git repository instead of a release tarball, see
the GIT-INFO file in the root directory for specific instructions on how to
proceed.






Unix

A normal Unix installation is made in three or four steps (after you’ve
unpacked the source archive):

./configure
make
make test (optional)
make install





You probably need to be root when doing the last command.

Get a full listing of all available configure options by invoking it like:

./configure --help





If you want to install curl in a different file hierarchy than /usr/local,
specify that when running configure:

./configure --prefix=/path/to/curl/tree





If you have write permission in that directory, you can do ‘make install’
without being root. An example of this would be to make a local install in
your own home directory:

./configure --prefix=$HOME
make
make install





The configure script always tries to find a working SSL library unless
explicitly told not to. If you have OpenSSL installed in the default search
path for your compiler/linker, you don’t need to do anything special. If you
have OpenSSL installed in /usr/local/ssl, you can run configure like:

./configure --with-ssl





If you have OpenSSL installed somewhere else (for example, /opt/OpenSSL) and
you have pkg-config installed, set the pkg-config path first, like this:

env PKG_CONFIG_PATH=/opt/OpenSSL/lib/pkgconfig ./configure --with-ssl





Without pkg-config installed, use this:

./configure –with-ssl=/opt/OpenSSL

If you insist on forcing a build without SSL support, even though you may
have OpenSSL installed in your system, you can run configure like this:

./configure –without-ssl

If you have OpenSSL installed, but with the libraries in one place and the
header files somewhere else, you have to set the LDFLAGS and CPPFLAGS
environment variables prior to running configure.  Something like this should
work:

CPPFLAGS="-I/path/to/ssl/include" LDFLAGS="-L/path/to/ssl/lib" ./configure





If you have shared SSL libs installed in a directory where your run-time
linker doesn’t find them (which usually causes configure failures), you can
provide the -R option to ld on some operating systems to set a hard-coded
path to the run-time linker:

LDFLAGS=-R/usr/local/ssl/lib ./configure --with-ssl






More Options

To force a static library compile, disable the shared library creation by
running configure like:

./configure --disable-shared





To tell the configure script to skip searching for thread-safe functions, add
an option like:

./configure --disable-thread





If you’re a curl developer and use gcc, you might want to enable more debug
options with the --enable-debug option.

curl can be built to use a whole range of libraries to provide various useful
services, and configure will try to auto-detect a decent default. But if you
want to alter it, you can select how to deal with each individual library.




Select TLS backend

The default OpenSSL configure check will also detect and use BoringSSL or
libressl.


	GnuTLS: --without-ssl --with-gnutls.


	Cyassl: --without-ssl --with-cyassl


	NSS: --without-ssl --with-nss


	PolarSSL: --without-ssl --with-polarssl


	mbedTLS: --without-ssl --with-mbedtls


	axTLS: --without-ssl --with-axtls


	schannel: --without-ssl --with-winssl


	secure transport: --with-winssl --with-darwinssl









Windows


Building Windows DLLs and C run-time (CRT) linkage issues

As a general rule, building a DLL with static CRT linkage is highly
discouraged, and intermixing CRTs in the same app is something to avoid at
any cost.

Reading and comprehending Microsoft Knowledge Base articles KB94248 and
KB140584 is a must for any Windows developer. Especially important is full
understanding if you are not going to follow the advice given above.


	How To Use the C Run-Time [https://support.microsoft.com/kb/94248/en-us]


	How to link with the correct C Run-Time CRT library [https://support.microsoft.com/kb/140584/en-us]


	Potential Errors Passing CRT Objects Across DLL Boundaries [https://msdn.microsoft.com/en-us/library/ms235460]




If your app is misbehaving in some strange way, or it is suffering from
memory corruption, before asking for further help, please try first to
rebuild every single library your app uses as well as your app using the
debug multithreaded dynamic C runtime.

If you get linkage errors read section 5.7 of the FAQ document.




MingW32

Make sure that MinGW32’s bin dir is in the search path, for example:

set PATH=c:\mingw32\bin;%PATH%





then run mingw32-make mingw32 in the root dir. There are other
make targets available to build libcurl with more features, use:


	mingw32-make mingw32-zlib to build with Zlib support;


	mingw32-make mingw32-ssl-zlib to build with SSL and Zlib enabled;


	mingw32-make mingw32-ssh2-ssl-zlib to build with SSH2, SSL, Zlib;


	mingw32-make mingw32-ssh2-ssl-sspi-zlib to build with SSH2, SSL, Zlib
and SSPI support.




If you have any problems linking libraries or finding header files, be sure
to verify that the provided “Makefile.m32” files use the proper paths, and
adjust as necessary. It is also possible to override these paths with
environment variables, for example:

set ZLIB_PATH=c:\zlib-1.2.8
set OPENSSL_PATH=c:\openssl-1.0.2c
set LIBSSH2_PATH=c:\libssh2-1.6.0





It is also possible to build with other LDAP SDKs than MS LDAP; currently
it is possible to build with native Win32 OpenLDAP, or with the Novell CLDAP
SDK. If you want to use these you need to set these vars:

set LDAP_SDK=c:\openldap
set USE_LDAP_OPENLDAP=1





or for using the Novell SDK:

set USE_LDAP_NOVELL=1





If you want to enable LDAPS support then set LDAPS=1.




Cygwin

Almost identical to the unix installation. Run the configure script in the
curl source tree root with sh configure. Make sure you have the sh
executable in /bin/ or you’ll see the configure fail toward the end.

Run make




Borland C++ compiler

Ensure that your build environment is properly set up to use the compiler and
associated tools. PATH environment variable must include the path to bin
subdirectory of your compiler installation, eg: c:\Borland\BCC55\bin

It is advisable to set environment variable BCCDIR to the base path of the
compiler installation.

set BCCDIR=c:\Borland\BCC55





In order to build a plain vanilla version of curl and libcurl run the
following command from curl’s root directory:

make borland





To build curl and libcurl with zlib and OpenSSL support set environment
variables ZLIB_PATH and OPENSSL_PATH to the base subdirectories of the
already built zlib and OpenSSL libraries and from curl’s root directory run
command:

make borland-ssl-zlib





libcurl library will be built in ‘lib’ subdirectory while curl tool is built
in ‘src’ subdirectory. In order to use libcurl library it is advisable to
modify compiler’s configuration file bcc32.cfg located in
c:\Borland\BCC55\bin to reflect the location of libraries include paths for
example the ‘-I’ line could result in something like:

-I"c:\Borland\BCC55\include;c:\curl\include;c:\openssl\inc32"





bcc3.cfg -L line could also be modified to reflect the location of of
libcurl library resulting for example:

-L"c:\Borland\BCC55\lib;c:\curl\lib;c:\openssl\out32"





In order to build sample program simple.c from the docs\examples
subdirectory run following command from mentioned subdirectory:

bcc32 simple.c libcurl.lib cw32mt.lib





In order to build sample program simplessl.c an SSL enabled libcurl is
required, as well as the OpenSSL libeay32.lib and ssleay32.lib libraries.




Disabling Specific Protocols in Windows builds

The configure utility, unfortunately, is not available for the Windows
environment, therefore, you cannot use the various disable-protocol options of
the configure utility on this platform.

However, you can use the following defines to disable specific
protocols:


	HTTP_ONLY             disables all protocols except HTTP


	CURL_DISABLE_FTP      disables FTP


	CURL_DISABLE_LDAP     disables LDAP


	CURL_DISABLE_TELNET   disables TELNET


	CURL_DISABLE_DICT     disables DICT


	CURL_DISABLE_FILE     disables FILE


	CURL_DISABLE_TFTP     disables TFTP


	CURL_DISABLE_HTTP     disables HTTP


	CURL_DISABLE_IMAP     disables IMAP


	CURL_DISABLE_POP3     disables POP3


	CURL_DISABLE_SMTP     disables SMTP




If you want to set any of these defines you have the following options:


	Modify lib/config-win32.h


	Modify lib/curl_setup.h


	Modify lib/Makefile.vc6


	Modify the “Preprocessor Definitions” in the libcurl project




Note: The pre-processor settings can be found using the Visual Studio IDE
under “Project -> Settings -> C/C++ -> General” in VC6 and “Project ->
Properties -> Configuration Properties -> C/C++ -> Preprocessor” in later
versions.




Using BSD-style lwIP instead of Winsock TCP/IP stack in Win32 builds

In order to compile libcurl and curl using BSD-style lwIP TCP/IP stack it is
necessary to make definition of preprocessor symbol USE_LWIPSOCK visible to
libcurl and curl compilation processes. To set this definition you have the
following alternatives:


	Modify lib/config-win32.h and src/config-win32.h


	Modify lib/Makefile.vc6


	Modify the “Preprocessor Definitions” in the libcurl project




Note: The pre-processor settings can be found using the Visual Studio IDE
under “Project -> Settings -> C/C++ -> General” in VC6 and “Project ->
Properties -> Configuration Properties -> C/C++ -> Preprocessor” in later
versions.

Once that libcurl has been built with BSD-style lwIP TCP/IP stack support, in
order to use it with your program it is mandatory that your program includes
lwIP header file <lwip/opt.h> (or another lwIP header that includes this)
before including any libcurl header. Your program does not need the
USE_LWIPSOCK preprocessor definition which is for libcurl internals only.

Compilation has been verified with lwIP
1.4.0 [http://download.savannah.gnu.org/releases/lwip/lwip-1.4.0.zip] and
contrib-1.4.0 [http://download.savannah.gnu.org/releases/lwip/contrib-1.4.0.zip].

This BSD-style lwIP TCP/IP stack support must be considered experimental given
that it has been verified that lwIP 1.4.0 still needs some polish, and libcurl
might yet need some additional adjustment, caveat emptor.




Important static libcurl usage note

When building an application that uses the static libcurl library on Windows,
you must add -DCURL_STATICLIB to your CFLAGS.  Otherwise the linker will
look for dynamic import symbols.




Legacy Windows and SSL

WinSSL (specifically SChannel from Windows SSPI), is the native SSL library in
Windows. However, WinSSL in Windows <= XP is unable to connect to servers that
no longer support the legacy handshakes and algorithms used by those
versions. If you will be using curl in one of those earlier versions of
Windows you should choose another SSL backend such as OpenSSL.






Apple iOS and Mac OS X

On modern Apple operating systems, curl can be built to use Apple’s SSL/TLS
implementation, Secure Transport, instead of OpenSSL. To build with Secure
Transport for SSL/TLS, use the configure option --with-darwinssl. (It is not
necessary to use the option --without-ssl.) This feature requires iOS 5.0 or
later, or OS X 10.5 (“Leopard”) or later.

When Secure Transport is in use, the curl options --cacert and --capath
and their libcurl equivalents, will be ignored, because Secure Transport uses
the certificates stored in the Keychain to evaluate whether or not to trust
the server. This, of course, includes the root certificates that ship with the
OS. The --cert and --engine options, and their libcurl equivalents, are
currently unimplemented in curl with Secure Transport.

For OS X users: In OS X 10.8 (“Mountain Lion”), Apple made a major overhaul to
the Secure Transport API that, among other things, added support for the newer
TLS 1.1 and 1.2 protocols. To get curl to support TLS 1.1 and 1.2, you must
build curl on Mountain Lion or later, or by using the equivalent SDK. If you
set the MACOSX_DEPLOYMENT_TARGET environmental variable to an earlier
version of OS X prior to building curl, then curl will use the new Secure
Transport API on Mountain Lion and later, and fall back on the older API when
the same curl binary is executed on older cats. For example, running these
commands in curl’s directory in the shell will build the code such that it
will run on cats as old as OS X 10.6 (“Snow Leopard”) (using bash):

export MACOSX_DEPLOYMENT_TARGET="10.6"
./configure --with-darwinssl
make








Cross compile

Download and unpack the curl package.

‘cd’ to the new directory. (e.g. cd curl-7.12.3)

Set environment variables to point to the cross-compile toolchain and call
configure with any options you need.  Be sure and specify the --host and
--build parameters at configuration time.  The following script is an
example of cross-compiling for the IBM 405GP PowerPC processor using the
toolchain from MonteVista for Hardhat Linux.

#! /bin/sh

export PATH=$PATH:/opt/hardhat/devkit/ppc/405/bin
export CPPFLAGS="-I/opt/hardhat/devkit/ppc/405/target/usr/include"
export AR=ppc_405-ar
export AS=ppc_405-as
export LD=ppc_405-ld
export RANLIB=ppc_405-ranlib
export CC=ppc_405-gcc
export NM=ppc_405-nm

./configure --target=powerpc-hardhat-linux
    --host=powerpc-hardhat-linux
    --build=i586-pc-linux-gnu
    --prefix=/opt/hardhat/devkit/ppc/405/target/usr/local
    --exec-prefix=/usr/local





You may also need to provide a parameter like --with-random=/dev/urandom to
configure as it cannot detect the presence of a random number generating
device for a target system.  The --prefix parameter specifies where curl
will be installed.  If configure completes successfully, do make and make install as usual.

In some cases, you may be able to simplify the above commands to as little as:

./configure --host=ARCH-OS








REDUCING SIZE

There are a number of configure options that can be used to reduce the size of
libcurl for embedded applications where binary size is an important factor.
First, be sure to set the CFLAGS variable when configuring with any relevant
compiler optimization flags to reduce the size of the binary.  For gcc, this
would mean at minimum the -Os option, and potentially the -march=X,
-mdynamic-no-pic and -flto options as well, e.g.

./configure CFLAGS='-Os' LDFLAGS='-Wl,-Bsymbolic'...





Note that newer compilers often produce smaller code than older versions
due to improved optimization.

Be sure to specify as many --disable- and --without- flags on the
configure command-line as you can to disable all the libcurl features that you
know your application is not going to need.  Besides specifying the
--disable-PROTOCOL flags for all the types of URLs your application will not
use, here are some other flags that can reduce the size of the library:


	--disable-ares (disables support for the C-ARES DNS library)


	--disable-cookies (disables support for HTTP cookies)


	--disable-crypto-auth (disables HTTP cryptographic authentication)


	--disable-ipv6 (disables support for IPv6)


	--disable-manual (disables support for the built-in documentation)


	--disable-proxy (disables support for HTTP and SOCKS proxies)


	--disable-unix-sockets (disables support for UNIX sockets)


	--disable-verbose (eliminates debugging strings and error code strings)


	--disable-versioned-symbols (disables support for versioned symbols)


	--enable-hidden-symbols (eliminates unneeded symbols in the shared library)


	--without-libidn (disables support for the libidn DNS library)


	--without-librtmp (disables support for RTMP)


	--without-ssl (disables support for SSL/TLS)


	--without-zlib (disables support for on-the-fly decompression)




The GNU compiler and linker have a number of options that can reduce the
size of the libcurl dynamic libraries on some platforms even further.
Specify them by providing appropriate CFLAGS and LDFLAGS variables on the
configure command-line, e.g.

CFLAGS="-Os -ffunction-sections -fdata-sections
        -fno-unwind-tables -fno-asynchronous-unwind-tables -flto"
LDFLAGS="-Wl,-s -Wl,-Bsymbolic -Wl,--gc-sections"





Be sure also to strip debugging symbols from your binaries after compiling
using ‘strip’ (or the appropriate variant if cross-compiling).  If space is
really tight, you may be able to remove some unneeded sections of the shared
library using the -R option to objcopy (e.g. the .comment section).

Using these techniques it is possible to create a basic HTTP-only shared
libcurl library for i386 Linux platforms that is only 113 KiB in size, and an
FTP-only library that is 113 KiB in size (as of libcurl version 7.50.3, using
gcc 5.4.0).

You may find that statically linking libcurl to your application will result
in a lower total size than dynamically linking.

Note that the curl test harness can detect the use of some, but not all, of
the --disable statements suggested above. Use will cause tests relying on
those features to fail.  The test harness can be manually forced to skip the
relevant tests by specifying certain key words on the runtests.pl command
line.  Following is a list of appropriate key words:


	--disable-cookies          !cookies


	--disable-manual           !–manual


	--disable-proxy            !HTTP\ proxy !proxytunnel !SOCKS4 !SOCKS5







PORTS

This is a probably incomplete list of known hardware and operating systems
that curl has been compiled for. If you know a system curl compiles and
runs on, that isn’t listed, please let us know!


	Alpha DEC OSF 4


	Alpha Digital UNIX v3.2


	Alpha FreeBSD 4.1, 4.5


	Alpha Linux 2.2, 2.4


	Alpha NetBSD 1.5.2


	Alpha OpenBSD 3.0


	Alpha OpenVMS V7.1-1H2


	Alpha Tru64 v5.0 5.1


	AVR32 Linux


	ARM Android 1.5, 2.1, 2.3, 3.2, 4.x


	ARM INTEGRITY


	ARM iOS


	Cell Linux


	Cell Cell OS


	HP-PA HP-UX 9.X 10.X 11.X


	HP-PA Linux


	HP3000 MPE/iX


	MicroBlaze uClinux


	MIPS IRIX 6.2, 6.5


	MIPS Linux


	OS/400


	Pocket PC/Win CE 3.0


	Power AIX 3.2.5, 4.2, 4.3.1, 4.3.2, 5.1, 5.2


	PowerPC Darwin 1.0


	PowerPC INTEGRITY


	PowerPC Linux


	PowerPC Mac OS 9


	PowerPC Mac OS X


	SH4 Linux 2.6.X


	SH4 OS21


	SINIX-Z v5


	Sparc Linux


	Sparc Solaris 2.4, 2.5, 2.5.1, 2.6, 7, 8, 9, 10


	Sparc SunOS 4.1.X


	StrongARM (and other ARM) RISC OS 3.1, 4.02


	StrongARM/ARM7/ARM9 Linux 2.4, 2.6


	StrongARM NetBSD 1.4.1


	Symbian OS (P.I.P.S.) 9.x


	TPF


	Ultrix 4.3a


	UNICOS 9.0


	i386 BeOS


	i386 DOS


	i386 eCos 1.3.1


	i386 Esix 4.1


	i386 FreeBSD


	i386 HURD


	i386 Haiku OS


	i386 Linux 1.3, 2.0, 2.2, 2.3, 2.4, 2.6


	i386 Mac OS X


	i386 MINIX 3.1


	i386 NetBSD


	i386 Novell NetWare


	i386 OS/2


	i386 OpenBSD


	i386 QNX 6


	i386 SCO unix


	i386 Solaris 2.7


	i386 Windows 95, 98, ME, NT, 2000, XP, 2003


	i486 ncr-sysv4.3.03 (NCR MP-RAS)


	ia64 Linux 2.3.99


	m68k AmigaOS 3


	m68k Linux


	m68k uClinux


	m68k OpenBSD


	m88k dg-dgux5.4R3.00


	s390 Linux


	x86_64 Linux


	XScale/PXA250 Linux 2.4


	Nios II uClinux
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[bookmark: intro]
Intro
=====

This project is split in two. The library and the client. The client part
uses the library, but the library is designed to allow other applications to
use it.

The largest amount of code and complexity is in the library part.

[bookmark: git]
git
===

All changes to the sources are committed to the git repository as soon as
they’re somewhat verified to work. Changes shall be committed as independently
as possible so that individual changes can be easier spotted and tracked
afterwards.

Tagging shall be used extensively, and by the time we release new archives we
should tag the sources with a name similar to the released version number.

[bookmark: Portability]
Portability
===========

We write curl and libcurl to compile with C89 compilers.  On 32bit and up
machines. Most of libcurl assumes more or less POSIX compliance but that’s
not a requirement.

We write libcurl to build and work with lots of third party tools, and we
want it to remain functional and buildable with these and later versions
(older versions may still work but is not what we work hard to maintain):


Dependencies


	OpenSSL      0.9.7


	GnuTLS       1.2


	zlib         1.1.4


	libssh2      0.16


	c-ares       1.6.0


	libidn       0.4.1


	cyassl       2.0.0


	openldap     2.0


	MIT Kerberos 1.2.4


	GSKit        V5R3M0


	NSS          3.14.x


	axTLS        1.2.7


	PolarSSL     1.3.0


	Heimdal      ?


	nghttp2      1.0.0







Operating Systems

On systems where configure runs, we aim at working on them all - if they have
a suitable C compiler. On systems that don’t run configure, we strive to keep
curl running fine on:


	Windows      98


	AS/400       V5R3M0


	Symbian      9.1


	Windows CE   ?


	TPF          ?







Build tools

When writing code (mostly for generating stuff included in release tarballs)
we use a few “build tools” and we make sure that we remain functional with
these versions:


	GNU Libtool  1.4.2


	GNU Autoconf 2.57


	GNU Automake 1.7


	GNU M4       1.4


	perl         5.004


	roffit       0.5


	groff        ? (any version that supports “groff -Tps -man [in] [out]”)


	ps2pdf (gs)  ?




[bookmark: winvsunix]
Windows vs Unix
===============

There are a few differences in how to program curl the unix way compared to
the Windows way. The four perhaps most notable details are:


	Different function names for socket operations.




In curl, this is solved with defines and macros, so that the source looks
the same at all places except for the header file that defines them. The
macros in use are sclose(), sread() and swrite().


	Windows requires a couple of init calls for the socket stuff.




That’s taken care of by the curl_global_init() call, but if other libs
also do it etc there might be reasons for applications to alter that
behaviour.


	The file descriptors for network communication and file operations are
not easily interchangeable as in unix.




We avoid this by not trying any funny tricks on file descriptors.


	When writing data to stdout, Windows makes end-of-lines the DOS way, thus
destroying binary data, although you do want that conversion if it is
text coming through… (sigh)




We set stdout to binary under windows

Inside the source code, We make an effort to avoid #ifdef [Your OS]. All
conditionals that deal with features should instead be in the format
#ifdef HAVE_THAT_WEIRD_FUNCTION. Since Windows can’t run configure scripts,
we maintain a curl_config-win32.h file in lib directory that is supposed to
look exactly as a curl_config.h file would have looked like on a Windows
machine!

Generally speaking: always remember that this will be compiled on dozens of
operating systems. Don’t walk on the edge.

[bookmark: Library]
Library
=======

(See Structs in libcurl for the separate section describing all
major internal structs and their purposes.)

There are plenty of entry points to the library, namely each publicly defined
function that libcurl offers to applications. All of those functions are
rather small and easy-to-follow. All the ones prefixed with curl_easy are
put in the lib/easy.c file.

curl_global_init() and curl_global_cleanup() should be called by the
application to initialize and clean up global stuff in the library. As of
today, it can handle the global SSL initing if SSL is enabled and it can init
the socket layer on windows machines. libcurl itself has no “global” scope.

All printf()-style functions use the supplied clones in lib/mprintf.c. This
makes sure we stay absolutely platform independent.

 curl_easy_init() [https://curl.haxx.se/libcurl/c/curl_easy_init.html] allocates an internal struct and makes some
initializations.  The returned handle does not reveal internals. This is the
Curl_easy struct which works as an “anchor” struct for all curl_easy
functions. All connections performed will get connect-specific data allocated
that should be used for things related to particular connections/requests.

curl_easy_setopt() [https://curl.haxx.se/libcurl/c/curl_easy_setopt.html] takes three arguments, where the option stuff must
be passed in pairs: the parameter-ID and the parameter-value. The list of
options is documented in the man page. This function mainly sets things in
the Curl_easy struct.

curl_easy_perform() is just a wrapper function that makes use of the multi
API.  It basically calls curl_multi_init(), curl_multi_add_handle(),
curl_multi_wait(), and curl_multi_perform() until the transfer is done
and then returns.

Some of the most important key functions in url.c are called from multi.c
when certain key steps are to be made in the transfer operation.

[bookmark: Curl_connect]
Curl_connect()



Analyzes the URL, it separates the different components and connects to the
remote host. This may involve using a proxy and/or using SSL. The
Curl_resolv() function in lib/hostip.c is used for looking up host names
(it does then use the proper underlying method, which may vary between
platforms and builds).

When Curl_connect is done, we are connected to the remote site. Then it
is time to tell the server to get a document/file. Curl_do() arranges
this.

This function makes sure there’s an allocated and initiated ‘connectdata’
struct that is used for this particular connection only (although there may
be several requests performed on the same connect). A bunch of things are
inited/inherited from the Curl_easy struct.

[bookmark: Curl_do]
Curl_do()



Curl_do() makes sure the proper protocol-specific function is called. The
functions are named after the protocols they handle.

The protocol-specific functions of course deal with protocol-specific
negotiations and setup. They have access to the Curl_sendf() (from
lib/sendf.c) function to send printf-style formatted data to the remote
host and when they’re ready to make the actual file transfer they call the
Curl_Transfer() function (in lib/transfer.c) to setup the transfer and
returns.

If this DO function fails and the connection is being re-used, libcurl will
then close this connection, setup a new connection and re-issue the DO
request on that. This is because there is no way to be perfectly sure that
we have discovered a dead connection before the DO function and thus we
might wrongly be re-using a connection that was closed by the remote peer.

Some time during the DO function, the Curl_setup_transfer() function must
be called with some basic info about the upcoming transfer: what socket(s)
to read/write and the expected file transfer sizes (if known).

[bookmark: Curl_readwrite]
Curl_readwrite()



Called during the transfer of the actual protocol payload.

During transfer, the progress functions in lib/progress.c are called at a
frequent interval (or at the user’s choice, a specified callback might get
called). The speedcheck functions in lib/speedcheck.c are also used to
verify that the transfer is as fast as required.

[bookmark: Curl_done]
Curl_done()



Called after a transfer is done. This function takes care of everything
that has to be done after a transfer. This function attempts to leave
matters in a state so that Curl_do() should be possible to call again on
the same connection (in a persistent connection case). It might also soon
be closed with Curl_disconnect().

[bookmark: Curl_disconnect]
Curl_disconnect()



When doing normal connections and transfers, no one ever tries to close any
connections so this is not normally called when curl_easy_perform() is
used. This function is only used when we are certain that no more transfers
is going to be made on the connection. It can be also closed by force, or
it can be called to make sure that libcurl doesn’t keep too many
connections alive at the same time.

This function cleans up all resources that are associated with a single
connection.

[bookmark: http]
HTTP(S)
=======

HTTP offers a lot and is the protocol in curl that uses the most lines of
code. There is a special file (lib/formdata.c) that offers all the multipart
post functions.

base64-functions for user+password stuff (and more) is in (lib/base64.c) and
all functions for parsing and sending cookies are found in (lib/cookie.c).

HTTPS uses in almost every means the same procedure as HTTP, with only two
exceptions: the connect procedure is different and the function used to read
or write from the socket is different, although the latter fact is hidden in
the source by the use of Curl_read() for reading and Curl_write() for
writing data to the remote server.

http_chunks.c contains functions that understands HTTP 1.1 chunked transfer
encoding.

An interesting detail with the HTTP(S) request, is the Curl_add_buffer()
series of functions we use. They append data to one single buffer, and when
the building is done the entire request is sent off in one single write. This
is done this way to overcome problems with flawed firewalls and lame servers.

[bookmark: ftp]
FTP
===

The Curl_if2ip() function can be used for getting the IP number of a
specified network interface, and it resides in lib/if2ip.c.

Curl_ftpsendf() is used for sending FTP commands to the remote server. It
was made a separate function to prevent us programmers from forgetting that
they must be CRLF terminated. They must also be sent in one single write() to
make firewalls and similar happy.

[bookmark: kerberos]
Kerberos



Kerberos support is mainly in lib/krb5.c and lib/security.c but also
curl_sasl_sspi.c and curl_sasl_gssapi.c for the email protocols and
socks_gssapi.c and socks_sspi.c for SOCKS5 proxy specifics.

[bookmark: telnet]
TELNET
======

Telnet is implemented in lib/telnet.c.

[bookmark: file]
FILE
====

The file:// protocol is dealt with in lib/file.c.

[bookmark: smb]
SMB
===

The smb:// protocol is dealt with in lib/smb.c.

[bookmark: ldap]
LDAP
====

Everything LDAP is in lib/ldap.c and lib/openldap.c

[bookmark: email]
E-mail
======

The e-mail related source code is in lib/imap.c, lib/pop3.c and lib/smtp.c.

[bookmark: general]
General
=======

URL encoding and decoding, called escaping and unescaping in the source code,
is found in lib/escape.c.

While transferring data in Transfer() a few functions might get used.
curl_getdate() in lib/parsedate.c is for HTTP date comparisons (and more).

lib/getenv.c offers curl_getenv() which is for reading environment
variables in a neat platform independent way. That’s used in the client, but
also in lib/url.c when checking the proxy environment variables. Note that
contrary to the normal unix getenv(), this returns an allocated buffer that
must be free()ed after use.

lib/netrc.c holds the .netrc parser

lib/timeval.c features replacement functions for systems that don’t have
gettimeofday() and a few support functions for timeval conversions.

A function named curl_version() that returns the full curl version string
is found in lib/version.c.

[bookmark: persistent]
Persistent Connections
======================

The persistent connection support in libcurl requires some considerations on
how to do things inside of the library.


	The Curl_easy struct returned in the curl_easy_init() [https://curl.haxx.se/libcurl/c/curl_easy_init.html] call
must never hold connection-oriented data. It is meant to hold the root data
as well as all the options etc that the library-user may choose.


	The Curl_easy struct holds the “connection cache” (an array of
pointers to ‘connectdata’ structs).


	This enables the ‘curl handle’ to be reused on subsequent transfers.


	When libcurl is told to perform a transfer, it first checks for an already
existing connection in the cache that we can use. Otherwise it creates a
new one and adds that the cache. If the cache is full already when a new
connection is added added, it will first close the oldest unused one.


	When the transfer operation is complete, the connection is left
open. Particular options may tell libcurl not to, and protocols may signal
closure on connections and then they won’t be kept open of course.


	When curl_easy_cleanup() is called, we close all still opened connections,
unless of course the multi interface “owns” the connections.




The curl handle must be re-used in order for the persistent connections to
work.

[bookmark: multi]
multi interface/non-blocking
============================

The multi interface is a non-blocking interface to the library. To make that
interface work as good as possible, no low-level functions within libcurl
must be written to work in a blocking manner. (There are still a few spots
violating this rule.)

One of the primary reasons we introduced c-ares support was to allow the name
resolve phase to be perfectly non-blocking as well.

The FTP and the SFTP/SCP protocols are examples of how we adapt and adjust
the code to allow non-blocking operations even on multi-stage command-
response protocols. They are built around state machines that return when
they would otherwise block waiting for data.  The DICT, LDAP and TELNET
protocols are crappy examples and they are subject for rewrite in the future
to better fit the libcurl protocol family.

[bookmark: ssl]
SSL libraries
=============

Originally libcurl supported SSLeay for SSL/TLS transports, but that was then
extended to its successor OpenSSL but has since also been extended to several
other SSL/TLS libraries and we expect and hope to further extend the support
in future libcurl versions.

To deal with this internally in the best way possible, we have a generic SSL
function API as provided by the vtls/vtls.[ch] system, and they are the only
SSL functions we must use from within libcurl. vtls is then crafted to use
the appropriate lower-level function calls to whatever SSL library that is in
use. For example vtls/openssl.[ch] for the OpenSSL library.

[bookmark: symbols]
Library Symbols
===============

All symbols used internally in libcurl must use a Curl_ prefix if they’re
used in more than a single file. Single-file symbols must be made static.
Public (“exported”) symbols must use a curl_ prefix. (There are exceptions,
but they are to be changed to follow this pattern in future versions.) Public
API functions are marked with CURL_EXTERN in the public header files so
that all others can be hidden on platforms where this is possible.

[bookmark: returncodes]
Return Codes and Informationals
===============================

I’ve made things simple. Almost every function in libcurl returns a CURLcode,
that must be CURLE_OK if everything is OK or otherwise a suitable error
code as the curl/curl.h include file defines. The very spot that detects an
error must use the Curl_failf() function to set the human-readable error
description.

In aiding the user to understand what’s happening and to debug curl usage, we
must supply a fair amount of informational messages by using the
Curl_infof() function. Those messages are only displayed when the user
explicitly asks for them. They are best used when revealing information that
isn’t otherwise obvious.

[bookmark: abi]
API/ABI
=======

We make an effort to not export or show internals or how internals work, as
that makes it easier to keep a solid API/ABI over time. See docs/libcurl/ABI
for our promise to users.

[bookmark: client]
Client
======

main() resides in src/tool_main.c.

src/tool_hugehelp.c is automatically generated by the mkhelp.pl perl script
to display the complete “manual” and the src/tool_urlglob.c file holds the
functions used for the URL-“globbing” support. Globbing in the sense that the
{} and [] expansion stuff is there.

The client mostly messes around to setup its ‘config’ struct properly, then
it calls the curl_easy_*() functions of the library and when it gets back
control after the curl_easy_perform() it cleans up the library, checks
status and exits.

When the operation is done, the ourWriteOut() function in src/writeout.c may
be called to report about the operation. That function is using the
curl_easy_getinfo() function to extract useful information from the curl
session.

It may loop and do all this several times if many URLs were specified on the
command line or config file.

[bookmark: memorydebug]
Memory Debugging
================

The file lib/memdebug.c contains debug-versions of a few functions. Functions
such as malloc, free, fopen, fclose, etc that somehow deal with resources
that might give us problems if we “leak” them. The functions in the memdebug
system do nothing fancy, they do their normal function and then log
information about what they just did. The logged data can then be analyzed
after a complete session,

memanalyze.pl is the perl script present in tests/ that analyzes a log file
generated by the memory tracking system. It detects if resources are
allocated but never freed and other kinds of errors related to resource
management.

Internally, definition of preprocessor symbol DEBUGBUILD restricts code which
is only compiled for debug enabled builds. And symbol CURLDEBUG is used to
differentiate code which is only used for memory tracking/debugging.

Use -DCURLDEBUG when compiling to enable memory debugging, this is also
switched on by running configure with –enable-curldebug. Use -DDEBUGBUILD
when compiling to enable a debug build or run configure with –enable-debug.

curl –version will list ‘Debug’ feature for debug enabled builds, and
will list ‘TrackMemory’ feature for curl debug memory tracking capable
builds. These features are independent and can be controlled when running
the configure script. When –enable-debug is given both features will be
enabled, unless some restriction prevents memory tracking from being used.

[bookmark: test]
Test Suite
==========

The test suite is placed in its own subdirectory directly off the root in the
curl archive tree, and it contains a bunch of scripts and a lot of test case
data.

The main test script is runtests.pl that will invoke test servers like
httpserver.pl and ftpserver.pl before all the test cases are performed. The
test suite currently only runs on unix-like platforms.

You’ll find a description of the test suite in the tests/README file, and the
test case data files in the tests/FILEFORMAT file.

The test suite automatically detects if curl was built with the memory
debugging enabled, and if it was it will detect memory leaks, too.

[bookmark: asyncdns]
Asynchronous name resolves
==========================

libcurl can be built to do name resolves asynchronously, using either the
normal resolver in a threaded manner or by using c-ares.

[bookmark: cares]
c-ares [http://c-ares.haxx.se/]




Build libcurl to use a c-ares


	./configure –enable-ares=/path/to/ares/install


	make







c-ares on win32

First I compiled c-ares. I changed the default C runtime library to be the
single-threaded rather than the multi-threaded (this seems to be required to
prevent linking errors later on). Then I simply build the areslib project
(the other projects adig/ahost seem to fail under MSVC).

Next was libcurl. I opened lib/config-win32.h and I added a:
#define USE_ARES 1

Next thing I did was I added the path for the ares includes to the include
path, and the libares.lib to the libraries.

Lastly, I also changed libcurl to be single-threaded rather than
multi-threaded, again this was to prevent some duplicate symbol errors. I’m
not sure why I needed to change everything to single-threaded, but when I
didn’t I got redefinition errors for several CRT functions (malloc, stricmp,
etc.)

[bookmark: curl_off_t]
curl_off_t
==========

curl_off_t is a data type provided by the external libcurl include
headers. It is the type meant to be used for the curl_easy_setopt() [https://curl.haxx.se/libcurl/c/curl_easy_setopt.html]
options that end with LARGE. The type is 64bit large on most modern
platforms.








curlx

The libcurl source code offers a few functions by source only. They are not
part of the official libcurl API, but the source files might be useful for
others so apps can optionally compile/build with these sources to gain
additional functions.

We provide them through a single header file for easy access for apps:
“curlx.h”


curlx_strtoofft()

A macro that converts a string containing a number to a curl_off_t number.
This might use the curlx_strtoll() function which is provided as source
code in strtoofft.c. Note that the function is only provided if no
strtoll() (or equivalent) function exist on your platform. If curl_off_t
is only a 32 bit number on your platform, this macro uses strtol().




curlx_tvnow()

returns a struct timeval for the current time.




curlx_tvdiff()

returns the difference between two timeval structs, in number of
milliseconds.




curlx_tvdiff_secs()

returns the same as curlx_tvdiff but with full usec resolution (as a
double)




Future

Several functions will be removed from the public curl_ name space in a
future libcurl release. They will then only become available as curlx_
functions instead. To make the transition easier, we already today provide
these functions with the curlx_ prefix to allow sources to get built
properly with the new function names. The functions this concerns are:


	curlx_getenv


	curlx_strequal


	curlx_strnequal


	curlx_mvsnprintf


	curlx_msnprintf


	curlx_maprintf


	curlx_mvaprintf


	curlx_msprintf


	curlx_mprintf


	curlx_mfprintf


	curlx_mvsprintf


	curlx_mvprintf


	curlx_mvfprintf




[bookmark: contentencoding]
Content Encoding
================




About content encodings

HTTP/1.1 [https://tools.ietf.org/html/rfc7230] specifies that a client may request that a server encode its
response. This is usually used to compress a response using one of a set of
commonly available compression techniques. These schemes are ‘deflate’ (the
zlib algorithm), ‘gzip’ and ‘compress’. A client requests that the sever
perform an encoding by including an Accept-Encoding header in the request
document. The value of the header should be one of the recognized tokens
‘deflate’, … (there’s a way to register new schemes/tokens, see sec 3.5 of
the spec). A server MAY honor the client’s encoding request. When a response
is encoded, the server includes a Content-Encoding header in the
response. The value of the Content-Encoding header indicates which scheme was
used to encode the data.

A client may tell a server that it can understand several different encoding
schemes. In this case the server may choose any one of those and use it to
encode the response (indicating which one using the Content-Encoding header).
It’s also possible for a client to attach priorities to different schemes so
that the server knows which it prefers. See sec 14.3 of RFC 2616 for more
information on the Accept-Encoding header.




Supported content encodings

The ‘deflate’ and ‘gzip’ content encoding are supported by libcurl. Both
regular and chunked transfers work fine.  The zlib library is required for
this feature.




The libcurl interface

To cause libcurl to request a content encoding use:

curl_easy_setopt [https://curl.haxx.se/libcurl/c/curl_easy_setopt.html](curl, CURLOPT_ACCEPT_ENCODING [https://curl.haxx.se/libcurl/c/CURLOPT_ACCEPT_ENCODING.html], string)

where string is the intended value of the Accept-Encoding header.

Currently, libcurl only understands how to process responses that use the
“deflate” or “gzip” Content-Encoding, so the only values for
CURLOPT_ACCEPT_ENCODING [https://curl.haxx.se/libcurl/c/CURLOPT_ACCEPT_ENCODING.html] that will work (besides “identity,” which does
nothing) are “deflate” and “gzip” If a response is encoded using the
“compress” or methods, libcurl will return an error indicating that the
response could not be decoded.  If  is NULL no Accept-Encoding header
is generated.  If  is a zero-length string, then an Accept-Encoding
header containing all supported encodings will be generated.
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License Mixing

libcurl can be built to use a fair amount of various third party libraries,
libraries that are written and provided by other parties that are distributed
using their own licenses. Even libcurl itself contains code that may cause
problems to some. This document attempts to describe what licenses libcurl and
the other libraries use and what possible dilemmas linking and mixing them all
can lead to for end users.

I am not a lawyer and this is not legal advice!

One common dilemma is that GPL [https://www.gnu.org/licenses/gpl.html]
licensed code is not allowed to be linked with code licensed under the
Original BSD license [https://spdx.org/licenses/BSD-4-Clause.html] (with the
announcement clause). You may still build your own copies that use them all,
but distributing them as binaries would be to violate the GPL license - unless
you accompany your license with an
exception [https://www.gnu.org/licenses/gpl-faq.html#GPLIncompatibleLibs]. This
particular problem was addressed when the Modified BSD
license [https://opensource.org/licenses/BSD-3-Clause] was created, which does
not have the announcement clause that collides with GPL.


libcurl

Uses an MIT style license [https://curl.haxx.se/docs/copyright.html] that is
very liberal.




OpenSSL

(May be used for SSL/TLS support) Uses an Original BSD-style license with an
announcement clause that makes it “incompatible” with GPL. You are not
allowed to ship binaries that link with OpenSSL that includes GPL code
(unless that specific GPL code includes an exception for OpenSSL - a habit
that is growing more and more common). If OpenSSL’s licensing is a problem
for you, consider using another TLS library.




GnuTLS

(May be used for SSL/TLS support) Uses the
LGPL [https://www.gnu.org/licenses/lgpl.html] license. If this is a problem
for you, consider using another TLS library. Also note that GnuTLS itself
depends on and uses other libs (libgcrypt and libgpg-error) and they too are
LGPL- or GPL-licensed.




WolfSSL

(May be used for SSL/TLS support) Uses the GPL license or a proprietary
license. If this is a problem for you, consider using another TLS library.




NSS

(May be used for SSL/TLS support) Is covered by the
MPL [https://www.mozilla.org/MPL/] license, the GPL license and the LGPL
license. You may choose to license the code under MPL terms, GPL terms, or
LGPL terms. These licenses grant you different permissions and impose
different obligations. You should select the license that best meets your
needs.




axTLS

(May be used for SSL/TLS support) Uses a Modified BSD-style license.




mbedTLS

(May be used for SSL/TLS support) Uses the Apache 2.0
license [https://opensource.org/licenses/Apache-2.0] or the GPL license.
You may choose to license the code under Apache 2.0 terms or GPL terms.
These licenses grant you different permissions and impose different
obligations. You should select the license that best meets your needs.




BoringSSL

(May be used for SSL/TLS support) As an OpenSSL fork, it has the same
license as that.




libressl

(May be used for SSL/TLS support) As an OpenSSL fork, it has the same
license as that.




c-ares

(Used for asynchronous name resolves) Uses an MIT license that is very
liberal and imposes no restrictions on any other library or part you may link
with.




zlib

(Used for compressed Transfer-Encoding support) Uses an MIT-style license
that shouldn’t collide with any other library.




MIT Kerberos

(May be used for GSS support) MIT licensed, that shouldn’t collide with any
other parts.




Heimdal

(May be used for GSS support) Heimdal is Original BSD licensed with the
announcement clause.




GNU GSS

(May be used for GSS support) GNU GSS is GPL licensed. Note that you may not
distribute binary curl packages that uses this if you build curl to also link
and use any Original BSD licensed libraries!




libidn

(Used for IDNA support) Uses the GNU Lesser General Public License [3]. LGPL
is a variation of GPL with slightly less aggressive “copyleft”. This license
requires more requirements to be met when distributing binaries, see the
license for details. Also note that if you distribute a binary that includes
this library, you must also include the full LGPL license text. Please
properly point out what parts of the distributed package that the license
addresses.




OpenLDAP

(Used for LDAP support) Uses a Modified BSD-style license. Since libcurl uses
OpenLDAP as a shared library only, I have not heard of anyone that ships
OpenLDAP linked with libcurl in an app.




libssh2

(Used for scp and sftp support) libssh2 uses a Modified BSD-style license.







          

      

      

    

  

  
    
    Documentation
    

    
 
  

    
      
          
            
  [image: curl logo]


Documentation

You’ll find a mix of various documentation in this directory and
subdirectories, using several different formats. Some of them are not ideally
for reading directly in your browser.

If you rather see the rendered version of the documentation, check out the
curl web site’s documentation section [https://curl.haxx.se/docs/] for
general curl stuff or the libcurl section [https://curl.haxx.se/libcurl/] for
libcurl related documentation.
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curl the next few years - perhaps

Roadmap of things Daniel Stenberg and Steve Holme want to work on next. It is
intended to serve as a guideline for others for information, feedback and
possible participation.


HTTP/2

Improve performance. Measurements and tests have shown that in several cases
doing transfers over HTTP/2 can be notably slower than the same transfer done
over HTTP/1. Some of that difference can be attributed the inefficient window
size handling currently in use but there are probably more to be learned and
worked on to optimize this.




QUIC

The standardization process of QUIC has been taken to the IETF and can be
followed on the IETF QUIC Mailing
list [https://www.ietf.org/mailman/listinfo/quic]. I’d like us to get on the
bandwagon. Ideally, this would be done with a separate library/project to
handle the binary/framing layer in a similar fashion to how HTTP/2 is
implemented. This, to allow other projects to benefit from the work and to
thus broaden the interest and chance of others to participate.




TLS 1.3

The new version of the TLS protocol is in the pipeline and will soon start to
get used out in the wild. It offers some new interesting features and will
need the TLS libraries to adapt and quite likely provide additional or
modified APIs. libcurl needs to adapt accordingly.




HTTP cookies

Two cookie drafts have been adopted by the httpwg in IETF and we should
support them as the popular browsers will as well:

Deprecate modification of ‘secure’ cookies from non-secure
origins [https://tools.ietf.org/html/draft-ietf-httpbis-cookie-alone-00]

Cookie Prefixes [https://tools.ietf.org/html/draft-ietf-httpbis-cookie-prefixes-00]

Firefox bug report about secure cookies [https://bugzilla.mozilla.org/show_bug.cgi?id=976073]




SRV records

How to find services for specific domains/hosts.




HTTPS to proxy

To avoid network traffic to/from the proxy getting snooped on. There’s a git
branch in the public git repository for this that we need to make sure works
for all TLS backends and then merge!




curl_formadd()

make sure there’s an easy handle passed in to curl_formadd(),
curl_formget() and curl_formfree() by adding replacement functions and
deprecating the old ones to allow custom mallocs and more




Third-party SASL

Add support for third-party SASL libraries such as Cyrus SASL.




SASL authentication in LDAP

…




Simplify the SMTP email

Simplify the SMTP email interface so that programmers don’t have to
construct the body of an email that contains all the headers, alternative
content, images and attachments - maintain raw interface so that
programmers that want to do this can




email capabilities

Allow the email protocols to return the capabilities before
authenticating. This will allow an application to decide on the best
authentication mechanism




Win32 pthreads

Allow Windows threading model to be replaced by Win32 pthreads port




dynamic buffer size

Implement a dynamic buffer size to allow SFTP to use much larger buffers and
possibly allow the size to be customizable by applications. Use less memory
when handles are not in use?




New stuff - curl


	Embed a language interpreter (lua?). For that middle ground where curl
isn’t enough and a libcurl binding feels “too much”. Build-time conditional
of course.


	Simplify the SMTP command line so that the headers and multi-part content
don’t have to be constructed before calling curl







Improve


	build for windows (considered hard by many users)


	curl -h output (considered overwhelming to users)


	we have > 170 command line options, is there a way to redo things to
simplify or improve the situation as we are likely to keep adding
features/options in the future too


	docs (considered “bad” by users but how do we make it better?)





	split up curl.1





	authentication framework (consider merging HTTP and SASL authentication to
give one API for protocols to call)


	Perform some of the clean up from the TODO document, removing old
definitions and such like that are currently earmarked to be removed years
ago







Remove


	makefile.vc files as there is no point in maintaining two sets of Windows
makefiles. Note: These are currently being used by the Windows autobuilds
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curl security for developers

This document is intended to provide guidance to curl developers on how
security vulnerabilities should be handled.


Publishing Information

All known and public curl or libcurl related vulnerabilities are listed on
the curl web site security page [https://curl.haxx.se/docs/security.html].

Security vulnerabilities should not be entered in the project’s public bug
tracker unless the necessary configuration is in place to limit access to the
issue to only the reporter and the project’s security team.




Vulnerability Handling

The typical process for handling a new security vulnerability is as follows.

No information should be made public about a vulnerability until it is
formally announced at the end of this process. That means, for example that a
bug tracker entry must NOT be created to track the issue since that will make
the issue public and it should not be discussed on any of the project’s public
mailing lists. Also messages associated with any commits should not make
any reference to the security nature of the commit if done prior to the public
announcement.


	The person discovering the issue, the reporter, reports the vulnerability
privately to curl-security@haxx.se. That’s an email alias that reaches a
handful of selected and trusted people.


	Messages that do not relate to the reporting or managing of an undisclosed
security vulnerability in curl or libcurl are ignored and no further action
is required.


	A person in the security team sends an e-mail to the original reporter to
acknowledge the report.


	The security team investigates the report and either rejects it or accepts
it.


	If the report is rejected, the team writes to the reporter to explain why.


	If the report is accepted, the team writes to the reporter to let him/her
know it is accepted and that they are working on a fix.


	The security team discusses the problem, works out a fix, considers the
impact of the problem and suggests a release schedule. This discussion
should involve the reporter as much as possible.


	The release of the information should be “as soon as possible” and is most
often synced with an upcoming release that contains the fix. If the
reporter, or anyone else, thinks the next planned release is too far away
then a separate earlier release for security reasons should be considered.


	Write a security advisory draft about the problem that explains what the
problem is, its impact, which versions it affects, solutions or
workarounds, when the release is out and make sure to credit all
contributors properly.


	Request a CVE number from
distros@openwall [http://oss-security.openwall.org/wiki/mailing-lists/distros]
when also informing and preparing them for the upcoming public security
vulnerability announcement - attach the advisory draft for information. Note
that ‘distros’ won’t accept an embargo longer than 19 days and they do not
care for Windows-specific flaws. For windows-specific flaws, request CVE
directly from MITRE.


	Update the “security advisory” with the CVE number.


	The security team commits the fix in a private branch. The commit message
should ideally contain the CVE number. This fix is usually also distributed
to the ‘distros’ mailing list to allow them to use the fix prior to the
public announcement.


	No more than 48 hours before the release, the private branch is merged into
the master branch and pushed. Once pushed, the information is accessible to
the public and the actual release should follow suit immediately afterwards.
The time between the push and the release is used for final tests and
reviews.


	The project team creates a release that includes the fix.


	The project team announces the release and the vulnerability to the world in
the same manner we always announce releases. It gets sent to the
curl-announce, curl-library and curl-users mailing lists.


	The security web page on the web site should get the new vulnerability
mentioned.







Pre-notification

If you think you are or should be eligible for a pre-notification about
upcoming security announcements for curl, we urge OS distros and similar
vendors to primarily join the distros@openwall list as that is one of the
purposes of that list - and not just for curl of course.

If you are not a distro or otherwise not suitable for distros@openwall and yet
want pre-notifications from us, contact the curl security team with a detailed
and clear explanation why this is the case.




curl-security (at haxx dot se)

Who is on this list? There are a couple of criteria you must meet, and then we
might ask you to join the list or you can ask to join it. It really isn’t very
formal. We basically only require that you have a long-term presence in the
curl project and you have shown an understanding for the project and its way
of working. You must’ve been around for a good while and you should have no
plans in vanishing in the near future.

We do not make the list of participants public mostly because it tends to vary
somewhat over time and a list somewhere will only risk getting outdated.
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SSL problems

First, let’s establish that we often refer to TLS and SSL interchangeably as
SSL here. The current protocol is called TLS, it was called SSL a long time
ago.

There are several known reasons why a connection that involves SSL might
fail. This is a document that attempts to details the most common ones and
how to mitigate them.


CA certs

CA certs are used to digitally verify the server’s certificate. You need a
“ca bundle” for this. See lots of more details on this in the SSLCERTS
document.




CA bundle missing intermediate certificates

When using said CA bundle to verify a server cert, you will experience
problems if your CA cert does not have the certificates for the
intermediates in the whole trust chain.




Protocol version

Some broken servers fail to support the protocol negotiation properly that
SSL servers are supposed to handle. This may cause the connection to fail
completely. Sometimes you may need to explicitly select a SSL version to use
when connecting to make the connection succeed.

An additional complication can be that modern SSL libraries sometimes are
built with support for older SSL and TLS versions disabled!

All versions of SSL are considered insecure and should be avoided. Use TLS.




Ciphers

Clients give servers a list of ciphers to select from. If the list doesn’t
include any ciphers the server wants/can use, the connection handshake
fails.

curl has recently disabled the user of a whole bunch of seriously insecure
ciphers from its default set (slightly depending on SSL backend in use).

You may have to explicitly provide an alternative list of ciphers for curl
to use to allow the server to use a WEAK cipher for you.

Note that these weak ciphers are identified as flawed. For example, this
includes symmetric ciphers with less than 128 bit keys and RC4.

WinSSL in Windows XP is not able to connect to servers that no longer
support the legacy handshakes and algorithms used by those versions, so we
advice against building curl to use WinSSL on really old Windows versions.

References:

https://tools.ietf.org/html/draft-popov-tls-prohibiting-rc4-01




Allow BEAST

BEAST is the name of a TLS 1.0 attack that surfaced 2011. When adding means
to mitigate this attack, it turned out that some broken servers out there in
the wild didn’t work properly with the BEAST mitigation in place.

To make such broken servers work, the –ssl-allow-beast option was
introduced. Exactly as it sounds, it re-introduces the BEAST vulnerability
but on the other hand it allows curl to connect to that kind of strange
servers.




Disabling certificate revocation checks

Some SSL backends may do certificate revocation checks (CRL, OCSP, etc)
depending on the OS or build configuration. The –ssl-no-revoke option was
introduced in 7.44.0 to disable revocation checking but currently is only
supported for WinSSL (the native Windows SSL library), with an exception in
the case of Windows’ Untrusted Publishers blacklist which it seems can’t be
bypassed. This option may have broader support to accommodate other SSL
backends in the future.

References:

https://curl.haxx.se/docs/ssl-compared.html
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SSL Certificate Verification


SSL is TLS

SSL is the old name. It is called TLS these days.




Native SSL

If libcurl was built with Schannel or Secure Transport support (the native SSL
libraries included in Windows and Mac OS X), then this does not apply to
you. Scroll down for details on how the OS-native engines handle SSL
certificates. If you’re not sure, then run “curl -V” and read the results. If
the version string says “WinSSL” in it, then it was built with Schannel
support.




It is about trust

This system is about trust. In your local CA certificate store you have certs
from trusted Certificate Authorities that you then can use to verify that the
server certificates you see are valid. They’re signed by one of the CAs you
trust.

Which CAs do you trust? You can decide to trust the same set of companies your
operating system trusts, or the set one of the known browsers trust. That’s
basically trust via someone else you trust. You should just be aware that
modern operating systems and browsers are setup to trust hundreds of
companies and recent years several such CAs have been found untrustworthy.




Certificate Verification

libcurl performs peer SSL certificate verification by default.  This is done
by using a CA certificate store that the SSL library can use to make sure the
peer’s server certificate is valid.

If you communicate with HTTPS, FTPS or other TLS-using servers using
certificates that are signed by CAs present in the store, you can be sure
that the remote server really is the one it claims to be.

If the remote server uses a self-signed certificate, if you don’t install a CA
cert store, if the server uses a certificate signed by a CA that isn’t
included in the store you use or if the remote host is an impostor
impersonating your favorite site, and you want to transfer files from this
server, do one of the following:


	Tell libcurl to not verify the peer. With libcurl you disable this with
curl_easy_setopt(curl, CURLOPT_SSL_VERIFYPEER, FALSE);

With the curl command line tool, you disable this with -k/–insecure.



	Get a CA certificate that can verify the remote server and use the proper
option to point out this CA cert for verification when connecting. For
libcurl hackers: curl_easy_setopt(curl, CURLOPT_CAPATH, capath);

With the curl command line tool: –cacert [file]



	Add the CA cert for your server to the existing default CA certificate
store. The default CA certificate store can changed at compile time with the
following configure options:

–with-ca-bundle=FILE: use the specified file as CA certificate store. CA
certificates need to be concatenated in PEM format into this file.

–with-ca-path=PATH: use the specified path as CA certificate store. CA
certificates need to be stored as individual PEM files in this directory.
You may need to run c_rehash after adding files there.

If neither of the two options is specified, configure will try to auto-detect
a setting. It’s also possible to explicitly not hardcode any default store
but rely on the built in default the crypto library may provide instead.
You can achieve that by passing both –without-ca-bundle and
–without-ca-path to the configure script.

If you use Internet Explorer, this is one way to get extract the CA cert
for a particular server:


	View the certificate by double-clicking the padlock


	Find out where the CA certificate is kept (Certificate>
Authority Information Access>URL)


	Get a copy of the crt file using curl


	Convert it from crt to PEM using the openssl tool:
openssl x509 -inform DES -in yourdownloaded.crt -out outcert.pem -text


	Add the ‘outcert.pem’ to the CA certificate store or use it stand-alone
as described below.




If you use the ‘openssl’ tool, this is one way to get extract the CA cert
for a particular server:


	openssl s_client -connect xxxxx.com:443 |tee logfile


	type “QUIT”, followed by the “ENTER” key


	The certificate will have “BEGIN CERTIFICATE” and “END CERTIFICATE”
markers.


	If you want to see the data in the certificate, you can do: “openssl
x509 -inform PEM -in certfile -text -out certdata” where certfile is
the cert you extracted from logfile. Look in certdata.


	If you want to trust the certificate, you can add it to your CA
certificate store or use it stand-alone as described. Just remember that
the security is no better than the way you obtained the certificate.






	If you’re using the curl command line tool, you can specify your own CA
cert path by setting the environment variable CURL_CA_BUNDLE to the path
of your choice.

If you’re using the curl command line tool on Windows, curl will search
for a CA cert file named “curl-ca-bundle.crt” in these directories and in
this order:


	application’s directory


	current working directory


	Windows System directory (e.g. C:\windows\system32)


	Windows Directory (e.g. C:\windows)


	all directories along %PATH%






	Get a better/different/newer CA cert bundle! One option is to extract the
one a recent Firefox browser uses by running ‘make ca-bundle’ in the curl
build tree root, or possibly download a version that was generated this
way for you: CA Extract [https://curl.haxx.se/docs/caextract.html]




Neglecting to use one of the above methods when dealing with a server using a
certificate that isn’t signed by one of the certificates in the installed CA
certificate store, will cause SSL to report an error (“certificate verify
failed”) during the handshake and SSL will then refuse further communication
with that server.




Certificate Verification with NSS

If libcurl was built with NSS support, then depending on the OS distribution,
it is probably required to take some additional steps to use the system-wide
CA cert db. RedHat ships with an additional module, libnsspem.so, which
enables NSS to read the OpenSSL PEM CA bundle. On openSUSE you can install
p11-kit-nss-trust which makes NSS use the system wide CA certificate store. NSS
also has a new database format [https://wiki.mozilla.org/NSS_Shared_DB].

Starting with version 7.19.7, libcurl automatically adds the ‘sql:’ prefix to
the certdb directory (either the hardcoded default /etc/pki/nssdb or the
directory configured with SSL_DIR environment variable). To check which certdb
format your distribution provides, examine the default certdb location:
/etc/pki/nssdb; the new certdb format can be identified by the filenames
cert9.db, key4.db, pkcs11.txt; filenames of older versions are cert8.db,
key3.db, secmod.db.




Certificate Verification with Schannel and Secure Transport

If libcurl was built with Schannel (Microsoft’s native TLS engine) or Secure
Transport (Apple’s native TLS engine) support, then libcurl will still perform
peer certificate verification, but instead of using a CA cert bundle, it will
use the certificates that are built into the OS. These are the same
certificates that appear in the Internet Options control panel (under Windows)
or Keychain Access application (under OS X). Any custom security rules for
certificates will be honored.

Schannel will run CRL checks on certificates unless peer verification is
disabled. Secure Transport on iOS will run OCSP checks on certificates unless
peer verification is disabled. Secure Transport on OS X will run either OCSP
or CRL checks on certificates if those features are enabled, and this behavior
can be adjusted in the preferences of Keychain Access.
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curl man page generator

This is the curl man page generator. It generates a single nroff man page
output from the set of sources files in this directory.

There is one source file for each supported command line option. The format is
described below.


Option files

Each command line option is described in a file named <long name>.d, where
option name is written without any prefixing dashes. Like the file name for
the -v, –verbose option is named verbose.d.

Each file has a set of meta-data and a body of text.


Meta-data

Short: (single letter, without dash)
Long: (long form name, without dashes)
Arg: (the argument the option takes)
Magic: (description of "magic" options)
Tags: (space separated list)
Protocols: (space separated list for which protocols this option works)
Added: (version number in which this was added)
Mutexed: (space separated list of options this overrides)
Requires: (space separated list of features this option requires)
See-also: (space separated list of related options)
Help: (short text for the --help output for this option)
--- (end of meta-data)








Body

The body of the description. Only refer to options with their long form option
version, like –verbose. The output generator will replace such with the
correct markup that shows both short and long version.






Header

page-header is the nroff formatted file that will be output before the
generated options output for the master man page.




Generate

./gen.pl mainpage

This command outputs a single huge nroff file, meant to become curl.1. The
full curl man page.

./gen.pl listhelp

Generates a full curl --help output for all known command line options.
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Mongoose API Reference

struct mg_server *mg_create_server(void *server_param, mg_handler_t handler);





Creates web server instance. Returns opaque instance pointer, or NULL if
there is not enough memory. server_param: Could be any pointer, or NULL.
This pointer will be passed
to the callback functions as struct mg_connection::server_param field.
A common use case is to pass this pointer of the C++ wrapper class
as user_param, to let the callback get the pointer to the C++ object.

Note that this function doesn’t make the
server instance to serve. Serving is done by mg_poll_server() function.
Mongoose has single-threaded, event-driven, asynchronous, non-blocking core.
When server instance is created, it contains an information about
the configuration and the state of each connection.
Server instance is capable on listening on only one port. After creation,
struct mg_server has a list
of active connections and configuration parameters.

Side-effect: on UNIX, mg_create_server() ignores SIGPIPE signals. If custom
processing is required SIGPIPE, signal handler must be set up after
calling mg_create_server().

Important: Mongoose does not install SIGCHLD handler. If CGI is used,
SIGCHLD handler must be set up to reap CGI zombie processes.

void mg_destroy_server(struct mg_server **server);





Deallocates web server instance, closes all pending connections, and makes
server pointer a NULL pointer.

const char mg_set_option(struct mg_server *server, const char *name,
                         const char *value);





Sets a particular server option. Note that at least one option,
listening_port, must be specified. To serve static files, document_root
must be specified too. If document_root option is left unset, Mongoose
will not access filesystem at all. mg_set_option() returns NULL if option was
set successfully, otherwise it returns human-readable error string. It is
allowed to call mg_set_option() by the same thread that does
mg_poll_server() (Mongoose thread) and change server configuration while it
is serving, in between mg_poll_server() calls.

int mg_poll_server(struct mg_server *server, int milliseconds);





Performs one iteration of IO loop by iterating over all
active connections, performing select() syscall on all sockets with a timeout
of milliseconds. When select() returns, Mongoose
does an IO for each socket that has data to be sent or received. Application
code must call mg_poll_server() in a loop. It is an error to have more then
one thread calling mg_poll_server(), mg_set_option() or any other function
that take struct mg_server * parameter. Mongoose does not
mutex-protect struct mg_server *, therefore only single thread
(Mongoose thread) should make Mongoose calls.

mg_poll_server() calls user-specified event handler when certain events
occur. Sequence of events for the accepted connection is this:


	MG_AUTH - Mongoose asks whether this connection is authorized. If event
handler returns MG_FALSE, then Mongoose does not serve the request but
sends authorization request to the client. If MG_TRUE is returned,
then Mongoose continues on with the request.


	MG_REQUEST - Mongoose asks event handler to serve the request. If
event handler serves the request by sending a reply,
it should return MG_TRUE. Otherwise,
it should return MG_FALSE which tells Mongoose that request is not
served and Mongoose should serve it. For example, event handler might
choose to serve only RESTful API requests with URIs that start with
certain prefix, and let Mongoose serve all static files.
If event handler decides to serve the request, but doesn’t have
all the data at the moment, it should return MG_MORE. That tells
Mongoose to keep the connection open after callback returns.

mg_connection::connection_param pointer is a placeholder to keep
user-specific data. For example, handler could decide to open a DB
connection and store DB connection handle in connection_param.



	MG_POLL is sent to every connection on every iteration of
mg_poll_server(). Event handler should return MG_FALSE to ignore
this event. If event handler returns MG_TRUE, then Mongoose assumes
that event handler has finished sending data, and Mongoose will
close the connection.


	MG_HTTP_ERROR sent when Mongoose is about to send HTTP error back
to the client. Event handler can choose to send a reply itself, in which
case event handler must return MG_TRUE. Otherwise, event handler must
return MG_FALSE.


	MG_CLOSE is sent when the connection is closed. This event is used
to cleanup per-connection state stored in connection_param
if it was allocated. Event handler return value is ignored.




Sequence of events for the client connection is this:


	MG_CONNECT sent when Mongoose has connected to the remote host.
This event is sent to the connection initiated by mg_connect() call.
Connection status is held in mg_connection::status_code: if zero,
then connection was successful, otherwise connection was not established.
User should send a request upon successful connection.
Event handler should return MG_TRUE if connection was successful and
HTTP request has been sent. Otherwise, it should send MG_FALSE.


	MG_REPLY is sent when response has been received from the remote host.
If event handler sends another request, then it should return MG_TRUE.
Otherwise it should return MG_FALSE and Mongoose will close the connection.


	MG_CLOSE same as for the accepted connection.




When mongoose buffers in HTTP request and successfully parses it, it sends
MG_REQUEST event for GET requests immediately. For POST requests,
Mongoose delays the call until the whole POST request is buffered in memory.
POST data is available to the callback as struct mg_connection::content,
and POST data length is in struct mg_connection::content_len.

Note that websocket connections are treated the same way. Mongoose buffers
websocket frame in memory, and calls event handler when frame is fully
buffered. Frame data is available struct mg_connection::content, and
data length is in struct mg_connection::content_len, i.e. very similar to
the POST request. struct mg_connection::is_websocket flag indicates
whether the request is websocket or not. Also, for websocket requests,
there is struct mg_connection::wsbits field which contains first byte
of the websocket frame which URI handler can examine. Note that to
reply to the websocket client, mg_websocket_write() should be used.
To reply to the plain HTTP client, mg_write_data() should be used.

Return value: number of active connections.

const char **mg_get_valid_option_names(void);





Returns a NULL-terminated array of option names and their default values.
There are two entries per option in an array: an option name followed by a
default value. A default value could be NULL. A NULL name indicates an end
of the array.

const char *mg_get_option(const struct mg_server *server, const char *name);





Returns the value of particular configuration parameter. If
given parameter name is not valid, NULL is returned. For valid names, return
value is guaranteed to be non-NULL. If parameter is not set, zero-length string
is returned.

void mg_wakeup_server_ex(struct mg_server *, mg_handler_t func,
                         const char *fmt, ...);





Sends string message to a server. Function func is called for every active
connection. String message is passed in struct mg_connection::callback_param.
This function is designed to push data to the connected clients, and
can be called from any thread. There is a limitation on the length of
the message, currently at 8 kilobytes.

void mg_send_status(struct mg_connection *, int status_code);
void mg_send_header(struct mg_connection *, const char *name,
                    const char *value);
void mg_send_data(struct mg_connection *, const void *data, int data_len);
void mg_printf_data(struct mg_connection *, const char *format, ...);





These functions are used to construct a response to the client. HTTP response
consists of three parts: a status line, zero or more HTTP headers,
a response body.  Mongoose provides functions for all three parts:


	mg_send_status() is used to create status line. This function can be
called zero or once. If mg_send_status() is not called, then Mongoose
will send status 200 (success) implicitly.


	mg_send_header() adds HTTP header to the response. This function could
be called zero or more times.


	mg_send_data() and mg_printf_data() are used to send data to the
client. Note that Mongoose adds Transfer-Encoding: chunked header
implicitly, and sends data in chunks. Therefore, it is not necessary to
set Content-Length header. Note that mg_send_data() and
mg_printf_data() do not send data immediately. Instead, they spool
data in memory, and Mongoose sends that data later after URI handler
returns. If data to be sent is huge, an URI handler might
send data in pieces by saving state in
struct mg_connection::connection_param variable and returning 0. Then
Mongoose will call a handler repeatedly after each socket write.




 void mg_send_file(struct mg_connection *, const char *path);





Tells Mongoose to serve given file. Mongoose handles file according to
it’s extensions, i.e. Mongoose will invoke CGI script if path has CGI
extension, it’ll render SSI file if path has SSI extension, etc. If path
points to a directory, Mongoose will show directory listing. If this function
is used, no calls to mg_send* or mg_printf* functions must be made, and
event handler must return MG_MORE.

size_t mg_websocket_write(struct mg_connection* conn, int opcode,
                          const char *data, size_t data_len);
size_t mg_websocket_printf(struct mg_connection* conn, int opcode,
                           const char *fmt, ...);





Similar to mg_write() and mg_printf(), but wraps the data into a
websocket frame with a given websocket opcode.

const char *mg_get_header(const struct mg_connection *, const char *name);





Get the value of particular HTTP header. This is a helper function.
It traverses http_headers array, and if the header is present in the array,
returns its value. If it is not present, NULL is returned.

int mg_get_var(const struct mg_connection *conn, const char *var_name,
               char *buf, size_t buf_len);





Gets HTTP form variable. Both POST buffer and query string are inspected.
Form variable is url-decoded and written to the buffer. On success, this
function returns the length of decoded variable. On error, -1 is returned if
variable not found, and -2 is returned if destination buffer is too small
to hold the variable. Destination buffer is guaranteed to be
‘\0’ - terminated if it is not NULL or zero length.

int mg_parse_header(const char *hdr, const char *var_name, char *buf,
                    size_t buf_size);





This function parses HTTP header and fetches given variable’s value in a buffer.
A header should be like x=123, y=345, z="other value". This function is
designed to parse Cookie headers, Authorization headers, and similar. Returns
the length of the fetched value, or 0 if variable not found.

int mg_modify_passwords_file(const char *passwords_file_name,
                             const char *domain,
                             const char *user,
                             const char *password);





Add, edit or delete the entry in the passwords file.
This function allows an application to manipulate .htpasswd files on the
fly by adding, deleting and changing user records. This is one of the
several ways of implementing authentication on the server side.
If password is not NULL, entry is added (or modified if already exists).
If password is NULL, entry is deleted.
Return: 1 on success, 0 on error.

int mg_parse_multipart(const char *buf, int buf_len,
                       char *var_name, int var_name_len,
                       char *file_name, int file_name_len,
                       const char **data, int *data_len);





Parses a buffer that contains multipart form data. Stores chunk name
in a var_name buffer. If chunk is an uploaded file, then file_name
will have a file name. data and data_len will point to the chunk data.
Returns number of bytes to skip to the next chunk.

 struct mg_connection *mg_connect(struct mg_server *server,
                                  const char *host, int port, int use_ssl);





Create connection to the remote host. Returns NULL on error, non-null
if the connection has been scheduled for connection. Upon a connection,
Mongoose will send MG_CONNECT event to the event handler.
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Mongoose Build on Android

This is a small guide to help you run mongoose on Android. Currently it is
tested on the HTC Wildfire. If you have managed to run it on other devices
as well, please comment or drop an email in the mailing list.
Note : You dont need root access to run mongoose on Android.


	Clone Mongoose Git repo


	Download the Android NDK from http://developer.android.com/tools/sdk/ndk/index.html


	Run /path-to-ndk/ndk-build -C /path/to/mongoose
That should generate mongoose/lib/armeabi/mongoose


	Using the adb tool (you need to have Android SDK installed for that),
push the generated mongoose binary to /data/local folder on device.


	From adb shell, navigate to /data/local and execute ./mongoose.


	To test if the server is running fine, visit your web-browser and
navigate to http://127.0.0.1:8080 You should see the Index of / page.




[image: screenshot]

Notes:


	jni stands for Java Native Interface. Read up on Android NDK if you want
to know how to interact with the native C functions of mongoose in Android
Java applications.


	TODO: A Java application that interacts with the native binary or a
shared library.
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How To Create Basic Website With Mongoose


1. Create a directory which will contain your website files. For example, on drive C:\, create a directory called my_website:

[image: screenshot]




2. Inside my_website directory, create a new file called “index”. This will be the default web page shown when the website is visited.

[image: screenshot]




3. Open index file with your favorite editor (for example, Notepad) and enter some HTML code:

[image: screenshot]




4. Save this file as index.html:

[image: screenshot]




5. Download Mongoose executable from http://cesanta.com/mongoose.shtml and copy the executable inside my_website directory:

[image: screenshot]




6. Double-click mongoose executable. An icon will appear on a system tray in the bottom right corner of the desktop:

[image: screenshot]




7. Click on the mongoose icon and choose “Go to my address” menu:

[image: screenshot]




8. A browser will popup displaying index.html file. Now, you can expand your website by adding more content.

[image: screenshot]
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Mongoose Embedding Guide

Embedding Mongoose is done in two steps:


	Copy
mongoose.c [https://raw.github.com/cesanta/mongoose/master/mongoose.c] and
mongoose.h [https://raw.github.com/cesanta/mongoose/master/mongoose.h]
to your application’s source tree and include them in the build.


	Somewhere in the application code, call mg_create_server() to create
a server, configure it with mg_set_option() and loop with
mg_poll_server() until done. Call mg_destroy_server() to cleanup.




Here’s a minimal application app.c that embeds mongoose:

#include "mongoose.h"

int main(void) {
  struct mg_server *server = mg_create_server(NULL, NULL);
  mg_set_option(server, "document_root", ".");      // Serve current directory
  mg_set_option(server, "listening_port", "8080");  // Open port 8080

  for (;;) {
    mg_poll_server(server, 1000);   // Infinite loop, Ctrl-C to stop
  }
  mg_destroy_server(&server);

  return 0;
}





To compile it, put mongoose.c, mongoose.h and app.c into one
folder, start terminal on UNIX or Visual Studio command line prompt on Windows,
and run the following command:

cc app.c mongoose.c -pthread -o app     # on Unix
cl.exe app.c mongoose.c /TC /MD         # on Windows





When run, this simple application opens port 8080 and serves static files,
CGI files and lists directory content in the current working directory.

It is possible to generate HTML page content. Mongoose can call user-defined
function when certain events occur.
That function is called an event handler, and it is the second parameter
to mg_create_server() function. Here is the example event handler function:

int event_handler(struct mg_connection *conn, enum mg_event ev) {
  switch (ev) {
    case MG_AUTH: return MG_TRUE;
    default: return MG_FALSE;
  }
}





Event handler is called by Mongoose with struct mg_connection *
pointer and an event number. struct mg_connection *conn
has all information about the request: HTTP headers, POST or websocket
data buffer, etcetera. enum mg_event ev tells which exactly event is sent.
For each event, an event handler returns a value which tells Mongoose how
to behave.

The sequence of events for every connection is this:


	MG_AUTH - Mongoose asks whether this connection is authorized. If event
handler returns MG_FALSE, then Mongoose does not serve the request but
sends authorization request to the client. If MG_TRUE is returned,
then Mongoose continues on with the request.


	MG_REQUEST - Mongoose asks event handler to serve the request. If
event handler serves the request by sending a reply,
it should return MG_TRUE. Otherwise,
it should return MG_FALSE which tells Mongoose that request is not
served and Mongoose should serve it. For example, event handler might
choose to serve only RESTful API requests with URIs that start with
certain prefix, and let Mongoose serve all static files.
If event handler decides to serve the request, but doesn’t have
all the data at the moment, it should return MG_MORE. That tells
Mongoose to keep the connection open after callback returns.

mg_connection::connection_param pointer is a placeholder to keep
user-specific data. For example, handler could decide to open a DB
connection and store DB connection handle in connection_param.



	MG_POLL is sent to every connection on every iteration of
mg_poll_server(). Event handler should return MG_FALSE to ignore
this event. If event handler returns MG_TRUE, then Mongoose assumes
that event handler has finished sending data, and Mongoose will
close the connection.


	MG_HTTP_ERROR sent when Mongoose is about to send HTTP error back
to the client. Event handler can choose to send a reply itself, in which
case event handler must return MG_TRUE. Otherwise, event handler must
return MG_FALSE


	MG_CLOSE is sent when the connection is closed. This event is used
to cleanup per-connection state stored in connection_param
if it was allocated.




Let’s extend our minimal application example and
create an URI that will be served by user’s C code. The app will handle
/hello URI by showing a hello message. So, when app is run,
http://127.0.0.1:8080/hello will say hello, and here’s the code:

#include <string.h>
#include "mongoose.h"

static int event_handler(struct mg_connection *conn, enum mg_event ev) {
  if (ev == MG_AUTH) {
    return MG_TRUE;   // Authorize all requests
  } else if (ev == MG_REQUEST && !strcmp(conn->uri, "/hello")) {
    mg_printf_data(conn, "%s", "Hello world");
    return MG_TRUE;   // Mark as processed
  } else {
    return MG_FALSE;  // Rest of the events are not processed
  }
}

int main(void) {
  struct mg_server *server = mg_create_server(NULL, event_handler);
  mg_set_option(server, "document_root", ".");
  mg_set_option(server, "listening_port", "8080");

  for (;;) {
    mg_poll_server(server, 1000);  // Infinite loop, Ctrl-C to stop
  }
  mg_destroy_server(&server);

  return 0;
}






Example code

Mongoose source code contains number of examples, located in the
examples [https://github.com/cesanta/mongoose/blob/master/examples/] directory.
To build any example, go to the respective directory and run make.




Compilation flags

Below is the list of compilation flags that enable or disable certain
features. By default, some features are enabled, and could be disabled
by setting appropriate NO_* flag. Features that are disabled by default
could be enabled by setting appropriate USE_* flag. Bare bones Mongoose
is quite small, about 30 kilobytes of compiled x86 code. Each feature adds
a couple of kilobytes to the executable size, and also has some runtime penalty.

Note that some flags start with NS_ prefix. This is because Mongoose uses
Net Skeleton [http://github.com/cesanta/net_skeleton] as a low-level
networking engine. If user code has #include <net_skeleton.h>, then
all Net Skeleton functions will be available too.

-DMONGOOSE_NO_AUTH          Disable MD5 authorization support
-DMONGOOSE_NO_CGI           Disable CGI support
-DMONGOOSE_NO_DAV           Disable WebDAV support
                            (PUT, DELETE, MKCOL, PROPFIND methods)
-DMONGOOSE_NO_DIRECTORY_LISTING  Disable directory listing
-DMONGOOSE_NO_FILESYSTEM    Disables all file IO, serving from memory only
-DMONGOOSE_NO_LOGGING       Disable access/error logging
-DMONGOOSE_ENABLE_THREADS   Enable mg_start_thread() function
-DMONGOOSE_NO_WEBSOCKET     Disable WebSocket support
-DMONGOOSE_NO_USER          No concept of a user on used platform.
                            (Platform does not provide getpwnam, setgid or setuid)

-DMONGOOSE_USE_IDLE_TIMEOUT_SECONDS=X Idle connection timeout, default is 30
-DMONGOOSE_USE_LUA          Enable Lua scripting
-DMONGOOSE_USE_LUA_SQLITE3  Enable sqlite3 binding for Lua
-DMONGOOSE_USE_POST_SIZE_LIMIT=X      POST requests larger than X will be
                                      rejected, not set by default
-DMONGOOSE_USE_EXTRA_HTTP_HEADERS=X   Append X to the HTTP headers
                                      for static files, empty by default

-DNS_ENABLE_DEBUG         Enables debug messages on stdout, very noisy
-DNS_ENABLE_SSL           Enable SSL
-DNS_ENABLE_IPV6          Enable IPv6 support
-DNS_ENABLE_HEXDUMP       Enables hexdump of sent and received traffic
-DNS_STACK_SIZE=X         Sets stack size to X for  ns_start_thread()
-DNS_DISABLE_THREADS      Disable threads support
-DNS_DISABLE_SOCKETPAIR   For systems without loopback interface
-DMONGOOSE_SEND_NS_EVENTS Send Net Skeleton events to the event handler
                          in addition to the Mongoose events
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Mongoose FAQ


My Antivirus Software reports Mongoose as a security threat

Mongoose doesn’t contain any malicious logic. Antivirus reports a
false positive [http://en.wikipedia.org/wiki/Type_I_and_type_II_errors#False_positive_error].
This is when certain byte sequence in Mongoose accidentally matches
virus signature in the Antivirus database.




Download page doesn’t work

Please make sure Javascript is enabled in your browser, and that the
antivirus software is not blocking the download.




MacOS message: “Mongoose.app is damaged and can’t be opened. You should move it to the Trash”

This happens on newer MacOS systems. The reason for the message
is the fact Mongoose.app is not digitally signed.
Mongoose download procedure changes the app on the fly by injecting
user information in the binary, making any prior digital signature void.
Open “System Preferences” -> “Security”  and set “Allow apps downloaded from”
to “Anywhere”.  Revert the settings once Mongoose is installed.




PHP doesn’t work: getting empty page, or ‘File not found’ error

The reason for that is wrong paths to the interpreter. Remember that with PHP,
correct interpreter is php-cgi.exe (php-cgi on UNIX). Solution: specify
full path to the PHP interpreter, e.g.:

mongoose -cgi_interpreter /full/path/to/php-cgi








Mongoose fails to start

If Mongoose exits immediately when run, this
usually indicates a syntax error in the configuration file
(named mongoose.conf by default) or the command-line arguments.
Syntax checking is omitted from Mongoose to keep its size low. However,
the Manual should be of help. Note: the syntax changes from time to time,
so updating the config file might be necessary after executable update.


Embedding with OpenSSL on Windows might fail because of calling convention

To force Mongoose to use __stdcall convention, add /Gz compilation
flag to the Visual Studio project settings.
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How To Share Files With Mongoose


1. Download Mongoose executable from http://cesanta.com/mongoose.shtml and copy the executable inside the directory you want to share:

[image: screenshot]




2. Double-click mongoose executable. A browser will start automatically, an icon will appear on a system tray in the bottom right corner of the desktop:

[image: screenshot]




3. Click on the mongoose icon

[image: screenshot]




4. Click on “Go to my address” to launch a browser locally. Or, to access a folder from another machine, launch a browser and type in the URL:

[image: screenshot]
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Mongoose Internals

Mongoose has single-threaded, event-driven, asynchronous, non-blocking core.
mg_create_server() creates a web server instance. An instance is a container
for the config options and list of active connections. To do the actual
serving, user must call mg_poll_server(), which iterates over all
active connections, performing select() syscall on all sockets with a
timeout of specified number of milliseconds. When select() returns, Mongoose
does an IO for each socket that has data to be sent or received. Application
code must call mg_poll_server() in a loop.

Mongoose server instance is designed to be used by a single thread.
It is an error to have more then
one thread calling mg_poll_server(), mg_set_option() or any other function
that take struct mg_server * parameter. Mongoose does not
mutex-protect struct mg_server *, therefore the best practice is
to call server management functions from the same thread (an IO thread).
On a multi-core systems, many server instances can be created, sharing the
same listening socket and managed by separate threads (see multi_threaded.c [https://github.com/cesanta/mongoose/blob/master/examples/multi_threaded.c])
example.

It is an error to pass and store struct mg_connection * pointers for
later use to send data. The reason is that they can be invalidated by the
next mg_poll_server() call. For such a task,
there is mg_iterate_over_connections() API
exists, which sends a callback function to the IO thread, then IO thread
calls specified function for all active connection.

When mongoose buffers in HTTP request and successfully parses it, it calls
appropriate URI handler immediately for GET requests. For POST requests,
Mongoose delays the call until the whole POST request is buffered in memory.
POST data is available to the callback as struct mg_connection::content,
and POST data length is in struct mg_connection::content_len.

Note that websocket connections are treated the same way. Mongoose buffers
websocket frame in memory, and calls URI handler when frame is fully
buffered. Frame data is available struct mg_connection::content, and
data length is in struct mg_connection::content_len, i.e. very similar to
the POST request. struct mg_connection::is_websocket flag indicates
whether the request is websocket or not. Also, for websocket requests,
there is struct mg_connection::wsbits field which contains first byte
of the websocket frame which URI handler can examine. Note that to
reply to the websocket client, mg_websocket_write() should be used.
To reply to the plain HTTP client, mg_write() should be used.
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Mongoose Configuration Options


access_control_list

An Access Control List (ACL) allows restrictions to be put on the list of IP
addresses which have access to the web server. In the case of the Mongoose
web server, the ACL is a comma separated list of IP subnets, where each
subnet is prepended by either a - or a + sign. A plus sign means allow,
where a minus sign means deny. If a subnet mask is omitted, such as -1.2.3.4,
this means to deny only that single IP address.

Subnet masks may vary from 0 to 32, inclusive. The default setting is to allow
all accesses. On each request the full list is traversed, and
the last match wins. Example: $ mongoose -access_control_list -0.0.0.0/0,+192.168/16 to deny all acccesses except those from 192.168/16 subnet. Note that if the option is set, then all accesses are forbidden
by default. Thus in a previous example, -0.0.0.0 part is not necessary.
For example, $mongoose access_control_list +10.0.0.0/8
means disallow all, allow subnet 10/8 only.

To learn more about subnet masks, see the
Wikipedia page on Subnetwork [http://en.wikipedia.org/wiki/Subnetwork]

Default: not set, all accesses are allowed.




access_log_file

Path to a file for access logs. Either full path, or relative to the
mongoose executable. Default: not set, no query logging is done.




auth_domain

Authorization realm used in .htpasswd authorization. Default: mydomain.com




cgi_interpreter

Path to an executable to be used use as an interpreter for all CGI scripts
regardless script extension.  Default: not set, Mongoose looks at
[shebang line](http://en.wikipedia.org/wiki/Shebang_(Unix).

For example, if both PHP and perl CGIs are used, then
#!/path/to/php-cgi.exe and #!/path/to/perl.exe must be first lines of the
respective CGI scripts. Note that paths should be either full file paths,
or file paths relative to the directory where mongoose executable is located.

If all CGIs use the same interpreter, for example they are all PHP, then
cgi_interpreter option can be set to the path to php-cgi.exe executable and
shebang line in the CGI scripts can be omitted.
Note: PHP scripts must use php-cgi.exe, not php.exe.




cgi_pattern

All files that match cgi_pattern are treated as CGI files. Default pattern
allows CGI files be anywhere. To restrict CGIs to a certain directory,
use /path/to/cgi-bin/**.cgi as a pattern. Note that full file path is
matched against the pattern, not the URI.

When Mongoose starts CGI program, it creates new environment for it (in
contrast, usually child program inherits the environment from parent). Several
environment variables however are inherited from Mongoose’s environment,
they are: PATH, TMP, TEMP, TMPDIR, PERLLIB, MONGOOSE_CGI. On UNIX
it is also LD_LIBRARY_PATH. On Windows it is also COMSPEC, SYSTEMROOT,
SystemDrive, ProgramFiles, ProgramFiles(x86), CommonProgramFiles(x86).

Default: **.cgi$|**.pl$|**.php$




dav_auth_file

Authentication file for WebDAV mutation requests: PUT, DELETE, MKCOL.
The format of that file is the same as for the .htpasswd file
used for digest authentication. It can be created and managed by
mongoose -A command. Default: not set, WebDAV mutations are disallowed.




document_root

A directory to serve. Default: current working directory.




enable_directory_listing

Enable directory listing, either yes or no. Default: yes.




enable_proxy

Enable proxy functionality, either yes or no. If set to yes, then
browsers can be configured to use Mongoose as a proxy. Default: no.




extra_mime_types

Extra mime types to recognize, in form extension1=type1,extension2=type2,....
Extension must include dot.  Example:
mongoose -extra_mime_types .cpp=plain/text,.java=plain/text. Default: not set.




global_auth_file

Path to a global passwords file, either full path or relative to the mongoose
executable. If set, per-directory .htpasswd files are ignored,
and all requests are authorised against that file. Use mongoose -A to
manage passwords, or third party utilities like
htpasswd-generator [http://www.askapache.com/online-tools/htpasswd-generator].
Default: not set, per-directory .htpasswd files are respected.




hide_files_patterns

A pattern for the files to hide. Files that match the pattern will not
show up in directory listing and return 404 Not Found if requested. Pattern
must be for a file name only, not including directory name, e.g.
mongoose -hide_files_patterns secret.txt|even_more_secret.txt. Default:
not set.




index_files

Comma-separated list of files to be treated as directory index
files. Default: index.html,index.htm,index.cgi,index.shtml,index.php




listening_port

Port to listen on. Port could be prepended by the specific IP address to bind
to, e.g. mongoose -listening_port 127.0.0.1:8080. Otherwise Mongoose
will bind to all addresses. To enable SSL, build Mongoose with
-DNS_ENABLE_SSL compilation option, and specify listening_port as
ssl://PORT:SSL_CERTIFICATE.PEM. Example SSL listener:
mongoose -listening_port ssl://8043:ssl_cert.pem. Note that PEM file should
be in PEM format, and must have both certificate and private key in it,
concatenated together. More than one listening port can be specified,
separated by comma,
for example mongoose -listening_port 8080,8000. Default: 8080.




run_as_user

Switch to given user credentials after startup. UNIX-only. This option is
required when mongoose needs to bind on privileged port on UNIX, e.g.

$ sudo mongoose -listening_port 80 -run_as_user nobody





Default: not set.




url_rewrites

Comma-separated list of URL rewrites in the form of
uri_pattern=file_or_directory_path. When Mongoose receives the request,
it constructs the file name to show by combining document_root and the URI.
However, if the rewrite option is used and uri_pattern matches the
requested URI, then document_root is ignored. Instead,
file_or_directory_path is used, which should be a full path name or
a path relative to the web server’s current working directory. Note that
uri_pattern, as all mongoose patterns, is a prefix pattern. If uri_pattern
is a number, then it is treated as HTTP error code, and file_or_directory_path
should be an URI to redirect to. Mongoose will issue 302 temporary redirect
to the specified URI with following parameters:
?code=HTTP_ERROR_CODE&orig_uri=ORIGINAL_URI&query_string=QUERY_STRING.

If uri_pattern starts with @ symbol, then Mongoose compares
it with the HOST header of the request. If they are equal, Mongoose sets
document root to file_or_directory_path, implementing virtual hosts support.

Examples:

# Redirect all accesses to `.doc` files to a special script
mongoose -url_rewrites **.doc$=/path/to/cgi-bin/handle_doc.cgi

# Implement user home directories support
mongoose -url_rewrites /~joe/=/home/joe/,/~bill=/home/bill/

# Redirect 404 errors to a specific error page
mongoose -url_rewrites 404=/cgi-bin/error.cgi

# Virtual hosts example: serve foo.com domain from different directory
mongoose -url_rewrites @foo.com=/var/www/foo.com





Default: not set.
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How To Create A PHP Website With Mongoose


1. Create a directory which will contain your website files. For example, on drive C:\, create a directory called my_website:

[image: screenshot]




2. Inside my_website directory, create a new file called “index”. This will be the default web page shown when the website is visited.

[image: screenshot]




3. Open index file with your favorite editor (for example, Notepad) and enter some HTML / PHP code:

[image: screenshot]




4. Save this file as index.php:

[image: screenshot]




5. Download Mongoose executable from http://cesanta.com/mongoose.shtml and copy the executable inside my_website directory:

[image: screenshot]




6. Double-click mongoose executable. An icon will appear on a system tray in the bottom right corner of the desktop:

[image: screenshot]




7. Download PHP 5.3 zip (do NOT download PHP 5.5 cause you might have missing DLLs problem) from http://windows.php.net/download and extract it to C:\php5 directory:

[image: screenshot]




8. Click on the mongoose icon and choose “Edit Settings” menu.:

[image: screenshot]




9. A settings dialog will appear. Click on cgi_interpreter button:

[image: screenshot]




10. Choose C:\php5\php-cgi.exe and click “Save Settings”:

[image: screenshot]




11. Click on the mongoose icon and choose “Go to my address” menu:

[image: screenshot]




12. A browser will popup displaying index.php.

[image: screenshot]
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Mongoose Release Notes


Release 5.6, 2015-03-17

Changes in Libmongoose library:


	Added -dav_root configuration option that gives an ability to mount
a different root directory (not document_root)


	Fixes for build under Win23 and MinGW


	Bugfix: Double dots removal


	Bugfix: final chunked response double-send


	Fixed compilation in 64-bit environments


	Added OS/2 compatibility


	Added getaddrinfo() call and NS_ENABLE_GETADDRINFO


	Various SSL-related fixes


	Added integer overflow protection in iobuf_append() and deliver_websocket_frame()


	Fixed NetBSD build


	Enabled NS_ENABLE_IPV6 build for Visual Studio 2008+


	Enhanced comma detection in parse_header()


	Fixed unchanged memory accesses on ARM


	Added ability to use custom memory allocator through NS_MALLOC, NS_FREE, NS_REALLOC




Changes in Mongoose binary:


	Added -start_browser option to disable automatic browser launch


	Added experimental SSL support. To listen on HTTPS port, use ssl://PORT:SSL_CERT format. For example, to listen on HTTP port 8080 and HTTPS port 8043, use -listening_port 8080,ssl://8043:ssl_cert.pem







Release 5.5, October 28 2014

Changes in Libmongoose library:


	Added new API function: mg_forward() for proxying functionality


	Added new API function: mg_send_file_data() for sending file data


	Added new utility API functions: mg_mmap() and mg_munmap()


	Changed the way SSL settings are handled: removed ssl_certificate and
ssl_ca_certificate options, and instead made listening_port accept
ssl://PORT:SSL_CERT:CA_CERT notation


	Added ability to listen on multiple ports, see listening_port documentation


	Added enable_proxy option


	Added cookie_authentication [https://github.com/cesanta/mongoose/tree/master/examples/cookie_authentication] example


	Added websocket_ssl_proxy [https://github.com/cesanta/mongoose/tree/master/examples/websocket_ssl_proxy] example


	Added http_client [https://github.com/cesanta/mongoose/tree/master/examples/http_client] example


	Increased default ‘idle connection’ timeout from 30 to 300 seconds


	Fixed MinGW build


	Refactored all examples, put each in it’s own directory with dedicated build


	Many smaller bugfixed, including SSL, CGI, API, proxy, etc




Changes in pre-compiled binaries:


	Support for multiple listening ports


	Fixed CGI handling for scripts that specify interpreter in the hashbang line







Release 5.4, July 28 2014

Changes in Libmongoose library:


	Added hexdump_file option for low-level request/reply debugging


	Added mg_template() API function for generating HTML pages from
templates with expansions


	Fixed struct mg_connection::local_ip handling, mg_set_option()
behavior with NULL values


	Added mg_send_file() call to send arbitrary file to the client


	Added mg_terminate_ssl() for SSL termination functionality


	Added HTTP proxy support, enable_proxy config option


	Added mg_next() for iterating over existing active connections


	Added client-side SSL auth, ssl_ca_certificate option


	Added mg_wakeup_server_ex() for pushing messages to existing connections


	Added MG_WS_HANDSHAKE and MG_WS_CONNECT events that are sent on
Websocket handshake is connection establishment, respectively


	Removed server-side Lua support


	Filesystem access, reading from socket/SSL performance improvements


	DAV PROPFIND memory leak fixed


	Added big_upload.c and enhanced upload.c example


	Added proxy.c example that demonstrates proxy functionality and SSE pushes


	Added websocket2.c example that shows simple web chat implementation
over websockets


	Various minor fixes




Changes in pre-compiled binaries:


	Created HTML administration console


	When server is started, browser is started automatically


	Fixed directory listing bug when directory contains # character


	Removed built-in Lua Server Pages in the binary, and instead
added Mongoose + Lua developer bundle which has Lua Server Pages support.
That also solves external Lua modules loading problem.







Release 5.3, March 10 2014

Changes in Libmongoose library:


	Moved to the evented API. Updated API documentation is at
http://cesanta.com/docs/Embed.shtml
http://cesanta.com/docs/API.shtml


	Added MG_LUA event for exporting custom variables to the Lua environment


	Added virtual hosts capability, see url_rewrites option description at
http://cesanta.com/docs/Options.shtml


	Added mjpg serving example


	Cleaned up and documented HTTP client API, with unit tests


	Added mg_wakeup_server() to awaken mg_poll_server()
from another thread


	Moved Mongoose IO core to [https://github.com/cesanta/net_skeleton](Net Skeleton)


	Added connection hexdump functionality for developers


	Bug fixes




Changes in pre-compiled binaries:


	New awesome Mongoose logos by our designer Katrin - thanks Katrin!
Check them out at http://cesanta.com/products.shtml


	Added Lua Server Pages support to the free version, quick intro is at
http://cesanta.com/docs/Lua.shtml


	Added quick “Set shared directory” menu item to set document_root


	Added SSI support to the Pro version


	Removed SSL support from the Pro version







Release 5.2, Feb 1 2014


	Windows binary made fully UNICODE aware. In previous versions,
the presence of non-ASCII chars in document root, CGI script name,
or directory name might have broken Mongoose as stand-alone
or as Windows service. Now Mongoose works with non-ASCII paths properly.
Internally, Mongoose uses UTF8 encoding. When making WinAPI calls,
mongoose converts UTF8 strings to wide chars and calls UNICODE API.


	Enhanced authorization API by providing mg_set_auth_handler() and
mg_authorize_digest()


	Removed mg_add_uri_handler(), added mg_set_request_handler().
There is only oneURI handler that handles all requests, just like in 4.x.
The reason for this change is to provide an ability to catch all URIs,
and at the same time signal Mongoose to continue handling specific URIs.


	Added mg_parse_multipart() API for file uploads.
Note that the restriction on uploading huge files still exists,
and will be eliminated in the next release.


	Allowing mongoose to bind to port 0, in which case it’ll bind to any
random unused port.


	Moved idle_timeout_ms run-time option to compile-time flag


	Added asynchronous HTTP client, not documented yet. Documentation and
examples are coming in the next couple of weeks. Async Websocket client
is scheduled for the next release. See usage examples at unit_test.c


	Windows and MacOS pre-built binaries are now split to free and paid ones,
paid binaries include CGI, SSL, Lua, Sqlite, support and updates.
Linux pre-built binary includes all functionality and is free, and will
continue to be free.  Source code for Windows and MacOS GUI is closed.
Disclaimer: source code for the command line stand-alone server,
as well as Mongoose library itself, will never be closed.


	Multiple bug fixes and minor enhancements







Release 5.1, Jan 10 2014


	CGI-related bugs where fixed, primarily for Windows platform


	Bugs on Windows related to UNICODE support were fixed


	Added a feature to support “error pages” through redirect.
Done using -url_redirects option, details are on
http://cesanta.com/docs/Options.shtml







Release 5.0, Jan 6 2014


	Internal core has been changed from blocking, thread-per-connection to
non-blocking, asynchronous, one thread for all.


	API modification for server creation and response creation. That allowed
keep-alive support for dynamic requests, boosting the embedded performance
to 100+ thousands requests per second on a single core
(as measured on my development MacBook laptop)


	Unified handling of POST requests and Websocket requests by putting a
payload into conn->content, conn->content_len attributes.
That simplified user code and eliminated the need of mg_read(),
since mongoose buffers all data prior to calling the callback


	keep-alive support is the default


	Dropped SSI support and throttling support


	Several configuraition parameters are gone:
*  cgi_environment (replaced with MONGOOSE_CGI),
*  protect_uri (not useful)
*  ssi_pattern (SSI support is gone)
*  throttle (throttling support is gone)
*  error_log_file (not used)
*   enable_keep_alive (enabled by default)
*   listening_ports (renamed to listening_port)
*   num_threads (core has changed to single thread)
*   put_delete_auth_file (renamed to dav_auth_file)
*   authentication_domain (renamed to auth_domain)


	Due to the async, non-blocking nature of the core, few restrictions
are now in place:
* user callbacks must not block
* POST and Websocket data are now buffered, and cannot be huge


	mongoose is now capable on listening on only one port







Release 4.1, Oct 2013




Release 4.0, Oct 2013




Release 3.8, Sep 2013




Release 3.7, Feb 2 2013


	Added “redirect to SSL port” functionality, e.g. if you specify
-listening_ports 8080r,8043s
then all requests to HTTP port 8080 will be redirected to HTTPS port 8043


	Added mg_download() API, an HTTP client interface!


	Lua server pages now must output HTTP headers – full control for Lua


	Added pre-built binary for MacOS, with initial GUI support


	API change: got rid of events, moved to struct mg_callbacks


	Bugfixes, thanks to contributors







Release 3.7, Jan 18 2013


	Fixed source code archive (main.c was missing)


	Extended Windows GUI functionality:


	Added “Start browser” systray popup menu item


	Enhanced configuration editor


	Renamed config options:


	put_delete_passwords_file -> put_delete_auth_file


	global_passwords_file -> global_auth_file


	select() changed to poll(), to avoid big file descriptor
FD_SET problem on UNIX


	Couple of bugfixes, thanks to contributors




Eearlier release notes could be found by searching
Mongoose mailing list [https://groups.google.com/forum/#!forum/mongoose-users]
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Mongoose SSL guide

SSL is a protocol that makes web communication secure. To enable SSL
in mongoose, 2 steps are required:


	Create valid SSL certificate file


	Append SSL certificate file path to the listening_ports option




Below is the mongoose.conf file snippet for typical SSL setup:

document_root     www_root         # Serve files in www_root directory
listening_ports   80,443:cert.pem  # Listen on ports 80 and 443






How to create SSL certificate file

SSL certificate file is a text file that must contain at least two
sections:


	A private key


	A certificate




Both sections should be chunks of text in PEM format. When PEM file is
opened in a text editor, it looks like this:

-----BEGIN RSA PRIVATE KEY-----
MIIEogIBAAKCAQEAwONaLOP7EdegqjRuQKSDXzvHmFMZfBufjhELhNjo5KsL4ieH
hYN0Zii2yTb63jGxKY6gH1R/r9dL8kXaJmcZrfSa3AgywnteJWg=
-----END RSA PRIVATE KEY-----
-----BEGIN CERTIFICATE-----
MIIDBjCCAe4CCQCX05m0b053QzANBgkqhkiG9w0BAQQFADBFMQswCQYDVQQGEwJB
SEGI4JSxV56lYg==
-----END CERTIFICATE-----





Two aforementioned sections are clearly seen. Typically, those section
are bigger then in the example shown. The text between the BEGIN and
END is the text representation of binary data, a private key and a
certificate. Therefore, in order to create a certificate file,


	private key must be converted to PEM format


	certificate must be converted to PEM format


	those two should be concatenated into a single file




If the certificate chain in used, a chain file also needs to be
converted into PEM format and appended to the certificate file.




How SSL works

SSL is a protocol that can encrypt communication between two parties. If third
party observes all messages passed by, it would be very
hard for the third party (though not impossible) to decrypt the communication.

The idea is based on so-called public key encryption. Communicating parties
have two keys: a public key and a private key. A public key is advertised
to everybody, and it is contained in a certificate. A private key is kept
secret. Security algorithm works in a way that anybody can encrypt
a message using public key, and only private key can decrypt it.

This is why web server needs both private key and certificate: private key
is used to decrypt incoming messages, and certificate is used to tell the
public key to the other party. When communication starts, parties exchange
their public keys, and keep private keys to themselves. Man-in-the-middle
who observes the communication is unable to decrypt the messages cause
private keys are required for decryption.

Encryption algorithms are built on top of hard mathematical problem, which
makes it very expensive for man-in-the-middle to compute private keys.
For example, RSA algorithm is based on a mathematical problem of factorization.
It is easy to generate two very large prime numbers P and Q and make
a product P * Q. But given a product, it is very hard to recover these
two prime numbers - this is called factorization.
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Mongoose User Guide

Mongoose is small and easy to use web server built on top of
mongoose library. It is designed with maximum simplicity in mind. For example,
to share any directory, just drop mongoose executable in that directory,
double-click it (on UNIX, run it from shell) and launch a browser at
http://localhost:8080 Note that ‘localhost’ should
be changed to a machine’s name if a folder is accessed from other computer.

On Windows and Mac, Mongoose iconifies itself to the system tray when started.
Right-click on the icon to pop up a menu, where it is possible to stop
mongoose, or configure it.

On UNIX, mongoose is a command line utility. Running mongoose in
terminal, optionally followed by configuration parameters
(mongoose [OPTIONS]) or configuration file name
(mongoose [config_file_name]) starts the
web server:

$ mongoose -document_root /var/www  # Running mongoose with cmdline options
$ mongoose /etc/my_config.txt       # Running mongoose with config file
$ mongoose                          # Running with no parameters. This will
                                    # serve current directory on port 8080





Mongoose does not detach from terminal. Pressing Ctrl-C keys
stops the server.

When started, mongoose first searches for the configuration file.
If configuration file is specified explicitly in the command line, then
specified configuration file is used.
Otherwise, mongoose would search for file mongoose.conf in the same directory
where binary is located, and use it. Configuration file can be absent.

Configuration file is a sequence of lines, each line containing
command line argument name and it’s value. Empty lines and lines beginning
with # are ignored. Here is the example of mongoose.conf file:

# This is a comment
document_root C:\www
listening_port 80
ssl_certificate C:\mongoose\ssl_cert.pem





Command line arguments are highest priority and can override
configuration file settings. For example, if mongoose.conf has line
document_root /var/www, and mongoose has been started as
mongoose -document_root /etc, then /etc directory will be used as
document root.

Note that configuration options on the command line must start with -,
and their names are the same as in the config file. Exampli gratia,
the following two setups are equivalent:

$ mongoose -listening_port 1234 -document_root /var/www

$ cat > mongoose.conf
listening_ports 1234
document_root /var/www
^D
$ mongoose





Mongoose can also be used to modify .htpasswd passwords file:

$ mongoose -A .htpasswd mydomain.com user_name user_password





Unlike other web servers, mongoose does not require CGI scripts be located in
a special directory. CGI scripts can be anywhere. CGI (and SSI) files are
recognized by the file name pattern. Mongoose uses shell-like glob
patterns. Pattern match starts at the beginning of the string, so essentially
patterns are prefix patterns. Syntax is as follows:

 **         Matches everything
 *          Matches everything but slash character, '/'
 ?          Matches any character
 $          Matches the end of the string
 |          Matches if pattern on the left side or the right side matches.





All other characters in the pattern match themselves. Examples:

# Pattern   Meaning
**.cgi$     Any string that ends with .cgi
/foo        Any string that begins with /foo
**a$|**b$   Any string that ends with a or b





To restrict CGI files only to /cgi-bin/ directory, use this setting:

$ mongoose -cgi_pattern /cgi-bin/*.cgi # Emulate /cgi-bin/ restriction
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How to become a contributor and submit your own code


Contributor License Agreements

We’d love to accept your patches! Before we can take them, we
have to jump a couple of legal hurdles.

Please fill out either the individual or corporate Contributor License Agreement
(CLA).


	If you are an individual writing original source code and you’re sure you
own the intellectual property, then you’ll need to sign an
individual CLA [https://developers.google.com/open-source/cla/individual].


	If you work for a company that wants to allow you to contribute your work,
then you’ll need to sign a
corporate CLA [https://developers.google.com/open-source/cla/corporate].




Follow either of the two links above to access the appropriate CLA and
instructions for how to sign and return it. Once we receive it, we’ll be able to
accept your pull requests.




Are you a Googler?

If you are a Googler, you can either create an internal change or work on GitHub directly.




Contributing A Patch


	Submit an issue describing your proposed change to the
issue tracker [https://github.com/google/googletest].


	Please don’t mix more than one logical change per submittal,
because it makes the history hard to follow. If you want to make a
change that doesn’t have a corresponding issue in the issue
tracker, please create one.


	Also, coordinate with team members that are listed on the issue in
question. This ensures that work isn’t being duplicated and
communicating your plan early also generally leads to better
patches.


	If your proposed change is accepted, and you haven’t already done so, sign a
Contributor License Agreement (see details above).


	Fork the desired repo, develop and test your code changes.


	Ensure that your code adheres to the existing style in the sample to which
you are contributing.


	Ensure that your code has an appropriate set of unit tests which all pass.


	Submit a pull request.







The Google Test and Google Mock Communities

The Google Test community exists primarily through the
discussion group [http://groups.google.com/group/googletestframework]
and the GitHub repository.
Likewise, the Google Mock community exists primarily through their own
discussion group [http://groups.google.com/group/googlemock].
You are definitely encouraged to contribute to the
discussion and you can also help us to keep the effectiveness of the
group high by following and promoting the guidelines listed here.


Please Be Friendly

Showing courtesy and respect to others is a vital part of the Google
culture, and we strongly encourage everyone participating in Google
Test development to join us in accepting nothing less. Of course,
being courteous is not the same as failing to constructively disagree
with each other, but it does mean that we should be respectful of each
other when enumerating the 42 technical reasons that a particular
proposal may not be the best choice. There’s never a reason to be
antagonistic or dismissive toward anyone who is sincerely trying to
contribute to a discussion.

Sure, C++ testing is serious business and all that, but it’s also
a lot of fun. Let’s keep it that way. Let’s strive to be one of the
friendliest communities in all of open source.

As always, discuss Google Test in the official GoogleTest discussion group.
You don’t have to actually submit code in order to sign up. Your participation
itself is a valuable contribution.






Style

To keep the source consistent, readable, diffable and easy to merge,
we use a fairly rigid coding style, as defined by the google-styleguide [https://github.com/google/styleguide] project.  All patches will be expected
to conform to the style outlined here [https://google.github.io/styleguide/cppguide.html].




Requirements for Contributors

If you plan to contribute a patch, you need to build Google Test,
Google Mock, and their own tests from a git checkout, which has
further requirements:


	Python [https://www.python.org/] v2.3 or newer (for running some of
the tests and re-generating certain source files from templates)


	CMake [https://cmake.org/] v2.6.4 or newer


	GNU Build System [https://en.wikipedia.org/wiki/GNU_Build_System]
including automake (>= 1.9), autoconf (>= 2.59), and
libtool / libtoolize.







Developing Google Test

This section discusses how to make your own changes to Google Test.


Testing Google Test Itself

To make sure your changes work as intended and don’t break existing
functionality, you’ll want to compile and run Google Test’s own tests.
For that you can use CMake:

mkdir mybuild
cd mybuild
cmake -Dgtest_build_tests=ON ${GTEST_DIR}





Make sure you have Python installed, as some of Google Test’s tests
are written in Python.  If the cmake command complains about not being
able to find Python (Could NOT find PythonInterp (missing: PYTHON_EXECUTABLE)), try telling it explicitly where your Python
executable can be found:

cmake -DPYTHON_EXECUTABLE=path/to/python -Dgtest_build_tests=ON ${GTEST_DIR}





Next, you can build Google Test and all of its own tests.  On *nix,
this is usually done by ‘make’.  To run the tests, do

make test





All tests should pass.




Regenerating Source Files

Some of Google Test’s source files are generated from templates (not
in the C++ sense) using a script.
For example, the
file include/gtest/internal/gtest-type-util.h.pump is used to generate
gtest-type-util.h in the same directory.

You don’t need to worry about regenerating the source files
unless you need to modify them.  You would then modify the
corresponding .pump files and run the ‘pump.py’
generator script.  See the Pump Manual.






Developing Google Mock

This section discusses how to make your own changes to Google Mock.


Testing Google Mock Itself

To make sure your changes work as intended and don’t break existing
functionality, you’ll want to compile and run Google Test’s own tests.
For that you’ll need Autotools.  First, make sure you have followed
the instructions above to configure Google Mock.
Then, create a build output directory and enter it.  Next,

${GMOCK_DIR}/configure  # try --help for more info





Once you have successfully configured Google Mock, the build steps are
standard for GNU-style OSS packages.

make        # Standard makefile following GNU conventions
make check  # Builds and runs all tests - all should pass.





Note that when building your project against Google Mock, you are building
against Google Test as well.  There is no need to configure Google Test
separately.
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Google Test

[image: Build Status] [https://travis-ci.org/google/googletest]
[image: Build status] [https://ci.appveyor.com/project/GoogleTestAppVeyor/googletest/branch/master]

Future Plans:


	1.8.x Release - the 1.8.x will be the last release that works with pre-C++11 compilers. The 1.8.x will not accept any requests for any new features and any bugfix requests will only be accepted if proven “critical”


	Post 1.8.x - work to improve/cleanup/pay technical debt. When this work is completed there will be a 1.9.x tagged release


	Post 1.9.x googletest will follow Abseil Live at Head philosophy [https://abseil.io/about/philosophy]




Welcome to Google Test, Google’s C++ test framework!

This repository is a merger of the formerly separate GoogleTest and
GoogleMock projects. These were so closely related that it makes sense to
maintain and release them together.

Please see the project page above for more information as well as the
mailing list for questions, discussions, and development.  There is
also an IRC channel on OFTC [https://webchat.oftc.net/] (irc.oftc.net) #gtest available.  Please
join us!

Getting started information for Google Test is available in the
Google Test Primer documentation.

Google Mock is an extension to Google Test for writing and using C++ mock
classes.  See the separate Google Mock documentation.

More detailed documentation for googletest (including build instructions) are
in its interior googletest/README.md file.


Features


	An xUnit [https://en.wikipedia.org/wiki/XUnit] test framework.


	Test discovery.


	A rich set of assertions.


	User-defined assertions.


	Death tests.


	Fatal and non-fatal failures.


	Value-parameterized tests.


	Type-parameterized tests.


	Various options for running the tests.


	XML test report generation.







Platforms

Google test has been used on a variety of platforms:


	Linux


	Mac OS X


	Windows


	Cygwin


	MinGW


	Windows Mobile


	Symbian







Who Is Using Google Test?

In addition to many internal projects at Google, Google Test is also used by
the following notable projects:


	The Chromium projects [http://www.chromium.org/] (behind the Chrome
browser and Chrome OS).


	The LLVM [http://llvm.org/] compiler.


	Protocol Buffers [https://github.com/google/protobuf], Google’s data
interchange format.


	The OpenCV [http://opencv.org/] computer vision library.


	tiny-dnn [https://github.com/tiny-dnn/tiny-dnn]: header only, dependency-free deep learning framework in C++11.







Related Open Source Projects

GTest Runner [https://github.com/nholthaus/gtest-runner] is a Qt5 based automated test-runner and Graphical User Interface with powerful features for Windows and Linux platforms.

Google Test UI [https://github.com/ospector/gtest-gbar] is test runner that runs
your test binary, allows you to track its progress via a progress bar, and
displays a list of test failures. Clicking on one shows failure text. Google
Test UI is written in C#.

GTest TAP Listener [https://github.com/kinow/gtest-tap-listener] is an event
listener for Google Test that implements the
TAP protocol [https://en.wikipedia.org/wiki/Test_Anything_Protocol] for test
result output. If your test runner understands TAP, you may find it useful.

gtest-parallel [https://github.com/google/gtest-parallel] is a test runner that
runs tests from your binary in parallel to provide significant speed-up.

GoogleTest Adapter [https://marketplace.visualstudio.com/items?itemName=DavidSchuldenfrei.gtest-adapter] is a VS Code extension allowing to view Google Tests in a tree view, and run/debug your tests.




Requirements

Google Test is designed to have fairly minimal requirements to build
and use with your projects, but there are some.  Currently, we support
Linux, Windows, Mac OS X, and Cygwin.  We will also make our best
effort to support other platforms (e.g. Solaris, AIX, and z/OS).
However, since core members of the Google Test project have no access
to these platforms, Google Test may have outstanding issues there.  If
you notice any problems on your platform, please notify
googletestframework@googlegroups.com [https://groups.google.com/forum/#!forum/googletestframework]. Patches for fixing them are
even more welcome!


Linux Requirements

These are the base requirements to build and use Google Test from a source
package (as described below):


	GNU-compatible Make or gmake


	POSIX-standard shell


	POSIX(-2) Regular Expressions (regex.h)


	A C++98-standard-compliant compiler







Windows Requirements


	Microsoft Visual C++ 2015 or newer







Cygwin Requirements


	Cygwin v1.5.25-14 or newer







Mac OS X Requirements


	Mac OS X v10.4 Tiger or newer


	Xcode Developer Tools









Contributing change

Please read the CONTRIBUTING.md for details on
how to contribute to this project.

Happy testing!
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Google Mock

The Google C++ mocking framework.


Overview

Google’s framework for writing and using C++ mock classes.
It can help you derive better designs of your system and write better tests.

It is inspired by:


	jMock [http://www.jmock.org/],


	EasyMock [http://www.easymock.org/], and


	Hamcrest [http://code.google.com/p/hamcrest/],




and designed with C++’s specifics in mind.

Google mock:


	lets you create mock classes trivially using simple macros.


	supports a rich set of matchers and actions.


	handles unordered, partially ordered, or completely ordered expectations.


	is extensible by users.




We hope you find it useful!




Features


	Provides a declarative syntax for defining mocks.


	Can easily define partial (hybrid) mocks, which are a cross of real
and mock objects.


	Handles functions of arbitrary types and overloaded functions.


	Comes with a rich set of matchers for validating function arguments.


	Uses an intuitive syntax for controlling the behavior of a mock.


	Does automatic verification of expectations (no record-and-replay needed).


	Allows arbitrary (partial) ordering constraints on
function calls to be expressed,.


	Lets an user extend it by defining new matchers and actions.


	Does not use exceptions.


	Is easy to learn and use.




Please see the project page above for more information as well as the
mailing list for questions, discussions, and development.  There is
also an IRC channel on OFTC (irc.oftc.net) #gtest available.  Please
join us!

Please note that code under scripts/generator is
from cppclean [http://code.google.com/p/cppclean/] and released under
the Apache License, which is different from Google Mock’s license.






Getting Started

If you are new to the project, we suggest that you read the user
documentation in the following order:


	Learn the basics of
Google Test, if you choose to use Google Mock with it (recommended).


	Read Google Mock for Dummies.


	Read the instructions below on how to build Google Mock.




You can also watch Zhanyong’s talk [http://www.youtube.com/watch?v=sYpCyLI47rM] on Google Mock’s usage and implementation.

Once you understand the basics, check out the rest of the docs:


	CheatSheet - all the commonly used stuff
at a glance.


	CookBook - recipes for getting things done,
including advanced techniques.




If you need help, please check the
KnownIssues and
FrequentlyAskedQuestions before
posting a question on the
discussion group [http://groups.google.com/group/googlemock].


Using Google Mock Without Google Test

Google Mock is not a testing framework itself.  Instead, it needs a
testing framework for writing tests.  Google Mock works seamlessly
with Google Test [https://github.com/google/googletest], but
you can also use it with any C++ testing framework.




Requirements for End Users

Google Mock is implemented on top of Google Test [http://github.com/google/googletest/], and depends on it.
You must use the bundled version of Google Test when using Google Mock.

You can also easily configure Google Mock to work with another testing
framework, although it will still need Google Test.  Please read
“Using_Google_Mock_with_Any_Testing_Framework”
for instructions.

Google Mock depends on advanced C++ features and thus requires a more
modern compiler. The following are needed to use Google Mock:


Linux Requirements


	GNU-compatible Make or “gmake”


	POSIX-standard shell


	POSIX(-2) Regular Expressions (regex.h)


	C++98-standard-compliant compiler (e.g. GCC 3.4 or newer)







Windows Requirements


	Microsoft Visual C++ 8.0 SP1 or newer







Mac OS X Requirements


	Mac OS X 10.4 Tiger or newer


	Developer Tools Installed









Requirements for Contributors

We welcome patches. If you plan to contribute a patch, you need to
build Google Mock and its tests, which has further requirements:


	Automake version 1.9 or newer


	Autoconf version 2.59 or newer


	Libtool / Libtoolize


	Python version 2.3 or newer (for running some of the tests and
re-generating certain source files from templates)







Building Google Mock


Using CMake

If you have CMake available, it is recommended that you follow the
build instructions
as described for Google Test.

If are using Google Mock with an
existing CMake project, the section
Incorporating Into An Existing CMake Project
may be of particular interest.
To make it work for Google Mock you will need to change

target_link_libraries(example gtest_main)





to

target_link_libraries(example gmock_main)





This works because gmock_main library is compiled with Google Test.




Preparing to Build (Unix only)

If you are using a Unix system and plan to use the GNU Autotools build
system to build Google Mock (described below), you’ll need to
configure it now.

To prepare the Autotools build system:

cd googlemock
autoreconf -fvi





To build Google Mock and your tests that use it, you need to tell your
build system where to find its headers and source files.  The exact
way to do it depends on which build system you use, and is usually
straightforward.

This section shows how you can integrate Google Mock into your
existing build system.

Suppose you put Google Mock in directory ${GMOCK_DIR} and Google Test
in ${GTEST_DIR} (the latter is ${GMOCK_DIR}/gtest by default).  To
build Google Mock, create a library build target (or a project as
called by Visual Studio and Xcode) to compile

${GTEST_DIR}/src/gtest-all.cc and ${GMOCK_DIR}/src/gmock-all.cc





with

${GTEST_DIR}/include and ${GMOCK_DIR}/include





in the system header search path, and

${GTEST_DIR} and ${GMOCK_DIR}





in the normal header search path.  Assuming a Linux-like system and gcc,
something like the following will do:

g++ -isystem ${GTEST_DIR}/include -I${GTEST_DIR} \
    -isystem ${GMOCK_DIR}/include -I${GMOCK_DIR} \
    -pthread -c ${GTEST_DIR}/src/gtest-all.cc
g++ -isystem ${GTEST_DIR}/include -I${GTEST_DIR} \
    -isystem ${GMOCK_DIR}/include -I${GMOCK_DIR} \
    -pthread -c ${GMOCK_DIR}/src/gmock-all.cc
ar -rv libgmock.a gtest-all.o gmock-all.o





(We need -pthread as Google Test and Google Mock use threads.)

Next, you should compile your test source file with
${GTEST_DIR}/include and ${GMOCK_DIR}/include in the header search
path, and link it with gmock and any other necessary libraries:

g++ -isystem ${GTEST_DIR}/include -isystem ${GMOCK_DIR}/include \
    -pthread path/to/your_test.cc libgmock.a -o your_test





As an example, the make/ directory contains a Makefile that you can
use to build Google Mock on systems where GNU make is available
(e.g. Linux, Mac OS X, and Cygwin).  It doesn’t try to build Google
Mock’s own tests.  Instead, it just builds the Google Mock library and
a sample test.  You can use it as a starting point for your own build
script.

If the default settings are correct for your environment, the
following commands should succeed:

cd ${GMOCK_DIR}/make
make
./gmock_test





If you see errors, try to tweak the contents of
make/Makefile to make them go away.






Windows

The msvc/2005 directory contains VC++ 2005 projects and the msvc/2010
directory contains VC++ 2010 projects for building Google Mock and
selected tests.

Change to the appropriate directory and run “msbuild gmock.sln” to
build the library and tests (or open the gmock.sln in the MSVC IDE).
If you want to create your own project to use with Google Mock, you’ll
have to configure it to use the gmock_config propety sheet.  For that:


	Open the Property Manager window (View | Other Windows | Property Manager)


	Right-click on your project and select “Add Existing Property Sheet…”


	Navigate to gmock_config.vsprops or gmock_config.props and select it.


	In Project Properties | Configuration Properties | General | Additional
Include Directories, type 
  
    
    Defining a Mock Class
    

    
 
  

    
      
          
            
  
Defining a Mock Class


Mocking a Normal Class

Given

class Foo {
  ...
  virtual ~Foo();
  virtual int GetSize() const = 0;
  virtual string Describe(const char* name) = 0;
  virtual string Describe(int type) = 0;
  virtual bool Process(Bar elem, int count) = 0;
};





(note that ~Foo() must be virtual) we can define its mock as

#include "gmock/gmock.h"

class MockFoo : public Foo {
  MOCK_CONST_METHOD0(GetSize, int());
  MOCK_METHOD1(Describe, string(const char* name));
  MOCK_METHOD1(Describe, string(int type));
  MOCK_METHOD2(Process, bool(Bar elem, int count));
};





To create a “nice” mock object which ignores all uninteresting calls,
or a “strict” mock object, which treats them as failures:

NiceMock<MockFoo> nice_foo;     // The type is a subclass of MockFoo.
StrictMock<MockFoo> strict_foo; // The type is a subclass of MockFoo.








Mocking a Class Template

To mock

template <typename Elem>
class StackInterface {
 public:
  ...
  virtual ~StackInterface();
  virtual int GetSize() const = 0;
  virtual void Push(const Elem& x) = 0;
};





(note that ~StackInterface() must be virtual) just append _T to the MOCK_* macros:

template <typename Elem>
class MockStack : public StackInterface<Elem> {
 public:
  ...
  MOCK_CONST_METHOD0_T(GetSize, int());
  MOCK_METHOD1_T(Push, void(const Elem& x));
};








Specifying Calling Conventions for Mock Functions

If your mock function doesn’t use the default calling convention, you
can specify it by appending _WITH_CALLTYPE to any of the macros
described in the previous two sections and supplying the calling
convention as the first argument to the macro. For example,

  MOCK_METHOD1_WITH_CALLTYPE(STDMETHODCALLTYPE, Foo, bool(int n));
  MOCK_CONST_METHOD2_WITH_CALLTYPE(STDMETHODCALLTYPE, Bar, int(double x, double y));





where STDMETHODCALLTYPE is defined by <objbase.h> on Windows.






Using Mocks in Tests

The typical flow is:


	Import the Google Mock names you need to use. All Google Mock names are in the testing namespace unless they are macros or otherwise noted.


	Create the mock objects.


	Optionally, set the default actions of the mock objects.


	Set your expectations on the mock objects (How will they be called? What wil they do?).


	Exercise code that uses the mock objects; if necessary, check the result using Google Test assertions.


	When a mock objects is destructed, Google Mock automatically verifies that all expectations on it have been satisfied.




Here is an example:

using ::testing::Return;                            // #1

TEST(BarTest, DoesThis) {
  MockFoo foo;                                    // #2

  ON_CALL(foo, GetSize())                         // #3
      .WillByDefault(Return(1));
  // ... other default actions ...

  EXPECT_CALL(foo, Describe(5))                   // #4
      .Times(3)
      .WillRepeatedly(Return("Category 5"));
  // ... other expectations ...

  EXPECT_EQ("good", MyProductionFunction(&foo));  // #5
}                                                 // #6








Setting Default Actions

Google Mock has a built-in default action for any function that
returns void, bool, a numeric value, or a pointer.

To customize the default action for functions with return type T globally:

using ::testing::DefaultValue;

// Sets the default value to be returned. T must be CopyConstructible.
DefaultValue<T>::Set(value);
// Sets a factory. Will be invoked on demand. T must be MoveConstructible.
//   T MakeT();
DefaultValue<T>::SetFactory(&MakeT);
// ... use the mocks ...
// Resets the default value.
DefaultValue<T>::Clear();





To customize the default action for a particular method, use ON_CALL():

ON_CALL(mock_object, method(matchers))
    .With(multi_argument_matcher)  ?
    .WillByDefault(action);








Setting Expectations

EXPECT_CALL() sets expectations on a mock method (How will it be
called? What will it do?):

EXPECT_CALL(mock_object, method(matchers))
    .With(multi_argument_matcher)  ?
    .Times(cardinality)            ?
    .InSequence(sequences)         *
    .After(expectations)           *
    .WillOnce(action)              *
    .WillRepeatedly(action)        ?
    .RetiresOnSaturation();        ?





If Times() is omitted, the cardinality is assumed to be:


	Times(1) when there is neither WillOnce() nor WillRepeatedly();


	Times(n) when there are n WillOnce()s but no WillRepeatedly(), where n >= 1; or


	Times(AtLeast(n)) when there are n WillOnce()s and a WillRepeatedly(), where n >= 0.




A method with no EXPECT_CALL() is free to be invoked any number of times, and the default action will be taken each time.




Matchers

A matcher matches a single argument.  You can use it inside
ON_CALL() or EXPECT_CALL(), or use it to validate a value
directly:

| EXPECT_THAT(value, matcher) | Asserts that value matches matcher. |
|:——————————|:—————————————-|
| ASSERT_THAT(value, matcher) | The same as EXPECT_THAT(value, matcher), except that it generates a fatal failure. |

Built-in matchers (where argument is the function argument) are
divided into several categories:


Wildcard

|_|argument can be any value of the correct type.|
|:–|:———————————————–|
|A<type>() or An<type>()|argument can be any value of type type.     |




Generic Comparison

|Eq(value) or value|argument == value|
|:———————|:——————|
|Ge(value)           |argument >= value|
|Gt(value)           |argument > value |
|Le(value)           |argument <= value|
|Lt(value)           |argument < value |
|Ne(value)           |argument != value|
|IsNull()            |argument is a NULL pointer (raw or smart).|
|NotNull()           |argument is a non-null pointer (raw or smart).|
|VariantWith<T>(m)   |argument is variant<> that holds the alternative of
type T with a value matching m.|
|Ref(variable)       |argument is a reference to variable.|
|TypedEq<type>(value)|argument has type type and is equal to value. You may need to use this instead of Eq(value) when the mock function is overloaded.|

Except Ref(), these matchers make a copy of value in case it’s
modified or destructed later. If the compiler complains that value
doesn’t have a public copy constructor, try wrap it in ByRef(),
e.g. Eq(ByRef(non_copyable_value)). If you do that, make sure
non_copyable_value is not changed afterwards, or the meaning of your
matcher will be changed.




Floating-Point Matchers

|DoubleEq(a_double)|argument is a double value approximately equal to a_double, treating two NaNs as unequal.|
|:——————-|:———————————————————————————————-|
|FloatEq(a_float)  |argument is a float value approximately equal to a_float, treating two NaNs as unequal.  |
|NanSensitiveDoubleEq(a_double)|argument is a double value approximately equal to a_double, treating two NaNs as equal.  |
|NanSensitiveFloatEq(a_float)|argument is a float value approximately equal to a_float, treating two NaNs as equal.    |

The above matchers use ULP-based comparison (the same as used in
Google Test). They
automatically pick a reasonable error bound based on the absolute
value of the expected value.  DoubleEq() and FloatEq() conform to
the IEEE standard, which requires comparing two NaNs for equality to
return false. The NanSensitive* version instead treats two NaNs as
equal, which is often what a user wants.

|DoubleNear(a_double, max_abs_error)|argument is a double value close to a_double (absolute error <= max_abs_error), treating two NaNs as unequal.|
|:————————————|:——————————————————————————————————————–|
|FloatNear(a_float, max_abs_error)  |argument is a float value close to a_float (absolute error <= max_abs_error), treating two NaNs as unequal.  |
|NanSensitiveDoubleNear(a_double, max_abs_error)|argument is a double value close to a_double (absolute error <= max_abs_error), treating two NaNs as equal.  |
|NanSensitiveFloatNear(a_float, max_abs_error)|argument is a float value close to a_float (absolute error <= max_abs_error), treating two NaNs as equal.    |




String Matchers

The argument can be either a C string or a C++ string object:

|ContainsRegex(string)|argument matches the given regular expression.|
|:———————-|:———————————————–|
|EndsWith(suffix)     |argument ends with string suffix.           |
|HasSubstr(string)    |argument contains string as a sub-string.   |
|MatchesRegex(string) |argument matches the given regular expression with the match starting at the first character and ending at the last character.|
|StartsWith(prefix)   |argument starts with string prefix.         |
|StrCaseEq(string)    |argument is equal to string, ignoring case. |
|StrCaseNe(string)    |argument is not equal to string, ignoring case.|
|StrEq(string)        |argument is equal to string.                |
|StrNe(string)        |argument is not equal to string.            |

ContainsRegex() and MatchesRegex() use the regular expression
syntax defined
here.
StrCaseEq(), StrCaseNe(), StrEq(), and StrNe() work for wide
strings as well.




Container Matchers

Most STL-style containers support ==, so you can use
Eq(expected_container) or simply expected_container to match a
container exactly.   If you want to write the elements in-line,
match them more flexibly, or get more informative messages, you can use:

| ContainerEq(container) | The same as Eq(container) except that the failure message also includes which elements are in one container but not the other. |
|:————————-|:———————————————————————————————————————————|
| Contains(e)            | argument contains an element that matches e, which can be either a value or a matcher.                                       |
| Each(e)                | argument is a container where every element matches e, which can be either a value or a matcher.                           |
| ElementsAre(e0, e1, ..., en) | argument has n + 1 elements, where the i-th element matches ei, which can be a value or a matcher. 0 to 10 arguments are allowed. |
| ElementsAreArray({ e0, e1, ..., en }), ElementsAreArray(array), or ElementsAreArray(array, count) | The same as ElementsAre() except that the expected element values/matchers come from an initializer list, STL-style container, or C-style array. |
| IsEmpty()              | argument is an empty container (container.empty()).                                                                          |
| Pointwise(m, container) | argument contains the same number of elements as in container, and for all i, (the i-th element in argument, the i-th element in container) match m, which is a matcher on 2-tuples. E.g. Pointwise(Le(), upper_bounds) verifies that each element in argument doesn’t exceed the corresponding element in upper_bounds. See more detail below. |
| SizeIs(m)              | argument is a container whose size matches m. E.g. SizeIs(2) or SizeIs(Lt(2)).                                           |
| UnorderedElementsAre(e0, e1, ..., en) | argument has n + 1 elements, and under some permutation each element matches an ei (for a different i), which can be a value or a matcher. 0 to 10 arguments are allowed. |
| UnorderedElementsAreArray({ e0, e1, ..., en }), UnorderedElementsAreArray(array), or UnorderedElementsAreArray(array, count) | The same as UnorderedElementsAre() except that the expected element values/matchers come from an initializer list, STL-style container, or C-style array. |
| WhenSorted(m)          | When argument is sorted using the < operator, it matches container matcher m. E.g. WhenSorted(ElementsAre(1, 2, 3)) verifies that argument contains elements 1, 2, and 3, ignoring order. |
| WhenSortedBy(comparator, m) | The same as WhenSorted(m), except that the given comparator instead of < is used to sort argument. E.g. WhenSortedBy(std::greater<int>(), ElementsAre(3, 2, 1)). |

Notes:


	These matchers can also match:


	a native array passed by reference (e.g. in Foo(const int (&a)[5])), and


	an array passed as a pointer and a count (e.g. in Bar(const T* buffer, int len) – see Multi-argument Matchers).






	The array being matched may be multi-dimensional (i.e. its elements can be arrays).


	m in Pointwise(m, ...) should be a matcher for ::testing::tuple<T, U> where T and U are the element type of the actual container and the expected container, respectively. For example, to compare two Foo containers where Foo doesn’t support operator== but has an Equals() method, one might write:




using ::testing::get;
MATCHER(FooEq, "") {
  return get<0>(arg).Equals(get<1>(arg));
}
...
EXPECT_THAT(actual_foos, Pointwise(FooEq(), expected_foos));








Member Matchers

|Field(&class::field, m)|argument.field (or argument->field when argument is a plain pointer) matches matcher m, where argument is an object of type class.|
|:————————|:———————————————————————————————————————————————|
|Key(e)                 |argument.first matches e, which can be either a value or a matcher. E.g. Contains(Key(Le(5))) can verify that a map contains a key <= 5.|
|Pair(m1, m2)           |argument is an std::pair whose first field matches m1 and second field matches m2.                                                |
|Property(&class::property, m)|argument.property() (or argument->property() when argument is a plain pointer) matches matcher m, where argument is an object of type class.|




Matching the Result of a Function or Functor

|ResultOf(f, m)|f(argument) matches matcher m, where f is a function or functor.|
|:—————|:———————————————————————|




Pointer Matchers

|Pointee(m)|argument (either a smart pointer or a raw pointer) points to a value that matches matcher m.|
|:———–|:———————————————————————————————–|
|WhenDynamicCastTo<T>(m)| when argument is passed through dynamic_cast<T>(), it matches matcher m.                 |




Multiargument Matchers

Technically, all matchers match a single value. A “multi-argument”
matcher is just one that matches a tuple. The following matchers can
be used to match a tuple (x, y):

|Eq()|x == y|
|:—–|:——-|
|Ge()|x >= y|
|Gt()|x > y |
|Le()|x <= y|
|Lt()|x < y |
|Ne()|x != y|

You can use the following selectors to pick a subset of the arguments
(or reorder them) to participate in the matching:

|AllArgs(m)|Equivalent to m. Useful as syntactic sugar in .With(AllArgs(m)).|
|:———–|:——————————————————————-|
|Args<N1, N2, ..., Nk>(m)|The tuple of the k selected (using 0-based indices) arguments matches m, e.g. Args<1, 2>(Eq()).|




Composite Matchers

You can make a matcher from one or more other matchers:

|AllOf(m1, m2, ..., mn)|argument matches all of the matchers m1 to mn.|
|:———————–|:—————————————————|
|AnyOf(m1, m2, ..., mn)|argument matches at least one of the matchers m1 to mn.|
|Not(m)                |argument doesn’t match matcher m.               |




Adapters for Matchers

|MatcherCast<T>(m)|casts matcher m to type Matcher<T>.|
|:——————|:————————————–|
|SafeMatcherCast<T>(m)| safely casts matcher m to type Matcher<T>. |
|Truly(predicate) |predicate(argument) returns something considered by C++ to be true, where predicate is a function or functor.|




Matchers as Predicates

|Matches(m)(value)|evaluates to true if value matches m. You can use Matches(m) alone as a unary functor.|
|:——————|:———————————————————————————————|
|ExplainMatchResult(m, value, result_listener)|evaluates to true if value matches m, explaining the result to result_listener.       |
|Value(value, m)  |evaluates to true if value matches m.                                                   |




Defining Matchers

| MATCHER(IsEven, "") { return (arg % 2) == 0; } | Defines a matcher IsEven() to match an even number. |
|:————————————————-|:——————————————————|
| MATCHER_P(IsDivisibleBy, n, "") { *result_listener << "where the remainder is " << (arg % n); return (arg % n) == 0; } | Defines a macher IsDivisibleBy(n) to match a number divisible by n. |
| MATCHER_P2(IsBetween, a, b, std::string(negation ? "isn't" : "is") + " between " + PrintToString(a) + " and " + PrintToString(b)) { return a <= arg && arg <= b; } | Defines a matcher IsBetween(a, b) to match a value in the range [a, b]. |

Notes:


	The MATCHER* macros cannot be used inside a function or class.


	The matcher body must be purely functional (i.e. it cannot have any side effect, and the result must not depend on anything other than the value being matched and the matcher parameters).


	You can use PrintToString(x) to convert a value x of any type to a string.







Matchers as Test Assertions

|ASSERT_THAT(expression, m)|Generates a fatal failure if the value of expression doesn’t match matcher m.|
|:—————————|:———————————————————————————————————————————————-|
|EXPECT_THAT(expression, m)|Generates a non-fatal failure if the value of expression doesn’t match matcher m.                                                          |






Actions

Actions specify what a mock function should do when invoked.


Returning a Value

|Return()|Return from a void mock function.|
|:———|:———————————-|
|Return(value)|Return value. If the type of value is different to the mock function’s return type, value is converted to the latter type at the time the expectation is set, not when the action is executed.|
|ReturnArg<N>()|Return the N-th (0-based) argument.|
|ReturnNew<T>(a1, ..., ak)|Return new T(a1, ..., ak); a different object is created each time.|
|ReturnNull()|Return a null pointer.             |
|ReturnPointee(ptr)|Return the value pointed to by ptr.|
|ReturnRef(variable)|Return a reference to variable.  |
|ReturnRefOfCopy(value)|Return a reference to a copy of value; the copy lives as long as the action.|




Side Effects

|Assign(&variable, value)|Assign value to variable.|
|:————————-|:————————–|
| DeleteArg<N>()         | Delete the N-th (0-based) argument, which must be a pointer. |
| SaveArg<N>(pointer)    | Save the N-th (0-based) argument to *pointer. |
| SaveArgPointee<N>(pointer) | Save the value pointed to by the N-th (0-based) argument to *pointer. |
| SetArgReferee<N>(value) |   Assign value to the variable referenced by the N-th (0-based) argument. |
|SetArgPointee<N>(value) |Assign value to the variable pointed by the N-th (0-based) argument.|
|SetArgumentPointee<N>(value)|Same as SetArgPointee<N>(value). Deprecated. Will be removed in v1.7.0.|
|SetArrayArgument<N>(first, last)|Copies the elements in source range [first, last) to the array pointed to by the N-th (0-based) argument, which can be either a pointer or an iterator. The action does not take ownership of the elements in the source range.|
|SetErrnoAndReturn(error, value)|Set errno to error and return value.|
|Throw(exception)        |Throws the given exception, which can be any copyable value. Available since v1.1.0.|




Using a Function or a Functor as an Action

|Invoke(f)|Invoke f with the arguments passed to the mock function, where f can be a global/static function or a functor.|
|:———-|:—————————————————————————————————————–|
|Invoke(object_pointer, &class::method)|Invoke the {method on the object with the arguments passed to the mock function.                                  |
|InvokeWithoutArgs(f)|Invoke f, which can be a global/static function or a functor. f must take no arguments.                       |
|InvokeWithoutArgs(object_pointer, &class::method)|Invoke the method on the object, which takes no arguments.                                                        |
|InvokeArgument<N>(arg1, arg2, ..., argk)|Invoke the mock function’s N-th (0-based) argument, which must be a function or a functor, with the k arguments.|

The return value of the invoked function is used as the return value
of the action.

When defining a function or functor to be used with Invoke*(), you can declare any unused parameters as Unused:

  double Distance(Unused, double x, double y) { return sqrt(x*x + y*y); }
  ...
  EXPECT_CALL(mock, Foo("Hi", _, _)).WillOnce(Invoke(Distance));





In InvokeArgument<N>(...), if an argument needs to be passed by reference, wrap it inside ByRef(). For example,

  InvokeArgument<2>(5, string("Hi"), ByRef(foo))





calls the mock function’s #2 argument, passing to it 5 and string("Hi") by value, and foo by reference.




Default Action

|DoDefault()|Do the default action (specified by ON_CALL() or the built-in one).|
|:————|:——————————————————————–|

Note: due to technical reasons, DoDefault() cannot be used inside  a composite action - trying to do so will result in a run-time error.




Composite Actions

|DoAll(a1, a2, ..., an)|Do all actions a1 to an and return the result of an in each invocation. The first n - 1 sub-actions must return void. |
|:———————–|:—————————————————————————————————————————–|
|IgnoreResult(a)       |Perform action a and ignore its result. a must not return void.                                                           |
|WithArg<N>(a)         |Pass the N-th (0-based) argument of the mock function to action a and perform it.                                         |
|WithArgs<N1, N2, ..., Nk>(a)|Pass the selected (0-based) arguments of the mock function to action a and perform it.                                      |
|WithoutArgs(a)        |Perform action a without any arguments.                                                                                     |




Defining Actions

| ACTION(Sum) { return arg0 + arg1; } | Defines an action Sum() to return the sum of the mock function’s argument #0 and #1. |
|:————————————–|:—————————————————————————————|
| ACTION_P(Plus, n) { return arg0 + n; } | Defines an action Plus(n) to return the sum of the mock function’s argument #0 and n. |
| ACTION_Pk(Foo, p1, ..., pk) { statements; } | Defines a parameterized action Foo(p1, ..., pk) to execute the given statements.   |

The ACTION* macros cannot be used inside a function or class.






Cardinalities

These are used in Times() to specify how many times a mock function will be called:

|AnyNumber()|The function can be called any number of times.|
|:————|:———————————————-|
|AtLeast(n) |The call is expected at least n times.       |
|AtMost(n)  |The call is expected at most n times.        |
|Between(m, n)|The call is expected between m and n (inclusive) times.|
|Exactly(n) or n|The call is expected exactly n times. In particular, the call should never happen when n is 0.|




Expectation Order

By default, the expectations can be matched in any order.  If some
or all expectations must be matched in a given order, there are two
ways to specify it.  They can be used either independently or
together.


The After Clause

using ::testing::Expectation;
...
Expectation init_x = EXPECT_CALL(foo, InitX());
Expectation init_y = EXPECT_CALL(foo, InitY());
EXPECT_CALL(foo, Bar())
    .After(init_x, init_y);





says that Bar() can be called only after both InitX() and
InitY() have been called.

If you don’t know how many pre-requisites an expectation has when you
write it, you can use an ExpectationSet to collect them:

using ::testing::ExpectationSet;
...
ExpectationSet all_inits;
for (int i = 0; i < element_count; i++) {
  all_inits += EXPECT_CALL(foo, InitElement(i));
}
EXPECT_CALL(foo, Bar())
    .After(all_inits);





says that Bar() can be called only after all elements have been
initialized (but we don’t care about which elements get initialized
before the others).

Modifying an ExpectationSet after using it in an .After() doesn’t
affect the meaning of the .After().




Sequences

When you have a long chain of sequential expectations, it’s easier to
specify the order using sequences, which don’t require you to given
each expectation in the chain a different name.  All expected
calls
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  You can find recipes for using Google Mock here. If you haven’t yet,
please read the ForDummies document first to make sure you understand
the basics.

Note: Google Mock lives in the testing name space. For
readability, it is recommended to write using ::testing::Foo; once in
your file before using the name Foo defined by Google Mock. We omit
such using statements in this page for brevity, but you should do it
in your own code.


Creating Mock Classes


Mocking Private or Protected Methods

You must always put a mock method definition (MOCK_METHOD*) in a
public: section of the mock class, regardless of the method being
mocked being public, protected, or private in the base class.
This allows ON_CALL and EXPECT_CALL to reference the mock function
from outside of the mock class.  (Yes, C++ allows a subclass to specify
a different access level than the base class on a virtual function.)
Example:

class Foo {
 public:
  ...
  virtual bool Transform(Gadget* g) = 0;

 protected:
  virtual void Resume();

 private:
  virtual int GetTimeOut();
};

class MockFoo : public Foo {
 public:
  ...
  MOCK_METHOD1(Transform, bool(Gadget* g));

  // The following must be in the public section, even though the
  // methods are protected or private in the base class.
  MOCK_METHOD0(Resume, void());
  MOCK_METHOD0(GetTimeOut, int());
};








Mocking Overloaded Methods

You can mock overloaded functions as usual. No special attention is required:

class Foo {
  ...

  // Must be virtual as we'll inherit from Foo.
  virtual ~Foo();

  // Overloaded on the types and/or numbers of arguments.
  virtual int Add(Element x);
  virtual int Add(int times, Element x);

  // Overloaded on the const-ness of this object.
  virtual Bar& GetBar();
  virtual const Bar& GetBar() const;
};

class MockFoo : public Foo {
  ...
  MOCK_METHOD1(Add, int(Element x));
  MOCK_METHOD2(Add, int(int times, Element x);

  MOCK_METHOD0(GetBar, Bar&());
  MOCK_CONST_METHOD0(GetBar, const Bar&());
};





Note: if you don’t mock all versions of the overloaded method, the
compiler will give you a warning about some methods in the base class
being hidden. To fix that, use using to bring them in scope:

class MockFoo : public Foo {
  ...
  using Foo::Add;
  MOCK_METHOD1(Add, int(Element x));
  // We don't want to mock int Add(int times, Element x);
  ...
};








Mocking Class Templates

To mock a class template, append _T to the MOCK_* macros:

template <typename Elem>
class StackInterface {
  ...
  // Must be virtual as we'll inherit from StackInterface.
  virtual ~StackInterface();

  virtual int GetSize() const = 0;
  virtual void Push(const Elem& x) = 0;
};

template <typename Elem>
class MockStack : public StackInterface<Elem> {
  ...
  MOCK_CONST_METHOD0_T(GetSize, int());
  MOCK_METHOD1_T(Push, void(const Elem& x));
};








Mocking Nonvirtual Methods

Google Mock can mock non-virtual functions to be used in what we call hi-perf
dependency injection.

In this case, instead of sharing a common base class with the real
class, your mock class will be unrelated to the real class, but
contain methods with the same signatures.  The syntax for mocking
non-virtual methods is the same as mocking virtual methods:

// A simple packet stream class.  None of its members is virtual.
class ConcretePacketStream {
 public:
  void AppendPacket(Packet* new_packet);
  const Packet* GetPacket(size_t packet_number) const;
  size_t NumberOfPackets() const;
  ...
};

// A mock packet stream class.  It inherits from no other, but defines
// GetPacket() and NumberOfPackets().
class MockPacketStream {
 public:
  MOCK_CONST_METHOD1(GetPacket, const Packet*(size_t packet_number));
  MOCK_CONST_METHOD0(NumberOfPackets, size_t());
  ...
};





Note that the mock class doesn’t define AppendPacket(), unlike the
real class. That’s fine as long as the test doesn’t need to call it.

Next, you need a way to say that you want to use
ConcretePacketStream in production code and to use MockPacketStream
in tests.  Since the functions are not virtual and the two classes are
unrelated, you must specify your choice at compile time (as opposed
to run time).

One way to do it is to templatize your code that needs to use a packet
stream.  More specifically, you will give your code a template type
argument for the type of the packet stream.  In production, you will
instantiate your template with ConcretePacketStream as the type
argument.  In tests, you will instantiate the same template with
MockPacketStream.  For example, you may write:

template <class PacketStream>
void CreateConnection(PacketStream* stream) { ... }

template <class PacketStream>
class PacketReader {
 public:
  void ReadPackets(PacketStream* stream, size_t packet_num);
};





Then you can use CreateConnection<ConcretePacketStream>() and
PacketReader<ConcretePacketStream> in production code, and use
CreateConnection<MockPacketStream>() and
PacketReader<MockPacketStream> in tests.

  MockPacketStream mock_stream;
  EXPECT_CALL(mock_stream, ...)...;
  .. set more expectations on mock_stream ...
  PacketReader<MockPacketStream> reader(&mock_stream);
  ... exercise reader ...








Mocking Free Functions

It’s possible to use Google Mock to mock a free function (i.e. a
C-style function or a static method).  You just need to rewrite your
code to use an interface (abstract class).

Instead of calling a free function (say, OpenFile) directly,
introduce an interface for it and have a concrete subclass that calls
the free function:

class FileInterface {
 public:
  ...
  virtual bool Open(const char* path, const char* mode) = 0;
};

class File : public FileInterface {
 public:
  ...
  virtual bool Open(const char* path, const char* mode) {
    return OpenFile(path, mode);
  }
};





Your code should talk to FileInterface to open a file.  Now it’s
easy to mock out the function.

This may seem much hassle, but in practice you often have multiple
related functions that you can put in the same interface, so the
per-function syntactic overhead will be much lower.

If you are concerned about the performance overhead incurred by
virtual functions, and profiling confirms your concern, you can
combine this with the recipe for mocking non-virtual methods.




The Nice, the Strict, and the Naggy

If a mock method has no EXPECT_CALL spec but is called, Google Mock
will print a warning about the “uninteresting call”. The rationale is:


	New methods may be added to an interface after a test is written. We shouldn’t fail a test just because a method it doesn’t know about is called.


	However, this may also mean there’s a bug in the test, so Google Mock shouldn’t be silent either. If the user believes these calls are harmless, they can add an EXPECT_CALL() to suppress the warning.




However, sometimes you may want to suppress all “uninteresting call”
warnings, while sometimes you may want the opposite, i.e. to treat all
of them as errors. Google Mock lets you make the decision on a
per-mock-object basis.

Suppose your test uses a mock class MockFoo:

TEST(...) {
  MockFoo mock_foo;
  EXPECT_CALL(mock_foo, DoThis());
  ... code that uses mock_foo ...
}





If a method of mock_foo other than DoThis() is called, it will be
reported by Google Mock as a warning. However, if you rewrite your
test to use NiceMock<MockFoo> instead, the warning will be gone,
resulting in a cleaner test output:

using ::testing::NiceMock;

TEST(...) {
  NiceMock<MockFoo> mock_foo;
  EXPECT_CALL(mock_foo, DoThis());
  ... code that uses mock_foo ...
}





NiceMock<MockFoo> is a subclass of MockFoo, so it can be used
wherever MockFoo is accepted.

It also works if MockFoo’s constructor takes some arguments, as
NiceMock<MockFoo> “inherits” MockFoo’s constructors:

using ::testing::NiceMock;

TEST(...) {
  NiceMock<MockFoo> mock_foo(5, "hi");  // Calls MockFoo(5, "hi").
  EXPECT_CALL(mock_foo, DoThis());
  ... code that uses mock_foo ...
}





The usage of StrictMock is similar, except that it makes all
uninteresting calls failures:

using ::testing::StrictMock;

TEST(...) {
  StrictMock<MockFoo> mock_foo;
  EXPECT_CALL(mock_foo, DoThis());
  ... code that uses mock_foo ...

  // The test will fail if a method of mock_foo other than DoThis()
  // is called.
}





There are some caveats though (I don’t like them just as much as the
next guy, but sadly they are side effects of C++’s limitations):


	NiceMock<MockFoo> and StrictMock<MockFoo> only work for mock methods defined using the MOCK_METHOD* family of macros directly in the MockFoo class. If a mock method is defined in a base class of MockFoo, the “nice” or “strict” modifier may not affect it, depending on the compiler. In particular, nesting NiceMock and StrictMock (e.g. NiceMock<StrictMock<MockFoo> >) is not supported.


	The constructors of the base mock (MockFoo) cannot have arguments passed by non-const reference, which happens to be banned by the Google C++ style guide [https://google.github.io/styleguide/cppguide.html].


	During the constructor or destructor of MockFoo, the mock object is not nice or strict.  This may cause surprises if the constructor or destructor calls a mock method on this object. (This behavior, however, is consistent with C++’s general rule: if a constructor or destructor calls a virtual method of this object, that method is treated as non-virtual.  In other words, to the base class’s constructor or destructor, this object behaves like an instance of the base class, not the derived class.  This rule is required for safety.  Otherwise a base constructor may use members of a derived class before they are initialized, or a base destructor may use members of a derived class after they have been destroyed.)




Finally, you should be very cautious about when to use naggy or strict mocks, as they tend to make tests more brittle and harder to maintain. When you refactor your code without changing its externally visible behavior, ideally you should’t need to update any tests. If your code interacts with a naggy mock, however, you may start to get spammed with warnings as the result of your change. Worse, if your code interacts with a strict mock, your tests may start to fail and you’ll be forced to fix them. Our general recommendation is to use nice mocks (not yet the default) most of the time, use naggy mocks (the current default) when developing or debugging tests, and use strict mocks only as the last resort.




Simplifying the Interface without Breaking Existing Code

Sometimes a method has a long list of arguments that is mostly
uninteresting. For example,

class LogSink {
 public:
  ...
  virtual void send(LogSeverity severity, const char* full_filename,
                    const char* base_filename, int line,
                    const struct tm* tm_time,
                    const char* message, size_t message_len) = 0;
};





This method’s argument list is lengthy and hard to work with (let’s
say that the message argument is not even 0-terminated). If we mock
it as is, using the mock will be awkward. If, however, we try to
simplify this interface, we’ll need to fix all clients depending on
it, which is often infeasible.

The trick is to re-dispatch the method in the mock class:

class ScopedMockLog : public LogSink {
 public:
  ...
  virtual void send(LogSeverity severity, const char* full_filename,
                    const char* base_filename, int line, const tm* tm_time,
                    const char* message, size_t message_len) {
    // We are only interested in the log severity, full file name, and
    // log message.
    Log(severity, full_filename, std::string(message, message_len));
  }

  // Implements the mock method:
  //
  //   void Log(LogSeverity severity,
  //            const string& file_path,
  //            const string& message);
  MOCK_METHOD3(Log, void(LogSeverity severity, const string& file_path,
                         const string& message));
};





By defining a new mock method with a trimmed argument list, we make
the mock class much more user-friendly.




Alternative to Mocking Concrete Classes

Often you may find yourself using classes that don’t implement
interfaces. In order to test your code that uses such a class (let’s
call it Concrete), you may be tempted to make the methods of
Concrete virtual and then mock it.

Try not to do that.

Making a non-virtual function virtual is a big decision. It creates an
extension point where subclasses can tweak your class’ behavior. This
weakens your control on the class because now it’s harder to maintain
the class’ invariants. You should make a function virtual only when
there is a valid reason for a subclass to override it.

Mocking concrete classes directly is problematic as it creates a tight
coupling between the class and the tests - any small change in the
class may invalidate your tests and make test maintenance a pain.

To avoid such problems, many programmers have been practicing “coding
to interfaces”: instead of talking to the Concrete class, your code
would define an interface and talk to it. Then you implement that
interface as an adaptor on top of Concrete. In tests, you can easily
mock that interface to observe how your code is doing.

This technique incurs some overhead:


	You pay the cost of virtual function calls (usually not a problem).


	There is more abstraction for the programmers to learn.




However, it can also bring significant benefits in addition to better
testability:


	Concrete’s API may not fit your problem domain very well, as you may not be the only client it tries to serve. By designing your own interface, you have a chance to tailor it to your need - you may add higher-level functionalities, rename stuff, etc instead of just trimming the class. This allows you to write your code (user of the interface) in a more natural way, which means it will be more readable, more maintainable, and you’ll be more productive.


	If Concrete’s implementation ever has to change, you don’t have to rewrite everywhere it is used. Instead, you can absorb the change in your implementation of the interface, and your other code and tests will be insulated from this change.




Some people worry that if everyone is practicing this technique, they
will end up writing lots of redundant code. This concern is totally
understandable. However, there are two reasons why it may not be the
case:


	Different projects may need to use Concrete in different ways, so the best interfaces for them will be different. Therefore, each of them will have its own domain-specific interface on top of Concrete, and they will not be the same code.


	If enough projects want to use the same interface, they can always share it, just like they have been sharing Concrete. You can check in the interface and the adaptor somewhere near Concrete (perhaps in a contrib sub-directory) and let many projects use it.




You need to weigh the pros and cons carefully for your particular
problem, but I’d like to assure you that the Java community has been
practicing this for a long time and it’s a proven effective technique
applicable in a wide variety of situations. :-)




Delegating Calls to a Fake

Some times you have a non-trivial fake implementation of an
interface. For example:

class Foo {
 public:
  virtual ~Foo() {}
  virtual char DoThis(int n) = 0;
  virtual void DoThat(const char* s, int* p) = 0;
};

class FakeFoo : public Foo {
 public:
  virtual char DoThis(int n) {
    return (n > 0) ? '+' :
        (n < 0) ? '-' : '0';
  }

  virtual void DoThat(const char* s, int* p) {
    *p = strlen(s);
  }
};





Now you want to mock this interface such that you can set expectations
on it. However, you also want to use FakeFoo for the default
behavior, as duplicating it in the mock object is, well, a lot of
work.

When you define the mock class using Google Mock, you can have it
delegate its default action to a fake class you already have, using
this pattern:

using ::testing::_;
using ::testing::Invoke;

class MockFoo : public Foo {
 public:
  // Normal mock method definitions using Google Mock.
  MOCK_METHOD1(DoThis, char(int n));
  MOCK_METHOD2(DoThat, void(const char* s, int* p));

  // Delegates the default actions of the methods to a FakeFoo object.
  // This must be called *before* the custom ON_CALL() statements.
  void DelegateToFake() {
    ON_CALL(*this, DoThis(_))
        .WillByDefault(Invoke(&fake_, &FakeFoo::DoThis));
    ON_CALL(*this, DoThat(_, _))
        .WillByDefault(Invoke(&fake_, &FakeFoo::DoThat));
  }
 private:
  FakeFoo fake_;  // Keeps an instance of the fake in the mock.
};





With that, you can use MockFoo in your tests as usual. Just remember
that if you don’t explicitly set an action in an ON_CALL() or
EXPECT_CALL(), the fake will be called upon to do it:

using ::testing::_;

TEST(AbcTest, Xyz) {
  MockFoo foo;
  foo.DelegateToFake(); // Enables the fake for delegation.

  // Put your ON_CALL(foo, ...)s here, if any.

  // No action specified, meaning to use the default action.
  EXPECT_CALL(foo, DoThis(5));
  EXPECT_CALL(foo, DoThat(_, _));

  int n = 0;
  EXPECT_EQ('+', foo.DoThis(5));  // FakeFoo::DoThis() is invoked.
  foo.DoThat("Hi", &n);           // FakeFoo::DoThat() is invoked.
  EXPECT_EQ(2, n);
}





Some tips:


	If you want, you can still override the default action by providing your own ON_CALL() or using .WillOnce() / .WillRepeatedly() in EXPECT_CALL().


	In DelegateToFake(), you only need to delegate the methods whose fake implementation you intend to use.


	The general technique discussed here works for overloaded methods, but you’ll need to tell the compiler which version you mean. To disambiguate a mock function (the one you specify inside the parentheses of ON_CALL()), see the “Selecting Between Overloaded Functions” section on this page; to disambiguate a fake function (the one you place inside Invoke()), use a static_cast to specify the function’s type. For instance, if class Foo has methods char DoThis(int n) and bool DoThis(double x) const, and you want to invoke the latter, you need to write Invoke(&fake_, static_cast<bool (FakeFoo::*)(double) const>(&FakeFoo::DoThis)) instead of Invoke(&fake_, &FakeFoo::DoThis) (The strange-looking thing inside the angled brackets of static_cast is the type of a function pointer to the second DoThis() method.).


	Having to mix a mock and a fake is often a sign of something gone wrong. Perhaps you haven’t got used to the interaction-based way of testing yet. Or perhaps your interface is taking on too many roles and should be split up. Therefore, don’t abuse this. We would only recommend to do it as an intermediate step when you are refactoring your code.




Regarding the tip on mixing a mock and a fake, here’s an example on
why it may be a bad sign: Suppose you have a class System for
low-level system operations. In particular, it does file and I/O
operations. And suppose you want to test how your code uses System
to do I/O, and you just want the file operations to work normally. If
you mock out the entire System class, you’ll have to provide a fake
implementation for the file operation part, which suggests that
System is taking on too many roles.

Instead, you can define a FileOps interface and an IOOps interface
and split System’s functionalities into the two. Then you can mock
IOOps without mocking FileOps.




Delegating Calls to a Real Object

When using testing doubles (mocks, fakes, stubs, and etc), sometimes
their behaviors will differ from those of the real objects. This
difference could be either intentional (as in simulating an error such
that you can test the error handling code) or unintentional. If your
mocks have different behaviors than the real objects by mistake, you
could end up with code that passes the tests but fails in production.

You can use the delegating-to-real technique to ensure that your
mock has the same behavior as the real object while retaining the
ability to validate calls. This technique is very similar to the
delegating-to-fake technique, the difference being that we use a real
object instead of a fake. Here’s an example:

using ::testing::_;
using ::testing::AtLeast;
using ::testing::Invoke;

class MockFoo : public Foo {
 public:
  MockFoo() {
    // By default, all calls are delegated to the real object.
    ON_CALL(*this, DoThis())
        .WillByDefault(Invoke(&real_, &Foo::DoThis));
    ON_CALL(*this, DoThat(_))
        .WillByDefault(Invoke(&real_, &Foo::DoThat));
    ...
  }
  MOCK_METHOD0(DoThis, ...);
  MOCK_METHOD1(DoThat, ...);
  ...
 private:
  Foo real_;
};
...

  MockFoo mock;

  EXPECT_CALL(mock, DoThis())
      .Times(3);
  EXPECT_CALL(mock, DoThat("Hi"))
      .Times(AtLeast(1));
  ... use mock in test ...





With this, Google Mock will verify that your code made the right calls
(with the right arguments, in the right order, called the right number
of times, etc), and a real object will answer the calls (so the
behavior will be the same as in production). This gives you the best
of both worlds.




Delegating Calls to a Parent Class

Ideally, you should code to interfaces, whose methods are all pure
virtual. In reality, sometimes you do need to mock a virtual method
that is not pure (i.e, it already has an implementation). For example:

class Foo {
 public:
  virtual ~Foo();

  virtual void Pure(int n) = 0;
  virtual int Concrete(const char* str) { ... }
};

class MockFoo : public Foo {
 public:
  // Mocking a pure method.
  MOCK_METHOD1(Pure, void(int n));
  // Mocking a concrete method.  Foo::Concrete() is shadowed.
  MOCK_METHOD1(Concrete, int(const char* str));
};





Sometimes you may want to call Foo::Concrete() instead of
MockFoo::Concrete(). Perhaps you want to do it as part of a stub
action, or perhaps your test doesn’t need to mock Concrete() at all
(but it would be oh-so painful to have to define a new mock class
whenever you don’t need to mock one of its methods).

The trick is to leave a back door in your mock class for accessing the
real methods in the base class:

class MockFoo : public Foo {
 public:
  // Mocking a pure method.
  MOCK_METHOD1(Pure, void(int n));
  // Mocking a concrete method.  Foo::Concrete() is shadowed.
  MOCK_METHOD1(Concrete, int(const char* str));

  // Use this to call Concrete() defined in Foo.
  int FooConcrete(const char* str) { return Foo::Concrete(str); }
};





Now, you can call Foo::Concrete() inside an action by:

using ::testing::_;
using ::testing::Invoke;
...
  EXPECT_CALL(foo, Concrete(_))
      .WillOnce(Invoke(&foo, &MockFoo::FooConcrete));





or tell the mock object that you don’t want to mock Concrete():

using ::testing::Invoke;
...
  ON_CALL(foo, Concrete(_))
      .WillByDefault(Invoke(&foo, &MockFoo::FooConcrete));





(Why don’t we just write Invoke(&foo, &Foo::Concrete)? If you do
that, MockFoo::Concrete() will be called (and cause an infinite
recursion) since Foo::Concrete() is virtual. That’s just how C++
works.)






Using Matchers


Matching Argument Values Exactly

You can specify exactly which arguments a mock method is expecting:

using ::testing::Return;
...
  EXPECT_CALL(foo, DoThis(5))
      .WillOnce(Return('a'));
  EXPECT_CALL(foo, DoThat("Hello", bar));








Using Simple Matchers

You can use matchers to match arguments that have a certain property:

using ::testing::Ge;
using ::testing::NotNull;
using ::testing::Return;
...
  EXPECT_CALL(foo, DoThis(Ge(5)))  // The argument must be >= 5.
      .WillOnce(Return('a'));
  EXPECT_CALL(foo, DoThat("Hello", NotNull()));
  // The second argument must not be NULL.





A frequently used matcher is _, which matches anything:

using ::testing::_;
using ::testing::NotNull;
...
  EXPECT_CALL(foo, DoThat(_, NotNull()));








Combining Matchers

You can build complex matchers from existing ones using AllOf(),
AnyOf(), and Not():

using ::testing::AllOf;
using ::testing::Gt;
using ::testing::HasSubstr;
using ::testing::Ne;
using ::testing::Not;
...
  // The argument must be > 5 and != 10.
  EXPECT_CALL(foo, DoThis(AllOf(Gt(5),
                                Ne(10))));

  // The first argument must not contain sub-string "blah".
  EXPECT_CALL(foo, DoThat(Not(HasSubstr("blah")),
                          NULL));








Casting Matchers

Google Mock matchers are statically typed, meaning that the compiler
can catch your mistake if you use a matcher of the wrong type (for
example, if you use Eq(5) to match a string argument). Good for
you!

Sometimes, however, you know what you’re doing and want the compiler
to give you some slack. One example is that you have a matcher for
long and the argument you want to match is int. While the two
types aren’t exactly the same, there is nothing really wrong with
using a Matcher<long> to match an int - after all, we can first
convert the int argument to a long before giving it to the
matcher.

To support this need, Google Mock gives you the
SafeMatcherCast<T>(m) function. It casts a matcher m to type
Matcher<T>. To ensure safety, Google Mock checks that (let U be the
type m accepts):


	Type T can be implicitly cast to type U;


	When both T and U are built-in arithmetic types (bool, integers, and floating-point numbers), the conversion from T to U is not lossy (in other words, any value representable by T can also be represented by U); and


	When U is a reference, T must also be a reference (as the underlying matcher may be interested in the address of the U value).




The code won’t compile if any of these conditions aren’t met.

Here’s one example:

using ::testing::SafeMatcherCast;

// A base class and a child class.
class Base { ... };
class Derived : public Base { ... };

class MockFoo : public Foo {
 public:
  MOCK_METHOD1(DoThis, void(Derived* derived));
};
...

  MockFoo foo;
  // m is a Matcher<Base*> we got from somewhere.
  EXPECT_CALL(foo, DoThis(SafeMatcherCast<Derived*>(m)));





If you find SafeMatcherCast<T>(m) too limiting, you can use a similar
function MatcherCast<T>(m). The difference is that MatcherCast works
as long as you can static_cast type T to type U.

MatcherCast essentially lets you bypass C++’s type system
(static_cast isn’t always safe as it could throw away information,
for example), so be careful not to misuse/abuse it.




Selecting Between Overloaded Functions

If you expect an overloaded function to be called, the compiler may
need some help on which overloaded version it is.

To disambiguate functions overloaded on the const-ness of this object,
use the Const() argument wrapper.

using ::testing::ReturnRef;

class MockFoo : public Foo {
  ...
  MOCK_METHOD0(GetBar, Bar&());
  MOCK_CONST_METHOD0(GetBar, const Bar&());
};
...

  MockFoo foo;
  Bar bar1, bar2;
  EXPECT_CALL(foo, GetBar())         // The non-const GetBar().
      .WillOnce(ReturnRef(bar1));
  EXPECT_CALL(Const(foo), GetBar())  // The const GetBar().
      .WillOnce(ReturnRef(bar2));





(Const() is defined by Google Mock and returns a const reference
to its argument.)

To disambiguate overloaded functions with the same number of arguments
but different argument types, you may need to specify the exact type
of a matcher, either by wrapping your matcher in Matcher<type>(), or
using a matcher whose type is fixed (TypedEq<type>, An<type>(),
etc):

using ::testing::An;
using ::testing::Lt;
using ::testing::Matcher;
using ::testing::TypedEq;

class MockPrinter : public Printer {
 public:
  MOCK_METHOD1(Print, void(int n));
  MOCK_METHOD1(Print, void(char c));
};

TEST(PrinterTest, Print) {
  MockPrinter printer;

  EXPECT_CALL(printer, Print(An<int>()));            // void Print(int);
  EXPECT_CALL(printer, Print(Matcher<int>(Lt(5))));  // void Print(int);
  EXPECT_CALL(printer, Print(TypedEq<char>('a')));   // void Print(char);

  printer.Print(3);
  printer.Print(6);
  printer.Print('a');
}








Performing Different Actions Based on the Arguments

When a mock method is called, the last matching expectation that’s
still active will be selected (think “newer overrides older”). So, you
can make a method do different things depending on its argument values
like this:

using ::testing::_;
using ::testing::Lt;
using ::testing::Return;
...
  // The default case.
  EXPECT_CALL(foo, DoThis(_))
      .WillRepeatedly(Return('b'));

  // The more specific case.
  EXPECT_CALL(foo, DoThis(Lt(5)))
      .WillRepeatedly(Return('a'));





Now, if foo.DoThis() is called with a value less than 5, 'a' will
be returned; otherwise 'b' will be returned.




Matching Multiple Arguments as a Whole

Sometimes it’s not enough to match the arguments individually. For
example, we may want to say that the first argument must be less than
the second argument. The With() clause allows us to match
all arguments of a mock function as a whole. For example,

using ::testing::_;
using ::testing::Lt;
using ::testing::Ne;
...
  EXPECT_CALL(foo, InRange(Ne(0), _))
      .With(Lt());





says that the first argument of InRange() must not be 0, and must be
less than the second argument.

The expression inside With() must be a matcher of type
Matcher< ::testing::tuple<A1, ..., An> >, where A1, …, An are the
types of the function arguments.

You can also write AllArgs(m) instead of m inside .With(). The
two forms are equivalent, but .With(AllArgs(Lt())) is more readable
than .With(Lt()).

You can use Args<k1, ..., kn>(m) to match the n selected arguments
(as a tuple) against m. For example,

using ::testing::_;
using ::testing::AllOf;
using ::testing::Args;
using ::testing::Lt;
...
  EXPECT_CALL(foo, Blah(_, _, _))
      .With(AllOf(Args<0, 1>(Lt()), Args<1, 2>(Lt())));





says that Blah() will be called with arguments x, y, and z where
x < y < z.

As a convenience and example, Google Mock provides some matchers for
2-tuples, including the Lt() matcher above. See the CheatSheet for
the complete list.

Note that if you want to pass the arguments to a predicate of your own
(e.g. .With(Args<0, 1>(Truly(&MyPredicate)))), that predicate MUST be
written to take a ::testing::tuple as its argument; Google Mock will pass the n selected arguments as one single tuple to the predicate.




Using Matchers as Predicates

Have you noticed that a matcher is just a fancy predicate that also
knows how to describe itself? Many existing algorithms take predicates
as arguments (e.g. those defined in STL’s <algorithm> header), and
it would be a shame if Google Mock matchers are not allowed to
participate.

Luckily, you can use a matcher where a unary predicate functor is
expected by wrapping it inside the Matches() function. For example,

#include <algorithm>
#include <vector>

std::vector<int> v;
...
// How many elements in v are >= 10?
const int count = count_if(v.begin(), v.end(), Matches(Ge(10)));





Since you can build complex matchers from simpler ones easily using
Google Mock, this gives you a way to conveniently construct composite
predicates (doing the same using STL’s <functional> header is just
painful). For example, here’s a predicate that’s satisfied by any
number that is >= 0, <= 100, and != 50:

Matches(AllOf(Ge(0), Le(100), Ne(50)))








Using Matchers in Google Test Assertions

Since matchers are basically predicates that also know how to describe
themselves, there is a way to take advantage of them in
Google Test assertions. It’s
called ASSERT_THAT and EXPECT_THAT:

  ASSERT_THAT(value, matcher);  // Asserts that value matches matcher.
  EXPECT_THAT(value, matcher);  // The non-fatal version.





For example, in a Google Test test you can write:

#include "gmock/gmock.h"

using ::testing::AllOf;
using ::testing::Ge;
using ::testing::Le;
using ::testing::MatchesRegex;
using ::testing::StartsWith;
...

  EXPECT_THAT(Foo(), StartsWith("Hello"));
  EXPECT_THAT(Bar(), MatchesRegex("Line \\d+"));
  ASSERT_THAT(Baz(), AllOf(Ge(5), Le(10)));





which (as you can probably guess) executes Foo(), Bar(), and
Baz(), and verifies that:


	Foo() returns a string that starts with "Hello".


	Bar() returns a string that matches regular expression "Line \\d+".


	Baz() returns a number in the range [5, 10].




The nice thing about these macros is that they read like
English. They generate informative messages too. For example, if the
first EXPECT_THAT() above fails, the message will be something like:

Value of: Foo()
  Actual: "Hi, world!"
Expected: starts with "Hello"





Credit: The idea of (ASSERT|EXPECT)_THAT was stolen from the
Hamcrest [https://github.com/hamcrest/] project, which adds
assertThat() to JUnit.




Using Predicates as Matchers

Google Mock provides a built-in set of matchers. In case you find them
lacking, you can use an arbitray unary predicate function or functor
as a matcher - as long as the predicate accepts a value of the type
you want. You do this by wrapping the predicate inside the Truly()
function, for example:

using ::testing::Truly;

int IsEven(int n) { return (n % 2) == 0 ? 1 : 0; }
...

  // Bar() must be called with an even number.
  EXPECT_CALL(foo, Bar(Truly(IsEven)));





Note that the predicate function / functor doesn’t have to return
bool. It works as long as the return value can be used as the
condition in statement if (condition) ....




Matching Arguments that Are Not Copyable

When you do an EXPECT_CALL(mock_obj, Foo(bar)), Google Mock saves
away a copy of bar. When Foo() is called later, Google Mock
compares the argument to Foo() with the saved copy of bar. This
way, you don’t need to worry about bar being modified or destroyed
after the EXPECT_CALL() is executed. The same is true when you use
matchers like Eq(bar), Le(bar), and so on.

But what if bar cannot be copied (i.e. has no copy constructor)? You
could define your own matcher function and use it with Truly(), as
the previous couple of recipes have shown. Or, you may be able to get
away from it if you can guarantee that bar won’t be changed after
the EXPECT_CALL() is executed. Just tell Google Mock that it should
save a reference to bar, instead of a copy of it. Here’s how:

using ::testing::Eq;
using ::testing::ByRef;
using ::testing::Lt;
...
  // Expects that Foo()'s argument == bar.
  EXPECT_CALL(mock_obj, Foo(Eq(ByRef(bar))));

  // Expects that Foo()'s argument < bar.
  EXPECT_CALL(mock_obj, Foo(Lt(ByRef(bar))));





Remember: if you do this, don’t change bar after the
EXPECT_CALL(), or the result is undefined.




Validating a Member of an Object

Often a mock function takes a reference to object as an argument. When
matching the argument, you may not want to compare the entire object
against a fixed object, as that may be over-specification. Instead,
you may need to validate a certain member variable or the result of a
certain getter method of the object. You can do this with Field()
and Property(). More specifically,

Field(&Foo::bar, m)





is a matcher that matches a Foo object whose bar member variable
satisfies matcher m.

Property(&Foo::baz, m)





is a matcher that matches a Foo object whose baz() method returns
a value that satisfies matcher m.

For example:

| Expression                   | Description                        |
|:—————————–|:———————————–|
| Field(&Foo::number, Ge(3)) | Matches x where x.number >= 3. |
| Property(&Foo::name, StartsWith("John ")) | Matches x where x.name() starts with "John ". |

Note that in Property(&Foo::baz, ...), method baz() must take no
argument and be declared as const.

BTW, Field() and Property() can also match plain pointers to
objects. For instance,

Field(&Foo::number, Ge(3))





matches a plain pointer p where p->number >= 3. If p is NULL,
the match will always fail regardless of the inner matcher.

What if you want to validate more than one members at the same time?
Remember that there is AllOf().




Validating the Value Pointed to by a Pointer Argument

C++ functions often take pointers as arguments. You can use matchers
like IsNull(), NotNull(), and other comparison matchers to match a
pointer, but what if you want to make sure the value pointed to by
the pointer, instead of the pointer itself, has a certain property?
Well, you can use the Pointee(m) matcher.

Pointee(m) matches a pointer iff m matches the value the pointer
points to. For example:

using ::testing::Ge;
using ::testing::Pointee;
...
  EXPECT_CALL(foo, Bar(Pointee(Ge(3))));





expects foo.Bar() to be called with a pointer that points to a value
greater than or equal to 3.

One nice thing about Pointee() is that it treats a NULL pointer as
a match failure, so you can write Pointee(m) instead of

  AllOf(NotNull(), Pointee(m))





without worrying that a NULL pointer will crash your test.

Also, did we tell you that Pointee() works with both raw pointers
and smart pointers (linked_ptr, shared_ptr, scoped_ptr, and
etc)?

What if you have a pointer to pointer? You guessed it - you can use
nested Pointee() to probe deeper inside the value. For example,
Pointee(Pointee(Lt(3))) matches a pointer that points to a pointer
that points to a number less than 3 (what a mouthful…).




Testing a Certain Property of an Object

Sometimes you want to specify that an object argument has a certain
property, but there is no existing matcher that does this. If you want
good error messages, you should define a matcher. If you want to do it
quick and dirty, you could get away with writing an ordinary function.

Let’s say you have a mock function that takes an object of type Foo,
which has an int bar() method and an int baz() method, and you
want to constrain that the argument’s bar() value plus its baz()
value is a given number. Here’s how you can define a matcher to do it:

using ::testing::MatcherInterface;
using ::testing::MatchResultListener;

class BarPlusBazEqMatcher : public MatcherInterface<const Foo&> {
 public:
  explicit BarPlusBazEqMatcher(int expected_sum)
      : expected_sum_(expected_sum) {}

  virtual bool MatchAndExplain(const Foo& foo,
                               MatchResultListener* listener) const {
    return (foo.bar() + foo.baz()) == expected_sum_;
  }

  virtual void DescribeTo(::std::ostream* os) const {
    *os << "bar() + baz() equals " << expected_sum_;
  }

  virtual void DescribeNegationTo(::std::ostream* os) const {
    *os << "bar() + baz() does not equal " << expected_sum_;
  }
 private:
  const int expected_sum_;
};

inline Matcher<const Foo&> BarPlusBazEq(int expected_sum) {
  return MakeMatcher(new BarPlusBazEqMatcher(expected_sum));
}

...

  EXPECT_CALL(..., DoThis(BarPlusBazEq(5)))...;








Matching Containers

Sometimes an STL container (e.g. list, vector, map, …) is passed to
a mock function and you may want to validate it. Since most STL
containers support the == operator, you can write
Eq(expected_container) or simply expected_container to match a
container exactly.

Sometimes, though, you may want to be more flexible (for example, the
first element must be an exact match, but the second element can be
any positive number, and so on). Also, containers used in tests often
have a small number of elements, and having to define the expected
container out-of-line is a bit of a hassle.

You can use the ElementsAre() or UnorderedElementsAre() matcher in
such cases:

using ::testing::_;
using ::testing::ElementsAre;
using ::testing::Gt;
...

  MOCK_METHOD1(Foo, void(const vector<int>& numbers));
...

  EXPECT_CALL(mock, Foo(ElementsAre(1, Gt(0), _, 5)));





The above matcher says that the container must have 4 elements, which
must be 1, greater than 0, anything, and 5 respectively.

If you instead write:

using ::testing::_;
using ::testing::Gt;
using ::testing::UnorderedElementsAre;
...

  MOCK_METHOD1(Foo, void(const vector<int>& numbers));
...

  EXPECT_CALL(mock, Foo(UnorderedElementsAre(1, Gt(0), _, 5)));





It means that the container must have 4 elements, which under some
permutation must be 1, greater than 0, anything, and 5 respectively.

ElementsAre() and UnorderedElementsAre() are overloaded to take 0
to 10 arguments. If more are needed, you can place them in a C-style
array and use ElementsAreArray() or UnorderedElementsAreArray()
instead:

using ::testing::ElementsAreArray;
...

  // ElementsAreArray accepts an array of element values.
  const int expected_vector1[] = { 1, 5, 2, 4, ... };
  EXPECT_CALL(mock, Foo(ElementsAreArray(expected_vector1)));

  // Or, an array of element matchers.
  Matcher<int> expected_vector2 = { 1, Gt(2), _, 3, ... };
  EXPECT_CALL(mock, Foo(ElementsAreArray(expected_vector2)));





In case the array needs to be dynamically created (and therefore the
array size cannot be inferred by the compiler), you can give
ElementsAreArray() an additional argument to specify the array size:

using ::testing::ElementsAreArray;
...
  int* const expected_vector3 = new int[count];
  ... fill expected_vector3 with values ...
  EXPECT_CALL(mock, Foo(ElementsAreArray(expected_vector3, count)));





Tips:


	ElementsAre*() can be used to match any container that implements the STL iterator pattern (i.e. it has a const_iterator type and supports begin()/end()), not just the ones defined in STL. It will even work with container types yet to be written - as long as they follows the above pattern.


	You can use nested ElementsAre*() to match nested (multi-dimensional) containers.


	If the container is passed by pointer instead of by reference, just write Pointee(ElementsAre*(...)).


	The order of elements matters for ElementsAre*(). Therefore don’t use it with containers whose element order is undefined (e.g. hash_map).







Sharing Matchers

Under the hood, a Google Mock matcher object consists of a pointer to
a ref-counted implementation object. Copying matchers is allowed and
very efficient, as only the pointer is copied. When the last matcher
that references the implementation object dies, the implementation
object will be deleted.

Therefore, if you have some complex matcher that you want to use again
and again, there is no need to build it every time. Just assign it to a
matcher variable and use that variable repeatedly! For example,

  Matcher<int> in_range = AllOf(Gt(5), Le(10));
  ... use in_range as a matcher in multiple EXPECT_CALLs ...










Setting Expectations


Knowing When to Expect

ON_CALL is likely the single most under-utilized construct in Google Mock.

There are basically two constructs for defining the behavior of a mock object: ON_CALL and EXPECT_CALL. The difference? ON_CALL defines what happens when a mock method is called, but doesn’t imply any expectation on the method being called. EXPECT_CALL not only defines the behavior, but also sets an expectation that the method will be called with the given arguments, for the given number of times (and in the given order when you specify the order too).

Since EXPECT_CALL does more, isn’t it better than ON_CALL? Not really. Every EXPECT_CALL adds a constraint on the behavior of the code under test. Having more constraints than necessary is baaad - even worse than not having enough constraints.

This may be counter-intuitive. How could tests that verify more be worse than tests that verify less? Isn’t verification the whole point of tests?

The answer, lies in what a test should verify. A good test verifies the contract of the code. If a test over-specifies, it doesn’t leave enough freedom to the implementation. As a result, changing the implementation without breaking the contract (e.g. refactoring and optimization), which should be perfectly fine to do, can break such tests. Then you have to spend time fixing them, only to see them broken again the next time the implementation is changed.

Keep in mind that one doesn’t have to verify more than one property in one test. In fact, it’s a good style to verify only one thing in one test. If you do that, a bug will likely break only one or two tests instead of dozens (which case would you rather debug?). If you are also in the habit of giving tests descriptive names that tell what they verify, you can often easily guess what’s wrong just from the test log itself.

So use ON_CALL by default, and only use EXPECT_CALL when you actually intend to verify that the call is made. For example, you may have a bunch of ON_CALLs in your test fixture to set the common mock behavior shared by all tests in the same group, and write (scarcely) different EXPECT_CALLs in different TEST_Fs to verify different aspects of the code’s behavior. Compared with the style where each TEST has many EXPECT_CALLs, this leads to tests that are more resilient to implementational changes (and thus less likely to require maintenance) and makes the intent of the tests more obvious (so they are easier to maintain when you do need to maintain them).

If you are bothered by the “Uninteresting mock function call” message printed when a mock method without an EXPECT_CALL is called, you may use a NiceMock instead to suppress all such messages for the mock object, or suppress the message for specific methods by adding EXPECT_CALL(...).Times(AnyNumber()). DO NOT suppress it by blindly adding an EXPECT_CALL(...), or you’ll have a test that’s a pain to maintain.




Ignoring Uninteresting Calls

If you are not interested in how a mock method is called, just don’t
say anything about it. In this case, if the method is ever called,
Google Mock will perform its default action to allow the test program
to continue. If you are not happy with the default action taken by
Google Mock, you can override it using DefaultValue<T>::Set()
(described later in this document) or ON_CALL().

Please note that once you expressed interest in a particular mock
method (via EXPECT_CALL()), all invocations to it must match some
expectation. If this function is called but the arguments don’t match
any EXPECT_CALL() statement, it will be an error.




Disallowing Unexpected Calls

If a mock method shouldn’t be called at all, explicitly say so:

using ::testing::_;
...
  EXPECT_CALL(foo, Bar(_))
      .Times(0);





If some calls to the method are allowed, but the rest are not, just
list all the expected calls:

using ::testing::AnyNumber;
using ::testing::Gt;
...
  EXPECT_CALL(foo, Bar(5));
  EXPECT_CALL(foo, Bar(Gt(10)))
      .Times(AnyNumber());





A call to foo.Bar() that doesn’t match any of the EXPECT_CALL()
statements will be an error.




Understanding Uninteresting vs Unexpected Calls

Uninteresting calls and unexpected calls are different concepts in Google Mock. Very different.

A call x.Y(...) is uninteresting if there’s not even a single EXPECT_CALL(x, Y(...)) set. In other words, the test isn’t interested in the x.Y() method at all, as evident in that the test doesn’t care to say anything about it.

A call x.Y(...) is unexpected if there are some EXPECT_CALL(x, Y(...))s set, but none of them matches the call. Put another way, the test is interested in the x.Y() method (therefore it explicitly sets some EXPECT_CALL to verify how it’s called); however, the verification fails as the test doesn’t expect this particular call to happen.

An unexpected call is always an error, as the code under test doesn’t behave the way the test expects it to behave.

By default, an uninteresting call is not an error, as it violates no constraint specified by the test. (Google Mock’s philosophy is that saying nothing means there is no constraint.) However, it leads to a warning, as it might indicate a problem (e.g. the test author might have forgotten to specify a constraint).

In Google Mock, NiceMock and StrictMock can be used to make a mock class “nice” or “strict”. How does this affect uninteresting calls and unexpected calls?

A nice mock suppresses uninteresting call warnings. It is less chatty than the default mock, but otherwise is the same. If a test fails with a default mock, it will also fail using a nice mock instead. And vice versa. Don’t expect making a mock nice to change the test’s result.

A strict mock turns uninteresting call warnings into errors. So making a mock strict may change the test’s result.

Let’s look at an example:

TEST(...) {
  NiceMock<MockDomainRegistry> mock_registry;
  EXPECT_CALL(mock_registry, GetDomainOwner("google.com"))
          .WillRepeatedly(Return("Larry Page"));

  // Use mock_registry in code under test.
  ... &mock_registry ...
}





The sole EXPECT_CALL here says that all calls to GetDomainOwner() must have "google.com" as the argument. If GetDomainOwner("yahoo.com") is called, it will be an unexpected call, and thus an error. Having a nice mock doesn’t change the severity of an unexpected call.

So how do we tell Google Mock that GetDomainOwner() can be called with some other arguments as well? The standard technique is to add a “catch all” EXPECT_CALL:

  EXPECT_CALL(mock_registry, GetDomainOwner(_))
        .Times(AnyNumber());  // catches all other calls to this method.
  EXPECT_CALL(mock_registry, GetDomainOwner("google.com"))
        .WillRepeatedly(Return("Larry Page"));





Remember that _ is the wildcard matcher that matches anything. With this, if GetDomainOwner("google.com") is called, it will do what the second EXPECT_CALL says; if it is called with a different argument, it will do what the first EXPECT_CALL says.

Note that the order of the two EXPECT_CALLs is important, as a newer EXPECT_CALL takes precedence over an older one.

For more on uninteresting calls, nice mocks, and strict mocks, read “The Nice, the Strict, and the Naggy”.




Expecting Ordered Calls

Although an EXPECT_CALL() statement defined earlier takes precedence
when Google Mock tries to match a function call with an expectation,
by default calls don’t have to happen in the order EXPECT_CALL()
statements are written. For example, if the arguments match the
matchers in the third EXPECT_CALL(), but not those in the first two,
then the third expectation will be used.

If you would rather have all calls occur in the order of the
expectations, put the EXPECT_CALL() statements in a block where you
define a variable of type InSequence:

  using ::testing::_;
  using ::testing::InSequence;

  {
    InSequence s;

    EXPECT_CALL(foo, DoThis(5));
    EXPECT_CALL(bar, DoThat(_))
        .Times(2);
    EXPECT_CALL(foo, DoThis(6));
  }





In this example, we expect a call to foo.DoThis(5), followed by two
calls to bar.DoThat() where the argument can be anything, which are
in turn followed by a call to foo.DoThis(6). If a call occurred
out-of-order, Google Mock will report an error.




Expecting Partially Ordered Calls

Sometimes requiring everything to occur in a predetermined order can
lead to brittle tests. For example, we may care about A occurring
before both B and C, but aren’t interested in the relative order
of B and C. In this case, the test should reflect our real intent,
instead of being overly constraining.

Google Mock allows you to impose an arbitrary DAG (directed acyclic
graph) on the calls. One way to express the DAG is to use the
After clause of EXPECT_CALL.

Another way is via the InSequence() clause (not the same as the
InSequence class), which we borrowed from jMock 2. It’s less
flexible than After(), but more convenient when you have long chains
of sequential calls, as it doesn’t require you to come up with
different names for the expectations in the chains.  Here’s how it
works:

If we view EXPECT_CALL() statements as nodes in a graph, and add an
edge from node A to node B wherever A must occur before B, we can get
a DAG. We use the term “sequence” to mean a directed path in this
DAG. Now, if we decompose the DAG into sequences, we just need to know
which sequences each EXPECT_CALL() belongs to in order to be able to
reconstruct the original DAG.

So, to specify the partial order on the expectations we need to do two
things: first to define some Sequence objects, and then for each
EXPECT_CALL() say which Sequence objects it is part
of. Expectations in the same sequence must occur in the order they are
written. For example,

  using ::testing::Sequence;

  Sequence s1, s2;

  EXPECT_CALL(foo, A())
      .InSequence(s1, s2);
  EXPECT_CALL(bar, B())
      .InSequence(s1);
  EXPECT_CALL(bar, C())
      .InSequence(s2);
  EXPECT_CALL(foo, D())
      .InSequence(s2);





specifies the following DAG (where s1 is A -> B, and s2 is A -> C -> D):

       +---> B
       |
  A ---|
       |
       +---> C ---> D





This means that A must occur before B and C, and C must occur before
D. There’s no restriction about the order other than these.




Controlling When an Expectation Retires

When a mock method is called, Google Mock only consider expectations
that are still active. An expectation is active when created, and
becomes inactive (aka retires) when a call that has to occur later
has occurred. For example, in

  using ::testing::_;
  using ::testing::Sequence;

  Sequence s1, s2;

  EXPECT_CALL(log, Log(WARNING, _, "File too large."))     // #1
      .Times(AnyNumber())
      .InSequence(s1, s2);
  EXPECT_CALL(log, Log(WARNING, _, "Data set is empty."))  // #2
      .InSequence(s1);
  EXPECT_CALL(log, Log(WARNING, _, "User not found."))     // #3
      .InSequence(s2);





as soon as either #2 or #3 is matched, #1 will retire. If a warning
"File too large." is logged after this, it will be an error.

Note that an expectation doesn’t retire automatically when it’s
saturated. For example,

using ::testing::_;
...
  EXPECT_CALL(log, Log(WARNING, _, _));                  // #1
  EXPECT_CALL(log, Log(WARNING, _, "File too large."));  // #2





says that there will be exactly one warning with the message "File too large.". If the second warning contains this message too, #2 will
match again and result in an upper-bound-violated error.

If this is not what you want, you can ask an expectation to retire as
soon as it becomes saturated:

using ::testing::_;
...
  EXPECT_CALL(log, Log(WARNING, _, _));                 // #1
  EXPECT_CALL(log, Log(WARNING, _, "File too large."))  // #2
      .RetiresOnSaturation();





Here #2 can be used only once, so if you have two warnings with the
message "File too large.", the first will match #2 and the second
will match #1 - there will be no error.






Using Actions


Returning References from Mock Methods

If a mock function’s return type is a reference, you need to use
ReturnRef() instead of Return() to return a result:

using ::testing::ReturnRef;

class MockFoo : public Foo {
 public:
  MOCK_METHOD0(GetBar, Bar&());
};
...

  MockFoo foo;
  Bar bar;
  EXPECT_CALL(foo, GetBar())
      .WillOnce(ReturnRef(bar));








Returning Live Values from Mock Methods

The Return(x) action saves a copy of x when the action is
created, and always returns the same value whenever it’s
executed. Sometimes you may want to instead return the live value of
x (i.e. its value at the time when the action is executed.).

If the mock function’s return type is a reference, you can do it using
ReturnRef(x), as shown in the previous recipe (“Returning References
from Mock Methods”). However, Google Mock doesn’t let you use
ReturnRef() in a mock function whose return type is not a reference,
as doing that usually indicates a user error. So, what shall you do?

You may be tempted to try ByRef():

using testing::ByRef;
using testing::Return;

class MockFoo : public Foo {
 public:
  MOCK_METHOD0(GetValue, int());
};
...
  int x = 0;
  MockFoo foo;
  EXPECT_CALL(foo, GetValue())
      .WillRepeatedly(Return(ByRef(x)));
  x = 42;
  EXPECT_EQ(42, foo.GetValue());





Unfortunately, it doesn’t work here. The above code will fail with error:

Value of: foo.GetValue()
  Actual: 0
Expected: 42





The reason is that Return(value) converts value to the actual
return type of the mock function at the time when the action is
created, not when it is executed. (This behavior was chosen for
the action to be safe when value is a proxy object that references
some temporary objects.) As a result, ByRef(x) is converted to an
int value (instead of a const int&) when the expectation is set,
and Return(ByRef(x)) will always return 0.

ReturnPointee(pointer) was provided to solve this problem
specifically. It returns the value pointed to by pointer at the time
the action is executed:

using testing::ReturnPointee;
...
  int x = 0;
  MockFoo foo;
  EXPECT_CALL(foo, GetValue())
      .WillRepeatedly(ReturnPointee(&x));  // Note the & here.
  x = 42;
  EXPECT_EQ(42, foo.GetValue());  // This will succeed now.








Combining Actions

Want to do more than one thing when a function is called? That’s
fine. DoAll() allow you to do sequence of actions every time. Only
the return value of the last action in the sequence will be used.

using ::testing::DoAll;

class MockFoo : public Foo {
 public:
  MOCK_METHOD1(Bar, bool(int n));
};
...

  EXPECT_CALL(foo, Bar(_))
      .WillOnce(DoAll(action_1,
                      action_2,
                      ...
                      action_n));








Mocking Side Effects

Sometimes a method exhibits its effect not via returning a value but
via side effects. For example, it may change some global state or
modify an output argument. To mock side effects, in general you can
define your own action by implementing ::testing::ActionInterface.

If all you need to do is to change an output argument, the built-in
SetArgPointee() action is convenient:

using ::testing::SetArgPointee;

class MockMutator : public Mutator {
 public:
  MOCK_METHOD2(Mutate, void(bool mutate, int* value));
  ...
};
...

  MockMutator mutator;
  EXPECT_CALL(mutator, Mutate(true, _))
      .WillOnce(SetArgPointee<1>(5));





In this example, when mutator.Mutate() is called, we will assign 5
to the int variable pointed to by argument #1
(0-based).

SetArgPointee() conveniently makes an internal copy of the
value you pass to it, removing the need to keep the value in scope and
alive. The implication however is that the value must have a copy
constructor and assignment operator.

If the mock method also needs to return a value as well, you can chain
SetArgPointee() with Return() using DoAll():

using ::testing::_;
using ::testing::Return;
using ::testing::SetArgPointee;

class MockMutator : public Mutator {
 public:
  ...
  MOCK_METHOD1(MutateInt, bool(int* value));
};
...

  MockMutator mutator;
  EXPECT_CALL(mutator, MutateInt(_))
      .WillOnce(DoAll(SetArgPointee<0>(5),
                      Return(true)));





If the output argument is an array, use the
SetArrayArgument<N>(first, last) action instead. It copies the
elements in source range [first, last) to the array pointed to by
the N-th (0-based) argument:

using ::testing::NotNull;
using ::testing::SetArrayArgument;

class MockArrayMutator : public ArrayMutator {
 public:
  MOCK_METHOD2(Mutate, void(int* values, int num_values));
  ...
};
...

  MockArrayMutator mutator;
  int values[5] = { 1, 2, 3, 4, 5 };
  EXPECT_CALL(mutator, Mutate(NotNull(), 5))
      .WillOnce(SetArrayArgument<0>(values, values + 5));





This also works when the argument is an output iterator:

using ::testing::_;
using ::testing::SetArrayArgument;

class MockRolodex : public Rolodex {
 public:
  MOCK_METHOD1(GetNames, void(std::back_insert_iterator<vector<string> >));
  ...
};
...

  MockRolodex rolodex;
  vector<string> names;
  names.push_back("George");
  names.push_back("John");
  names.push_back("Thomas");
  EXPECT_CALL(rolodex, GetNames(_))
      .WillOnce(SetArrayArgument<0>(names.begin(), names.end()));








Changing a Mock Object’s Behavior Based on the State

If you expect a call to change the behavior of a mock object, you can use ::testing::InSequence to specify different behaviors before and after the call:

using ::testing::InSequence;
using ::testing::Return;

...
  {
    InSequence seq;
    EXPECT_CALL(my_mock, IsDirty())
        .WillRepeatedly(Return(true));
    EXPECT_CALL(my_mock, Flush());
    EXPECT_CALL(my_mock, IsDirty())
        .WillRepeatedly(Return(false));
  }
  my_mock.FlushIfDirty();





This makes my_mock.IsDirty() return true before my_mock.Flush() is called and return false afterwards.

If the behavior change is more complex, you can store the effects in a variable and make a mock method get its return value from that variable:

using ::testing::_;
using ::testing::SaveArg;
using ::testing::Return;

ACTION_P(ReturnPointee, p) { return *p; }
...
  int previous_value = 0;
  EXPECT_CALL(my_mock, GetPrevValue())
      .WillRepeatedly(ReturnPointee(&previous_value));
  EXPECT_CALL(my_mock, UpdateValue(_))
      .WillRepeatedly(SaveArg<0>(&previous_value));
  my_mock.DoSomethingToUpdateValue();





Here my_mock.GetPrevValue() will always return the argument of the last UpdateValue() call.




Setting the Default Value for a Return Type

If a mock method’s return type is a built-in C++ type or pointer, by
default it will return 0 when invoked. Also, in C++ 11 and above, a mock
method whose return type has a default constructor will return a default-constructed
value by default.  You only need to specify an
action if this default value doesn’t work for you.

Sometimes, you may want to change this default value, or you may want
to specify a default value for types Google Mock doesn’t know
about. You can do this using the ::testing::DefaultValue class
template:

class MockFoo : public Foo {
 public:
  MOCK_METHOD0(CalculateBar, Bar());
};
...

  Bar default_bar;
  // Sets the default return value for type Bar.
  DefaultValue<Bar>::Set(default_bar);

  MockFoo foo;

  // We don't need to specify an action here, as the default
  // return value works for us.
  EXPECT_CALL(foo, CalculateBar());

  foo.CalculateBar();  // This should return default_bar.

  // Unsets the default return value.
  DefaultValue<Bar>::Clear();





Please note that changing the default value for a type can make you
tests hard to understand. We recommend you to use this feature
judiciously. For example, you may want to make sure the Set() and
Clear() calls are right next to the code that uses your mock.




Setting the Default Actions for a Mock Method

You’ve learned how to change the default value of a given
type. However, this may be too coarse for your purpose: perhaps you
have two mock methods with the same return type and you want them to
have different behaviors. The ON_CALL() macro allows you to
customize your mock’s behavior at the method level:

using ::testing::_;
using ::testing::AnyNumber;
using ::testing::Gt;
using ::testing::Return;
...
  ON_CALL(foo, Sign(_))
      .WillByDefault(Return(-1));
  ON_CALL(foo, Sign(0))
      .WillByDefault(Return(0));
  ON_CALL(foo, Sign(Gt(0)))
      .WillByDefault(Return(1));

  EXPECT_CALL(foo, Sign(_))
      .Times(AnyNumber());

  foo.Sign(5);   // This should return 1.
  foo.Sign(-9);  // This should return -1.
  foo.Sign(0);   // This should return 0.





As you may have guessed, when there are more than one ON_CALL()
statements, the news order take precedence over the older ones. In
other words, the last one that matches the function arguments will
be used. This matching order allows you to set up the common behavior
in a mock object’s constructor or the test fixture’s set-up phase and
specialize the mock’s behavior later.




Using Functions/Methods/Functors as Actions

If the built-in actions don’t suit you, you can easily use an existing
function, method, or functor as an action:

using ::testing::_;
using ::testing::Invoke;

class MockFoo : public Foo {
 public:
  MOCK_METHOD2(Sum, int(int x, int y));
  MOCK_METHOD1(ComplexJob, bool(int x));
};

int CalculateSum(int x, int y) { return x + y; }

class Helper {
 public:
  bool ComplexJob(int x);
};
...

  MockFoo foo;
  Helper helper;
  EXPECT_CALL(foo, Sum(_, _))
      .WillOnce(Invoke(CalculateSum));
  EXPECT_CALL(foo, ComplexJob(_))
      .WillOnce(Invoke(&helper, &Helper::ComplexJob));

  foo.Sum(5, 6);       // Invokes CalculateSum(5, 6).
  foo.ComplexJob(10);  // Invokes helper.ComplexJob(10);





The only requirement is that the type of the function, etc must be
compatible with the signature of the mock function, meaning that the
latter’s arguments can be implicitly converted to the corresponding
arguments of the former, and the former’s return type can be
implicitly converted to that of the latter. So, you can invoke
something whose type is not exactly the same as the mock function,
as long as it’s safe to do so - nice, huh?




Invoking a Function/Method/Functor Without Arguments

Invoke() is very useful for doing actions that are more complex. It
passes the mock function’s arguments to the function or functor being
invoked such that the callee has the full context of the call to work
with. If the invoked function is not interested in some or all of the
arguments, it can simply ignore them.

Yet, a common pattern is that a test author wants to invoke a function
without the arguments of the mock function. Invoke() allows her to
do that using a wrapper function that throws away the arguments before
invoking an underlining nullary function. Needless to say, this can be
tedious and obscures the intent of the test.

InvokeWithoutArgs() solves this problem. It’s like Invoke() except
that it doesn’t pass the mock function’s arguments to the
callee. Here’s an example:

using ::testing::_;
using ::testing::InvokeWithoutArgs;

class MockFoo : public Foo {
 public:
  MOCK_METHOD1(ComplexJob, bool(int n));
};

bool Job1() { ... }
...

  MockFoo foo;
  EXPECT_CALL(foo, ComplexJob(_))
      .WillOnce(InvokeWithoutArgs(Job1));

  foo.ComplexJob(10);  // Invokes Job1().








Invoking an Argument of the Mock Function

Sometimes a mock function will receive a function pointer or a functor
(in other words, a “callable”) as an argument, e.g.

class MockFoo : public Foo {
 public:
  MOCK_METHOD2(DoThis, bool(int n, bool (*fp)(int)));
};





and you may want to invoke this callable argument:

using ::testing::_;
...
  MockFoo foo;
  EXPECT_CALL(foo, DoThis(_, _))
      .WillOnce(...);
  // Will execute (*fp)(5), where fp is the
  // second argument DoThis() receives.





Arghh, you need to refer to a mock function argument but your version
of C++ has no lambdas, so you have to define your own action. :-(
Or do you really?

Well, Google Mock has an action to solve exactly this problem:

  InvokeArgument<N>(arg_1, arg_2, ..., arg_m)





will invoke the N-th (0-based) argument the mock function receives,
with arg_1, arg_2, …, and arg_m. No matter if the argument is
a function pointer or a functor, Google Mock handles them both.

With that, you could write:

using ::testing::_;
using ::testing::InvokeArgument;
...
  EXPECT_CALL(foo, DoThis(_, _))
      .WillOnce(InvokeArgument<1>(5));
  // Will execute (*fp)(5), where fp is the
  // second argument DoThis() receives.





What if the callable takes an argument by reference? No problem - just
wrap it inside ByRef():

...
  MOCK_METHOD1(Bar, bool(bool (*fp)(int, const Helper&)));
...
using ::testing::_;
using ::testing::ByRef;
using ::testing::InvokeArgument;
...

  MockFoo foo;
  Helper helper;
  ...
  EXPECT_CALL(foo, Bar(_))
      .WillOnce(InvokeArgument<0>(5, ByRef(helper)));
  // ByRef(helper) guarantees that a reference to helper, not a copy of it,
  // will be passed to the callable.





What if the callable takes an argument by reference and we do not
wrap the argument in ByRef()? Then InvokeArgument() will make a
copy of the argument, and pass a reference to the copy, instead of
a reference to the original value, to the callable. This is especially
handy when the argument is a temporary value:

...
  MOCK_METHOD1(DoThat, bool(bool (*f)(const double& x, const string& s)));
...
using ::testing::_;
using ::testing::InvokeArgument;
...

  MockFoo foo;
  ...
  EXPECT_CALL(foo, DoThat(_))
      .WillOnce(InvokeArgument<0>(5.0, string("Hi")));
  // Will execute (*f)(5.0, string("Hi")), where f is the function pointer
  // DoThat() receives.  Note that the values 5.0 and string("Hi") are
  // temporary and dead once the EXPECT_CALL() statement finishes.  Yet
  // it's fine to perform this action later, since a copy of the values
  // are kept inside the InvokeArgument action.








Ignoring an Action’s Result

Sometimes you have an action that returns something, but you need an
action that returns void (perhaps you want to use it in a mock
function that returns void, or perhaps it needs to be used in
DoAll() and it’s not the last in the list). IgnoreResult() lets
you do that. For example:

using ::testing::_;
using ::testing::Invoke;
using ::testing::Return;

int Process(const MyData& data);
string DoSomething();

class MockFoo : public Foo {
 public:
  MOCK_METHOD1(Abc, void(const MyData& data));
  MOCK_METHOD0(Xyz, bool());
};
...

  MockFoo foo;
  EXPECT_CALL(foo, Abc(_))
  // .WillOnce(Invoke(Process));
  // The above line won't compile as Process() returns int but Abc() needs
  // to return void.
      .WillOnce(IgnoreResult(Invoke(Process)));

  EXPECT_CALL(foo, Xyz())
      .WillOnce(DoAll(IgnoreResult(Invoke(DoSomething)),
      // Ignores the string DoSomething() returns.
                      Return(true)));





Note that you cannot use IgnoreResult() on an action that already
returns void. Doing so will lead to ugly compiler errors.




Selecting an Action’s Arguments

Say you have a mock function Foo() that takes seven arguments, and
you have a custom action that you want to invoke when Foo() is
called. Trouble is, the custom action only wants three arguments:

using ::testing::_;
using ::testing::Invoke;
...
  MOCK_METHOD7(Foo, bool(bool visible, const string& name, int x, int y,
                         const map<pair<int, int>, double>& weight,
                         double min_weight, double max_wight));
...

bool IsVisibleInQuadrant1(bool visible, int x, int y) {
  return visible && x >= 0 && y >= 0;
}
...

  EXPECT_CALL(mock, Foo(_, _, _, _, _, _, _))
      .WillOnce(Invoke(IsVisibleInQuadrant1));  // Uh, won't compile. :-(





To please the compiler God, you can to define an “adaptor” that has
the same signature as Foo() and calls the custom action with the
right arguments:

using ::testing::_;
using ::testing::Invoke;

bool MyIsVisibleInQuadrant1(bool visible, const string& name, int x, int y,
                            const map<pair<int, int>, double>& weight,
                            double min_weight, double max_wight) {
  return IsVisibleInQuadrant1(visible, x, y);
}
...

  EXPECT_CALL(mock, Foo(_, _, _, _, _, _, _))
      .WillOnce(Invoke(MyIsVisibleInQuadrant1));  // Now it works.





But isn’t this awkward?

Google Mock provides a generic action adaptor, so you can spend your
time minding more important business than writing your own
adaptors. Here’s the syntax:

  WithArgs<N1, N2, ..., Nk>(action)





creates an action that passes the arguments of the mock function at
the given indices (0-based) to the inner action and performs
it. Using WithArgs, our original example can be written as:

using ::testing::_;
using ::testing::Invoke;
using ::testing::WithArgs;
...
  EXPECT_CALL(mock, Foo(_, _, _, _, _, _, _))
      .WillOnce(WithArgs<0, 2, 3>(Invoke(IsVisibleInQuadrant1)));
      // No need to define your own adaptor.





For better readability, Google Mock also gives you:


	WithoutArgs(action) when the inner action takes no argument, and


	WithArg<N>(action) (no s after Arg) when the inner action takes one argument.




As you may have realized, InvokeWithoutArgs(...) is just syntactic
sugar for WithoutArgs(Invoke(...)).

Here are more tips:


	The inner action used in WithArgs and friends does not have to be Invoke() – it can be anything.


	You can repeat an argument in the argument list if necessary, e.g. WithArgs<2, 3, 3, 5>(...).


	You can change the order of the arguments, e.g. WithArgs<3, 2, 1>(...).


	The types of the selected arguments do not have to match the signature of the inner action exactly. It works as long as they can be implicitly converted to the corresponding arguments of the inner action. For example, if the 4-th argument of the mock function is an int and my_action takes a double, WithArg<4>(my_action) will work.







Ignoring Arguments in Action Functions

The selecting-an-action’s-arguments recipe showed us one way to make a
mock function and an action with incompatible argument lists fit
together. The downside is that wrapping the action in
WithArgs<...>() can get tedious for people writing the tests.

If you are defining a function, method, or functor to be used with
Invoke*(), and you are not interested in some of its arguments, an
alternative to WithArgs is to declare the uninteresting arguments as
Unused. This makes the definition less cluttered and less fragile in
case the types of the uninteresting arguments change. It could also
increase the chance the action function can be reused. For example,
given

  MOCK_METHOD3(Foo, double(const string& label, double x, double y));
  MOCK_METHOD3(Bar, double(int index, double x, double y));





instead of

using ::testing::_;
using ::testing::Invoke;

double DistanceToOriginWithLabel(const string& label, double x, double y) {
  return sqrt(x*x + y*y);
}

double DistanceToOriginWithIndex(int index, double x, double y) {
  return sqrt(x*x + y*y);
}
...

  EXEPCT_CALL(mock, Foo("abc", _, _))
      .WillOnce(Invoke(DistanceToOriginWithLabel));
  EXEPCT_CALL(mock, Bar(5, _, _))
      .WillOnce(Invoke(DistanceToOriginWithIndex));





you could write

using ::testing::_;
using ::testing::Invoke;
using ::testing::Unused;

double DistanceToOrigin(Unused, double x, double y) {
  return sqrt(x*x + y*y);
}
...

  EXEPCT_CALL(mock, Foo("abc", _, _))
      .WillOnce(Invoke(DistanceToOrigin));
  EXEPCT_CALL(mock, Bar(5, _, _))
      .WillOnce(Invoke(DistanceToOrigin));








Sharing Actions

Just like matchers, a Google Mock action object consists of a pointer
to a ref-counted implementation object. Therefore copying actions is
also allowed and very efficient. When the last action that references
the implementation object dies, the implementation object will be
deleted.

If you have some complex action that you want to use again and again,
you may not have to build it from scratch every time. If the action
doesn’t have an internal state (i.e. if it always does the same thing
no matter how many times it has been called), you can assign it to an
action variable and use that variable repeatedly. For example:

  Action<bool(int*)> set_flag = DoAll(SetArgPointee<0>(5),
                                      Return(true));
  ... use set_flag in .WillOnce() and .WillRepeatedly() ...





However, if the action has its own state, you may be surprised if you
share the action object. Suppose you have an action factory
IncrementCounter(init) which creates an action that increments and
returns a counter whose initial value is init, using two actions
created from the same expression and using a shared action will
exihibit different behaviors. Example:

  EXPECT_CALL(foo, DoThis())
      .WillRepeatedly(IncrementCounter(0));
  EXPECT_CALL(foo, DoThat())
      .WillRepeatedly(IncrementCounter(0));
  foo.DoThis();  // Returns 1.
  foo.DoThis();  // Returns 2.
  foo.DoThat();  // Returns 1 - Blah() uses a different
                 // counter than Bar()'s.





versus

  Action<int()> increment = IncrementCounter(0);

  EXPECT_CALL(foo, DoThis())
      .WillRepeatedly(increment);
  EXPECT_CALL(foo, DoThat())
      .WillRepeatedly(increment);
  foo.DoThis();  // Returns 1.
  foo.DoThis();  // Returns 2.
  foo.DoThat();  // Returns 3 - the counter is shared.










Misc Recipes on Using Google Mock


Mocking Methods That Use Move-Only Types

C++11 introduced move-only types. A move-only-typed value can be moved from
one object to another, but cannot be copied. std::unique_ptr<T> is
probably the most commonly used move-only type.

Mocking a method that takes and/or returns move-only types presents some
challenges, but nothing insurmountable. This recipe shows you how you can do it.
Note that the support for move-only method arguments was only introduced to
gMock in April 2017; in older code, you may find more complex
workarounds for lack of this feature.

Let’s say we are working on a fictional project that lets one post and share
snippets called “buzzes”. Your code uses these types:

enum class AccessLevel { kInternal, kPublic };

class Buzz {
 public:
  explicit Buzz(AccessLevel access) { ... }
  ...
};

class Buzzer {
 public:
  virtual ~Buzzer() {}
  virtual std::unique_ptr<Buzz> MakeBuzz(StringPiece text) = 0;
  virtual bool ShareBuzz(std::unique_ptr<Buzz> buzz, int64_t timestamp) = 0;
  ...
};





A Buzz object represents a snippet being posted. A class that implements the
Buzzer interface is capable of creating and sharing Buzzes. Methods in
Buzzer may return a unique_ptr<Buzz> or take a
unique_ptr<Buzz>. Now we need to mock Buzzer in our tests.

To mock a method that accepts or returns move-only types, you just use the
familiar MOCK_METHOD syntax as usual:

class MockBuzzer : public Buzzer {
 public:
  MOCK_METHOD1(MakeBuzz, std::unique_ptr<Buzz>(StringPiece text));
  MOCK_METHOD2(ShareBuzz, bool(std::unique_ptr<Buzz> buzz, int64_t timestamp));
};





Now that we have the mock class defined, we can use it in tests. In the
following code examples, we assume that we have defined a MockBuzzer object
named mock_buzzer_:

  MockBuzzer mock_buzzer_;





First let’s see how we can set expectations on the MakeBuzz() method, which
returns a unique_ptr<Buzz>.

As usual, if you set an expectation without an action (i.e. the .WillOnce() or
.WillRepeated() clause), when that expectation fires, the default action for
that method will be taken. Since unique_ptr<> has a default constructor
that returns a null unique_ptr, that’s what you’ll get if you don’t specify an
action:

  // Use the default action.
  EXPECT_CALL(mock_buzzer_, MakeBuzz("hello"));

  // Triggers the previous EXPECT_CALL.
  EXPECT_EQ(nullptr, mock_buzzer_.MakeBuzz("hello"));





If you are not happy with the default action, you can tweak it as usual; see
Setting Default Actions.

If you just need to return a pre-defined move-only value, you can use the
Return(ByMove(...)) action:

  // When this fires, the unique_ptr<> specified by ByMove(...) will
  // be returned.
  EXPECT_CALL(mock_buzzer_, MakeBuzz("world"))
      .WillOnce(Return(ByMove(MakeUnique<Buzz>(AccessLevel::kInternal))));

  EXPECT_NE(nullptr, mock_buzzer_.MakeBuzz("world"));





Note that ByMove() is essential here - if you drop it, the code won’t compile.

Quiz time! What do you think will happen if a Return(ByMove(...)) action is
performed more than once (e.g. you write
.WillRepeatedly(Return(ByMove(...)));)? Come think of it, after the first
time the action runs, the source value will be consumed (since it’s a move-only
value), so the next time around, there’s no value to move from – you’ll get a
run-time error that Return(ByMove(...)) can only be run once.

If you need your mock method to do more than just moving a pre-defined value,
remember that you can always use a lambda or a callable object, which can do
pretty much anything you want:

  EXPECT_CALL(mock_buzzer_, MakeBuzz("x"))
      .WillRepeatedly([](StringPiece text) {
        return MakeUnique<Buzz>(AccessLevel::kInternal);
      });

  EXPECT_NE(nullptr, mock_buzzer_.MakeBuzz("x"));
  EXPECT_NE(nullptr, mock_buzzer_.MakeBuzz("x"));





Every time this EXPECT_CALL fires, a new unique_ptr<Buzz> will be
created and returned. You cannot do this with Return(ByMove(...)).

That covers returning move-only values; but how do we work with methods
accepting move-only arguments? The answer is that they work normally, although
some actions will not compile when any of method’s arguments are move-only. You
can always use Return, or a lambda or functor:

  using ::testing::Unused;

  EXPECT_CALL(mock_buzzer_, ShareBuzz(NotNull(), _)) .WillOnce(Return(true));
  EXPECT_TRUE(mock_buzzer_.ShareBuzz(MakeUnique<Buzz>(AccessLevel::kInternal)),
              0);

  EXPECT_CALL(mock_buzzer_, ShareBuzz(_, _)) .WillOnce(
      [](std::unique_ptr<Buzz> buzz, Unused) { return buzz != nullptr; });
  EXPECT_FALSE(mock_buzzer_.ShareBuzz(nullptr, 0));





Many built-in actions (WithArgs, WithoutArgs,DeleteArg, SaveArg, …)
could in principle support move-only arguments, but the support for this is not
implemented yet. If this is blocking you, please file a bug.

A few actions (e.g. DoAll) copy their arguments internally, so they can never
work with non-copyable objects; you’ll have to use functors instead.


Legacy workarounds for move-only types {#LegacyMoveOnly}

Support for move-only function arguments was only introduced to gMock in April


	In older code, you may encounter the following workaround for the lack of
this feature (it is no longer necessary - we’re including it just for
reference):




class MockBuzzer : public Buzzer {
 public:
  MOCK_METHOD2(DoShareBuzz, bool(Buzz* buzz, Time timestamp));
  bool ShareBuzz(std::unique_ptr<Buzz> buzz, Time timestamp) override {
    return DoShareBuzz(buzz.get(), timestamp);
  }
};





The trick is to delegate the ShareBuzz() method to a mock method (let’s call
it DoShareBuzz()) that does not take move-only parameters. Then, instead of
setting expectations on ShareBuzz(), you set them on the DoShareBuzz() mock
method:

  MockBuzzer mock_buzzer_;
  EXPECT_CALL(mock_buzzer_, DoShareBuzz(NotNull(), _));

  // When one calls ShareBuzz() on the MockBuzzer like this, the call is
  // forwarded to DoShareBuzz(), which is mocked.  Therefore this statement
  // will trigger the above EXPECT_CALL.
  mock_buzzer_.ShareBuzz(MakeUnique<Buzz>(AccessLevel::kInternal), 0);










Making the Compilation Faster

Believe it or not, the vast majority of the time spent on compiling
a mock class is in generating its constructor and destructor, as they
perform non-trivial tasks (e.g. verification of the
expectations). What’s more, mock methods with different signatures
have different types and thus their constructors/destructors need to
be generated by the compiler separately. As a result, if you mock many
different types of methods, compiling your mock class can get really
slow.

If you are experiencing slow compilation, you can move the definition
of your mock class’ constructor and destructor out of the class body
and into a .cpp file. This way, even if you #include your mock
class in N files, the compiler only needs to generate its constructor
and destructor once, resulting in a much faster compilation.

Let’s illustrate the idea using an example. Here’s the definition of a
mock class before applying this recipe:

// File mock_foo.h.
...
class MockFoo : public Foo {
 public:
  // Since we don't declare the constructor or the destructor,
  // the compiler will generate them in every translation unit
  // where this mock class is used.

  MOCK_METHOD0(DoThis, int());
  MOCK_METHOD1(DoThat, bool(const char* str));
  ... more mock methods ...
};





After the change, it would look like:

// File mock_foo.h.
...
class MockFoo : public Foo {
 public:
  // The constructor and destructor are declared, but not defined, here.
  MockFoo();
  virtual ~MockFoo();

  MOCK_METHOD0(DoThis, int());
  MOCK_METHOD1(DoThat, bool(const char* str));
  ... more mock methods ...
};





and

// File mock_foo.cpp.
#include "path/to/mock_foo.h"

// The definitions may appear trivial, but the functions actually do a
// lot of things through the constructors/destructors of the member
// variables used to implement the mock methods.
MockFoo::MockFoo() {}
MockFoo::~MockFoo() {}








Forcing a Verification

When it’s being destroyed, your friendly mock object will automatically
verify that all expectations on it have been satisfied, and will
generate Google Test failures
if not. This is convenient as it leaves you with one less thing to
worry about. That is, unless you are not sure if your mock object will
be destroyed.

How could it be that your mock object won’t eventually be destroyed?
Well, it might be created on the heap and owned by the code you are
testing. Suppose there’s a bug in that code and it doesn’t delete the
mock object properly - you could end up with a passing test when
there’s actually a bug.

Using a heap checker is a good idea and can alleviate the concern, but
its implementation may not be 100% reliable. So, sometimes you do want
to force Google Mock to verify a mock object before it is
(hopefully) destructed. You can do this with
Mock::VerifyAndClearExpectations(&mock_object):

TEST(MyServerTest, ProcessesRequest) {
  using ::testing::Mock;

  MockFoo* const foo = new MockFoo;
  EXPECT_CALL(*foo, ...)...;
  // ... other expectations ...

  // server now owns foo.
  MyServer server(foo);
  server.ProcessRequest(...);

  // In case that server's destructor will forget to delete foo,
  // this will verify the expectations anyway.
  Mock::VerifyAndClearExpectations(foo);
}  // server is destroyed when it goes out of scope here.





Tip: The Mock::VerifyAndClearExpectations() function returns a
bool to indicate whether the verification was successful (true for
yes), so you can wrap that function call inside a ASSERT_TRUE() if
there is no point going further when the verification has failed.




Using Check Points

Sometimes you may want to “reset” a mock object at various check
points in your test: at each check point, you verify that all existing
expectations on the mock object have been satisfied, and then you set
some new expectations on it as if it’s newly created. This allows you
to work with a mock object in “phases” whose sizes are each
manageable.

One such scenario is that in your test’s SetUp() function, you may
want to put the object you are testing into a certain state, with the
help from a mock object. Once in the desired state, you want to clear
all expectations on the mock, such that in the TEST_F body you can
set fresh expectations on it.

As you may have figured out, the Mock::VerifyAndClearExpectations()
function we saw in the previous recipe can help you here. Or, if you
are using ON_CALL() to set default actions on the mock object and
want to clear the default actions as well, use
Mock::VerifyAndClear(&mock_object) instead. This function does what
Mock::VerifyAndClearExpectations(&mock_object) does and returns the
same bool, plus it clears the ON_CALL() statements on
mock_object too.

Another trick you can use to achieve the same effect is to put the
expectations in sequences and insert calls to a dummy “check-point”
function at specific places. Then you can verify that the mock
function calls do happen at the right time. For example, if you are
exercising code:

Foo(1);
Foo(2);
Foo(3);





and want to verify that Foo(1) and Foo(3) both invoke
mock.Bar("a"), but Foo(2) doesn’t invoke anything. You can write:

using ::testing::MockFunction;

TEST(FooTest, InvokesBarCorrectly) {
  MyMock mock;
  // Class MockFunction<F> has exactly one mock method.  It is named
  // Call() and has type F.
  MockFunction<void(string check_point_name)> check;
  {
    InSequence s;

    EXPECT_CALL(mock, Bar("a"));
    EXPECT_CALL(check, Call("1"));
    EXPECT_CALL(check, Call("2"));
    EXPECT_CALL(mock, Bar("a"));
  }
  Foo(1);
  check.Call("1");
  Foo(2);
  check.Call("2");
  Foo(3);
}





The expectation spec says that the first Bar("a") must happen before
check point “1”, the second Bar("a") must happen after check point “2”,
and nothing should happen between the two check points. The explicit
check points make it easy to tell which Bar("a") is called by which
call to Foo().




Mocking Destructors

Sometimes you want to make sure a mock object is destructed at the
right time, e.g. after bar->A() is called but before bar->B() is
called. We already know that you can specify constraints on the order
of mock function calls, so all we need to do is to mock the destructor
of the mock function.

This sounds simple, except for one problem: a destructor is a special
function with special syntax and special semantics, and the
MOCK_METHOD0 macro doesn’t work for it:

  MOCK_METHOD0(~MockFoo, void());  // Won't compile!





The good news is that you can use a simple pattern to achieve the same
effect. First, add a mock function Die() to your mock class and call
it in the destructor, like this:

class MockFoo : public Foo {
  ...
  // Add the following two lines to the mock class.
  MOCK_METHOD0(Die, void());
  virtual ~MockFoo() { Die(); }
};





(If the name Die() clashes with an existing symbol, choose another
name.) Now, we have translated the problem of testing when a MockFoo
object dies to testing when its Die() method is called:

  MockFoo* foo = new MockFoo;
  MockBar* bar = new MockBar;
  ...
  {
    InSequence s;

    // Expects *foo to die after bar->A() and before bar->B().
    EXPECT_CALL(*bar, A());
    EXPECT_CALL(*foo, Die());
    EXPECT_CALL(*bar, B());
  }





And that’s that.




Using Google Mock and Threads

IMPORTANT NOTE: What we describe in this recipe is ONLY true on
platforms where Google Mock is thread-safe. Currently these are only
platforms that support the pthreads library (this includes Linux and Mac).
To make it thread-safe on other platforms we only need to implement
some synchronization operations in "gtest/internal/gtest-port.h".

In a unit test, it’s best if you could isolate and test a piece of
code in a single-threaded context. That avoids race conditions and
dead locks, and makes debugging your test much easier.

Yet many programs are multi-threaded, and sometimes to test something
we need to pound on it from more than one thread. Google Mock works
for this purpose too.

Remember the steps for using a mock:


	Create a mock object foo.


	Set its default actions and expectations using ON_CALL() and EXPECT_CALL().


	The code under test calls methods of foo.


	Optionally, verify and reset the mock.


	Destroy the mock yourself, or let the code under test destroy it. The destructor will automatically verify it.




If you follow the following simple rules, your mocks and threads can
live happily together:


	Execute your test code (as opposed to the code being tested) in one thread. This makes your test easy to follow.


	Obviously, you can do step #1 without locking.


	When doing step #2 and #5, make sure no other thread is accessing foo. Obvious too, huh?


	#3 and #4 can be done either in one thread or in multiple threads - anyway you want. Google Mock takes care of the locking, so you don’t have to do any - unless required by your test logic.




If you violate the rules (for example, if you set expectations on a
mock while another thread is calling its methods), you get undefined
behavior. That’s not fun, so don’t do it.

Google Mock guarantees that the action for a mock function is done in
the same thread that called the mock function. For example, in

  EXPECT_CALL(mock, Foo(1))
      .WillOnce(action1);
  EXPECT_CALL(mock, Foo(2))
      .WillOnce(action2);





if Foo(1) is called in thread 1 and Foo(2) is called in thread 2,
Google Mock will execute action1 in thread 1 and action2 in thread


	



Google Mock does not impose a sequence on actions performed in
different threads (doing so may create deadlocks as the actions may
need to cooperate). This means that the execution of action1 and
action2 in the above example may interleave. If this is a problem,
you should add proper synchronization logic to action1 and action2
to make the test thread-safe.

Also, remember that DefaultValue<T> is a global resource that
potentially affects all living mock objects in your
program. Naturally, you won’t want to mess with it from multiple
threads or when there still are mocks in action.




Controlling How Much Information Google Mock Prints

When Google Mock sees something that has the potential of being an
error (e.g. a mock function with no expectation is called, a.k.a. an
uninteresting call, which is allowed but perhaps you forgot to
explicitly ban the call), it prints some warning messages, including
the arguments of the function and the return value. Hopefully this
will remind you to take a look and see if there is indeed a problem.

Sometimes you are confident that your tests are correct and may not
appreciate such friendly messages. Some other times, you are debugging
your tests or learning about the behavior of the code you are testing,
and wish you could observe every mock call that happens (including
argument values and the return value). Clearly, one size doesn’t fit
all.

You can control how much Google Mock tells you using the
--gmock_verbose=LEVEL command-line flag, where LEVEL is a string
with three possible values:


	info: Google Mock will print all informational messages, warnings, and errors (most verbose). At this setting, Google Mock will also log any calls to the ON_CALL/EXPECT_CALL macros.


	warning: Google Mock will print both warnings and errors (less verbose). This is the default.


	error: Google Mock will print errors only (least verbose).




Alternatively, you can adjust the value of that flag from within your
tests like so:

  ::testing::FLAGS_gmock_verbose = "error";





Now, judiciously use the right flag to enable Google Mock serve you better!




Gaining Super Vision into Mock Calls

You have a test using Google Mock. It fails: Google Mock tells you
that some expectations aren’t satisfied. However, you aren’t sure why:
Is there a typo somewhere in the matchers? Did you mess up the order
of the EXPECT_CALLs? Or is the code under test doing something
wrong?  How can you find out the cause?

Won’t it be nice if you have X-ray vision and can actually see the
trace of all EXPECT_CALLs and mock method calls as they are made?
For each call, would you like to see its actual argument values and
which EXPECT_CALL Google Mock thinks it matches?

You can unlock this power by running your test with the
--gmock_verbose=info flag. For example, given the test program:

using testing::_;
using testing::HasSubstr;
using testing::Return;

class MockFoo {
 public:
  MOCK_METHOD2(F, void(const string& x, const string& y));
};

TEST(Foo, Bar) {
  MockFoo mock;
  EXPECT_CALL(mock, F(_, _)).WillRepeatedly(Return());
  EXPECT_CALL(mock, F("a", "b"));
  EXPECT_CALL(mock, F("c", HasSubstr("d")));

  mock.F("a", "good");
  mock.F("a", "b");
}





if you run it with --gmock_verbose=info, you will see this output:

[ RUN      ] Foo.Bar

foo_test.cc:14: EXPECT_CALL(mock, F(_, _)) invoked
foo_test.cc:15: EXPECT_CALL(mock, F("a", "b")) invoked
foo_test.cc:16: EXPECT_CALL(mock, F("c", HasSubstr("d"))) invoked
foo_test.cc:14: Mock function call matches EXPECT_CALL(mock, F(_, _))...
    Function call: F(@0x7fff7c8dad40"a", @0x7fff7c8dad10"good")
foo_test.cc:15: Mock function call matches EXPECT_CALL(mock, F("a", "b"))...
    Function call: F(@0x7fff7c8dada0"a", @0x7fff7c8dad70"b")
foo_test.cc:16: Failure
Actual function call count doesn't match EXPECT_CALL(mock, F("c", HasSubstr("d")))...
         Expected: to be called once
           Actual: never called - unsatisfied and active
[  FAILED  ] Foo.Bar





Suppose the bug is that the "c" in the third EXPECT_CALL is a typo
and should actually be "a". With the above message, you should see
that the actual F("a", "good") call is matched by the first
EXPECT_CALL, not the third as you thought. From that it should be
obvious that the third EXPECT_CALL is written wrong. Case solved.




Running Tests in Emacs

If you build and run your tests in Emacs, the source file locations of
Google Mock and Google Test
errors will be highlighted. Just press <Enter> on one of them and
you’ll be taken to the offending line. Or, you can just type `C-x ``
to jump to the next error.

To make it even easier, you can add the following lines to your
~/.emacs file:

(global-set-key "\M-m"   'compile)  ; m is for make
(global-set-key [M-down] 'next-error)
(global-set-key [M-up]   '(lambda () (interactive) (next-error -1)))





Then you can type M-m to start a build, or M-up/M-down to move
back and forth between errors.




Fusing Google Mock Source Files

Google Mock’s implementation consists of dozens of files (excluding
its own tests).  Sometimes you may want them to be packaged up in
fewer files instead, such that you can easily copy them to a new
machine and start hacking there.  For this we provide an experimental
Python script fuse_gmock_files.py in the scripts/ directory
(starting with release 1.2.0).  Assuming you have Python 2.4 or above
installed on your machine, just go to that directory and run

python fuse_gmock_files.py OUTPUT_DIR





and you should see an OUTPUT_DIR directory being created with files
gtest/gtest.h, gmock/gmock.h, and gmock-gtest-all.cc in it.
These three files contain everything you need to use Google Mock (and
Google Test).  Just copy them to anywhere you want and you are ready
to write tests and use mocks.  You can use the
scrpts/test/Makefile file as an example on how to compile your tests
against them.






Extending Google Mock


Writing New Matchers Quickly

The MATCHER* family of macros can be used to define custom matchers
easily.  The syntax:

MATCHER(name, description_string_expression) { statements; }





will define a matcher with the given name that executes the
statements, which must return a bool to indicate if the match
succeeds.  Inside the statements, you can refer to the value being
matched by arg, and refer to its type by arg_type.

The description string is a string-typed expression that documents
what the matcher does, and is used to generate the failure message
when the match fails.  It can (and should) reference the special
bool variable negation, and should evaluate to the description of
the matcher when negation is false, or that of the matcher’s
negation when negation is true.

For convenience, we allow the description string to be empty (""),
in which case Google Mock will use the sequence of words in the
matcher name as the description.

For example:

MATCHER(IsDivisibleBy7, "") { return (arg % 7) == 0; }





allows you to write

  // Expects mock_foo.Bar(n) to be called where n is divisible by 7.
  EXPECT_CALL(mock_foo, Bar(IsDivisibleBy7()));





or,

using ::testing::Not;
...
  EXPECT_THAT(some_expression, IsDivisibleBy7());
  EXPECT_THAT(some_other_expression, Not(IsDivisibleBy7()));





If the above assertions fail, they will print something like:

  Value of: some_expression
  Expected: is divisible by 7
    Actual: 27
...
  Value of: some_other_expression
  Expected: not (is divisible by 7)
    Actual: 21





where the descriptions "is divisible by 7" and "not (is divisible by 7)" are automatically calculated from the matcher name
IsDivisibleBy7.

As you may have noticed, the auto-generated descriptions (especially
those for the negation) may not be so great. You can always override
them with a string expression of your own:

MATCHER(IsDivisibleBy7, std::string(negation ? "isn't" : "is") +
                        " divisible by 7") {
  return (arg % 7) == 0;
}





Optionally, you can stream additional information to a hidden argument
named result_listener to explain the match result. For example, a
better definition of IsDivisibleBy7 is:

MATCHER(IsDivisibleBy7, "") {
  if ((arg % 7) == 0)
    return true;

  *result_listener << "the remainder is " << (arg % 7);
  return false;
}





With this definition, the above assertion will give a better message:

  Value of: some_expression
  Expected: is divisible by 7
    Actual: 27 (the remainder is 6)





You should let MatchAndExplain() print any additional information
that can help a user understand the match result. Note that it should
explain why the match succeeds in case of a success (unless it’s
obvious) - this is useful when the matcher is used inside
Not(). There is no need to print the argument value itself, as
Google Mock already prints it for you.

Notes:


	The type of the value being matched (arg_type) is determined by the context in which you use the matcher and is supplied to you by the compiler, so you don’t need to worry about declaring it (nor can you).  This allows the matcher to be polymorphic.  For example, IsDivisibleBy7() can be used to match any type where the value of (arg % 7) == 0 can be implicitly converted to a bool.  In the Bar(IsDivisibleBy7()) example above, if method Bar() takes an int, arg_type will be int; if it takes an unsigned long, arg_type will be unsigned long; and so on.


	Google Mock doesn’t guarantee when or how many times a matcher will be invoked. Therefore the matcher logic must be purely functional (i.e. it cannot have any side effect, and the result must not depend on anything other than the value being matched and the matcher parameters). This requirement must be satisfied no matter how you define the matcher (e.g. using one of the methods described in the following recipes). In particular, a matcher can never call a mock function, as that will affect the state of the mock object and Google Mock.







Writing New Parameterized Matchers Quickly

Sometimes you’ll want to define a matcher that has parameters.  For that you
can use the macro:

MATCHER_P(name, param_name, description_string) { statements; }





where the description string can be either "" or a string expression
that references negation and param_name.

For example:

MATCHER_P(HasAbsoluteValue, value, "") { return abs(arg) == value; }





will allow you to write:

  EXPECT_THAT(Blah("a"), HasAbsoluteValue(n));





which may lead to this message (assuming n is 10):

  Value of: Blah("a")
  Expected: has absolute value 10
    Actual: -9





Note that both the matcher description and its parameter are
printed, making the message human-friendly.

In the matcher definition body, you can write foo_type to
reference the type of a parameter named foo.  For example, in the
body of MATCHER_P(HasAbsoluteValue, value) above, you can write
value_type to refer to the type of value.

Google Mock also provides MATCHER_P2, MATCHER_P3, …, up to
MATCHER_P10 to support multi-parameter matchers:

MATCHER_Pk(name, param_1, ..., param_k, description_string) { statements; }





Please note that the custom description string is for a particular
instance of the matcher, where the parameters have been bound to
actual values.  Therefore usually you’ll want the parameter values to
be part of the description.  Google Mock lets you do that by
referencing the matcher parameters in the description string
expression.

For example,

  using ::testing::PrintToString;
  MATCHER_P2(InClosedRange, low, hi,
             std::string(negation ? "isn't" : "is") + " in range [" +
             PrintToString(low) + ", " + PrintToString(hi) + "]") {
    return low <= arg && arg <= hi;
  }
  ...
  EXPECT_THAT(3, InClosedRange(4, 6));





would generate a failure that contains the message:

  Expected: is in range [4, 6]





If you specify "" as the description, the failure message will
contain the sequence of words in the matcher name followed by the
parameter values printed as a tuple.  For example,

  MATCHER_P2(InClosedRange, low, hi, "") { ... }
  ...
  EXPECT_THAT(3, InClosedRange(4, 6));





would generate a failure that contains the text:

  Expected: in closed range (4, 6)





For the purpose of typing, you can view

MATCHER_Pk(Foo, p1, ..., pk, description_string) { ... }





as shorthand for

template <typename p1_type, ..., typename pk_type>
FooMatcherPk<p1_type, ..., pk_type>
Foo(p1_type p1, ..., pk_type pk) { ... }





When you write Foo(v1, ..., vk), the compiler infers the types of
the parameters v1, …, and vk for you.  If you are not happy with
the result of the type inference, you can specify the types by
explicitly instantiating the template, as in Foo<long, bool>(5, false).
As said earlier, you don’t get to (or need to) specify
arg_type as that’s determined by the context in which the matcher
is used.

You can assign the result of expression Foo(p1, ..., pk) to a
variable of type FooMatcherPk<p1_type, ..., pk_type>.  This can be
useful when composing matchers.  Matchers that don’t have a parameter
or have only one parameter have special types: you can assign Foo()
to a FooMatcher-typed variable, and assign Foo(p) to a
FooMatcherP<p_type>-typed variable.

While you can instantiate a matcher template with reference types,
passing the parameters by pointer usually makes your code more
readable.  If, however, you still want to pass a parameter by
reference, be aware that in the failure message generated by the
matcher you will see the value of the referenced object but not its
address.

You can overload matchers with different numbers of parameters:

MATCHER_P(Blah, a, description_string_1) { ... }
MATCHER_P2(Blah, a, b, description_string_2) { ... }





While it’s tempting to always use the MATCHER* macros when defining
a new matcher, you should also consider implementing
MatcherInterface or using MakePolymorphicMatcher() instead (see
the recipes that follow), especially if you need to use the matcher a
lot.  While these approaches require more work, they give you more
control on the types of the value being matched and the matcher
parameters, which in general leads to better compiler error messages
that pay off in the long run.  They also allow overloading matchers
based on parameter types (as opposed to just based on the number of
parameters).




Writing New Monomorphic Matchers

A matcher of argument type T implements
::testing::MatcherInterface<T> and does two things: it tests whether a
value of type T matches the matcher, and can describe what kind of
values it matches. The latter ability is used for generating readable
error messages when expectations are violated.

The interface looks like this:

class MatchResultListener {
 public:
  ...
  // Streams x to the underlying ostream; does nothing if the ostream
  // is NULL.
  template <typename T>
  MatchResultListener& operator<<(const T& x);

  // Returns the underlying ostream.
  ::std::ostream* stream();
};

template <typename T>
class MatcherInterface {
 public:
  virtual ~MatcherInterface();

  // Returns true iff the matcher matches x; also explains the match
  // result to 'listener'.
  virtual bool MatchAndExplain(T x, MatchResultListener* listener) const = 0;

  // Describes this matcher to an ostream.
  virtual void DescribeTo(::std::ostream* os) const = 0;

  // Describes the negation of this matcher to an ostream.
  virtual void DescribeNegationTo(::std::ostream* os) const;
};





If you need a custom matcher but Truly() is not a good option (for
example, you may not be happy with the way Truly(predicate)
describes itself, or you may want your matcher to be polymorphic as
Eq(value) is), you can define a matcher to do whatever you want in
two steps: first implement the matcher interface, and then define a
factory function to create a matcher instance. The second step is not
strictly needed but it makes the syntax of using the matcher nicer.

For example, you can define a matcher to test whether an int is
divisible by 7 and then use it like this:

using ::testing::MakeMatcher;
using ::testing::Matcher;
using ::testing::MatcherInterface;
using ::testing::MatchResultListener;

class DivisibleBy7Matcher : public MatcherInterface<int> {
 public:
  virtual bool MatchAndExplain(int n, MatchResultListener* listener) const {
    return (n % 7) == 0;
  }

  virtual void DescribeTo(::std::ostream* os) const {
    *os << "is divisible by 7";
  }

  virtual void DescribeNegationTo(::std::ostream* os) const {
    *os << "is not divisible by 7";
  }
};

inline Matcher<int> DivisibleBy7() {
  return MakeMatcher(new DivisibleBy7Matcher);
}
...

  EXPECT_CALL(foo, Bar(DivisibleBy7()));





You may improve the matcher message by streaming additional
information to the listener argument in MatchAndExplain():

class DivisibleBy7Matcher : public MatcherInterface<int> {
 public:
  virtual bool MatchAndExplain(int n,
                               MatchResultListener* listener) const {
    const int remainder = n % 7;
    if (remainder != 0) {
      *listener << "the remainder is " << remainder;
    }
    return remainder == 0;
  }
  ...
};





Then, EXPECT_THAT(x, DivisibleBy7()); may general a message like this:

Value of: x
Expected: is divisible by 7
  Actual: 23 (the remainder is 2)








Writing New Polymorphic Matchers

You’ve learned how to write your own matchers in the previous
recipe. Just one problem: a matcher created using MakeMatcher() only
works for one particular type of arguments. If you want a
polymorphic matcher that works with arguments of several types (for
instance, Eq(x) can be used to match a value as long as value ==
x compiles – value and x don’t have to share the same type),
you can learn the trick from "gmock/gmock-matchers.h" but it’s a bit
involved.

Fortunately, most of the time you can define a polymorphic matcher
easily with the help of MakePolymorphicMatcher(). Here’s how you can
define NotNull() as an example:

using ::testing::MakePolymorphicMatcher;
using ::testing::MatchResultListener;
using ::testing::NotNull;
using ::testing::PolymorphicMatcher;

class NotNullMatcher {
 public:
  // To implement a polymorphic matcher, first define a COPYABLE class
  // that has three members MatchAndExplain(), DescribeTo(), and
  // DescribeNegationTo(), like the following.

  // In this example, we want to use NotNull() with any pointer, so
  // MatchAndExplain() accepts a pointer of any type as its first argument.
  // In general, you can define MatchAndExplain() as an ordinary method or
  // a method template, or even overload it.
  template <typename T>
  bool MatchAndExplain(T* p,
                       MatchResultListener* /* listener */) const {
    return p != NULL;
  }

  // Describes the property of a value matching this matcher.
  void DescribeTo(::std::ostream* os) const { *os << "is not NULL"; }

  // Describes the property of a value NOT matching this matcher.
  void DescribeNegationTo(::std::ostream* os) const { *os << "is NULL"; }
};

// To construct a polymorphic matcher, pass an instance of the class
// to MakePolymorphicMatcher().  Note the return type.
inline PolymorphicMatcher<NotNullMatcher> NotNull() {
  return MakePolymorphicMatcher(NotNullMatcher());
}
...

  EXPECT_CALL(foo, Bar(NotNull()));  // The argument must be a non-NULL pointer.





Note: Your polymorphic matcher class does not need to inherit from
MatcherInterface or any other class, and its methods do not need
to be virtual.

Like in a monomorphic matcher, you may explain the match result by
streaming additional information to the listener argument in
MatchAndExplain().




Writing New Cardinalities

A cardinality is used in Times() to tell Google Mock how many times
you expect a call to occur. It doesn’t have to be exact. For example,
you can say AtLeast(5) or Between(2, 4).

If the built-in set of cardinalities doesn’t suit you, you are free to
define your own by implementing the following interface (in namespace
testing):

class CardinalityInterface {
 public:
  virtual ~CardinalityInterface();

  // Returns true iff call_count calls will satisfy this cardinality.
  virtual bool IsSatisfiedByCallCount(int call_count) const = 0;

  // Returns true iff call_count calls will saturate this cardinality.
  virtual bool IsSaturatedByCallCount(int call_count) const = 0;

  // Describes self to an ostream.
  virtual void DescribeTo(::std::ostream* os) const = 0;
};





For example, to specify that a call must occur even number of times,
you can write

using ::testing::Cardinality;
using ::testing::CardinalityInterface;
using ::testing::MakeCardinality;

class EvenNumberCardinality : public CardinalityInterface {
 public:
  virtual bool IsSatisfiedByCallCount(int call_count) const {
    return (call_count % 2) == 0;
  }

  virtual bool IsSaturatedByCallCount(int call_count) const {
    return false;
  }

  virtual void DescribeTo(::std::ostream* os) const {
    *os << "called even number of times";
  }
};

Cardinality EvenNumber() {
  return MakeCardinality(new EvenNumberCardinality);
}
...

  EXPECT_CALL(foo, Bar(3))
      .Times(EvenNumber());








Writing New Actions Quickly

If the built-in actions don’t work for you, and you find it
inconvenient to use Invoke(), you can use a macro from the ACTION*
family to quickly define a new action that can be used in your code as
if it’s a built-in action.

By writing

ACTION(name) { statements; }





in a namespace scope (i.e. not inside a class or function), you will
define an action with the given name that executes the statements.
The value returned by statements will be used as the return value of
the action.  Inside the statements, you can refer to the K-th
(0-based) argument of the mock function as argK.  For example:

ACTION(IncrementArg1) { return ++(*arg1); }





allows you to write

... WillOnce(IncrementArg1());





Note that you don’t need to specify the types of the mock function
arguments.  Rest assured that your code is type-safe though:
you’ll get a compiler error if *arg1 doesn’t support the ++
operator, or if the type of ++(*arg1) isn’t compatible with the mock
function’s return type.

Another example:

ACTION(Foo) {
  (*arg2)(5);
  Blah();
  *arg1 = 0;
  return arg0;
}





defines an action Foo() that invokes argument #2 (a function pointer)
with 5, calls function Blah(), sets the value pointed to by argument
#1 to 0, and returns argument #0.

For more convenience and flexibility, you can also use the following
pre-defined symbols in the body of ACTION:

| argK_type | The type of the K-th (0-based) argument of the mock function |
|:————|:————————————————————-|
| args      | All arguments of the mock function as a tuple                |
| args_type | The type of all arguments of the mock function as a tuple    |
| return_type | The return type of the mock function                         |
| function_type | The type of the mock function                                |

For example, when using an ACTION as a stub action for mock function:

int DoSomething(bool flag, int* ptr);





we have:

| Pre-defined Symbol | Is Bound To |
|:———————–|:—————-|
| arg0                 | the value of flag |
| arg0_type            | the type bool |
| arg1                 | the value of ptr |
| arg1_type            | the type int* |
| args                 | the tuple (flag, ptr) |
| args_type            | the type ::testing::tuple<bool, int*> |
| return_type          | the type int  |
| function_type        | the type int(bool, int*) |




Writing New Parameterized Actions Quickly

Sometimes you’ll want to parameterize an action you define.  For that
we have another macro

ACTION_P(name, param) { statements; }





For example,

ACTION_P(Add, n) { return arg0 + n; }





will allow you to write

// Returns argument #0 + 5.
... WillOnce(Add(5));





For convenience, we use the term arguments for the values used to
invoke the mock function, and the term parameters for the values
used to instantiate an action.

Note that you don’t need to provide the type of the parameter either.
Suppose the parameter is named param, you can also use the
Google-Mock-defined symbol param_type to refer to the type of the
parameter as inferred by the compiler.  For example, in the body of
ACTION_P(Add, n) above, you can write n_type for the type of n.

Google Mock also provides ACTION_P2, ACTION_P3, and etc to support
multi-parameter actions.  For example,

ACTION_P2(ReturnDistanceTo, x, y) {
  double dx = arg0 - x;
  double dy = arg1 - y;
  return sqrt(dx*dx + dy*dy);
}





lets you write

... WillOnce(ReturnDistanceTo(5.0, 26.5));





You can view ACTION as a degenerated parameterized action where the
number of parameters is 0.

You can also easily define actions overloaded on the number of parameters:

ACTION_P(Plus, a) { ... }
ACTION_P2(Plus, a, b) { ... }








Restricting the Type of an Argument or Parameter in an ACTION

For maximum brevity and reusability, the ACTION* macros don’t ask
you to provide the types of the mock function arguments and the action
parameters.  Instead, we let the compiler infer the types for us.

Sometimes, however, we may want to be more explicit about the types.
There are several tricks to do that.  For example:

ACTION(Foo) {
  // Makes sure arg0 can be converted to int.
  int n = arg0;
  ... use n instead of arg0 here ...
}

ACTION_P(Bar, param) {
  // Makes sure the type of arg1 is const char*.
  ::testing::StaticAssertTypeEq<const char*, arg1_type>();

  // Makes sure param can be converted to bool.
  bool flag = param;
}





where StaticAssertTypeEq is a compile-time assertion in Google Test
that verifies two types are the same.




Writing New Action Templates Quickly

Sometimes you want to give an action explicit template parameters that
cannot be inferred from its value parameters.  ACTION_TEMPLATE()
supports that and can be viewed as an extension to ACTION() and
ACTION_P*().

The syntax:

ACTION_TEMPLATE(ActionName,
                HAS_m_TEMPLATE_PARAMS(kind1, name1, ..., kind_m, name_m),
                AND_n_VALUE_PARAMS(p1, ..., p_n)) { statements; }





defines an action template that takes m explicit template parameters
and n value parameters, where m is between 1 and 10, and n is
between 0 and 10.  name_i is the name of the i-th template
parameter, and kind_i specifies whether it’s a typename, an
integral constant, or a template.  p_i is the name of the i-th value
parameter.

Example:

// DuplicateArg<k, T>(output) converts the k-th argument of the mock
// function to type T and copies it to *output.
ACTION_TEMPLATE(DuplicateArg,
                // Note the comma between int and k:
                HAS_2_TEMPLATE_PARAMS(int, k, typename, T),
                AND_1_VALUE_PARAMS(output)) {
  *output = T(::testing::get<k>(args));
}





To create an instance of an action template, write:

  ActionName<t1, ..., t_m>(v1, ..., v_n)





where the ts are the template arguments and the
vs are the value arguments.  The value argument
types are inferred by the compiler.  For example:

using ::testing::_;
...
  int n;
  EXPECT_CALL(mock, Foo(_, _))
      .WillOnce(DuplicateArg<1, unsigned char>(&n));





If you want to explicitly specify the value argument types, you can
provide additional template arguments:

  ActionName<t1, ..., t_m, u1, ..., u_k>(v1, ..., v_n)





where u_i is the desired type of v_i.

ACTION_TEMPLATE and ACTION/ACTION_P* can be overloaded on the
number of value parameters, but not on the number of template
parameters.  Without the restriction, the meaning of the following is
unclear:

  OverloadedAction<int, bool>(x);





Are we using a single-template-parameter action where bool refers to
the type of x, or a two-template-parameter action where the compiler
is asked to infer the type of x?




Using the ACTION Object’s Type

If you are writing a function that returns an ACTION object, you’ll
need to know its type.  The type depends on the macro used to define
the action and the parameter types.  The rule is relatively simple:

| Given Definition | Expression | Has Type |
|:———————|:—————|:————-|
| ACTION(Foo)        | Foo()        | FooAction  |
| ACTION_TEMPLATE(Foo, HAS_m_TEMPLATE_PARAMS(...), AND_0_VALUE_PARAMS()) |    Foo<t1, ..., t_m>() | FooAction<t1, ..., t_m> |
| ACTION_P(Bar, param) | Bar(int_value) | BarActionP<int> |
| ACTION_TEMPLATE(Bar, HAS_m_TEMPLATE_PARAMS(...), AND_1_VALUE_PARAMS(p1)) | Bar<t1, ..., t_m>(int_value) | FooActionP<t1, ..., t_m, int> |
| ACTION_P2(Baz, p1, p2) | Baz(bool_value, int_value) | BazActionP2<bool, int> |
| ACTION_TEMPLATE(Baz, HAS_m_TEMPLATE_PARAMS(...), AND_2_VALUE_PARAMS(p1, p2))| Baz<t1, ..., t_m>(bool_value, int_value) | FooActionP2<t1, ..., t_m, bool, int> |
| …                  | …            | …          |

Note that we have to pick different suffixes (Action, ActionP,
ActionP2, and etc) for actions with different numbers of value
parameters, or the action definitions cannot be overloaded on the
number of them.




Writing New Monomorphic Actions

While the ACTION* macros are very convenient, sometimes they are
inappropriate.  For example, despite the tricks shown in the previous
recipes, they don’t let you directly specify the types of the mock
function arguments and the action parameters, which in general leads
to unoptimized compiler error messages that can baffle unfamiliar
users.  They also don’t allow overloading actions based on parameter
types without jumping through some hoops.

An alternative to the ACTION* macros is to implement
::testing::ActionInterface<F>, where F is the type of the mock
function in which the action will be used. For example:

template <typename F>class ActionInterface {
 public:
  virtual ~ActionInterface();

  // Performs the action.  Result is the return type of function type
  // F, and ArgumentTuple is the tuple of arguments of F.
  //
  // For example, if F is int(bool, const string&), then Result would
  // be int, and ArgumentTuple would be ::testing::tuple<bool, const string&>.
  virtual Result Perform(const ArgumentTuple& args) = 0;
};

using ::testing::_;
using ::testing::Action;
using ::testing::ActionInterface;
using ::testing::MakeAction;

typedef int IncrementMethod(int*);

class IncrementArgumentAction : public ActionInterface<IncrementMethod> {
 public:
  virtual int Perform(const ::testing::tuple<int*>& args) {
    int* p = ::testing::get<0>(args);  // Grabs the first argument.
    return *p++;
  }
};

Action<IncrementMethod> IncrementArgument() {
  return MakeAction(new IncrementArgumentAction);
}
...

  EXPECT_CALL(foo, Baz(_))
      .WillOnce(IncrementArgument());

  int n = 5;
  foo.Baz(&n);  // Should return 5 and change n to 6.








Writing New Polymorphic Actions

The previous recipe showed you how to define your own action. This is
all good, except that you need to know the type of the function in
which the action will be used. Sometimes that can be a problem. For
example, if you want to use the action in functions with different
types (e.g. like Return() and SetArgPointee()).

If an action can be used in several types of mock functions, we say
it’s polymorphic. The MakePolymorphicAction() function template
makes it easy to define such an action:

namespace testing {

template <typename Impl>
PolymorphicAction<Impl> MakePolymorphicAction(const Impl& impl);

}  // namespace testing





As an example, let’s define an action that returns the second argument
in the mock function’s argument list. The first step is to define an
implementation class:

class ReturnSecondArgumentAction {
 public:
  template <typename Result, typename ArgumentTuple>
  Result Perform(const ArgumentTuple& args) const {
    // To get the i-th (0-based) argument, use ::testing::get<i>(args).
    return ::testing::get<1>(args);
  }
};





This implementation class does not need to inherit from any
particular class. What matters is that it must have a Perform()
method template. This method template takes the mock function’s
arguments as a tuple in a single argument, and returns the result of
the action. It can be either const or not, but must be invokable
with exactly one template argument, which is the result type. In other
words, you must be able to call Perform<R>(args) where R is the
mock function’s return type and args is its arguments in a tuple.

Next, we use MakePolymorphicAction() to turn an instance of the
implementation class into the polymorphic action we need. It will be
convenient to have a wrapper for this:

using ::testing::MakePolymorphicAction;
using ::testing::PolymorphicAction;

PolymorphicAction<ReturnSecondArgumentAction> ReturnSecondArgument() {
  return MakePolymorphicAction(ReturnSecondArgumentAction());
}





Now, you can use this polymorphic action the same way you use the
built-in ones:

using ::testing::_;

class MockFoo : public Foo {
 public:
  MOCK_METHOD2(DoThis, int(bool flag, int n));
  MOCK_METHOD3(DoThat, string(int x, const char* str1, const char* str2));
};
...

  MockFoo foo;
  EXPECT_CALL(foo, DoThis(_, _))
      .WillOnce(ReturnSecondArgument());
  EXPECT_CALL(foo, DoThat(_, _, _))
      .WillOnce(ReturnSecondArgument());
  ...
  foo.DoThis(true, 5);         // Will return 5.
  foo.DoThat(1, "Hi", "Bye");  // Will return "Hi".








Teaching Google Mock How to Print Your Values

When an uninteresting or unexpected call occurs, Google Mock prints the
argument values and the stack trace to help you debug.  Assertion
macros like EXPECT_THAT and EXPECT_EQ also print the values in
question when the assertion fails.  Google Mock and Google Test do this using
Google Test’s user-extensible value printer.

This printer knows how to print built-in C++ types, native arrays, STL
containers, and any type that supports the << operator.  For other
types, it prints the raw bytes in the value and hopes that you the
user can figure it out.
Google Test’s advanced guide
explains how to extend the printer to do a better job at
printing your particular type than to dump the bytes.
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  This page discusses the design of new Google Mock features.


Macros for Defining Actions


Problem

Due to the lack of closures in C++, it currently requires some
non-trivial effort to define a custom action in Google Mock.  For
example, suppose you want to “increment the value pointed to by the
second argument of the mock function and return it”, you could write:

int IncrementArg1(Unused, int* p, Unused) {
  return ++(*p);
}

... WillOnce(Invoke(IncrementArg1));





There are several things unsatisfactory about this approach:


	Even though the action only cares about the second argument of the mock function, its definition needs to list other arguments as dummies.  This is tedious.


	The defined action is usable only in mock functions that takes exactly 3 arguments - an unnecessary restriction.


	To use the action, one has to say Invoke(IncrementArg1), which isn’t as nice as IncrementArg1().




The latter two problems can be overcome using MakePolymorphicAction(),
but it requires much more boilerplate code:

class IncrementArg1Action {
 public:
  template <typename Result, typename ArgumentTuple>
  Result Perform(const ArgumentTuple& args) const {
    return ++(*tr1::get<1>(args));
  }
};

PolymorphicAction<IncrementArg1Action> IncrementArg1() {
  return MakePolymorphicAction(IncrementArg1Action());
}

... WillOnce(IncrementArg1());





Our goal is to allow defining custom actions with the least amount of
boiler-plate C++ requires.




Solution

We propose to introduce a new macro:

ACTION(name) { statements; }





Using this in a namespace scope will define an action with the given
name that executes the statements.  Inside the statements, you can
refer to the K-th (0-based) argument of the mock function as argK.
For example:

ACTION(IncrementArg1) { return ++(*arg1); }





allows you to write

... WillOnce(IncrementArg1());





Note that you don’t need to specify the types of the mock function
arguments, as brevity is a top design goal here.  Rest assured that
your code is still type-safe though: you’ll get a compiler error if
*arg1 doesn’t support the ++ operator, or if the type of
++(*arg1) isn’t compatible with the mock function’s return type.

Another example:

ACTION(Foo) {
  (*arg2)(5);
  Blah();
  *arg1 = 0;
  return arg0;
}





defines an action Foo() that invokes argument #2 (a function pointer)
with 5, calls function Blah(), sets the value pointed to by argument
#1 to 0, and returns argument #0.

For more convenience and flexibility, you can also use the following
pre-defined symbols in the body of ACTION:

| argK_type | The type of the K-th (0-based) argument of the mock function |
|:————|:————————————————————-|
| args      | All arguments of the mock function as a tuple                |
| args_type | The type of all arguments of the mock function as a tuple    |
| return_type | The return type of the mock function                         |
| function_type | The type of the mock function                                |

For example, when using an ACTION as a stub action for mock function:

int DoSomething(bool flag, int* ptr);





we have:
| Pre-defined Symbol | Is Bound To |
|:———————–|:—————-|
| arg0                 | the value of flag |
| arg0_type            | the type bool |
| arg1                 | the value of ptr |
| arg1_type            | the type int* |
| args                 | the tuple (flag, ptr) |
| args_type            | the type std::tr1::tuple<bool, int*> |
| return_type          | the type int  |
| function_type        | the type int(bool, int*) |




Parameterized actions

Sometimes you’ll want to parameterize the action.   For that we propose
another macro

ACTION_P(name, param) { statements; }





For example,

ACTION_P(Add, n) { return arg0 + n; }





will allow you to write

// Returns argument #0 + 5.
... WillOnce(Add(5));





For convenience, we use the term arguments for the values used to
invoke the mock function, and the term parameters for the values
used to instantiate an action.

Note that you don’t need to provide the type of the parameter either.
Suppose the parameter is named param, you can also use the
Google-Mock-defined symbol param_type to refer to the type of the
parameter as inferred by the compiler.

We will also provide ACTION_P2, ACTION_P3, and etc to support
multi-parameter actions.  For example,

ACTION_P2(ReturnDistanceTo, x, y) {
  double dx = arg0 - x;
  double dy = arg1 - y;
  return sqrt(dx*dx + dy*dy);
}





lets you write

... WillOnce(ReturnDistanceTo(5.0, 26.5));





You can view ACTION as a degenerated parameterized action where the
number of parameters is 0.




Advanced Usages


Overloading Actions

You can easily define actions overloaded on the number of parameters:

ACTION_P(Plus, a) { ... }
ACTION_P2(Plus, a, b) { ... }








Restricting the Type of an Argument or Parameter

For maximum brevity and reusability, the ACTION* macros don’t let
you specify the types of the mock function arguments and the action
parameters.  Instead, we let the compiler infer the types for us.

Sometimes, however, we may want to be more explicit about the types.
There are several tricks to do that.  For example:

ACTION(Foo) {
  // Makes sure arg0 can be converted to int.
  int n = arg0;
  ... use n instead of arg0 here ...
}

ACTION_P(Bar, param) {
  // Makes sure the type of arg1 is const char*.
  ::testing::StaticAssertTypeEq<const char*, arg1_type>();

  // Makes sure param can be converted to bool.
  bool flag = param;
}





where StaticAssertTypeEq is a compile-time assertion we plan to add to
Google Test (the name is chosen to match static_assert in C++0x).




Using the ACTION Object’s Type

If you are writing a function that returns an ACTION object, you’ll
need to know its type.  The type depends on the macro used to define
the action and the parameter types.  The rule is relatively simple:
| Given Definition | Expression | Has Type |
|:———————|:—————|:————-|
| ACTION(Foo)        | Foo()        | FooAction  |
| ACTION_P(Bar, param) | Bar(int_value) | BarActionP<int> |
| ACTION_P2(Baz, p1, p2) | Baz(bool_value, int_value) | BazActionP2<bool, int> |
| …                  | …            | …          |

Note that we have to pick different suffixes (Action, ActionP,
ActionP2, and etc) for actions with different numbers of parameters,
or the action definitions cannot be overloaded on the number of
parameters.






When to Use

While the new macros are very convenient, please also consider other
means of implementing actions (e.g. via ActionInterface or
MakePolymorphicAction()), especially if you need to use the defined
action a lot.  While the other approaches require more work, they give
you more control on the types of the mock function arguments and the
action parameters, which in general leads to better compiler error
messages that pay off in the long run.  They also allow overloading
actions based on parameter types, as opposed to just the number of
parameters.




Related Work

As you may have realized, the ACTION* macros resemble closures (also
known as lambda expressions or anonymous functions).  Indeed, both of
them seek to lower the syntactic overhead for defining a function.

C++0x will support lambdas, but they are not part of C++ right now.
Some non-standard libraries (most notably BLL or Boost Lambda Library)
try to alleviate this problem.  However, they are not a good choice
for defining actions as:


	They are non-standard and not widely installed.  Google Mock only depends on standard libraries and tr1::tuple, which is part of the new C++ standard and comes with gcc 4+.  We want to keep it that way.


	They are not trivial to learn.


	They will become obsolete when C++0x’s lambda feature is widely supported.  We don’t want to make our users use a dying library.


	Since they are based on operators, they are rather ad hoc: you cannot use statements, and you cannot pass the lambda arguments to a function, for example.


	They have subtle semantics that easily confuses new users.  For example, in expression _1++ + foo++, foo will be incremented only once where the expression is evaluated, while _1 will be incremented every time the unnamed function is invoked.  This is far from intuitive.




ACTION* avoid all these problems.




Future Improvements

There may be a need for composing ACTION* definitions (i.e. invoking
another ACTION inside the definition of one ACTION*).  We are not
sure we want it yet, as one can get a similar effect by putting
ACTION definitions in function templates and composing the function
templates.  We’ll revisit this based on user feedback.

The reason we don’t allow ACTION*() inside a function body is that
the current C++ standard doesn’t allow function-local types to be used
to instantiate templates.  The upcoming C++0x standard will lift this
restriction.  Once this feature is widely supported by compilers, we
can revisit the implementation and add support for using ACTION*()
inside a function.

C++0x will also support lambda expressions.  When they become
available, we may want to support using lambdas as actions.






Macros for Defining Matchers

Once the macros for defining actions are implemented, we plan to do
the same for matchers:

MATCHER(name) { statements; }





where you can refer to the value being matched as arg.  For example,
given:

MATCHER(IsPositive) { return arg > 0; }





you can use IsPositive() as a matcher that matches a value iff it is
greater than 0.

We will also add MATCHER_P, MATCHER_P2, and etc for parameterized
matchers.
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  This page lists all documentation markdown files for Google Mock (the
current git version)
– if you use a former version of Google Mock, please read the
documentation for that specific version instead (e.g. by checking out
the respective git branch/tag).


	ForDummies – start here if you are new to Google Mock.


	CheatSheet – a quick reference.


	CookBook – recipes for doing various tasks using Google Mock.


	FrequentlyAskedQuestions – check here before asking a question on the mailing list.




To contribute code to Google Mock, read:


	CONTRIBUTING – read this before writing your first patch.


	Pump Manual – how we generate some of Google Mock’s source files.
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  (Note: If you get compiler errors that you don’t understand, be sure to consult Google Mock Doctor.)


What Is Google C++ Mocking Framework?

When you write a prototype or test, often it’s not feasible or wise to rely on real objects entirely. A mock object implements the same interface as a real object (so it can be used as one), but lets you specify at run time how it will be used and what it should do (which methods will be called? in which order? how many times? with what arguments? what will they return? etc).

Note: It is easy to confuse the term fake objects with mock objects. Fakes and mocks actually mean very different things in the Test-Driven Development (TDD) community:


	Fake objects have working implementations, but usually take some shortcut (perhaps to make the operations less expensive), which makes them not suitable for production. An in-memory file system would be an example of a fake.


	Mocks are objects pre-programmed with expectations, which form a specification of the calls they are expected to receive.




If all this seems too abstract for you, don’t worry - the most important thing to remember is that a mock allows you to check the interaction between itself and code that uses it. The difference between fakes and mocks will become much clearer once you start to use mocks.

Google C++ Mocking Framework (or Google Mock for short) is a library (sometimes we also call it a “framework” to make it sound cool) for creating mock classes and using them. It does to C++ what jMock [http://www.jmock.org/] and EasyMock [http://www.easymock.org/] do to Java.

Using Google Mock involves three basic steps:


	Use some simple macros to describe the interface you want to mock, and they will expand to the implementation of your mock class;


	Create some mock objects and specify its expectations and behavior using an intuitive syntax;


	Exercise code that uses the mock objects. Google Mock will catch any violation of the expectations as soon as it arises.







Why Google Mock?

While mock objects help you remove unnecessary dependencies in tests and make them fast and reliable, using mocks manually in C++ is hard:


	Someone has to implement the mocks. The job is usually tedious and error-prone. No wonder people go great distances to avoid it.


	The quality of those manually written mocks is a bit, uh, unpredictable. You may see some really polished ones, but you may also see some that were hacked up in a hurry and have all sorts of ad-hoc restrictions.


	The knowledge you gained from using one mock doesn’t transfer to the next.




In contrast, Java and Python programmers have some fine mock frameworks, which automate the creation of mocks. As a result, mocking is a proven effective technique and widely adopted practice in those communities. Having the right tool absolutely makes the difference.

Google Mock was built to help C++ programmers. It was inspired by jMock [http://www.jmock.org/] and EasyMock [http://www.easymock.org/], but designed with C++’s specifics in mind. It is your friend if any of the following problems is bothering you:


	You are stuck with a sub-optimal design and wish you had done more prototyping before it was too late, but prototyping in C++ is by no means “rapid”.


	Your tests are slow as they depend on too many libraries or use expensive resources (e.g. a database).


	Your tests are brittle as some resources they use are unreliable (e.g. the network).


	You want to test how your code handles a failure (e.g. a file checksum error), but it’s not easy to cause one.


	You need to make sure that your module interacts with other modules in the right way, but it’s hard to observe the interaction; therefore you resort to observing the side effects at the end of the action, which is awkward at best.


	You want to “mock out” your dependencies, except that they don’t have mock implementations yet; and, frankly, you aren’t thrilled by some of those hand-written mocks.




We encourage you to use Google Mock as:


	a design tool, for it lets you experiment with your interface design early and often. More iterations lead to better designs!


	a testing tool to cut your tests’ outbound dependencies and probe the interaction between your module and its collaborators.







Getting Started

Using Google Mock is easy! Inside your C++ source file, just #include "gtest/gtest.h" and "gmock/gmock.h", and you are ready to go.




A Case for Mock Turtles

Let’s look at an example. Suppose you are developing a graphics program that relies on a LOGO-like API for drawing. How would you test that it does the right thing? Well, you can run it and compare the screen with a golden screen snapshot, but let’s admit it: tests like this are expensive to run and fragile (What if you just upgraded to a shiny new graphics card that has better anti-aliasing? Suddenly you have to update all your golden images.). It would be too painful if all your tests are like this. Fortunately, you learned about Dependency Injection and know the right thing to do: instead of having your application talk to the drawing API directly, wrap the API in an interface (say, Turtle) and code to that interface:

class Turtle {
  ...
  virtual ~Turtle() {}
  virtual void PenUp() = 0;
  virtual void PenDown() = 0;
  virtual void Forward(int distance) = 0;
  virtual void Turn(int degrees) = 0;
  virtual void GoTo(int x, int y) = 0;
  virtual int GetX() const = 0;
  virtual int GetY() const = 0;
};





(Note that the destructor of Turtle must be virtual, as is the case for all classes you intend to inherit from - otherwise the destructor of the derived class will not be called when you delete an object through a base pointer, and you’ll get corrupted program states like memory leaks.)

You can control whether the turtle’s movement will leave a trace using PenUp() and PenDown(), and control its movement using Forward(), Turn(), and GoTo(). Finally, GetX() and GetY() tell you the current position of the turtle.

Your program will normally use a real implementation of this interface. In tests, you can use a mock implementation instead. This allows you to easily check what drawing primitives your program is calling, with what arguments, and in which order. Tests written this way are much more robust (they won’t break because your new machine does anti-aliasing differently), easier to read and maintain (the intent of a test is expressed in the code, not in some binary images), and run much, much faster.




Writing the Mock Class

If you are lucky, the mocks you need to use have already been implemented by some nice people. If, however, you find yourself in the position to write a mock class, relax - Google Mock turns this task into a fun game! (Well, almost.)


How to Define It

Using the Turtle interface as example, here are the simple steps you need to follow:


	Derive a class MockTurtle from Turtle.


	Take a virtual function of Turtle (while it’s possible to mock non-virtual methods using templates, it’s much more involved). Count how many arguments it has.


	In the public: section of the child class, write MOCK_METHODn(); (or MOCK_CONST_METHODn(); if you are mocking a const method), where n is the number of the arguments; if you counted wrong, shame on you, and a compiler error will tell you so.


	Now comes the fun part: you take the function signature, cut-and-paste the function name as the first argument to the macro, and leave what’s left as the second argument (in case you’re curious, this is the type of the function).


	Repeat until all virtual functions you want to mock are done.




After the process, you should have something like:

#include "gmock/gmock.h"  // Brings in Google Mock.
class MockTurtle : public Turtle {
 public:
  ...
  MOCK_METHOD0(PenUp, void());
  MOCK_METHOD0(PenDown, void());
  MOCK_METHOD1(Forward, void(int distance));
  MOCK_METHOD1(Turn, void(int degrees));
  MOCK_METHOD2(GoTo, void(int x, int y));
  MOCK_CONST_METHOD0(GetX, int());
  MOCK_CONST_METHOD0(GetY, int());
};





You don’t need to define these mock methods somewhere else - the MOCK_METHOD* macros will generate the definitions for you. It’s that simple! Once you get the hang of it, you can pump out mock classes faster than your source-control system can handle your check-ins.

Tip: If even this is too much work for you, you’ll find the
gmock_gen.py tool in Google Mock’s scripts/generator/ directory (courtesy of the cppclean [http://code.google.com/p/cppclean/] project) useful.  This command-line
tool requires that you have Python 2.4 installed.  You give it a C++ file and the name of an abstract class defined in it,
and it will print the definition of the mock class for you.  Due to the
complexity of the C++ language, this script may not always work, but
it can be quite handy when it does.  For more details, read the user documentation.




Where to Put It

When you define a mock class, you need to decide where to put its definition. Some people put it in a *_test.cc. This is fine when the interface being mocked (say, Foo) is owned by the same person or team. Otherwise, when the owner of Foo changes it, your test could break. (You can’t really expect Foo’s maintainer to fix every test that uses Foo, can you?)

So, the rule of thumb is: if you need to mock Foo and it’s owned by others, define the mock class in Foo’s package (better, in a testing sub-package such that you can clearly separate production code and testing utilities), and put it in a mock_foo.h. Then everyone can reference mock_foo.h from their tests. If Foo ever changes, there is only one copy of MockFoo to change, and only tests that depend on the changed methods need to be fixed.

Another way to do it: you can introduce a thin layer FooAdaptor on top of Foo and code to this new interface. Since you own FooAdaptor, you can absorb changes in Foo much more easily. While this is more work initially, carefully choosing the adaptor interface can make your code easier to write and more readable (a net win in the long run), as you can choose FooAdaptor to fit your specific domain much better than Foo does.






Using Mocks in Tests

Once you have a mock class, using it is easy. The typical work flow is:


	Import the Google Mock names from the testing namespace such that you can use them unqualified (You only have to do it once per file. Remember that namespaces are a good idea and good for your health.).


	Create some mock objects.


	Specify your expectations on them (How many times will a method be called? With what arguments? What should it do? etc.).


	Exercise some code that uses the mocks; optionally, check the result using Google Test assertions. If a mock method is called more than expected or with wrong arguments, you’ll get an error immediately.


	When a mock is destructed, Google Mock will automatically check whether all expectations on it have been satisfied.




Here’s an example:

#include "path/to/mock-turtle.h"
#include "gmock/gmock.h"
#include "gtest/gtest.h"
using ::testing::AtLeast;                     // #1

TEST(PainterTest, CanDrawSomething) {
  MockTurtle turtle;                          // #2
  EXPECT_CALL(turtle, PenDown())              // #3
      .Times(AtLeast(1));

  Painter painter(&turtle);                   // #4

  EXPECT_TRUE(painter.DrawCircle(0, 0, 10));
}                                             // #5

int main(int argc, char** argv) {
  // The following line must be executed to initialize Google Mock
  // (and Google Test) before running the tests.
  ::testing::InitGoogleMock(&argc, argv);
  return RUN_ALL_TESTS();
}





As you might have guessed, this test checks that PenDown() is called at least once. If the painter object didn’t call this method, your test will fail with a message like this:

path/to/my_test.cc:119: Failure
Actual function call count doesn't match this expectation:
Actually: never called;
Expected: called at least once.





Tip 1: If you run the test from an Emacs buffer, you can hit <Enter> on the line number displayed in the error message to jump right to the failed expectation.

Tip 2: If your mock objects are never deleted, the final verification won’t happen. Therefore it’s a good idea to use a heap leak checker in your tests when you allocate mocks on the heap.

Important note: Google Mock requires expectations to be set before the mock functions are called, otherwise the behavior is undefined. In particular, you mustn’t interleave EXPECT_CALL()s and calls to the mock functions.

This means EXPECT_CALL() should be read as expecting that a call will occur in the future, not that a call has occurred. Why does Google Mock work like that? Well, specifying the expectation beforehand allows Google Mock to report a violation as soon as it arises, when the context (stack trace, etc) is still available. This makes debugging much easier.

Admittedly, this test is contrived and doesn’t do much. You can easily achieve the same effect without using Google Mock. However, as we shall reveal soon, Google Mock allows you to do much more with the mocks.


Using Google Mock with Any Testing Framework

If you want to use something other than Google Test (e.g. CppUnit [http://sourceforge.net/projects/cppunit/] or
CxxTest [https://cxxtest.com/]) as your testing framework, just change the main() function in the previous section to:

int main(int argc, char** argv) {
  // The following line causes Google Mock to throw an exception on failure,
  // which will be interpreted by your testing framework as a test failure.
  ::testing::GTEST_FLAG(throw_on_failure) = true;
  ::testing::InitGoogleMock(&argc, argv);
  ... whatever your testing framework requires ...
}





This approach has a catch: it makes Google Mock throw an exception
from a mock object’s destructor sometimes.  With some compilers, this
sometimes causes the test program to crash.  You’ll still be able to
notice that the test has failed, but it’s not a graceful failure.

A better solution is to use Google Test’s
event listener API
to report a test failure to your testing framework properly.  You’ll need to
implement the OnTestPartResult() method of the event listener interface, but it
should be straightforward.

If this turns out to be too much work, we suggest that you stick with
Google Test, which works with Google Mock seamlessly (in fact, it is
technically part of Google Mock.).  If there is a reason that you
cannot use Google Test, please let us know.






Setting Expectations

The key to using a mock object successfully is to set the right expectations on it. If you set the expectations too strict, your test will fail as the result of unrelated changes. If you set them too loose, bugs can slip through. You want to do it just right such that your test can catch exactly the kind of bugs you intend it to catch. Google Mock provides the necessary means for you to do it “just right.”


General Syntax

In Google Mock we use the EXPECT_CALL() macro to set an expectation on a mock method. The general syntax is:

EXPECT_CALL(mock_object, method(matchers))
    .Times(cardinality)
    .WillOnce(action)
    .WillRepeatedly(action);





The macro has two arguments: first the mock object, and then the method and its arguments. Note that the two are separated by a comma (,), not a period (.). (Why using a comma? The answer is that it was necessary for technical reasons.)

The macro can be followed by some optional clauses that provide more information about the expectation. We’ll discuss how each clause works in the coming sections.

This syntax is designed to make an expectation read like English. For example, you can probably guess that

using ::testing::Return;
...
EXPECT_CALL(turtle, GetX())
    .Times(5)
    .WillOnce(Return(100))
    .WillOnce(Return(150))
    .WillRepeatedly(Return(200));





says that the turtle object’s GetX() method will be called five times, it will return 100 the first time, 150 the second time, and then 200 every time. Some people like to call this style of syntax a Domain-Specific Language (DSL).

Note: Why do we use a macro to do this? It serves two purposes: first it makes expectations easily identifiable (either by grep or by a human reader), and second it allows Google Mock to include the source file location of a failed expectation in messages, making debugging easier.




Matchers: What Arguments Do We Expect?

When a mock function takes arguments, we must specify what arguments we are expecting; for example:

// Expects the turtle to move forward by 100 units.
EXPECT_CALL(turtle, Forward(100));





Sometimes you may not want to be too specific (Remember that talk about tests being too rigid? Over specification leads to brittle tests and obscures the intent of tests. Therefore we encourage you to specify only what’s necessary - no more, no less.). If you care to check that Forward() will be called but aren’t interested in its actual argument, write _ as the argument, which means “anything goes”:

using ::testing::_;
...
// Expects the turtle to move forward.
EXPECT_CALL(turtle, Forward(_));





_ is an instance of what we call matchers. A matcher is like a predicate and can test whether an argument is what we’d expect. You can use a matcher inside EXPECT_CALL() wherever a function argument is expected.

A list of built-in matchers can be found in the CheatSheet. For example, here’s the Ge (greater than or equal) matcher:

using ::testing::Ge;
...
EXPECT_CALL(turtle, Forward(Ge(100)));





This checks that the turtle will be told to go forward by at least 100 units.




Cardinalities: How Many Times Will It Be Called?

The first clause we can specify following an EXPECT_CALL() is Times(). We call its argument a cardinality as it tells how many times the call should occur. It allows us to repeat an expectation many times without actually writing it as many times. More importantly, a cardinality can be “fuzzy”, just like a matcher can be. This allows a user to express the intent of a test exactly.

An interesting special case is when we say Times(0). You may have guessed - it means that the function shouldn’t be called with the given arguments at all, and Google Mock will report a Google Test failure whenever the function is (wrongfully) called.

We’ve seen AtLeast(n) as an example of fuzzy cardinalities earlier. For the list of built-in cardinalities you can use, see the CheatSheet.

The Times() clause can be omitted. If you omit Times(), Google Mock will infer the cardinality for you. The rules are easy to remember:


	If neither WillOnce() nor WillRepeatedly() is in the EXPECT_CALL(), the inferred cardinality is Times(1).


	If there are n WillOnce()’s but no WillRepeatedly(), where n >= 1, the cardinality is Times(n).


	If there are n WillOnce()’s and one WillRepeatedly(), where n >= 0, the cardinality is Times(AtLeast(n)).




Quick quiz: what do you think will happen if a function is expected to be called twice but actually called four times?




Actions: What Should It Do?

Remember that a mock object doesn’t really have a working implementation? We as users have to tell it what to do when a method is invoked. This is easy in Google Mock.

First, if the return type of a mock function is a built-in type or a pointer, the function has a default action (a void function will just return, a bool function will return false, and other functions will return 0). In addition, in C++ 11 and above, a mock function whose return type is default-constructible (i.e. has a default constructor) has a default action of returning a default-constructed value.  If you don’t say anything, this behavior will be used.

Second, if a mock function doesn’t have a default action, or the default action doesn’t suit you, you can specify the action to be taken each time the expectation matches using a series of WillOnce() clauses followed by an optional WillRepeatedly(). For example,

using ::testing::Return;
...
EXPECT_CALL(turtle, GetX())
    .WillOnce(Return(100))
    .WillOnce(Return(200))
    .WillOnce(Return(300));





This says that turtle.GetX() will be called exactly three times (Google Mock inferred this from how many WillOnce() clauses we’ve written, since we didn’t explicitly write Times()), and will return 100, 200, and 300 respectively.

using ::testing::Return;
...
EXPECT_CALL(turtle, GetY())
    .WillOnce(Return(100))
    .WillOnce(Return(200))
    .WillRepeatedly(Return(300));





says that turtle.GetY() will be called at least twice (Google Mock knows this as we’ve written two WillOnce() clauses and a WillRepeatedly() while having no explicit Times()), will return 100 the first time, 200 the second time, and 300 from the third time on.

Of course, if you explicitly write a Times(), Google Mock will not try to infer the cardinality itself. What if the number you specified is larger than there are WillOnce() clauses? Well, after all WillOnce()s are used up, Google Mock will do the default action for the function every time (unless, of course, you have a WillRepeatedly().).

What can we do inside WillOnce() besides Return()? You can return a reference using ReturnRef(variable), or invoke a pre-defined function, among others.

Important note: The EXPECT_CALL() statement evaluates the action clause only once, even though the action may be performed many times. Therefore you must be careful about side effects. The following may not do what you want:

int n = 100;
EXPECT_CALL(turtle, GetX())
.Times(4)
.WillRepeatedly(Return(n++));





Instead of returning 100, 101, 102, …, consecutively, this mock function will always return 100 as n++ is only evaluated once. Similarly, Return(new Foo) will create a new Foo object when the EXPECT_CALL() is executed, and will return the same pointer every time. If you want the side effect to happen every time, you need to define a custom action, which we’ll teach in the CookBook.

Time for another quiz! What do you think the following means?

using ::testing::Return;
...
EXPECT_CALL(turtle, GetY())
.Times(4)
.WillOnce(Return(100));





Obviously turtle.GetY() is expected to be called four times. But if you think it will return 100 every time, think twice! Remember that one WillOnce() clause will be consumed each time the function is invoked and the default action will be taken afterwards. So the right answer is that turtle.GetY() will return 100 the first time, but return 0 from the second time on, as returning 0 is the default action for int functions.




Using Multiple Expectations

So far we’ve only shown examples where you have a single expectation. More realistically, you’re going to specify expectations on multiple mock methods, which may be from multiple mock objects.

By default, when a mock method is invoked, Google Mock will search the expectations in the reverse order they are defined, and stop when an active expectation that matches the arguments is found (you can think of it as “newer rules override older ones.”). If the matching expectation cannot take any more calls, you will get an upper-bound-violated failure. Here’s an example:

using ::testing::_;
...
EXPECT_CALL(turtle, Forward(_));  // #1
EXPECT_CALL(turtle, Forward(10))  // #2
    .Times(2);





If Forward(10) is called three times in a row, the third time it will be an error, as the last matching expectation (#2) has been saturated. If, however, the third Forward(10) call is replaced by Forward(20), then it would be OK, as now #1 will be the matching expectation.

Side note: Why does Google Mock search for a match in the reverse order of the expectations? The reason is that this allows a user to set up the default expectations in a mock object’s constructor or the test fixture’s set-up phase and then customize the mock by writing more specific expectations in the test body. So, if you have two expectations on the same method, you want to put the one with more specific matchers after the other, or the more specific rule would be shadowed by the more general one that comes after it.




Ordered vs Unordered Calls

By default, an expectation can match a call even though an earlier expectation hasn’t been satisfied. In other words, the calls don’t have to occur in the order the expectations are specified.

Sometimes, you may want all the expected calls to occur in a strict order. To say this in Google Mock is easy:

using ::testing::InSequence;
...
TEST(FooTest, DrawsLineSegment) {
  ...
  {
    InSequence dummy;

    EXPECT_CALL(turtle, PenDown());
    EXPECT_CALL(turtle, Forward(100));
    EXPECT_CALL(turtle, PenUp());
  }
  Foo();
}





By creating an object of type InSequence, all expectations in its scope are put into a sequence and have to occur sequentially. Since we are just relying on the constructor and destructor of this object to do the actual work, its name is really irrelevant.

In this example, we test that Foo() calls the three expected functions in the order as written. If a call is made out-of-order, it will be an error.

(What if you care about the relative order of some of the calls, but not all of them? Can you specify an arbitrary partial order? The answer is … yes! If you are impatient, the details can be found in the CookBook.)




All Expectations Are Sticky (Unless Said Otherwise)

Now let’s do a quick quiz to see how well you can use this mock stuff already. How would you test that the turtle is asked to go to the origin exactly twice (you want to ignore any other instructions it receives)?

After you’ve come up with your answer, take a look at ours and compare notes (solve it yourself first - don’t cheat!):

using ::testing::_;
...
EXPECT_CALL(turtle, GoTo(_, _))  // #1
    .Times(AnyNumber());
EXPECT_CALL(turtle, GoTo(0, 0))  // #2
    .Times(2);





Suppose turtle.GoTo(0, 0) is called three times. In the third time, Google Mock will see that the arguments match expectation #2 (remember that we always pick the last matching expectation). Now, since we said that there should be only two such calls, Google Mock will report an error immediately. This is basically what we’ve told you in the “Using Multiple Expectations” section above.

This example shows that expectations in Google Mock are “sticky” by default, in the sense that they remain active even after we have reached their invocation upper bounds. This is an important rule to remember, as it affects the meaning of the spec, and is different to how it’s done in many other mocking frameworks (Why’d we do that? Because we think our rule makes the common cases easier to express and understand.).

Simple? Let’s see if you’ve really understood it: what does the following code say?

using ::testing::Return;
...
for (int i = n; i > 0; i--) {
  EXPECT_CALL(turtle, GetX())
      .WillOnce(Return(10*i));
}





If you think it says that turtle.GetX() will be called n times and will return 10, 20, 30, …, consecutively, think twice! The problem is that, as we said, expectations are sticky. So, the second time turtle.GetX() is called, the last (latest) EXPECT_CALL() statement will match, and will immediately lead to an “upper bound exceeded” error - this piece of code is not very useful!

One correct way of saying that turtle.GetX() will return 10, 20, 30, …, is to explicitly say that the expectations are not sticky. In other words, they should retire as soon as they are saturated:

using ::testing::Return;
...
for (int i = n; i > 0; i--) {
  EXPECT_CALL(turtle, GetX())
    .WillOnce(Return(10*i))
    .RetiresOnSaturation();
}





And, there’s a better way to do it: in this case, we expect the calls to occur in a specific order, and we line up the actions to match the order. Since the order is important here, we should make it explicit using a sequence:

using ::testing::InSequence;
using ::testing::Return;
...
{
  InSequence s;

  for (int i = 1; i <= n; i++) {
    EXPECT_CALL(turtle, GetX())
        .WillOnce(Return(10*i))
        .RetiresOnSaturation();
  }
}





By the way, the other situation where an expectation may not be sticky is when it’s in a sequence - as soon as another expectation that comes after it in the sequence has been used, it automatically retires (and will never be used to match any call).




Uninteresting Calls

A mock object may have many methods, and not all of them are that interesting. For example, in some tests we may not care about how many times GetX() and GetY() get called.

In Google Mock, if you are not interested in a method, just don’t say anything about it. If a call to this method occurs, you’ll see a warning in the test output, but it won’t be a failure.






What Now?

Congratulations! You’ve learned enough about Google Mock to start using it. Now, you might want to join the googlemock [http://groups.google.com/group/googlemock] discussion group and actually write some tests using Google Mock - it will be fun. Hey, it may even be addictive - you’ve been warned.

Then, if you feel like increasing your mock quotient, you should move on to the CookBook. You can learn many advanced features of Google Mock there – and advance your level of enjoyment and testing bliss.
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  Please send your questions to the
googlemock [http://groups.google.com/group/googlemock] discussion
group. If you need help with compiler errors, make sure you have
tried Google Mock Doctor first.


When I call a method on my mock object, the method for the real object is invoked instead.  What’s the problem?

In order for a method to be mocked, it must be virtual, unless you use the high-perf dependency injection technique.




I wrote some matchers.  After I upgraded to a new version of Google Mock, they no longer compile.  What’s going on?

After version 1.4.0 of Google Mock was released, we had an idea on how
to make it easier to write matchers that can generate informative
messages efficiently.  We experimented with this idea and liked what
we saw.  Therefore we decided to implement it.

Unfortunately, this means that if you have defined your own matchers
by implementing MatcherInterface or using MakePolymorphicMatcher(),
your definitions will no longer compile.  Matchers defined using the
MATCHER* family of macros are not affected.

Sorry for the hassle if your matchers are affected.  We believe it’s
in everyone’s long-term interest to make this change sooner than
later.  Fortunately, it’s usually not hard to migrate an existing
matcher to the new API.  Here’s what you need to do:

If you wrote your matcher like this:

// Old matcher definition that doesn't work with the latest
// Google Mock.
using ::testing::MatcherInterface;
...
class MyWonderfulMatcher : public MatcherInterface<MyType> {
 public:
  ...
  virtual bool Matches(MyType value) const {
    // Returns true if value matches.
    return value.GetFoo() > 5;
  }
  ...
};





you’ll need to change it to:

// New matcher definition that works with the latest Google Mock.
using ::testing::MatcherInterface;
using ::testing::MatchResultListener;
...
class MyWonderfulMatcher : public MatcherInterface<MyType> {
 public:
  ...
  virtual bool MatchAndExplain(MyType value,
                               MatchResultListener* listener) const {
    // Returns true if value matches.
    return value.GetFoo() > 5;
  }
  ...
};





(i.e. rename Matches() to MatchAndExplain() and give it a second
argument of type MatchResultListener*.)

If you were also using ExplainMatchResultTo() to improve the matcher
message:

// Old matcher definition that doesn't work with the lastest
// Google Mock.
using ::testing::MatcherInterface;
...
class MyWonderfulMatcher : public MatcherInterface<MyType> {
 public:
  ...
  virtual bool Matches(MyType value) const {
    // Returns true if value matches.
    return value.GetFoo() > 5;
  }

  virtual void ExplainMatchResultTo(MyType value,
                                    ::std::ostream* os) const {
    // Prints some helpful information to os to help
    // a user understand why value matches (or doesn't match).
    *os << "the Foo property is " << value.GetFoo();
  }
  ...
};





you should move the logic of ExplainMatchResultTo() into
MatchAndExplain(), using the MatchResultListener argument where
the ::std::ostream was used:

// New matcher definition that works with the latest Google Mock.
using ::testing::MatcherInterface;
using ::testing::MatchResultListener;
...
class MyWonderfulMatcher : public MatcherInterface<MyType> {
 public:
  ...
  virtual bool MatchAndExplain(MyType value,
                               MatchResultListener* listener) const {
    // Returns true if value matches.
    *listener << "the Foo property is " << value.GetFoo();
    return value.GetFoo() > 5;
  }
  ...
};





If your matcher is defined using MakePolymorphicMatcher():

// Old matcher definition that doesn't work with the latest
// Google Mock.
using ::testing::MakePolymorphicMatcher;
...
class MyGreatMatcher {
 public:
  ...
  bool Matches(MyType value) const {
    // Returns true if value matches.
    return value.GetBar() < 42;
  }
  ...
};
... MakePolymorphicMatcher(MyGreatMatcher()) ...





you should rename the Matches() method to MatchAndExplain() and
add a MatchResultListener* argument (the same as what you need to do
for matchers defined by implementing MatcherInterface):

// New matcher definition that works with the latest Google Mock.
using ::testing::MakePolymorphicMatcher;
using ::testing::MatchResultListener;
...
class MyGreatMatcher {
 public:
  ...
  bool MatchAndExplain(MyType value,
                       MatchResultListener* listener) const {
    // Returns true if value matches.
    return value.GetBar() < 42;
  }
  ...
};
... MakePolymorphicMatcher(MyGreatMatcher()) ...





If your polymorphic matcher uses ExplainMatchResultTo() for better
failure messages:

// Old matcher definition that doesn't work with the latest
// Google Mock.
using ::testing::MakePolymorphicMatcher;
...
class MyGreatMatcher {
 public:
  ...
  bool Matches(MyType value) const {
    // Returns true if value matches.
    return value.GetBar() < 42;
  }
  ...
};
void ExplainMatchResultTo(const MyGreatMatcher& matcher,
                          MyType value,
                          ::std::ostream* os) {
  // Prints some helpful information to os to help
  // a user understand why value matches (or doesn't match).
  *os << "the Bar property is " << value.GetBar();
}
... MakePolymorphicMatcher(MyGreatMatcher()) ...





you’ll need to move the logic inside ExplainMatchResultTo() to
MatchAndExplain():

// New matcher definition that works with the latest Google Mock.
using ::testing::MakePolymorphicMatcher;
using ::testing::MatchResultListener;
...
class MyGreatMatcher {
 public:
  ...
  bool MatchAndExplain(MyType value,
                       MatchResultListener* listener) const {
    // Returns true if value matches.
    *listener << "the Bar property is " << value.GetBar();
    return value.GetBar() < 42;
  }
  ...
};
... MakePolymorphicMatcher(MyGreatMatcher()) ...





For more information, you can read these
two
recipes
from the cookbook.  As always, you
are welcome to post questions on googlemock@googlegroups.com if you
need any help.




When using Google Mock, do I have to use Google Test as the testing framework?  I have my favorite testing framework and don’t want to switch.

Google Mock works out of the box with Google Test.  However, it’s easy
to configure it to work with any testing framework of your choice.
Here is how.




How am I supposed to make sense of these horrible template errors?

If you are confused by the compiler errors gcc threw at you,
try consulting the Google Mock Doctor tool first.  What it does is to
scan stdin for gcc error messages, and spit out diagnoses on the
problems (we call them diseases) your code has.

To “install”, run command:

alias gmd='<path to googlemock>/scripts/gmock_doctor.py'





To use it, do:

<your-favorite-build-command> <your-test> 2>&1 | gmd





For example:

make my_test 2>&1 | gmd





Or you can run gmd and copy-n-paste gcc’s error messages to it.




Can I mock a variadic function?

You cannot mock a variadic function (i.e. a function taking ellipsis
(...) arguments) directly in Google Mock.

The problem is that in general, there is no way for a mock object to
know how many arguments are passed to the variadic method, and what
the arguments’ types are.  Only the author of the base class knows
the protocol, and we cannot look into their head.

Therefore, to mock such a function, the user must teach the mock
object how to figure out the number of arguments and their types.  One
way to do it is to provide overloaded versions of the function.

Ellipsis arguments are inherited from C and not really a C++ feature.
They are unsafe to use and don’t work with arguments that have
constructors or destructors.  Therefore we recommend to avoid them in
C++ as much as possible.




MSVC gives me warning C4301 or C4373 when I define a mock method with a const parameter.  Why?

If you compile this using Microsoft Visual C++ 2005 SP1:

class Foo {
  ...
  virtual void Bar(const int i) = 0;
};

class MockFoo : public Foo {
  ...
  MOCK_METHOD1(Bar, void(const int i));
};





You may get the following warning:

warning C4301: 'MockFoo::Bar': overriding virtual function only differs from 'Foo::Bar' by const/volatile qualifier





This is a MSVC bug.  The same code compiles fine with gcc ,for
example.  If you use Visual C++ 2008 SP1, you would get the warning:

warning C4373: 'MockFoo::Bar': virtual function overrides 'Foo::Bar', previous versions of the compiler did not override when parameters only differed by const/volatile qualifiers





In C++, if you declare a function with a const parameter, the
const modifier is ignored.  Therefore, the Foo base class above
is equivalent to:

class Foo {
  ...
  virtual void Bar(int i) = 0;  // int or const int?  Makes no difference.
};





In fact, you can declare Bar() with an int parameter, and define
it with a const int parameter.  The compiler will still match them
up.

Since making a parameter const is meaningless in the method
declaration, we recommend to remove it in both Foo and MockFoo.
That should workaround the VC bug.

Note that we are talking about the top-level const modifier here.
If the function parameter is passed by pointer or reference, declaring
the pointee or referee as const is still meaningful.  For
example, the following two declarations are not equivalent:

void Bar(int* p);        // Neither p nor *p is const.
void Bar(const int* p);  // p is not const, but *p is.








I have a huge mock class, and Microsoft Visual C++ runs out of memory when compiling it.  What can I do?

We’ve noticed that when the /clr compiler flag is used, Visual C++
uses 5~6 times as much memory when compiling a mock class.  We suggest
to avoid /clr when compiling native C++ mocks.




I can’t figure out why Google Mock thinks my expectations are not satisfied.  What should I do?

You might want to run your test with
--gmock_verbose=info.  This flag lets Google Mock print a trace
of every mock function call it receives.  By studying the trace,
you’ll gain insights on why the expectations you set are not met.




How can I assert that a function is NEVER called?

EXPECT_CALL(foo, Bar(_))
    .Times(0);








I have a failed test where Google Mock tells me TWICE that a particular expectation is not satisfied.  Isn’t this redundant?

When Google Mock detects a failure, it prints relevant information
(the mock function arguments, the state of relevant expectations, and
etc) to help the user debug.  If another failure is detected, Google
Mock will do the same, including printing the state of relevant
expectations.

Sometimes an expectation’s state didn’t change between two failures,
and you’ll see the same description of the state twice.  They are
however not redundant, as they refer to different points in time.
The fact they are the same is interesting information.




I get a heap check failure when using a mock object, but using a real object is fine.  What can be wrong?

Does the class (hopefully a pure interface) you are mocking have a
virtual destructor?

Whenever you derive from a base class, make sure its destructor is
virtual.  Otherwise Bad Things will happen.  Consider the following
code:

class Base {
 public:
  // Not virtual, but should be.
  ~Base() { ... }
  ...
};

class Derived : public Base {
 public:
  ...
 private:
  std::string value_;
};

...
  Base* p = new Derived;
  ...
  delete p;  // Surprise! ~Base() will be called, but ~Derived() will not
             // - value_ is leaked.





By changing ~Base() to virtual, ~Derived() will be correctly
called when delete p is executed, and the heap checker
will be happy.




The “newer expectations override older ones” rule makes writing expectations awkward.  Why does Google Mock do that?

When people complain about this, often they are referring to code like:

// foo.Bar() should be called twice, return 1 the first time, and return
// 2 the second time.  However, I have to write the expectations in the
// reverse order.  This sucks big time!!!
EXPECT_CALL(foo, Bar())
    .WillOnce(Return(2))
    .RetiresOnSaturation();
EXPECT_CALL(foo, Bar())
    .WillOnce(Return(1))
    .RetiresOnSaturation();





The problem is that they didn’t pick the best way to express the test’s
intent.

By default, expectations don’t have to be matched in any particular
order.  If you want them to match in a certain order, you need to be
explicit.  This is Google Mock’s (and jMock’s) fundamental philosophy: it’s
easy to accidentally over-specify your tests, and we want to make it
harder to do so.

There are two better ways to write the test spec.  You could either
put the expectations in sequence:

// foo.Bar() should be called twice, return 1 the first time, and return
// 2 the second time.  Using a sequence, we can write the expectations
// in their natural order.
{
  InSequence s;
  EXPECT_CALL(foo, Bar())
      .WillOnce(Return(1))
      .RetiresOnSaturation();
  EXPECT_CALL(foo, Bar())
      .WillOnce(Return(2))
      .RetiresOnSaturation();
}





or you can put the sequence of actions in the same expectation:

// foo.Bar() should be called twice, return 1 the first time, and return
// 2 the second time.
EXPECT_CALL(foo, Bar())
    .WillOnce(Return(1))
    .WillOnce(Return(2))
    .RetiresOnSaturation();





Back to the original questions: why does Google Mock search the
expectations (and ON_CALLs) from back to front?  Because this
allows a user to set up a mock’s behavior for the common case early
(e.g. in the mock’s constructor or the test fixture’s set-up phase)
and customize it with more specific rules later.  If Google Mock
searches from front to back, this very useful pattern won’t be
possible.




Google Mock prints a warning when a function without EXPECT_CALL is called, even if I have set its behavior using ON_CALL.  Would it be reasonable not to show the warning in this case?

When choosing between being neat and being safe, we lean toward the
latter.  So the answer is that we think it’s better to show the
warning.

Often people write ON_CALLs in the mock object’s
constructor or SetUp(), as the default behavior rarely changes from
test to test.  Then in the test body they set the expectations, which
are often different for each test.  Having an ON_CALL in the set-up
part of a test doesn’t mean that the calls are expected.  If there’s
no EXPECT_CALL and the method is called, it’s possibly an error.  If
we quietly let the call go through without notifying the user, bugs
may creep in unnoticed.

If, however, you are sure that the calls are OK, you can write

EXPECT_CALL(foo, Bar(_))
    .WillRepeatedly(...);





instead of

ON_CALL(foo, Bar(_))
    .WillByDefault(...);





This tells Google Mock that you do expect the calls and no warning should be
printed.

Also, you can control the verbosity using the --gmock_verbose flag.
If you find the output too noisy when debugging, just choose a less
verbose level.




How can I delete the mock function’s argument in an action?

If you find yourself needing to perform some action that’s not
supported by Google Mock directly, remember that you can define your own
actions using
MakeAction() or
MakePolymorphicAction(),
or you can write a stub function and invoke it using
Invoke().




MOCK_METHODn()’s second argument looks funny.  Why don’t you use the MOCK_METHODn(Method, return_type, arg_1, …, arg_n) syntax?

What?!  I think it’s beautiful. :-)

While which syntax looks more natural is a subjective matter to some
extent, Google Mock’s syntax was chosen for several practical advantages it
has.

Try to mock a function that takes a map as an argument:

virtual int GetSize(const map<int, std::string>& m);





Using the proposed syntax, it would be:

MOCK_METHOD1(GetSize, int, const map<int, std::string>& m);





Guess what?  You’ll get a compiler error as the compiler thinks that
const map<int, std::string>& m are two, not one, arguments. To work
around this you can use typedef to give the map type a name, but
that gets in the way of your work.  Google Mock’s syntax avoids this
problem as the function’s argument types are protected inside a pair
of parentheses:

// This compiles fine.
MOCK_METHOD1(GetSize, int(const map<int, std::string>& m));





You still need a typedef if the return type contains an unprotected
comma, but that’s much rarer.

Other advantages include:


	MOCK_METHOD1(Foo, int, bool) can leave a reader wonder whether the method returns int or bool, while there won’t be such confusion using Google Mock’s syntax.


	The way Google Mock describes a function type is nothing new, although many people may not be familiar with it.  The same syntax was used in C, and the function library in tr1 uses this syntax extensively.  Since tr1 will become a part of the new version of STL, we feel very comfortable to be consistent with it.


	The function type syntax is also used in other parts of Google Mock’s API (e.g. the action interface) in order to make the implementation tractable. A user needs to learn it anyway in order to utilize Google Mock’s more advanced features.  We’d as well stick to the same syntax in MOCK_METHOD*!







My code calls a static/global function.  Can I mock it?

You can, but you need to make some changes.

In general, if you find yourself needing to mock a static function,
it’s a sign that your modules are too tightly coupled (and less
flexible, less reusable, less testable, etc).  You are probably better
off defining a small interface and call the function through that
interface, which then can be easily mocked.  It’s a bit of work
initially, but usually pays for itself quickly.

This Google Testing Blog
post [https://testing.googleblog.com/2008/06/defeat-static-cling.html]
says it excellently.  Check it out.




My mock object needs to do complex stuff.  It’s a lot of pain to specify the actions.  Google Mock sucks!

I know it’s not a question, but you get an answer for free any way. :-)

With Google Mock, you can create mocks in C++ easily.  And people might be
tempted to use them everywhere. Sometimes they work great, and
sometimes you may find them, well, a pain to use. So, what’s wrong in
the latter case?

When you write a test without using mocks, you exercise the code and
assert that it returns the correct value or that the system is in an
expected state.  This is sometimes called “state-based testing”.

Mocks are great for what some call “interaction-based” testing:
instead of checking the system state at the very end, mock objects
verify that they are invoked the right way and report an error as soon
as it arises, giving you a handle on the precise context in which the
error was triggered.  This is often more effective and economical to
do than state-based testing.

If you are doing state-based testing and using a test double just to
simulate the real object, you are probably better off using a fake.
Using a mock in this case causes pain, as it’s not a strong point for
mocks to perform complex actions.  If you experience this and think
that mocks suck, you are just not using the right tool for your
problem. Or, you might be trying to solve the wrong problem. :-)




I got a warning “Uninteresting function call encountered - default action taken..”  Should I panic?

By all means, NO!  It’s just an FYI.

What it means is that you have a mock function, you haven’t set any
expectations on it (by Google Mock’s rule this means that you are not
interested in calls to this function and therefore it can be called
any number of times), and it is called.  That’s OK - you didn’t say
it’s not OK to call the function!

What if you actually meant to disallow this function to be called, but
forgot to write EXPECT_CALL(foo, Bar()).Times(0)?  While
one can argue that it’s the user’s fault, Google Mock tries to be nice and
prints you a note.

So, when you see the message and believe that there shouldn’t be any
uninteresting calls, you should investigate what’s going on.  To make
your life easier, Google Mock prints the function name and arguments
when an uninteresting call is encountered.




I want to define a custom action.  Should I use Invoke() or implement the action interface?

Either way is fine - you want to choose the one that’s more convenient
for your circumstance.

Usually, if your action is for a particular function type, defining it
using Invoke() should be easier; if your action can be used in
functions of different types (e.g. if you are defining
Return(value)), MakePolymorphicAction() is
easiest.  Sometimes you want precise control on what types of
functions the action can be used in, and implementing
ActionInterface is the way to go here. See the implementation of
Return() in include/gmock/gmock-actions.h for an example.




I’m using the set-argument-pointee action, and the compiler complains about “conflicting return type specified”.  What does it mean?

You got this error as Google Mock has no idea what value it should return
when the mock method is called.  SetArgPointee() says what the
side effect is, but doesn’t say what the return value should be.  You
need DoAll() to chain a SetArgPointee() with a Return().

See this recipe for more details and an example.




My question is not in your FAQ!

If you cannot find the answer to your question in this FAQ, there are
some other resources you can use:


	search the mailing list archive [http://groups.google.com/group/googlemock/topics],


	ask it on googlemock@googlegroups.com and someone will answer it (to prevent spam, we require you to join the discussion group [http://groups.google.com/group/googlemock] before you can post.).




Please note that creating an issue in the
issue tracker [https://github.com/google/googletest/issues] is not
a good way to get your answer, as it is monitored infrequently by a
very small number of people.

When asking a question, it’s helpful to provide as much of the
following information as possible (people cannot help you if there’s
not enough information in your question):


	the version (or the revision number if you check out from SVN directly) of Google Mock you use (Google Mock is under active development, so it’s possible that your problem has been solved in a later version),


	your operating system,


	the name and version of your compiler,


	the complete command line flags you give to your compiler,


	the complete compiler error messages (if the question is about compilation),


	the actual code (ideally, a minimal but complete program) that has the problem you encounter.
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  As any non-trivial software system, Google Mock has some known limitations and problems.  We are working on improving it, and welcome your help!  The follow is a list of issues we know about.


README contains outdated information on Google Mock’s compatibility with other testing frameworks

The README file in release 1.1.0 still says that Google Mock only works with Google Test.  Actually, you can configure Google Mock to work with any testing framework you choose.




Tests failing on machines using Power PC CPUs (e.g. some Macs)

gmock_output_test and gmock-printers_test are known to fail with Power PC CPUs.  This is due to portability issues with these tests, and is not an indication of problems in Google Mock itself.  You can safely ignore them.




Failed to resolve libgtest.so.0 in tests when built against installed Google Test

This only applies if you manually built and installed Google Test, and then built a Google Mock against it (either explicitly, or because gtest-config was in your path post-install). In this situation, Libtool has a known issue with certain systems’ ldconfig setup:

http://article.gmane.org/gmane.comp.sysutils.automake.general/9025

This requires a manual run of “sudo ldconfig” after the “sudo make install” for Google Test before any binaries which link against it can be executed. This isn’t a bug in our install, but we should at least have documented it or hacked a work-around into our install. We should have one of these solutions in our next release.
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Customization Points

The custom directory is an injection point for custom user configurations.


Header gmock-port.h

The following macros can be defined:


Flag related macros:


	GMOCK_DECLARE_bool_(name)


	GMOCK_DECLARE_int32_(name)


	GMOCK_DECLARE_string_(name)


	GMOCK_DEFINE_bool_(name, default_val, doc)


	GMOCK_DEFINE_int32_(name, default_val, doc)


	GMOCK_DEFINE_string_(name, default_val, doc)
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Generic Build Instructions


Setup

To build Google Test and your tests that use it, you need to tell your build
system where to find its headers and source files. The exact way to do it
depends on which build system you use, and is usually straightforward.




Build

Suppose you put Google Test in directory ${GTEST_DIR}. To build it, create a
library build target (or a project as called by Visual Studio and Xcode) to
compile

${GTEST_DIR}/src/gtest-all.cc





with ${GTEST_DIR}/include in the system header search path and ${GTEST_DIR}
in the normal header search path. Assuming a Linux-like system and gcc,
something like the following will do:

g++ -isystem ${GTEST_DIR}/include -I${GTEST_DIR} \
    -pthread -c ${GTEST_DIR}/src/gtest-all.cc
ar -rv libgtest.a gtest-all.o





(We need -pthread as Google Test uses threads.)

Next, you should compile your test source file with ${GTEST_DIR}/include in
the system header search path, and link it with gtest and any other necessary
libraries:

g++ -isystem ${GTEST_DIR}/include -pthread path/to/your_test.cc libgtest.a \
    -o your_test





As an example, the make/ directory contains a Makefile that you can use to build
Google Test on systems where GNU make is available (e.g. Linux, Mac OS X, and
Cygwin). It doesn’t try to build Google Test’s own tests. Instead, it just
builds the Google Test library and a sample test. You can use it as a starting
point for your own build script.

If the default settings are correct for your environment, the following commands
should succeed:

cd ${GTEST_DIR}/make
make
./sample1_unittest





If you see errors, try to tweak the contents of make/Makefile to make them go
away. There are instructions in make/Makefile on how to do it.






Using CMake

Google Test comes with a CMake build script (
CMakeLists.txt [https://github.com/google/googletest/blob/master/CMakeLists.txt])
that can be used on a wide range of platforms (“C” stands for cross-platform.).
If you don’t have CMake installed already, you can download it for free from
http://www.cmake.org/.

CMake works by generating native makefiles or build projects that can be used in
the compiler environment of your choice. You can either build Google Test as a
standalone project or it can be incorporated into an existing CMake build for
another project.


Standalone CMake Project

When building Google Test as a standalone project, the typical workflow starts
with:

mkdir mybuild       # Create a directory to hold the build output.
cd mybuild
cmake ${GTEST_DIR}  # Generate native build scripts.





If you want to build Google Test’s samples, you should replace the last command
with

cmake -Dgtest_build_samples=ON ${GTEST_DIR}





If you are on a *nix system, you should now see a Makefile in the current
directory. Just type ‘make’ to build gtest.

If you use Windows and have Visual Studio installed, a gtest.sln file and
several .vcproj files will be created. You can then build them using Visual
Studio.

On Mac OS X with Xcode installed, a .xcodeproj file will be generated.




Incorporating Into An Existing CMake Project

If you want to use gtest in a project which already uses CMake, then a more
robust and flexible approach is to build gtest as part of that project directly.
This is done by making the GoogleTest source code available to the main build
and adding it using CMake’s add_subdirectory() command. This has the
significant advantage that the same compiler and linker settings are used
between gtest and the rest of your project, so issues associated with using
incompatible libraries (eg debug/release), etc. are avoided. This is
particularly useful on Windows. Making GoogleTest’s source code available to the
main build can be done a few different ways:


	Download the GoogleTest source code manually and place it at a known
location. This is the least flexible approach and can make it more difficult
to use with continuous integration systems, etc.


	Embed the GoogleTest source code as a direct copy in the main project’s
source tree. This is often the simplest approach, but is also the hardest to
keep up to date. Some organizations may not permit this method.


	Add GoogleTest as a git submodule or equivalent. This may not always be
possible or appropriate. Git submodules, for example, have their own set of
advantages and drawbacks.


	Use CMake to download GoogleTest as part of the build’s configure step. This
is just a little more complex, but doesn’t have the limitations of the other
methods.




The last of the above methods is implemented with a small piece of CMake code in
a separate file (e.g. CMakeLists.txt.in) which is copied to the build area and
then invoked as a sub-build during the CMake stage. That directory is then
pulled into the main build with add_subdirectory(). For example:

New file CMakeLists.txt.in:

cmake_minimum_required(VERSION 2.8.2)

project(googletest-download NONE)

include(ExternalProject)
ExternalProject_Add(googletest
  GIT_REPOSITORY    https://github.com/google/googletest.git
  GIT_TAG           master
  SOURCE_DIR        "${CMAKE_BINARY_DIR}/googletest-src"
  BINARY_DIR        "${CMAKE_BINARY_DIR}/googletest-build"
  CONFIGURE_COMMAND ""
  BUILD_COMMAND     ""
  INSTALL_COMMAND   ""
  TEST_COMMAND      ""
)





Existing build’s CMakeLists.txt:

# Download and unpack googletest at configure time
configure_file(CMakeLists.txt.in googletest-download/CMakeLists.txt)
execute_process(COMMAND ${CMAKE_COMMAND} -G "${CMAKE_GENERATOR}" .
  RESULT_VARIABLE result
  WORKING_DIRECTORY ${CMAKE_BINARY_DIR}/googletest-download )
if(result)
  message(FATAL_ERROR "CMake step for googletest failed: ${result}")
endif()
execute_process(COMMAND ${CMAKE_COMMAND} --build .
  RESULT_VARIABLE result
  WORKING_DIRECTORY ${CMAKE_BINARY_DIR}/googletest-download )
if(result)
  message(FATAL_ERROR "Build step for googletest failed: ${result}")
endif()

# Prevent overriding the parent project's compiler/linker
# settings on Windows
set(gtest_force_shared_crt ON CACHE BOOL "" FORCE)

# Add googletest directly to our build. This defines
# the gtest and gtest_main targets.
add_subdirectory(${CMAKE_BINARY_DIR}/googletest-src
                 ${CMAKE_BINARY_DIR}/googletest-build
                 EXCLUDE_FROM_ALL)

# The gtest/gtest_main targets carry header search path
# dependencies automatically when using CMake 2.8.11 or
# later. Otherwise we have to add them here ourselves.
if (CMAKE_VERSION VERSION_LESS 2.8.11)
  include_directories("${gtest_SOURCE_DIR}/include")
endif()

# Now simply link against gtest or gtest_main as needed. Eg
add_executable(example example.cpp)
target_link_libraries(example gtest_main)
add_test(NAME example_test COMMAND example)





Note that this approach requires CMake 2.8.2 or later due to its use of the
ExternalProject_Add() command. The above technique is discussed in more detail
in this separate article [http://crascit.com/2015/07/25/cmake-gtest/] which
also contains a link to a fully generalized implementation of the technique.


Visual Studio Dynamic vs Static Runtimes

By default, new Visual Studio projects link the C runtimes dynamically but
Google Test links them statically. This will generate an error that looks
something like the following: gtest.lib(gtest-all.obj) : error LNK2038: mismatch
detected for ‘RuntimeLibrary’: value ‘MTd_StaticDebug’ doesn’t match value
‘MDd_DynamicDebug’ in main.obj

Google Test already has a CMake option for this: gtest_force_shared_crt

Enabling this option will make gtest link the runtimes dynamically too, and
match the project in which it is included.








Legacy Build Scripts

Before settling on CMake, we have been providing hand-maintained build
projects/scripts for Visual Studio, Xcode, and Autotools. While we continue to
provide them for convenience, they are not actively maintained any more. We
highly recommend that you follow the instructions in the above sections to
integrate Google Test with your existing build system.

If you still need to use the legacy build scripts, here’s how:

The msvc\ folder contains two solutions with Visual C++ projects. Open the
gtest.sln or gtest-md.sln file using Visual Studio, and you are ready to
build Google Test the same way you build any Visual Studio project. Files that
have names ending with -md use DLL versions of Microsoft runtime libraries (the
/MD or the /MDd compiler option). Files without that suffix use static versions
of the runtime libraries (the /MT or the /MTd option). Please note that one must
use the same option to compile both gtest and the test code. If you use Visual
Studio 2005 or above, we recommend the -md version as /MD is the default for new
projects in these versions of Visual Studio.

On Mac OS X, open the gtest.xcodeproj in the xcode/ folder using Xcode.
Build the “gtest” target. The universal binary framework will end up in your
selected build directory (selected in the Xcode “Preferences…” -> “Building”
pane and defaults to xcode/build). Alternatively, at the command line, enter:

xcodebuild





This will build the “Release” configuration of gtest.framework in your default
build location. See the “xcodebuild” man page for more information about
building different configurations and building in different locations.

If you wish to use the Google Test Xcode project with Xcode 4.x and above, you
need to either:


	update the SDK configuration options in xcode/Config/General.xconfig.
Comment options SDKROOT, MACOS_DEPLOYMENT_TARGET, and GCC_VERSION. If
you choose this route you lose the ability to target earlier versions of
MacOS X.


	Install an SDK for an earlier version. This doesn’t appear to be supported
by Apple, but has been reported to work
(http://stackoverflow.com/questions/5378518).







Tweaking Google Test

Google Test can be used in diverse environments. The default configuration may
not work (or may not work well) out of the box in some environments. However,
you can easily tweak Google Test by defining control macros on the compiler
command line. Generally, these macros are named like GTEST_XYZ and you define
them to either 1 or 0 to enable or disable a certain feature.

We list the most frequently used macros below. For a complete list, see file
include/gtest/internal/gtest-port.h [https://github.com/google/googletest/blob/master/include/gtest/internal/gtest-port.h].




Choosing a TR1 Tuple Library

Some Google Test features require the C++ Technical Report 1 (TR1) tuple
library, which is not yet available with all compilers. The good news is that
Google Test implements a subset of TR1 tuple that’s enough for its own need, and
will automatically use this when the compiler doesn’t provide TR1 tuple.

Usually you don’t need to care about which tuple library Google Test uses.
However, if your project already uses TR1 tuple, you need to tell Google Test to
use the same TR1 tuple library the rest of your project uses, or the two tuple
implementations will clash. To do that, add

-DGTEST_USE_OWN_TR1_TUPLE=0





to the compiler flags while compiling Google Test and your tests. If you want to
force Google Test to use its own tuple library, just add

-DGTEST_USE_OWN_TR1_TUPLE=1





to the compiler flags instead.

If you don’t want Google Test to use tuple at all, add

-DGTEST_HAS_TR1_TUPLE=0





and all features using tuple will be disabled.




Multi-threaded Tests

Google Test is thread-safe where the pthread library is available. After
#include "gtest/gtest.h", you can check the GTEST_IS_THREADSAFE macro to see
whether this is the case (yes if the macro is #defined to 1, no if it’s
undefined.).

If Google Test doesn’t correctly detect whether pthread is available in your
environment, you can force it with

-DGTEST_HAS_PTHREAD=1





or

-DGTEST_HAS_PTHREAD=0





When Google Test uses pthread, you may need to add flags to your compiler and/or
linker to select the pthread library, or you’ll get link errors. If you use the
CMake script or the deprecated Autotools script, this is taken care of for you.
If you use your own build script, you’ll need to read your compiler and linker’s
manual to figure out what flags to add.




As a Shared Library (DLL)

Google Test is compact, so most users can build and link it as a static library
for the simplicity. You can choose to use Google Test as a shared library (known
as a DLL on Windows) if you prefer.

To compile gtest as a shared library, add

-DGTEST_CREATE_SHARED_LIBRARY=1





to the compiler flags. You’ll also need to tell the linker to produce a shared
library instead - consult your linker’s manual for how to do it.

To compile your tests that use the gtest shared library, add

-DGTEST_LINKED_AS_SHARED_LIBRARY=1





to the compiler flags.

Note: while the above steps aren’t technically necessary today when using some
compilers (e.g. GCC), they may become necessary in the future, if we decide to
improve the speed of loading the library (see
http://gcc.gnu.org/wiki/Visibility for details). Therefore you are recommended
to always add the above flags when using Google Test as a shared library.
Otherwise a future release of Google Test may break your build script.




Avoiding Macro Name Clashes

In C++, macros don’t obey namespaces. Therefore two libraries that both define a
macro of the same name will clash if you #include both definitions. In case a
Google Test macro clashes with another library, you can force Google Test to
rename its macro to avoid the conflict.

Specifically, if both Google Test and some other code define macro FOO, you can
add

-DGTEST_DONT_DEFINE_FOO=1





to the compiler flags to tell Google Test to change the macro’s name from FOO
to GTEST_FOO. Currently FOO can be FAIL, SUCCEED, or TEST. For
example, with -DGTEST_DONT_DEFINE_TEST=1, you’ll need to write

GTEST_TEST(SomeTest, DoesThis) { ... }





instead of

TEST(SomeTest, DoesThis) { ... }





in order to define a test.
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Using GoogleTest from various build systems

GoogleTest comes with pkg-config files that can be used to determine all
necessary flags for compiling and linking to GoogleTest (and GoogleMock).
Pkg-config is a standardised plain-text format containing


	the includedir (-I) path


	necessary macro (-D) definitions


	further required flags (-pthread)


	the library (-L) path


	the library (-l) to link to




All current build systems support pkg-config in one way or another. For
all examples here we assume you want to compile the sample
samples/sample3_unittest.cc.


CMake

Using pkg-config in CMake is fairly easy:

cmake_minimum_required(VERSION 3.0)

cmake_policy(SET CMP0048 NEW)
project(my_gtest_pkgconfig VERSION 0.0.1 LANGUAGES CXX)

find_package(PkgConfig)
pkg_search_module(GTEST REQUIRED gtest_main)

add_executable(testapp samples/sample3_unittest.cc)
target_link_libraries(testapp ${GTEST_LDFLAGS})
target_compile_options(testapp PUBLIC ${GTEST_CFLAGS})

include(CTest)
add_test(first_and_only_test testapp)





It is generally recommended that you use target_compile_options + _CFLAGS
over target_include_directories + _INCLUDE_DIRS as the former includes not
just -I flags (GoogleTest might require a macro indicating to internal headers
that all libraries have been compiled with threading enabled. In addition,
GoogleTest might also require -pthread in the compiling step, and as such
splitting the pkg-config Cflags variable into include dirs and macros for
target_compile_definitions() might still miss this). The same recommendation
goes for using _LDFLAGS over the more commonplace _LIBRARIES, which
happens to discard -L flags and -pthread.




Autotools

Finding GoogleTest in Autoconf and using it from Automake is also fairly easy:

In your configure.ac:

AC_PREREQ([2.69])
AC_INIT([my_gtest_pkgconfig], [0.0.1])
AC_CONFIG_SRCDIR([samples/sample3_unittest.cc])
AC_PROG_CXX

PKG_CHECK_MODULES([GTEST], [gtest_main])

AM_INIT_AUTOMAKE([foreign subdir-objects])
AC_CONFIG_FILES([Makefile])
AC_OUTPUT





and in your Makefile.am:

check_PROGRAMS = testapp
TESTS = $(check_PROGRAMS)

testapp_SOURCES = samples/sample3_unittest.cc
testapp_CXXFLAGS = $(GTEST_CFLAGS)
testapp_LDADD = $(GTEST_LIBS)








Meson

Meson natively uses pkgconfig to query dependencies:

project('my_gtest_pkgconfig', 'cpp', version : '0.0.1')

gtest_dep = dependency('gtest_main')

testapp = executable(
  'testapp',
  files(['samples/sample3_unittest.cc']),
  dependencies : gtest_dep,
  install : false)

test('first_and_only_test', testapp)








Plain Makefiles

Since pkg-config is a small Unix command-line utility, it can be used
in handwritten Makefiles too:

GTEST_CFLAGS = `pkg-config --cflags gtest_main`
GTEST_LIBS = `pkg-config --libs gtest_main`

.PHONY: tests all

tests: all
    ./testapp

all: testapp

testapp: testapp.o
    $(CXX) $(CXXFLAGS) $(LDFLAGS) $< -o $@ $(GTEST_LIBS)

testapp.o: samples/sample3_unittest.cc
    $(CXX) $(CPPFLAGS) $(CXXFLAGS) $< -c -o $@ $(GTEST_CFLAGS)








Help! pkg-config can’t find GoogleTest!

Let’s say you have a CMakeLists.txt along the lines of the one in this
tutorial and you try to run cmake. It is very possible that you get a
failure along the lines of:

-- Checking for one of the modules 'gtest_main'
CMake Error at /usr/share/cmake/Modules/FindPkgConfig.cmake:640 (message):
  None of the required 'gtest_main' found





These failures are common if you installed GoogleTest yourself and have not
sourced it from a distro or other package manager. If so, you need to tell
pkg-config where it can find the .pc files containing the information.
Say you installed GoogleTest to /usr/local, then it might be that the
.pc files are installed under /usr/local/lib64/pkgconfig. If you set

export PKG_CONFIG_PATH=/usr/local/lib64/pkgconfig





pkg-config will also try to look in PKG_CONFIG_PATH to find gtest_main.pc.
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  Pump is Useful for Meta Programming.


The Problem

Template and macro libraries often need to define many classes,
functions, or macros that vary only (or almost only) in the number of
arguments they take. It’s a lot of repetitive, mechanical, and
error-prone work.

Variadic templates and variadic macros can alleviate the problem.
However, while both are being considered by the C++ committee, neither
is in the standard yet or widely supported by compilers.  Thus they
are often not a good choice, especially when your code needs to be
portable. And their capabilities are still limited.

As a result, authors of such libraries often have to write scripts to
generate their implementation. However, our experience is that it’s
tedious to write such scripts, which tend to reflect the structure of
the generated code poorly and are often hard to read and edit. For
example, a small change needed in the generated code may require some
non-intuitive, non-trivial changes in the script. This is especially
painful when experimenting with the code.




Our Solution

Pump (for Pump is Useful for Meta Programming, Pretty Useful for Meta
Programming, or Practical Utility for Meta Programming, whichever you
prefer) is a simple meta-programming tool for C++. The idea is that a
programmer writes a foo.pump file which contains C++ code plus meta
code that manipulates the C++ code. The meta code can handle
iterations over a range, nested iterations, local meta variable
definitions, simple arithmetic, and conditional expressions. You can
view it as a small Domain-Specific Language. The meta language is
designed to be non-intrusive (s.t. it won’t confuse Emacs’ C++ mode,
for example) and concise, making Pump code intuitive and easy to
maintain.


Highlights


	The implementation is in a single Python script and thus ultra portable: no build or installation is needed and it works cross platforms.


	Pump tries to be smart with respect to Google’s style guide [https://github.com/google/styleguide]: it breaks long lines (easy to have when they are generated) at acceptable places to fit within 80 columns and indent the continuation lines correctly.


	The format is human-readable and more concise than XML.


	The format works relatively well with Emacs’ C++ mode.







Examples

The following Pump code (where meta keywords start with $, [[ and ]] are meta brackets, and $$ starts a meta comment that ends with the line):

$var n = 3     $$ Defines a meta variable n.
$range i 0..n  $$ Declares the range of meta iterator i (inclusive).
$for i [[
               $$ Meta loop.
// Foo$i does blah for $i-ary predicates.
$range j 1..i
template <size_t N $for j [[, typename A$j]]>
class Foo$i {
$if i == 0 [[
  blah a;
]] $elif i <= 2 [[
  blah b;
]] $else [[
  blah c;
]]
};

]]





will be translated by the Pump compiler to:

// Foo0 does blah for 0-ary predicates.
template <size_t N>
class Foo0 {
  blah a;
};

// Foo1 does blah for 1-ary predicates.
template <size_t N, typename A1>
class Foo1 {
  blah b;
};

// Foo2 does blah for 2-ary predicates.
template <size_t N, typename A1, typename A2>
class Foo2 {
  blah b;
};

// Foo3 does blah for 3-ary predicates.
template <size_t N, typename A1, typename A2, typename A3>
class Foo3 {
  blah c;
};





In another example,

$range i 1..n
Func($for i + [[a$i]]);
$$ The text between i and [[ is the separator between iterations.





will generate one of the following lines (without the comments), depending on the value of n:

Func();              // If n is 0.
Func(a1);            // If n is 1.
Func(a1 + a2);       // If n is 2.
Func(a1 + a2 + a3);  // If n is 3.
// And so on...








Constructs

We support the following meta programming constructs:

| $var id = exp | Defines a named constant value. $id is valid util the end of the current meta lexical block. |
|:—————-|:———————————————————————————————–|
| $range id exp..exp | Sets the range of an iteration variable, which can be reused in multiple loops later.          |
| $for id sep [[ code ]] | Iteration. The range of id must have been defined earlier. $id is valid in code.         |
| $($)          | Generates a single $ character.                                                              |
| $id           | Value of the named constant or iteration variable.                                             |
| $(exp)        | Value of the expression.                                                                       |
| $if exp [[ code ]] else_branch | Conditional.                                                                                   |
| [[ code ]]    | Meta lexical block.                                                                            |
| cpp_code      | Raw C++ code.                                                                                  |
| $$ comment    | Meta comment.                                                                                  |

Note: To give the user some freedom in formatting the Pump source
code, Pump ignores a new-line character if it’s right after $for foo
or next to [[ or ]]. Without this rule you’ll often be forced to write
very long lines to get the desired output. Therefore sometimes you may
need to insert an extra new-line in such places for a new-line to show
up in your output.




Grammar

code ::= atomic_code*
atomic_code ::= $var id = exp
    | $var id = [[ code ]]
    | $range id exp..exp
    | $for id sep [[ code ]]
    | $($)
    | $id
    | $(exp)
    | $if exp [[ code ]] else_branch
    | [[ code ]]
    | cpp_code
sep ::= cpp_code | empty_string
else_branch ::= $else [[ code ]]
    | $elif exp [[ code ]] else_branch
    | empty_string
exp ::= simple_expression_in_Python_syntax








Code

You can find the source code of Pump in scripts/pump.py. It is still
very unpolished and lacks automated tests, although it has been
successfully used many times. If you find a chance to use it in your
project, please let us know what you think!  We also welcome help on
improving Pump.




Real Examples

You can find real-world applications of Pump in Google Test [https://github.com/google/googletest/tree/master/googletest] and Google Mock [https://github.com/google/googletest/tree/master/googlemock]. The source file foo.h.pump generates foo.h.




Tips


	If a meta variable is followed by a letter or digit, you can separate them using [[]], which inserts an empty string. For example Foo$j[[]]Helper generate Foo1Helper when j is 1.


	To avoid extra-long Pump source lines, you can break a line anywhere you want by inserting [[]] followed by a new line. Since any new-line character next to [[ or ]] is ignored, the generated code won’t contain this new line.
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  This guide will explain how to use the Google Testing Framework in your Xcode projects on Mac OS X. This tutorial begins by quickly explaining what to do for experienced users. After the quick start, the guide goes provides additional explanation about each step.


Quick Start

Here is the quick guide for using Google Test in your Xcode project.


	Download the source from the website [https://github.com/google/googletest] using this command: svn checkout http://googletest.googlecode.com/svn/trunk/ googletest-read-only.


	Open up the gtest.xcodeproj in the googletest-read-only/xcode/ directory and build the gtest.framework.


	Create a new “Shell Tool” target in your Xcode project called something like “UnitTests”.


	Add the gtest.framework to your project and add it to the “Link Binary with Libraries” build phase of “UnitTests”.


	Add your unit test source code to the “Compile Sources” build phase of “UnitTests”.


	Edit the “UnitTests” executable and add an environment variable named “DYLD_FRAMEWORK_PATH” with a value equal to the path to the framework containing the gtest.framework relative to the compiled executable.


	Build and Go.




The following sections further explain each of the steps listed above in depth, describing in more detail how to complete it including some variations.




Get the Source

Currently, the gtest.framework discussed here isn’t available in a tagged release of Google Test, it is only available in the trunk. As explained at the Google Test site [https://github.com/google/googletest], you can get the code from anonymous SVN with this command:

svn checkout http://googletest.googlecode.com/svn/trunk/ googletest-read-only





Alternatively, if you are working with Subversion in your own code base, you can add Google Test as an external dependency to your own Subversion repository. By following this approach, everyone that checks out your svn repository will also receive a copy of Google Test (a specific version, if you wish) without having to check it out explicitly. This makes the set up of your project simpler and reduces the copied code in the repository.

To use svn:externals, decide where you would like to have the external source reside. You might choose to put the external source inside the trunk, because you want it to be part of the branch when you make a release. However, keeping it outside the trunk in a version-tagged directory called something like third-party/googletest/1.0.1, is another option. Once the location is established, use svn propedit svn:externals _directory_ to set the svn:externals property on a directory in your repository. This directory won’t contain the code, but be its versioned parent directory.

The command svn propedit will bring up your Subversion editor, making editing the long, (potentially multi-line) property simpler. This same method can be used to check out a tagged branch, by using the appropriate URL (e.g. https://github.com/google/googletest/releases/tag/release-1.0.1). Additionally, the svn:externals property allows the specification of a particular revision of the trunk with the -r_##_ option (e.g. externals/src/googletest -r60 http://googletest.googlecode.com/svn/trunk).

Here is an example of using the svn:externals properties on a trunk (read via svn propget) of a project. This value checks out a copy of Google Test into the trunk/externals/src/googletest/ directory.

[Computer:svn] user$ svn propget svn:externals trunk
externals/src/googletest http://googletest.googlecode.com/svn/trunk








Add the Framework to Your Project

The next step is to build and add the gtest.framework to your own project. This guide describes two common ways below.


	Option 1 — The simplest way to add Google Test to your own project, is to open gtest.xcodeproj (found in the xcode/ directory of the Google Test trunk) and build the framework manually. Then, add the built framework into your project using the “Add->Existing Framework…” from the context menu or “Project->Add…” from the main menu. The gtest.framework is relocatable and contains the headers and object code that you’ll need to make tests. This method requires rebuilding every time you upgrade Google Test in your project.


	Option 2 — If you are going to be living off the trunk of Google Test, incorporating its latest features into your unit tests (or are a Google Test developer yourself). You’ll want to rebuild the framework every time the source updates. to do this, you’ll need to add the gtest.xcodeproj file, not the framework itself, to your own Xcode project. Then, from the build products that are revealed by the project’s disclosure triangle, you can find the gtest.framework, which can be added to your targets (discussed below).







Make a Test Target

To start writing tests, make a new “Shell Tool” target. This target template is available under BSD, Cocoa, or Carbon. Add your unit test source code to the “Compile Sources” build phase of the target.

Next, you’ll want to add gtest.framework in two different ways, depending upon which option you chose above.


	Option 1 — During compilation, Xcode will need to know that you are linking against the gtest.framework. Add the gtest.framework to the “Link Binary with Libraries” build phase of your test target. This will include the Google Test headers in your header search path, and will tell the linker where to find the library.


	Option 2 — If your working out of the trunk, you’ll also want to add gtest.framework to your “Link Binary with Libraries” build phase of your test target. In addition, you’ll  want to add the gtest.framework as a dependency to your unit test target. This way, Xcode will make sure that gtest.framework is up to date, every time your build your target. Finally, if you don’t share build directories with Google Test, you’ll have to copy the gtest.framework into your own build products directory using a “Run Script” build phase.







Set Up the Executable Run Environment

Since the unit test executable is a shell tool, it doesn’t have a bundle with a Contents/Frameworks directory, in which to place gtest.framework. Instead, the dynamic linker must be told at runtime to search for the framework in another location. This can be accomplished by setting the “DYLD_FRAMEWORK_PATH” environment variable in the “Edit Active Executable …” Arguments tab, under “Variables to be set in the environment:”. The path for this value is the path (relative or absolute) of the directory containing the gtest.framework.

If you haven’t set up the DYLD_FRAMEWORK_PATH, correctly, you might get a message like this:

[Session started at 2008-08-15 06:23:57 -0600.]
  dyld: Library not loaded: @loader_path/../Frameworks/gtest.framework/Versions/A/gtest
    Referenced from: /Users/username/Documents/Sandbox/gtestSample/build/Debug/WidgetFrameworkTest
    Reason: image not found





To correct this problem, go to to the directory containing the executable named in “Referenced from:” value in the error message above. Then, with the terminal in this location, find the relative path to the directory containing the gtest.framework. That is the value you’ll need to set as the DYLD_FRAMEWORK_PATH.




Build and Go

Now, when you click “Build and Go”, the test will be executed. Dumping out something like this:

[Session started at 2008-08-06 06:36:13 -0600.]
[==========] Running 2 tests from 1 test case.
[----------] Global test environment set-up.
[----------] 2 tests from WidgetInitializerTest
[ RUN      ] WidgetInitializerTest.TestConstructor
[       OK ] WidgetInitializerTest.TestConstructor
[ RUN      ] WidgetInitializerTest.TestConversion
[       OK ] WidgetInitializerTest.TestConversion
[----------] Global test environment tear-down
[==========] 2 tests from 1 test case ran.
[  PASSED  ] 2 tests.

The Debugger has exited with status 0.  








Summary

Unit testing is a valuable way to ensure your data model stays valid even during rapid development or refactoring. The Google Testing Framework is a great unit testing framework for C and C++ which integrates well with an Xcode development environment.
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Advanced googletest Topics


Introduction

Now that you have read the googletest Primer and learned how to write
tests using googletest, it’s time to learn some new tricks. This document will
show you more assertions as well as how to construct complex failure messages,
propagate fatal failures, reuse and speed up your test fixtures, and use various
flags with your tests.




More Assertions

This section covers some less frequently used, but still significant,
assertions.


Explicit Success and Failure

These three assertions do not actually test a value or expression. Instead, they
generate a success or failure directly. Like the macros that actually perform a
test, you may stream a custom failure message into them.

SUCCEED();





Generates a success. This does NOT make the overall test succeed. A test is
considered successful only if none of its assertions fail during its execution.

NOTE: SUCCEED() is purely documentary and currently doesn’t generate any
user-visible output. However, we may add SUCCEED() messages to googletest’s
output in the future.

FAIL();
ADD_FAILURE();
ADD_FAILURE_AT("file_path", line_number);





FAIL() generates a fatal failure, while ADD_FAILURE() and ADD_FAILURE_AT()
generate a nonfatal failure. These are useful when control flow, rather than a
Boolean expression, determines the test’s success or failure. For example, you
might want to write something like:

switch(expression) {
  case 1:
     ... some checks ...
  case 2:
     ... some other checks ...
  default:
     FAIL() << "We shouldn't get here.";
}





NOTE: you can only use FAIL() in functions that return void. See the
Assertion Placement section for more information.

Availability: Linux, Windows, Mac.




Exception Assertions

These are for verifying that a piece of code throws (or does not throw) an
exception of the given type:

Fatal assertion                            | Nonfatal assertion                         | Verifies
—————————————— | —————————————— | ——–
ASSERT_THROW(statement, exception_type); | EXPECT_THROW(statement, exception_type); | statement throws an exception of the given type
ASSERT_ANY_THROW(statement);             | EXPECT_ANY_THROW(statement);             | statement throws an exception of any type
ASSERT_NO_THROW(statement);              | EXPECT_NO_THROW(statement);              | statement doesn’t throw any exception

Examples:

ASSERT_THROW(Foo(5), bar_exception);

EXPECT_NO_THROW({
  int n = 5;
  Bar(&n);
});





Availability: Linux, Windows, Mac; requires exceptions to be enabled in the
build environment (note that google3 disables exceptions).




Predicate Assertions for Better Error Messages

Even though googletest has a rich set of assertions, they can never be complete,
as it’s impossible (nor a good idea) to anticipate all scenarios a user might
run into. Therefore, sometimes a user has to use EXPECT_TRUE() to check a
complex expression, for lack of a better macro. This has the problem of not
showing you the values of the parts of the expression, making it hard to
understand what went wrong. As a workaround, some users choose to construct the
failure message by themselves, streaming it into EXPECT_TRUE(). However, this
is awkward especially when the expression has side-effects or is expensive to
evaluate.

googletest gives you three different options to solve this problem:


Using an Existing Boolean Function

If you already have a function or functor that returns bool (or a type that
can be implicitly converted to bool), you can use it in a predicate
assertion to get the function arguments printed for free:

| Fatal assertion                    | Nonfatal assertion                 | Verifies                    |
| ———————————- | ———————————- | ————————— |
| ASSERT_PRED1(pred1, val1);       | EXPECT_PRED1(pred1, val1);       | pred1(val1) is true       |
| ASSERT_PRED2(pred2, val1, val2); | EXPECT_PRED2(pred2, val1, val2); | pred2(val1, val2) is true |
| ...                              | ...                              | …                         |

In the above, predn is an n-ary predicate function or functor, where val1,
val2, …, and valn are its arguments. The assertion succeeds if the
predicate returns true when applied to the given arguments, and fails
otherwise. When the assertion fails, it prints the value of each argument. In
either case, the arguments are evaluated exactly once.

Here’s an example. Given

// Returns true if m and n have no common divisors except 1.
bool MutuallyPrime(int m, int n) { ... }

const int a = 3;
const int b = 4;
const int c = 10;





the assertion

  EXPECT_PRED2(MutuallyPrime, a, b);





will succeed, while the assertion

  EXPECT_PRED2(MutuallyPrime, b, c);





will fail with the message

MutuallyPrime(b, c) is false, where
b is 4
c is 10






NOTE:


	If you see a compiler error “no matching function to call” when using
ASSERT_PRED* or EXPECT_PRED*, please see
this for how to resolve it.


	Currently we only provide predicate assertions of arity <= 5. If you need
a higher-arity assertion, let us [https://github.com/google/googletest/issues] know.







Availability: Linux, Windows, Mac.




Using a Function That Returns an AssertionResult

While EXPECT_PRED*() and friends are handy for a quick job, the syntax is not
satisfactory: you have to use different macros for different arities, and it
feels more like Lisp than C++. The ::testing::AssertionResult class solves
this problem.

An AssertionResult object represents the result of an assertion (whether it’s
a success or a failure, and an associated message). You can create an
AssertionResult using one of these factory functions:

namespace testing {

// Returns an AssertionResult object to indicate that an assertion has
// succeeded.
AssertionResult AssertionSuccess();

// Returns an AssertionResult object to indicate that an assertion has
// failed.
AssertionResult AssertionFailure();

}





You can then use the << operator to stream messages to the AssertionResult
object.

To provide more readable messages in Boolean assertions (e.g. EXPECT_TRUE()),
write a predicate function that returns AssertionResult instead of bool. For
example, if you define IsEven() as:

::testing::AssertionResult IsEven(int n) {
  if ((n % 2) == 0)
     return ::testing::AssertionSuccess();
  else
     return ::testing::AssertionFailure() << n << " is odd";
}





instead of:

bool IsEven(int n) {
  return (n % 2) == 0;
}





the failed assertion EXPECT_TRUE(IsEven(Fib(4))) will print:

Value of: IsEven(Fib(4))
  Actual: false (3 is odd)
Expected: true





instead of a more opaque

Value of: IsEven(Fib(4))
  Actual: false
Expected: true





If you want informative messages in EXPECT_FALSE and ASSERT_FALSE as well
(one third of Boolean assertions in the Google code base are negative ones), and
are fine with making the predicate slower in the success case, you can supply a
success message:

::testing::AssertionResult IsEven(int n) {
  if ((n % 2) == 0)
     return ::testing::AssertionSuccess() << n << " is even";
  else
     return ::testing::AssertionFailure() << n << " is odd";
}





Then the statement EXPECT_FALSE(IsEven(Fib(6))) will print

  Value of: IsEven(Fib(6))
     Actual: true (8 is even)
  Expected: false





Availability: Linux, Windows, Mac.




Using a Predicate-Formatter

If you find the default message generated by (ASSERT|EXPECT)_PRED* and
(ASSERT|EXPECT)_(TRUE|FALSE) unsatisfactory, or some arguments to your
predicate do not support streaming to ostream, you can instead use the
following predicate-formatter assertions to fully customize how the message
is formatted:

Fatal assertion                                  | Nonfatal assertion                               | Verifies
———————————————— | ———————————————— | ——–
ASSERT_PRED_FORMAT1(pred_format1, val1);       | EXPECT_PRED_FORMAT1(pred_format1, val1);       | pred_format1(val1) is successful
ASSERT_PRED_FORMAT2(pred_format2, val1, val2); | EXPECT_PRED_FORMAT2(pred_format2, val1, val2); | pred_format2(val1, val2) is successful
...                                            | ...                                            | …

The difference between this and the previous group of macros is that instead of
a predicate, (ASSERT|EXPECT)_PRED_FORMAT* take a predicate-formatter
(pred_formatn), which is a function or functor with the signature:

::testing::AssertionResult PredicateFormattern(const char* expr1,
                                               const char* expr2,
                                               ...
                                               const char* exprn,
                                               T1 val1,
                                               T2 val2,
                                               ...
                                               Tn valn);





where val1, val2, …, and valn are the values of the predicate arguments,
and expr1, expr2, …, and exprn are the corresponding expressions as they
appear in the source code. The types T1, T2, …, and Tn can be either
value types or reference types. For example, if an argument has type Foo, you
can declare it as either Foo or const Foo&, whichever is appropriate.

As an example, let’s improve the failure message in MutuallyPrime(), which was
used with EXPECT_PRED2():

// Returns the smallest prime common divisor of m and n,
// or 1 when m and n are mutually prime.
int SmallestPrimeCommonDivisor(int m, int n) { ... }

// A predicate-formatter for asserting that two integers are mutually prime.
::testing::AssertionResult AssertMutuallyPrime(const char* m_expr,
                                               const char* n_expr,
                                               int m,
                                               int n) {
  if (MutuallyPrime(m, n)) return ::testing::AssertionSuccess();

  return ::testing::AssertionFailure() << m_expr << " and " << n_expr
      << " (" << m << " and " << n << ") are not mutually prime, "
      << "as they have a common divisor " << SmallestPrimeCommonDivisor(m, n);
}





With this predicate-formatter, we can use

  EXPECT_PRED_FORMAT2(AssertMutuallyPrime, b, c);





to generate the message

b and c (4 and 10) are not mutually prime, as they have a common divisor 2.





As you may have realized, many of the built-in assertions we introduced earlier
are special cases of (EXPECT|ASSERT)_PRED_FORMAT*. In fact, most of them are
indeed defined using (EXPECT|ASSERT)_PRED_FORMAT*.

Availability: Linux, Windows, Mac.






Floating-Point Comparison

Comparing floating-point numbers is tricky. Due to round-off errors, it is very
unlikely that two floating-points will match exactly. Therefore, ASSERT_EQ ‘s
naive comparison usually doesn’t work. And since floating-points can have a wide
value range, no single fixed error bound works. It’s better to compare by a
fixed relative error bound, except for values close to 0 due to the loss of
precision there.

In general, for floating-point comparison to make sense, the user needs to
carefully choose the error bound. If they don’t want or care to, comparing in
terms of Units in the Last Place (ULPs) is a good default, and googletest
provides assertions to do this. Full details about ULPs are quite long; if you
want to learn more, see
here [https://randomascii.wordpress.com/2012/02/25/comparing-floating-point-numbers-2012-edition/].


Floating-Point Macros

| Fatal assertion                 | Nonfatal assertion             | Verifies                                 |
| ——————————- | —————————— | —————————————- |
| ASSERT_FLOAT_EQ(val1, val2);  | EXPECT_FLOAT_EQ(val1,val2);  | the two float values are almost equal  |
| ASSERT_DOUBLE_EQ(val1, val2); | EXPECT_DOUBLE_EQ(val1, val2);| the two double values are almost equal |

By “almost equal” we mean the values are within 4 ULP’s from each other.

NOTE: CHECK_DOUBLE_EQ() in base/logging.h uses a fixed absolute error bound,
so its result may differ from that of the googletest macros. That macro is
unsafe and has been deprecated. Please don’t use it any more.

The following assertions allow you to choose the acceptable error bound:

| Fatal assertion                       | Nonfatal assertion                    | Verifies                  |
| ————————————- | ————————————- | ————————- |
| ASSERT_NEAR(val1, val2, abs_error); | EXPECT_NEAR(val1, val2, abs_error); | the difference between val1 and val2 doesn’t exceed the given absolute error |

Availability: Linux, Windows, Mac.




Floating-Point Predicate-Format Functions

Some floating-point operations are useful, but not that often used. In order to
avoid an explosion of new macros, we provide them as predicate-format functions
that can be used in predicate assertion macros (e.g. EXPECT_PRED_FORMAT2,
etc).

EXPECT_PRED_FORMAT2(::testing::FloatLE, val1, val2);
EXPECT_PRED_FORMAT2(::testing::DoubleLE, val1, val2);





Verifies that val1 is less than, or almost equal to, val2. You can replace
EXPECT_PRED_FORMAT2 in the above table with ASSERT_PRED_FORMAT2.

Availability: Linux, Windows, Mac.






Asserting Using gMock Matchers

Google-developed C++ mocking framework gMock comes with a
library of matchers for validating arguments passed to mock objects. A gMock
matcher is basically a predicate that knows how to describe itself. It can be
used in these assertion macros:

| Fatal assertion                | Nonfatal assertion             | Verifies              |
| —————————— | —————————— | ——————— |
| ASSERT_THAT(value, matcher); | EXPECT_THAT(value, matcher); | value matches matcher |

For example, StartsWith(prefix) is a matcher that matches a string starting
with prefix, and you can write:

using ::testing::StartsWith;
...
    // Verifies that Foo() returns a string starting with "Hello".
    EXPECT_THAT(Foo(), StartsWith("Hello"));





Read this recipe in
the gMock Cookbook for more details.

gMock has a rich set of matchers. You can do many things googletest cannot do
alone with them. For a list of matchers gMock provides, read
this. Especially useful among them are
some protocol buffer matchers [https://github.com/google/nucleus/blob/master/nucleus/testing/protocol-buffer-matchers.h]. It’s easy to write
your own matchers too.

For example, you can use gMock’s
EqualsProto [https://github.com/google/nucleus/blob/master/nucleus/testing/protocol-buffer-matchers.h]
to compare protos in your tests:

#include "testing/base/public/gmock.h"
using ::testing::EqualsProto;
...
    EXPECT_THAT(actual_proto, EqualsProto("foo: 123 bar: 'xyz'"));
    EXPECT_THAT(*actual_proto_ptr, EqualsProto(expected_proto));





gMock is bundled with googletest, so you don’t need to add any build dependency
in order to take advantage of this. Just include "testing/base/public/gmock.h"
and you’re ready to go.

Availability: Linux, Windows, and Mac.




More String Assertions

(Please read the previous section first if you haven’t.)

You can use the gMock string matchers
with EXPECT_THAT() or ASSERT_THAT() to do more string comparison tricks
(sub-string, prefix, suffix, regular expression, and etc). For example,

using ::testing::HasSubstr;
using ::testing::MatchesRegex;
...
  ASSERT_THAT(foo_string, HasSubstr("needle"));
  EXPECT_THAT(bar_string, MatchesRegex("\\w*\\d+"));





Availability: Linux, Windows, Mac.

If the string contains a well-formed HTML or XML document, you can check whether
its DOM tree matches an XPath
expression [http://www.w3.org/TR/xpath/#contents]:

// Currently still in //template/prototemplate/testing:xpath_matcher
#include "template/prototemplate/testing/xpath_matcher.h"
using prototemplate::testing::MatchesXPath;
EXPECT_THAT(html_string, MatchesXPath("//a[text()='click here']"));





Availability: Linux.




Windows HRESULT assertions

These assertions test for HRESULT success or failure.

Fatal assertion                        | Nonfatal assertion                     | Verifies
————————————– | ————————————– | ——–
ASSERT_HRESULT_SUCCEEDED(expression) | EXPECT_HRESULT_SUCCEEDED(expression) | expression is a success HRESULT
ASSERT_HRESULT_FAILED(expression)    | EXPECT_HRESULT_FAILED(expression)    | expression is a failure HRESULT

The generated output contains the human-readable error message associated with
the HRESULT code returned by expression.

You might use them like this:

CComPtr<IShellDispatch2> shell;
ASSERT_HRESULT_SUCCEEDED(shell.CoCreateInstance(L"Shell.Application"));
CComVariant empty;
ASSERT_HRESULT_SUCCEEDED(shell->ShellExecute(CComBSTR(url), empty, empty, empty, empty));





Availability: Windows.




Type Assertions

You can call the function

::testing::StaticAssertTypeEq<T1, T2>();





to assert that types T1 and T2 are the same. The function does nothing if
the assertion is satisfied. If the types are different, the function call will
fail to compile, and the compiler error message will likely (depending on the
compiler) show you the actual values of T1 and T2. This is mainly useful
inside template code.

Caveat: When used inside a member function of a class template or a function
template, StaticAssertTypeEq<T1, T2>() is effective only if the function is
instantiated. For example, given:

template <typename T> class Foo {
 public:
  void Bar() { ::testing::StaticAssertTypeEq<int, T>(); }
};





the code:

void Test1() { Foo<bool> foo; }





will not generate a compiler error, as Foo<bool>::Bar() is never actually
instantiated. Instead, you need:

void Test2() { Foo<bool> foo; foo.Bar(); }





to cause a compiler error.

Availability: Linux, Windows, Mac.




Assertion Placement

You can use assertions in any C++ function. In particular, it doesn’t have to be
a method of the test fixture class. The one constraint is that assertions that
generate a fatal failure (FAIL* and ASSERT_*) can only be used in
void-returning functions. This is a consequence of Google’s not using
exceptions. By placing it in a non-void function you’ll get a confusing compile
error like "error: void value not ignored as it ought to be" or "cannot initialize return object of type 'bool' with an rvalue of type 'void'" or
"error: no viable conversion from 'void' to 'string'".

If you need to use fatal assertions in a function that returns non-void, one
option is to make the function return the value in an out parameter instead. For
example, you can rewrite T2 Foo(T1 x) to void Foo(T1 x, T2* result). You
need to make sure that *result contains some sensible value even when the
function returns prematurely. As the function now returns void, you can use
any assertion inside of it.

If changing the function’s type is not an option, you should just use assertions
that generate non-fatal failures, such as ADD_FAILURE* and EXPECT_*.

NOTE: Constructors and destructors are not considered void-returning functions,
according to the C++ language specification, and so you may not use fatal
assertions in them. You’ll get a compilation error if you try. A simple
workaround is to transfer the entire body of the constructor or destructor to a
private void-returning method. However, you should be aware that a fatal
assertion failure in a constructor does not terminate the current test, as your
intuition might suggest; it merely returns from the constructor early, possibly
leaving your object in a partially-constructed state. Likewise, a fatal
assertion failure in a destructor may leave your object in a
partially-destructed state. Use assertions carefully in these situations!






Teaching googletest How to Print Your Values

When a test assertion such as EXPECT_EQ fails, googletest prints the argument
values to help you debug. It does this using a user-extensible value printer.

This printer knows how to print built-in C++ types, native arrays, STL
containers, and any type that supports the << operator. For other types, it
prints the raw bytes in the value and hopes that you the user can figure it out.

As mentioned earlier, the printer is extensible. That means you can teach it
to do a better job at printing your particular type than to dump the bytes. To
do that, define << for your type:

// Streams are allowed only for logging.  Don't include this for
// any other purpose.
#include <ostream>

namespace foo {

class Bar {  // We want googletest to be able to print instances of this.
...
  // Create a free inline friend function.
  friend std::ostream& operator<<(std::ostream& os, const Bar& bar) {
    return os << bar.DebugString();  // whatever needed to print bar to os
  }
};

// If you can't declare the function in the class it's important that the
// << operator is defined in the SAME namespace that defines Bar.  C++'s look-up
// rules rely on that.
std::ostream& operator<<(std::ostream& os, const Bar& bar) {
  return os << bar.DebugString();  // whatever needed to print bar to os
}

}  // namespace foo





Sometimes, this might not be an option: your team may consider it bad style to
have a << operator for Bar, or Bar may already have a << operator that
doesn’t do what you want (and you cannot change it). If so, you can instead
define a PrintTo() function like this:

// Streams are allowed only for logging.  Don't include this for
// any other purpose.
#include <ostream>

namespace foo {

class Bar {
  ...
  friend void PrintTo(const Bar& bar, std::ostream* os) {
    *os << bar.DebugString();  // whatever needed to print bar to os
  }
};

// If you can't declare the function in the class it's important that PrintTo()
// is defined in the SAME namespace that defines Bar.  C++'s look-up rules rely
// on that.
void PrintTo(const Bar& bar, std::ostream* os) {
  *os << bar.DebugString();  // whatever needed to print bar to os
}

}  // namespace foo





If you have defined both << and PrintTo(), the latter will be used when
googletest is concerned. This allows you to customize how the value appears in
googletest’s output without affecting code that relies on the behavior of its
<< operator.

If you want to print a value x using googletest’s value printer yourself, just
call ::testing::PrintToString(x), which returns an std::string:

vector<pair<Bar, int> > bar_ints = GetBarIntVector();

EXPECT_TRUE(IsCorrectBarIntVector(bar_ints))
    << "bar_ints = " << ::testing::PrintToString(bar_ints);








Death Tests

In many applications, there are assertions that can cause application failure if
a condition is not met. These sanity checks, which ensure that the program is in
a known good state, are there to fail at the earliest possible time after some
program state is corrupted. If the assertion checks the wrong condition, then
the program may proceed in an erroneous state, which could lead to memory
corruption, security holes, or worse. Hence it is vitally important to test that
such assertion statements work as expected.

Since these precondition checks cause the processes to die, we call such tests
death tests. More generally, any test that checks that a program terminates
(except by throwing an exception) in an expected fashion is also a death test.

Note that if a piece of code throws an exception, we don’t consider it “death”
for the purpose of death tests, as the caller of the code could catch the
exception and avoid the crash. If you want to verify exceptions thrown by your
code, see Exception Assertions.

If you want to test EXPECT_*()/ASSERT_*() failures in your test code, see
Catching Failures


How to Write a Death Test

googletest has the following macros to support death tests:

Fatal assertion                                | Nonfatal assertion                             | Verifies
———————————————- | ———————————————- | ——–
ASSERT_DEATH(statement, regex);              | EXPECT_DEATH(statement, regex);              | statement crashes with the given error
ASSERT_DEATH_IF_SUPPORTED(statement, regex); | EXPECT_DEATH_IF_SUPPORTED(statement, regex); | if death tests are supported, verifies that statement crashes with the given error; otherwise verifies nothing
ASSERT_EXIT(statement, predicate, regex);    | EXPECT_EXIT(statement, predicate, regex);    | statement exits with the given error, and its exit code matches predicate

where statement is a statement that is expected to cause the process to die,
predicate is a function or function object that evaluates an integer exit
status, and regex is a (Perl) regular expression that the stderr output of
statement is expected to match. Note that statement can be any valid
statement (including compound statement) and doesn’t have to be an
expression.

As usual, the ASSERT variants abort the current test function, while the
EXPECT variants do not.


NOTE: We use the word “crash” here to mean that the process terminates with a
non-zero exit status code. There are two possibilities: either the process
has called exit() or _exit() with a non-zero value, or it may be killed by
a signal.

This means that if *statement* terminates the process with a 0 exit code, it
is not considered a crash by EXPECT_DEATH. Use EXPECT_EXIT instead if
this is the case, or if you want to restrict the exit code more precisely.




A predicate here must accept an int and return a bool. The death test
succeeds only if the predicate returns true. googletest defines a few
predicates that handle the most common cases:

::testing::ExitedWithCode(exit_code)





This expression is true if the program exited normally with the given exit
code.

::testing::KilledBySignal(signal_number)  // Not available on Windows.





This expression is true if the program was killed by the given signal.

The *_DEATH macros are convenient wrappers for *_EXIT that use a predicate
that verifies the process’ exit code is non-zero.

Note that a death test only cares about three things:


	does statement abort or exit the process?


	(in the case of ASSERT_EXIT and EXPECT_EXIT) does the exit status
satisfy predicate? Or (in the case of ASSERT_DEATH and EXPECT_DEATH)
is the exit status non-zero? And


	does the stderr output match regex?




In particular, if statement generates an ASSERT_* or EXPECT_* failure, it
will not cause the death test to fail, as googletest assertions don’t abort
the process.

To write a death test, simply use one of the above macros inside your test
function. For example,

TEST(MyDeathTest, Foo) {
  // This death test uses a compound statement.
  ASSERT_DEATH({
    int n = 5;
    Foo(&n);
  }, "Error on line .* of Foo()");
}

TEST(MyDeathTest, NormalExit) {
  EXPECT_EXIT(NormalExit(), ::testing::ExitedWithCode(0), "Success");
}

TEST(MyDeathTest, KillMyself) {
  EXPECT_EXIT(KillMyself(), ::testing::KilledBySignal(SIGKILL),
              "Sending myself unblockable signal");
}





verifies that:


	calling Foo(5) causes the process to die with the given error message,


	calling NormalExit() causes the process to print "Success" to stderr and
exit with exit code 0, and


	calling KillMyself() kills the process with signal SIGKILL.




The test function body may contain other assertions and statements as well, if
necessary.




Death Test Naming

IMPORTANT: We strongly recommend you to follow the convention of naming your
test case (not test) *DeathTest when it contains a death test, as
demonstrated in the above example. The Death Tests And
Threads section below explains why.

If a test fixture class is shared by normal tests and death tests, you can use
using or typedef to introduce an alias for the fixture class and avoid
duplicating its code:

class FooTest : public ::testing::Test { ... };

using FooDeathTest = FooTest;

TEST_F(FooTest, DoesThis) {
  // normal test
}

TEST_F(FooDeathTest, DoesThat) {
  // death test
}





Availability: Linux, Windows (requires MSVC 8.0 or above), Cygwin, and Mac




Regular Expression Syntax

On POSIX systems (e.g. Linux, Cygwin, and Mac), googletest uses the
POSIX extended regular expression [http://www.opengroup.org/onlinepubs/009695399/basedefs/xbd_chap09.html#tag_09_04]
syntax. To learn about this syntax, you may want to read this
Wikipedia entry [http://en.wikipedia.org/wiki/Regular_expression#POSIX_Extended_Regular_Expressions].

On Windows, googletest uses its own simple regular expression implementation. It
lacks many features. For example, we don’t support union ("x|y"), grouping
("(xy)"), brackets ("[xy]"), and repetition count ("x{5,7}"), among
others. Below is what we do support (A denotes a literal character, period
(.), or a single \\ escape sequence; x and y denote regular
expressions.):

Expression | Meaning
———- | ————————————————————–
c        | matches any literal character c
\\d      | matches any decimal digit
\\D      | matches any character that’s not a decimal digit
\\f      | matches \f
\\n      | matches \n
\\r      | matches \r
\\s      | matches any ASCII whitespace, including \n
\\S      | matches any character that’s not a whitespace
\\t      | matches \t
\\v      | matches \v
\\w      | matches any letter, _, or decimal digit
\\W      | matches any character that \\w doesn’t match
\\c      | matches any literal character c, which must be a punctuation
.        | matches any single character except \n
A?       | matches 0 or 1 occurrences of A
A*       | matches 0 or many occurrences of A
A+       | matches 1 or many occurrences of A
^        | matches the beginning of a string (not that of each line)
$        | matches the end of a string (not that of each line)
xy       | matches x followed by y

To help you determine which capability is available on your system, googletest
defines macros to govern which regular expression it is using. The macros are:

`GTEST_USES_PCRE=1`, or
 `GTEST_USES_SIMPLE_RE=1` or `GTEST_USES_POSIX_RE=1`. If
you want your death tests to work in all cases, you can either `#if` on these
macros or use the more limited syntax only.


How It Works

Under the hood, ASSERT_EXIT() spawns a new process and executes the death test
statement in that process. The details of how precisely that happens depend on
the platform and the variable ::testing::GTEST_FLAG(death_test_style) (which is
initialized from the command-line flag --gtest_death_test_style).


	On POSIX systems, fork() (or clone() on Linux) is used to spawn the
child, after which:


	If the variable’s value is "fast", the death test statement is
immediately executed.


	If the variable’s value is "threadsafe", the child process re-executes
the unit test binary just as it was originally invoked, but with some
extra flags to cause just the single death test under consideration to
be run.






	On Windows, the child is spawned using the CreateProcess() API, and
re-executes the binary to cause just the single death test under
consideration to be run - much like the threadsafe mode on POSIX.




Other values for the variable are illegal and will cause the death test to fail.
Currently, the flag’s default value is
“fast”. However, we reserve
the right to change it in the future. Therefore, your tests should not depend on
this. In either case, the parent process waits for the child process to
complete, and checks that


	the child’s exit status satisfies the predicate, and


	the child’s stderr matches the regular expression.




If the death test statement runs to completion without dying, the child process
will nonetheless terminate, and the assertion fails.




Death Tests And Threads

The reason for the two death test styles has to do with thread safety. Due to
well-known problems with forking in the presence of threads, death tests should
be run in a single-threaded context. Sometimes, however, it isn’t feasible to
arrange that kind of environment. For example, statically-initialized modules
may start threads before main is ever reached. Once threads have been created,
it may be difficult or impossible to clean them up.

googletest has three features intended to raise awareness of threading issues.


	A warning is emitted if multiple threads are running when a death test is
encountered.


	Test cases with a name ending in “DeathTest” are run before all other tests.


	It uses clone() instead of fork() to spawn the child process on Linux
(clone() is not available on Cygwin and Mac), as fork() is more likely
to cause the child to hang when the parent process has multiple threads.




It’s perfectly fine to create threads inside a death test statement; they are
executed in a separate process and cannot affect the parent.




Death Test Styles

The “threadsafe” death test style was introduced in order to help mitigate the
risks of testing in a possibly multithreaded environment. It trades increased
test execution time (potentially dramatically so) for improved thread safety.

The automated testing framework does not set the style flag. You can choose a
particular style of death tests by setting the flag programmatically:

testing::FLAGS_gtest_death_test_style="threadsafe"





You can do this in main() to set the style for all death tests in the binary,
or in individual tests. Recall that flags are saved before running each test and
restored afterwards, so you need not do that yourself. For example:

int main(int argc, char** argv) {
  InitGoogle(argv[0], &argc, &argv, true);
  ::testing::FLAGS_gtest_death_test_style = "fast";
  return RUN_ALL_TESTS();
}

TEST(MyDeathTest, TestOne) {
  ::testing::FLAGS_gtest_death_test_style = "threadsafe";
  // This test is run in the "threadsafe" style:
  ASSERT_DEATH(ThisShouldDie(), "");
}

TEST(MyDeathTest, TestTwo) {
  // This test is run in the "fast" style:
  ASSERT_DEATH(ThisShouldDie(), "");
}








Caveats

The statement argument of ASSERT_EXIT() can be any valid C++ statement. If
it leaves the current function via a return statement or by throwing an
exception, the death test is considered to have failed. Some googletest macros
may return from the current function (e.g. ASSERT_TRUE()), so be sure to avoid
them in statement.

Since statement runs in the child process, any in-memory side effect (e.g.
modifying a variable, releasing memory, etc) it causes will not be observable
in the parent process. In particular, if you release memory in a death test,
your program will fail the heap check as the parent process will never see the
memory reclaimed. To solve this problem, you can


	try not to free memory in a death test;


	free the memory again in the parent process; or


	do not use the heap checker in your program.




Due to an implementation detail, you cannot place multiple death test assertions
on the same line; otherwise, compilation will fail with an unobvious error
message.

Despite the improved thread safety afforded by the “threadsafe” style of death
test, thread problems such as deadlock are still possible in the presence of
handlers registered with pthread_atfork(3).






Using Assertions in Sub-routines


Adding Traces to Assertions

If a test sub-routine is called from several places, when an assertion inside it
fails, it can be hard to tell which invocation of the sub-routine the failure is
from.
You can alleviate this problem using extra logging or custom failure messages,
but that usually clutters up your tests. A better solution is to use the
SCOPED_TRACE macro or the ScopedTrace utility:

SCOPED_TRACE(message);
ScopedTrace trace("file_path", line_number, message);





where message can be anything streamable to std::ostream. SCOPED_TRACE
macro will cause the current file name, line number, and the given message to be
added in every failure message. ScopedTrace accepts explicit file name and
line number in arguments, which is useful for writing test helpers. The effect
will be undone when the control leaves the current lexical scope.

For example,

10: void Sub1(int n) {
11:   EXPECT_EQ(1, Bar(n));
12:   EXPECT_EQ(2, Bar(n + 1));
13: }
14:
15: TEST(FooTest, Bar) {
16:   {
17:     SCOPED_TRACE("A");  // This trace point will be included in
18:                         // every failure in this scope.
19:     Sub1(1);
20:   }
21:   // Now it won't.
22:   Sub1(9);
23: }





could result in messages like these:

path/to/foo_test.cc:11: Failure
Value of: Bar(n)
Expected: 1
  Actual: 2
   Trace:
path/to/foo_test.cc:17: A

path/to/foo_test.cc:12: Failure
Value of: Bar(n + 1)
Expected: 2
  Actual: 3





Without the trace, it would’ve been difficult to know which invocation of
Sub1() the two failures come from respectively. (You could add

an extra message to each assertion in Sub1() to indicate the value of n, but
that’s tedious.)

Some tips on using SCOPED_TRACE:


	With a suitable message, it’s often enough to use SCOPED_TRACE at the
beginning of a sub-routine, instead of at each call site.


	When calling sub-routines inside a loop, make the loop iterator part of the
message in SCOPED_TRACE such that you can know which iteration the failure
is from.


	Sometimes the line number of the trace point is enough for identifying the
particular invocation of a sub-routine. In this case, you don’t have to
choose a unique message for SCOPED_TRACE. You can simply use "".


	You can use SCOPED_TRACE in an inner scope when there is one in the outer
scope. In this case, all active trace points will be included in the failure
messages, in reverse order they are encountered.


	The trace dump is clickable in Emacs - hit return on a line number and
you’ll be taken to that line in the source file!




Availability: Linux, Windows, Mac.




Propagating Fatal Failures

A common pitfall when using ASSERT_* and FAIL* is not understanding that
when they fail they only abort the current function, not the entire test. For
example, the following test will segfault:

void Subroutine() {
  // Generates a fatal failure and aborts the current function.
  ASSERT_EQ(1, 2);

  // The following won't be executed.
  ...
}

TEST(FooTest, Bar) {
  Subroutine();  // The intended behavior is for the fatal failure
                 // in Subroutine() to abort the entire test.

  // The actual behavior: the function goes on after Subroutine() returns.
  int* p = NULL;
  *p = 3;  // Segfault!
}





To alleviate this, googletest provides three different solutions. You could use
either exceptions, the (ASSERT|EXPECT)_NO_FATAL_FAILURE assertions or the
HasFatalFailure() function. They are described in the following two
subsections.


Asserting on Subroutines with an exception

The following code can turn ASSERT-failure into an exception:

class ThrowListener : public testing::EmptyTestEventListener {
  void OnTestPartResult(const testing::TestPartResult& result) override {
    if (result.type() == testing::TestPartResult::kFatalFailure) {
      throw testing::AssertionException(result);
    }
  }
};
int main(int argc, char** argv) {
  ...
  testing::UnitTest::GetInstance()->listeners().Append(new ThrowListener);
  return RUN_ALL_TESTS();
}





This listener should be added after other listeners if you have any, otherwise
they won’t see failed OnTestPartResult.




Asserting on Subroutines

As shown above, if your test calls a subroutine that has an ASSERT_* failure
in it, the test will continue after the subroutine returns. This may not be what
you want.

Often people want fatal failures to propagate like exceptions. For that
googletest offers the following macros:

Fatal assertion                       | Nonfatal assertion                    | Verifies
————————————- | ————————————- | ——–
ASSERT_NO_FATAL_FAILURE(statement); | EXPECT_NO_FATAL_FAILURE(statement); | statement doesn’t generate any new fatal failures in the current thread.

Only failures in the thread that executes the assertion are checked to determine
the result of this type of assertions. If statement creates new threads,
failures in these threads are ignored.

Examples:

ASSERT_NO_FATAL_FAILURE(Foo());

int i;
EXPECT_NO_FATAL_FAILURE({
  i = Bar();
});





Availability: Linux, Windows, Mac. Assertions from multiple threads are
currently not supported on Windows.




Checking for Failures in the Current Test

HasFatalFailure() in the ::testing::Test class returns true if an
assertion in the current test has suffered a fatal failure. This allows
functions to catch fatal failures in a sub-routine and return early.

class Test {
 public:
  ...
  static bool HasFatalFailure();
};





The typical usage, which basically simulates the behavior of a thrown exception,
is:

TEST(FooTest, Bar) {
  Subroutine();
  // Aborts if Subroutine() had a fatal failure.
  if (HasFatalFailure()) return;

  // The following won't be executed.
  ...
}





If HasFatalFailure() is used outside of TEST() , TEST_F() , or a test
fixture, you must add the ::testing::Test:: prefix, as in:

if (::testing::Test::HasFatalFailure()) return;





Similarly, HasNonfatalFailure() returns true if the current test has at
least one non-fatal failure, and HasFailure() returns true if the current
test has at least one failure of either kind.

Availability: Linux, Windows, Mac.








Logging Additional Information

In your test code, you can call RecordProperty("key", value) to log additional
information, where value can be either a string or an int. The last value
recorded for a key will be emitted to the XML output if you
specify one. For example, the test

TEST_F(WidgetUsageTest, MinAndMaxWidgets) {
  RecordProperty("MaximumWidgets", ComputeMaxUsage());
  RecordProperty("MinimumWidgets", ComputeMinUsage());
}





will output XML like this:

  ...
    <testcase name="MinAndMaxWidgets" status="run" time="0.006" classname="WidgetUsageTest" MaximumWidgets="12" MinimumWidgets="9" />
  ...






NOTE:


	RecordProperty() is a static member of the Test class. Therefore it
needs to be prefixed with ::testing::Test:: if used outside of the
TEST body and the test fixture class.


	*key* must be a valid XML attribute name, and cannot conflict with the
ones already used by googletest (name, status, time, classname,
type_param, and value_param).


	Calling RecordProperty() outside of the lifespan of a test is allowed.
If it’s called outside of a test but between a test case’s
SetUpTestCase() and TearDownTestCase() methods, it will be attributed
to the XML element for the test case. If it’s called outside of all test
cases (e.g. in a test environment), it will be attributed to the top-level
XML element.







Availability: Linux, Windows, Mac.




Sharing Resources Between Tests in the Same Test Case

googletest creates a new test fixture object for each test in order to make
tests independent and easier to debug. However, sometimes tests use resources
that are expensive to set up, making the one-copy-per-test model prohibitively
expensive.

If the tests don’t change the resource, there’s no harm in their sharing a
single resource copy. So, in addition to per-test set-up/tear-down, googletest
also supports per-test-case set-up/tear-down. To use it:


	In your test fixture class (say FooTest ), declare as static some member
variables to hold the shared resources.


	Outside your test fixture class (typically just below it), define those
member variables, optionally giving them initial values.


	In the same test fixture class, define a static void SetUpTestCase()
function (remember not to spell it as SetupTestCase with a small u!)
to set up the shared resources and a static void TearDownTestCase()
function to tear them down.




That’s it! googletest automatically calls SetUpTestCase() before running the
first test in the FooTest test case (i.e. before creating the first
FooTest object), and calls TearDownTestCase() after running the last test
in it (i.e. after deleting the last FooTest object). In between, the tests can
use the shared resources.

Remember that the test order is undefined, so your code can’t depend on a test
preceding or following another. Also, the tests must either not modify the state
of any shared resource, or, if they do modify the state, they must restore the
state to its original value before passing control to the next test.

Here’s an example of per-test-case set-up and tear-down:

class FooTest : public ::testing::Test {
 protected:
  // Per-test-case set-up.
  // Called before the first test in this test case.
  // Can be omitted if not needed.
  static void SetUpTestCase() {
    shared_resource_ = new ...;
  }

  // Per-test-case tear-down.
  // Called after the last test in this test case.
  // Can be omitted if not needed.
  static void TearDownTestCase() {
    delete shared_resource_;
    shared_resource_ = NULL;
  }

  // You can define per-test set-up logic as usual.
  virtual void SetUp() { ... }

  // You can define per-test tear-down logic as usual.
  virtual void TearDown() { ... }

  // Some expensive resource shared by all tests.
  static T* shared_resource_;
};

T* FooTest::shared_resource_ = NULL;

TEST_F(FooTest, Test1) {
  ... you can refer to shared_resource_ here ...
}

TEST_F(FooTest, Test2) {
  ... you can refer to shared_resource_ here ...
}





NOTE: Though the above code declares SetUpTestCase() protected, it may
sometimes be necessary to declare it public, such as when using it with
TEST_P.

Availability: Linux, Windows, Mac.




Global Set-Up and Tear-Down

Just as you can do set-up and tear-down at the test level and the test case
level, you can also do it at the test program level. Here’s how.

First, you subclass the ::testing::Environment class to define a test
environment, which knows how to set-up and tear-down:

class Environment {
 public:
  virtual ~Environment() {}

  // Override this to define how to set up the environment.
  virtual void SetUp() {}

  // Override this to define how to tear down the environment.
  virtual void TearDown() {}
};





Then, you register an instance of your environment class with googletest by
calling the ::testing::AddGlobalTestEnvironment() function:

Environment* AddGlobalTestEnvironment(Environment* env);





Now, when RUN_ALL_TESTS() is called, it first calls the SetUp() method of
the environment object, then runs the tests if there was no fatal failures, and
finally calls TearDown() of the environment object.

It’s OK to register multiple environment objects. In this case, their SetUp()
will be called in the order they are registered, and their TearDown() will be
called in the reverse order.

Note that googletest takes ownership of the registered environment objects.
Therefore do not delete them by yourself.

You should call AddGlobalTestEnvironment() before RUN_ALL_TESTS() is called,
probably in main(). If you use gtest_main, you need to call this before
main() starts for it to take effect. One way to do this is to define a global
variable like this:

::testing::Environment* const foo_env =
    ::testing::AddGlobalTestEnvironment(new FooEnvironment);





However, we strongly recommend you to write your own main() and call
AddGlobalTestEnvironment() there, as relying on initialization of global
variables makes the code harder to read and may cause problems when you register
multiple environments from different translation units and the environments have
dependencies among them (remember that the compiler doesn’t guarantee the order
in which global variables from different translation units are initialized).




Value-Parameterized Tests

Value-parameterized tests allow you to test your code with different
parameters without writing multiple copies of the same test. This is useful in a
number of situations, for example:


	You have a piece of code whose behavior is affected by one or more
command-line flags. You want to make sure your code performs correctly for
various values of those flags.


	You want to test different implementations of an OO interface.


	You want to test your code over various inputs (a.k.a. data-driven testing).
This feature is easy to abuse, so please exercise your good sense when doing
it!





How to Write Value-Parameterized Tests

To write value-parameterized tests, first you should define a fixture class. It
must be derived from both ::testing::Test and
::testing::WithParamInterface<T> (the latter is a pure interface), where T
is the type of your parameter values. For convenience, you can just derive the
fixture class from ::testing::TestWithParam<T>, which itself is derived from
both ::testing::Test and ::testing::WithParamInterface<T>. T can be any
copyable type. If it’s a raw pointer, you are responsible for managing the
lifespan of the pointed values.

NOTE: If your test fixture defines SetUpTestCase() or TearDownTestCase()
they must be declared public rather than protected in order to use
TEST_P.

class FooTest :
    public ::testing::TestWithParam<const char*> {
  // You can implement all the usual fixture class members here.
  // To access the test parameter, call GetParam() from class
  // TestWithParam<T>.
};

// Or, when you want to add parameters to a pre-existing fixture class:
class BaseTest : public ::testing::Test {
  ...
};
class BarTest : public BaseTest,
                public ::testing::WithParamInterface<const char*> {
  ...
};





Then, use the TEST_P macro to define as many test patterns using this fixture
as you want. The _P suffix is for “parameterized” or “pattern”, whichever you
prefer to think.

TEST_P(FooTest, DoesBlah) {
  // Inside a test, access the test parameter with the GetParam() method
  // of the TestWithParam<T> class:
  EXPECT_TRUE(foo.Blah(GetParam()));
  ...
}

TEST_P(FooTest, HasBlahBlah) {
  ...
}





Finally, you can use INSTANTIATE_TEST_CASE_P to instantiate the test case with
any set of parameters you want. googletest defines a number of functions for
generating test parameters. They return what we call (surprise!) parameter
generators. Here is a summary of them, which are all in the testing
namespace:

| Parameter Generator          | Behavior                                    |
| —————————- | ——————————————- |
| Range(begin, end [, step]) | Yields values {begin, begin+step, begin+step+step, ...}. The values do not include end. step defaults to 1.      |
| Values(v1, v2, ..., vN)    | Yields values {v1, v2, ..., vN}.          |
| ValuesIn(container) and ValuesIn(begin,end)   | Yields values from a C-style array, an STL-style container, or an iterator range  [begin, end). |
| Bool()                     | Yields sequence {false, true}.            |
| Combine(g1, g2, ..., gN)   | Yields all combinations (Cartesian product) as std::tuples of the values generated by the N generators.            |

For more details, see the comments at the definitions of these functions.

The following statement will instantiate tests from the FooTest test case each
with parameter values "meeny", "miny", and "moe".

INSTANTIATE_TEST_CASE_P(InstantiationName,
                        FooTest,
                        ::testing::Values("meeny", "miny", "moe"));





NOTE: The code above must be placed at global or namespace scope, not at
function scope.

NOTE: Don’t forget this step! If you do your test will silently pass, but none
of its cases will ever run!

To distinguish different instances of the pattern (yes, you can instantiate it
more than once), the first argument to INSTANTIATE_TEST_CASE_P is a prefix
that will be added to the actual test case name. Remember to pick unique
prefixes for different instantiations. The tests from the instantiation above
will have these names:


	InstantiationName/FooTest.DoesBlah/0 for "meeny"


	InstantiationName/FooTest.DoesBlah/1 for "miny"


	InstantiationName/FooTest.DoesBlah/2 for "moe"


	InstantiationName/FooTest.HasBlahBlah/0 for "meeny"


	InstantiationName/FooTest.HasBlahBlah/1 for "miny"


	InstantiationName/FooTest.HasBlahBlah/2 for "moe"




You can use these names in --gtest_filter.

This statement will instantiate all tests from FooTest again, each with
parameter values "cat" and "dog":

const char* pets[] = {"cat", "dog"};
INSTANTIATE_TEST_CASE_P(AnotherInstantiationName, FooTest,
                        ::testing::ValuesIn(pets));





The tests from the instantiation above will have these names:


	AnotherInstantiationName/FooTest.DoesBlah/0 for "cat"


	AnotherInstantiationName/FooTest.DoesBlah/1 for "dog"


	AnotherInstantiationName/FooTest.HasBlahBlah/0 for "cat"


	AnotherInstantiationName/FooTest.HasBlahBlah/1 for "dog"




Please note that INSTANTIATE_TEST_CASE_P will instantiate all tests in the
given test case, whether their definitions come before or after the
INSTANTIATE_TEST_CASE_P statement.

You can see sample7_unittest.cc and sample8_unittest.cc for more examples.

Availability: Linux, Windows (requires MSVC 8.0 or above), Mac




Creating Value-Parameterized Abstract Tests

In the above, we define and instantiate FooTest in the same source file.
Sometimes you may want to define value-parameterized tests in a library and let
other people instantiate them later. This pattern is known as abstract tests.
As an example of its application, when you are designing an interface you can
write a standard suite of abstract tests (perhaps using a factory function as
the test parameter) that all implementations of the interface are expected to
pass. When someone implements the interface, they can instantiate your suite to
get all the interface-conformance tests for free.

To define abstract tests, you should organize your code like this:


	Put the definition of the parameterized test fixture class (e.g. FooTest)
in a header file, say foo_param_test.h. Think of this as declaring your
abstract tests.


	Put the TEST_P definitions in foo_param_test.cc, which includes
foo_param_test.h. Think of this as implementing your abstract tests.




Once they are defined, you can instantiate them by including foo_param_test.h,
invoking INSTANTIATE_TEST_CASE_P(), and depending on the library target that
contains foo_param_test.cc. You can instantiate the same abstract test case
multiple times, possibly in different source files.




Specifying Names for Value-Parameterized Test Parameters

The optional last argument to INSTANTIATE_TEST_CASE_P() allows the user to
specify a function or functor that generates custom test name suffixes based on
the test parameters. The function should accept one argument of type
testing::TestParamInfo<class ParamType>, and return std::string.

testing::PrintToStringParamName is a builtin test suffix generator that
returns the value of testing::PrintToString(GetParam()). It does not work for
std::string or C strings.

NOTE: test names must be non-empty, unique, and may only contain ASCII
alphanumeric characters. In particular, they should not contain
underscores [https://g3doc.corp.google.com/third_party/googletest/googletest/g3doc/faq.md#no-underscores].

class MyTestCase : public testing::TestWithParam<int> {};

TEST_P(MyTestCase, MyTest)
{
  std::cout << "Example Test Param: " << GetParam() << std::endl;
}

INSTANTIATE_TEST_CASE_P(MyGroup, MyTestCase, testing::Range(0, 10),
                        testing::PrintToStringParamName());
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Why should test case names and test names not contain underscore?

Underscore (_) is special, as C++ reserves the following to be used by the
compiler and the standard library:


	any identifier that starts with an _ followed by an upper-case letter, and


	any identifier that contains two consecutive underscores (i.e. __)
anywhere in its name.




User code is prohibited from using such identifiers.

Now let’s look at what this means for TEST and TEST_F.

Currently TEST(TestCaseName, TestName) generates a class named
TestCaseName_TestName_Test. What happens if TestCaseName or TestName
contains _?


	If TestCaseName starts with an _ followed by an upper-case letter (say,
_Foo), we end up with _Foo_TestName_Test, which is reserved and thus
invalid.


	If TestCaseName ends with an _ (say, Foo_), we get
Foo__TestName_Test, which is invalid.


	If TestName starts with an _ (say, _Bar), we get
TestCaseName__Bar_Test, which is invalid.


	If TestName ends with an _ (say, Bar_), we get
TestCaseName_Bar__Test, which is invalid.




So clearly TestCaseName and TestName cannot start or end with _ (Actually,
TestCaseName can start with _ – as long as the _ isn’t followed by an
upper-case letter. But that’s getting complicated. So for simplicity we just say
that it cannot start with _.).

It may seem fine for TestCaseName and TestName to contain _ in the middle.
However, consider this:

TEST(Time, Flies_Like_An_Arrow) { ... }
TEST(Time_Flies, Like_An_Arrow) { ... }





Now, the two TESTs will both generate the same class
(Time_Flies_Like_An_Arrow_Test). That’s not good.

So for simplicity, we just ask the users to avoid _ in TestCaseName and
TestName. The rule is more constraining than necessary, but it’s simple and
easy to remember. It also gives googletest some wiggle room in case its
implementation needs to change in the future.

If you violate the rule, there may not be immediate consequences, but your test
may (just may) break with a new compiler (or a new version of the compiler you
are using) or with a new version of googletest. Therefore it’s best to follow
the rule.




Why does googletest support EXPECT_EQ(NULL, ptr) and ASSERT_EQ(NULL, ptr) but not EXPECT_NE(NULL, ptr) and ASSERT_NE(NULL, ptr)?

First of all you can use EXPECT_NE(nullptr, ptr) and ASSERT_NE(nullptr, ptr). This is the preferred syntax in the style guide because nullptr does not
have the type problems that NULL does. Which is why NULL does not work.

Due to some peculiarity of C++, it requires some non-trivial template meta
programming tricks to support using NULL as an argument of the EXPECT_XX()
and ASSERT_XX() macros. Therefore we only do it where it’s most needed
(otherwise we make the implementation of googletest harder to maintain and more
error-prone than necessary).

The EXPECT_EQ() macro takes the expected value as its first argument and the
actual value as the second. It’s reasonable that someone wants to write
EXPECT_EQ(NULL, some_expression), and this indeed was requested several times.
Therefore we implemented it.

The need for EXPECT_NE(NULL, ptr) isn’t nearly as strong. When the assertion
fails, you already know that ptr must be NULL, so it doesn’t add any
information to print ptr in this case. That means EXPECT_TRUE(ptr != NULL)
works just as well.

If we were to support EXPECT_NE(NULL, ptr), for consistency we’ll have to
support EXPECT_NE(ptr, NULL) as well, as unlike EXPECT_EQ, we don’t have a
convention on the order of the two arguments for EXPECT_NE. This means using
the template meta programming tricks twice in the implementation, making it even
harder to understand and maintain. We believe the benefit doesn’t justify the
cost.

Finally, with the growth of the gMock matcher library, we are encouraging people
to use the unified EXPECT_THAT(value, matcher) syntax more often in tests. One
significant advantage of the matcher approach is that matchers can be easily
combined to form new matchers, while the EXPECT_NE, etc, macros cannot be
easily combined. Therefore we want to invest more in the matchers than in the
EXPECT_XX() macros.




I need to test that different implementations of an interface satisfy some common requirements. Should I use typed tests or value-parameterized tests?

For testing various implementations of the same interface, either typed tests or
value-parameterized tests can get it done. It’s really up to you the user to
decide which is more convenient for you, depending on your particular case. Some
rough guidelines:


	Typed tests can be easier to write if instances of the different
implementations can be created the same way, modulo the type. For example,
if all these implementations have a public default constructor (such that
you can write new TypeParam), or if their factory functions have the same
form (e.g. CreateInstance<TypeParam>()).


	Value-parameterized tests can be easier to write if you need different code
patterns to create different implementations’ instances, e.g. new Foo vs
new Bar(5). To accommodate for the differences, you can write factory
function wrappers and pass these function pointers to the tests as their
parameters.


	When a typed test fails, the output includes the name of the type, which can
help you quickly identify which implementation is wrong. Value-parameterized
tests cannot do this, so there you’ll have to look at the iteration number
to know which implementation the failure is from, which is less direct.


	If you make a mistake writing a typed test, the compiler errors can be
harder to digest, as the code is templatized.


	When using typed tests, you need to make sure you are testing against the
interface type, not the concrete types (in other words, you want to make
sure implicit_cast<MyInterface*>(my_concrete_impl) works, not just that
my_concrete_impl works). It’s less likely to make mistakes in this area
when using value-parameterized tests.




I hope I didn’t confuse you more. :-) If you don’t mind, I’d suggest you to give
both approaches a try. Practice is a much better way to grasp the subtle
differences between the two tools. Once you have some concrete experience, you
can much more easily decide which one to use the next time.




My death tests became very slow - what happened?

In August 2008 we had to switch the default death test style from fast to
threadsafe, as the former is no longer safe now that threaded logging is the
default. This caused many death tests to slow down. Unfortunately this change
was necessary.

Please read Fixing Failing Death Tests for what you can
do.




I got some run-time errors about invalid proto descriptors when using ProtocolMessageEquals. Help!

Note: ProtocolMessageEquals and ProtocolMessageEquiv are deprecated
now. Please use EqualsProto, etc instead.

ProtocolMessageEquals and ProtocolMessageEquiv were redefined recently and
are now less tolerant on invalid protocol buffer definitions. In particular, if
you have a foo.proto that doesn’t fully qualify the type of a protocol message
it references (e.g. message<Bar> where it should be message<blah.Bar>), you
will now get run-time errors like:

... descriptor.cc:...] Invalid proto descriptor for file "path/to/foo.proto":
... descriptor.cc:...]  blah.MyMessage.my_field: ".Bar" is not defined.





If you see this, your .proto file is broken and needs to be fixed by making
the types fully qualified. The new definition of ProtocolMessageEquals and
ProtocolMessageEquiv just happen to reveal your bug.




My death test modifies some state, but the change seems lost after the death test finishes. Why?

Death tests (EXPECT_DEATH, etc) are executed in a sub-process s.t. the
expected crash won’t kill the test program (i.e. the parent process). As a
result, any in-memory side effects they incur are observable in their respective
sub-processes, but not in the parent process. You can think of them as running
in a parallel universe, more or less.

In particular, if you use gMock and the death test statement
invokes some mock methods, the parent process will think the calls have never
occurred. Therefore, you may want to move your EXPECT_CALL statements inside
the EXPECT_DEATH macro.




EXPECT_EQ(htonl(blah), blah_blah) generates weird compiler errors in opt mode. Is this a googletest bug?

Actually, the bug is in htonl().

According to 'man htonl', htonl() is a function, which means it’s valid to
use htonl as a function pointer. However, in opt mode htonl() is defined as
a macro, which breaks this usage.

Worse, the macro definition of htonl() uses a gcc extension and is not
standard C++. That hacky implementation has some ad hoc limitations. In
particular, it prevents you from writing Foo<sizeof(htonl(x))>(), where Foo
is a template that has an integral argument.

The implementation of EXPECT_EQ(a, b) uses sizeof(... a ...) inside a
template argument, and thus doesn’t compile in opt mode when a contains a call
to htonl(). It is difficult to make EXPECT_EQ bypass the htonl() bug, as
the solution must work with different compilers on various platforms.

htonl() has some other problems as described in //util/endian/endian.h,
which defines ghtonl() to replace it. ghtonl() does the same thing htonl()
does, only without its problems. We suggest you to use ghtonl() instead of
htonl(), both in your tests and production code.

//util/endian/endian.h also defines ghtons(), which solves similar problems
in htons().

Don’t forget to add //util/endian to the list of dependencies in the BUILD
file wherever ghtonl() and ghtons() are used. The library consists of a
single header file and will not bloat your binary.




The compiler complains about “undefined references” to some static const member variables, but I did define them in the class body. What’s wrong?

If your class has a static data member:

// foo.h
class Foo {
  ...
  static const int kBar = 100;
};





You also need to define it outside of the class body in foo.cc:

const int Foo::kBar;  // No initializer here.





Otherwise your code is invalid C++, and may break in unexpected ways. In
particular, using it in googletest comparison assertions (EXPECT_EQ, etc) will
generate an “undefined reference” linker error. The fact that “it used to work”
doesn’t mean it’s valid. It just means that you were lucky. :-)




Can I derive a test fixture from another?

Yes.

Each test fixture has a corresponding and same named test case. This means only
one test case can use a particular fixture. Sometimes, however, multiple test
cases may want to use the same or slightly different fixtures. For example, you
may want to make sure that all of a GUI library’s test cases don’t leak
important system resources like fonts and brushes.

In googletest, you share a fixture among test cases by putting the shared logic
in a base test fixture, then deriving from that base a separate fixture for each
test case that wants to use this common logic. You then use TEST_F() to write
tests using each derived fixture.

Typically, your code looks like this:

// Defines a base test fixture.
class BaseTest : public ::testing::Test {
 protected:
  ...
};

// Derives a fixture FooTest from BaseTest.
class FooTest : public BaseTest {
 protected:
  void SetUp() override {
    BaseTest::SetUp();  // Sets up the base fixture first.
    ... additional set-up work ...
  }

  void TearDown() override {
    ... clean-up work for FooTest ...
    BaseTest::TearDown();  // Remember to tear down the base fixture
                           // after cleaning up FooTest!
  }

  ... functions and variables for FooTest ...
};

// Tests that use the fixture FooTest.
TEST_F(FooTest, Bar) { ... }
TEST_F(FooTest, Baz) { ... }

... additional fixtures derived from BaseTest ...





If necessary, you can continue to derive test fixtures from a derived fixture.
googletest has no limit on how deep the hierarchy can be.

For a complete example using derived test fixtures, see googletest
sample [https://github.com/google/googletest/blob/master/googletest/samples/sample5_unittest.cc]




My compiler complains “void value not ignored as it ought to be.” What does this mean?

You’re probably using an ASSERT_*() in a function that doesn’t return void.
ASSERT_*() can only be used in void functions, due to exceptions being
disabled by our build system. Please see more details
here.




My death test hangs (or seg-faults). How do I fix it?

In googletest, death tests are run in a child process and the way they work is
delicate. To write death tests you really need to understand how they work.
Please make sure you have read this.

In particular, death tests don’t like having multiple threads in the parent
process. So the first thing you can try is to eliminate creating threads outside
of EXPECT_DEATH(). For example, you may want to use mocks
or fake objects instead of real ones in your tests.

Sometimes this is impossible as some library you must use may be creating
threads before main() is even reached. In this case, you can try to minimize
the chance of conflicts by either moving as many activities as possible inside
EXPECT_DEATH() (in the extreme case, you want to move everything inside), or
leaving as few things as possible in it. Also, you can try to set the death test
style to "threadsafe", which is safer but slower, and see if it helps.

If you go with thread-safe death tests, remember that they rerun the test
program from the beginning in the child process. Therefore make sure your
program can run side-by-side with itself and is deterministic.

In the end, this boils down to good concurrent programming. You have to make
sure that there is no race conditions or dead locks in your program. No silver
bullet - sorry!




Should I use the constructor/destructor of the test fixture or SetUp()/TearDown()?

The first thing to remember is that googletest does not reuse the same test
fixture object across multiple tests. For each TEST_F, googletest will create
a fresh test fixture object, immediately call SetUp(), run the test body,
call TearDown(), and then delete the test fixture object.

When you need to write per-test set-up and tear-down logic, you have the choice
between using the test fixture constructor/destructor or SetUp()/TearDown().
The former is usually preferred, as it has the following benefits:


	By initializing a member variable in the constructor, we have the option to
make it const, which helps prevent accidental changes to its value and
makes the tests more obviously correct.


	In case we need to subclass the test fixture class, the subclass’
constructor is guaranteed to call the base class’ constructor first, and
the subclass’ destructor is guaranteed to call the base class’ destructor
afterward. With SetUp()/TearDown(), a subclass may make the mistake of
forgetting to call the base class’ SetUp()/TearDown() or call them at the
wrong time.




You may still want to use SetUp()/TearDown() in the following rare cases:


	In the body of a constructor (or destructor), it’s not possible to use the
ASSERT_xx macros. Therefore, if the set-up operation could cause a fatal
test failure that should prevent the test from running, it’s necessary to
use a CHECK macro or to use SetUp() instead of a constructor.


	If the tear-down operation could throw an exception, you must use
TearDown() as opposed to the destructor, as throwing in a destructor leads
to undefined behavior and usually will kill your program right away. Note
that many standard libraries (like STL) may throw when exceptions are
enabled in the compiler. Therefore you should prefer TearDown() if you
want to write portable tests that work with or without exceptions.


	The googletest team is considering making the assertion macros throw on
platforms where exceptions are enabled (e.g. Windows, Mac OS, and Linux
client-side), which will eliminate the need for the user to propagate
failures from a subroutine to its caller. Therefore, you shouldn’t use
googletest assertions in a destructor if your code could run on such a
platform.


	In a constructor or destructor, you cannot make a virtual function call on
this object. (You can call a method declared as virtual, but it will be
statically bound.) Therefore, if you need to call a method that will be
overridden in a derived class, you have to use SetUp()/TearDown().







The compiler complains “no matching function to call” when I use ASSERT_PRED*. How do I fix it?

If the predicate function you use in ASSERT_PRED* or EXPECT_PRED* is
overloaded or a template, the compiler will have trouble figuring out which
overloaded version it should use. ASSERT_PRED_FORMAT* and
EXPECT_PRED_FORMAT* don’t have this problem.

If you see this error, you might want to switch to
(ASSERT|EXPECT)_PRED_FORMAT*, which will also give you a better failure
message. If, however, that is not an option, you can resolve the problem by
explicitly telling the compiler which version to pick.

For example, suppose you have

bool IsPositive(int n) {
  return n > 0;
}

bool IsPositive(double x) {
  return x > 0;
}





you will get a compiler error if you write

EXPECT_PRED1(IsPositive, 5);





However, this will work:

EXPECT_PRED1(static_cast<bool (*)(int)>(IsPositive), 5);





(The stuff inside the angled brackets for the static_cast operator is the type
of the function pointer for the int-version of IsPositive().)

As another example, when you have a template function

template <typename T>
bool IsNegative(T x) {
  return x < 0;
}





you can use it in a predicate assertion like this:

ASSERT_PRED1(IsNegative<int>, -5);





Things are more interesting if your template has more than one parameters. The
following won’t compile:

ASSERT_PRED2(GreaterThan<int, int>, 5, 0);





as the C++ pre-processor thinks you are giving ASSERT_PRED2 4 arguments, which
is one more than expected. The workaround is to wrap the predicate function in
parentheses:

ASSERT_PRED2((GreaterThan<int, int>), 5, 0);








My compiler complains about “ignoring return value” when I call RUN_ALL_TESTS(). Why?

Some people had been ignoring the return value of RUN_ALL_TESTS(). That is,
instead of

  return RUN_ALL_TESTS();





they write

  RUN_ALL_TESTS();





This is wrong and dangerous. The testing services needs to see the return
value of RUN_ALL_TESTS() in order to determine if a test has passed. If your
main() function ignores it, your test will be considered successful even if it
has a googletest assertion failure. Very bad.

We have decided to fix this (thanks to Michael Chastain for the idea). Now, your
code will no longer be able to ignore RUN_ALL_TESTS() when compiled with
gcc. If you do so, you’ll get a compiler error.

If you see the compiler complaining about you ignoring the return value of
RUN_ALL_TESTS(), the fix is simple: just make sure its value is used as the
return value of main().

But how could we introduce a change that breaks existing tests? Well, in this
case, the code was already broken in the first place, so we didn’t break it. :-)




My compiler complains that a constructor (or destructor) cannot return a value. What’s going on?

Due to a peculiarity of C++, in order to support the syntax for streaming
messages to an ASSERT_*, e.g.

  ASSERT_EQ(1, Foo()) << "blah blah" << foo;





we had to give up using ASSERT* and FAIL* (but not EXPECT* and
ADD_FAILURE*) in constructors and destructors. The workaround is to move the
content of your constructor/destructor to a private void member function, or
switch to EXPECT_*() if that works. This
section in the user’s guide explains it.




My SetUp() function is not called. Why?

C++ is case-sensitive. Did you spell it as Setup()?

Similarly, sometimes people spell SetUpTestCase() as SetupTestCase() and
wonder why it’s never called.




How do I jump to the line of a failure in Emacs directly?

googletest’s failure message format is understood by Emacs and many other IDEs,
like acme and XCode. If a googletest message is in a compilation buffer in
Emacs, then it’s clickable.




I have several test cases which share the same test fixture logic, do I have to define a new test fixture class for each of them? This seems pretty tedious.

You don’t have to. Instead of

class FooTest : public BaseTest {};

TEST_F(FooTest, Abc) { ... }
TEST_F(FooTest, Def) { ... }

class BarTest : public BaseTest {};

TEST_F(BarTest, Abc) { ... }
TEST_F(BarTest, Def) { ... }





you can simply typedef the test fixtures:

typedef BaseTest FooTest;

TEST_F(FooTest, Abc) { ... }
TEST_F(FooTest, Def) { ... }

typedef BaseTest BarTest;

TEST_F(BarTest, Abc) { ... }
TEST_F(BarTest, Def) { ... }








googletest output is buried in a whole bunch of LOG messages. What do I do?

The googletest output is meant to be a concise and human-friendly report. If
your test generates textual output itself, it will mix with the googletest
output, making it hard to read. However, there is an easy solution to this
problem.

Since LOG messages go to stderr, we decided to let googletest output go to
stdout. This way, you can easily separate the two using redirection. For
example:

$ ./my_test > gtest_output.txt








Why should I prefer test fixtures over global variables?

There are several good reasons:


	It’s likely your test needs to change the states of its global variables.
This makes it difficult to keep side effects from escaping one test and
contaminating others, making debugging difficult. By using fixtures, each
test has a fresh set of variables that’s different (but with the same
names). Thus, tests are kept independent of each other.


	Global variables pollute the global namespace.


	Test fixtures can be reused via subclassing, which cannot be done easily
with global variables. This is useful if many test cases have something in
common.




## What can the statement argument in ASSERT_DEATH() be?





ASSERT_DEATH(*statement*, *regex*) (or any death assertion macro) can be used
wherever *statement* is valid. So basically *statement* can be any C++
statement that makes sense in the current context. In particular, it can
reference global and/or local variables, and can be:


	a simple function call (often the case),


	a complex expression, or


	a compound statement.




Some examples are shown here:

// A death test can be a simple function call.
TEST(MyDeathTest, FunctionCall) {
  ASSERT_DEATH(Xyz(5), "Xyz failed");
}

// Or a complex expression that references variables and functions.
TEST(MyDeathTest, ComplexExpression) {
  const bool c = Condition();
  ASSERT_DEATH((c ? Func1(0) : object2.Method("test")),
               "(Func1|Method) failed");
}

// Death assertions can be used any where in a function.  In
// particular, they can be inside a loop.
TEST(MyDeathTest, InsideLoop) {
  // Verifies that Foo(0), Foo(1), ..., and Foo(4) all die.
  for (int i = 0; i < 5; i++) {
    EXPECT_DEATH_M(Foo(i), "Foo has \\d+ errors",
                   ::testing::Message() << "where i is " << i);
  }
}

// A death assertion can contain a compound statement.
TEST(MyDeathTest, CompoundStatement) {
  // Verifies that at lease one of Bar(0), Bar(1), ..., and
  // Bar(4) dies.
  ASSERT_DEATH({
    for (int i = 0; i < 5; i++) {
      Bar(i);
    }
  },
  "Bar has \\d+ errors");
}





gtest-death-test_test.cc contains more examples if you are interested.




I have a fixture class FooTest, but TEST_F(FooTest, Bar) gives me error "no matching function for call to `FooTest::FooTest()'". Why?

Googletest needs to be able to create objects of your test fixture class, so it
must have a default constructor. Normally the compiler will define one for you.
However, there are cases where you have to define your own:


	If you explicitly declare a non-default constructor for class FooTest
(DISALLOW_EVIL_CONSTRUCTORS() does this), then you need to define a
default constructor, even if it would be empty.


	If FooTest has a const non-static data member, then you have to define the
default constructor and initialize the const member in the initializer
list of the constructor. (Early versions of gcc doesn’t force you to
initialize the const member. It’s a bug that has been fixed in gcc 4.)







Why does ASSERT_DEATH complain about previous threads that were already joined?

With the Linux pthread library, there is no turning back once you cross the line
from single thread to multiple threads. The first time you create a thread, a
manager thread is created in addition, so you get 3, not 2, threads. Later when
the thread you create joins the main thread, the thread count decrements by 1,
but the manager thread will never be killed, so you still have 2 threads, which
means you cannot safely run a death test.

The new NPTL thread library doesn’t suffer from this problem, as it doesn’t
create a manager thread. However, if you don’t control which machine your test
runs on, you shouldn’t depend on this.




Why does googletest require the entire test case, instead of individual tests, to be named *DeathTest when it uses ASSERT_DEATH?

googletest does not interleave tests from different test cases. That is, it runs
all tests in one test case first, and then runs all tests in the next test case,
and so on. googletest does this because it needs to set up a test case before
the first test in it is run, and tear it down afterwords. Splitting up the test
case would require multiple set-up and tear-down processes, which is inefficient
and makes the semantics unclean.

If we were to determine the order of tests based on test name instead of test
case name, then we would have a problem with the following situation:

TEST_F(FooTest, AbcDeathTest) { ... }
TEST_F(FooTest, Uvw) { ... }

TEST_F(BarTest, DefDeathTest) { ... }
TEST_F(BarTest, Xyz) { ... }





Since FooTest.AbcDeathTest needs to run before BarTest.Xyz, and we don’t
interleave tests from different test cases, we need to run all tests in the
FooTest case before running any test in the BarTest case. This contradicts
with the requirement to run BarTest.DefDeathTest before FooTest.Uvw.




But I don’t like calling my entire test case *DeathTest when it contains both death tests and non-death tests. What do I do?

You don’t have to, but if you like, you may split up the test case into
FooTest and FooDeathTest, where the names make it clear that they are
related:

class FooTest : public ::testing::Test { ... };

TEST_F(FooTest, Abc) { ... }
TEST_F(FooTest, Def) { ... }

using FooDeathTest = FooTest;

TEST_F(FooDeathTest, Uvw) { ... EXPECT_DEATH(...) ... }
TEST_F(FooDeathTest, Xyz) { ... ASSERT_DEATH(...) ... }








googletest prints the LOG messages in a death test’s child process only when the test fails. How can I see the LOG messages when the death test succeeds?

Printing the LOG messages generated by the statement inside EXPECT_DEATH()
makes it harder to search for real problems in the parent’s log. Therefore,
googletest only prints them when the death test has failed.

If you really need to see such LOG messages, a workaround is to temporarily
break the death test (e.g. by changing the regex pattern it is expected to
match). Admittedly, this is a hack. We’ll consider a more permanent solution
after the fork-and-exec-style death tests are implemented.




The compiler complains about “no match for ‘operator<<’” when I use an assertion. What gives?

If you use a user-defined type FooType in an assertion, you must make sure
there is an std::ostream& operator<<(std::ostream&, const FooType&) function
defined such that we can print a value of FooType.

In addition, if FooType is declared in a name space, the << operator also
needs to be defined in the same name space. See go/totw/49 for details.




How do I suppress the memory leak messages on Windows?

Since the statically initialized googletest singleton requires allocations on
the heap, the Visual C++ memory leak detector will report memory leaks at the
end of the program run. The easiest way to avoid this is to use the
_CrtMemCheckpoint and _CrtMemDumpAllObjectsSince calls to not report any
statically initialized heap objects. See MSDN for more details and additional
heap check/debug routines.




How can my code detect if it is running in a test?

If you write code that sniffs whether it’s running in a test and does different
things accordingly, you are leaking test-only logic into production code and
there is no easy way to ensure that the test-only code paths aren’t run by
mistake in production. Such cleverness also leads to
Heisenbugs [https://en.wikipedia.org/wiki/Heisenbug]. Therefore we strongly
advise against the practice, and googletest doesn’t provide a way to do it.

In general, the recommended way to cause the code to behave differently under
test is Dependency Injection [https://en.wikipedia.org/wiki/Dependency_injection]. You can inject
different functionality from the test and from the production code. Since your
production code doesn’t link in the for-test logic at all (the
testonly [https://docs.bazel.build/versions/master/be/common-definitions.html#common.testonly]
attribute for BUILD targets helps to ensure that), there is no danger in
accidentally running it.

However, if you really, really, really have no choice, and if you follow
the rule of ending your test program names with _test, you can use the
horrible hack of sniffing your executable name (argv[0] in main()) to know
whether the code is under test.




How do I temporarily disable a test?

If you have a broken test that you cannot fix right away, you can add the
DISABLED_ prefix to its name. This will exclude it from execution. This is
better than commenting out the code or using #if 0, as disabled tests are still
compiled (and thus won’t rot).

To include disabled tests in test execution, just invoke the test program with
the –gtest_also_run_disabled_tests flag.




Is it OK if I have two separate TEST(Foo, Bar) test methods defined in different namespaces?

Yes.

The rule is all test methods in the same test case must use the same fixture
class. This means that the following is allowed because both tests use the
same fixture class (::testing::Test).

namespace foo {
TEST(CoolTest, DoSomething) {
  SUCCEED();
}
}  // namespace foo

namespace bar {
TEST(CoolTest, DoSomething) {
  SUCCEED();
}
}  // namespace bar





However, the following code is not allowed and will produce a runtime error
from googletest because the test methods are using different test fixture
classes with the same test case name.

namespace foo {
class CoolTest : public ::testing::Test {};  // Fixture foo::CoolTest
TEST_F(CoolTest, DoSomething) {
  SUCCEED();
}
}  // namespace foo

namespace bar {
class CoolTest : public ::testing::Test {};  // Fixture: bar::CoolTest
TEST_F(CoolTest, DoSomething) {
  SUCCEED();
}
}  // namespace bar
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Introduction: Why googletest?

googletest helps you write better C++ tests.

googletest is a testing framework developed by the Testing
Technology team with Google’s specific
requirements and constraints in mind. No matter whether you work on Linux,
Windows, or a Mac, if you write C++ code, googletest can help you. And it
supports any kind of tests, not just unit tests.

So what makes a good test, and how does googletest fit in? We believe:


	Tests should be independent and repeatable. It’s a pain to debug a test
that succeeds or fails as a result of other tests. googletest isolates the
tests by running each of them on a different object. When a test fails,
googletest allows you to run it in isolation for quick debugging.


	Tests should be well organized and reflect the structure of the tested
code. googletest groups related tests into test cases that can share data
and subroutines. This common pattern is easy to recognize and makes tests
easy to maintain. Such consistency is especially helpful when people switch
projects and start to work on a new code base.


	Tests should be portable and reusable. Google has a lot of code that is
platform-neutral, its tests should also be platform-neutral. googletest
works on different OSes, with different compilers (gcc, icc, and MSVC), with
or without exceptions, so googletest tests can easily work with a variety of
configurations.


	When tests fail, they should provide as much information about the problem
as possible. googletest doesn’t stop at the first test failure. Instead, it
only stops the current test and continues with the next. You can also set up
tests that report non-fatal failures after which the current test continues.
Thus, you can detect and fix multiple bugs in a single run-edit-compile
cycle.


	The testing framework should liberate test writers from housekeeping chores
and let them focus on the test content. googletest automatically keeps
track of all tests defined, and doesn’t require the user to enumerate them
in order to run them.


	Tests should be fast. With googletest, you can reuse shared resources
across tests and pay for the set-up/tear-down only once, without making
tests depend on each other.




Since googletest is based on the popular xUnit architecture, you’ll feel right
at home if you’ve used JUnit or PyUnit before. If not, it will take you about 10
minutes to learn the basics and get started. So let’s go!




Beware of the nomenclature

Note: There might be some confusion of idea due to different
definitions of the terms Test, Test Case and Test Suite, so beware
of misunderstanding these.

Historically, googletest started to use the term Test Case for grouping
related tests, whereas current publications including the International Software
Testing Qualifications Board (ISTQB [http://www.istqb.org/]) and various
textbooks on Software Quality use the term Test
Suite [http://glossary.istqb.org/search/test%20suite] for this.

The related term Test, as it is used in the googletest, is corresponding to
the term Test Case [http://glossary.istqb.org/search/test%20case] of ISTQB
and others.

The term Test is commonly of broad enough sense, including ISTQB’s
definition of Test Case, so it’s not much of a problem here. But the
term Test Case as used in Google Test is of contradictory sense and thus confusing.

Unfortunately replacing the term Test Case by Test Suite throughout the
googletest is not easy without breaking dependent projects, as TestCase is
part of the public API at various places.

So for the time being, please be aware of the different definitions of
the terms:

Meaning                                                                              | googletest Term                                                                                            | ISTQB [http://www.istqb.org/] Term
:———————————————————————————– | :——————————————————————————————————— | :———————————-
Exercise a particular program path with specific input values and verify the results | TEST()                                                                                    | Test Case [http://glossary.istqb.org/search/test%20case]
A set of several tests related to one component                                      | TestCase | TestSuite [http://glossary.istqb.org/search/test%20suite]




Basic Concepts

When using googletest, you start by writing assertions, which are statements
that check whether a condition is true. An assertion’s result can be success,
nonfatal failure, or fatal failure. If a fatal failure occurs, it aborts the
current function; otherwise the program continues normally.

Tests use assertions to verify the tested code’s behavior. If a test crashes
or has a failed assertion, then it fails; otherwise it succeeds.

A test case contains one or many tests. You should group your tests into test
cases that reflect the structure of the tested code. When multiple tests in a
test case need to share common objects and subroutines, you can put them into a
test fixture class.

A test program can contain multiple test cases.

We’ll now explain how to write a test program, starting at the individual
assertion level and building up to tests and test cases.




Assertions

googletest assertions are macros that resemble function calls. You test a class
or function by making assertions about its behavior. When an assertion fails,
googletest prints the assertion’s source file and line number location, along
with a failure message. You may also supply a custom failure message which will
be appended to googletest’s message.

The assertions come in pairs that test the same thing but have different effects
on the current function. ASSERT_* versions generate fatal failures when they
fail, and abort the current function. EXPECT_* versions generate nonfatal
failures, which don’t abort the current function. Usually EXPECT_* are
preferred, as they allow more than one failure to be reported in a test.
However, you should use ASSERT_* if it doesn’t make sense to continue when the
assertion in question fails.

Since a failed ASSERT_* returns from the current function immediately,
possibly skipping clean-up code that comes after it, it may cause a space leak.
Depending on the nature of the leak, it may or may not be worth fixing - so keep
this in mind if you get a heap checker error in addition to assertion errors.

To provide a custom failure message, simply stream it into the macro using the
<< operator, or a sequence of such operators. An example:

ASSERT_EQ(x.size(), y.size()) << "Vectors x and y are of unequal length";

for (int i = 0; i < x.size(); ++i) {
  EXPECT_EQ(x[i], y[i]) << "Vectors x and y differ at index " << i;
}





Anything that can be streamed to an ostream can be streamed to an assertion
macro–in particular, C strings and string objects. If a wide string
(wchar_t*, TCHAR* in UNICODE mode on Windows, or std::wstring) is
streamed to an assertion, it will be translated to UTF-8 when printed.


Basic Assertions

These assertions do basic true/false condition testing.

Fatal assertion            | Nonfatal assertion         | Verifies
————————– | ————————– | ——————–
ASSERT_TRUE(condition);  | EXPECT_TRUE(condition);  | condition is true
ASSERT_FALSE(condition); | EXPECT_FALSE(condition); | condition is false

Remember, when they fail, ASSERT_* yields a fatal failure and returns from the
current function, while EXPECT_* yields a nonfatal failure, allowing the
function to continue running. In either case, an assertion failure means its
containing test fails.

Availability: Linux, Windows, Mac.




Binary Comparison

This section describes assertions that compare two values.

Fatal assertion          | Nonfatal assertion       | Verifies
———————— | ———————— | ————–
ASSERT_EQ(val1, val2); | EXPECT_EQ(val1, val2); | val1 == val2
ASSERT_NE(val1, val2); | EXPECT_NE(val1, val2); | val1 != val2
ASSERT_LT(val1, val2); | EXPECT_LT(val1, val2); | val1 < val2
ASSERT_LE(val1, val2); | EXPECT_LE(val1, val2); | val1 <= val2
ASSERT_GT(val1, val2); | EXPECT_GT(val1, val2); | val1 > val2
ASSERT_GE(val1, val2); | EXPECT_GE(val1, val2); | val1 >= val2

Value arguments must be comparable by the assertion’s comparison operator or
you’ll get a compiler error. We used to require the arguments to support the
<< operator for streaming to an ostream, but it’s no longer necessary. If
<< is supported, it will be called to print the arguments when the assertion
fails; otherwise googletest will attempt to print them in the best way it can.
For more details and how to customize the printing of the arguments, see
gMock recipe.).

These assertions can work with a user-defined type, but only if you define the
corresponding comparison operator (e.g. ==, <, etc). Since this is
discouraged by the Google C++ Style
Guide [https://google.github.io/styleguide/cppguide.html#Operator_Overloading],
you may need to use ASSERT_TRUE() or EXPECT_TRUE() to assert the equality of
two objects of a user-defined type.

However, when possible, ASSERT_EQ(actual, expected) is preferred to
ASSERT_TRUE(actual == expected), since it tells you actual and expected’s
values on failure.

Arguments are always evaluated exactly once. Therefore, it’s OK for the
arguments to have side effects. However, as with any ordinary C/C++ function,
the arguments’ evaluation order is undefined (i.e. the compiler is free to
choose any order) and your code should not depend on any particular argument
evaluation order.

ASSERT_EQ() does pointer equality on pointers. If used on two C strings, it
tests if they are in the same memory location, not if they have the same value.
Therefore, if you want to compare C strings (e.g. const char*) by value, use
ASSERT_STREQ(), which will be described later on. In particular, to assert
that a C string is NULL, use ASSERT_STREQ(c_string, NULL). Consider use
ASSERT_EQ(c_string, nullptr) if c++11 is supported. To compare two string
objects, you should use ASSERT_EQ.

When doing pointer comparisons use *_EQ(ptr, nullptr) and *_NE(ptr, nullptr)
instead of *_EQ(ptr, NULL) and *_NE(ptr, NULL). This is because nullptr is
typed while NULL is not. See FAQ
for more details.

If you’re working with floating point numbers, you may want to use the floating
point variations of some of these macros in order to avoid problems caused by
rounding. See Advanced googletest Topics for details.

Macros in this section work with both narrow and wide string objects (string
and wstring).

Availability: Linux, Windows, Mac.

Historical note: Before February 2016 *_EQ had a convention of calling it
as ASSERT_EQ(expected, actual), so lots of existing code uses this order. Now
*_EQ treats both parameters in the same way.




String Comparison

The assertions in this group compare two C strings. If you want to compare
two string objects, use EXPECT_EQ, EXPECT_NE, and etc instead.

| Fatal assertion                 | Nonfatal assertion              | Verifies                                                 |
| ——————————- | ——————————- | ——————————————————– |
| ASSERT_STREQ(str1, str2);     | EXPECT_STREQ(str1, str2);     | the two C strings have the same content                  |
| ASSERT_STRNE(str1, str2);     | EXPECT_STRNE(str1, str2);     | the two C strings have different contents                |
| ASSERT_STRCASEEQ(str1, str2); | EXPECT_STRCASEEQ(str1, str2); | the two C strings have the same content, ignoring case   |
| ASSERT_STRCASENE(str1, str2); | EXPECT_STRCASENE(str1, str2); | the two C strings have different contents, ignoring case |

Note that “CASE” in an assertion name means that case is ignored. A NULL
pointer and an empty string are considered different.

*STREQ* and *STRNE* also accept wide C strings (wchar_t*). If a comparison
of two wide strings fails, their values will be printed as UTF-8 narrow strings.

Availability: Linux, Windows, Mac.

See also: For more string comparison tricks (substring, prefix, suffix, and
regular expression matching, for example), see
this [https://github.com/google/googletest/blob/master/googletest/docs/advanced.md]
in the Advanced googletest Guide.






Simple Tests

To create a test:


	Use the TEST() macro to define and name a test function, These are
ordinary C++ functions that don’t return a value.


	In this function, along with any valid C++ statements you want to include,
use the various googletest assertions to check values.


	The test’s result is determined by the assertions; if any assertion in the
test fails (either fatally or non-fatally), or if the test crashes, the
entire test fails. Otherwise, it succeeds.




TEST(TestCaseName, TestName) {
  ... test body ...
}





TEST() arguments go from general to specific. The first argument is the name
of the test case, and the second argument is the test’s name within the test
case. Both names must be valid C++ identifiers, and they should not contain
underscore (_). A test’s full name consists of its containing test case and
its individual name. Tests from different test cases can have the same
individual name.

For example, let’s take a simple integer function:

int Factorial(int n);  // Returns the factorial of n





A test case for this function might look like:

// Tests factorial of 0.
TEST(FactorialTest, HandlesZeroInput) {
  EXPECT_EQ(Factorial(0), 1);
}

// Tests factorial of positive numbers.
TEST(FactorialTest, HandlesPositiveInput) {
  EXPECT_EQ(Factorial(1), 1);
  EXPECT_EQ(Factorial(2), 2);
  EXPECT_EQ(Factorial(3), 6);
  EXPECT_EQ(Factorial(8), 40320);
}





googletest groups the test results by test cases, so logically-related tests
should be in the same test case; in other words, the first argument to their
TEST() should be the same. In the above example, we have two tests,
HandlesZeroInput and HandlesPositiveInput, that belong to the same test case
FactorialTest.

When naming your test cases and tests, you should follow the same convention as
for naming functions and
classes [https://google.github.io/styleguide/cppguide.html#Function_Names].

Availability: Linux, Windows, Mac.




Test Fixtures: Using the Same Data Configuration for Multiple Tests

If you find yourself writing two or more tests that operate on similar data, you
can use a test fixture. It allows you to reuse the same configuration of
objects for several different tests.

To create a fixture:


	Derive a class from ::testing::Test . Start its body with protected: as
we’ll want to access fixture members from sub-classes.


	Inside the class, declare any objects you plan to use.


	If necessary, write a default constructor or SetUp() function to prepare
the objects for each test. A common mistake is to spell SetUp() as
Setup() with a small u - Use override in C++11 to make sure you
spelled it correctly


	If necessary, write a destructor or TearDown() function to release any
resources you allocated in SetUp() . To learn when you should use the
constructor/destructor and when you should use SetUp()/TearDown(), read
this FAQ entry.


	If needed, define subroutines for your tests to share.




When using a fixture, use TEST_F() instead of TEST() as it allows you to
access objects and subroutines in the test fixture:

TEST_F(TestCaseName, TestName) {
  ... test body ...
}





Like TEST(), the first argument is the test case name, but for TEST_F() this
must be the name of the test fixture class. You’ve probably guessed: _F is for
fixture.

Unfortunately, the C++ macro system does not allow us to create a single macro
that can handle both types of tests. Using the wrong macro causes a compiler
error.

Also, you must first define a test fixture class before using it in a
TEST_F(), or you’ll get the compiler error “virtual outside class declaration”.

For each test defined with TEST_F() , googletest will create a fresh test
fixture at runtime, immediately initialize it via SetUp() , run the test,
clean up by calling TearDown() , and then delete the test fixture. Note that
different tests in the same test case have different test fixture objects, and
googletest always deletes a test fixture before it creates the next one.
googletest does not reuse the same test fixture for multiple tests. Any
changes one test makes to the fixture do not affect other tests.

As an example, let’s write tests for a FIFO queue class named Queue, which has
the following interface:

template <typename E>  // E is the element type.
class Queue {
 public:
  Queue();
  void Enqueue(const E& element);
  E* Dequeue();  // Returns NULL if the queue is empty.
  size_t size() const;
  ...
};





First, define a fixture class. By convention, you should give it the name
FooTest where Foo is the class being tested.

class QueueTest : public ::testing::Test {
 protected:
  void SetUp() override {
     q1_.Enqueue(1);
     q2_.Enqueue(2);
     q2_.Enqueue(3);
  }

  // void TearDown() override {}

  Queue<int> q0_;
  Queue<int> q1_;
  Queue<int> q2_;
};





In this case, TearDown() is not needed since we don’t have to clean up after
each test, other than what’s already done by the destructor.

Now we’ll write tests using TEST_F() and this fixture.

TEST_F(QueueTest, IsEmptyInitially) {
  EXPECT_EQ(q0_.size(), 0);
}

TEST_F(QueueTest, DequeueWorks) {
  int* n = q0_.Dequeue();
  EXPECT_EQ(n, nullptr);

  n = q1_.Dequeue();
  ASSERT_NE(n, nullptr);
  EXPECT_EQ(*n, 1);
  EXPECT_EQ(q1_.size(), 0);
  delete n;

  n = q2_.Dequeue();
  ASSERT_NE(n, nullptr);
  EXPECT_EQ(*n, 2);
  EXPECT_EQ(q2_.size(), 1);
  delete n;
}





The above uses both ASSERT_* and EXPECT_* assertions. The rule of thumb is
to use EXPECT_* when you want the test to continue to reveal more errors after
the assertion failure, and use ASSERT_* when continuing after failure doesn’t
make sense. For example, the second assertion in the Dequeue test is
=ASSERT_NE(nullptr, n)=, as we need to dereference the pointer n later, which
would lead to a segfault when n is NULL.

When these tests run, the following happens:


	googletest constructs a QueueTest object (let’s call it t1 ).


	t1.SetUp() initializes t1 .


	The first test ( IsEmptyInitially ) runs on t1 .


	t1.TearDown() cleans up after the test finishes.


	t1 is destructed.


	The above steps are repeated on another QueueTest object, this time
running the DequeueWorks test.




Availability: Linux, Windows, Mac.




Invoking the Tests

TEST() and TEST_F() implicitly register their tests with googletest. So,
unlike with many other C++ testing frameworks, you don’t have to re-list all
your defined tests in order to run them.

After defining your tests, you can run them with RUN_ALL_TESTS() , which
returns 0 if all the tests are successful, or 1 otherwise. Note that
RUN_ALL_TESTS() runs all tests in your link unit – they can be from
different test cases, or even different source files.

When invoked, the RUN_ALL_TESTS() macro:


	Saves the state of all googletest flags





	Creates a test fixture object for the first test.


	Initializes it via SetUp().


	Runs the test on the fixture object.


	Cleans up the fixture via TearDown().


	Deletes the fixture.


	Restores the state of all googletest flags


	Repeats the above steps for the next test, until all tests have run.




If a fatal failure happens the subsequent steps will be skipped.


IMPORTANT: You must not ignore the return value of RUN_ALL_TESTS(), or
you will get a compiler error. The rationale for this design is that the
automated testing service determines whether a test has passed based on its
exit code, not on its stdout/stderr output; thus your main() function must
return the value of RUN_ALL_TESTS().

Also, you should call RUN_ALL_TESTS() only once. Calling it more than
once conflicts with some advanced googletest features (e.g. thread-safe death
tests) and thus is not supported.




Availability: Linux, Windows, Mac.




Writing the main() Function

In google3, the simplest approach is to use the default main() function
provided by linking in "//testing/base/public:gtest_main". If that doesn’t
cover what you need, you should write your own main() function, which should
return the value of RUN_ALL_TESTS(). Link to "//testing/base/public:gunit".
You can start from this boilerplate:

#include "this/package/foo.h"
#include "gtest/gtest.h"

namespace {

// The fixture for testing class Foo.
class FooTest : public ::testing::Test {
 protected:
  // You can remove any or all of the following functions if its body
  // is empty.

  FooTest() {
     // You can do set-up work for each test here.
  }

  ~FooTest() override {
     // You can do clean-up work that doesn't throw exceptions here.
  }

  // If the constructor and destructor are not enough for setting up
  // and cleaning up each test, you can define the following methods:

  void SetUp() override {
     // Code here will be called immediately after the constructor (right
     // before each test).
  }

  void TearDown() override {
     // Code here will be called immediately after each test (right
     // before the destructor).
  }

  // Objects declared here can be used by all tests in the test case for Foo.
};

// Tests that the Foo::Bar() method does Abc.
TEST_F(FooTest, MethodBarDoesAbc) {
  const std::string input_filepath = "this/package/testdata/myinputfile.dat";
  const std::string output_filepath = "this/package/testdata/myoutputfile.dat";
  Foo f;
  EXPECT_EQ(f.Bar(input_filepath, output_filepath), 0);
}

// Tests that Foo does Xyz.
TEST_F(FooTest, DoesXyz) {
  // Exercises the Xyz feature of Foo.
}

}  // namespace

int main(int argc, char **argv) {
  ::testing::InitGoogleTest(&argc, argv);
  return RUN_ALL_TESTS();
}





The ::testing::InitGoogleTest() function parses the command line for
googletest flags, and removes all recognized flags. This allows the user to
control a test program’s behavior via various flags, which we’ll cover in
AdvancedGuide. You must call this function before calling
RUN_ALL_TESTS(), or the flags won’t be properly initialized.

On Windows, InitGoogleTest() also works with wide strings, so it can be used
in programs compiled in UNICODE mode as well.

But maybe you think that writing all those main() functions is too much work? We
agree with you completely and that’s why Google Test provides a basic
implementation of main(). If it fits your needs, then just link your test with
gtest_main library and you are good to go.

NOTE: ParseGUnitFlags() is deprecated in favor of InitGoogleTest().




Known Limitations


	Google Test is designed to be thread-safe. The implementation is thread-safe
on systems where the pthreads library is available. It is currently
unsafe to use Google Test assertions from two threads concurrently on
other systems (e.g. Windows). In most tests this is not an issue as usually
the assertions are done in the main thread. If you want to help, you can
volunteer to implement the necessary synchronization primitives in
gtest-port.h for your platform.










          

      

      

    

  

  
    
    Googletest Samples {#samples}
    

    
 
  

    
      
          
            
  
Googletest Samples {#samples}

If you’re like us, you’d like to look at googletest
samples. [https://github.com/google/googletest/tree/master/googletest/samples]
The sample directory has a number of well-commented samples showing how to use a
variety of googletest features.


	Sample #1 shows the basic steps of using googletest to test C++ functions.


	Sample #2 shows a more complex unit test for a class with multiple member
functions.


	Sample #3 uses a test fixture.


	Sample #4 teaches you how to use googletest and googletest.h together to
get the best of both libraries.


	Sample #5 puts shared testing logic in a base test fixture, and reuses it in
derived fixtures.


	Sample #6 demonstrates type-parameterized tests.


	Sample #7 teaches the basics of value-parameterized tests.


	Sample #8 shows using Combine() in value-parameterized tests.


	Sample #9 shows use of the listener API to modify Google Test’s console
output and the use of its reflection API to inspect test results.


	Sample #10 shows use of the listener API to implement a primitive memory
leak checker.








          

      

      

    

  

  
    
    Customization Points
    

    
 
  

    
      
          
            
  
Customization Points

The custom directory is an injection point for custom user configurations.


Header gtest.h


The following macros can be defined:


	GTEST_OS_STACK_TRACE_GETTER_ - The name of an implementation of
OsStackTraceGetterInterface.


	GTEST_CUSTOM_TEMPDIR_FUNCTION_ - An override for testing::TempDir(). See
testing::TempDir for semantics and signature.









Header gtest-port.h

The following macros can be defined:


Flag related macros:


	GTEST_FLAG(flag_name)


	GTEST_USE_OWN_FLAGFILE_FLAG_ - Define to 0 when the system provides its
own flagfile flag parsing.


	GTEST_DECLARE_bool_(name)


	GTEST_DECLARE_int32_(name)


	GTEST_DECLARE_string_(name)


	GTEST_DEFINE_bool_(name, default_val, doc)


	GTEST_DEFINE_int32_(name, default_val, doc)


	GTEST_DEFINE_string_(name, default_val, doc)







Logging:


	GTEST_LOG_(severity)


	GTEST_CHECK_(condition)


	Functions LogToStderr() and FlushInfoLog() have to be provided too.







Threading:


	GTEST_HAS_NOTIFICATION_ - Enabled if Notification is already provided.


	GTEST_HAS_MUTEX_AND_THREAD_LOCAL_ - Enabled if Mutex and ThreadLocal
are already provided. Must also provide GTEST_DECLARE_STATIC_MUTEX_(mutex)
and GTEST_DEFINE_STATIC_MUTEX_(mutex)


	GTEST_EXCLUSIVE_LOCK_REQUIRED_(locks)


	GTEST_LOCK_EXCLUDED_(locks)







Underlying library support features


	GTEST_HAS_CXXABI_H_







Exporting API symbols:


	GTEST_API_ - Specifier for exported symbols.









Header gtest-printers.h


	See documentation at gtest/gtest-printers.h for details on how to define a
custom printer.
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