

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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Changes


0.6.5


	Remove TensorFlow requirement


	Convenience option to view and open run output


	Save platform information for runs


	Check latest version of Guild AI in check command


	Remove dependency on TensorFlow


	Sensible default run labels (specifies non-default flag vals)


	Simplify output scalar patterns with \key and \value regex aliases


	Batches are no longer included in the TensorBoard view by default




Fixes:


	Performance of compare with resource directories containing large
numbers of files


	Bug in reading flags from Python scripts







0.6.4


	TensorFlow 2 support (beta)


	Refactor publish implementation


	Publish series of user-facing run files (e.g. run.yml, flags.yml,
scalars.csv, etc.)


	Don’t publish files by default (can explicitly publish using
--files option)


	Complete include and exclude support for selecting files to
publish


	Include run output in default report






	select-min and select-max patterns for reducing source file
selection to a min and max version respectively


	User script exceptions are shown with Guild stack layers removed to
reduce noise (this behavior can be disabled for additional
debugging)


	Support for port and connect-timeout SSH remote attributes




Fixes:


	Import error when using guild.ipy (missing click module)


	Cleanup use of labels for batch trials







0.6.3


	Early release support for publishing runs


	Early release Notebook support (guild.ipy module)


	Renamed source to snapshot-source to disambiguate from resource
source config


	Simplified snapshot source config


	Safe guards for default source snapshots (can be overridden by
adding snapshot-source config)


	Skip files larger than 1M


	Don’t copy more than 100 files











0.6.2


	Improved scheme for capturing script output as scalars


	Two-group captures used for key/value logging


	Named group captures






	Show all flags and scalars by default in compare


	Show scalar values in runs info (requireds –scalars option)
(previously only scalar names were shown)




Fixes:


	Distribution dependency on scikit-optimize







0.6.1


	Windows support for Python 3.5, 3.6, 3.7




Fixes:


	Fix import of boolean flags on Python 3 (report by @OliverRichter)


	Skip all dot directories during source snapshots


	Skip archive diretories during source snapshots







0.6.0

This is the baseline release of Guild AI.

Major features:


	Run, track, and compare experiments


	Hyperparameter optimization using grid search, random search, and
Bayesian optimzation


	Automate model operations and workflows using Guild files


	TensorBoard integration


	Remote training, backups, and restore










          

      

      

    

  

    
      
          
            
  
Guild AI

[image: _images/release.svg]CircleCI [https://circleci.com/gh/guildai/guildai/tree/release]
[image: _images/guildai.svg]Appveyor [https://ci.appveyor.com/project/GarrettSmith/guildai]
[image: _images/guildai1.svg]PyPI version [https://badge.fury.io/py/guildai]

This is the source repository for Guild AI.

Guild AI is an open source toolkit that automates and
optimizes machine learning experiments.


	Run unmodified training scripts, capturing each run result as a
unique experiment


	Automate trials using grid search, random search, and Bayesian
optimization


	Compare and analyze runs to understand and improve models


	Backup training related operations such as data preparation and
test


	Archive runs to S3 or other remote systems


	Run operations remotely on cloud accelerators


	Package and distribute models for easy reproducibility




For more on features, see Guild AI -
Features [https://guild.ai/features/].

Important links:


	Latest release on PyPI [https://pypi.python.org/pypi/guildai]


	Guild AI website [https://www.guild.ai]


	Guild AI Slack [https://guildai.slack.com/join/shared_invite/enQtNDgxNDg5ODk2MjI2LWQ5ODI3ZGE2YzljYWViNTA0NjFmNDg4NTI3ZjY2Mjk2YTkzZjAxZWM3M2EyNTcyZWU0YzgzM2IwMTI0ZjFhNTU] (for questions/support)


	Documentation [https://www.guild.ai/docs/]


	Open issues [https://github.com/guildai/guildai/issues]





Requirements


	Linux, macOS, Windows (Windows requires Docker)


	Python 2.7 or 3 with pip and virtualenv or Conda


	TensorFlow







Install Guild AI

To install Guild AI with pip, run:

pip install guildai





If you already have Guild AI installed, you can upgrade it to the
latest release using:

pip install guildai --upgrade





To install pre-release versions (e.g. you want the latest features or
fixes), include the --pre command line option:

pip install guildai --upgrade --pre





NOTE: You may need to run pip as a privileged user (e.g. run using
sudo) or else specify the --user command line option if you file
permission errors when running pip install.

Ensure that you have TensorFlow
installed [https://www.tensorflow.org/install/].

NOTE: As of Guild 0.6, all major computational and ML frameworks are
supported including PyTorch, Keras, MLKit, scikit-learn, and
XGBoost. TensorFlow is required for TensorBoard integration. Your
models do not have to use TensorFlow to work with Guild AI. The
TensorFlow requirement will be removed in future releases of Guild.

For detailed install instructions, see Install Guild
AI [https://www.guild.ai/install].




Quick Start

In this Quick Start guide, we create a mock training script and run it
to illustrate the following features:


	Run, capture and compare experiments


	Use grid search and random search to explore hyperparameter space


	Use Bayesian optimization to achieve the best performance




Links to more advanced topics are provided at the end of this section.


Mock training script

In a new project directory, create a file named train.py:

import numpy as np

x = 0.1
noise = 0.1

loss = (np.sin(5 * x) * (1 - np.tanh(x ** 2)) + np.random.randn() * noise)

print("x: %f" % x)
print("noise: %f" % noise)
print("loss: %f" % loss)





NOTE: This is a mock (fake) training script — it doesn’t train
anything! However, it illustrates the basics of training, where an
operation is used to minimize loss given a set of inputs. In this
example, we calculate loss using a noisy function and a single input
x, which represents our hyperparameter.




Run an experiment

Open a command console and change to the project directory.

Use Guild to run the mock training script:

guild run train.py





Guild prompts you with the default values as defined in
train.py. Press Enter to run the script.

NOTE: Guild automatically detects the flags defined in train.py and
uses the default values. Later we run train.py with different values
for x and even use Guild to find values that minimize the function
loss.

When Guild runs a script, it captures the run as a unique
experiment. You can list runs by running:

guild runs





View information for this run using:

guild runs info





By default, Guild shows information for the latest run.

NOTE: For information on any Guild command, use: guild COMMAND --help. For a list of commands, use guild --help. Online help is
available at
https://guild.ai/docs/commands/.

Experiments are saved on disk within file system directories. List
files associated with the latest run using:

guild ls





In the case of our mock training script, the files list is empty
because the script doesn’t generate any files. However, you can see
the path where the run is located.

Guild stores information associated with each run in files located in
the .guild subdirectory of each run. You can list all of the files
associated with the latest run, including Guild files, by specifying
the --all command line option:

guild ls --all





If you want to export an experiment, use the export command:

guild export /tmp/my-experiments





This is useful for creating archives of runs that can be imported by
you and others using the import command. For a more advanced example
of backing runs up to the cloud, see Get Started - Backup and
Restore [https://guild.ai/docs/start/backup-restore/].

You can list runs located in an archive directory by specifying the
--archive command line option:

guild runs --archive /tmp/my-experiments








Run a second experiment

In the command console, run:

guild run train.py x=0.2





Press Enter to confirm the operation.

Guild runs train.py a second time using a new value for x.

Compare the two runs using compare:

guild compare





Guild Compare is spreadsheet-like application that lets you view
experiment results. Use the cursor keys to navigate to various
columns. Sort a column in ascending order by press 1 and in
descending order by pressing 2. Press ? to view a list of key
bindings for Guild Compare.

When you’re done comparing the runs, press q to return to the
command prompt.




Run multiple trials using grid and random search

Guild supports running multiple trials using various methods.

First, use Guild to run three trials over a discrete search space for
x (i.e. a grid search, or parameter sweep) run:

guild run train.py x=[-2.0,0.0,2.0]





Press Enter to confirm. Guild generates three trials, one for each
specified value of x.

Next, run three trials using random search over a uniform
distribution of x:

guild run train.py x=uniform[-1.0:1.0] --max-trials 3





Press Enter to run the trials. Guild generates another three trials,
according to the command line option --max-trials.

Compare the runs again:

guild compare --table





This time we use the --table command line option for compare. This
tells Guild to print the results as a table rather than run
interactively.

Sort the results by loss in ascending order by running:

guild compare --table --min loss





Limit the results to the top three results (i.e. the three results
with the lowest loss) by using the --top option:

guild compare --table --min loss --top 3








Optimize loss using Bayesian methods

As you can see from the previous sections, Guild specializes in
running, capturing, and comparing experiments. In this section, we
demonstrate how this facility can be further used to optimize
hyperparameters.

Let’s try to find values for x that minimize loss. Because our
mock training script is noisy (to simulate machine learning processes
that are inherently noisy) we cannot find a single value for x where
loss is always lowest. Nonetheless, we can find a range of values
that tend to produce better results.

In the command console, run:

guild run train.py x=uniform[-2.0:2.0] --optimizer bayesian --max-trials 20





Press Enter to continue. Guild runs 20 trials, trying values for x
with the goal of minimizing loss. By default, Guild uses a Bayesian
method with Gaussian processes to explore values for x that have a
higher likelihood of producing lower values of loss. You can specify
other optimizers including forest (decision trees) and ggbrt
(gradient boosted trees).

NOTE: Guild’s built-in Bayesian optimization support is implemented
using the excellent skopt
library [https://scikit-optimize.github.io/]. In future releases,
Guild will support additional optimization libraries, including
optimizers you define yourself.

For more information on using Bayesian optimizers in Guild, see Get
Started - Bayesian Optimization
 [https://guild.ai/docs/start/optimization/#bayesian-optimization].

Compare all of the runs:

guild compare





In this case we run compare in interactive mode. To quickly find
runs with the lowest loss, use the cursor keys to navigate to the
loss column and press 1 to sort in ascending order.

Values for x that are close to -0.3 should be listed toward the
top.

The function defined in train.py (again, a mock function used for
illustration purposes — it doesn’t actually train anything) can be
used to plot the relationship between x and loss:

[image: _images/bayesian-optimization.png]

We indeed see that loss is lowest where x is around -0.3.

Press q to exit Guild Compare.




Clean up

If you want to delete a run, use:

guild runs rm RUN_ID_OR_INDEX





You can get the RUN_ID using guild runs. You can also specify a
run INDEX, which is included in the runs list.

To delete all runs, use:

guild runs rm





You can restore deleted runs using the restore command.

For a more complete coverage of managing runs with Guild, see Get
Started - Manage Runs [https://guild.ai/docs/start/manage-runs/].






Learn more

Refer to the Guild AI website [https://guild.ai] for more information
on Guild.

For more step-by-step tutorials, see the other Get Started guides:


	Manage Runs [https://guild.ai/docs/start/manage-runs/]


	Train an Image Classifier [https://guild.ai/docs/start/image-classifier/]


	Reproducibility [https://guild.ai/docs/start/reproducibility/]


	Backup and Restore [https://guild.ai/docs/start/backup-restore/]


	Remote Training [https://guild.ai/docs/start/remote-train/]




For a complete list of commands supported by Guild, see:


	Command Reference [https://guild.ai/docs/commands/]







Get help

If you have questions or are facing problems, please contact us on
Guild AI
Slack [https://join.slack.com/t/guildai/shared_invite/enQtNDgxNDg5ODk2MjI2LWQ5ODI3ZGE2YzljYWViNTA0NjFmNDg4NTI3ZjY2Mjk2YTkzZjAxZWM3M2EyNTcyZWU0YzgzM2IwMTI0ZjFhNTU]
or
open an issue on GitHub [https://github.com/guildai/guildai/issues].







          

      

      

    

  

    
      
          
            
  
Guild AI Sytle Guide

Follow PEP 8 [https://www.python.org/dev/peps/pep-0008/] unless
otherwise noted.


Classes

The Guild codebase attempts to minimize class use in Python. In many
cases, this is not practical and there are many uses of classes
throughout. Nonetheless, if something can be accomplished using
builtin Python types and functions

Extendable interfaces should be implemented using classes. Even when
duck-typing, a class should define the expected interface.

Avoid inheritance whenever possible.

Do not use multiple inheritance.


Class implementation (experimental)

The codebase uses two distinct patterns for class implementation:

- Instance and static methods
- External functions





Example of instance and static method use:

class Foo(object):

    def __init__(self, args):
        self.a = self._init_a(args)

    def _init_a(self, args):
        return self._a_from_args(args)

    @staticmethod
    def _a_from_args(args):
        return args.a





Pros:


	All Foo related code is associated with the Foo class


	Easy to locate functions


	Easy to remote functions related to Foo








Cons:


	Required use of self to call functions - this exposes object state
when it’s not otherwise needed


	Temptation to use order-dependent calls with side-effects to object
state (this is an unfortunately used pattern in codebase)


	Required use of awkward staticmethod decorators




Example of external functions:

class Foo(object):

    def __init__(self, args):
        self.a = _foo_init_a(args)

def _foo_init_a(args):
    return _a_from_args(args)

def _a_from_args(args):
    return args.a





Alternatively:

class Foo(object):

    def __init__(self, args):
        _Foo_init(self, args)

def _Foo_init(foo, args):
    foo.a = _a_from_args(args)

def _a_from_args(args):
    return args.a





Pros:


	Natural use of functions


	Classes remain purely state and user-interface concerns




Cons:


	Requires some discipline to use this pattern and follow conventions
(see below)


	Not strictly un-Pythonic but this is not a typical Python
programming convention




Conventions - Pattern 1


	Class methods are strictly used to:


	Update state


	Pass through a non-mutating call to a normal function






	Use _class_function_name convention for normal functions that are
tighly coupled to a class




Conventions - Pattern 2


	Class methods are strictly used:


	Pass through to a normal function






	Use _Class_function_name naming convention for class-related
functions


	Position the object argument to class functions as the first
argument




General conventions


	Avoid functions that both modify an object and return a value -
i.e. functions should be either read or write and not both







Class implementation alt - no methods

Another approach is to use classes strictly for state. All functions
applicable to an object must be defined in normal functions.

The example above becomes:

class Foo(object):

    def __init__(self, a):
        self.a = a

def init_foo(args):
    return Foo(_foo_init_a(args))

def _foo_init_a(args):
    return args.a





Pros:


	Trivial pattern to implement




Cons:


	Does not support extendible frameworks in a Pythonic way




Regarding frameworks, if this pattern is used, we’re talking this
convention:

FRAMEWORK_NAMESPACE.function(COMMON_STATE_FORMAT)





vs:

OBJECT.function()





While this is perfectly ordinary in many languages (C, Erlang, etc.)
ist’s weird in Python.

That said, we could fall back on the proposal above for frameworks,
where methods were pass-throughts to normal functions.

UPDATE: This is a solid pattern that we’ve started using in op2. It’s
tempting to move init logic into a class constructor like this:

class Foo(object):

    def __init__(self, args):
        self.a = _init_a(args)

def _init_a(args):
    return args.a





Instead, use this:

class Foo(object):

    def __init__(self, a):
        self.a = a

def _foo_init(args):
    return Foo(args.a)





The run is then simple: classes are strictly structs in Python.

There are some exceptions, which I think should be considered:


	Object init is simple enough to perform in __init__. What
consitutes “simple enough” is a judgment call.


	Property methods can be used to implement reading of dynamic
state. These should be rare.




Rule of thumb: Avoid the use of self except when assigning
__init__ arguments to object attributes.

This is basically a named tuple. It raises the question, why not just
use named tuples?






Anti-patterns

To be avoided where it is reasonable to avoid.


Order-dependent object methods

Avoid:

class Foo(object):

    def __init__(self):
        self.a = None

    def init_a(self, a):
        self.a = a

    def run(self):
         if self.a is None:
             raise RuntimeError("a must be set first - use init")
         print(self.a)





Instead:

class Foo(object):

    def __init__(self, a):
        self.a = a

def run_foo(foo):
    if foo.a is None:
        raise ValueError("foo.a cannot be None")
    print(foo.a)










Namming conventions


Factory functions - for_xxx and yyy_for_xxx

If a factory function return a module specific state type, they should
be named for_xxx, where xxx is the type of input to the function,

If they return a different state, they should be named yyy_for_xxx
where yyy is the state type.

Avoid from_xxx.






Named tuples

Avoid using named tuples and instead use classes. As with other
classes (see above) they should not have methods.

Note that this convention conflicts with some integral structures in
Guild, not the least of which is OpRefs. It’s not clear that moving
from this:

run.opref.to_opspec()





to this:

opreflib.to_opspec(run.opref)





provides any value. It may likely be that simple methods like this are
preferred to functions.







          

      

      

    

  

    
      
          
            
  
Notes on Windows support


Building Guild


	Install Python


	Install Node with npm


	Install C++ build tools (see below)


	Clone repo


	Install packages in requirements.txt (pip install -r requirements.txt)


	Build wheel (python setup.py bdist_wheel)




Helpful links for C++ dev tools:


	https://www.scivision.dev/python-windows-visual-c-14-required/


	https://aka.ms/vs/15/release/vs_buildtools.exe







Running Guild from source


	Include guild/guild/scripts in path







Using Guild


Symbolic links

At least when running from source, symlinks fail with “symbolic link
privilege not held”. The workaround is to run the command console as
Admin. In theory adding “Create symbolic links” priviledge (Local
Group Policy Editor under Compuater Configuration > Windows Settings >
Security Settings > Local Policies > User Rights Assignment) should
work, but it didn’t. I tried both “Everyone” and my user.




Curses

Windows needs a separate curses library.









          

      

      

    

  

    
      
          
            
  
Guild AI Examples


Basic Examples


	api - Use Guild API from a sample operation


	dependencies - File and operation
dependencies


	flags - Various methods of defining and using
flags


	get-started - Example from Guild Get
Started [https://guild.ai/start/]


	hello - Use of flags and required files


	iris-svm - Source code for iris-svm used in
Guild Get Started [https://guild.ai/start/guildfile/]


	keras - Simple Keras script


	languages - Various non-Python languages with
Guild


	multiple-models - Defining multiple
models in a Guild file


	notebooks - Use of guild.ipy in a Notebook


	package - Package version of
hello example


	project-sourcecode - Configuring
project source code used for an operation


	required-operation - Use of
dependencies to chain operations


	scalars - Ways to log scalar values


	tensorboard - TensorBoard integration
examples


	tensorflow - TensorFlow training script
showing the separation of train and validate operations


	tensorflow-versions - Guild
behavior across different versions of TensorFlow










          

      

      

    

  

    
      
          
            
  
Guild Example: api

This example shows the use of the guild.ipy module as an API for
interfacing with Guild runs. A sample operation uses the API to find
matching runs and perform a summary action.


	guild.yml - Project Guild file


	op.py - Sample operation


	summary.py - Sample summary operation




For more examples of using guild.ipy, see the
notebooks example.

To run the example, generate some sample runs:

$ guild run op x=linspace[-2:2:9]





Then run summary:

$ guild run summary





summary prints the runs that meet the min-loss criterion. It also
creates symlinks to those runs. View the links:

$ guild ls





Use mark to mark some runs:

$ guild mark 1 2





Set use-marked to yes to summarize only the marked runs:

$ guild run summary use-marked=yes





You can alternatively set min-loss to change the threshold used for
the summary:

$ guild run summary use-marked=yes min-loss=-0.3





This illustrates how a Guild operation can evaluate and perform
actions on runs using the guild.ipy API.

Use a modified version of summary.py as needed:


	Change the operations and selection criteria


	Change how each run is summarized








          

      

      

    

  

    
      
          
            
  
Guild Example: dependencies

This example illustrates each of Guild’s supported dependency types.


	guild.yml - Project Guild file


	file.txt - Sample file used in dependency examples


	dir - Sample directory used in dependency examples


	config.yml - Sample configuration file used in dependencies


	config.json - Sample configuration file used in dependencies




See guild.yml for a list of examples.


Operations

all                        Run all non-broken depepdency operations
config                     Configuration file dependency
customizable-file          File dependency that can be customized with flag
dir                        Directory dependency
dir-op                     Operation directory dependency
downstream                 Downstream operation with upstream dependency
file                       File dependency
file-op                    Operation file dependency
json-config                Config dependency using JSON config format
missing-file               Broken file dependency
missing-module             Broken module dependency
missing-named-file         Broken file dependency with alternative name
modified-config            Config dependency with modified values
modules                    Module dependency
unsupported-config-format  Broken dependency using unsupported config format
url                        URL dependency








Run Examples

Change to this directory and list available operations:

$ guild ops





Run any of the operations to see how Guild resolves the dependencies.

Verify resolved files using guild ls to list files for the latest
run:

guild ls





Use guild cat -p <path> to show contents of resolve configuration
files, where applicable.

For example, after running guild run config, use the following to
view the resolved configuration file:

$ guild cat -p config.yml





To run all non-broken dependency examples, run:

$ guild run all











          

      

      

    

  

    
      
          
            
  
Guild Example: features

This is an experimental example to show how one might use flags to
enable features for testing.


	switch.py - Uses boolean switches to enable features


	bitmap.py - Uses a bitmap to enable features





Switches

switch.py defines each feature as a boolean switch. A
full search over all feature combinations is run by specifying both on
and off for each feature.

$ guild run switch.py a=[on,off] b=[on,off] c=[on,off]





This approach is intuitive and has the advantage of showing enabled
features as flags for comparison. However, it doesn’t scale for large
numbers of features.




Bitmap

bitmap.py uses a single features flag that is a bitmap
of enabled features.

Features are selected by specifying a value for features that
enables the feature bit (little-endian in this case).

Use the range function to generate a sequence of integers for each
bitmap value.

For example, to run a full search with each feature combination for 3
features, use:

$ guild run bitmap.py feature_count=3 features=range[8]





range[8] generates a sequence of integers from 0 to 7, representing
each of the possible feature bitmaps for three features (2 ^ 3).

This approach scales well for large numbers of features. However, it’s
not easy to compare selected features across runs.







          

      

      

    

  

    
      
          
            
  
Guild Example: flags

This example demonstrates various methods of defining and using flags.


	guild.yml - Project Guild file


	globals.py - Flags defined as global variables


	args.py - Flags defined as command line options using
argparse


	args_click.py - Flags defined as command line
options using Click [https://click.palletsprojects.com/]




To show flag settings for all operations, change to this directory and run:

$ guild help





Refer to guild.yml for configuration details.





          

      

      

    

  

    
      
          
            
  
Guild Example: get-started

This example is from Guild Get Started [https://guild.ai/start].


	train.py - Mock training script.





Single Runs

Run the script directly:

$ guild run train.py





Specify a value for x:

$ guild run train.py x=1.0








Bayesian Optimization

Run an optimzation batch to find values for x that minimize loss:

$ guild run train.py x=[-2.0:2.0] --optimize





Restart the batch to run more trials:

$ guild run --restart $(guild select -o train.py+gp) -Fo random-starts=0








Grid Search

Run 10 trials where x is evently spaced between -1.0 and 1.0:

$ guild run train.py x=linspace[-1:1:10]





Use TensorBoard to view the last 10 runs:

guild tensorboard 1:10





Click HPARAMS at the top of the page and then click SCATTER PLOT
MATRIX VIEW. Find the plot of loss against x and note the lowest
loss is where x is near 0.3.







          

      

      

    

  

    
      
          
            
  
Guild Example: hello

This example illustrates basic Guild configuration.


	guild.yml - Project Guild file


	say.py - Prints a greeting


	cat.py - Prints contents of a file


	hello.txt - Sample file used by hello-file operation




Operations:


	hello - print a message from a flag - illustrates basic
use of flags and global variables


	hello-file - print a message contained in a file -
illustrates use of required files for an operation


	hello-op - print a message from a hello-file
operation - illustrates use of files associated with a previous run





hello

The hello operation prints a message defined by a msg global. It
illustrates Guild’s integration with global variables.

hello operation:

hello:
  description: Say hello to my friends
  main: say
  flags-import:
    - msg





The main attribute indicates that the operation is implemented by
the Python say module.

Here’s say.py:

msg = "Hello Guild!"

print(msg)





Guild auto-detects that say uses global variables rather than
command line arguments. Guild checks for the use of argparse by the
module. If the module doesn’t import argparse, Guild assumes that
flags are defined as global variables.

If you want to set this explicitly, use flags-dest: globals
operation attribute. For example:

hello:
  ...
  flags-dest: globals
  flags-import:
    - msg





The flags-import attribute tells Guild to import only the msg
flag. An alternative is to import all flags by specifying either
all or yes:

hello:
  ...
  flags-import: all  # will detect `msg` as the only supported flag





Run using the default flag value:

$ guild run hello
You are about to run hello
  msg: Hello Guild!
Continue? (Y/n)





Output:

Hello Guild!





Run with a different flag value:

$ guild run hello msg="Hello custom flag!"
You are about to run hello
  msg: Hello custom flag!
Continue? (Y/n)





Output:

Hello custom flag!





The hello prints a message but does not create any files or log
scalars.

You can view information for the latest run using guild runs info. This shows the run metadata including flags.

To can list the files associated with the latest run using guild ls. This list is empty because the operation doesn’t generate files.

To view run output, run:

$ guild cat --output





Output:

Hello custom flag!





To view output for the original run:

$ guild cat --output 2





The 2 indicates that the run with index 2 from guild runs should
be used. You can alternatively specify the run ID to ensure you’re
viewing output for a particular` run.

Output:

Hello Guild!








hello-file

The hello-file operation prints a message from a file. It
illustrates the use of a user defined file as input to an operation.

Here’s the operation configuration:

hello-file:
  description: Shows a message from a file
  main: cat
  flags-import:
    - file
  requires:
    - file: ${file}
      name: file





The operation is implemented in cat.py.

The file flag is used to specify the file used as input to the
operation. The file is a required resource and must be configured in
the requires operation attribute.

From the example directory, run:

$ guild run hello-file





You can specify the file to use:

$ guild run hello-file file=hello.txt





The file requirement is named file to improve the message printed
when resolving the resource.

For example:

Resolving file dependency
Using hello.txt for file resource
Reading message from hello.txt
Hello, from a file!








hello-op

The hello-op operation shows how the result from an operation can be
used by another operation.

By convention Guild refers to the required operation as upstream and
the requiring operation as downstream.

hello-op requires output from hello-file. In this case,
hello-file is the upstream operation and hello-op is the
downstream operation.

Here’s the operation definition:

hello-op:
  description: Show a message from a hello-file operation
  main: cat
  requires:
    - operation: hello-file
      rename: '.* hello.txt'





When you run hello-op, Guild looks for a hello-file run. Guild
creates links from hello-file in the run directory for the
hello-op run.

To use a standard file name for input, the operation renames the
upstream file to hello.txt. (This scheme assumes that hello-file
contains a single file. If the run happens has more than one file, the
first file, sorted in lexiconigraphic ascending order, is renamed and
subsequent files are skipped with a warning message.)

By default, Guild selects the latest non-error run for
hello-file. You can specify an alternative run using the
hello-file resource name:

$ guild run hello-op hello-file=<run ID>











          

      

      

    

  

    
      
          
            
  This example is maintained for test compatibility.



          

      

      

    

  

    
      
          
            
  
Guild Example: iris-svm

This example is an adaptation of the sciki-learn SVM
Exercise [https://scikit-learn.org/stable/auto_examples/exercises/plot_iris_exercise.html].


	guild.yml - Project Guild file


	plot_iris_exercise.py - Tutorial exercise for using different SVM kernels




Operations:


	train - Train SVM model on Iris data set


	search - Generate runs to find optimal hyperparameters





train

The train operation runs the
plot_iris_exercise module, which is a
modified version of the code from SVM
Exercise [https://scikit-learn.org/stable/auto_examples/exercises/plot_iris_exercise.html].

Modifications:


	Configure matplotlib to use the Agg backend. This allows the
script to be automated.


	Use hyperparameter variables to let us experiment with different
values.


	Run a single fit operation on the selected model type rather than
on a hard-coded list of models. This lets us measure one model per
script run.


	Save plots rather than show them in a GUI. This lets us automate
runs and, importantly, save the plot artifacts so that we have a
record corresponding to each run.




Run train:

$ guild run train





Press Enter to start the operation.

Guild runs train with the default flag values.

Experiment with different values and use guild compare, guild tensorboard, or guild view to study the results.




search







          

      

      

    

  

    
      
          
            
  
Guild Example: keras

This example shows how Guild works with Keras scripts.


	guild.yml - Project Guild file


	mnist_mlp.py - Copy of Keras
example [https://github.com/keras-team/keras/blob/master/examples/mnist_mlp.py]




Operations:


	mlp-mnist:train - Train MLP on MNIST





Setup

Create a virtual environment for the project:

$ cd examples/keras
$ guild init





This installed Keras and TensorFlow.

Active the environment:

$ source guild-env








mlp-mnist:train

This operation runs mnist_mlp.py.

It defines both flags in order to provide a description and default
values.

Guild provides special support for Keras scripts. The support includes
automatic configuration of output scalars with the correct patterns.

Guild implicitly uses these patterns to configure output scalars for
Keras scripts:


	Epoch (?P<step>[0-9]+)


	- ([a-z_]+): (\value)




To start the operation, run:

$ guild run mlp-mnist:train





Note that Guild uses the default flag values defined in
guild.yml.

Press Enter to start the operation.

When the operation completes, verify that the correct scalars are
captured:

$ guild runs info





Alternative, confirm the results in TensorBoard:

$ guild tensorboard











          

      

      

    

  

    
      
          
            
  
Guild Example: languages

This example shows how Guild works with various runtime languages.


	guild.yml - Project Guild file


	Train.java - Java example


	train.jl - Julia example


	train-2.sh - Alternative Bash example using environment variables


	train.r - R example


	train.sh - Bash example





Flag Interfaces

Guild uses two general interfaces to pass flag values to programs:


	Command line arguments


	Environment variables




The examples in this project show the use of both. Refer to the
sections below for details.




Source Code

Operations are run in the context of a run directory, not the
project directory. Required files must be copied or linked into the
run directory using one of two methods:


	Source code copy, which Guild performs automatically


	File dependency




In the case of scripts, examples reference copied source code using
the pattern .guild/sourcecode/<script>.




R Examples

To run the R example, use:

$ guild run r





Press Enter to run the sample training operation using the default
values.

r is an R port of the sample function used in Guild Get
Started [https://guild.ai/docs/start/]. Refer to the steps in that
guide to apply Guild features to this example.




Bash Examples

There are two examples that use Bash scripts:


	bash - uses command line arguments to pass flag values
(see train.sh)


	bash-2 - used environment variables to pass flag values (see
train-2.sh)




Both examples print flag values and exit without doing any work. They
serve as patterns for scripts in any language.

To run the Bash examples, use:

$ guild run bash





and:

$ guild run bash-2








Java Example

The Java examples uses a Bash command to compile Java source code and
then run the compiled code. Refer to the java operation in
guild.yml for configuration details and to
Train.java for the implementation.

To run the Java example, use:

$ guild run java








Julia Example

The Julia example requires the ArgParse modules. If it’s not
installed, you can install it from the Julia command line by running:

julia> import Pkg
julia> Pkg.add("ArgParse")





To run the Julia example:

$ guild run julia











          

      

      

    

  

    
      
          
            
  
Guild Example: multiple-models

This example shows how to define multiple models in a Guild file. It
defines two models, each corresponding to the original TensorFlow “red
and blue pill” tutorial examples.

Highlights:


	Shared config across model definitions


	Model resources




This example shows basic flag usage. It also demonstrates simple file
dependencies.


	guild.yml - Project Guild file


	intro.py - Basic classifier


	expert.py - Advanced classifier




guild.yml defines two models: mnist-intro and
mnist-expert.

List the models:

$ guild models
mnist-expert  MNIST model from TensorFlow expert tutorial
mnist-intro   MNIST model from TensorFlow intro tutorial





List the operations:

mnist-expert:evaluate  Evaluate a trained model using test data
mnist-expert:train     Train the MNIST model
mnist-intro:evaluate   Evaluate a trained model using test data
mnist-intro:train      Train the MNIST model





Note that each model shares the same set of operatio names. These are
defined in a shared config:

- config: mnist-base
  operations:
    train:
      description: Train the MNIST model
      main: '{{main}} --datadir data --rundir .'
      requires: data
      compare:
        - =epochs
        - =batch-size
        - =lr
        - train#loss step as step
        - train#loss as loss
        - validate#accuracy as accuracy
      objective:
        maximize: validate#accuracy
      flags-import: no
      flags-dest: args
      flags:
        batch-size:
          description: Number of images to include in a training batch
          default: 100
          required: yes
        epochs:
          description: Number of epochs to train
          default: 10
        lr:
          description: Training learning rate
          default: 0.5
    evaluate:
      description: Evaluate a trained model using test data
      main: '{{main}} --test --datadir data --rundir .'
      flags-import: no
      flags-dest: args
      requires:
        - data
        - sources:
            - operation: train
              select: model
      compare:
        - loss step as step
        - loss
        - accuracy
  resources:
    data:
      description: "Yann Lecun's MNIST dataset in compressed IDX format"
      private: yes
      path: data
      sources:
      - url: http://yann.lecun.com/exdb/mnist/train-images-idx3-ubyte.gz
        sha256: 440fcabf73cc546fa21475e81ea370265605f56be210a4024d2ca8f203523609
      - url: http://yann.lecun.com/exdb/mnist/train-labels-idx1-ubyte.gz
        sha256: 3552534a0a558bbed6aed32b30c495cca23d567ec52cac8be1a0730e8010255c
      - url: http://yann.lecun.com/exdb/mnist/t10k-images-idx3-ubyte.gz
        sha256: 8d422c7b0a1c1c79245a5bcf07fe86e33eeafee792b84584aec276f5a2dbc4e6
      - url: http://yann.lecun.com/exdb/mnist/t10k-labels-idx1-ubyte.gz
        sha256: f7ae60f92e00ec6debd23a6088c31dbd2371eca3ffa0defaefb259924204aec6





Each model extends this shared config:

- model: mnist-intro
  description: MNIST model from TensorFlow intro tutorial
  extends: mnist-base
  params:
    main: intro

- model: mnist-expert
  description: MNIST model from TensorFlow expert tutorial
  extends: mnist-base
  params:
    main: expert
  operations:
    train:
      flags:
        lr: 1e-4





Notes about implementation:


	The compare attribute defines the columns that appear when a run
appears in Guild Compare and Guild View. The use of = prefix
indicates that the name refers to a flag. Otherwise Guild assumes
the name refers to a scalar. The use of as <value> is used to
control what label is used for the column.


	The combination of flags-import: no and flags-dest: args
will cause Guild to skip scanning the main module. Since Guild knows
a) not to import flags and b) that the flag interface is via command
line args, it doesn’t need to examine the main module.


	The objective attribute specifies the scalar used in
optimizations. When guild run mnist-intro:train --optimize is
run, the optimizer attempts to maximize validation accuracy.


	The evaluate operation requires output from a train
operation. This is specified by the requires attribute. evaluate
only needs the model directory generated by train and so selects
this directory explicitly using select.


	When a model extends config or another model, it can redefine
operation attributes. In this example, mnist-export uses a
different default learning rate.








          

      

      

    

  

    
      
          
            
  
Guild Example: notebooks

This example illustrates basic flag usage and dependencies.


	guild.yml - Project Guild file


	get-started.ipynb - Sample Notebook


	requirements.txt - List of required packages for
this example


	bayesian-optimization.png - Image used
in Notebook





Requirements

This example requires the Python packages listed in
requirements.txt. You can install them using:

$ pip install -r requirements.txt





You can optionally use a virtual envirtonment or Conda to isolate
installed packages from your system.




Run the Example

Start the notebooks:

jupyter-notebooks get-started.ipynb





Step through each cell and verify the result.







          

      

      

    

  

    
      
          
            
  
Guild Example: package

This example modifies the hello example to
include support for packaging.


	guild.yml - Project Guild file


	say.py - Prints a greeting


	cat.py - Prints contents of a file


	hello.txt - Sample file used by hello-file operation




The Guild file is modified to support packaging with modifications:


	Promote the Guild file format from operation only to full
format. This moves the operations under a model definition. We use
the anonymous model (named with an empty string) to maintain the
original interface.


	Add a package top-level object to the Guild file. This defines the
package name and defines the data files that should be included in
the package.




With package support, the hello-file operation can be run on remote
servers. Without this change, the file hello.txt would not be
included in the package installed on remote systems.

All of the steps outlined in the hello can be
run with this example on a remote. Include the additional option
--remote NAME for each command that you want to run remotely.


Build a Package

From the package example directory, run:

$ guild package








Create a Virtual Environment

To ensure that this example does not affect your system Python
environments, create a virtual environment.

You can use guild init, virtualenv, or conda. This example below
uses guild init.

From the package example directory, run:

$ guild init -y





Activate the environment:

$ source guild-env





If you use virtual or conda to create a virtual environment,
activate the environment as directed.




Install the Package

Use pip to install the package.

$ pip install dist/*





List installed Guild packages:

$ guild packages
hello  0.1  Sample package





You can also see the installed packages when running pip list and
pip info (Guild packages are standard Python packages).




Use the Package

Once installed, operations defined in the package are available
anywhere on the system – even if the project director is removed.

$ guild run gpkg.hello/hello





By default, Guild does not include package operations when listing
operations from a project directory.

From the package directory, show available operations:

guild operations
hello       Say hello to my friends
hello-file  Shows a message from a file
hello-op    Show a message from a hello-file operation





Include installed operations in the list by specifying the
--installed option:

$ guild operations --installed
gpkg.hello/hello       Say hello to my friends
gpkg.hello/hello-file  Shows a message from a file
gpkg.hello/hello-op    Show a message from a hello-file operation
hello                  Say hello to my friends
hello-file             Shows a message from a file
hello-op               Show a message from a hello-file operation





Change to the parent directory:

cd ..





From the parent directory, show operations:

$ guild operations
gpkg.hello/hello       Say hello to my friends
gpkg.hello/hello-file  Shows a message from a file
gpkg.hello/hello-op    Show a message from a hello-file operation





Guild shows installed operations because the parent directory does not
contain a Guild file.

Run a packaged operation from the parent directory:

$ guild run hello msg="hi from a packaged operation"











          

      

      

    

  

    
      
          
            
  
Guild Example: project-sourcecode

This example illustrates how the sourcecode attribute is used to
configure how project source code is copied for an operation.


	guild.yml - Project Guild file


	*.py files - Sample Python source code files


	*.png files - Sample images used to represent binary (non-text)
files


	*.csv - Sample CSV fiels


	subproject - Sample subproject used to illustrate
alternative project source code roots





Background

When Guild runs an operation, it creates a new, empty directory that
serves as the run directory. The run process is started using this
directory as the working directory. Relative paths are therefore
relative to to the run directory, not the project directory.

Additionally, for Python based operations, Guild configures the Python
system path — the path used to resolve Python package and module
locations) — to use the run directory and not the project
directory. This ensures that a run directory must contain all of the
source code needed to run the operation, apart from Python modules
installed in the environment.

To make source code available, Guild copies files from the project
directory to the run directory under the .guild/sourcecode
subdirectory. You can list source code files for a run using the
command;

$ guild ls --sourcecode





Guild automatically includes .guild/sourcecode in the Python system
path when running a Python based operation. Guild does not
automatically include this location in paths for other language
environments — this must be configured using command arguments
in exec or by defining the applicable environment variable.

The result of this example describes various configurations used to
copy source code for a run. The examples are specific to Python
programs, but can be generalized to other languages.

All of the examples can be tested by running operations with the
--test-sourcecode option. When this option is used, Guild does not
run the operation but instead shows which files would be copied and
which files would be skipped given the rules defined under the
sourcecode attribute.




Default source code copy

By default, Guild applies the following rules when copying source
code:


	Source code must be a text file


	Source code must be smaller than 1M


	Guild stops copying source code files after 100 files




Under the default rules, if Guild finds large files or too many files,
it prints a warning message.

You change the default behavior by defining sourcecode attributes
for an operation. You can also define sourcecode for a model, which
applies to the model’s operations by default.

Use the default operation to see which files Guild copies as source
code by default.

default:
  description: No sourcecode configuration - shows default copy behavior
  main: a





Show which files are considered source code:

$ guild run default --test-sourcecode
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
Selected for copy:
  ./README.md
  ./a.py
  ./b.py
  ./c.py
  ./d.csv
  ./guild.yml
  ./subproject/d.py
  ./subproject/e.csv
  ./subproject/guild.yml
Skipped:
  ./logo.png





Guild shows the copy rules, the files selected, and the files skipped.

Note that Guild skips logo.png because it’s doesn’t match any of the
include rules — i.e. it’s not a text file.




Include additional files

To extend the default source code rules, add additional include or
exclude patterns.

For example, the include-png operation includes *.png files.

include-png:
  description: Extend default behavior to include png files
  main: a
  sourcecode:
    - include: '*.png'





Confirm that logo.png is included in the list selected files:

$ guild run include-png --test-sourcecode





If you want to run the operation to confirm that logo.png is in fact
copied, run the following:

$ guild run include-png -y
$ guild ls --sourcecode








Exclude files

To exclude a file that would otherwise be selected from previously
defined rules, use one or more exclude patterns.

The exclude-paths operation excludes README.md.

exclude-paths:
  description: Extend default behavior to exclude README.md and CSV files
  main: a
  sourcecode:
    - exclude: README.md
    - exclude: '*.csv'








Disable source code copies

If your operation does not need files copied as source code, you can
disable source code altogether by setting sourcecode to no or to
an empty list.

The disable-sourcecode operation prevents any files from being
copied as source code.

disable-sourcecode:
  description: Disable source code copies
  main: a
  sourcecode: no








Copy all files

Use include: '*' to include all project files as source code.

all-sourcecode:
  description: Include all files as source code
  main: a
  sourcecode:
    - include: '*'








Copy only files matching specific patterns

To copy only files matching a list of string patterns, list those
patterns directly (i.e. without specifying include) under
sourcecode.

The select-patterns operation uses this pattern.

select-patterns:
  description: Only copy files matching specified patterns
  main: a
  sourcecode:
    - guild.yml
    - '*.py'








Copy source files to an alternative location

By default Guild copies source code files to .guild/sourcecode. The
rationale for this is that the run directory reflects the artifacts
used and generated by an operation. Source code, while an important
artifact that must be included in each experiment, is not the primary
artifact of concern. Guild therefore saves source code as a part of
the run metadata.

If you prefer to copy source code to a different location under the
run directory, use the dest attribute of sourcecode.

Two operation illustrate this: copy-to-alt-dir and
copy-all-to-run-dir.

copy-to-alt-dir copies selected source code files to the src
subdirectory.

copy-to-alt-dir:
  description: Copy source code files to src under run directory
  main: a
  sourcecode:
    dest: src





copy-all-to-run-dir copies the entire project to the run directory.

copy-all-to-run-dir:
  description: Copy all projects to the run directory
  main: a
  sourcecode:
    dest: .
    select: '*'





If source code files are copied to an alternative location using
dest, Guild will not consider those files to be source code for
commands like guild ls. E.g. guild ls --sourcecode will show an
empty list for both of the options above. The source code files are
visible as normal run files.




Exclude directories from scanning

By default, Guild scans all files under the project directory for
consideration as source code files. In cases where a directory
contains a large number of non-source files, you can exclude this
directory from scanning by specifying it explicitly as a directory.

The exclude-dir operation illustrates this.

exclude-dir:
  description: Exclude a directory explicitly for optimized copies
  main: a
  sourcecode:
    - exclude:
        dir: subproject








Alternative source code root

By default, Guild copies source code from the directory containing the
Guild file. You can specify an alternative source using the root
attribute of sourcecode.

The subproject directory contains a Guild file that
defines two operations that both specify an alternative root.

parent-root uses .. to indicate that the subproject parent
directory is used as the source code root.

parent-root:
  main: a
  sourcecode:
    root: ..





Use the select attribute with root to control the source code
select rules.

parent-root-exclude-subproject illustrates:

parent-root-exclude-subproject:
  main: a
  sourcecode:
    root: ..
    select:
      - exclude: subproject











          

      

      

    

  

    
      
          
            
  
Guild Example: required-operation


	guild.yml - Project Guild file


	prepare_data.py - Script to simulate preparing a
data set for training


	train.py - Script to simulate a model build using
prepared data


	train2.py - Alternative script for training that
requires a different data set file layout




This example illustrates how an operation can require the output from
another operation.

For an example of other dependencies, see Guild Example -
dependencies.


Basics

To run the example, first try to run train:

$ guild run train





train requires a run of prepare-data and shows a warning message:

WARNING: cannot find a suitable run for required resource 'prepared-data'
You are about to run train
  prepared-data: unspecified
Continue? (Y/n) n





If you attempt to run the train operation, it will fail with an
error message:

Resolving prepared-data dependency
guild: run failed because a dependency was not met: could not resolve
'operation:prepare-data' in prepared-data resource: no suitable run for
prepare-data





This error indicates that prepare-data must be run first.

Run prepare-data:

$ guild run prepare-data





Press Enter to start the operation.

prepare-data creates some empty files to simulate an actual data
prep operation.

View the prepare-data files:

$ guild ls
~/.guild/runs/da39492a99614cbda3ed93500f9623ce:
  data1.txt
  subdir/
  subdir/data2.txt





With a prepare-data run, we can run train:

$ guild run train





View the train files:

$ guild ls
~/.guild/runs/f31be0c217b749ac8e3709813edd87a0:
  checkpoint.h5
  data/
  data/data1.txt
  data/subdir/
  model.json





The mock train files are model.json and checkpoint.h5. The other
files are links to the files from the prepare-data run. Note these
files are located in a data subdirectory. This is defined in
guild.yml using the path attribute of the operation
requirement.

You can show the dependencies for a run by including the -d, --dependencies option when running guild runs info:

$ guild runs info -d
id: f31be0c217b749ac8e3709813edd87a0
<snip>
dependencies:
  prepared-data:
    ~/.guild/runs/da39492a99614cbda3ed93500f9623ce/data1.txt
    ~/.guild/runs/da39492a99614cbda3ed93500f9623ce/subdir





The files listed under dependencies above show the paths to the
sources used from the prepare-data run.

Next, run train2:

$ guild run train2





List the train2 files:

$ guild ls
~/.guild/runs/f7b04e3e26d046ddb824fcea45874a05:
  checkpoint.h5
  data.txt
  model.json





Note that data.txt is the only file from the prepare-data
operation. This is a renamed link to subdir/data2.txt from
prepare-data. This is controlled defined by the operation
requirement in guild.yml.

Show the dependencies for the train2 run:

$ guild runs info -d
id: f7b04e3e26d046ddb824fcea45874a05
...
dependencies:
  prepared-data:
    ~/.guild/runs/da39492a99614cbda3ed93500f9623ce/subdir/data2.txt








Specify a required run

By default Guild uses the latest non-error run for a required
operation. You can specify an alternative run in one of two ways:


	Mark the run you want to use using the mark command


	Specify the run ID of the operation you want using flag syntax for
prepared-data




An explicit run ID takes precedence over other methods.

To illustrate, run prepare-data a second time to so that there are
multiple prepare-data runs:

$ guild run prepare-data





Confirm you have mutiple prepare-data runs:

$ guild runs -o prepare-data
[1:e3afaf34]  prepare-data  2019-07-30 12:58:33  completed
[2:da39492a]  prepare-data  2019-07-30 12:44:00  completed





By default, new runs of train or train2 will use the latest run
for prepare-data (run 1 in the list). To use an alternative
prepare-data run, specify its run ID as follows:

$ guild run train prepared-data=da39492a
You are about to run train
  prepared-data: da39492a
Continue? (Y/n)





Your run IDs will be different. Replace da39492a above with the
applicable prepare-data run ID on your system.

If there’s a run that you want to use implicitly, use the mark
command:

$ guild mark da39492a





Replace da39492a with the applicable run ID on your system.

When you run train or train2 without specifying a value for
prepared-data the marked run is used.

$ guild run train





If you have multiple marked runs, Guild uses the latest marked run of
the required operation. You can clear a mark later using guild mark --clear RUN-ID.







          

      

      

    

  

    
      
          
            
  
Guild Example: scalars

This example illustrates how Guild captures and logs scalars.


	guild.yml - Project Guild file


	train.py - Sample train script that prints metrics to
standard output


	train_single_line_scalars.py -
Sample train script with an alternate metric log format


	train_with_tensorboardX.py - Sample
train script that uses
tensorboardX [https://github.com/lanpa/tensorboardX] to write TF
event files directly




Guild associated metrics with a run by way of TF event files that are
written to the run directory. If you don’t write TF event files,
that’s okay, Guild can capture patterns from your script output and
log them for you. You can control this behavior by using a Guild file.

This example provides three operations, which are defined in the
project Guild file guild.yml. Guild files provide
additional information about your project. In particular, use them to
define operations, which are formal definitions of what your scripts
do.

Refer to guild.yml for details on the three operations.

You can list the available operations from the command line this way:

$ cd scalars
$ guild ops






Explicit scalar keys (train)

The train operation defines patterns for two scalars (loss and
accuracy) as well the special scalar name step, which determines
when the current step is set.

train:
  output-scalars:
    step: 'step: (\value)'
    loss: 'loss: (\value)'
    accuracy: 'accuracy: (\value)'





The special key step is required to tell Guild when the global step
has changed. Guild uses the latest global step when logging subsequent
scalar values. While you cannot change the special key value “step”,
you are free to define any output pattern for that value.

Run the operation:

$ guild run train -y





Note that -y simply runs the operation without prompting you.

View the scalars for the run:

$ guild runs info --scalars





You can also view the results in TensorBoard:

$ guild tensorboard





Note that loss and accuracy for the two steps are displayed in
TensorBoard. This is because Guild writes captured scalars to its own
TensorFlow event file (located in the .guild subdirectory for the
run). This is a convenient way to generate TensorBoard logs without
having to modify your code with scalar logging (though this is
supported if you want to - see below).

[image: ../../_images/tensorboard.png]

To quite TensorBoard, return to the command line and press Ctrl-C.

You can show the TF event files that Guild creates by listing all of
the files for the run:

$ guild ls --all





Note the file .guild/events.out.tfevents. in the list.




Generalized scalar format (train2)

You can define a general pattern to match any key/value combination,
provided that value can be parsed as a number.

The train2 example defines such a pattern:

train2:
  output-scalars: '^(\key): (\value)'





Guild supports special escape sequences \key and \value that can
be used whenever you need to specify regular expression for keys and
values respectively.

In this example (which happens to mimic Guild’s default capture
logic) any pattern KEY: NUMBER will be captured as a scalar.

To run the operation:

$ guild run train2 -y





View the captured scalars:

$ guild runs info --scalars








Disabling output scalars (train3)

If you are logging scalars directly to TF event files (e.g. by using
TensorFlow summary file
writer [https://www.tensorflow.org/api_docs/python/tf/summary/FileWriter],
tensorboardX [https://github.com/lanpa/tensorboardX] or another
library, you can disable output scalar capture altogether by setting
output-scalars to no.

The train3 operation illustrates this:

train3:
  output-scalars: no





The train3 operation runs
train_with_tensorboardX.py to
explicitly log scalars.

$ guild run train3 -y





Show the scalars:

$ guild runs info --scalars





You can show the files generated by the operation:

$ guild ls





Note that a TF event file was written to the run directory root via the
tensorboardX library.




Compare runs

Logged scalars are used in run comparisons. To compare the three
example runs (spoiler, they all have the same hard-coded results ;)
run:

$ guild compare





You can generate the output in CSV format:

$ guild compare --csv











          

      

      

    

  

    
      
          
            
  
Guild Example: tensorboard

This example shows various TensorBoard integrations. Examples are
copied from Get started with
TensorBoard [https://www.tensorflow.org/tensorboard/get_started].

Project files:


	guild.yml - Project Guild file


	loss_scalar.py - Script for loss-scalar operation


	custom_scalar.py - Script for custom-scalar operation


	images.py - Script for images operation


	graphs.py - Script for graphs operation


	hparams.py - Script for hparams operation


	projector.py - Script for projector operation


	projector2.py - Script for projector2 operation


	audio.py - Script for audio operation




To run the examples, first create an environment.

$ cd examples/tesnorboard
$ guild init





Press Enter to create a virtual environment that is configured with
the required Python packages for this example.

Activate the environment:

$ source guild-env





Run any of operations below. Each operation implements one of the
examples from Get started with
TensorBoard [https://www.tensorflow.org/tensorboard/get_started].


	loss-scalar - Implementation of part 1 of TensorBoard Scalars:
Logging training metrics in
Keras [https://www.tensorflow.org/tensorboard/scalars_and_keras]


	custom-scalar - Implementation of part 2 of TensorBoard Scalars:
Logging training metrics in
Keras [https://www.tensorflow.org/tensorboard/scalars_and_keras]


	images - Implementation fo Displaying image data in
TensorBoard [https://www.tensorflow.org/tensorboard/image_summaries]


	graphs - Implementation of Examining the TensorFlow
Graph [https://www.tensorflow.org/tensorboard/graphs]


	hparams - Implementation of Hyperparameter Tuning with the
HParams
Dashboard [https://www.tensorflow.org/tensorboard/hyperparameter_tuning_with_hparams] -
(see Hyperparameter Tuning below for more
on this operation)


	hparams-grid-search - Grid search of hparams operation over the
range used in the TensorBoard hyperparameter tuning example


	hparams-optimize - Bayesian optimization of hparams operation
using Gaussian Processes


	projector - Visualizing Data using the Embedding Projector in
TensorBoard [https://www.tensorflow.org/tensorboard/tensorboard_projector_plugin]
(this demo does not work as expected - see Projector
Demo below for details)


	projector2 - Alternative projector demo
(credit [https://stackoverflow.com/a/41177133/5854947]) using
tensorboardX [https://github.com/lanpa/tensorboardX] to write
embedding summaries (this operation is an alternative to projector
that works as expected - seee Projector Demo
below for details)


	audio - TensorBoard audio demo
(credit [https://github.com/tensorflow/tensorboard/blob/master/tensorboard/plugins/audio/audio_demo.py])




To run one of these operations, use:

$ guild run <operation>





Review the default flags and press Enter to run the operation.


Hyperparameter Tuning

The implementation of the TensorBoard hyperparameter tuning
example [https://www.tensorflow.org/tensorboard/hyperparameter_tuning_with_hparams]
highlights one of Guild’s primary design differentiators: the
separation of model training code from hyperparameter tuning code.

The Guild implementation in hparams.py is free from any
hyperparameter tuning code. The TensorBoard
example [https://github.com/tensorflow/tensorboard/blob/master/docs/hyperparameter_tuning_with_hparams.ipynb]
combines both model training code and hyperparameter tuning code.

There are advantages to Guild’s approach:


	Code that is free from hyperparameter tuning related code is simpler
and easier to read and therefore easier debug, improve, etc.


	Moving hyperparameter code outside of model training code lets you
run different tuning operations without changing model code.


	Separating hyperparameter tuning concerns lets you use different
tuning frameworks to optimize your models.




Guild automatically manages TensorBoard hparam summaries for all
runs. This lets you use TensorBoard’s HPARAMS plugin with any run,
whether it was designed for hyperparameter tuning or not. This works
for runs implemented in frameworks other then TensorFlow - and even in
languages other than Python.

To run tuning operations on hparams, see hparams-grid-search and
hparams-optimize operations.




Projector Demo

Google’s projector
demo [https://www.tensorflow.org/tensorboard/tensorboard_projector_plugin]
does not work as expected with Guild. This demo requires that
TensorBoard’s log directory be specified as the demo directory rather
than as the demo directory parent. Guild arranges the TensorBoard log
directory as a container of runs. However, this demo does not work
with this arrangement.

See this issue on
GitHub [https://github.com/tensorflow/tensorboard/issues/3629] for
status on this.

The projector operation uses Google’s demo code as
provided. Therefore the projector operation does not work as
expected: when you run guild tensorboard, any associated runs will
not display the expected embeddings.

The projector2 operation, however, does show embeddings per run as
expected. This is a simplified demo that uses tensorboardX to write
embedding summaries.







          

      

      

    

  

    
      
          
            
  
Guild Example: tensorflow

This example illustrates a simple TensorFlow training script.

Highlights:


	Train and validate are separate operations to illustate dependencies


	Script uses argparse to provide a command line interface


	Required data set files are defined as dependencies


	guild.yml - Project Guild file


	mnist.py - Training script with support for validation




Operations:


	train - trains a model


	validate - validatest a trained model





train

Use to train an MNIST classifier. This is the standard logistic
regression with softmax classifier in TensorFlow.

$ guild run train epochs=5





Here’s the definition of train:

train:
  description: Train MNIST classifier
  main: mnist
  default: yes
  requires:
    path: data
    default-unpack: no
    sources:
      - url: http://yann.lecun.com/exdb/mnist/train-images-idx3-ubyte.gz
      - url: http://yann.lecun.com/exdb/mnist/train-labels-idx1-ubyte.gz
      - url: http://yann.lecun.com/exdb/mnist/t10k-images-idx3-ubyte.gz
      - url: http://yann.lecun.com/exdb/mnist/t10k-labels-idx1-ubyte.gz
  flags-import:
    - batch_size
    - epochs
  compare:
    - loss step as step
    - loss as train_loss
    - acc as train_acc






	default: yes indicates that the operation is the default. You
can run the default operation without specifying it. E.g. guild run is equivalent to guild run train.










          

      

      

    

  

    
      
          
            
  
Guild Example: tensorflow-vers

This example defines beginner2.py, which corresponds
to the TensorFlow 2.0 beginner
example [https://www.tensorflow.org/beta/tutorials/quickstart/beginner].

It also provides a Guild file (guild.yml) that works
around a problem with versions of Guild prior to 0.6.4.





          

      

      

    

  

    
      
          
            
  
Policy


	Vendored libraries MUST not be modified except as required to
successfully vendor them.


	Vendored libraries MUST be released copies of libraries available on
PyPI.


	The versions of libraries vendored in pip MUST be reflected in
pip/_vendor/vendor.txt.


	Vendored libraries MUST function without any build steps such as 2to3 or
compilation of C code, pratically this limits to single source 2.x/3.x and
pure Python.


	Any modifications made to libraries MUST be noted in
pip/_vendor/README.rst and their corresponding patches MUST be
included tasks/vendoring/patches.





Rationale

Historically pip has not had any dependencies except for setuptools itself,
choosing instead to implement any functionality it needed to prevent needing
a dependency. However, starting with pip 1.5, we began to replace code that was
implemented inside of pip with reusable libraries from PyPI. This brought the
typical benefits of reusing libraries instead of reinventing the wheel like
higher quality and more battle tested code, centralization of bug fixes
(particularly security sensitive ones), and better/more features for less work.

However, there is several issues with having dependencies in the traditional
way (via install_requires) for pip. These issues are:


	Fragility. When pip depends on another library to function then if for
whatever reason that library either isn’t installed or an incompatible
version is installed then pip ceases to function. This is of course true for
all Python applications, however for every application except for pip the
way you fix it is by re-running pip. Obviously, when pip can’t run, you can’t
use pip to fix pip, so you’re left having to manually resolve dependencies and
installing them by hand.


	Making other libraries uninstallable. One of pip’s current dependencies is
the requests library, for which pip requires a fairly recent version to run.
If pip depended on requests in the traditional manner, then we’d either
have to maintain compatibility with every requests version that has ever
existed (and ever will), OR allow pip to render certain versions of requests
uninstallable. (The second issue, although technically true for any Python
application, is magnified by pip’s ubiquity; pip is installed by default in
Python, in pyvenv, and in virtualenv.)


	Security. This might seem puzzling at first glance, since vendoring
has a tendency to complicate updating dependencies for security updates,
and that holds true for pip. However, given the other reasons for avoiding
dependencies, the alternative is for pip to reinvent the wheel itself.
This is what pip did historically. It forced pip to re-implement its own
HTTPS verification routines as a workaround for the Python standard library’s
lack of SSL validation, which resulted in similar bugs in the validation routine
in requests and urllib3, except that they had to be discovered and
fixed independently. Even though we’re vendoring, reusing libraries keeps pip
more secure by relying on the great work of our dependencies, and allowing for
faster, easier security fixes by simply pulling in newer versions of dependencies.


	Bootstrapping. Currently most popular methods of installing pip rely
on pip’s self-contained nature to install pip itself. These tools work by bundling
a copy of pip, adding it to sys.path, and then executing that copy of pip.
This is done instead of implementing a “mini installer” (to reduce duplication);
pip already knows how to install a Python package, and is far more battle-tested
than any “mini installer” could ever possibly be.




Many downstream redistributors have policies against this kind of bundling, and
instead opt to patch the software they distribute to debundle it and make it
rely on the global versions of the software that they already have packaged
(which may have its own patches applied to it). We (the pip team) would prefer
it if pip was not debundled in this manner due to the above reasons and
instead we would prefer it if pip would be left intact as it is now. The one
exception to this, is it is acceptable to remove the
pip/_vendor/requests/cacert.pem file provided you ensure that the
ssl.get_default_verify_paths().cafile API returns the correct CA bundle for
your system. This will ensure that pip will use your system provided CA bundle
instead of the copy bundled with pip.

In the longer term, if someone has a portable solution to the above problems,
other than the bundling method we currently use, that doesn’t add additional
problems that are unreasonable then we would be happy to consider, and possibly
switch to said method. This solution must function correctly across all of the
situation that we expect pip to be used and not mandate some external mechanism
such as OS packages.




Modifications


	setuptools is completely stripped to only keep pkg_resources


	pkg_resources has been modified to import its dependencies from pip._vendor


	packaging has been modified to import its dependencies from pip._vendor


	html5lib has been modified to import six from pip._vendor


	CacheControl has been modified to import its dependencies from pip._vendor


	requests has been modified to import its other dependencies from pip._vendor
and to not load simplejson (all platforms) and pyopenssl (Windows).







Automatic Vendoring

Vendoring is automated via the vendoring.update task (defined in
tasks/vendoring/__init__.py) from the content of
pip/_vendor/vendor.txt and the different patches in
tasks/vendoring/patches/.
Launch it via invoke vendoring.update (requires invoke>=0.13.0).




Debundling

As mentioned in the rationale, we, the pip team, would prefer it if pip was not
debundled (other than optionally pip/_vendor/requests/cacert.pem) and that
pip was left intact. However, if you insist on doing so, we have a
semi-supported method (that we don’t test in our CI) and requires a bit of
extra work on your end in order to solve the problems described above.


	Delete everything in pip/_vendor/ except for
pip/_vendor/__init__.py.


	Generate wheels for each of pip’s dependencies (and any of their
dependencies) using your patched copies of these libraries. These must be
placed somewhere on the filesystem that pip can access (pip/_vendor is
the default assumption).


	Modify pip/_vendor/__init__.py so that the DEBUNDLED variable is
True.


	Upon installation, the INSTALLER file in pip’s own dist-info
directory should be set to something other than pip, so that pip
can detect that it wasn’t installed using itself.


	(optional) If you’ve placed the wheels in a location other than
pip/_vendor/, then modify pip/_vendor/__init__.py so that the
WHEEL_DIR variable points to the location you’ve placed them.


	(optional) Update the pip_version_check logic to use the
appropriate logic for determining the latest available version of pip and
prompt the user with the correct upgrade message.










          

      

      

    

  

    
      
          
            
  {% block header %}
Published runs
{% endblock header %}

{% block body %}
{% block title %}


{{ run.operation }}

{% endblock title %}

{% block summary%}
{% include [“_summary.md”, “publish-default/_summary.md”] %}
{% endblock summary %}

{% block contents %}


Contents


	Flags


	Scalars


	Run Files


	Source Code


	Output
{% endblock contents %}




{% block flags %}




Flags

{% include [“_flags.md”, “publish-default/_flags.md”] %}
{% endblock flags %}

{% block scalars %}




Scalars

{% include [“_scalars.md”, “publish-default/_scalars.md”] %}
{% endblock scalars %}

{% block runfiles %}




Run Files

{% include [“_runfiles.md”, “publish-default/_runfiles.md”] %}
{% endblock runfiles %}

{% block sourcecode %}




Source Code

{% include [“_sourcecode.md”, “publish-default/_sourcecode.md”] %}
{% endblock sourcecode %}

{% block output %}




Output

{% include [“_output.md”, “publish-default/_output.md”] %}
{% endblock output %}

{% endblock body %}

{% block footer %}
{% endblock footer %}







          

      

      

    

  

    
      
          
            
  {% if flags -%}
| Name | Value |
| —- | —– |
{% for name, val in flags|dictsort %}| {{ name }} | {{ val|flag_val }} |
{% endfor %}
flags.yml
{% else -%}
There are no flags for this run.
{%- endif %}



          

      

      

    

  

    
      
          
            
  {% set images = run|images -%}

{% if images -%}
{% for img in images -%}
![]({{ img.url }})

[{{ img.path }} ({{ img.size }})]({{ img.url }})
{% endfor %}
{% else -%}
There are no images for this run.
{%- endif %}



          

      

      

    

  

    
      
          
            
  {{ output|empty -}}





output.txt



          

      

      

    

  

    
      
          
            
  | Name        | Value                 |
| -           | -                     |
| ID          | {{ run.id }}          |
| Model       | {{ run.model }}       |
| Operation   | {{ run.op_name }}     |
| Status      | {{ run.status }}      |
| Marked      | {{ run.marked }}      |
| Started     | {{ run.started }}     |
| Stopped     | {{ run.stopped }}     |
| Label       | {{ run.label }}       |
| Exit Status | {{ run.exit_status }} |



          

      

      

    

  

    
      
          
            
  {% set rows = runfiles|csv_dict_rows -%}

{% if rows -%}
| Path | Type | Size | Modified | MD5 |
| —- | —- | —- | ——– | — |
{% for row in rows %}{% set link = row.path|runfile_link %}| {% if link %}[{{ row.path }}]({{ link }}){% else %}{{ row.path }}{% endif %} | {{ row.type }} | {{ row.size|file_size }} | {{ row.mtime|utc_date(‘us’) }} | {{ row.md5 }} |
{% endfor %}
runfiles.csv
{% else -%}
There are no files for this run.
{%- endif %}



          

      

      

    

  

    
      
          
            
  {% set rows = scalars|csv_dict_rows -%}

{% if rows -%}
| Key | Step | Value |
| — | —- | —– |
{% for row in rows %} | {{ row|scalar_key }} | {{ row.last_step|nbsp }} | {{ row.last_val|nbsp }} |
{% endfor %}
scalars.csv
{% else -%}
There are no scalars for this run.
{%- endif %}



          

      

      

    

  

    
      
          
            
  {% set rows = sourcecode|csv_dict_rows -%}

{% if rows -%}
| Path | Size | Modified | MD5 |
| —- | —- | ——– | — |
{% for row in rows %}| [{{ row.path }}](sourcecode/{{ row.path }}) | {{ row.size|file_size }} | {{ row.mtime|utc_date(‘us’) }} | {{ row.md5 }} |
{% endfor %}
sourcecode.csv
{% else -%}
There are no source code files for this run.
{%- endif %}



          

      

      

    

  

    
      
          
            
  | ID                   | Operation           | Started                  | Time                | Status           | Label                |
| –                   | ———           | ———                | —-                | ——           | —–                |
| {{ run.id|short_id}} | {{ run.operation }} | {{ run.started|nbhyph }} | {{ run.time|nbsp }} | {{ run.status }} | {{ run.label|nbsp }} |

run.yml



          

      

      

    

  

    
      
          
            
  
Published runs

| ID | Operation | Started | Time | Status | Label |
| – | ——— | ——- | —- | —— | —– |
{% for run in runs %}| [{{ run.id|short_id }}]({{ run.id }}/README.md) | {{ run.operation }} | {{ run.started|nbsp }} | {{ run.time|nbsp }} | {{ run.status|nbsp }} | {{ run.label|nbsp }} |
{% endfor %}





          

      

      

    

  

    
      
          
            
  
Anonymous models

An anonymous model a model that has an empty name (‘’).

>>> gf = guildfile.for_string("""
... - model: ''
... """)

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}





Anonymous models are most commonly defined implicitly when a Guild
file is a map of operations:

>>> gf = guildfile.for_string("""
...   op1: {exec: 'true'}
...   op2: {exec: 'true'}
...   op3: {exec: 'true'}
... """)

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'op1'>,
 <guild.guildfile.OpDef 'op2'>,
 <guild.guildfile.OpDef 'op3'>]





An anonymous model can also be defined implicitly by defining
operations in a top-level and NOT defining model or config.

>>> gf = guildfile.for_string("""
... - operations:
...     op1: guild.pass
...     op2: guild.pass
...     op3: guild.pass
... """)

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'op1'>,
 <guild.guildfile.OpDef 'op2'>,
 <guild.guildfile.OpDef 'op3'>]





Defining config with operations:

>>> gf = guildfile.for_string("""
... - operations:
...     op1: guild.pass
...     op2: guild.pass
...     op3: guild.pass
...   config: foo
... """)

>>> gf.models
{}






Iterating anonymous models

Anonymous models are still visible via guild.model.iter_models.

>>> from guild.model import iter_models





Let’s view the models in the anonymous-model sample project:

>>> project = sample("projects", "anonymous-model")





We need to iterate in the context of the configured model path:

>>> with ModelPath([project]):
...     list(iter_models())
[<guild.model.GuildfileModel ''>]





While anonymous models are visible via normal iteration, they are not
displayed to the user.

Here’s the result from guild.commands.models_impl, which is
responsible for displaying models to the user:

>>> from guild.commands import models_impl
>>> with ModelPath([project]):
...     list(models_impl.iter_models())
[]











          

      

      

    

  

    
      
          
            
  
Guild API (private)

NOTE: This module tests the internal guild._api module. This is not
an officially supported public API and should not be relied on for
long term support.

>>> from guild import _api as gapi





Guild home for tests:

>>> gh = mkdtemp()





We use the optimizers project for tests.

>>> project_dir = sample("projects/optimizers")






Run

The run function runs an operation.

We run echo.py to illustate.

We use pipes to capture output for tests here, otherwise output leaks
outside the doctest framework.

>>> import subprocess

>>> out, err = gapi.run("echo.py", cwd=project_dir, guild_home=gh,
...                     stdout=subprocess.PIPE, stderr=subprocess.PIPE)

>>> out.rstrip()  # rstrip to normalize line endings
"1.0 2 'a'"

>>> err
''





An generates a RunError.

>>> try:
...     gapi.run("undefined", cwd=project_dir, guild_home=gh,
...              stdout=subprocess.PIPE, stderr=subprocess.PIPE)
... except gapi.RunError as e:
...     e.output, e.returncode
(('', "guild: operation 'undefined' is not defined for this project..."), 1)





run_capture_output always captures output. stderr uses stdout to
provide a single output return value.

>>> out = gapi.run_capture_output("echo.py", cwd=project_dir, guild_home=gh)

>>> out.rstrip()  # rstrip to normalize line endings
"1.0 2 'a'"





Errors are similarly denoted by RunError.

>>> try:
...     gapi.run_capture_output("undefined", cwd=project_dir, guild_home=gh)
... except gapi.RunError as e:
...     e.output, e.returncode
("guild: operation 'undefined' is not defined for this project...", 1)





Note that e.output is a single string value in this case, rather
than a tuple of out and err output.

run_quiet returns no output, but raises RunError on error.

>>> gapi.run_quiet("echo.py", cwd=project_dir, guild_home=gh)

>>> try:
...     gapi.run_quiet("undefined", cwd=project_dir, guild_home=gh)
... except gapi.RunError as e:
...     e.output, e.returncode
("guild: operation 'undefined' is not defined for this project...", 1)





Note that the return error output is the same as
run_capture_output - stderr and stdout are combined.




Runs List

Use runs_list to return a list of runs.

>>> runs = gapi.runs_list(guild_home=gh)
>>> len(runs)
3





Use limit to limit the number of returned runs.

>>> runs = gapi.runs_list(guild_home=gh, limit=2)
>>> len(runs)
2








Current Run

Use current_run to return the run designed by the env vars RUN_DIR
and RUN_ID.

Let’s use the lastest run dir.

>>> latest_run = gapi.runs_list(guild_home=gh)[0]

>>> with Env({"RUN_DIR": latest_run.dir,
...           "RUN_ID": latest_run.id}):
...     current_run = gapi.current_run()

>>> current_run.id == latest_run.id, (current_run.id, latest_run.id)
(True, ...)

>>> current_run.dir == latest_run.dir, (current_run.dir, latest_run.dir)
(True, ...)





If RUN_DIR is not specified, NoCurrentRun is raised.

>>> with Env({"RUN_DIR": ""}):
...     gapi.current_run()
Traceback (most recent call last):
NoCurrentRun








Mark Runs

Mark runs using mark.

>>> print(latest_run.get("marked"))
None

>>> gapi.mark([latest_run.id], guild_home=gh)
Marked 1 run(s)

>>> latest_run.get("marked")
True

>>> gapi.mark([latest_run.id], clear=True, guild_home=gh)
Unmarked 1 run(s)

>>> print(latest_run.get("marked"))
None








Compare Runs

Use compare to compare runs.

>>> gapi.compare(guild_home=gh)
[['run', 'operation', 'started', 'time', 'status', 'label', 'x', 'y', 'z'],
 ['...', 'echo.py', '...', '...', 'completed', 'x=1.0 y=2 z=a', 1.0, 2, 'a'],
 ['...', 'echo.py', '...', '...', 'completed', 'x=1.0 y=2 z=a', 1.0, 2, 'a'],
 ['...', 'echo.py', '...', '...', 'completed', 'x=1.0 y=2 z=a', 1.0, 2, 'a']]








Publish Runs

Use publish to publish runs.

Use a temp location to publish runs to.

>>> publish_dest = mkdtemp()

>>> gapi.publish(dest=publish_dest, guild_home=gh)
Publishing [...] echo.py... using ...
Publishing [...] echo.py... using ...
Publishing [...] echo.py... using ...
Refreshing runs index
Published runs using ...

>>> len(dir(publish_dest))
5








Package

Use package to package a project. Use CAPTURE_OUTPUT flag to direct
output to stdout for doctests.

We use the package sample to illustrate.

>>> with Env({"CAPTURE_OUTPUT": "1"}):
...     gapi.package(cwd=sample("projects/package"))
running bdist_wheel
running build
running build_py
...








Select Run

Use select to select a run using some criteria.

>>> run_1 = gapi.select("1", guild_home=gh)

>>> run_1.id == latest_run.id, (run_1, latest_run)
(True, ...)








Runs Delete

Delete runs using runs_delete.

The function takes the same argument as the command.

Runs may be specified using run IDs:

>>> gapi.runs_delete([latest_run.id], guild_home=gh)
Deleted 1 run(s)





Or indexes:

>>> gapi.runs_delete(["1"], guild_home=gh)
Deleted 1 run(s)





If arguments aren’t specified, all runs are deleted.

>>> gapi.runs_delete(guild_home=gh)
Deleted 1 run(s)











          

      

      

    

  

    
      
          
            
  
Batch runs - basics

These tests illustrate batch run behavior. We’ll use the batch
sample project:

>>> project = Project(sample("projects", "batch"))






Batch runs

A batch run is a run that contains either explicit or implicit batch
specifiers.

Batch runs generate one or more trial runs.

There are two types of implicit batch specifiers:


	Flag list value


	A batch file




A flag list value indicates that the operation should be run for each
value in the list. If there is more tha one flag with list values, the
operation is run over the cartesian product of all flag combinations.

A batch file may contain one or more flag combinations, each of which
is used to run the operation.

If both flag list values and batch files are used, the flag values are
applied to each flag combination in the batch files.

An explicit batch specifier is made using the --optimizer flag,
which indicates that the specified optimizer should be used to run the
operation multiple times with the goal of minimizing or maximizing an
operation result.

We’ll look at each of these scanarios in the tests below.




Baseline

For our tests, we’ll use a script that prints a message, optionally
capitalizing it.

Here are three runs:

>>> project.run("say.py", label="default")
hello

>>> project.run("say.py", flags={"msg": "hi"}, label="${msg}")
hi

>>> project.run("say.py", flags={"msg": "hi", "loud": True},
...             label="msg=hi loud=yes")
HI

>>> project.print_runs(labels=True)
say.py  msg=hi loud=yes
say.py  hi
say.py  default





Let’s delete them in preparation for the next set of tests.

>>> project.delete_runs()
Deleted 3 run(s)








Flag list values

A batch is run impicitly whenever a list of values is specified for a
flag.

Let’s run say.py with a list of one msg flag value:

>>> project.run("say.py", flags={"msg": ["hi"]})
INFO: [guild] Running trial ...: say.py (loud=no, msg=hi)
hi





Here are the trial runs:

>>> project.print_runs(flags=True)
say.py   loud=no msg=hi
say.py+





Note there are two runs. The first run, listed as +, is the batch
operation, which is separate from the trial run. The batch operation
uses the special name +.

Let’s run say-with-label for two runs:

>>> project.run("say-with-label", flags={"msg": ["hi 1", "hi 2"]})
INFO: [guild] Running trial ...: say-with-label (loud=no, msg='hi 1')
hi 1
INFO: [guild] Running trial ...: say-with-label (loud=no, msg='hi 2')
hi 2

>>> project.print_runs(labels=True, limit=3)
say-with-label   msg is 'hi 2'
say-with-label   msg is 'hi 1'
say-with-label+





We can preview the trials that will be generated using the
print_trials flag:

>>> project.run("say.py", flags={"msg": ["hi"]}, print_trials=True)
#  loud  msg
1  no    hi





Trials are run in order based on flag values.

>>> project.run("say.py", flags={"msg": ["c", "a", "b"]})
INFO: [guild] Running trial ...: say.py (loud=no, msg=c)
c
INFO: [guild] Running trial ...: say.py (loud=no, msg=a)
a
INFO: [guild] Running trial ...: say.py (loud=no, msg=b)
b





We can specify other flag values:

>>> project.run("say.py", flags={"msg": ["a", "b"], "loud": True})
INFO: [guild] Running trial ...: say.py (loud=yes, msg=a)
A
INFO: [guild] Running trial ...: say.py (loud=yes, msg=b)
B





If we use multiple list values, trials are generated using the
cartesian product of all flag combinations. The order of trials
corresponds to the flag names in ascending order followed by the flag
values as ordered in each flag value list.

>>> project.run("say.py", flags={"msg": ["b", "a"], "loud": [False, True]})
INFO: [guild] Running trial ...: say.py (loud=no, msg=b)
b
INFO: [guild] Running trial ...: say.py (loud=no, msg=a)
a
INFO: [guild] Running trial ...: say.py (loud=yes, msg=b)
B
INFO: [guild] Running trial ...: say.py (loud=yes, msg=a)
A

>>> project.run("say.py", flags={"msg": ["b", "a"], "loud": [False, True]},
...              print_trials=True)
#  loud  msg
1  no    b
2  no    a
3  yes   b
4  yes   a








Batch files

Batch files are used to explicitly run batches. A batch file contains
one or more flag combinations that are each used to generate a trial
run.

Guild supports three batch file formats:


	YAML


	JSON


	CSV




Let’s look at batch.csv, which we can use to run a batch:

>>> cat(join_path(project.cwd, "batch.csv"))
msg,loud
hello 1
hello 2,yes
hello 3





CSV files must have a header row that defines the flag names separated
by commas. Each subsequent row is a list of flag values, each
corresponding to a flag name and also separate by commas.

In this case we have a batch of three flag combinations.

Let’s delete existing runs in preparation for the tests below.

>>> project.delete_runs()
Deleted ... run(s)





Let’s use the batch file in an operation:

>>> project.run("say.py", batch_files=["batch.csv"])
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 1')
hello 1
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 2')
HELLO 2
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 3')
hello 3

>>> project.run("say.py", batch_files=["batch.csv"], print_trials=True)
#  loud  msg
1  no    hello 1
2  yes   hello 2
3  no    hello 3





Here’s what our runs look like after the batch operation:

>>> project.print_runs(flags=True)
say.py   loud=no msg='hello 3'
say.py   loud=yes msg='hello 2'
say.py   loud=no msg='hello 1'
say.py+





In cases where we explicitly define flag values, those flag values are
applied only if they are not defined in the batch file - the batch
file takes precedence over flags specified for the operation.

>>> project.run("say.py", batch_files=["batch.csv"], flags={"loud": True})
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 1')
HELLO 1
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 2')
HELLO 2
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 3')
HELLO 3

>>> project.run("say.py", batch_files=["batch.csv"], flags={"loud": True},
...             print_trials=True)
#  loud  msg
1  yes   hello 1
2  yes   hello 2
3  yes   hello 3





We can additionally specify multiple flag values that are used to
generate additional trials, in cases where the batch file doesn’t
specify a flag value.

Here we’ll use a list of loud, which is applied in cases where
loud is not defined in the batch:

>>> project.run("say.py", batch_files=["batch.csv"],
...             flags={"loud": [True, False]})
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 1')
HELLO 1
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 1')
hello 1
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 2')
HELLO 2
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 3')
HELLO 3
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 3')
hello 3

>>> project.run("say.py", batch_files=["batch.csv"],
...             flags={"loud": [True, False]},
...     print_trials=True)
#  loud  msg
1  yes   hello 1
2  no    hello 1
3  yes   hello 2
4  yes   hello 3
5  no    hello 3





In this case, we attempt to drive additional tests by providing a list
value for msg. However, as the batch defines msg for each trial,
the flag value is unused.

>>> project.run("say.py", batch_files=["batch.csv"],
...             flags={"msg": ["hello 4", "hello 5"]},
...     print_trials=True)
#  loud  msg
1  no    hello 1
2  yes   hello 2
3  no    hello 3





Here’s batch.yaml:

>>> cat(join_path(project.cwd, "batch.yaml"))
- msg: hello 4
- msg: hello 5
- msg: hello 6
  loud: yes





And the corresponding run:

>>> project.run("say.py", batch_files=["batch.yaml"])
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 4')
hello 4
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 5')
hello 5
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 6')
HELLO 6

>>> project.run("say.py", batch_files=["batch.yaml"], print_trials=True)
#  loud  msg
1  no    hello 4
2  no    hello 5
3  yes   hello 6





And batch.yml (different extension):

>>> cat(join_path(project.cwd, "batch.yml"))
- msg: hello 77
- msg: hello 88
  loud: yes
- msg: hello 99
  loud: no





And the run:

>>> project.run("say.py", batch_files=["batch.yml"])
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 77')
hello 77
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 88')
HELLO 88
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 99')
hello 99





Here’s batch.json:

>>> cat(join_path(project.cwd, "batch.json"))
[
  {"msg": "hello 7", "loud": false},
  {"msg": "hello 8", "loud": true},
  {"msg": "hello 9", "loud": true}
]





And run:

>>> project.run("say.py", batch_files=["batch.json"])
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 7')
hello 7
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 8')
HELLO 8
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 9')
HELLO 9

>>> project.run("say.py", batch_files=["batch.json"], print_trials=True)
#  loud  msg
1  no    hello 7
2  yes   hello 8
3  yes   hello 9





Here’s the two batch files used together:

>>> project.run("say.py", batch_files=["batch.csv", "batch.yaml", "batch.json"])
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 1')
hello 1
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 2')
HELLO 2
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 3')
hello 3
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 4')
hello 4
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 5')
hello 5
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 6')
HELLO 6
INFO: [guild] Running trial ...: say.py (loud=no, msg='hello 7')
hello 7
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 8')
HELLO 8
INFO: [guild] Running trial ...: say.py (loud=yes, msg='hello 9')
HELLO 9

>>> project.run("say.py", batch_files=["batch.csv", "batch.yaml", "batch.json"],
...     print_trials=True)
#  loud  msg
1  no    hello 1
2  yes   hello 2
3  no    hello 3
4  no    hello 4
5  no    hello 5
6  yes   hello 6
7  no    hello 7
8  yes   hello 8
9  yes   hello 9






Single Batch Runs

When a batch file contains a single run, the flags for that run are
used to generate a single run and not a batch.

>>> project.run("say.py", batch_files=["single-run.json"])
hello 10





A batch file may alternatively contain a dict, rather than a list. In
this case the dict is coerced to a list of one item run as a single
run rather than a batch.

>>> project.run("say.py", batch_files=["single-run-2.json"])
HELLO 11





And the same for CSV formats:

>>> project.run("say.py", batch_files=["single-run.csv"])
HELLO 3.1








Errors

Unsupported extension:

>>> project.run("say.py", batch_files=["batch.unknown"])
guild: cannot read trials for ./batch.unknown: unsupported extension
<exit 1>





Doesn’t exist:

>>> project.run("say.py", batch_files=["doesnt-exist"])
guild: batch file ./doesnt-exist does not exist
<exit 1>





Invalid content:

>>> project.run("say.py", batch_files=["invalid-data.json"])
guild: cannot read trials for ./invalid-data.json: invalid data
type for trials: expected list or dict, got int
<exit 1>

>>> project.run("say.py", batch_files=["invalid-item.json"])
guild: cannot read trials for ./invalid-item.json: invalid data
type for trial 123: expected dict
<exit 1>

>>> project.run("say.py", batch_files=["invalid-item.yaml"])
guild: cannot read trials for ./invalid-item.yaml: invalid data
type for trial [1, 2, 3]: expected dict
<exit 1>










Saving trials

Batch trials can be saved to a CSV file via the run command using
the save_trials option.

Here’s a directory to save trials in:

>>> save_dir = mkdtemp()





And path for the saved trials:

>>> dest_path = path(save_dir, "trials.csv")





Let’s run with a set of flags and the save_trials flag.

>>> project.run(
...     "add.py",
...     flags={"x": [1, 2], "y": [3, 4], "z": [5]},
...     save_trials=dest_path)
Saving trials to .../trials.csv





The contents of our save directory:

>>> find(save_dir)
trials.csv





And the trials file:

>>> cat(dest_path)
x,y,z
1,3,5
1,4,5
2,3,5
2,4,5





We can use the trials file to run a batch.

>>> project.run("add.py", batch_files=[dest_path])
INFO: [guild] Running trial ...: add.py (x=1, y=3, z=5)
9
INFO: [guild] Running trial ...: add.py (x=1, y=4, z=5)
10
INFO: [guild] Running trial ...: add.py (x=2, y=3, z=5)
10
INFO: [guild] Running trial ...: add.py (x=2, y=4, z=5)
11











          

      

      

    

  

    
      
          
            
  
Batch runs - custom optimizer

These tests illustrate the use of a custom optimizer.

As with the previous tests, we use the batch sample project:

>>> project = sample("projects", "batch")





We’ll run the say.py script with a tune optimizer. Any operation
can be specified as an optimizer. In this case, tune is an operation
defined in the project Guild file.

>>> gf = guildfile.for_dir(project)
>>> gf.default_model["tune"]
<guild.guildfile.OpDef 'tune'>





For our tests, we’ll use a new workspace:

>>> workspace = mkdtemp()





And a helper for running ops:

>>> from guild import _api as gapi

>>> def run(op, optimizer=None):
...     out = gapi.run_capture_output(
...             op, optimizer=optimizer,
...             guild_home=workspace,
...             cwd=project)
...     print(out.strip())





Let’s first run the tune operation directly:

>>> run("tune")
This script must be run as a Guild optimizer





Note this is run as a Guild operation and not as a Python script.

Now let’s use the custom optimizer with say.py.

>>> run("say.py", optimizer="tune")
Tune using proto flags: [('loud', False), ('msg', 'hello')]





The generated runs:

>>> from guild import run_util
>>> with Chdir(project):
...     for run in gapi.runs_list(guild_home=workspace):
...         print(run_util.format_operation(run))
say.py+tune
tune









          

      

      

    

  

    
      
          
            
  
Batch error handling

These tests illustrate how batches handle trial errors.

We use the optimizers sample project.

>>> project = Project(sample("projects/optimizers"))





The script trial_fail.py simply exits with an error if its flag
fail is true.

The script batch_fail.py is an optimizer that runs an operation
setting the fail flag if the run index (one-based) is specified in
the optimizer trials_fail flag.

Let’s run a batch, specifying that trials 2 and 3 should fail.

>>> project.run(
...   "trial_fail.py",
...   optimizer="batch_fail.py",
...   max_trials=4,
...   opt_flags={"trials_fail": "2,3"},
...   label="trials")
INFO: [guild] Running trial ...: trial_fail.py (fail=no)
INFO: [guild] Running trial ...: trial_fail.py (fail=yes)
TRIAL FAIL
INFO: [guild] Running trial ...: trial_fail.py (fail=yes)
TRIAL FAIL
INFO: [guild] Running trial ...: trial_fail.py (fail=no)





Here are our runs:

>>> project.print_runs(status=True, labels=True)
trial_fail.py                trials           completed
trial_fail.py                trials           error
trial_fail.py                trials           error
trial_fail.py                trials           completed
trial_fail.py+batch_fail.py  batch_fail=no max_trials=5 trials_fail=2,3  completed





We can see that all 4 trials ran, with trials 2 and 3 failing.

The batch itself is completed because it ran to completion. The
status of individual trials does not effect batch status.

batch_fail.py can be made to fail by setting the batch_fail flag
to true. The batch whenever one of its trials fail trials_fail.

Let’s cause the batch to fail at trial 2.

>>> project.run(
...   "trial_fail.py",
...   optimizer="batch_fail.py",
...   max_trials=4,
...   opt_flags={
...     "trials_fail": "2",
...     "batch_fail": True},
...   label="batch")
INFO: [guild] Running trial ...: trial_fail.py (fail=no)
INFO: [guild] Running trial ...: trial_fail.py (fail=yes)
TRIAL FAIL
BATCH FAIL
<exit 2>





And our runs:

>>> project.print_runs(status=True, labels=True)
trial_fail.py                batch                                        error
trial_fail.py                batch                                        completed
trial_fail.py+batch_fail.py  batch_fail=yes max_trials=5 trials_fail='2'  error
trial_fail.py                trials                                       completed
trial_fail.py                trials                                       error
trial_fail.py                trials                                       error
trial_fail.py                trials                                       completed
trial_fail.py+batch_fail.py  batch_fail=no max_trials=5 trials_fail=2,3   completed









          

      

      

    

  

    
      
          
            
  
Batch runs - fail on trial error

By default, a batch run continues to run remaining trials when a trial
run exits with an error.

>>> project = Project(sample("projects", "batch"))





Use the error.py script to simluate trial errors.

>>> project.run("error.py", flags={"fail": [True, False]})
INFO: [guild] Running trial ...: error.py (fail=yes)
FAIL
ERROR: [guild] trial ... exited with an error (see log for details)
INFO: [guild] Running trial ...: error.py (fail=no)





Our runs:

>>> project.print_runs(status=True)
error.py   completed
error.py   error
error.py+  completed





Clear our runs:

>>> project.delete_runs()
Deleted 3 run(s)

>>> project.print_runs()





If we specify fail_on_trial_error, the batch fails as soon as the
first trial error occurs.

>>> project.run("error.py", flags={"fail": [True, False]}, fail_on_trial_error=True)
INFO: [guild] Running trial ...: error.py (fail=yes)
FAIL
ERROR: [guild] trial ... exited with an error (see log for details)
ERROR: [guild] stopping batch because a trial failed (remaining staged trials
may be started as needed)
<exit 1>





Our runs - note that the batch run has failed and that the second run
remains as staged.

>>> project.print_runs(status=True)
error.py   error
error.py   staged
error.py+  error






Fail on trial error and steps

Stepped operations do not continue when a step fails. Note that a step
is not a trial and therefore this option is not applicable to steps.

Here’s a Guild file with a steps op that runs an error script twice:

>>> project = Project(mkdtemp())

>>> write(path(project.cwd, "guild.yml"), """
... steps:
...   steps:
...     - error.py --label e1
...     - error.py --label e2
... """)





The error script:

>>> write(path(project.cwd, "error.py"), """
... raise SystemExit("FAIL")
... """)





When we run steps, it fails after the first step.

>>> project.run("steps")
INFO: [guild] running error.py: error.py --label e1
FAIL
<exit 1>

>>> project.print_runs(status=True, labels=True)
error.py  e1  error
steps         error











          

      

      

    

  

    
      
          
            
  
Batch runs - grid search

These tests look at the random search features of Guild batch runs.

There are two applications of random search in Guild’s batch facility:


	Random trials selected when runs are limited


	Flag distribution values





Max runs and random search

When Guild runs a batch, it generates trials by computing the
cartesian product of flag list values. This is illustrated in detail
in Part 1.

The number of generated trials can be limited using the --max-runs
run option. If the max runs is less than the number of generated
trials, Guild will select at random trials to omit in order to stay
within the specified maximum.

For our tests, we’ll use the preview feature (print trials) to display
trial info rather than run actually run the operation. We’ll use the
sample batch project script add.py.

>>> project = sample("projects", "batch")





Here’s a helper function:

>>> from guild import _api as gapi

>>> def trials(max=None, random_seed=None, capture=False,
...            **flags):
...   try:
...     output = gapi.run_capture_output(
...       "add.py", cwd=project, flags=flags,
...       max_trials=max, random_seed=random_seed,
...       print_trials=True)
...   except gapi.RunError as e:
...     if capture:
...       return e
...     print("ERROR (%i)" % e.returncode)
...     print(e.output)
...   else:
...     if capture:
...       return output.strip()
...     print(output.strip())





If we try to print trials for a non-batch run, we get an error.

>>> trials(x=1, y=1, z=1)
ERROR (1)
guild: cannot print trials for a non-batch operation





And many trials:

>>> trials(x=[1,2], y=[3,4], z=[5,6])
#  x  y  z
1  1  3  5
2  1  3  6
3  1  4  5
4  1  4  6
5  2  3  5
6  2  3  6
7  2  4  5
8  2  4  6





It’s easy to generate experiments!

We can limit the number of experiments with the max arg:

>>> trials(x=[1,2], y=[3,4], z=[5,6], max=2)
#  x  y  z
1  ...
2  ...





In this case, we generate two trials (the max) but we don’t know which
ahead of time because they are randomly selected using a randomly
generated seed.

We can provide a random seed to ensure consistent trial selection. The
results are consistent only within the same implementation of Python’s
random.sample function. We can use a generalized test to demonstrate,
but we can run the preview twice using the same seed and compare the
results.

>>> out1 = trials(x=[1,2], y=[3,4], z=[5,6], max=2,
...               random_seed=1, capture=True)

>>> out2 = trials(x=[1,2], y=[3,4], z=[5,6], max=2,
...               random_seed=1, capture=True)

>>> out1 == out2, out1, out2
(True, ..., ...)











          

      

      

    

  

    
      
          
            
  skip-windows: yes

Uses OS scrcipts that don’t run on Windows.


Batch runs - Guild file optimizers

Optimizers may be defined in a Guild file, in which case the
configuration from the Guild file is used as default when optimizing.

We’ll use the optimizers sample project.

>>> project = Project(sample("projects", "optimizers"))





There are multiple scenarios that we test:


	Define a single optimizer with default flags


	Define multiple optimizers, designating one as a default


	Define multiple optimizers, without a default





Single optimizer config

The opt-test-1 operation defines a single optimizer
tune-echo. When we specify the optimize option for a run, Guild
uses the configured optimizer:

>>> project.run("opt-test-1", optimize=True)
Resolving file:tune-echo dependency
tune-echo --alpha 0.1 --beta 0.2





We can override default optimizer flags:

>>> project.run("opt-test-1", optimize=True, opt_flags={"beta": 0.3})
Resolving file:tune-echo dependency
tune-echo --alpha 0.1 --beta 0.3





We can still always specify a different optimizer:

>>> project.run("opt-test-1", optimizer="tune-echo-2")
Resolving file:tune-echo dependency
tune-echo-2 --beta 0.4 --gamma 3





And similarly, override optimizer flags:

>>> project.run("opt-test-1", optimizer="tune-echo-2",
...             opt_flags={"beta": 0.5, "gamma": 5})
Resolving file:tune-echo dependency
tune-echo-2 --beta 0.5 --gamma 5





The opt-test-2 operation also defines a single optimizer, but
redefines an optimizer flag.

>>> project.run("opt-test-2", optimize=True)
Resolving file:tune-echo dependency
tune-echo --alpha 0.1 --beta 0.3





Again, we can redefine these flags in the run command:

>>> project.run("opt-test-2", optimize=True,
...             opt_flags={"alpha": 0.2, "beta": 0.4})
Resolving file:tune-echo dependency
tune-echo --alpha 0.2 --beta 0.4








Multiple optimizers with default

The opt-test-3 operation defines two optimizers, one of which is
default (‘o2’).

>>> project.run("opt-test-3", optimize=True)
Resolving file:tune-echo dependency
tune-echo-2 --beta 0.6 --gamma 4





We can specify an alternative optimizer explicitly:

>>> project.run("opt-test-3", optimizer="o1")
Resolving file:tune-echo dependency
tune-echo --alpha 0.1 --beta 0.2

>>> project.run("opt-test-3", optimizer="o2")
Resolving file:tune-echo dependency
tune-echo-2 --beta 0.6 --gamma 4





Note that we use the optimizer name as defined in the Guild file. We
can always specify the optimizer operation directly, in which case the
optimizer default flags are used:

>>> project.run("opt-test-3", optimizer="tune-echo-2")
Resolving file:tune-echo dependency
tune-echo-2 --beta 0.4 --gamma 3








Multiple optimizers without default

The opt-test-4 operation defines two optimizers, but none are
designated as default.







          

      

      

    

  

    
      
          
            
  
Batch runs - implied random optimizer

When a range is specified for a run without otherwise specifying an
optimizer, Guild implicitly uses the ‘random’ optimizer.

We’ll use the optimizers sample project to illustrate.

>>> project = Project(sample("projects", "optimizers"))





As a baseline, we’ll run the echo.py script with some sample flags:

>>> project.run("echo.py", flags={"x": 5.0, "y": 6, "z": "seven"})
5.0 6 'seven'





And our runs:

>>> project.print_runs(flags=True, status=True)
echo.py  x=5.0 y=6 z=seven  completed





Next we’ll specify a range for one of the values along with the same
value for max_trials:

>>> project.run("echo.py", flags={"x": "[5.1:5.19]", "y": 6, "z": "seven"},
...             max_trials=2)
INFO: [guild] Running trial ...: echo.py (x=5.1..., y=6, z=seven)
5.1... 6 'seven'
INFO: [guild] Running trial ...: echo.py (x=5.1..., y=6, z=seven)
5.1... 6 'seven'





And our runs:

>>> project.print_runs(flags=True, status=True)
echo.py         x=5.1... y=6 z=seven  completed
echo.py         x=5.1... y=6 z=seven  completed
echo.py+random                        completed
echo.py         x=5.0 y=6 z=seven     completed









          

      

      

    

  

    
      
          
            
  
Batch max trials

>>> project = Project(sample("projects", "max-trials"))





A helper:

>>> def last_run_max_trials():
...     return project.list_runs()[0].get("max_trials")





Optimizer (batch) operations may define default max trials via a
max_trials flag default.

The opt-1 operation doesn’t define a max_trials attribute.

>>> project.run("op", optimizer="opt-1")
>>> print(last_run_max_trials())
None





The opt-2 operation defined max_trials with a default of 5.

>>> project.run("op", optimizer="opt-2")
>>> last_run_max_trials()
5





We can explicitly set the number of max trials.

>>> project.run("op", optimizer="opt-1", max_trials=1)
>>> last_run_max_trials()
1





When we restart a run, the last max trials is preserved.

>>> project.run(restart=project.list_runs()[0].id)
>>> last_run_max_trials()
1





We can redefine the max trials on a restart.

>>> project.run(restart=project.list_runs()[0].id, max_trials=2)
>>> last_run_max_trials()
2





Max trials for non-batch runs aren’t saved.

>>> project.run("op")
>>> print(last_run_max_trials())
None





Neither are they for batch protos.

>>> project.run("op", optimize=True, max_trials=10)





Note that we used the optimize flag rather than specify an optimizer
operation. The op operation defines the optimizers it supports and
Guild selects the default optimizer. In this cases it’s the optimizer
with the lowest lexicographic value for name.

>>> last_run = project.list_runs()[0]
>>> last_run.opref.to_opspec()
'opt-1'





The optimizer run has max trials.

>>> last_run.get("max_trials")
10





However, it’s run proto does not.

>>> print(last_run.batch_proto.get("max_trials"))
None





Built-in optimizers define their own default max trials.

>>> from guild import op_util





Here’s the random optimizer:

>>> random_opdef = op_util.opdef_for_opspec("random")





They provide the value as via a default_max_trials attribute.

>>> random_opdef.default_max_trials
20





And the default batch (grid) optimizer.

>>> batch_opdef = op_util.opdef_for_opspec("+")
>>> batch_opdef.default_max_trials
20





And the Gaussian Process Bayesian optimizer.

>>> gp_opdef = op_util.opdef_for_opspec("gp")
>>> gp_opdef.default_max_trials
20






Warnings

Run a non-batch specifying max_trials.

>>> project.run("op", max_trials=1)
WARNING: not a batch run - ignoring --max-trials











          

      

      

    

  

    
      
          
            
  
Batch runs - running as needed

The --needed flag can be specified for a run to indicate that the
operation should be run only if needed - i.e. only if there isn’t
already another run available with the same flags.

For general tests on the needed option, see needed.md.

For our tests we use the optimizers sample project.

>>> project = Project(sample("projects", "optimizers"))





Here’s a helper for running echo:

>>> def run_echo(needed=False, restart=None, **flags):
...     op = "echo.py" if not restart else None
...     project.run(op, restart=restart, needed=needed, flags=flags)






Needed for non-restarts

Let’s run an initial batch of a single echo.py operation using the
needed option:

>>> run_echo(x=[1], needed=True)
INFO: [guild] Running trial ...: echo.py (x=1, y=2, z=a)
1 2 'a'





Here are our runs:

>>> project.print_runs(flags=True, status=True)
echo.py   x=1 y=2 z=a  completed
echo.py+               completed





Let’s run the same operation, again with the needed option:

>>> run_echo(x=[1], needed=True)
Skipping because the following runs match this operation (--needed specified):
  [...]  echo.py+  ...  completed





Our runs again - nothing new:

>>> project.print_runs(flags=True, status=True)
echo.py   x=1 y=2 z=a  completed
echo.py+               completed





Next we’ll run with a different set of flags, again with the needed
option:

>>> run_echo(x=[2], needed=True)
INFO: [guild] Running trial ...: echo.py (x=2, y=2, z=a)
2 2 'a'





As expected we have a new batch run and trial:

>>> project.print_runs(flags=True, status=True)
echo.py   x=2 y=2 z=a  completed
echo.py+               completed
echo.py   x=1 y=2 z=a  completed
echo.py+               completed





Let’s again request a batch run, specifying a flag set of an existing
batch:

>>> run_echo(x=[2], needed=True)
Skipping because the following runs match this operation (--needed specified):
  [...]  echo.py+  ...  completed





If we request a batch run with any new set of flags - even if some of
the specified flag values correspond to existing trials, we get a new
batch run. Here we run a batch using both previous values for x:

>>> run_echo(x=[1,2], needed=True)
INFO: [guild] Running trial ...: echo.py (x=1, y=2, z=a)
1 2 'a'
INFO: [guild] Running trial ...: echo.py (x=2, y=2, z=a)
2 2 'a'





Flags have to match previous batch runs. So if we run again with both
values for x:

>>> run_echo(x=[1,2], needed=True)
Skipping because the following runs match this operation (--needed specified):
  [...]  echo.py+  ...  completed





If we have two matching batch runs, both are listed in the skipping
message. Let’s run with x=[1] again so we have two such runs:

>>> run_echo(x=[1])
INFO: [guild] Running trial ...: echo.py (x=1, y=2, z=a)
1 2 'a'





When we specify needed, there are two runs that match:

>>> run_echo(x=[1], needed=True)
Skipping because the following runs match this operation (--needed specified):
  [...]  echo.py+  ...  completed
  [...]  echo.py+  ...  completed











          

      

      

    

  

    
      
          
            
  
Batch runs - print command

The --print-cmd option will print both the batch operation and each
of the trials that would be generated by the batch.

We’ll use the optimizers sample project:

>>> project = Project(sample("projects", "optimizers"))





Here’s a batch run with three values:

>>> project.run("echo.py", flags={"x": [1,2,3]}, print_cmd=True)
??? -um guild.batch_main
... -um guild.op_main echo --x 1 --y 2 --z a
... -um guild.op_main echo --x 2 --y 2 --z a
... -um guild.op_main echo --x 3 --y 2 --z a





And using the random optimizer:

>>> project.run("echo.py", flags={"x": [1,2,3]}, optimizer="random",
...             max_trials=3, print_cmd=True)
??? -um guild.plugins.random_main
... -um guild.op_main echo --x ... --y 2 --z a
... -um guild.op_main echo --x ... --y 2 --z a
... -um guild.op_main echo --x ... --y 2 --z a





Note we can’t assert the values for x because they’re randomly
generated.

Any optimizers that are sequential don’t support printing of commands.

>>> project.run("echo.py", flags={"x": [1,2,3]}, optimizer="gp",
...             max_trials=3, print_cmd=True)
??? -um guild.plugins.skopt_gp_main
ERROR: [guild] optimizer does not support printing trials command
<exit 1>

>>> project.run("echo.py", flags={"x": [1,2,3]}, optimizer="forest",
...             max_trials=3, print_cmd=True)
??? -um guild.plugins.skopt_forest_main
ERROR: [guild] optimizer does not support printing trials command
<exit 1>

>>> project.run("echo.py", flags={"x": [1,2,3]}, optimizer="gbrt",
...             max_trials=3, print_cmd=True)
??? -um guild.plugins.skopt_gbrt_main
ERROR: [guild] optimizer does not support printing trials command
<exit 1>









          

      

      

    

  

    
      
          
            
  
Batch random optimizer

>>> project = Project(sample("projects", "optimizers"))





Helper to print flag value results:

>>> def unique_vals(runs):
...     vals = {}
...     for run in runs:
...         for name, val in run.get("flags").items():
...             seen = vals.get(name)
...             if seen is None:
...                 vals[name] = val
...             elif seen != "<multiple>" and seen != val:
...                 vals[name] = "<multiple>"
...     pprint(vals)






Explicit optimizer


No search dimensions

An operation must contain at least one search dimension, otherwise
Guild exits with an error.

>>> project.run("echo.py", optimizer="random")
ERROR: [guild] flags for batch (x=1.0, y=2, z=a) do not contain any
search dimensions
Try specifying a range for one or more flags as NAME=[MIN:MAX].
<exit 1>

>>> project.delete_runs()
Deleted 1 run(s)








Search over one flag

Run three trials with a search over x.

>>> project.run("echo.py", optimizer="random", max_trials=3,
...             flags={"x": "[1:100]"})
INFO: [guild] Running trial ...: echo.py (x=..., y=2, z=a)
... 2 'a'
INFO: [guild] Running trial ...: echo.py (x=..., y=2, z=a)
... 2 'a'
INFO: [guild] Running trial ...: echo.py (x=..., y=2, z=a)
... 2 'a'

>>> runs = project.list_runs()
>>> len(runs)
4





The first run is the batch.

>>> runs[-1].opref.to_opspec()
'skopt:random'





The other runs are the trials.

>>> trials = runs[:-1]
>>> list(set([trial.opref.to_opspec(project.cwd) for trial in trials]))
['echo.py']





View unique values for the other runs.

>>> unique_vals(trials)
{'x': '<multiple>', 'y': 2, 'z': 'a'}

>>> project.delete_runs()
Deleted 4 run(s)








Search over all flags

Run five trials with search over all flags.

>>> project.run("echo.py", optimizer="random", max_trials=10,
...             flags={"x": "[1:100]",
...                    "y": "[-99.99:99.99]",
...                    "z": ["a", "b", "c"]})
INFO: [guild] Running trial ...: echo.py (...)
...

>>> runs = project.list_runs()
>>> len(runs)
11





The first run is the batch.

>>> runs[-1].opref.to_opspec()
'skopt:random'





The other runs are the trials.

>>> trials = runs[:-1]
>>> list(set([trial.opref.to_opspec(project.cwd) for trial in trials]))
['echo.py']





View unique values for the other runs.

>>> unique_vals(trials)
{'x': '<multiple>', 'y': '<multiple>', 'z': '<multiple>'}

>>> project.delete_runs()
Deleted 11 run(s)










Implicit random optimizer

If an operation is run with one or more random distribution values,
Guild applies the random optimizer if one is not explicitly provided
by the user.

Uniform distribution short form:

>>> project.run("echo.py", flags={"x": "[1:10]"}, max_trials=5)
INFO: [guild] Running trial ...
INFO: [guild] Running trial ...
INFO: [guild] Running trial ...
INFO: [guild] Running trial ...
INFO: [guild] Running trial ...

>>> runs = project.list_runs()
>>> runs[-1].opref.to_opspec()
'skopt:random'

>>> trials = runs[:-1]
>>> unique_vals(trials)
{'x': '<multiple>', 'y': 2, 'z': 'a'}





uniform function:

>>> project.run("echo.py", flags={"x": "uniform[1:10]"}, max_trials=1)
INFO: [guild] Running trial ...

>>> runs = project.list_runs()
>>> runs[0].opref.to_opspec(project.cwd)
'echo.py'

>>> runs[1].opref.to_opspec()
'skopt:random'





loguniform function:

>>> project.run("echo.py", flags={"x": "loguniform[1:10]"}, max_trials=1)
INFO: [guild] Running trial ...

>>> runs = project.list_runs()
>>> runs[0].opref.to_opspec(project.cwd)
'echo.py'

>>> runs[1].opref.to_opspec()
'skopt:random'








Errors and warnings

Specifying –max-trials for a normal run:

>>> project.run("echo.py", max_trials=5)
WARNING: not a batch run - ignoring --max-trials
1.0 2 'a'





Invalid flag function:

>>> project.run("echo.py", flags={"x": "floop[1:10]"})
ERROR: [guild] unknown function 'floop' used for flag x
<exit 1>





Too many arguments to uniform function:

>>> project.run("echo.py", flags={"x": "[1:2:3:4]"})
ERROR: [guild] uniform requires 2 or 3 args, got (1, 2, 3, 4) for flag x
<exit 1>





Too many arguments to loguniform function:

>>> project.run("echo.py", flags={"x": "loguniform[1:2:3:4]"})
ERROR: [guild] loguniform requires 2 or 3 args, got (1, 2, 3, 4) for flag x
<exit 1>











          

      

      

    

  

    
      
          
            
  
Batch runs - random seeds

Random seeds play an important role in supporting consistent behavior
for operations that use random sampling. Not all operations use random
sampling, but those that do need an unambiuous random seed that they
can use to generate consistent results.

For our tests, we’ll use the echo.py script in the optimizers
project.

>>> project = Project(sample("projects", "optimizers"))





Some helper functions:

>>> def run(op=None, restart=None, random_seed=None,
...         max_trials=None, optimizer=None, **flags):
...     project.run(op, flags=flags,
...                 random_seed=random_seed,
...                 restart=restart,
...                 max_trials=max_trials,
...                 optimizer=optimizer)

>>> def assert_random_seed(val):
...     assert isinstance(val, int), val
...     assert val >= 0 and val <= pow(2, 32), val





Let’s run echo.py using its default values:

>>> run("echo.py")
1.0 2 'a'





Because we didn’t explicitly provide a random seed for the operation,
the random seed for this run is generated at random.

>>> rs = project.list_runs()[0].get("random_seed")
>>> assert_random_seed(rs)





Let’s run the same operation, but with an explicit random seed:

>>> run("echo.py", random_seed=66)
1.0 2 'a'

>>> project.list_runs()[0].get("random_seed")
66





In this case, echo.py doesn’t make use of the random seed - but if
it did, the seed is available.

Delete the runs in preparation for the next tests.

>>> project.delete_runs()
Deleted 2 run(s)






Batch operations and random seeds

When running a batch operation, any specified seed is used for the
batch, the batch proto, and all generated trials.

>>> run("echo.py", x=[1, 2], random_seed=1)
INFO: [guild] Running trial ...: echo.py (x=1, y=2, z=a)
1 2 'a'
INFO: [guild] Running trial ...: echo.py (x=2, y=2, z=a)
2 2 'a'





The batch random seed:

>>> batch = project.list_runs()[-1]
>>> batch.get("random_seed")
1





The proto random seed:

>>> batch.batch_proto.get("random_seed")
1





The trials random seed:

>>> project.list_runs()[0].get("random_seed")
1

>>> project.list_runs()[1].get("random_seed")
1





If we don’t specify a random seed, a random seed is generated for both
the batch and the proto.

>>> project.delete_runs()
Deleted 3 run(s)

>>> run("echo.py", x=[1, 2])
INFO: [guild] Running trial ...: echo.py (x=1, y=2, z=a)
1 2 'a'
INFO: [guild] Running trial ...: echo.py (x=2, y=2, z=a)
2 2 'a'





The batch and proto seeds are different.

>>> batch = project.list_runs()[-1]
>>> batch_rs = batch.get("random_seed")

>>> proto = batch.batch_proto
>>> proto_rs = proto.get("random_seed")

>>> batch_rs == proto_rs
False











          

      

      

    

  

    
      
          
            
  
Batch runs - restarting

This test illustrates how a random optimized batch handles restarts.

In early versions of Guild, batch runs had a complex restart logic
that extended restarts into previously run trials. Guild now simply
re-runs the batch operation, which generated new runs.

If a user wants to restart batch trials, she can do so explicitly, per
trial, rather than via the original batch.

For our tests we work with the optimizers sample project:

>>> project = Project(sample("projects", "optimizers"))






Initial batch run

For our initial batch run, we use two values each for flags x and
y:

>>> project.run("echo.py", flags={"x": [1.0,2.0], "y": [2,3]})
INFO: [guild] Running trial ...: echo.py (x=1.0, y=2, z=a)
1.0 2 'a'
INFO: [guild] Running trial ...: echo.py (x=1.0, y=3, z=a)
1.0 3 'a'
INFO: [guild] Running trial ...: echo.py (x=2.0, y=2, z=a)
2.0 2 'a'
INFO: [guild] Running trial ...: echo.py (x=2.0, y=3, z=a)
2.0 3 'a'





The runs:

>>> project.print_runs(flags=True)
echo.py   x=2.0 y=3 z=a
echo.py   x=2.0 y=2 z=a
echo.py   x=1.0 y=3 z=a
echo.py   x=1.0 y=2 z=a
echo.py+





When we restart the batch, it generated new trials.

>>> batch = project.list_runs()[-1]

>>> project.run(restart=batch.id)
INFO: [guild] Running trial ...: echo.py (x=1.0, y=2, z=a)
1.0 2 'a'
INFO: [guild] Running trial ...: echo.py (x=1.0, y=3, z=a)
1.0 3 'a'
INFO: [guild] Running trial ...: echo.py (x=2.0, y=2, z=a)
2.0 2 'a'
INFO: [guild] Running trial ...: echo.py (x=2.0, y=3, z=a)
2.0 3 'a'





And the runs:

>>> project.print_runs(flags=True)
echo.py   x=2.0 y=3 z=a
echo.py   x=2.0 y=2 z=a
echo.py   x=1.0 y=3 z=a
echo.py   x=1.0 y=2 z=a
echo.py+
echo.py   x=2.0 y=3 z=a
echo.py   x=2.0 y=2 z=a
echo.py   x=1.0 y=3 z=a
echo.py   x=1.0 y=2 z=a





We can restart the batch with a modified flag. It generates new runs
using the previous flags and the new values.

>>> project.run(restart=batch.id, flags={"x": [4.0]})
INFO: [guild] Running trial ...: echo.py (x=4.0, y=2, z=a)
4.0 2 'a'
INFO: [guild] Running trial ...: echo.py (x=4.0, y=3, z=a)
4.0 3 'a'





And the runs:

>>> project.print_runs(flags=True)
echo.py   x=4.0 y=3 z=a
echo.py   x=4.0 y=2 z=a
echo.py+
echo.py   x=2.0 y=3 z=a
echo.py   x=2.0 y=2 z=a
echo.py   x=1.0 y=3 z=a
echo.py   x=1.0 y=2 z=a
echo.py   x=2.0 y=3 z=a
echo.py   x=2.0 y=2 z=a
echo.py   x=1.0 y=3 z=a
echo.py   x=1.0 y=2 z=a





Cleanup:

>>> project.delete_runs()
Deleted 11 run(s)








Restarting staged runs

We can stage a batch, in which case it doesn’t generate trials.

>>> project.run("echo.py", flags={"x": [5.0], "y": [4,6]}, stage=True)
echo.py+ staged in '...'
...

>>> project.print_runs()
echo.py+





Restart the staged run:

>>> batch = project.list_runs()[0]
>>> project.run(restart=batch.id)
INFO: [guild] Running trial ...: echo.py (x=5.0, y=4, z=a)
5.0 4 'a'
INFO: [guild] Running trial ...: echo.py (x=5.0, y=6, z=a)
5.0 6 'a'





And our runs:

>>> project.print_runs(flags=True)
echo.py   x=5.0 y=6 z=a
echo.py   x=5.0 y=4 z=a
echo.py+





As with the previous example, we can restart using different flags.

>>> project.run(restart=batch.id, flags={"x": [7.0]})
INFO: [guild] Running trial ...: echo.py (x=7.0, y=4, z=a)
7.0 4 'a'
INFO: [guild] Running trial ...: echo.py (x=7.0, y=6, z=a)
7.0 6 'a'





The runs:

>>> project.print_runs(flags=True)
echo.py   x=7.0 y=6 z=a
echo.py   x=7.0 y=4 z=a
echo.py+
echo.py   x=5.0 y=6 z=a
echo.py   x=5.0 y=4 z=a











          

      

      

    

  

    
      
          
            
  
Saving batch trials

Batch trials can be saved to a CSV file via the run command using
the save_trial option.

We’ll use the optimizers project to illustrate.

>>> project = Project(sample("projects", "optimizers"))





Let’s create a directory to save our trials in.

>>> save_dir = mkdtemp()
>>> dest_path = path(save_dir, "trials.csv")





Let’s run with a set of flags and the save_trials flag.

>>> project.run(
...     "echo.py",
...     flags={"x": [1.1, 2.2], "y": [1, 2], "z": ["b"]},
...     save_trials=dest_path)
Saving trials to .../trials.csv





The contents of our save directory:

>>> find(save_dir)
trials.csv





And the trials file:

>>> cat(dest_path)
x,y,z
1.1,1,b
1.1,2,b
2.2,1,b
2.2,2,b





We can use the trials file to run a batch.

>>> project.run("echo.py", batch_files=[dest_path])
INFO: [guild] Running trial ...: echo.py (x=1.1, y=1, z=b)
1.1 1 'b'
INFO: [guild] Running trial ...: echo.py (x=1.1, y=2, z=b)
1.1 2 'b'
INFO: [guild] Running trial ...: echo.py (x=2.2, y=1, z=b)
2.2 1 'b'
INFO: [guild] Running trial ...: echo.py (x=2.2, y=2, z=b)
2.2 2 'b'









          

      

      

    

  

    
      
          
            
  
Batch runs - skopt

These tests run each of the skopt based optimizers:

- gp
- forest
- gbrt





We’ll use the noisy.py script in the optimizers sample project.

>>> project = Project(sample("projects", "optimizers"))





A helper to run an optimizer batch:

>>> ignore_output = [
...     "The objective has been evaluated ",
... ]

>>> def run(optimizer, x, trials, opt_flags=None):
...     project.run(
...         "noisy.py",
...         flags={"x": x},
...         opt_flags=opt_flags,
...         optimizer=optimizer,
...         max_trials=trials,
...         ignore_output=ignore_output)





We ignore messages from skopt that may be reasonably generated due to
random effects.


Bayesian with gaussian process

Range without an initial value:

>>> run("gp", "[-2.0:2.0]", 5)
INFO: [guild] Random start for optimization (1 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (2 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (3 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Found 3 previous trial(s) for use in optimization
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Found 4 previous trial(s) for use in optimization
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...





Range with an initial value and opt flags:

>>> with Env({"TRIAL_ENV": "1"}):
...     run("gp", "[-2.0:2.0:0.1]", 2, {"kappa": 1.5, "xi": 0.2})
INFO: [guild] Random start for optimization (1 of 2)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=0.1)
x: 0.100000
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (2 of 2)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...





Range with a null value:

>>> run("gp", None, 2)
ERROR: [guild] flags for batch (noise=0.1, x=0.1) do not contain
any search dimensions
Try specifying a range for one or more flags as NAME=[MIN:MAX].
<exit 1>





Our trials:

>>> with Env({"TRIAL_ENV": "1"}):
...     project.print_runs(flags=True, status=True)
noisy.py+gp  acq-func=gp_hedge kappa=1.96 noise=gaussian random-starts=3 xi=0.05  error
noisy.py     noise=0.1 x=...                                                      completed
noisy.py     noise=0.1 x=0.1                                                      completed
noisy.py+gp  acq-func=gp_hedge kappa=1.5 noise=gaussian random-starts=3 xi=0.2    completed
noisy.py     noise=0.1 x=...                                                      completed
noisy.py     noise=0.1 x=...                                                      completed
noisy.py     noise=0.1 x=...                                                      completed
noisy.py     noise=0.1 x=...                                                      completed
noisy.py     noise=0.1 x=...                                                      completed
noisy.py+gp  acq-func=gp_hedge kappa=1.96 noise=gaussian random-starts=3 xi=0.05  completed





Cleanup for next tests:

>>> project.delete_runs()
Deleted 10 run(s)








Forest

Range without an initial value:

>>> with Env({"TRIAL_ENV": "1"}):
...     run("forest", "[-2.0:2.0]", 4)
INFO: [guild] Random start for optimization (1 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (2 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (3 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Found 3 previous trial(s) for use in optimization
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...





Range with an initial value and opt flags:

>>> with Env({"TRIAL_ENV": "1"}):
...     run("forest", "[-2.0:2.0:0.3]", 2, {"kappa": 1.3, "xi": 0.3})
INFO: [guild] Random start for optimization (1 of 2)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=0.3)
x: 0.300000
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (2 of 2)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...





Our trials:

>>> project.print_runs(flags=True, status=True)
noisy.py         noise=0.1 x=...                     completed
noisy.py         noise=0.1 x=0.3                     completed
noisy.py+forest  kappa=1.3 random-starts=3 xi=0.3    completed
noisy.py         noise=0.1 x=...                     completed
noisy.py         noise=0.1 x=...                     completed
noisy.py         noise=0.1 x=...                     completed
noisy.py         noise=0.1 x=...                     completed
noisy.py+forest  kappa=1.96 random-starts=3 xi=0.05  completed





Cleanup for next tests:

>>> project.delete_runs()
Deleted 8 run(s)








GBRT

Range without an initial value and an opt flag:

>>> with Env({"TRIAL_ENV": "1"}):
...     run("gbrt", "[-2.0:2.0]", 3, {"random-starts": 2})
INFO: [guild] Random start for optimization (1 of 2)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (2 of 2)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Found 2 previous trial(s) for use in optimization
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...





Range with an initial value and opt flags:

>>> with Env({"TRIAL_ENV": "1"}):
...     run("gbrt", "[-2.0:2.0:0.4]", 3, {"kappa": 1.4, "xi": 0.4})
INFO: [guild] Random start for optimization (1 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=0.4)
x: 0.400000
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (2 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...
INFO: [guild] Random start for optimization (3 of 3)
INFO: [guild] Running trial ...: noisy.py (noise=0.1, x=...)
x: ...
noise: 0.1
loss: ...





Our trials:

>>> project.print_runs(flags=True, status=True)
noisy.py       noise=0.1 x=...                     completed
noisy.py       noise=0.1 x=...                     completed
noisy.py       noise=0.1 x=0.4                     completed
noisy.py+gbrt  kappa=1.4 random-starts=3 xi=0.4    completed
noisy.py       noise=0.1 x=...                     completed
noisy.py       noise=0.1 x=...                     completed
noisy.py       noise=0.1 x=...                     completed
noisy.py+gbrt  kappa=1.96 random-starts=2 xi=0.05  completed











          

      

      

    

  

    
      
          
            
  
Batch runs - skopt 2

These tests cover various ranges of dimensions that are not covered by
batch-skopt. The tests use the echo2.py script in the optimizers
sample project.

>>> project = Project(sample("projects", "optimizers"))





A helper to run a batch:

>>> def run(optimizer, max_trials=2, **flags):
...     project.run(
...         "echo2.py",
...         flags=flags,
...         optimizer=optimizer,
...         max_trials=max_trials)





Running with fixed args (i.e. no search ranges).

>>> run("gp")
ERROR: [guild] flags for batch (b=yes, f=2.0, i=3, s=hello) do
not contain any search dimensions
Try specifying a range for one or more flags as NAME=[MIN:MAX].
<exit 1>

>>> run("random")
ERROR: [guild] flags for batch (b=yes, f=2.0, i=3, s=hello) do
not contain any search dimensions
Try specifying a range for one or more flags as NAME=[MIN:MAX].
<exit 1>

>>> run("forest")
ERROR: [guild] flags for batch (b=yes, f=2.0, i=3, s=hello) do
not contain any search dimensions
Try specifying a range for one or more flags as NAME=[MIN:MAX].
<exit 1>

>>> run("gbrt")
ERROR: [guild] flags for batch (b=yes, f=2.0, i=3, s=hello) do
not contain any search dimensions
Try specifying a range for one or more flags as NAME=[MIN:MAX].
<exit 1>





Running with a single category for i:

>>> run("gp", i=[3])
INFO: [guild] Random start for optimization (1 of 2)
INFO: [guild] Running trial ...: echo2.py (b=yes, f=2.0, i=3, s=hello)
i: 3
f: 2.000000
b: True
s: hello
loss: 1.000000
INFO: [guild] Random start for optimization (2 of 2)
INFO: [guild] Running trial ...: echo2.py (b=yes, f=2.0, i=3, s=hello)
i: 3
f: 2.000000
b: True
s: hello
loss: 1.000000









          

      

      

    

  

    
      
          
            
  
Batch runs - stage trials

Batch trials can be staged using the --stage-trials option.

We use the batch project for these tests.

>>> project = Project(sample("projects", "batch"))





Stage three trials:

>>> project.run("say.py", flags={"msg": ["a", "b", "c"]}, stage_trials=True)
INFO: [guild] Staging trial ...: say.py (loud=no, msg=a)
say.py staged as ...
To start the operation, use 'guild run --start ...'
INFO: [guild] Staging trial ...: say.py (loud=no, msg=b)
say.py staged as ...
To start the operation, use 'guild run --start ...'
INFO: [guild] Staging trial ...: say.py (loud=no, msg=c)
say.py staged as ...
To start the operation, use 'guild run --start ...'





The three trials are staged while the batch itself is completed.

>>> project.print_runs(status=True, flags=True)
say.py   loud=no msg=c  staged
say.py   loud=no msg=b  staged
say.py   loud=no msg=a  staged
say.py+                 completed





Use a queue to run the staged trials.

>>> project.run("queue", flags={"run-once": True})
INFO: [queue] ... Processing staged runs
INFO: [queue] ... Starting staged run ...
a
INFO: [queue] ... Starting staged run ...
b
INFO: [queue] ... Starting staged run ...
c





Our runs after the queue finished.

>>> project.print_runs(status=True, flags=True)
say.py   loud=no msg=c                                                completed
say.py   loud=no msg=b                                                completed
say.py   loud=no msg=a                                                completed
queue    gpus=null poll-interval=10 run-once=yes wait-for-running=no  completed
say.py+                                                               completed






Staging batch runs that stage trials

We can, perhaps oddly, stage a batch operation that stages trials.

First clear our runs.

>>> project.delete_runs()
Deleted 5 run(s)





And stage a batch run that stages trials.

>>> batch_run, out = project.run_capture(
...     "say.py", flags={"msg": ["a", "b", "c"]},
...     stage=True, stage_trials=True)

>>> print(out)
say.py+ staged in '...'
To start the operation, use ...





NOTE: The instruction to start the operation using the run directory
is a result of using the project API, which specifies the –run-dir
CLI option to return a resulting run object.

Our runs:

>>> project.print_runs(status=True)
say.py+  staged





Let’s start the staged run.

>>> project.run(start=batch_run.id)
INFO: [guild] Staging trial ...: say.py (loud=no, msg=a)
say.py staged as ...
To start the operation, use 'guild run --start ...'
INFO: [guild] Staging trial ...: say.py (loud=no, msg=b)
say.py staged as ...
To start the operation, use 'guild run --start ...'
INFO: [guild] Staging trial ...: say.py (loud=no, msg=c)
say.py staged as ...
To start the operation, use 'guild run --start ...'





And our runs:

>>> project.print_runs(status=True, flags=True)
say.py   loud=no msg=c  staged
say.py   loud=no msg=b  staged
say.py   loud=no msg=a  staged
say.py+                 completed








Stage trials via steps

If a stepped operation generates a batch and --stage-trials is
specified, the generated batch will stage the trials rather than run
them.

For our tests, we delete the current runs.

>>> project.delete_runs()
Deleted 4 run(s)





The say-many operation uses steps to run say.py in a batch.

First, the operation first without --stage-trials:

>>> project.run("say-many")
INFO: [guild] running say.py: say.py msg=[hi, hello, hola]
INFO: [guild] Running trial ...: say.py (loud=no, msg=hi)
hi
INFO: [guild] Running trial ...: say.py (loud=no, msg=hello)
hello
INFO: [guild] Running trial ...: say.py (loud=no, msg=hola)
hola





The runs are complete:

>>> project.print_runs(status=True, labels=True)
say.py    loud=no msg=hola   completed
say.py    loud=no msg=hello  completed
say.py    loud=no msg=hi     completed
say.py+                      completed
say-many                     completed





Next, use --stage-trials:

>>> project.run("say-many", stage_trials=True)
INFO: [guild] running say.py: say.py --stage-trials msg=[hi, hello, hola]
INFO: [guild] Staging trial ...: say.py (loud=no, msg=hi)
say.py staged as ...
To start the operation, use 'guild run --start ...'
INFO: [guild] Staging trial ...: say.py (loud=no, msg=hello)
say.py staged as ...
To start the operation, use 'guild run --start ...'
INFO: [guild] Staging trial ...: say.py (loud=no, msg=hola)
say.py staged as ...
To start the operation, use 'guild run --start ...'





And the runs:

>>> project.print_runs(status=True, labels=True)
say.py    loud=no msg=hola   staged
say.py    loud=no msg=hello  staged
say.py    loud=no msg=hi     staged
say.py+                      completed
say-many                     completed
say.py    loud=no msg=hola   completed
say.py    loud=no msg=hello  completed
say.py    loud=no msg=hi     completed
say.py+                      completed
say-many                     completed











          

      

      

    

  

    
      
          
            
  
Compare Columns

The compare project illustrates various compare features.

>>> project = Project(sample("projects/compare"))






Default compare columns

By default all of the flags and scalars are used in compare.

Here’s a run of the script, which has no compare info:

>>> project.run("op1.py")
x: 2
y: 4
z/ab: 3
sys/x: 123





Here’s the default compare output:

>>> project.compare()
[['run', 'operation', 'started', 'time', 'status', 'label', 'a', 'b', 'step', 'x', 'y', 'z/ab'],
 ['...', 'op1.py', '...', '...', 'completed', 'a=1 b=2', 1, 2, 0, 2.0, 4.0, 3.0]]





Compare with extra cols, which includes source code digest:

>>> project.compare(extra_cols=True)
[['run', 'operation', 'started', 'time', 'status', 'label', 'sourcecode', 'a', 'b', 'step', 'x', 'y', 'z/ab'],
 ['...', 'op1.py', '...', '...', 'completed', 'a=1 b=2', '58738be9', 1, 2, 0, 2.0, 4.0, 3.0]]





Include all scalars:

>>> project.compare(all_scalars=True)
[['run', 'operation', 'started', 'time', 'status', 'label', 'a', 'b', 'step', 'sys/x', 'x', 'y', 'z/ab'],
 ['...', 'op1.py', '...', '...', 'completed', 'a=1 b=2', 1, 2, 0, 123.0, 2.0, 4.0, 3.0]]








Explicit compare columns

The project Guild file defines explicit compare cols for the op1 operation.

>>> from guild import guildfile
>>> gf = guildfile.for_dir(project.cwd)

>>> op1 = gf.default_model.operations[0]
>>> op1.name
'op1'

>>> op1.compare
['=a as A', '=b as B', 'x step as x_step', 'x', 'y', 'z/ab as ab']





Let’s run the operation:

>>> project.run("op1", flags={"a": 2, "b": 3})
x: 3
y: 5
z/ab: 5
sys/x: 123





And compare the runs:

>>> project.compare(extra_cols=True)
[['run', 'operation', 'started', 'time', 'status', 'label', 'sourcecode', 'A', 'B', 'x_step', 'x', 'y', 'ab', 'a', 'b', 'step', 'z/ab'],
 ['...', 'op1', '...', '...', 'completed', 'a=2 b=3', '58738be9', 2, 3, 0, 3.0, 5.0, 5.0, None, None, None, None],
 ['...', 'op1.py', '...', '...', 'completed', 'a=1 b=2', '58738be9', None, None, None, 2.0, 4.0, None, 1, 2, 0, 3.0]]











          

      

      

    

  

    
      
          
            
  
Guild config

The module guild.config handles user config.

>>> from guild import config






User config inheritance

User config can use the extends construct to extend other config
sections.

The function _apply_config_inherits can be used with parsed user
config as a dict. We’ll create a helper function to print the resolved
structure.

>>> def apply(data):
...    config._apply_config_inherits(data, "test")
...    pprint(data)





NOTE: For the test below, we’ll use the naming convention sN for
sections, iN for section items, and aN for item attributes.

A section item may extend other items in the same section.

>>> apply({
...   "s1": {"i1": {"a1": 1, "a2": 2},
...          "i2": {"extends": "i1", "a2": 3}}
... })
{'s1': {'i1': {'a1': 1, 'a2': 2},
        'i2': {'a1': 1, 'a2': 3}}}





It may also extend items under the config section.

>>> apply({
...   "config": {"i1": {"a1": 1, "a2": 2}},
...   "s1": {"i2": {"extends": "i1", "a2": 3}}
... })
{'s1': {'i2': {'a1': 1, 'a2': 3}}}





If the name occurs in both the current section and the config
section, the item under the current section is selected.

>>> apply({
...   "config": {"i1": {"a1": 1, "a2": 2}},
...   "s1": {"i1": {"a1": 3, "a2": 4},
...          "i2": {"extends": "i1", "a2": 5}}
... })
{'s1': {'i1': {'a1': 3, 'a2': 4},
        'i2': {'a1': 3, 'a2': 5}}}





Cycles are silently ignored by dropping the last leg of the cycle.

>>> apply({
...   "s1": {"i1": {"extends": "i1"}}
... })
{'s1': {'i1': {}}}

>>> apply({
...   "s1": {"i1": {"extends": "i2", "a1": 1, "a2": 2},
...          "i2": {"extends": "i1", "a2": 3, "a3": 4}}
... })
{'s1': {'i1': {'a1': 1, 'a2': 2, 'a3': 4},
        'i2': {'a1': 1, 'a2': 3, 'a3': 4}}}

>>> apply({
...   "config": {"i1": {"extends": "i2", "a1": 1, "a2": 2},
...              "i2": {"extends": "i3", "a1": 3, "a3": 4},
...              "i3": {"extends": "i1", "a1": 5}},
...   "s1": {"i4": {"extends": "i1", "a1": 6, "a4": 7},
...          "i5": {"extends": "i2", "a2": 8, "a5": 9}}
... })
{'s1': {'i4': {'a1': 6, 'a2': 2, 'a3': 4, 'a4': 7},
        'i5': {'a1': 3, 'a2': 8, 'a3': 4, 'a5': 9}}}





If a parent can’t be found, config.ConfigError is raised.

>>> apply({
...   "s1": {"i1": {"extends": "i2"}}
... })
Traceback (most recent call last):
ConfigError: cannot find 'i2' in test








_Config objects

The class config._Config can be used to read config data.

>>> cfg = config._Config(sample("config/remotes.yml"))
>>> pprint(cfg.read())
{'remotes': {'v100': {'ami': 'ami-4f62582a',
                      'description': 'V100 GPU running on EC2',
                      'init': 'echo hello',
                      'instance-type': 'p3.2xlarge',
                      'region': 'us-east-2',
                      'type': 'ec2'},
             'v100x8': {'ami': 'ami-4f62582a',
                        'description': 'V100 x8 running on EC2',
                        'init': 'echo hello there',
                        'instance-type': 'p3.16xlarge',
                        'region': 'us-east-2',
                        'type': 'ec2'}}}











          

      

      

    

  

    
      
          
            
  
Copy source code warnings

By default, Guild guards against copying too many source code files or
copying very large source code files.


Max source code file count

Guild will not copy more than op_util.MAX_DEFAULT_SOURCECODE_COUNT
source code files by default.

>>> from guild import op_util
>>> op_util.MAX_DEFAULT_SOURCECODE_COUNT
100





Let’s illustrate by running an operation within a directory that
contains both a large number of text files.

>>> project_dir = mkdtemp()
>>> for i in range(op_util.MAX_DEFAULT_SOURCECODE_COUNT + 10):
...     touch(path(project_dir, "%0.3i.txt" % (i + 1)))





Here are our 110 files:

>>> sourcecode_src = findl(project_dir)
>>> len(sourcecode_src)
110
>>> for s in sourcecode_src:
...     print(s)
001.txt
002.txt
...
109.txt
110.txt





Here’s a no-op script that we can run to test an operation:

>>> touch(path(project_dir, "no_op.py"))





Let’s run the no-op script using a project:

>>> project = Project(project_dir)
>>> run, out = project.run_capture(
...     "no_op.py",
...     extra_env={"PYTHONPATH": project_dir})
>>> print(out)
WARNING: Found more than 100 source code files but will only
copy 100 as a safety measure. To control which files are copied,
define 'sourcecode' for the operation in a Guild file.





Let’s confirm that Guild only copied the first
op_util.MAX_DEFAULT_SOURCECODE_COUNT source code files.

>>> sourcecode_copied = project.ls(run, sourcecode=True)
>>> len(sourcecode_copied)
100
>>> for s in sourcecode_copied:
...     print(s)
.guild/sourcecode/001.txt
.guild/sourcecode/002.txt
...
.guild/sourcecode/099.txt
.guild/sourcecode/100.txt





We can override this behavior with explicit Guild file config.

>>> cfg = """
... no_op.py:
...   sourcecode: '*.txt'
... """
>>> write(path(project_dir, "guild.yml"), cfg)





Let’s run the operation again:

>>> run, _out = project.run_capture(
...     "no_op.py",
...     extra_env={"PYTHONPATH": project_dir})





And get the list of copied soure code files:

>>> sourcecode_copied = project.ls(run, sourcecode=True)
>>> len(sourcecode_copied)
110
>>> for s in sourcecode_copied:
...     print(s)
.guild/sourcecode/001.txt
.guild/sourcecode/002.txt
...
.guild/sourcecode/109.txt
.guild/sourcecode/110.txt








Max source code file size

Guild also guards against copying souce code files that are too big.

The max file size is defined by
op_util.MAX_DEFAULT_SOURCECODE_FILE_SIZE.

>>> op_util.MAX_DEFAULT_SOURCECODE_FILE_SIZE
1048576





Let’s create a new project with various files:

>>> project_dir = mkdtemp()





A file that is one byte too big:

>>> write(path(project_dir, "too-big.txt"),
...       "0" * (op_util.MAX_DEFAULT_SOURCECODE_FILE_SIZE + 1))





A file that is exactly at the max size:

>>> write(path(project_dir, "max.txt"),
...       "0" * op_util.MAX_DEFAULT_SOURCECODE_FILE_SIZE)





An empty file:

>>> touch(path(project_dir, "empty.txt"))





Here’s our no-op script again:

>>> touch(path(project_dir, "no_op.py"))





Here are the project files:

>>> find(project_dir)
empty.txt
max.txt
no_op.py
too-big.txt





Let’s run an operation with the default source code settings.

>>> project = Project(project_dir)
>>> run, out = project.run_capture("no_op.py")
>>> print(out)
WARNING: Skipping potential source code file ./too-big.txt
because it's too big. To control which files are copied,
define 'sourcecode' for the operation in a Guild file.





Here are our run source files:

>>> for s in project.ls(run, sourcecode=True):
...     print(s)
.guild/sourcecode/empty.txt
.guild/sourcecode/max.txt
.guild/sourcecode/no_op.py





Let’s now provide config to override this behavior. In this case, we
extend the file select logic to include any *.txt file.

>>> cfg = """
... no_op.py:
...   sourcecode:
...     - include: '*.txt'
... """
>>> write(path(project_dir, "guild.yml"), cfg)





Run again with our new config:

>>> run, _out = project.run_capture("no_op.py")





And the run source code:

>>> for s in project.ls(run, sourcecode=True):
...     print(s)
.guild/sourcecode/empty.txt
.guild/sourcecode/guild.yml
.guild/sourcecode/max.txt
.guild/sourcecode/no_op.py
.guild/sourcecode/too-big.txt








Guarding against both file count and max size

Let’s confirm that Guild guards against both conditions occurring in
the same project.

Create max number of files:

>>> project_dir = mkdtemp()

>>> for i in range(op_util.MAX_DEFAULT_SOURCECODE_COUNT):
...     touch(path(project_dir, "%0.3i.txt" % (i + 1)))





Next create a large file:

>>> write(path(project_dir, "big.txt"),
...       "0" * (op_util.MAX_DEFAULT_SOURCECODE_FILE_SIZE + 1))





Our no_op operation:

>>> touch(path(project_dir, "no_op.py"))





And a run:

>>> project = Project(project_dir)
>>> run, out = project.run_capture(
...     "no_op.py",
...     extra_env={"PYTHONPATH": project_dir})
>>> print(out)
WARNING: Found more than 100 source code files but will only
copy 100 as a safety measure. To control which files are copied,
define 'sourcecode' for the operation in a Guild file.





The run source code:

>>> for s in project.ls(run, sourcecode=True):
...     print(s)
.guild/sourcecode/001.txt
.guild/sourcecode/002.txt
...
.guild/sourcecode/099.txt
.guild/sourcecode/100.txt











          

      

      

    

  

    
      
          
            
  
Copying source code

These tests exercise each of the operations defined in the
copy-sourcecode sample
project.

>>> project_dir_src = sample("projects/copy-sourcecode")





To control the files that are under the project, we copy the project
source to a new location, taking care to copy only the following
files:

>>> project_files = [
...   ".dotdir",
...   ".dotdir/a.txt",
...   ".gitattributes",
...   "__pycache__/hello.pyc",
...   "a.txt",
...   "empty",
...   "env",
...   "env/bin",
...   "env/bin/activate",
...   "env/some-env-file",
...   "guild.yml",
...   "hello.py",
...   "hello.pyc",
...   "nocopy_dir",
...   "nocopy_dir/.guild-nocopy",
...   "nocopy_dir/a.txt",
...   "subdir",
...   "subdir/b.txt",
...   "subdir/logo.png",
... ]

>>> project_dir = mkdtemp()

>>> for root, _dirs, names in os.walk(project_dir_src):
...     for name in names:
...         src = path(root, name)
...         relpath = os.path.relpath(src, project_dir_src)
...         normpath = relpath.replace(os.path.sep, "/")
...         if not normpath in project_files:
...             continue
...         dest = path(project_dir, relpath)
...         ensure_dir(dirname(dest))
...         copyfile(src, dest)

>>> find(project_dir)  
.dotdir/a.txt
.gitattributes
__pycache__/hello.pyc
a.txt
empty
env/bin/activate
env/some-env-file
guild.yml
hello.py
hello.pyc
nocopy_dir/.guild-nocopy
nocopy_dir/a.txt
subdir/b.txt
subdir/logo.png

>>> project = Project(project_dir)





Here’s a helper function for printing operation sourcecode config.

>>> import yaml
>>> data = yaml.safe_load(open(join_path(project_dir, "guild.yml"), "r"))

>>> from guild import util
>>> def print_config(op):
...     parts = op.split(":")
...     if len(parts) == 1:
...         model = ""
...     else:
...         model, op = parts
...     for model_data in data:
...         if model_data["model"] == model:
...             break
...     else:
...         assert False, (model, op)
...     config = {}
...     if "sourcecode" in model_data:
...         config["model-sourcecode"] = model_data["sourcecode"]
...     op_data = model_data["operations"][op]
...     if "sourcecode" in op_data:
...         config["op-sourcecode"] = op_data["sourcecode"]
...     if config:
...         print(util.encode_yaml(config).strip())
...     else:
...         print("<none>")





Here’s a helper function that runs the specified operation and prints
the list of copied source code files for the generated run.

>>> def run(op, sourcecode_root=".guild/sourcecode"):
...     run_dir = mkdtemp()
...     project.run_quiet(op, run_dir=run_dir)
...     find(join_path(run_dir, sourcecode_root))





And a helper for previewing source code copies:

>>> def preview(op):
...     project.run(op, test_sourcecode=True)






Default files

Guild copies text files by default.

>>> print_config("default")
<none>





Here’s a preview of the copy, which shows the rules that are applied:

>>> preview("default")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
Selected for copy:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
  ./subdir/b.txt
Skipped:
  ./hello.pyc
  ./subdir/logo.png





Note that Guild doesn’t consider files under ignored directories for
selected/ignored preview. This is an optimization to avoid evaluating
potentially large numbers of files in ignored directories.

And the copied files:

>>> run("default")
.gitattributes
a.txt
empty
guild.yml
hello.py
subdir/b.txt








Alternate root

Specify root to change the directory that files are copied from.

>>> print_config("alt-root")
op-sourcecode:
  root: subdir

>>> preview("alt-root")
Copying from 'subdir'
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
Selected for copy:
  subdir/b.txt
Skipped:
  subdir/logo.png

>>> run("alt-root")
b.txt








Include additional files

To include additional files that are not otherwise selected (i.e. are
not text files), use explicit includes.

>>> print_config("include-png")
op-sourcecode:
- include: '*.png'





This rule is applied after the default rules:

>>> preview("include-png")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  include '*.png'
Selected for copy:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
  ./subdir/b.txt
  ./subdir/logo.png
Skipped:
  ./hello.pyc





The png file is copied along with the default files:

>>> run("include-png")

.gitattributes
a.txt
empty
guild.yml
hello.py
subdir/b.txt
subdir/logo.png








Override defaults

Defaults can be overridden with explicit string patterns.

Only png files:

>>> print_config("only-png")
op-sourcecode: '*.png'





When only string patterns are specified for an include, Guild
implicitly inserts an exclude ‘*’ before adding the patterns. This
ensures that only those files matching the specified patterns are selected.

>>> preview("only-png")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
  include '*.png'
Selected for copy:
  ./subdir/logo.png
Skipped:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
  ./hello.pyc
  ./subdir/b.txt

>>> run("only-png")
subdir/logo.png





Only py files:

>>> print_config("only-py")
op-sourcecode:
- '*.py'

>>> run("only-py")
hello.py





Only png and py files:

>>> print_config("png-and-py")
op-sourcecode:
- '*.png'
- '*.py'

>>> run("png-and-py")
hello.py
subdir/logo.png





This logic can be alternatively specified by first excluding all
matches and then including those to select.

>>> print_config("only-py2")
op-sourcecode:
- exclude: '*'
- include: '*.py'

>>> run("only-py2")
hello.py








Excluding some default files

Some of the default files can be excluded by specifying one or more
exclude specs.

>>> print_config("exclude-py")
op-sourcecode:
- exclude: '*.py'

>>> preview("exclude-py")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*.py'
Selected for copy:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./subdir/b.txt
Skipped:
  ./hello.py
  ./hello.pyc
  ./subdir/logo.png

>>> run("exclude-py")
.gitattributes
a.txt
empty
guild.yml
subdir/b.txt








Excluding directories

Guild does not evaluate files under excluded directories. Such files
are neither selected nor ignored - they are not even seen.

>>> print_config("no-subdir")
op-sourcecode:
- exclude:
    dir: subdir





In the preview, ‘subdir’ is not mentioned:

>>> preview("no-subdir")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude dir 'subdir'
Selected for copy:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
Skipped:
  ./hello.pyc





And the copied files:

>>> run("no-subdir")
.gitattributes
a.txt
empty
guild.yml
hello.py








Including only directories

Source code can be limited to only subdirectories by specifying the
globbed subdirectory as a string.

>>> print_config("only-subdir")
op-sourcecode: subdir/*





The preview:

>>> preview("only-subdir")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
  include 'subdir/*'
Selected for copy:
  ./subdir/b.txt
  ./subdir/logo.png
Skipped:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
  ./hello.pyc





And the copied files:

>>> run("only-subdir")
subdir/b.txt
subdir/logo.png





Alternatively, the subdirectory glob may be omitted. Guild will assume
the glob pattern when the pattern matches an existing directory.

This is illustrated by the only-subdir2 operation.

>>> print_config("only-subdir2")
op-sourcecode: subdir





The preview shows that Guild modified the pattern with the glob:

>>> preview("only-subdir2")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
  include 'subdir/*'
Selected for copy:
  ./subdir/b.txt
  ./subdir/logo.png
Skipped:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
  ./hello.pyc





And the copied files:

>>> run("only-subdir2")
subdir/b.txt
subdir/logo.png








Including default ignored directories

By default, Guild ignores various directories (see list of excluded
dirs in the previews above). Such directorie can be explicitly
included.

>>> print_config("include-dotdir")
op-sourcecode:
- include:
    dir: .dotdir

>>> preview("include-dotdir")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  include dir '.dotdir'
Selected for copy:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
  ./.dotdir/a.txt
  ./subdir/b.txt
Skipped:
  ./hello.pyc
  ./subdir/logo.png

>>> run("include-dotdir")
.dotdir/a.txt
.gitattributes
a.txt
empty
guild.yml
hello.py
subdir/b.txt








Disabling source code copies

There are multiple ways to disable source code copies altogether.

Using no (False):

>>> print_config("disabled")
op-sourcecode: false

>>> preview("disabled")
Copying from the current directory
Rules:
  exclude '*'
Source code copy disabled

>>> run("disabled")
<empty>





Specifying an emty list of specs:

>>> print_config("disabled2")
op-sourcecode: []

>>> preview("disabled2")
Copying from the current directory
Rules:
  exclude '*'
Source code copy disabled

>>> run("disabled2")
<empty>





Using an exclude spec:

>>> print_config("disabled3")
op-sourcecode:
- exclude: '*'

>>> preview("disabled3")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
Source code copy disabled

>>> run("disabled3")
<empty>








Model and op config interactions

Source code config can be specified at the model level as well as the
operaiton level. Model level specs are applied first, followed by op
level specs. This lets operations append rules to the model level
rules, which are evaluated subsequently and therefore can change model
level select behavior.

Model adds png and operation excludes *.py and a.* files:

>>> print_config("m1:op")
model-sourcecode:
- include: subdir/logo.png
op-sourcecode:
- exclude:
  - '*.py'
  - a.*

>>> preview("m1:op")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  include 'subdir/logo.png'
  exclude '*.py', 'a.*'
Selected for copy:
  ./.gitattributes
  ./empty
  ./guild.yml
  ./subdir/b.txt
  ./subdir/logo.png
Skipped:
  ./a.txt
  ./hello.py
  ./hello.pyc

>>> run("m1:op")
.gitattributes
empty
guild.yml
subdir/b.txt
subdir/logo.png





Model disables source code copy:

>>> print_config("m2:op1")
model-sourcecode: false

>>> preview("m2:op1")
Copying from the current directory
Rules:
  exclude '*'
Source code copy disabled

>>> run("m2:op1")
<empty>





Model disables source code copy but operation re-enables it to copy
only py and yml files.

>>> print_config("m2:op2")
model-sourcecode: false
op-sourcecode:
- '*.py'
- '*.yml'

>>> preview("m2:op2")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
  include '*.py'
  include '*.yml'
Selected for copy:
  ./guild.yml
  ./hello.py
Skipped:
  ./.gitattributes
  ./a.txt
  ./empty
  ./hello.pyc
  ./subdir/b.txt
  ./subdir/logo.png

>>> run("m2:op2")
guild.yml
hello.py





Model enables all files to copy:

>>> print_config("m3:op1")
model-sourcecode: '*'

>>> preview("m3:op1")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
  include '*'
Selected for copy:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
  ./hello.pyc
  ./subdir/b.txt
  ./subdir/logo.png
Skipped:

>>> run("m3:op1")  

.gitattributes
a.txt
empty
guild.yml
hello.py
hello.pyc
subdir/b.txt
subdir/logo.png





Model enables all files to copy, operation disables source code copy:

>>> print_config("m3:op2")
model-sourcecode: '*'
op-sourcecode: false

>>> preview("m3:op2")
Copying from the current directory
Rules:
  exclude '*'
Source code copy disabled

>>> run("m3:op2")
<empty>








Source code for Python scripts

When running a Python script, Guild generates a model proxy that is
used to run the script. The proxy uses the default rules for copying
source code.

For our sample project, there is no sourcecode configuration for
hello.py:

>>> print_config("hello.py")
Traceback (most recent call last):
KeyError: 'hello.py'





Here’s the preview:

>>> preview("hello.py")  
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
Selected for copy:
  ./.gitattributes
  ./a.txt
  ./empty
  ./guild.yml
  ./hello.py
  ./subdir/b.txt
Skipped:
  ./hello.pyc
  ./subdir/logo.png





And the copied files:

>>> run("hello.py")
.gitattributes
a.txt
empty
guild.yml
hello.py
subdir/b.txt








Alt Sourcecode Destination

The hello-alt-dest operation defines an alternative destination for
source code.

Here’s the list of source code saved to the default location
(./guild/sourcecode):

>>> run("hello-alt-dest")
<empty>





Here’s the list saved to the configured source code dest for the
operation (src):

>>> run("hello-alt-dest", sourcecode_root="src")
.gitattributes
a.txt
empty
guild.yml
hello.py
subdir/b.txt











          

      

      

    

  

    
      
          
            
  
CPU plugin

The cpu plugin is used to read and log CPU stats as TF summaries.

>>> import guild.plugin
>>> plugin = guild.plugin.for_name("cpu")





We can read CPU stats using the read_summary_values method:

>>> plugin.read_summary_values(0)
{}





The initial stats are empty because stats are reported across
intervals. Let’s read them again:

>>> pprint(plugin.read_summary_values(0))
{'sys/cpu/util': ...,
 'sys/cpu0/util': ...}









          

      

      

    

  

    
      
          
            
  
Cross package inheritance

These tests cover the Extending packages topic in guildfiles.md
in more depth.

Guild is a system that enables reuse of project configuration by way
of model extension.

We’ll work packages defined in the cross-package-inherits project:

>>> projects = sample("projects/cross-package-inherits")






Project structure

Package a represents the root of the package hierarchy.

>>> gf_a = guildfile.for_dir(path(projects, "a"))

>>> gf_a.models
{'model': <guild.guildfile.ModelDef 'model'>}





We can explicitly test for parents:

>>> gf_a.models["model"].parents
[]





Package b defines a model that extends a/model.

In order to load package b, we must include package a in the
system path. Without including it, we get an error when we try to load
b:

>>> gf_b = guildfile.for_dir(path(projects, "b"))
Traceback (most recent call last):
GuildfileReferenceError: error in
.../samples/projects/cross-package-inherits/b/guild.yml: cannot
find Guild file for package 'a'





Let’s create a context manager to modify the system path to include
our projects directory as we load models:

>>> projects_sys_path = SysPath(prepend=[projects])





We can use the project sys path now to successfully load models:

>>> with projects_sys_path:
...   gf_b = guildfile.for_dir(path(projects, "b"))





And the models:

>>> gf_b.models
{'model': <guild.guildfile.ModelDef 'model'>}





Model b parents include the Guildfile defining a:

>>> gf_b.models["model"].parents
[<guild.guildfile.Guildfile '.../cross-package-inherits/a/guild.yml'>]





Package c in turn defines a model that extends b/model.

>>> with projects_sys_path:
...   gf_c = guildfile.for_dir(path(projects, "c"))

>>> gf_c.models
{'model': <guild.guildfile.ModelDef 'model'>}

>>> gf_c.models["model"].parents
[<guild.guildfile.Guildfile '.../cross-package-inherits/a/guild.yml'>,
 <guild.guildfile.Guildfile '.../cross-package-inherits/b/guild.yml'>]





There are two additional packages, which extend one another, creating
a cycle:

>>> with projects_sys_path:
...   guildfile.for_dir(path(projects, "cycle_a"))
Traceback (most recent call last):
GuildfileCycleError: error in .../cross-package-inherits/cycle_a/guild.yml:
cycle in 'extends' (cycle_b/model -> cycle_a/model -> cycle_b/model)

>>> with projects_sys_path:
...   guildfile.for_dir(path(projects, "cycle_b"))
Traceback (most recent call last):
GuildfileCycleError: error in .../cross-package-inherits/cycle_b/guild.yml:
cycle in 'extends' (cycle_a/model -> cycle_b/model -> cycle_a/model)








Running operations

We’ll now run the test operation on each of our models:

>>> gf_a.models["model"].operations
[<guild.guildfile.OpDef 'model:test'>]

>>> gf_b.models["model"].operations
[<guild.guildfile.OpDef 'model:test'>]

>>> gf_c.models["model"].operations
[<guild.guildfile.OpDef 'model:test'>]





This operation is defined in model a and inherited by the other
models by way of the model extension hierarchy. However, each model
modifies the operation by either defining a new parameter or by
providing an alternative local file resource.

We’ll use the gapi interface to run the operations:

>>> from guild import _api as gapi





Let’s run a/model:test.

>>> a_test_run_dir = mkdtemp()

>>> output = gapi.run_capture_output(
...   "model:test",
...   cwd=path(projects, "a"),
...   run_dir=a_test_run_dir,
...   extra_env={"NO_WARN_RUNDIR": "1"})
>>> print(output)
Resolving msg_file dependency
Resolving lib dependency
Hello from a/model
File from model/a





Here we see the message and file printed for a.

Next we’ll run b/model:test:

>>> b_test_run_dir = mkdtemp()

>>> try:
...   output = gapi.run_capture_output(
...     "model:test",
...     cwd=path(projects, "b"),
...     run_dir=b_test_run_dir)
... except gapi.RunError as e:
...   print(e.output)
... else:
...   print(output)
ERROR: error in .../cross-package-inherits/b/guild.yml: cannot
find Guild file for package 'a'
guild: guildfile in the current directory contains an error
(see above for details)





In this case we receive an error because Guild can’t find the package
a specified in the model extension spec a/model.

Let’s re-run the operation and include our projects directory in the
system path:

>>> output = gapi.run_capture_output(
...   "model:test",
...   cwd=path(projects, "b"),
...   run_dir=b_test_run_dir,
...   extra_env={"PYTHONPATH": projects,
...              "NO_WARN_RUNDIR": "1"})
>>> print(output)
Resolving msg_file dependency
Resolving lib dependency
Hello from b/model
File from model/a





In this case, b/model redefines the message but does not provide its
own message file.

Next we’ll run c/model:test:

>>> c_test_run_dir = mkdtemp()

>>> output = gapi.run_capture_output(
...   "model:test",
...   cwd=path(projects, "c"),
...   run_dir=c_test_run_dir,
...   extra_env={"PYTHONPATH": projects,
...              "NO_WARN_RUNDIR": "1"})
>>> print(output)
Resolving msg_file dependency
Resolving lib dependency
Hello from c/model
File from model/c





Clear the Guildfile cache for other tests.

>>> guildfile._cache.clear()











          

      

      

    

  

    
      
          
            
  
Debug Source Code

Guild provides an option for specifying an alternative location for
project source code files. This is used to control from where project
modules are loaded as an alternative to the run directory.

Let’s illustrate by creating a simple project with a say.py module
that prints a message.

>>> project = Project(mkdtemp())
>>> write(path(project.cwd, "say.py"), "print('hi 1')")





Let’s generate a run:

>>> project.run("say.py")
hi 1





Here’s the run source code:

>>> run_1 = project.list_runs()[0]
>>> project.cat(run_1, ".guild/sourcecode/say.py")
print('hi 1')





Next we’ll create directory that contains an alternative say.py
module, which we’ll use as our debug location:

>>> alt_source = mkdtemp()
>>> write(path(alt_source, "say.py"), "print('hi 2')")





Let’s run the say.py script again, but this time specifying
debug_sourcecode for the new subdir:

>>> project.run("say.py", debug_sourcecode=alt_source)
hi 2





Note the alternative message.

Let’s confirm that the second run contains the expected project source
code:

>>> run_2 = project.list_runs()[0]
>>> project.cat(run_2, ".guild/sourcecode/say.py")
print('hi 1')





And finally confirm that runs 1 and 2 are in fact different runs.

>>> run_1.dir != run_2.dir
True









          

      

      

    

  

    
      
          
            
  
Dependencies 2

These tests cover the various alternative dependency definition
schemes that were added to simplify dependency definitions.

The primary goal of this simplification is to support inline
dependencies that do not require separate resource definitions.

We’ll use a helper to print depepdencies:

>>> def print_deps(deps):
...     for dep in deps:
...         print(dep)
...         if dep.spec is not None:
...             print("  spec: %s" % dep.spec)
...         if dep.description is not None:
...             print("  description: %s" % (dep.description or "''"))
...         if dep.inline_resource:
...             print("  inline-resource: ", end="")
...             pprint(dep.inline_resource._data)






Inline string

An inline string is the traditional way to express a dependency on a
resource.

>>> gf = guildfile.for_string("""
... train:
...   requires: prepare
... """)

>>> print_deps(gf.default_model["train"].dependencies)
<guild.guildfile.OpDependencyDef 'prepare'>
  spec: prepare
  description: ''





A list of strings is treated in the same manner:

>>> gf = guildfile.for_string("""
... train:
...   requires:
...     - prepare-1
...     - prepare-2
...     - prepare-3
... """)

>>> print_deps(gf.default_model["train"].dependencies)
<guild.guildfile.OpDependencyDef 'prepare-1'>
  spec: prepare-1
  description: ''
<guild.guildfile.OpDependencyDef 'prepare-2'>
  spec: prepare-2
  description: ''
<guild.guildfile.OpDependencyDef 'prepare-3'>
  spec: prepare-3
  description: ''








Inline dict - resource spec with description

An inline dict can be either a resource reference or an inline
resource. If the dict contains a resource attribute, it’s treated as
a resource spec:

>>> gf = guildfile.for_string("""
... train:
...   requires:
...     resource: data
...     description: required data
... """)

>>> print_deps(gf.default_model["train"].dependencies)
<guild.guildfile.OpDependencyDef 'data'>
  spec: data
  description: required data








Inline dict - implicit source

If the user provides an inline dict that does not contain a sources
attribute, it is treated as an implicit resource source:

>>> gf = guildfile.for_string("""
... train:
...   requires:
...     url: http://my.co/stuff.gz
...     sha256: abc123
...     unpack: no
... """)

>>> print_deps(gf.default_model["train"].dependencies)
<guild.guildfile.OpDependencyDef http://my.co/stuff.gz>
  inline-resource: {'sources': [{'sha256': 'abc123',
              'unpack': False,
              'url': 'http://my.co/stuff.gz'}]}








Inline dict - full resource definition

If the inline dict contains a sources attribute, it is treated as a
complete resource definition:

>>> gf = guildfile.for_string("""
... train:
...   requires:
...     path: data
...     sources:
...       - url: http://my.co/stuff.gz
...         sha256: abc123
...         unpack: no
...       - url: http://my.co/more-suff.tar
...         sha256: dev456
... """)

>>> print_deps(gf.default_model["train"].dependencies)
<guild.guildfile.OpDependencyDef http://my.co/stuff.gz,http://my.co/more-suff.tar>
  inline-resource: {'path': 'data',
 'sources': [{'sha256': 'abc123',
              'unpack': False,
              'url': 'http://my.co/stuff.gz'},
             {'sha256': 'dev456', 'url': 'http://my.co/more-suff.tar'}]}








Named inline resources

A resource name may be provided for any full resource definition:

>>> gf = guildfile.for_string("""
... train:
...   requires:
...     name: data
...     sources:
...       - url: http://my.co/stuff.gz
...       - url: http://my.co/more-suff.tar
... """)

>>> print_deps(gf.default_model["train"].dependencies)
<guild.guildfile.OpDependencyDef data>
  inline-resource: {'name': 'data',
 'sources': [{'url': 'http://my.co/stuff.gz'},
             {'url': 'http://my.co/more-suff.tar'}]}








Named and unnamed operation resources

Inline requirements that define an operation but not a name are
implicitly named by their operation.

>>> gf = guildfile.for_string("""
... op1:
...   requires:
...     - operation: foo
... op2:
...   requires:
...     - operation: foo
...       name: FOO
... """)

>>> gf.default_model["op1"].dependencies[0].inline_resource.name
'foo'

>>> gf.default_model["op2"].dependencies[0].inline_resource.name
'FOO'








Inline list

An inline list can be used to list source. Each list item is converted
to a dependency where sources contains a list containing the item.

>>> gf = guildfile.for_string("""
... train:
...   requires:
...     - url: http://my.co/stuff.gz
...     - operation: foo
... """)

>>> print_deps(gf.default_model["train"].dependencies)
<guild.guildfile.OpDependencyDef http://my.co/stuff.gz>
  inline-resource: {'sources': [{'url': 'http://my.co/stuff.gz'}]}
<guild.guildfile.OpDependencyDef foo>
  inline-resource: {'sources': [{'operation': 'foo'}]}








Source paths

As of 0.6.2, a source may contain a path, which is in addition to any
path defined in the source resource. A source path is appended to a
resource path, if a resource path is defined.

>>> gf = guildfile.for_string("""
... train:
...   requires:
...     - operation: foo
...       select: .+\.txt
...       path: bar
... """)

>>> print_deps(gf.default_model["train"].dependencies) 
<guild.guildfile.OpDependencyDef foo>
  inline-resource: {'sources': [{'operation': 'foo',
                                 'path': 'bar',
                                 'select': '.+\\.txt'}]}








Project tests

The sample project inline-resources contains a variety of inline
resource definitions. We can test the resolution of all of the
resources by running the test-all operation, which serves as a
validation of the expected results.

Note we skip running the operations on Windows because they use POSIX
executables.

>>> project = Project(sample("projects", "inline-resources"))





Note we skip running the operations on Windows because they use POSIX
executables.

>>> project.run("test-all") 
INFO: [guild] running print-msg: print-msg
Resolving file:msg.txt dependency
hola
INFO: [guild] checking run ... files 'msg.txt'
INFO: [guild] comparing run ... file msg.txt to .../inline-resources/msg.txt
INFO: [guild] 1 of 1 checks passed
INFO: [guild] running print-msg-2: print-msg-2
Resolving print-msg dependency
Using output from run ... for print-msg resource
hola
INFO: [guild] checking run ... files 'msg.txt'
INFO: [guild] comparing run ... file msg.txt to .../inline-resources/msg.txt
INFO: [guild] 1 of 1 checks passed
INFO: [guild] running print-msg-3: print-msg-3
Resolving file:msg.txt dependency
Resolving file:msg-2.txt dependency
hola
adios
INFO: [guild] checking run ... files 'msg-1.txt'
INFO: [guild] comparing run ... file msg-1.txt to .../inline-resources/msg.txt
INFO: [guild] checking run ... files 'msg-2.txt'
INFO: [guild] comparing run ... file msg-2.txt to .../inline-resources/msg-2.txt
INFO: [guild] 2 of 2 checks passed
INFO: [guild] running print-msg-4: print-msg-4
Resolving file:msg.txt,file:msg-2.txt dependency
hola
adios
INFO: [guild] checking run ... files 'messages/msg.txt'
INFO: [guild] comparing run ... file messages/msg.txt to .../inline-resources/msg.txt
INFO: [guild] checking run ... files 'messages/msg-2.txt'
INFO: [guild] comparing run ... file messages/msg-2.txt to .../inline-resources/msg-2.txt
INFO: [guild] 2 of 2 checks passed











          

      

      

    

  

    
      
          
            
  
Dependencies

Guild dependencies are managed by the deps module:

>>> from guild import deps





The primary function of deps is to resolve dependencies defined in
operations.

To illustrate, we’ll define a model operation that requires a
resource:

>>> gf = guildfile.for_string("""
... - model: sample
...   operations:
...    test:
...      main: <not used>
...      requires: data
...   resources:
...     data:
...       sources:
...       - abc.txt
...       - file: def.txt
...       - url: http://foo.com/bar.tar.gz
...       - operation: foo/bar:baz
... """, "test")





We can get the list of dependencies for an operation with the
dependencies attribute:

>>> test_op = gf.models["sample"]["test"]
>>> test_op.dependencies
[<guild.guildfile.OpDependencyDef 'data'>]





The value of requires may be a single string or a list of
strings. Each string must be a reference to a model resource. Multiple
values indicate that all resources must be met.

Resource labels may be one of the following types:


	Resource in defined in the operation model


	Resource defined in anothet model in the guildfile


	Resource defined in a model provided by a package




Labels have this grammar:

[ ( [ PACKAGE '/' ] MODEL ':' ) | ( PACKAGE '/' MODEL ) ] NAME





Where NAME is the resource name, MODEL is the model the resource
is defined in, and PACKAGE is the package containing the model
resource. When referring to a package resource, the model may be
omitted provided there is only one resource with NAME provided by
the package.

Here are some examples of dependencies:

| Example           | Dependency                                            |
|——————-|——————————————————-|
| data              | resource data in the current model                  |
| common:data       | on resource data in model common in the guildfile |
| mnist/common:data | on common:data resource in package mnist          |
| mnist/data        | on data resource in package mnist                 |

Let’s look at the required resource:

>>> data_res = gf.models["sample"].get_resource("data")





This resource has the following sources:

>>> data_res.sources
[<guild.resourcedef.ResourceSource 'file:abc.txt'>,
 <guild.resourcedef.ResourceSource 'file:def.txt'>,
 <guild.resourcedef.ResourceSource 'http://foo.com/bar.tar.gz'>,
 <guild.resourcedef.ResourceSource 'operation:foo/bar:baz'>]






Operation sources

The sample data resource above provides a source generated from an
operation. These are known as operation sources.

Operation sources must reference a model operation. The operation may
be defined for the source model, another model in the guildfile, or a
model defined in a package. Operation references must be in a format
that can be parsed using op.OpRef.for_string.

>>> from guild.opref import OpRef





OpRef.for_string returns a OpRef instance if the string can be
parsed as an op ref or raises an exception if it cannot.

Below are various examples.

Operation name only:

>>> OpRef.for_string("foo")
OpRef(pkg_type=None,
      pkg_name=None,
      pkg_version=None,
      model_name=None,
      op_name='foo')





Operation of a model in the same guildfile:

>>> OpRef.for_string("foo:bar")
OpRef(pkg_type=None,
      pkg_name=None,
      pkg_version=None,
      model_name='foo',
      op_name='bar')





Operation in a packaged model:

>>> OpRef.for_string("foo/bar:baz")
OpRef(pkg_type=None,
      pkg_name='foo',
      pkg_version=None,
      model_name='bar',
      op_name='baz')





Some invalid op references:

>>> OpRef.for_string("")
Traceback (most recent call last):
OpRefError: invalid reference: ''

>>> OpRef.for_string("foo/bar")
Traceback (most recent call last):
OpRefError: invalid reference: 'foo/bar'





Here’s a helper function to return OpRefs for a give sample run.

>>> from guild import run as runlib
>>> def for_run(id):
...     path = join_path(sample("opref-runs"), id)
...     return runlib.Run(id, path).opref





Helper to create resolve contexts:

>>> import guild.resolver
>>> def ResolveContext(run=None):
...     return guild.resolver.ResolveContext(
...         unpack_dir=mkdtemp("guild-test-unpack-dir-"),
...         run=run
...     )





Below are various examples.

>>> for_run("guildfile")
OpRef(pkg_type='guildfile',
      pkg_name='/foo/bar',
      pkg_version='7253deeeaeb6dc85466cf691facff24e',
      model_name='test',
      op_name='go')

>>> for_run("package")
OpRef(pkg_type='package',
      pkg_name='fashion',
      pkg_version='1.0',
      model_name='fashion',
      op_name='train')

>>> for_run("with_space")
OpRef(pkg_type='guildfile',
      pkg_name='/foo/project with spaces',
      pkg_version='7253deeeaeb6dc85466cf691facff24e',
      model_name='test',
      op_name='go')

>>> for_run("invalid")
Traceback (most recent call last):
OpRefError: invalid opref for run 'invalid'
(.../samples/opref-runs/invalid): not a valid opref





OpRefs are encoded by converting them to strings.

>>> str(OpRef("type", "pkg", "ver", "model", "op"))
'type:pkg ver model op'





If the package name contains a space, it’s quoted:

>>> str(OpRef("type", "pkg with spaces", "ver", "model", "op"))
"type:'pkg with spaces' ver model op"





OpRefs are compared using their string representations:

>>> for _ in range(100):
...     # If OpRef is using object __cmp__ then this should fail
...     # over 100 attempts.
...     assert OpRef("", "", "", "", "a") < OpRef("", "", "", "", "b")








Resolvers

Resolvers are objects that resolve dependency sources. Resolvers can
be obtained for a source via a resource def using
guild.resolver.for_resdef_source.

>>> from guild.resolver import for_resdef_source as get_resolver





To illustrate, we’ll use a sample project that defines various
resources.

>>> gf = guildfile.for_dir(sample("projects/resources"))
>>> res_model = gf.models["resources"]





Here are the model resources:

>>> res_model.resources
[<guild.guildfile.ResourceDef 'test'>,
 <guild.guildfile.ResourceDef 'test2'>,
 <guild.guildfile.ResourceDef 'test3'>,
 <guild.guildfile.ResourceDef 'test4'>]





The test resource has the following sources:

>>> test_resdef = res_model.get_resource("test")
>>> test_resdef.sources
[<guild.resourcedef.ResourceSource 'file:archive1.zip'>,
 <guild.resourcedef.ResourceSource 'file:archive2.tar'>,
 <guild.resourcedef.ResourceSource 'file:archive3.tar'>,
 <guild.resourcedef.ResourceSource 'file:test.txt'>,
 <guild.resourcedef.ResourceSource 'file:badhash.txt'>,
 <guild.resourcedef.ResourceSource 'file:files'>,
 <guild.resourcedef.ResourceSource 'file:files'>,
 <guild.resourcedef.ResourceSource 'file:doesnt-exist'>,
 <guild.resourcedef.ResourceSource 'file:test.txt'>]





In the tests below, we’ll use a resolver to resolve each source.

In addition to a source, a resolver needs a resource (see
guild.deps.Resource), which is a live representation of the resource
definition. The resource provides additional context to the resolver,
including resource location, the operation that requires the resource,
and additional configuration that may be provided for the resolution
process.

Let’s create a resource for our resolvers. The resource requires a
resource def, a location, which is the sample project directory, and a
context.

>>> test_location = sample("projects/resources")
>>> test_ctx = deps.ResolutionContext(
...   target_dir=None,
...   opdef=None,
...   resource_config={})

>>> test_res = deps.Resource(test_resdef, test_location, test_ctx)






Zip source file

>>> zip_source = test_resdef.sources[0]
>>> zip_source.uri
'file:archive1.zip'





By default, archives are unpacked. See No unpack archive below for
an example of an archive that isn’t unpacked.

>>> zip_source.unpack
True





If a sha256 hash is specified, the file will be verified before
use. See Invalid source file below for an example of a file with an
invalid hash.

>>> zip_source.sha256
'8d172fde27ec89ae0a76832f8ff714e3e498b23d14bac7edfb55e3c4729e3265'

>>> zip_source.select
[SelectSpec(pattern='a.txt', reduce=None)]

>>> resolver = get_resolver(zip_source, test_res)
>>> resolve_context = ResolveContext()
>>> log = LogCapture()
>>> with log:
...   resolver.resolve(resolve_context)
['/.../a.txt']

>>> log.print_all()
Unpacking .../samples/projects/resources/archive1.zip

>>> dir(resolve_context.unpack_dir)
['.guild-cache-archive1.zip.unpacked', 'a.txt', 'b.txt']





.guild-cache-FILE.unpacked is used by Guild to avoid re-scanning the
archive FILE for members. For large archives, this saves a lot of
time.

Note that b.txt was also extracted into the temp directory. This is
by design - a resource is always fully unpacked when resolved. Files
are selected by way of the source files returned by resolve.




Tar source file

>>> tar_source = test_resdef.sources[1]
>>> tar_source.uri
'file:archive2.tar'

>>> tar_source.unpack
True

>>> print(tar_source.sha256)
None

>>> print(tar_source.select)
[]

>>> resolver = get_resolver(tar_source, test_res)
>>> resolve_context = ResolveContext()
>>> log = LogCapture()
>>> with log:
...   sorted(resolver.resolve(resolve_context))
['/.../c.txt', '/.../d.txt']

>>> log.print_all()
Unpacking .../samples/projects/resources/archive2.tar

>>> dir(resolve_context.unpack_dir)
['.guild-cache-archive2.tar.unpacked', 'c.txt', 'd.txt']








No unpack archive

>>> nounpack_source = test_resdef.sources[2]
>>> nounpack_source.uri
'file:archive3.tar'





This source should not be unpacked:

>>> nounpack_source.unpack
False

>>> print(nounpack_source.sha256)
None

>>> print(nounpack_source.select)
[]

>>> resolver = get_resolver(nounpack_source, test_res)
>>> resolve_context = ResolveContext()
>>> resolver.resolve(resolve_context)
['.../samples/projects/resources/archive3.tar']

>>> dir(resolve_context.unpack_dir)
[]





Note the source file is a path directly to the archive and not an
extracted file.




Plain source file

>>> plain_source = test_resdef.sources[3]
>>> plain_source.uri
'file:test.txt'

>>> plain_source.sha256
'f33ae3bc9a22cd7564990a794789954409977013966fb1a8f43c35776b833a95'

>>> resolver = get_resolver(plain_source, test_res)
>>> resolve_context = ResolveContext()
>>> resolver.resolve(resolve_context)
['.../samples/projects/resources/test.txt']

>>> dir(resolve_context.unpack_dir)
[]








Invalid source file

>>> invalid_source = test_resdef.sources[4]
>>> invalid_source.uri
'file:badhash.txt'

>>> invalid_source.sha256
'xxx'

>>> resolver = get_resolver(invalid_source, test_res)
>>> resolve_context = ResolveContext()
>>> resolver.resolve(resolve_context)
Traceback (most recent call last):
ResolutionError: '.../samples/projects/resources/badhash.txt' has an unexpected
sha256 (expected xxx but got ...)

>>> dir(resolve_context.unpack_dir)
[]








Directory source file

When a file is a directory and it doesn’t specify a select
attribute, just the directory path is resolved:

>>> dir_source = test_resdef.sources[5]
>>> dir_source.uri
'file:files'
>>> dir_source.select
[]

>>> resolver = get_resolver(dir_source, test_res)
>>> resolve_context = ResolveContext()
>>> sorted(resolver.resolve(resolve_context))
['.../samples/projects/resources/files']

>>> dir(resolve_context.unpack_dir)
[]





When a file is a directory and specifies a select, files that are
selected from the directory are resolved:

>>> dir_source = test_resdef.sources[6]
>>> dir_source.uri
'file:files'
>>> dir_source.select 
[SelectSpec(pattern='.+\\.txt', reduce=None)]

>>> resolver = get_resolver(dir_source, test_res)
>>> resolve_context = ResolveContext()
>>> sorted(resolver.resolve(resolve_context))
['.../samples/projects/resources/files/e.txt',
 '.../samples/projects/resources/files/f.txt']

>>> dir(resolve_context.unpack_dir)
[]








Non existing source file

Non-existing files generate an error when resolved:

>>> noexist_source = test_resdef.sources[7]
>>> noexist_source.uri
'file:doesnt-exist'

>>> resolver = get_resolver(noexist_source, test_res)
>>> resolve_context = ResolveContext()
>>> resolver.resolve(resolve_context)
Traceback (most recent call last):
ResolutionError: cannot find source file doesnt-exist

>>> dir(resolve_context.unpack_dir)
[]








Renaming sources

The rename attribute can be used to rename resolved sources.

>>> rename_source = test_resdef.sources[8]
>>> rename_source.uri
'file:test.txt'





The rename attr can be a string or a list of strings. Each string
contains two parts, each part separated by a space. If a part contains
spaces it must be quoted.

Here’s the rename spec for our source:

>>> rename_source.rename 
[RenameSpec(pattern='(.+)\\.txt', repl='\\1.config')]





Resolve doesn’t apply renames - it just resolves the source locations.

>>> resolver = get_resolver(rename_source, test_res)
>>> resolve_context = ResolveContext()
>>> resolver.resolve(resolve_context)
['.../samples/projects/resources/test.txt']

>>> dir(resolve_context.unpack_dir)
[]








test3 resource

The test3 resource contains a more complex rename spec.

>>> test3_resdef = res_model.get_resource("test3")
>>> test3_resdef.sources
[<guild.resourcedef.ResourceSource 'file:files'>,
 <guild.resourcedef.ResourceSource 'file:files'>,
 <guild.resourcedef.ResourceSource 'file:archive1.zip'>,
 <guild.resourcedef.ResourceSource 'file:archive2.tar'>]





A resource to resolve sources with:

>>> test3_res = deps.Resource(test3_resdef, test_location, test_ctx)








Renamed directory

The first source specifies the files directory but renames it to
all_files.

>>> all_files = test3_resdef.sources[0]
>>> all_files
<guild.resourcedef.ResourceSource 'file:files'>

>>> print(all_files.path)
None

>>> all_files.select
[]

>>> all_files.rename
[RenameSpec(pattern='files', repl='all_files')]

>>> test_ctx.target_dir = mkdtemp()
>>> test3_res.resolve_source(all_files, ResolveContext())
['.../samples/projects/resources/files']

>>> find(test_ctx.target_dir)
all_files








bin files

The second source selects *.bin files from files and renames them to
strip off the .bin suffix. The files are additionally stored in a
bin directory (path).

>>> bin_files = test3_resdef.sources[1]
>>> bin_files
<guild.resourcedef.ResourceSource 'file:files'>

>>> print(bin_files.path)
bin

>>> bin_files.select 
[SelectSpec(pattern='.+\\.bin', reduce=None)]

>>> bin_files.rename
[RenameSpec(pattern='.bin', repl='')]

>>> test_ctx.target_dir = mkdtemp()
>>> test3_res.resolve_source(bin_files, ResolveContext())
['.../samples/projects/resources/files/a.bin']

>>> find(test_ctx.target_dir)
bin/a








archive1 text files

The third source selects text files from archive1.zip, stores them
in an archive1 directory (path) and adds a 2 to their basename.

>>> archive1_txt_files = test3_resdef.sources[2]
>>> archive1_txt_files
<guild.resourcedef.ResourceSource 'file:archive1.zip'>

>>> print(archive1_txt_files.path)
archive1

>>> archive1_txt_files.select 
[SelectSpec(pattern='.+\\.txt', reduce=None)]

>>> archive1_txt_files.rename 
[RenameSpec(pattern='(.+)\\.txt', repl='\\g<1>2.txt')]

>>> test_ctx.target_dir = mkdtemp()
>>> with LogCapture() as logs:
...   test3_res.resolve_source(archive1_txt_files, ResolveContext())
['.../a.txt', '.../b.txt']

>>> logs.print_all()
Unpacking .../samples/projects/resources/archive1.zip

>>> find(test_ctx.target_dir)
archive1/a2.txt
archive1/b2.txt








All archive2 files

The fourth source selects all of the files from archive2.tar and
renames them with an archive2_ prefix.

>>> archive2_files = test3_resdef.sources[3]
>>> archive2_files
<guild.resourcedef.ResourceSource 'file:archive2.tar'>

>>> print(archive2_files.path)
None

>>> archive2_files.select
[]

>>> archive2_files.rename 
[RenameSpec(pattern='(.+)', repl='archive2_\\1')]

>>> test_ctx.target_dir = mkdtemp()
>>> with LogCapture() as logs:
...   resolved = test3_res.resolve_source(archive2_files, ResolveContext())
...   sorted(resolved)
['.../c.txt', '.../d.txt']

>>> logs.print_all()
Unpacking .../samples/projects/resources/archive2.tar

>>> find(test_ctx.target_dir)
archive2_c.txt
archive2_d.txt








Config sources

The test4 resource contains a config sources. We’ll use those to
illustrate the config source type.

>>> test4_resdef = res_model.get_resource("test4")
>>> test4_resdef.sources
[<guild.resourcedef.ResourceSource 'config:config.yml'>,
 <guild.resourcedef.ResourceSource 'config:config.yml'>,
 <guild.resourcedef.ResourceSource 'config:config.yml'>]





A resource to resolve sources with:

>>> test4_res = deps.Resource(test4_resdef, test_location, test_ctx)





Let’s resolve each source in turn. First we need a target directory.

>>> test_ctx.target_dir = mkdtemp()






Simple config

The first config source simply resolves the source file as is.

>>> simple_config = test4_resdef.sources[0]





Config resolves require a run, which is used for storing generated
files and for reading run falgs.

>>> run = runlib.for_dir(test_ctx.target_dir)
>>> run.init_skel()





Resolve config sources:

>>> resolved = test4_res.resolve_source(simple_config, ResolveContext(run))
>>> resolved
['.../.guild/generated/.../config.yml']





The resolved source is generated under the run directory:

>>> resolved[0].startswith(test_ctx.target_dir)
True





Here’s another view with the resolved link to the generated config:

>>> find(run.dir)
.guild/attrs/id
.guild/attrs/initialized
.guild/generated/.../config.yml
config.yml





And the config:

>>> cat(join_path(test_ctx.target_dir, "config.yml"))
a: 1
b: 2
c:
  d: 3





Here the config is the same as the source:

>>> cat(sample("projects/resources/config.yml"))
a: 1
b: 2
c:
  d: 3








Renamed config with flags

The second config is renamed:

>>> renamed_config = test4_resdef.sources[1]
>>> renamed_config.rename
[RenameSpec(pattern='config', repl='c2')]





When we resolve this source, we’ll apply flag values. Flag values are
provided by way of the resource context.

In our previous tests, the context does not provide an operation def:

>>> print(test_ctx.opdef)
None





Let’s provide an operation def that has some flag values. We’ll use a
proxy.

>>> class OpDefProxy(object):
...
...   def __init__(self, flags):
...     self._flags = flags
...
...   def flag_values(self):
...     return self._flags
...
...   @staticmethod
...   def get_flagdef(_name):
...     return None





And set some flag values that will be used when resolving the config
file:

>>> run.write_attr("flags", {"a": 11, "b": "22", "c.d": 33})





Let’s resolve the config source:

>>> resolved = test4_res.resolve_source(renamed_config, ResolveContext(run))
>>> resolved
['.../.guild/generated/.../config.yml']





Here’s the target dir:

>>> find(test_ctx.target_dir)
.guild/attrs/flags
.guild/attrs/id
.guild/attrs/initialized
.guild/generated/.../config.yml
.guild/generated/.../config.yml
c2.yml
config.yml





Note the second generated config. Generated config files are created
under a unique directory of .guild/generated to ensure that their
base names are preserved.

Here’s the resolved and renamed config file:

>>> cat(join_path(test_ctx.target_dir, "c2.yml"))
a: 11
b: '22'
c:
  d: 33





Note that the flag values are applied to each of the applicable config
values using the “nested flags” syntax, which uses dots to delimit
config levels (see flag names above).




Config with params

Out third source defines params that are applied to config.

>>> param_config = test4_resdef.sources[2]
>>> pprint(param_config.params)
{'a': 111, 'c.d': 333}





This source is also stored under a path:

>>> param_config.path
'c3'





To see how params are applied, let’s first reset our run with no flags.

>>> run.del_attr("flags")





Let’s resolve the config source:

>>> resolved = test4_res.resolve_source(param_config, ResolveContext(run))
>>> resolved
['.../.guild/generated/.../config.yml']





Here’s the target dir:

>>> find(test_ctx.target_dir)
.guild/attrs/id
.guild/attrs/initialized
.guild/generated/.../config.yml
.guild/generated/.../config.yml
.guild/generated/.../config.yml
c2.yml
c3/config.yml
config.yml





Again, note the third generated config.

Here’s the resolved config under a path:

>>> cat(join_path(test_ctx.target_dir, "c3/config.yml"))
a: 111
b: 2
c:
  d: 333





Note the new values for a and c.d – these values are provided by
the params (see above).

Let’s create a new run/target dir, since we’ve already resolve the
current source.

>>> test_ctx.target_dir = mkdtemp()
>>> run = runlib.for_dir(test_ctx.target_dir)
>>> run.init_skel()





Set run flags:

>>> run.write_attr("flags", {"b": 222, "c.d": 444})





Sesolve the source:

>>> test4_res.resolve_source(param_config, ResolveContext(run))
[...]





Here’s our target directory:

>>> find(test_ctx.target_dir)
.guild/attrs/flags
.guild/attrs/id
.guild/attrs/initialized
.guild/generated/.../config.yml
c3/config.yml





And the resolved config:

>>> cat(join_path(test_ctx.target_dir, "c3/config.yml"))
a: 111
b: 222
c:
  d: 444












Resolving sources

NOTE: These tests modify test_resdef sources (defined above) in
place. Any tests on the original source list should be run before
these tests.

In these tests we’ll resolve some sources to our target
directory. We’ll modify test_resdef with resolvable sources and
modify test_ctx with new target directories so we can see the
resolution results.


Plain source file

Here’s plain_source resolved:

>>> test_resdef.sources = [plain_source]
>>> test_ctx.target_dir = mkdtemp()
>>> test_res.resolve(ResolveContext())
['.../samples/projects/resources/test.txt']





The target directory contains a link to the resolved file.

>>> dir(test_ctx.target_dir)
['test.txt']

>>> realpath(join_path(test_ctx.target_dir, "test.txt")) 
'.../samples/projects/resources/test.txt'





Note that under Windows os.path.realpath doesn’t reliably resolve
symlink paths (see https://bugs.python.org/issue9949).




Tar source file

Resolve the archive source:

>>> test_resdef.sources = [tar_source]
>>> test_ctx.target_dir = mkdtemp()
>>> with log:
...   files = sorted(test_res.resolve(ResolveContext()))

>>> len(files)
2
>>> files
['.../guild-test-unpack-dir-.../c.txt',
 '.../guild-test-unpack-dir-.../d.txt']

>>> log.print_all()
Unpacking .../samples/projects/resources/archive2.tar





The target directory contains links to unpacked files:

>>> dir(test_ctx.target_dir)
['c.txt', 'd.txt']

>>> realpath(join_path(test_ctx.target_dir, "c.txt")) 
'.../guild-test-.../c.txt'

>>> realpath(join_path(test_ctx.target_dir, "d.txt")) 
'.../guild-test-.../d.txt'








No unpack archive

The unpack archive source resolves to the unpacked archive.

>>> test_resdef.sources = [nounpack_source]
>>> test_ctx.target_dir = mkdtemp()
>>> test_res.resolve(ResolveContext())
['.../samples/projects/resources/archive3.tar']





And the target directory:

>>> dir(test_ctx.target_dir)
['archive3.tar']

>>> realpath(join_path(test_ctx.target_dir, "archive3.tar")) 
'.../samples/projects/resources/archive3.tar'








Renamed file

In this test we’ll resolve rename_source.

>>> test_resdef.sources = [rename_source]
>>> test_ctx.target_dir = mkdtemp()
>>> test_res.resolve(ResolveContext())
['.../samples/projects/resources/test.txt']





Unlike the previous test, the link is renamed using the source
rename spec.

>>> dir(test_ctx.target_dir)
['test.config']

>>> realpath(join_path(test_ctx.target_dir, "test.config")) 
'.../samples/projects/resources/test.txt'










Resolving sources - part 2

These tests continue testing resource resolution, but use the test2
resource, which specifically tests path

>>> test2_resdef = res_model.get_resource("test2")
>>> test2_resdef.sources
[<guild.resourcedef.ResourceSource 'file:test.txt'>,
 <guild.resourcedef.ResourceSource 'file:files/a.bin'>]





To illustrate how paths are used, we’ll resolve each source.

Here’s the resource we’ll use to resolve sources:

>>> test2_ctx = deps.ResolutionContext(
...   target_dir=None,
...   opdef=None,
...   resource_config={})
>>> test2_res = deps.Resource(test2_resdef, test_location, test2_ctx)






Resource paths

A path may be defined for a resource:

>>> test2_resdef.path
'foo'





This path is used when resolving any resource sources.

Our first source:

>>> source1 = test2_resdef.sources[0]
>>> source1
<guild.resourcedef.ResourceSource 'file:test.txt'>
>>> print(source1.path)
None





Let’s resolve the source to a new temp dir:

>>> test2_ctx.target_dir = mkdtemp()
>>> test2_res.resolve_source(source1, ResolveContext())
['.../samples/projects/resources/test.txt']





The resolved files are under the resource path foo:

>>> find(test2_ctx.target_dir)
foo/test.txt








Source paths

A source may also have a path, in which case that path is appended to
any resource path.

Here’s the second source:

>>> source2 = test2_resdef.sources[1]
>>> source2
<guild.resourcedef.ResourceSource 'file:files/a.bin'>
>>> source2.path
'bar'





Let’s resolve the source:

>>> test2_ctx.target_dir = mkdtemp()
>>> test2_res.resolve_source(source2, ResolveContext())
['.../samples/projects/resources/files/a.bin']





The resolved files are under the resource path foo/bar, which is
defined by both the resource and the source:

>>> find(test2_ctx.target_dir)
foo/bar/a.bin










Alternative resource defs


Implicit sources

If a resource is defined as a list, the list is assumed to be the
resource sources.

>>> gf = guildfile.for_string("""
... - model: m
...   resources:
...     res:
...       - file: foo.txt
...       - operation: bar
... """)

>>> gf.default_model.get_resource("res").sources
[<guild.resourcedef.ResourceSource 'file:foo.txt'>,
 <guild.resourcedef.ResourceSource 'operation:bar'>]








Invalid data

>>> guildfile.for_string("""
... - model: m
...   resources:
...     res: 123
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: invalid resource value 123:
expected a mapping or a list













          

      

      

    

  

    
      
          
            
  
Disk plugin

The disk plugin is used to read and log disk stats as TF summaries.

>>> import guild.plugin
>>> plugin = guild.plugin.for_name("disk")





We can read disk stats using the read_summary_values method:

>>> plugin.read_summary_values(0)
{}





The initial stats are empty because stats are reported across
intervals. Let’s read them again:

>>> vals = plugin.read_summary_values(0)





Each system is different and some architectures don’t support disk
states (e.g. OSX). We need to be explicit about our tests.

>>> import sys
>>> platform = sys.platform





Disk stats aren’t supported on OSX:

>>> if sys == "darwin":
...   assert len(vals) == 0, vals





They are supported on Linux:

>>> if sys.platform == "linux2":
...   keys = sorted(vals.keys())
...   attrs = [key.rsplit("/", 1)[1] for key in keys]
...   assert attrs[0] == "rkbps", attrs
...   assert attrs[1] == "rps", attrs
...   assert attrs[2] == "util", attrs
...   assert attrs[3] == "wkbps", attrs
...   assert attrs[4] == "wps", attrs





Here we read the first five results and assert their attribute
values. Each value is in the form “sys/DEVICE/ATTTR”. As each
system has different devices and names, this is as much as we can
assert generally.





          

      

      

    

  

    
      
          
            
  
Entry points

Various Guild “objects” (internal code resources) are discoverable
using pkg_resources. For details on this module, see Package
Discovery and Resource Access using
pkg_resources [http://setuptools.readthedocs.io/en/latest/pkg_resources.html].

>>> import pkg_resources





For the tests below we’re only interested in resources provided by
Guild itself and not other packages that may be installed on the
system.

Here’s a function that returns a sorted list of Guild entry points.

>>> def guild_entry_points(group, name=None):
...   return sorted(
...     [ep for ep in pkg_resources.iter_entry_points(group, name)
...      if ep.dist.project_name == "guildai"],
...     key=lambda ep: ep.name)





Guild uses entry points to discover various resources including
plugins, namespaces, and models. Guid defines its built-in resources
in PKG_INFO/entry_points.txt where PKG_INFO is the location of the
guild package. Other packages can advertise Guild entry points in
their own distributions in the same way.

>>> pprint(guild_entry_points("guild.plugins"))
[EntryPoint.parse('cpu = guild.plugins.cpu:CPUPlugin'),
 EntryPoint.parse('disk = guild.plugins.disk:DiskPlugin'),
 EntryPoint.parse('exec_script = guild.plugins.exec_script:ExecScriptPlugin'),
 EntryPoint.parse('gpu = guild.plugins.gpu:GPUPlugin'),
 EntryPoint.parse('keras = guild.plugins.keras:KerasPlugin'),
 EntryPoint.parse('memory = guild.plugins.memory:MemoryPlugin'),
 EntryPoint.parse('perf = guild.plugins.perf:PerfPlugin'),
 EntryPoint.parse('python_script = guild.plugins.python_script:PythonScriptPlugin'),
 EntryPoint.parse('queue = guild.plugins.queue:QueuePlugin'),
 EntryPoint.parse('skopt = guild.plugins.skopt:SkoptPlugin')]









          

      

      

    

  

    
      
          
            
  
File Utils

The module guild.file_util implements advanced file utilities.

>>> from guild import file_util






Copy tree

The function file_util.copytree is an advanced version of
guild.util.copytree that uses a flexible file select scheme for
selecting files from a root location to copy to a destination
directory.

copytree is driven by a file_util.FileSelect instance, which
specifies:


	A root location to copy from


	Select configuration




Select configuration is a list of rules, which can exclude or include
files based on file attributes:


	Name


	Size


	Type (text file, binary file, or directory)


	Number of files previously selected by the rule




For our tests, we generate a source directory and copy files from it
to a destination directory.

Here’s a facility for generating a source directory of files to copy:

>>> from guild import util

>>> class file_base(object):
...   def __init__(self, path, write_mode, base_char, size):
...     self.path = path
...     self.write_mode = write_mode
...     self.base_char = base_char
...     self.size = size
...
...   def mk(self, root):
...     path = os.path.join(root, self.path)
...     util.ensure_dir(os.path.dirname(path))
...     with open(path, "w" + self.write_mode) as f:
...       f.write(self.base_char * self.size)

>>> def empty(path):
...   return text(path)

>>> def text(path, size=0):
...   return file_base(path, "", "0", size)

>>> def binary(path, size):
...   return file_base(path, "b", b"\x01", size)

>>> def mksrc(specs):
...   src = mkdtemp()
...   for spec in specs:
...     spec.mk(src)
...   return src





Here’s a function to copy a directory using copytree:

>>> def cp(src, select_rules, select_root=None, handler_cls=None):
...   dest = mkdtemp()
...   select = file_util.FileSelect(select_root, select_rules)
...   file_util.copytree(
...     dest, select, src,
...     handler_cls=handler_cls)
...   find(dest)





Here are the functions from file_util that define rules:

>>> include = file_util.include
>>> exclude = file_util.exclude






Basic file selection

Here’s a src containing a single text file:

>>> src = mksrc([empty("a.txt")])
>>> find(src)
a.txt





Without any rules, copytree will not copy any files:

>>> cp(src, [])
<empty>





Here’s a select with a single include rule that matches any file name:

>>> cp(src, [include("*")])
a.txt





Rules are evaluated in the order specified. The last rule to match a
file is the applied rule. Let’s end our rules list with an exclude
that matches any file name:

>>> cp(src, [include("*"), exclude("*")])
<empty>





If we further add another include at the end of our rules list:

>>> cp(src, [include("*"), exclude("*"), include("*")])
a.txt





Let’s create a more complex source directory structure.

>>> src = mksrc([
...   empty("a.txt"),
...   empty("d1/a.txt"),
...   empty("d1/d1_1/b.txt"),
...   empty("d1/d1_2/c.txt"),
...   empty("d2/d.txt"),
...   empty("d2/d.yml"),
...   ])





Include all:

>>> cp(src, [include("*")])
a.txt
d1/a.txt
d1/d1_1/b.txt
d1/d1_2/c.txt
d2/d.txt
d2/d.yml





Include only files with .txt extension:

>>> cp(src, [include("*.txt")])
a.txt
d1/a.txt
d1/d1_1/b.txt
d1/d1_2/c.txt
d2/d.txt





Include only files with .yml extension:

>>> cp(src, [include("*.yml")])
d2/d.yml





Select all files under d1 subdirectory:

>>> cp(src, [include("d1/*")])
d1/a.txt
d1/d1_1/b.txt
d1/d1_2/c.txt





We can specify multiple patterns at once:

>>> cp(src, [include(["d1/a.txt", "d1/d1_1/*"])])
d1/a.txt
d1/d1_1/b.txt





Note that a single ‘*’ matches all files under the prefix. This is the
behavior of Python’s fnmatch module, which Guild uses to match
files.

To select only d1/a.txt and ignore other files under d1, we can
add an exclude to our rules:

>>> cp(src, [include("d1/*"), exclude("d1/d1*")])
d1/a.txt





This approach relies on our foreknowledge that the other files under
d1 are under d1/d1. We can be more explicit in our rules by using
regular expressions in our match.

>>> cp(src, [include("d1/[^/]+$", regex=True)])
d1/a.txt








Selecting directories

Guild provides special support for selecting directories. Excluding
directories, rather than the files under the directory, has a
performance benefit as Guild doesn’t have to evaluate files.

Here’s a structure with a directory:

>>> src = mksrc([
...   empty("d/a.txt"),
...   empty("b.txt"),
... ])





We can exclude the directory d this way:

>>> cp(src, [include("*"), exclude("d", type="dir")])
b.txt








Selecting text or binary files

We can define a rule that selects for a particular file type: text or
binary (i.e. not text).

Let’s create another source directory structure, which includes both a
text file and a binary file.

>>> src = mksrc([
...   text("a.txt", 10),
...   binary("a.bin", 10),
... ])





Here’s a rule that selects only text files:

>>> cp(src, [include("*", type="text")])
a.txt





And a rule that only selects binary files:

>>> cp(src, [include("*", type="binary")])
a.bin








Skipping special directories

In some cases, a copytree operation may want to skip special
directories. These directories would include sentinels to indicate
that they should be skipped.

Here’s a sample source structure that contains two such
directories. One is marked with a .nocopy sentinel and another
contains a file bin/activat (e.g. as in the case of a virtual
environment, which uses this file for activation).

>>> src = mksrc([
...   empty("skip_dir/.nocopy"),
...   empty("skip_dir/a.txt"),
...   empty("skip_dir/b.txt"),
...   empty("venv/bin/activate"),
...   empty("venv/c.txt"),
...   empty("keep_dir/d.txt"),
...   empty("e.txt"),
... ])





To exclude skip_dir and venv, we need to indicate in our exclude
spec that we’re excluding a directory (type=”dir”) and a pattern for
the applicable sentinel.

>>> cp(src, [
...   include("*"),
...   exclude("*", type="dir", sentinel=".nocopy"),
...   exclude("*", type="dir", sentinel="bin/activate"),
... ])
e.txt
keep_dir/d.txt





We can re-enable an excluded directory this way:

>>> cp(src, [
...   include("*"),
...   exclude("*", type="dir", sentinel=".nocopy"),
...   exclude("*", type="dir", sentinel="bin/activate"),
...   include("venv", type="dir"),
... ])
e.txt
keep_dir/d.txt
venv/bin/activate
venv/c.txt








Skipping files by size

We can exclude files that are larger than a specified size.

Let’s create a source directory containing two files:

>>> src = mksrc([
...   empty("small.txt"),
...   text("large.txt", size=100),
... ])





Let’s copy only the small file:

>>> cp(src, [include("*", size_lt=99)])
small.txt





And the large file:

>>> cp(src, [include("*", size_gt=99)])
large.txt








Skipping files after a number of matches

A select rule may include a max_matches attribute, which specifies
the maximum number of matches that rule can make before it stops
matching. This is used to prevent copying unexpectedly large number of
files.

Here’s a source directory containing ten files:

>>> src = mksrc([empty("%i.txt" % i) for i in range(10)])
>>> find(src)
0.txt
...
9.txt





Let’s copy this source, but limit the number of included files to 6.

>>> cp(src, [include("*.txt", max_matches=6)])
0.txt
1.txt
2.txt
3.txt
4.txt
5.txt








Custom copytree handlers

Guild supports custom handlers for the copy tree operation. We can use
a custom handler to modify file copy and ignore behavior as well as
error handling.

Let’s create a custom handler that simply logs information.

>>> class Handler(object):
...
...   def __init__(self, src_root, dest_root, _select):
...     self.src_root = src_root
...     self.dest_root = dest_root
...
...   def copy(self, path, _rule_results):
...     print("copy: %s" % path)
...
...   def ignore(self, path, _rule_results):
...     print("ignore: %s" % path)
...
...   def handle_copy_error(self, e, src, dest):
...     assert False, (e, src, dest)





Our source directory:

>>> src = mksrc([
...   empty("a.txt"),
...   binary("a.bin", size=1),
... ])





We specify the class for our handler in the call to copytree.

>>> cp(src, [include("*")], handler_cls=Handler)
copy: a.bin
copy: a.txt
<empty>

>>> cp(src, [include("*.bin")], handler_cls=Handler)
copy: a.bin
ignore: a.txt
<empty>

>>> cp(src, [include("*", size_lt=1)], handler_cls=Handler)
ignore: a.bin
copy: a.txt
<empty>








Symlinks

TODO




Alternative source roots

TODO




Validation

Valid and invalid rule types:

>>> _ = include("*", type=None)
>>> _ = include("*", type="text")
>>> _ = include("*", type="binary")
>>> _ = include("*", type="dir")
>>> _ = include("*", type="invalid")
Traceback (most recent call last):
ValueError: invalid value for type 'invalid': expected one of text,
binary, dir













          

      

      

    

  

    
      
          
            
  
Flag functions

Flag functions are specifying using the format:

NAME? '[' N? ( ':' M )* ']'





The format resembles Python’s slice format. It may have an optional
name preceding the opening bracket.

Example of an unnamed function:

[1e-4:1e-1]





Example of a named function:

uniform[1e-4:1e-1]






Parsing flag functions

The function decode_flag_function in the flag_util module is
responsible for parsing functions.

>>> from guild import flag_util
>>> decode = flag_util.decode_flag_function





Unnamed functions:

>>> decode("[]")
(None, ())

>>> decode("[1]")
(None, (1,))

>>> decode("[1:2]")
(None, (1, 2))

>>> decode("[1:2:3]")
(None, (1, 2, 3))

>>> decode("[1:2:3:4:5]")
(None, (1, 2, 3, 4, 5))





Named functions:

>>> decode("uniform[-2.0:2.0]")
('uniform', (-2.0, 2.0))

>>> decode("log-uniform[-2.0:2.0]")
('log-uniform', (-2.0, 2.0))

>>> decode("foo.bar.baz[-2.0:2.0]")
('foo.bar.baz', (-2.0, 2.0))

>>> decode("three_args[1:2:3]")
('three_args', (1, 2, 3))

>>> decode("four_args[1:2:3:4]")
('four_args', (1, 2, 3, 4))

>>> decode("five_args[1:2:3:4:5]")
('five_args', (1, 2, 3, 4, 5))





Names may contain only characters, digits, underscores, dashes, or
dots:

>>> decode("a^z[1:2:3:4:5]")
Traceback (most recent call last):
ValueError: not a function





Arguments may be of any type:.

>>> decode("[hello:1:1.2]")
(None, ('hello', 1, 1.2))

>>> decode("[this has spaces:yes:[1,2,3]]")
(None, ('this has spaces', True, [1, 2, 3]))

>>> decode("myfun[hello:1:1.2]")
('myfun', ('hello', 1, 1.2))

>>> decode("myfun[this has spaces:no:[1, 2, null]]")
('myfun', ('this has spaces', False, [1, 2, None]))

>>> decode("myfun[1e-1:1.1e-1:[1e-2, 1.1e-2]]")
('myfun', (0.1, 0.11, [0.01, 0.011]))





Float args:

>>> decode("f[1.0]")
('f', (1.0,))

>>> decode("f[1e3]")
('f', (1000.0,))





Functions may contain spaces:

>>> decode("[a : b : c]")
(None, ('a', 'b', 'c'))








Using flag functions in runs

See Batch runs - implied random optimizer.







          

      

      

    

  

    
      
          
            
  
Flag Utils

The flag_util module provides flag val encoding, decoding, and
formatting support.

>>> from guild import flag_util






Encoding and decoding flag values

flag_util profiles functions for encoding and decoding flag values.

>>> encode = flag_util.encode_flag_val
>>> decode = flag_util.decode_flag_val





Given a Python value, encode will generate a string value that can
be used in a call to decode to produce the original value.

Here’s a function that performs this test. It returns a tuple of the
encoded value, the subsequently decoded value and whether or not the
decoded value is equivalent to the original.

>>> def encode_decode(val):
...     encoded = encode(val)
...     decoded = decode(encoded)
...     return encoded, decoded, decoded == val





Strings:

>>> encode_decode("")
("''", '', True)

>>> encode_decode("a")
('a', 'a', True)

>>> encode_decode("a b")
('a b', 'a b', True)

>>> encode_decode("'a b'")
("'''a b'''", "'a b'", True)

>>> encode_decode("2018_06_26")
("'2018_06_26'", '2018_06_26', True)





Numbers:

>>> encode_decode(1)
('1', 1, True)

>>> encode_decode(1.0)
('1.0', 1.0, True)

>>> encode_decode(12e3)
('12000.0', 12000.0, True)

>>> encode_decode(1.234e2)
('123.4', 123.4, True)

>>> encode_decode(1.234e-2)
('0.01234', 0.01234, True)

>>> encode_decode(1e100)
('1.0e+100', 1e+100, True)

>>> encode_decode(1/3)
('0.3333333333333333', 0.3333333333333333, True)





Numbers as strings:

>>> encode_decode("1")
("'1'", '1', True)

>>> encode_decode("1.1")
("'1.1'", '1.1', True)

>>> encode_decode("1.2e3")
("'1.2e3'", '1.2e3', True)

>>> encode_decode("12e3")
("'12e3'", '12e3', True)

>>> encode_decode("-1.23e-2")
("'-1.23e-2'", '-1.23e-2', True)

>>> encode_decode("'1'")
("'''1'''", "'1'", True)





Booleans:

>>> encode_decode(True)
('yes', True, True)

>>> encode_decode(False)
('no', False, True)





None:

>>> encode_decode(None)
('null', None, True)





Lists:

>>> encode_decode([])
('[]', [], True)

>>> encode_decode(["", "a", 1, 1.0, 1/3, True, False, None])
("['', a, 1, 1.0, 0.3333333333333333, yes, no, null]",
 ['', 'a', 1, 1.0, 0.3333333333333333, True, False, None],
 True)





Dicts:

>>> encode_decode({})
('{}', {}, True)





Capture result to pprint the decoded value:

>>> encoded, decoded, test = encode_decode({
...     "a": 1.123,
...     "b": "c d",
...     "e": True,
...     "f": [1, 2, "g h"]})

>>> encoded
'{a: 1.123, b: c d, e: yes, f: [1, 2, g h]}'

>>> pprint(decoded)
{'a': 1.123, 'b': 'c d', 'e': True, 'f': [1, 2, 'g h']}

>>> test
True






Formatting flags

Flags can be formatted using the format_flag_assigns function.

Formatted flags are returned as a sorted list of NAME=VALUE where
VALUE is the formatted flag value for NAME.

Here’s a function to print the formatted flags:

>>> def format(flags, truncate_floats=False):
...     formatted = flag_util.format_flag_assigns(flags, truncate_floats)
...     for s in formatted:
...         print(s)

>>> format({
...     "s1": "",
...     "s2": "a",
...     "s3": "a b",
...     "s4": "a b 'c d e'",
...     "s5": "12e321",
...     "i": 101,
...     "f1": 1.1,
...     "f2": .1,
...     "f3": 1.,
...     "f4": 1.234e+3,
...     "f5": -1.234e-3,
...     "f6": 1/6,
... }) 
f1=1.1
f2=0.1
f3=1.0
f4=1234.0
f5=-0.001234
f6=0.16666666666666666
i=101
s1=''
s2=a
s3='a b'
s4="a b 'c d e'"
s5='12e321'








Truncating floats

Long floats can be truncated when formatting by specifying
truncate_flags=True.

>>> format({"f": 1/6}, truncate_floats=True)
f=0.16666





Truncation is performed only as needed:

>>> format({
...     "f1": 1.1,
...     "f2": 1.12,
...     "f3": 1.123,
...     "f4": 1.1234,
...     "f5": 1.12345,
...     "f6": 1.123456,
... }, truncate_floats=True)
f1=1.1
f2=1.12
f3=1.123
f4=1.1234
f5=1.12345
f6=1.12345





Truncating does not round up:

>>> format({
...     "f1": 1.123454,
...     "f2": 1.123455,
...     "f3": 0.999999,
... }, truncate_floats=True)
f1=1.12345
f2=1.12345
f3=0.99999





Leading digits aren’t truncated.

>>> format({"f": 12345.123456}, truncate_floats=True)
f=12345.12345





Exponent formatting is use as needed for small numbers:

>>> format({"f": 0.0000012345}, truncate_floats=True)
f=1.2345e-06





For values that cannot be converted to exponent notation, data is
lost:

>>> format({"f": 1.0000012345}, truncate_floats=True)
f=1.00000










Exceptions to YAML decoding


Anonymouse flag functions

Guild supports a special syntax for flag
functions. In one case, this syntax conflicts with
YAML — the anonymous flag function, which YAML decodes as a list.

>>> import yaml

>>> yaml.safe_load("[1:2]")
[62]





Guild provides an exception to let the value pass through as a string:

>>> decode("[1:2]")
'[1:2]'








Concatenated lists

Guild provides a shorthand for generating lists that follows Pythons
syntax for list
concatenation [https://docs.python.org/3/library/stdtypes.html#sequence-types-list-tuple-range].

>>> decode("[1] * 2")
[1, 1]





White space is ignored:

>>> decode("[1]*2")
[1, 1]

>>> decode(" [1] * 2 ")
[1, 1]





Other examples:

>>> decode("[] * 2")
[]

>>> decode("[1] * 0")
[]

>>> decode("[1] * 1")
[1]

>>> decode("[1,2] * 2")
[1, 2, 1, 2]








Sequences

Guild provides a number of flag functions that are expanded to
sequences. These include range, linspace, and logspace.

To log convert warnings, we use a log capture:

>>> logs = LogCapture(strip_ansi_format=True)






range function

range is used to define a sequence of values that fall within a
range.

>>> decode("range[1:5]")
[1, 2, 3, 4, 5]





An increment can be provided:

>>> decode("range[0:5:2]")
[0, 2, 4]





Reverse order:

>>> decode("range[5:1:-1]")
[5, 4, 3, 2, 1]





Non-integer increments:

>>> decode("range[1:5:0.5]")
[1.0, 1.5, 2.0, 2.5, 3.0, 3.5, 4.0, 4.5, 5.0]

>>> decode("range[1e-5:1e-4:1e-5]")
[1e-05, 2e-05, 3e-05, 4e-05, 5e-05, 6e-05, 7e-05, 8e-05, 9e-05, 0.0001]





Additional arguments are ignored.

>>> with logs:
...     decode("range[1:5:1:2:3]")
[1, 2, 3, 4, 5]

>>> logs.print_all()
WARNING: unsupported arguments for range function: (2, 3) - ignoring





Single arg to range:

>>> decode("range[10]")
[0, 1, 2, 3, 4, 5, 6, 7, 8, 9]





String args:

>>> with logs:
...     decode("range[foo:bar]")
'range[foo:bar]'

>>> logs.print_all()
WARNING: error decoding 'range[foo:bar]': invalid arg 'foo': expected a number





Not enough args:

>>> with logs:
...     decode("range[]")
'range[]'

>>> logs.print_all()
WARNING: error decoding 'range[]': function requires at least 1 arg(s)








linspace function

The linspace function is used to generate a sequence given a start,
stop and optional count. By default, Guild expands to a count of 10.

>>> decode("linspace[1:5]")
[1.0, 2.0, 3.0, 4.0, 5.0]

>>> decode("linspace[1:10]")
[1.0, 3.25, 5.5, 7.75, 10.0]

>>> decode("linspace[1:10:10]")
[1.0, 2.0, 3.0, 4.0, 5.0, 6.0, 7.0, 8.0, 9.0, 10.0]

>>> decode("linspace[1e-2:1e-1:10]")
[0.01, 0.02, 0.03, 0.04, 0.05, 0.06, 0.07, 0.08, 0.09, 0.1]





Addition arguments are ignored.

>>> with logs:
...     decode("linspace[1:5:5:hello:456]")
[1.0, 2.0, 3.0, 4.0, 5.0]

>>> logs.print_all()
WARNING: unsupported arguments for linspace function: ('hello', 456) - ignoring





Not enough args:

>>> with logs:
...     decode("linspace[]")
'linspace[]'

>>> logs.print_all()
WARNING: error decoding 'linspace[]': function requires at least 2 arg(s)





Invalid args:

>>> with logs:
...     decode("linspace[1:bar]")
'linspace[1:bar]'

>>> logs.print_all()
WARNING: error decoding 'linspace[1:bar]': invalid arg 'bar': expected a number








logspace function

logspace is like linspace but spaces values on a log scale.

start and end args are applied to a base 10 by default.

>>> decode("logspace[1:5]")
[10.0, 100.0, 1000.0, 10000.0, 100000.0]

>>> decode("logspace[-5:0:6]")
[1e-05, 0.0001, 0.001, 0.01, 0.1, 1.0]





An alternative base can be provided as a 4th argument.

>>> decode("logspace[0:3:4:2]")
[1.0, 2.0, 4.0, 8.0]





Additional arguments are ignored.

>>> with LogCapture(strip_ansi_format=True) as logs:
...    decode("logspace[0:3:4:2:456:hello]")
[1.0, 2.0, 4.0, 8.0]

>>> logs.print_all()
WARNING: unsupported arguments for logspace function: (456, 'hello') - ignoring





Not enough args:

>>> with logs:
...     decode("logspace[]")
'logspace[]'

>>> logs.print_all()
WARNING: error decoding 'logspace[]': function requires at least 2 arg(s)





Invalid args:

>>> with logs:
...     decode("logspace[1:bar]")
'logspace[1:bar]'

>>> logs.print_all()
WARNING: error decoding 'logspace[1:bar]': invalid arg 'bar': expected a number










Integers with underscores

YAML ignores underscores in integers. So ‘1_2_3’ is parsed as the int
123. This is surprising behavior and Guild makes an exception for such
cases.

Here’s a helper to print YAML parsed and Guild decoded values:

>>> def compare(s):
...     return yaml.safe_load(s), decode(s)

>>> compare("1_2_3")
(123, '1_2_3')

>>> compare("1.1_2")
(1.12, '1.1_2')

>>> compare("1:2")
(62, '1:2')








Short run IDs that resemble scientific notation

Guild run IDs may resemble floating point notation. Guild supports an
exception to the YAML parsing in order to support 8 character short
IDs that resemble scientific notation.

Rules:


	Len at least 3 chars and at most 8


	Does not contain [-+.]


	Contains only lower case e




Examples:

>>> short_ids = [
...     "67217e15",
...     "1e234567",
...     "1234e567",
...     "1e2",
...     "12e3",
...     "123e4",
...     "1234e5",
...     "12345e6",
...     "123456e7",
... ]





YAML parse vs Guild’s decode - Guild treats each example as a string
rather than a float:

>>> for val in short_ids:
...     print("%.1f %s" % (yaml.safe_load(val), decode(val)))
67217000000000000000.0 67217e15
inf 1e234567
inf 1234e567
100.0 1e2
12000.0 12e3
1230000.0 123e4
123400000.0 1234e5
12345000000.0 12345e6
1234560000000.0 123456e7





Non-examples:

>>> not_short_ids = [
...     "1234567e8",   # contains more than 8 chars
...     "+12345e6",    # contains '+'
...     "123456E7",    # uses upper case 'E'
...     "1.23455e6",   # contains '.'
... ]





Guild’s decode is equivalent to YAML’s:

>>> for val in not_short_ids:
...     print("%.1f %.1f" % (decode(val), yaml.safe_load(val)))
123456700000000.0 123456700000000.0
12345000000.0 12345000000.0
1234560000000.0 1234560000000.0
1234550.0 1234550.0













          

      

      

    

  

    
      
          
            
  
Flag Values

These tests illustrate how Guild conveys flag values from both
configuration (Guild files) and user specified values on the command
line.

We’ll use the flag-vals project:

>>> project = Project(sample("projects", "flag-vals"))





Let’s start by running a couple operations - one that passes values as
command line arguments (args) and another that sets Python global
variables (globals).


Passing values as arguments

First, the args operation. Here’s are the default flag values for
the operation:

>>> gf = guildfile.for_dir(project.cwd)

>>> pprint(gf.default_model.get_operation("args").flag_values())
{'b1': True,
 'b2': False,
 'f1': 1.1,
 'f2': 1.0,
 'f3': 0.1,
 'f4': 12300.0,
 'f5': -6.78e-07,
 'f6': 6543210.0,
 'i': 456,
 's1': 'a',
 's2': 'a b',
 's3': '123e4',
 's4': '-0.00034'}





Here’s the output for the default values:

>>> project.run("args")
--b1 yes
--b2 no
--f1 1.1
--f2 1.0
--f3 0.1
--f4 12300.0
--f5 -6.78e-07
--f6 6543210.0
--i 456
--s1 a
--s2 a b
--s3 '123e4'
--s4 '-0.00034'





We can change the values at the run command:

>>> project.run("args", flags={
...   "b1": False,
...   "b2": True,
...   "s3": "hello",
...   "f4": "there",
... })
--b1 no
--b2 yes
--f1 1.1
--f2 1.0
--f3 0.1
--f4 there
--f5 -6.78e-07
--f6 6543210.0
--i 456
--s1 a
--s2 a b
--s3 hello
--s4 '-0.00034'








Passing arguments as globals

The globals operation passes the same set of flags to its script via
a params global variable.

Here are the default values for the globals operation (they’re the
same as the args flags):

>>> pprint(gf.default_model.get_operation("globals").flag_values())
{'b1': True,
 'b2': False,
 'f1': 1.1,
 'f2': 1.0,
 'f3': 0.1,
 'f4': 12300.0,
 'f5': -6.78e-07,
 'f6': 6543210.0,
 'i': 456,
 's1': 'a',
 's2': 'a b',
 's3': '123e4',
 's4': '-0.00034'}





And the run output:

>>> project.run("globals")
b1: True
b2: False
f1: 1.1
f2: 1.0
f3: 0.1
f4: 12300.0
f5: -6.78e-07
f6: 6543210.0
i: 456
s1: 'a'
s2: 'a b'
s3: '123e4'
s4: '-0.00034'





And with modified flags:

>>> project.run("globals", flags={
...   "b1": False,
...   "b2": True,
...   "s3": "hello",
...   "f4": "there",
... })
b1: False
b2: True
f1: 1.1
f2: 1.0
f3: 0.1
f4: 'there'
f5: -6.78e-07
f6: 6543210.0
i: 456
s1: 'a'
s2: 'a b'
s3: 'hello'
s4: '-0.00034'








Flag list values

Flag list values drive batch trials.

Here’s the args-batch flags. Note the addition of l, which is a
list.

>>> pprint(gf.default_model.get_operation("args-batch").flag_values())
{'b1': True,
 'b2': False,
 'f1': 1.1,
 'f2': 1.0,
 'f3': 0.1,
 'f4': 12300.0,
 'f5': -6.78e-07,
 'f6': 6543210.0,
 'i': 456,
 'l': [1, 2.3, 'foo'],
 's1': 'a',
 's2': 'a b',
 's3': '123e4',
 's4': '-0.00034'}





When we run this operation, it generates three trials:

>>> project.run("args-batch")
INFO: [guild] Running trial ...: args-batch (b1=yes, b2=no, f1=1.1, f2=1.0,
f3=0.1, f4=12300.0, f5=-6.78e-07, f6=6543210.0, i=456, l=1, s1=a, s2='a b',
s3=1230000.0, s4='-0.00034')
--b1 yes
--b2 no
--f1 1.1
--f2 1.0
--f3 0.1
--f4 12300.0
--f5 -6.78e-07
--f6 6543210.0
--i 456
--l 1
--s1 a
--s2 a b
--s3 1230000.0
--s4 '-0.00034'
INFO: [guild] Running trial ...: args-batch (b1=yes, b2=no, f1=1.1, f2=1.0,
f3=0.1, f4=12300.0, f5=-6.78e-07, f6=6543210.0, i=456, l=2.3, s1=a, s2='a b',
s3=1230000.0, s4='-0.00034')
--b1 yes
--b2 no
--f1 1.1
--f2 1.0
--f3 0.1
--f4 12300.0
--f5 -6.78e-07
--f6 6543210.0
--i 456
--l 2.3
--s1 a
--s2 a b
--s3 1230000.0
--s4 '-0.00034'
INFO: [guild] Running trial ...: args-batch (b1=yes, b2=no, f1=1.1, f2=1.0,
f3=0.1, f4=12300.0, f5=-6.78e-07, f6=6543210.0, i=456, l=foo, s1=a, s2='a b',
s3=1230000.0, s4='-0.00034')
--b1 yes
--b2 no
--f1 1.1
--f2 1.0
--f3 0.1
--f4 12300.0
--f5 -6.78e-07
--f6 6543210.0
--i 456
--l foo
--s1 a
--s2 a b
--s3 1230000.0
--s4 '-0.00034'











          

      

      

    

  

    
      
          
            
  
Flag defs

These tests examine flag defs in more detail than in
guildfiles.md.

Here’s a helper function to parse a string into a flag def:

>>> import yaml

>>> def flagdef(s, name="flag"):
...     flagdef_data = yaml.safe_load(s)
...     gf_data = {
...         "op": {
...             "flags": {
...                 name: flagdef_data
...             }
...         }
...     }
...     gf = guildfile.Guildfile(gf_data, "<string>")
...     return gf.default_model["op"].get_flagdef(name)






Simple values

The simplest possible flag definition is a value:

>>> f = flagdef("1.123")





The value is used as the flag default:

>>> f.default
1.123





Other examples:

>>> flagdef("1").default
1

>>> flagdef("hello").default
'hello'

>>> flagdef("yes").default
True

>>> print(flagdef("null").default)
None

>>> flagdef("[1,2,3]").default
[1, 2, 3]








Flag config

When a map is specified, map values are used to configure the flagdef.

>>> f = flagdef("""
... description: A flag
... default: 1.0
... choices: [1.0, 2.0, 3.0]
... required: yes
... arg-name: f
... null-label: should never see this
... min: 1.0
... max: 3.0
... """)

>>> f.description
'A flag'

>>> f.default
1.0

>>> f.choices
[<guild.guildfile.FlagChoice 1.0>,
 <guild.guildfile.FlagChoice 2.0>,
 <guild.guildfile.FlagChoice 3.0>]

>>> f.required
True

>>> f.arg_name
'f'

>>> f.null_label
'should never see this'

>>> f.min
1.0

>>> f.max
3.0

>>> f.extra
{}








Extra attributes

Uses may add additional attributes to a flag def, which will be
accessible as specified under the flagdef’s extra attr.

Here we have a flag def with four extra attributes:

>>> f = flagdef("""
... description: A sample
... default: 1
... min: 0
... max: 100
... distribution: log-normal
... mean: 0.0
... sigma: 2.0
... q: 1.0
... """)

>>> pprint(f.extra)
{'distribution': 'log-normal',
 'mean': 0.0,
 'q': 1.0,
 'sigma': 2.0}











          

      

      

    

  

    
      
          
            
  
Flags dest

By default, Guild applies flag values to Python main modules using
command line arguments.

A Guild run command like this:

$ guild run train epochs=100





typically is translated to a call to a module that includes the
command line arguments:

--epochs 100





Guild can also apply flags as global variables to Python modules.

For example, the same Guild run command could set a global variable
epochs in the main module.

We’ll use the sample project flags-dest to illustrate.

>>> project = sample("projects", "flags-dest")





This project uses a Guild file with an anonymous model to define
operations that we can test.

>>> gf = guildfile.for_dir(project)





The anonymous model:

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}

>>> gf.default_model == gf.models[""]
True





And its operations:

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'args'>,
 <guild.guildfile.OpDef 'args2'>,
 <guild.guildfile.OpDef 'args3'>,
 <guild.guildfile.OpDef 'globals'>,
 <guild.guildfile.OpDef 'params'>]





We’ll illustrate the various interfaces by running operations in a
temporary workspace.

>>> workspace = mkdtemp()





And our run helper:

>>> from guild import _api as gapi

>>> def run(op, **flags):
...   with Env({"NO_IMPORT_FLAGS_CACHE": "1",
...             "NO_IMPORT_FLAGS_PROGRESS": "1"}):
...       out = gapi.run_capture_output(
...               op, cwd=project, guild_home=workspace,
...               flags=flags)
...       print(out.strip())






Flags as args

Guild’s command line argument interface is well documented throughout
the Guild tests. We’ll demonstrate here however for completeness.

The args operation uses args for its flag dest:

>>> args_op = gf.default_model["args"]
>>> args_op.flags_dest
'args'





It’s target main module, args.py parses command line args and prints
out the flag values.

Lets run the operation:

>>> run("args", i=3, f=5.432, b=False, s="howdy")
i: 3
f: 5.432000
s: howdy
b: False








Globals

The globals operation specifies globals for the flags dest:

>>> globals_op = gf.default_model["globals"]
>>> globals_op.flags_dest
'globals'





Let’s run it:

>>> run("args", i=4, f=4.321, b=False, s="yo yo yo")
i: 4
f: 4.321000
s: yo yo yo
b: False








Global dict

Guild supports setting flags as items of a global dict.

The params operations specifies global:params as the flags dest.

>>> params_op = gf.default_model["params"]
>>> params_op.flags_dest
'global:params'





Let’s run it:

>>> run("params", i=5, s2="Whah")
{'i': 5, 'strings': {'s1': 'Hola', 's2': 'Whah'}}








Force args dest

If Guild can’t detect that a script requires args, it assumes that the
flags interface is via globals unless flags imports is disabled.

If flags import is disabled and the script doesn’t use argparse, the
Guild file can specify args as the flags dest.

>>> run("args2", i=3)
Global args: i=1 f=1.0
Command line: ['.../.guild/sourcecode/args2.py', '--f', '2.2', '--i', '3']





The same script without an explicit flags-dest will default to using
“globals” in the case of the args2.py script.

>>> run("args3", i=4)
Global args: i=4 f=2.2
Command line: ['.../.guild/sourcecode/args2.py']








Handle two parsers

The multi_argparse module causes two parsers to be defined. Guild
should only read flags from the parser that calls parse_args.

>>> run("multi_argparse.py")
foo: 123











          

      

      

    

  

    
      
          
            
  
Guild Home

Guild home is a location where Guild stores runs and cached resources.

Guild home is created as needed when certain operations are run.

Guild home may be set in two ways:


	GUILD_HOME environment variable


	Specifying -H for the guild command




We’ll illustrate the use of the GUILD_HOME environment variable.

Here’s a sample Guild home directory:

>>> guild_home_1 = mkdtemp()
>>> find(guild_home_1)
<empty>





Let’s simulate a command using the main command interface.

>>> from guild.commands import main

>>> def run(args):
...     try:
...         main.main(args)
...     except SystemExit as e:
...         assert not e.code, e.code





Let’s list runs in our Guild home under using the GUILD_HOME
environment variable:

>>> with Env({"GUILD_HOME": guild_home_1}):
...     run(["runs"])





Here’s the contents of our Guild home:

>>> find(guild_home_1)
.guild-nocopy





Let’s run the same test but using the -H option.

First a new Guild home:

>>> guild_home_2 = mkdtemp()
>>> find(guild_home_2)
<empty>





And list runs with the -H option:

>>> run(["-H", guild_home_2, "runs"])





And the contents of Guild home:

>>> find(guild_home_2)
.guild-nocopy









          

      

      

    

  

    
      
          
            
  
Guild files

Guild files are files that contain model definitions. By convention
guild files are named guild.yml.

Support for Guild files is provided by the guildfile module:

>>> from guild import guildfile






Loading a Guild file from a directory

Use for_dir to load a guild file from a directory:

>>> project = sample("projects/mnist-pkg")
>>> gf = guildfile.for_dir(project)
>>> gf.src
'.../samples/projects/mnist-pkg/guild.yml'








Loading a Guild file from a file

Use for_file to load a guildfile from a file directly:

>>> gf = guildfile.for_file(sample("projects/mnist-pkg/guild.yml"))





Models are access using the models attribute:

>>> pprint(gf.models)
{'expert': <guild.guildfile.ModelDef 'expert'>,
 'intro': <guild.guildfile.ModelDef 'intro'>}








Accessing modeldefs

We can lookup a models using dictionary semantics:

>>> gf.models["intro"]
<guild.guildfile.ModelDef 'intro'>

>>> gf.models.get("intro")
<guild.guildfile.ModelDef 'intro'>

>>> print(gf.models.get("undefined"))
None








Default model

Guild files may have a default model, which is implicitly used in
cases where a model is not specified explicitly.

If a Guild file contains only one model, that model is always the
default.

>>> gf_default_model_test = guildfile.for_string("""
... - model: foo
... """)
>>> gf_default_model_test.default_model
<guild.guildfile.ModelDef 'foo'>





If the file contains more than one model, a model must explicitly be
designated as default.

In this case, foo is default:

>>> gf_default_model_test = guildfile.for_string("""
... - model: foo
...   default: yes
... - model: bar
... """)
>>> gf_default_model_test.default_model
<guild.guildfile.ModelDef 'foo'>





In this case, bar is default:

>>> gf_default_model_test = guildfile.for_string("""
... - model: foo
... - model: bar
...   default: yes
... """)
>>> gf_default_model_test.default_model
<guild.guildfile.ModelDef 'bar'>





In this case, neither are default:

>>> gf_default_model_test = guildfile.for_string("""
... - model: foo
... - model: bar
... """)
>>> gf_default_model_test.default_model is None
True





Of course, if a Guild file contains no models, there’s no default.

>>> guildfile.for_string("- config: foo").default_model is None
True





In the case of our sample mnist project, there are two models, none of
which are designated as default. The default model is therefore None.

>>> gf.default_model is None
True








Model attributes

The model name is used to identify the model:

>>> gf.models["expert"].name
'expert'

>>> gf.models["intro"].name
'intro'





The description provides additional details:

>>> gf.models["expert"].description
'Expert model'








Operations

Operations are ordered by name:

>>> [op.name for op in gf.models["expert"].operations]
['evaluate', 'train']





Find an operation using a model’s get_op method:

>>> gf.models["expert"]["train"]
<guild.guildfile.OpDef 'expert:train'>





get_operation returns None if the operation isn’t defined for the
model:

>>> print(gf.models["expert"].get_operation("not-defined"))
None






Default operation

If an operation is designated as default it can be accessed using
the default_operation attribute of the model def:

>>> expert_model = gf.models["expert"]
>>> train_op = expert_model["train"]
>>> train_op.default
True

>>> expert_model.default_operation
<guild.guildfile.OpDef 'expert:train'>

>>> expert_model.default_operation is train_op
True





The intro model doesn’t have a default operation:

>>> intro_model = gf.models["intro"]
>>> train_op = intro_model["train"]
>>> train_op.default
False

>>> print(intro_model.default_operation)
None





get_operation fails if op_name is None:

>>> expert_model.get_operation(None)
Traceback (most recent call last):
ValueError: name cannot be None








Op coercion

If an operation is specified as a string, the string value is assumed
to be the main attribute.

>>> gf_op_coerce = guildfile.for_string("""
... - model: foo
...   operations:
...     test: test
... """)

>>> gf_op_coerce.models["foo"]["test"].main
'test'








Flags

Flags are named values that are provided to operations during a
run. Flags can be defined at the model level and at the operation
level.

Our sample guildfile uses an advanced scheme of including flag
definitions from a shared config into two models. Refer to
samples/projects/mnist/guild.yml
for details on how this is structured.

We’ll use a helper function to print the flagdefs:

>>> def flagdefs(flags):
...   return [
...     (flag.name, flag.description, flag.default)
...     for flag in flags]





Let’s look at the flags defined for intro:train:

>>> intro_train = gf.models["intro"]["train"]
>>> flagdefs(intro_train.flags)
[('batch-size', 'Number of images per train batch', 100),
 ('clones', 'Number of clones to deploy to', None),
 ('epochs', 'Number of epochs to train', 10),
 ('learning-rate', 'Learning rate for training', 0.001)]





Note that while the value for epochs is redefined (to 10 from 5),
the flag description is not.

Flag values are distinct from flag definitions. The default value
associated with a flag definition is used as the initial flag
value. We can read the flag values using get_flag_value:

>>> intro_train.get_flag_value("batch-size")
100

>>> intro_train.get_flag_value("epochs")
10





These values can be modified without effecting the flag definitions.

>>> intro_train.set_flag_value("epochs", 3)
>>> intro_train.get_flag_value("epochs")
3
>>> intro_train.get_flagdef("epochs").default
10





Here are the flag defs for expert:train:

>>> expert_train = gf.models["expert"]["train"]
>>> flagdefs(expert_train.flags)
[('batch-size', 'Number of images per train batch', 100),
 ('clones', 'Number of clones to deploy to', None),
 ('epochs', 'Number of epochs to train', 5),
 ('learning-rate', 'Learning rate for training', 0.001)]





In this case the expert:train operation included all of the common
flag definitions without redefining any.

Here are the flags for intro:evaluate:

>>> intro_evaluate = gf.models["intro"]["evaluate"]
>>> flagdefs(intro_evaluate.flags)
[('batch-size', 'Number of images per eval batch', 50000),
 ('epochs', 'Epochs to evaluate', 2)]





In this case the operation redefined the value for epochs (to 2 from


	but did not change batch-size.







Merging flags

From from one opdef can be merged into another opdef.

Consider this guildfile:

>>> gf_flag_update = guildfile.for_string("""
... a:
...   exec: a
...   flags:
...     x: X1
...     y: Y
... b:
...   exec: b
...   flags:
...     x: X2
...     z: Z
... """)





The two opdefs:

>>> opdef_a = gf_flag_update.default_model["a"]
>>> opdef_b = gf_flag_update.default_model["b"]





Here are the flags and values for opdef a:

>>> opdef_a.flags
[<guild.guildfile.FlagDef 'x'>, <guild.guildfile.FlagDef 'y'>]

>>> pprint(opdef_a.flag_values())
{'x': 'X1', 'y': 'Y'}





And the flags and values for opdef b:

>>> opdef_b.flags
[<guild.guildfile.FlagDef 'x'>, <guild.guildfile.FlagDef 'z'>]

>>> pprint(opdef_b.flag_values())
{'x': 'X2', 'z': 'Z'}





Let’s merge the values from b into a:

>>> opdef_a.merge_flags(opdef_b)





The merged flags:

>>> opdef_a.flags
[<guild.guildfile.FlagDef 'x'>,
 <guild.guildfile.FlagDef 'y'>,
 <guild.guildfile.FlagDef 'z'>]





and values:

>>> pprint(opdef_a.flag_values())
{'x': 'X1', 'y': 'Y', 'z': 'Z'}





Note that values for a take precedence over values from b in a merge.




Optimizer defs

Operations may define one or more optimizers. Optimizers may be
specified for an operation in two ways:


	As a string, which is the optimizer algorithm


	As a dict containing the optimizer algorithm and flag vals




An optimizer has a name, opspec, default status, and flags:

>>> def print_optimizer(opt):
...     print("name:", opt.name)
...     print("opspec:", opt.opspec)
...     print("default:", opt.default)
...     print("flags: ", end="")
...     pprint(opt.flags)





A single optimizer may be defined using the optimizer attribute.

>>> op = guildfile.for_string("""
... test:
...   optimizer: gp
... """).default_model.default_operation

>>> op.optimizers
[<guild.guildfile.OptimizerDef 'gp'>]





Optimizers can be read by name:

>>> op.get_optimizer("gp")
<guild.guildfile.OptimizerDef 'gp'>





When specified as a string, the optimizer opspec is the same as the
string and the optimizer has no flags:

>>> print_optimizer(op.get_optimizer("gp"))
name: gp
opspec: gp
default: False
flags: {}





A single optimizer is always the default regardless of its default
status:

>>> op.default_optimizer is op.get_optimizer("gp")
True





A single optimizer may alternatively be specified as a dict, in which
case it must contain an algorithm attribute:

>>> op = guildfile.for_string("""
... test:
...   optimizer:
...     algorithm: gp
... """).default_model.default_operation

>>> print_optimizer(op.default_optimizer)
name: gp
opspec: gp
default: False
flags: {}





If it doesn’t specify an algorithm, an error is generated:

>>> guildfile.for_string("""
... test:
...   optimizer: {}
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: missing required 'algorithm'
attribute in {}





When specified as a dict, additional attributes - with the exception
of default - are considered optimizer flags:

>>> op = guildfile.for_string("""
... test:
...   optimizer:
...     algorithm: gp
...     default: yes
...     random-starts: 3
...     kappa: 1.8
...     noise: 0.1
... """).default_model.default_operation

>>> print_optimizer(op.default_optimizer)
name: gp
opspec: gp
default: True
flags: {'kappa': 1.8, 'noise': 0.1, 'random-starts': 3}





Multiple optimizers may be defined using the optimizers attribute.

>>> op = guildfile.for_string("""
... test:
...   optimizers:
...     gp-1:
...       algorithm: gp
...       kappa: 1.6
...     gp-2:
...       algorithm: gp
...       kappa: 1.8
... """).default_model.default_operation

>>> op.optimizers
[<guild.guildfile.OptimizerDef 'gp-1'>,
 <guild.guildfile.OptimizerDef 'gp-2'>]

>>> print_optimizer(op.get_optimizer("gp-1"))
name: gp-1
opspec: gp
default: False
flags: {'kappa': 1.6}

>>> print_optimizer(op.get_optimizer("gp-2"))
name: gp-2
opspec: gp
default: False
flags: {'kappa': 1.8}





When multiple optimizers are specified and none have a default
designation, the first optimizers is selected using lexicographical
order.

>>> print(op.default_optimizer)
<guild.guildfile.OptimizerDef 'gp-1'>





When multiple optimizers are specified, the algorithm may be omitted
when specifying dict values, in which case the dict name is used as
the algorithm:

>>> op = guildfile.for_string("""
... test:
...   optimizers:
...     gp:
...       kappa: 1.6
...       noise: 0.1
...     forest:
...       default: yes
...       kappa: 1.8
... """).default_model.default_operation

>>> op.optimizers
[<guild.guildfile.OptimizerDef 'forest'>,
 <guild.guildfile.OptimizerDef 'gp'>]

>>> print_optimizer(op.get_optimizer("forest"))
name: forest
opspec: forest
default: True
flags: {'kappa': 1.8}

>>> print_optimizer(op.get_optimizer("gp"))
name: gp
opspec: gp
default: False
flags: {'kappa': 1.6, 'noise': 0.1}





Note also in this example that we have a default optimizer:

>>> op.default_optimizer
<guild.guildfile.OptimizerDef 'forest'>





When specifying multiple optimizers, string values are coerced in the
same way they with a single optimizer. This is effectively a way of
renaming optimizer algorithms:

>>> op = guildfile.for_string("""
... test:
...   optimizers:
...     bayesian: skopt:gp
...     experimental: tune
... """).default_model.default_operation

>>> op.optimizers
[<guild.guildfile.OptimizerDef 'bayesian'>,
 <guild.guildfile.OptimizerDef 'experimental'>]

>>> print_optimizer(op.get_optimizer("bayesian"))
name: bayesian
opspec: skopt:gp
default: False
flags: {}

>>> print_optimizer(op.get_optimizer("experimental"))
name: experimental
opspec: tune
default: False
flags: {}





An operation may not contain both optimizer and optimizers.

>>> guildfile.for_string("""
... test:
...   optimizer: gp
...   optimizers:
...     gp-2: gp
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: conflicting optimizer configuration
in operation 'test' - cannot define both 'optimizer' and 'optimizers'








Representing operation defs as data

An operation def can be represented as data by calling as_data().

>>> pprint(opdef_a.as_data())
{'exec': 'a', 'flags': {'x': {'default': 'X1'}, 'y': {'default': 'Y'}}}

>>> pprint(opdef_b.as_data())
{'exec': 'b', 'flags': {'x': {'default': 'X2'}, 'z': {'default': 'Z'}}}

>>> pprint(gf.models["expert"]["train"].as_data())
{'default': True,
 'flags': {'$include': 'default-train-flags'},
 'main': 'expert'}

>>> pprint(gf.models["expert"]["evaluate"].as_data())
{'flags': {'$include': 'default-eval-flags'}, 'main': 'expert --test'}








Including operations

Guild support $includes for operations.

>>> gf_op_incl = guildfile.for_string("""
... - config: shared-ops
...   operations:
...     foo:
...       main: guild.pass
...       flags:
...         i: 1
...         f: 2.2
...     bar: guild.pass
... - model: m
...   operations:
...     $include: shared-ops
...     baz:
...       main: guild.pass
...       flags:
...         b: yes
... """)

>>> gf_op_incl.models
{'m': <guild.guildfile.ModelDef 'm'>}

>>> m = gf_op_incl.models["m"]
>>> m.operations
[<guild.guildfile.OpDef 'm:bar'>,
 <guild.guildfile.OpDef 'm:baz'>,
 <guild.guildfile.OpDef 'm:foo'>]

>>> m.get_operation("bar").flags
[]

>>> m.get_operation("baz").flags
[<guild.guildfile.FlagDef 'b'>]

>>> m.get_operation("foo").flags
[<guild.guildfile.FlagDef 'f'>, <guild.guildfile.FlagDef 'i'>]










Resources

Model resources are are named lists of sources that may be required by
operations. Our sample models each have the following resources:

>>> gf.models["expert"].resources
[<guild.guildfile.ResourceDef 'data'>]

>>> gf.models["intro"].resources
[]





In the same way that models can include flag definitions, they can
include resources. In our example, the expert model includes
resources from common config.

A resource source consists of a URI and other information that Guild
uses to fully resolve the source. URIs are specified indirectly using
one of three source type attributes:


	file


	url


	operation




Here’s a model definition that contains various resource sources:

>>> gf = guildfile.for_string("""
... - model: sample
...   resources:
...     sample:
...       sources:
...         - foo.txt
...         - file: bar.tar.gz
...         - url: https://files.com/bar.tar.gz
...         - operation: train/model.meta
... """)





Here are the associated resource sources:

>>> gf.models["sample"].get_resource("sample").sources
[<guild.resourcedef.ResourceSource 'file:foo.txt'>,
 <guild.resourcedef.ResourceSource 'file:bar.tar.gz'>,
 <guild.resourcedef.ResourceSource 'https://files.com/bar.tar.gz'>,
 <guild.resourcedef.ResourceSource 'operation:train/model.meta'>]





Note that when a source is specified as a string it is treated as a
file.

At least one of the three type attributes is required:

>>> guildfile.for_string("""
... - model: sample
...   resources:
...     sample:
...       sources:
...         - foo: bar.txt
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: invalid source {'foo': 'bar.txt'}
in resource 'sample:sample': missing required attribute (one of config,
file, module, url, operation)





However, no more than one is allowed:

>>> guildfile.for_string("""
... - model: sample
...   resources:
...     sample:
...       sources:
...         - file: foo.txt
...           url: http://files.com/bar.txt
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: invalid source {'file': 'foo.txt',
'url': 'http://files.com/bar.txt'} in resource 'sample:sample':
conflicting attributes (file, url)








References

A list of references may be included for each model. These can be used
to direct users to upstream sources and papers.

>>> gf = guildfile.for_string("""
... - model: sample
...   references:
...     - https://arxiv.org/abs/1603.05027
...     - https://arxiv.org/abs/1512.03385
... """)
>>> gf.models["sample"].references
['https://arxiv.org/abs/1603.05027', 'https://arxiv.org/abs/1512.03385']








Includes

See also includes.md for guildfile include tests.

Some Guild file mappings support use of a special attribute
$include, which includes attributes defined in other Guild file
objects.

Here’s an example of including flags defined in a config object.

>>> gf = guildfile.for_string("""
... - config: shared-flags
...   flags:
...     foo: 123
...     bar: 456
...
... - operations:
...     op:
...       flags:
...         $include: shared-flags
... """)

>>> gf.default_model.get_operation("op").flags
[<guild.guildfile.FlagDef 'bar'>, <guild.guildfile.FlagDef 'foo'>]





Operations may be similarly included.

>>> gf = guildfile.for_string("""
... - config: shared-ops
...   operations:
...     op1: guild.pass
...     op2: guild.pass
...
... - operations:
...     $include: shared-ops
... """)

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'op1'>, <guild.guildfile.OpDef 'op2'>]





Resources:

>>> gf = guildfile.for_string("""
... - config: shared-resources
...   resources:
...     r1:
...       - file: a.txt
...     r2:
...       - url: http://my.co/b.txt
...
... - model: ''
...   resources:
...     $include: shared-resources
... """)

>>> gf.default_model.resources
[<guild.guildfile.ResourceDef 'r1'>, <guild.guildfile.ResourceDef 'r2'>]





Flag values defined for steps can also be included.

In the following example, we define a steps operation that runs an
op operation as a single step. The steo includes flag values defined
in config shared-flag-vals.

>>> gf = guildfile.for_string("""
... - config: shared-flag-vals
...   flags:
...     foo: 123
...     bar: 345
...
... - operations:
...     op:
...       main: guild.pass
...       flags:
...         foo: null
...         bar: null
...     steps:
...       steps:
...        - run: op
...          flags:
...            $include: shared-flag-vals
...            bar: 456
... """)





The values for an operation steps attribute is the config data,
which is used downstream by guild.steps_main. guildfile provides
special support for includes to resolve included flag values in the
config.

>>> pprint(gf.default_model.get_operation("steps").steps)
[{'flags': {'bar': 456, 'foo': 123}, 'run': 'op'}]








Model inheritance


Data merging

Model inheritance works using a low level data merge facility
implemented by guildfile._apply_parent_data.

Here’s a helper function to apply parent data and print the result:

>>> def apply_parent(parent, child):
...     guildfile._apply_parent_data(parent, child)
...     pprint(child)





If a dict value doesn’t exist in child, it’s copied from parent:

>>> apply_parent({"a": 1}, {})
{'a': 1}

>>> apply_parent({"a": 1, "b": 2}, {})
{'a': 1, 'b': 2}

>>> apply_parent({"a": 1, "b": [1, 2, 3]}, {})
{'a': 1, 'b': [1, 2, 3]}





If a simple dict value exists (i.e. is not a dict or list), the value
is preserved:

>>> apply_parent({}, {"a": 1})
{'a': 1}

>>> apply_parent({"a": 1}, {"a": 2})
{'a': 2}





If a dict value exists, it is extended with the corresponding value in
child using the same rules:

>>> apply_parent({"a": {"b": 1}}, {"a": {}})
{'a': {'b': 1}}

>>> apply_parent({"a": {"b": 2}}, {"a": {"b": 1}})
{'a': {'b': 1}}

>>> apply_parent({"a": {"b": 2, "c": 3}}, {"a": {"b": 1}})
{'a': {'b': 1, 'c': 3}}





Lists not extended:

>>> apply_parent([1, 2, 3], [])
[]





Empty cases:

>>> apply_parent({}, {})
{}
>>> apply_parent([], [])
[]





Simple values:

>>> apply_parent(1, 2)
2
>>> apply_parent([], 1)
1
>>> apply_parent({}, 1)
1





The following is a complex example that illustrates a likely model
extension scenario.

>>> parent = {
...   'name': 'base',
...   'description': 'Base model definition',
...   'operations': {
...     'evaluate': {
...       'main': 'eval',
...       'description': 'Evaluate a trained model',
...       'requires': ['model', 'data']
...     },
...     'train': {
...       'main': 'train',
...       'description': 'Train a model',
...       'flags': {
...         'batch-size': {
...           'default': 100,
...           'description': 'Batch size'
...         },
...         'epochs': {
...           'default': 10,
...           'description': 'Number of epochs to train'
...         }
...       },
...       'requires': 'data'
...     }
...   },
...   'resources': {
...     'model': {
...       'description': 'Exported intro model',
...       'sources': [{'operation': 'train', 'select': 'model'}]
...     }
...   }
... }

>>> child = {
...   'name': 'model',
...   'description': 'My model',
...   'operations': {
...     'train': {
...       'flags': {
...         'batch-size': {
...           'default': 101
...         }
...       }
...     },
...     'evaluate': {
...       'main': 'train --test',
...     },
...     'prepare': {
...       'main': 'prepare'
...     }
...   }
... }





We’ll extend the child in-place so we can test specific attributes
after it’s extended.

>>> guildfile._apply_parent_data(parent, child)





Name and description are both preserved:

>>> child["name"]
'model'

>>> child["description"]
'My model'





The train and evaluate operations of the base are now extended

>>> sorted(child["operations"])
['evaluate', 'prepare', 'train']

>>> pprint(child["operations"]["train"])
{'description': 'Train a model',
 'flags': {'batch-size': {'default': 101, 'description': 'Batch size'},
           'epochs': {'default': 10,
                      'description': 'Number of epochs to train'}},
 'main': 'train',
 'requires': 'data'}

>>> pprint(child["operations"]["evaluate"])
{'description': 'Evaluate a trained model',
 'main': 'train --test',
 'requires': ['model', 'data']}

>>> pprint(child["resources"])
{'model': {'description': 'Exported intro model',
           'sources': [{'operation': 'train', 'select': 'model'}]}}








Extending model defs

This facility is used to implement model inheritance. Models inherit
the attributes of parent models by listing parent models in an
extends attributes.

Here’s a guild file that defines a model that extends another:

>>> gf = guildfile.for_string("""
... - model: trainable
...   description: A trainable model
...   operations:
...     train:
...       exec: train
...       flags:
...         batch-size: 32
... - model: model-1
...   extends: trainable
... """)





model-1 inherits the operations of its parent trainable:

>>> m1 = gf.models["model-1"]
>>> m1.operations
[<guild.guildfile.OpDef 'model-1:train'>]





It also inherits the description:

>>> m1.description
'A trainable model'





Models do not inherit name:

>>> m1.name
'model-1'





Here’s a more complex example with two parent models and two child
models.

>>> gf = guildfile.for_string("""
... - model: trainable
...   description: A trainable model
...   operations:
...     train:
...       exec: train
...       flags:
...         batch-size: 32
...
... - model: evaluatable
...   description: An evaluatable model
...   operations:
...     evaluate:
...       exec: train --test
...
... - model: model-1
...   description: A trainable, evaluatable model
...   extends: [trainable, evaluatable]
...
... - model: model-2
...   extends: trainable
...   operations:
...     train:
...       flags:
...         batch-size: 16
... """)





In this example, model-1 extends two models and so inherits
attributes from both.

>>> m1 = gf.models["model-1"]
>>> m1.operations
[<guild.guildfile.OpDef 'model-1:evaluate'>,
 <guild.guildfile.OpDef 'model-1:train'>]





It’s other attributes:

>>> m1.name
'model-1'

>>> m1.description
'A trainable, evaluatable model'





As a point of comparison to model-2 below, model-1 inherits the
default for the batch-size attribute:

>>> m1["train"].get_flagdef("batch-size").default
32





model-2 only extends one parent, but it modifies a flag default.

>>> m2 = gf.models["model-2"]

>>> m2.operations
[<guild.guildfile.OpDef 'model-2:train'>]

>>> m2["train"].get_flagdef("batch-size").default
16





In this example, a model extends a model that in turn extends another
model:

>>> gf = guildfile.for_string("""
... - model: a
...   operations:
...     train:
...       exec: train
...       flags:
...         f1:
...           description: f1 in a
...           default: 1
...         f2:
...           description: f2 in a
...           default: 2
...         f3:
...           description: f3 in a
...           default: 3
... - model: b
...   extends: a
...   operations:
...     train:
...       flags:
...         f2:
...           description: f2 in b
...           default: 22
...     eval:
...       exec: eval
... - model: c
...   extends: b
...   operations:
...     train:
...       flags:
...         f3:
...           description: f3 in c
...           default: 33
...     predict:
...       main: predict
... """)





Model a:

>>> a = gf.models["a"]

>>> a.operations
[<guild.guildfile.OpDef 'a:train'>]

>>> [(f.name, f.description, f.default)
...   for f in a["train"].flags]
[('f1', 'f1 in a', 1), ('f2', 'f2 in a', 2), ('f3', 'f3 in a', 3)]





Model b:

>>> b = gf.models["b"]

>>> b.operations
[<guild.guildfile.OpDef 'b:eval'>,
 <guild.guildfile.OpDef 'b:train'>]

>>> [(f.name, f.description, f.default)
...   for f in b["train"].flags]
[('f1', 'f1 in a', 1), ('f2', 'f2 in b', 22), ('f3', 'f3 in a', 3)]





Model c:

>>> c = gf.models["c"]

>>> c.operations
[<guild.guildfile.OpDef 'c:eval'>,
 <guild.guildfile.OpDef 'c:predict'>,
 <guild.guildfile.OpDef 'c:train'>]

>>> [(f.name, f.description, f.default)
...   for f in c["train"].flags]
[('f1', 'f1 in a', 1), ('f2', 'f2 in b', 22), ('f3', 'f3 in c', 33)]





In this example, one model extends two configs, each of which extends
one config:

>>> gf = guildfile.for_string("""
... - config: a
...   operations:
...     a_op: {}
... - config: b
...   operations:
...     b_op: {}
...   extends: a
... - config: c
...   operations:
...     c_op: {}
...   extends: a
... - model: m
...   extends: [b, c]
... """)

>>> gf.models["m"].operations
[<guild.guildfile.OpDef 'm:a_op'>,
 <guild.guildfile.OpDef 'm:b_op'>,
 <guild.guildfile.OpDef 'm:c_op'>]








Defining default flag values

It’s common to inherit from a model definition and modify default flag
values.

Here’s an example where model b extends a and redefines two flag
defaults for an operation. Note that b simply redefines the values.

>>> gf = guildfile.for_string("""
... - model: a
...   operations:
...     test:
...       flags:
...         f1:
...           description: Flag f1
...           default: 1
...         f2:
...           description: Flag f2
...           default: 2
...
... - model: b
...   extends: a
...   operations:
...     test:
...       flags:
...         f1: 3
...         f2: 4
... """)

>>> [(f.name, f.description, f.default)
...  for f in gf.models["a"]["test"].flags]
[('f1', 'Flag f1', 1), ('f2', 'Flag f2', 2)]

>>> [(f.name, f.description, f.default)
...  for f in gf.models["b"]["test"].flags]
[('f1', 'Flag f1', 3), ('f2', 'Flag f2', 4)]








Parameters

Parameters are defined in config or models. They can be used as values
in other config using the syntax {{NAME}} where NAME is the
parameter name.

>>> gf = guildfile.for_string("""
... - model: m
...   params:
...     n: 10
...   description: Value of n is {{n}}
... """)

>>> gf.default_model.description
'Value of n is 10'





Param values are passed through when they can be:

Here’s a case with a flag value:

>>> gf = guildfile.for_string("""
... - model: m
...   params:
...     n: 10.0
...   operations:
...     o:
...       flags:
...         n: '{{n}}'
...         n_str: n is {{n}}
... """)

>>> op = gf.default_model["o"]
>>> pprint(op.flag_values())
{'n': 10.0, 'n_str': 'n is 10.0'}








Multiple inheritance

The order in which parents are listed in an extends list determines
how parent values are applied. This rule is followed: as a parent is
applied to a child, the child takes on the values of the parent as if
it defined those values itself. Parents cannot redefine an attribute
that was defined by a perviously applied parent.

Here’s an example that uses two configs, a and b:

>>> base_config = """
... - config: a
...   params:
...     foo: 1
... - config: b
...   params:
...     foo: 2
... """





In the first case, a model m extends a first and then b:

>>> gf = guildfile.for_string(base_config + """
... - model: m
...   extends: [a, b]
...   description: foo is {{foo}}
... """)
>>> gf.models["m"].description
'foo is 1'





In the second case, the order of parents is b first and then a:

>>> gf = guildfile.for_string(base_config + """
... - model: m
...   extends: [b, a]
...   description: foo is {{foo}}
... """)
>>> gf.models["m"].description
'foo is 2'





Finally, m defines foo itself:

>>> gf = guildfile.for_string(base_config + """
... - model: m
...   extends: [b, a]
...   params:
...     foo: 3
...   description: foo is {{foo}}
... """)
>>> gf.models["m"].description
'foo is 3'





This will surprise a user who assumes that the last parent overrides
previous parents. But this convention is used in Python’s multiple
inheritance scheme.

Here’s the same structure, applied in Python:

>>> class A(object):
...   foo = 1

>>> class B(object):
...   foo = 2





In case 1, M extends A and then B.

>>> class M(A, B):
...   pass
>>> M().foo
1





In case 2, M extends B and then A:

>>> class M(B, A):
...   pass
>>> M().foo
2





Finally, M defines foo itself:

>>> class M(B, A):
...   foo = 3
>>> M().foo
3








Extending packages

Guildfiles may extend models and config defined in packages.

When extending a package, the package must be defined on the system
path (sys.path). If it’s not, an error will occur.

We’ll use the ‘extend-pkg’ project to illustrate. This project extends
both config and a model defined in package ‘pkg’ (defined in
‘extend-pkg/pkg’).

>>> extend_pkg_dir = sample("projects/extend-pkg")





First we’ll try to load the project without including ‘pkg’ in the
system path.

>>> import sys
>>> extend_pkg_dir in sys.path
False

>>> gf = guildfile.for_dir(extend_pkg_dir)
Traceback (most recent call last):
GuildfileReferenceError: error in .../projects/extend-pkg/guild.yml:
cannot find Guild file for package 'pkg'





Let’s try again with ‘extend-pkg’ included in the system path:

>>> with SysPath(prepend=[extend_pkg_dir]):
...     gf = guildfile.for_dir(extend_pkg_dir)





The Guildfile contains the two models, which both contain properties
inherited from the package.

>>> pprint(gf.models)
{'a': <guild.guildfile.ModelDef 'a'>,
 'b': <guild.guildfile.ModelDef 'b'>}

>>> gf.models["a"].operations
[<guild.guildfile.OpDef 'a:test'>]

>>> gf.models["b"].operations
[<guild.guildfile.OpDef 'b:test'>, <guild.guildfile.OpDef 'b:train'>]








Inheritance cycles

Below are some inheritance cycles:

>>> guildfile.for_string("""
... - model: a
...   extends: a
... """)
Traceback (most recent call last):
GuildfileCycleError: error in <string>: cycle in 'extends' (a -> a)

>>> guildfile.for_string("""
... - model: a
...   extends: b
... - model: b
...   extends: a
... """)
Traceback (most recent call last):
GuildfileCycleError: error in <string>: cycle in 'extends' (b -> a -> b)








Using $includes and inheritance

This test uses a sample project:

>>> project_dir = sample("projects/inherit-and-include")





We need to modify the system path to find a package referenced in the
project:

>>> with SysPath(prepend=[project_dir]):
...     gf = guildfile.for_dir(project_dir)





Models:

>>> sorted(gf.models)
['m', 'm2', 'm3']





Operations:

>>> gf.models["m"].operations
[<guild.guildfile.OpDef 'm:op-a'>,
 <guild.guildfile.OpDef 'm:op-b'>]





The flags defined for op-a are included via a-flags config that’s
defined in the project Guild file.

>>> gf.models["m"]["op-a"].flags
[<guild.guildfile.FlagDef 'a-1'>,
 <guild.guildfile.FlagDef 'a-2'>]

>>> pprint(gf.models["m"]["op-a"].flag_values())
{'a-1': 1, 'a-2': 2}

>>> gf.models["m"]["op-b"].flags
[<guild.guildfile.FlagDef 'b-1'>,
 <guild.guildfile.FlagDef 'b-2'>,
 <guild.guildfile.FlagDef 'b-3'>,
 <guild.guildfile.FlagDef 'b-4'>]

>>> pprint(gf.models["m"]["op-b"].flag_values())
{'b-1': 11, 'b-2': 22, 'b-3': 3, 'b-4': 4}





Model m3 uses a variety of flag includes for its sample operation:

>>> m3_op = gf.models["m3"]["op"]





And its flags:

>>> m3_op_flags = [(f.name, f.default) for f in m3_op.flags]





We expect this:

>>> expected = [
...   # Include: a-flags#a-1
...   ('a-1', 1),
...   # Include: b-flags-1#b-1
...   ('b-1', 11),
...   # Include: c-flags
...   ('c-1', 111),
...   ('c-2', 222),
...   # Include: m2:op#m-1,m-3
...   ('m-1', 1111),
...   ('m-3', 3333)]

>>> m3_op_flags == expected, m3_op_flags
(True, ...)








Params

Params may be used in model parents to define place-holder for child
models. Here’s s simple example:

>>> gf = guildfile.for_string("""
... - model: base
...   description: A {{type}} classifier
...
... - model: softmax
...   extends: base
...   params:
...     type: softmax
...
... - model: cnn
...   extends: base
...   params:
...     type: CNN
... """)





Here are the description of each model:

>>> gf.models["base"].description
'A {{type}} classifier'

>>> gf.models["softmax"].description
'A softmax classifier'

>>> gf.models["cnn"].description
'A CNN classifier'





Here’s an example of a parent that provides default param values.

>>> gf = guildfile.for_string("""
... - model: base
...   description: A v{{version}} {{type}} classifier
...   params:
...     version: 1
...
... - model: softmax
...   extends: base
...   params:
...     type: softmax
...
... - model: cnn
...   extends: base
...   params:
...     type: CNN
...     version: 2
... """)

>>> gf.models["base"].description
'A v1 {{type}} classifier'

>>> gf.models["softmax"].description
'A v1 softmax classifier'

>>> gf.models["cnn"].description
'A v2 CNN classifier'





Parameters can include references to other parameters.

>>> gf = guildfile.for_string("""
... - config: c1
...   params:
...     p1: 1
... - config: c2
...   extends: c1
...   params:
...     p2: '{{p1}} 2'
... - model: m
...   extends: c2
...   params:
...     p3: '{{p2}} 3'
...   description: Model {{p3}}
... """)

>>> gf.models["m"].description
'Model 1 2 3'





Here’s a param ref cycle:

>>> gf = guildfile.for_string("""
... - config: c1
...   params:
...     p1: '{{p2}}'
... - config: c2
...   extends: c1
...   params:
...     p2: '{{p1}}'
... - model: m
...   extends: c2
...   description: Model {{p2}}
... """)

>>> gf.models["m"].description
'Model {{p1}}'





Param values may be numbers:

>>> gf = guildfile.for_string("""
... - model: m
...   params:
...     foo: 123
...   description: Model {{foo}}
... """)

>>> gf.models["m"].description
'Model 123'










Anonymous models

A model named with the empty string is considered an anonymous
model:

>>> gf = guildfile.for_string("""
... - operations:
...     foo: foo
...     bar: bar
... """)

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}

>>> gf.models[""] == gf.default_model
True

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'bar'>,
 <guild.guildfile.OpDef 'foo'>]





Anonymous models may be defined using a top-level map of operations:

>>> gf = guildfile.for_string("""
... foo: foo
... bar:
...   description: Bar
...   exec: hello
... """)





The model:

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}

>>> gf.models[""] == gf.default_model
True





Its operations:

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'bar'>, <guild.guildfile.OpDef 'foo'>]





foo:

>>> foo = gf.default_model["foo"]
>>> foo.description
''
>>> foo.main
'foo'
>>> print(foo.exec_)
None





bar:

>>> bar = gf.default_model["bar"]
>>> bar.description
'Bar'
>>> print(bar.main)
None
>>> bar.exec_
'hello'








Projects

In addition to containing resources, Guildfiles may contain at most
one package definition.

We’ll use
samples/projects/package/guild.yml
to illustrate.

>>> gf = guildfile.for_dir(sample("projects/package"))





The sample contains one model:

>>> gf.models
{'model-1': <guild.guildfile.ModelDef 'model-1'>}





It does contain a package:

>>> gf.package
<guild.guildfile.PackageDef 'gpkg.hello'>








Loading from a run

If a run references a Guild file (in its opref attribute), the
references Guild file can be loaded using for_run.

Let’s create a run in a temporary location:

>>> from guild import run as runlib
>>> run = runlib.for_dir(mkdtemp())
>>> run.init_skel()





Next, configure the run’s opref to reference a valid Guild file:

>>> from guild import opref
>>> gf_path = sample("projects", "mnist-pkg", "guild.yml")
>>> run.write_opref(opref.OpRef("guildfile", gf_path, "", "", ""))





Now we can load the referenced Guild file using for_run:

>>> gf = guildfile.for_run(run)
>>> gf.src == gf_path
True





If we try to load a Guild file from a run that references a missing
file, we get an error:

>>> bad_path = path(mkdtemp(), "guild.yml")
>>> run.write_opref(opref.OpRef("guildfile", bad_path, "", "", ""))

>>> exists(bad_path)
False

>>> guildfile.for_run(run)
Traceback (most recent call last):
GuildfileMissing: .../guild.yml








Operation Defaults

A model may provide defaults for operations using operation-defaults.

>>> gf = guildfile.for_string("""
... - model: m
...   operation-defaults:
...     flags-dest: args
...     flags-import: no
...     sourcecode: no
...     flags:
...       f1: 1
...       f2: 2
...   operations:
...     op1: guild.pass
...     op2:
...       main: guild.pass
...       flags-import: all
...       sourcecode: ['*.py']
...       flags: {}
... """)

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'm:op1'>, <guild.guildfile.OpDef 'm:op2'>]





op1 takes all of its attrs from the defaults:

>>> op1 = gf.default_model.get_operation("op1")
>>> op1.flags_dest
'args'

>>> op1.flags_import
[]

>>> op1.sourcecode.specs
[]

>>> [(f.name, f.default) for f in op1.flags]
[('f1', 1), ('f2', 2)]





op2 redefines flags-import and sourcecode:

>>> op2 = gf.default_model.get_operation("op2")
>>> op2.flags_dest
'args'

>>> op2.flags_import
True

>>> op2.sourcecode.specs
[<guild.guildfile.FileSelectSpec exclude *>,
 <guild.guildfile.FileSelectSpec include *.py>]

>>> [(f.name, f.default) for f in op2.flags]
[]





Operation defaults can be inherited:

>>> gf = guildfile.for_string("""
... - config: base
...   operation-defaults:
...     flags:
...       f1: 1
...       f2: 2
... - model: m
...   extends: base
...   operations:
...     op1: guild.pass
... """)

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'm:op1'>]

>>> op1 = gf.default_model.get_operation("op1")

>>> [(f.name, f.default) for f in op1.flags]
[('f1', 1), ('f2', 2)]








Errors


Invalid format

>>> guildfile.for_dir(sample("projects/invalid-format"))
Traceback (most recent call last):
GuildfileError: error in .../samples/projects/invalid-format/guild.yml:
invalid guildfile data 'This is invalid YAML!': expected a mapping








No models (missing guild file)

>>> guildfile.for_dir(sample("projects/missing-sources"))
Traceback (most recent call last):
NoModels: ...





A file not found error is Python version specific (FileNotFoundError
in Python 3 and IOError in Python 2) so we’ll assert using exception
content.

>>> try:
...   guildfile.for_file(sample("projects/missing-sources/guild.yml"))
... except IOError as e:
...   print(str(e))
[Errno 2] No such file or directory: '.../projects/missing-sources/guild.yml'








Missing required type attr

>>> guildfile.for_string("""
... - foo: bar
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: missing required type (one of: config,
include, model, package) in {'foo': 'bar'}








Implicit anonymous model

If a top-level item defines operations but does not provide a
required type attribute of model or config, Guild coerces the
object to an anomyous model - i.e. a model named with the empty
string.

>>> gf = guildfile.for_string("""
... - operations:
...     test: guild.pass
... """)

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}

>>> gf.models[''].operations
[<guild.guildfile.OpDef 'test'>]

>>> gf.default_operation
<guild.guildfile.OpDef 'test'>








flags-import

>>> guildfile.for_string("""
... op:
...   flags-import: hello
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: invalid flags-import value 'hello':
expected yes/all, no, or a list of flag names








sourcecode

>>> guildfile.for_string("""
... op:
...   sourcecode: 123
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: invalid select files spec 123:
expected a string, list, or mapping








choices

>>> guildfile.for_string("""
... op:
...   flags:
...     foo:
...       choices:
...         a: 1
... """)
Traceback (most recent call last):
GuildfileError: error in <string>: invalid flag choice data {'a': 1}:
expected a list of values or mappings





NOTE: Using a single flag above to avoid inconsistencies in dict key
ordering across platforms.









          

      

      

    

  

    
      
          
            
  
Model help

Model help support is provided by guild.help.

>>> import guild.help





It’s used to format help for a guildfile.

>>> gf = guildfile.for_dir(sample("projects/mnist-pkg"))






Package description

The package_description function returns a restructured text
formatted string:

>>> print(guild.help.package_description(gf)) 
Models
######

expert
======

*Expert model*

Operations
^^^^^^^^^^

evaluate
--------
Flags
`````

**batch-size**
  *Number of images per eval batch (default is 50000)*

**epochs**
  *Epochs to evaluate (default is 1)*

train
-----
Flags
`````

**batch-size**
  *Number of images per train batch (default is 100)*

**clones**
  *Number of clones to deploy to (default is calculated)*

**epochs**
  *Number of epochs to train (default is 5)*

**learning-rate**
  *Learning rate for training (default is 0.001)*


intro
=====

Operations
^^^^^^^^^^

evaluate
--------
Flags
`````

**batch-size**
  *Number of images per eval batch (default is 50000)*

**epochs**
  *Epochs to evaluate (default is 2)*

train
-----
Flags
`````

**batch-size**
  *Number of images per train batch (default is 100)*

**clones**
  *Number of clones to deploy to (default is calculated)*

**epochs**
  *Number of epochs to train (default is 10)*

**learning-rate**
  *Learning rate for training (default is 0.001)*

References
^^^^^^^^^^

- https://www.tensorflow.org/tutorials/layers








Markdown

Guild supports Markdown rendering via guildfile_markdown_help:

>>> print(guild.help.guildfile_markdown_help(gf)) 
## Overview

Guild AI supported models and operations are listed below. To run an
operation, you must first install Guild AI by running:

``` $ pip install guildai ```

Refer to [Install Guild AI](https://guild.ai/install) for detailed
instructions.

To run a model operation use:

``` $ guild run [MODEL:]OPERATION ```

`MODEL` is one of the model names listed below and `OPERATION` is an
associated model operation or base operation.

You may set operation flags using `FLAG=VALUE` arguments to the run command.
Refer to the operations below for a list of supported flags.

For additional help using Guild, see [Guild AI
Documentation](https://guild.ai/docs).

## Models

### expert

*Expert model*

#### Operations

##### evaluate
###### Flags
<dl>
<dt>batch-size</dt>
<dd>Number of images per eval batch (default is 50000)</dd>
<dt>epochs</dt>
<dd>Epochs to evaluate (default is 1)</dd>
</dl>

##### train
###### Flags
<dl>
<dt>batch-size</dt>
<dd>Number of images per train batch (default is 100)</dd>
<dt>clones</dt>
<dd>Number of clones to deploy to (default is calculated)</dd>
<dt>epochs</dt>
<dd>Number of epochs to train (default is 5)</dd>
<dt>learning-rate</dt>
<dd>Learning rate for training (default is 0.001)</dd>
</dl>


### intro

#### Operations

##### evaluate
###### Flags
<dl>
<dt>batch-size</dt>
<dd>Number of images per eval batch (default is 50000)</dd>
<dt>epochs</dt>
<dd>Epochs to evaluate (default is 2)</dd>
</dl>

##### train
###### Flags
<dl>
<dt>batch-size</dt>
<dd>Number of images per train batch (default is 100)</dd>
<dt>clones</dt>
<dd>Number of clones to deploy to (default is calculated)</dd>
<dt>epochs</dt>
<dd>Number of epochs to train (default is 10)</dd>
<dt>learning-rate</dt>
<dd>Learning rate for training (default is 0.001)</dd>
</dl>

#### References

- https://www.tensorflow.org/tutorials/layers











          

      

      

    

  

    
      
          
            
  
HParam Summaries

Guild supports generation of hyperparameter (HParam) summaries when
viewing runs in TensorBoard. Guild writes HParam summaries for each
run, which contain information about flags and metrics (root scalars -
i.e. scalars that do not contain ‘/’ chars). This information is used
by TensorBoard’s HParams plugin.

To illustrate we’ll use the hparam-summaries project.

>>> project = Project(sample("projects", "hparam-summaries"))





The echo.py script simply logs a flag x_flag as an output scalar
x_metric.

>>> project.run("echo.py", {"x_flag": 1.123})
x_metric: 1.123





The runs monitor support in guild.tensorboard is used to generate
summary event logs for runs.

>>> from guild.tensorboard import RunsMonitor





The monitor generates ephemeral event logs in a log directory.

>>> logdir = mkdtemp()





The monitor needs a callback for listing runs. We’ll use the project.

>>> list_runs_cb = project.list_runs





And our monitor, configured to log only hparams:

>>> monitor = RunsMonitor(logdir, list_runs_cb, logspec=["hparams"])





The monitor is designed to run a thread but we can run it preemptively
by calling run_once.

>>> monitor.run_once()





The monitor generates files under the log directory. These include
links to run event logs and hparam specific files.

Because ‘…’ will match multiple lines, we assert the file count.

>>> files = findl(logdir)
>>> len(files), files
(3, ...)





And the files:

>>> files
['... echo.py ... x_flag=1.123/.guild/events.out.tfevents.0000000000.hparams',
 '... echo.py ... x_flag=1.123/.guild/events.out.tfevents...',
 '... echo.py ... x_flag=1.123/.guild/events.out.tfevents.9999999999.time']





The first file contains the hparam experiment and session info.

>>> islink(path(logdir, files[0]))
False





The second file is a link to the run summaries.

>>> islink(path(logdir, files[1]))
True





Let’s first look at the summaries. We’ll use an event reader.

>>> from guild.tfevent import EventReader





All of the events are written under the run logdir.

>>> run_logdir = path(logdir, dirname(files[1]))





The events:

>>> for event in EventReader(run_logdir):
...     print(event)
summary {
  value {
    tag: "_hparams_/experiment"...
    metadata {
      plugin_data {
        plugin_name: "hparams"
        content: "..."
      }
    }
  }
}

summary {
  value {
    tag: "_hparams_/session_start_info"...
    metadata {
      plugin_data {
        plugin_name: "hparams"
        content: "..."
      }
    }
  }
}

summary {
  value {
    tag: "_hparams_/session_end_info"...
    metadata {
      plugin_data {
        plugin_name: "hparams"
        content: "..."
      }
    }
  }
}

summary {
  value {
    tag: "x_metric"
    simple_value: 1.123000...
  }
}









          

      

      

    

  

    
      
          
            
  
Image Summaries

Guild supports ephemeral image summaries when viewing runs in
TensorBoard.


	A run generates one or more images.


	While running, Guild TensorBoard scans run dirs for generated images
and includs them in an ephemeral summary log so they appear in
TensorBoard for the applicable run.




To illustrate we use the image-summaries project.

>>> project = Project(sample("projects", "image-summaries"))





The copy-images operation makes a copy of project-defined images.

>>> run, _out = project.run_capture("copy-images")





Here are the run files:

>>> files = dir(run.dir)
>>> files
['.guild', 'favicon-copy.png', 'favicon.png', 'heart-copy.jpg', 'heart.jpg']





The files favicon.png and heart.jpg are links to the project source
files.

>>> os.path.islink(path(run.dir, "favicon.png"))
True

>>> os.path.islink(path(run.dir, "heart.jpg"))
True





The files favicon-copy.png and heart-copy.jpg are generated by the
run and are not links.

>>> os.path.islink(path(run.dir, "favicon-copy.png"))
False

>>> os.path.islink(path(run.dir, "heart-copy.jpg"))
False





Next we process these files using the TensorBoard runs monitor. This
monitor checks runs for images and adds them to ephemeral summary logs
in a log directory.

>>> from guild.tensorboard import RunsMonitor





Let’s create a log directory. This is where the monitor stores run
summary logs.

>>> logdir = mkdtemp()





The monitor needs a callback for listing runs. We use the project.

>>> list_runs_cb = project.list_runs





Our monitor, configured to log only images:

>>> monitor = RunsMonitor(logdir, list_runs_cb, logspec=["images"])





The monitor is designed to run a thread but we can run it preemptively
by calling run_once.

>>> monitor.run_once()





The monitor generated the following files in the log directory:

>>> files = findl(logdir)
>>> len(files)
6

>>> pprint(files)
['... copy-images .../.images/events.out.tfevents.0000000000.image.71a365d27894b323b8d5d6ebfeed6ee9',
 '... copy-images .../.images/events.out.tfevents.0000000001.image.6eba6ff0fe3882f00774e289ff61c3e2',
 '... copy-images .../favicon-copy.png',
 '... copy-images .../favicon.png',
 '... copy-images .../heart-copy.jpg',
 '... copy-images .../heart.jpg']





The TensorBoard runs monitor mirrors the run directory structure by
creating the appropriate symlinks to run files. This ensures that
TensorBoard plugins have full access to run files.

The monitor also generates Guild specific TF event files for each
image it finds. Each event file is named using an incrementing
timestamp starting with 0 and a digest suffix. The digest corresponds
to the logged image path, relative to the run directory.

Let’s confirm each of the suffixes.

For favicon-copy.png:

>>> import hashlib
>>> digest0 = hashlib.md5(b"favicon-copy.png").hexdigest()

>>> print(digest0)
71a365d27894b323b8d5d6ebfeed6ee9

>>> digest0 == files[0][-32:], (digest0, files[0])
(True, ...)





For heart-copy.jpg:

>>> digest1 = hashlib.md5(b"heart-copy.jpg").hexdigest()

>>> print(digest1)
6eba6ff0fe3882f00774e289ff61c3e2

>>> digest1 == files[1][-32:], (digest1, files[1])
(True, ...)





We can use tfevent.EventReader to read the log events.

>>> from guild import tensorboard

>>> tensorboard.setup_logging()

>>> from guild.tfevent import EventReader
>>> for event in EventReader(path(logdir, dirname(files[0]))):
...     print(event)
summary {
  value {
    tag: "favicon-copy.png"
    image {
      height: 180
      width: 180
      colorspace: 4
      encoded_image_string: "..."
    }
  }
}

summary {
  value {
    tag: "heart-copy.jpg"
    image {
      height: 50
      width: 50
      colorspace: 3
      encoded_image_string: ..."
    }
  }
}





The monitor supports updates to images. When an image is modified, the
monitor creates a new summary with the latest image. This is generated
as a new tfevent file with the same path digest extension.

Let’s demonstrate by modifying the timestamp of one of our images.

>>> touch(path(run.dir, "favicon-copy.png"))





And re-run the monitor:

>>> monitor.run_once()





The log directory now contains three files.

>>> files = findl(logdir)
>>> len(files)
7

>>> pprint(files)
['... copy-images .../.images/events.out.tfevents.0000000000.image.71a365d27894b323b8d5d6ebfeed6ee9',
 '... copy-images .../.images/events.out.tfevents.0000000001.image.6eba6ff0fe3882f00774e289ff61c3e2',
 '... copy-images .../.images/events.out.tfevents.0000000002.image.71a365d27894b323b8d5d6ebfeed6ee9',
 '... copy-images .../favicon-copy.png',
 '... copy-images .../favicon.png',
 '... copy-images .../heart-copy.jpg',
 '... copy-images .../heart.jpg']





And has a second image summary for favicon-copy.png:

>>> for event in EventReader(path(logdir, dirname(files[0]))):
...     print(event)
summary {
  value {
    tag: "favicon-copy.png"
    image {
      height: 180
      width: 180
      colorspace: 4
      encoded_image_string: "..."
    }
  }
}

summary {
  value {
    tag: "heart-copy.jpg"
    image {
      height: 50
      width: 50
      colorspace: 3
      encoded_image_string: ..."
    }
  }
}

summary {
  value {
    tag: "favicon-copy.png"
    image {
      height: 180
      width: 180
      colorspace: 4
      encoded_image_string: "..."
    }
  }
}









          

      

      

    

  

    
      
          
            
  
Import flags

Flags can be imported from a main module by using the special
$import attribute of the operation flags.

We’ll use the sample project flags:

>>> project_dir = sample("projects", "flags")





Load the guild file:

>>> with Env({"NO_IMPORT_FLAGS_CACHE": "1",
...           "NO_IMPORT_FLAGS_PROGRESS": "1"}):
...     gf = guildfile.for_dir(project_dir, no_cache=True)





Ref to the default model:

>>> m = gf.default_model





Helper to return flags for an operation:

>>> def flags(op_name):
...     return m[op_name].flags





Helper function to print flag attributes.

>>> def flag_info(op_name, flag_name):
...     op = m[op_name]
...     flag = op.get_flagdef(flag_name)
...     if flag.description:
...         print("description: {}".format(flag.description))
...     if flag.choices:
...         print("choices: {}".format([c.value for c in flag.choices]))
...     print("default: {}".format(flag.default))





Helper to print flag values:

>>> def flag_vals(op_name):
...     pprint(m[op_name].flag_values())





Helper for flags dest:

>>> def flags_dest(op_name):
...     print(m[op_name].flags_dest)






Default flags

As of 0.7, Guild no longer automatically imports flags.

Flags for default-args:

>>> flags("default-args")
[]

>>> flag_vals("default-args")
{}





Guild still detects the flags interface even when flags aren’t
imported.

>>> flags_dest("default-args")
args





For default-globals:

>>> flags("default-globals")
[]

>>> flag_vals("default-globals")
{}

>>> flags_dest("default-globals")
globals








Import all available flags

Flags for import-all-args:

>>> flags("import-all-args")
[<guild.guildfile.FlagDef 'bar'>,
 <guild.guildfile.FlagDef 'foo'>]





The import process reads flag attributes from the arg parse support in
the main module:

>>> flag_info("import-all-args", "foo")
description: Foo
choices: [1, 2]
default: 1

>>> flag_info("import-all-args", "bar")
description: Bar
default: 0.001

>>> flag_vals("import-all-args")
{'bar': 0.001, 'foo': 1}

>>> flags_dest("import-all-args")
args





This applies to import-all-globals:

>>> flags("import-all-globals")
[<guild.guildfile.FlagDef 'f_bool'>,
 <guild.guildfile.FlagDef 'f_float'>,
 <guild.guildfile.FlagDef 'f_int'>,
 <guild.guildfile.FlagDef 'f_str'>]

>>> flag_info("import-all-globals", "f_bool")
default: False

>>> flag_info("import-all-globals", "f_float")
default: 7.0

>>> flag_info("import-all-globals", "f_int")
default: 6

>>> flag_info("import-all-globals", "f_str")
default: hi

>>> flag_vals("import-all-globals")
{'f_bool': False, 'f_float': 7.0, 'f_int': 6, 'f_str': 'hi'}

>>> flags_dest("import-all-globals")
globals






Define new flags

args-flags:

>>> flags("args-flags")
[<guild.guildfile.FlagDef 'bar'>, <guild.guildfile.FlagDef 'foo'>]





Guild implicitly imports info for defined flags when flags-import is
not specified.

>>> flag_info("args-flags", "foo")
description: Foo
choices: [1, 2]
default: 2

>>> flag_info("args-flags", "bar")
description: Raised bar
default: 0.001

>>> flag_vals("args-flags")
{'bar': 0.001, 'foo': 2}





And for globals-flags:

>>> flags("globals-flags")
[<guild.guildfile.FlagDef 'f_float'>,
 <guild.guildfile.FlagDef 'f_str'>]

>>> flag_info("globals-flags", "f_float")
description: A float
default: 8.8

>>> flag_info("globals-flags", "f_str")
description: A greeting
choices: ['hi', 'hola']
default: hola

>>> flag_vals("globals-flags")
{'f_float': 8.8, 'f_str': 'hola'}








Redefine defaults

Guild files can redefine default values.

import-all-args-with-mods:

>>> flags("import-all-args-with-mods")
[<guild.guildfile.FlagDef 'bar'>, <guild.guildfile.FlagDef 'foo'>]

>>> flag_info("import-all-args-with-mods", "foo")
description: Foo
choices: [1, 2]
default: 2

>>> flag_info("import-all-args-with-mods", "bar")
description: Raised bar
default: 0.001

>>> flag_vals("import-all-args-with-mods")
{'bar': 0.001, 'foo': 2}





And for main_globals:

>>> flags("import-all-globals-with-mods")
[<guild.guildfile.FlagDef 'f_bool'>,
 <guild.guildfile.FlagDef 'f_float'>,
 <guild.guildfile.FlagDef 'f_int'>,
 <guild.guildfile.FlagDef 'f_str'>]

>>> flag_info("import-all-globals-with-mods", "f_bool")
default: False

>>> flag_info("import-all-globals-with-mods", "f_float")
description: A float
default: 8.8

>>> flag_info("import-all-globals-with-mods", "f_int")
default: 6

>>> flag_info("import-all-globals-with-mods", "f_str")
description: A greeting
choices: ['hi', 'hola']
default: hola

>>> flag_vals("import-all-globals-with-mods")
{'f_bool': False, 'f_float': 8.8, 'f_int': 6, 'f_str': 'hola'}










Explicit flag imports

The explicit-args operation uses flags-import to limit the
imports:

>>> flags("explicit-args")
[<guild.guildfile.FlagDef 'foo'>]

>>> flag_info("explicit-args", "foo")
description: Foo
choices: [1, 2]
default: 1

>>> flag_vals("explicit-args")
{'foo': 1}





Similarly for explicit-globals:

>>> flags("explicit-globals")
[<guild.guildfile.FlagDef 'f_str'>]

>>> flag_info("explicit-globals", "f_str")
default: hi

>>> flag_vals("explicit-globals")
{'f_str': 'hi'}








Disabling imports

Imports can be disabled by specifying no or [] for flags-import:

>>> flags("no-imports-1")
[]

>>> flags("no-imports-2")
[]





no-imports-3 disables imports and then defines its own flags:

>>> flags("no-imports-3")
[<guild.guildfile.FlagDef 'foo'>]

>>> flag_info("no-imports-3", "foo")
description: New def of foo
choices: [3, 4]
default: 3

>>> flag_vals("no-imports-3")
{'foo': 3}








Importing all flags

By default, Guild imports all detected flags. However, this behavior
can be made explicit in the Guild file.

all-imports and all-imports-2 both indicate that all flags should
be imported.

>>> flags("all-imports-1")
[<guild.guildfile.FlagDef 'f_bool'>,
 <guild.guildfile.FlagDef 'f_float'>,
 <guild.guildfile.FlagDef 'f_int'>,
 <guild.guildfile.FlagDef 'f_str'>]

>>> flags("all-imports-2")
[<guild.guildfile.FlagDef 'f_bool'>,
 <guild.guildfile.FlagDef 'f_float'>,
 <guild.guildfile.FlagDef 'f_int'>,
 <guild.guildfile.FlagDef 'f_str'>]








Implicit imports

If flags-import is not specified, Guild implicitly imports flags
defined in config.

>>> flags("implicit-imports")
[<guild.guildfile.FlagDef 'bar'>, <guild.guildfile.FlagDef 'foo'>]





Each flag imports attributes from the module.

>>> flag_info("implicit-imports", "foo")
description: Foo
choices: [1, 2]
default: 1

>>> flag_info("implicit-imports", "bar")
description: Bar
default: 0.001





The first variant uses flags-import-skip to skip import of ‘bar’.

>>> flags("implicit-imports-2")
[<guild.guildfile.FlagDef 'bar'>, <guild.guildfile.FlagDef 'foo'>]

>>> flag_info("implicit-imports-2", "foo")
description: Foo
choices: [1, 2]
default: 2

>>> flag_info("implicit-imports-2", "bar")
default: 0.1








Don’t import specific flags

In cases where a user wants to import all flags except certain
flags, she can use flags-import-skip.

>>> flags("skip-imports")
[<guild.guildfile.FlagDef 'f_bool'>,
 <guild.guildfile.FlagDef 'f_float'>,
 <guild.guildfile.FlagDef 'f_str'>]

>>> flags("skip-imports-2")
[<guild.guildfile.FlagDef 'bar'>]








Alt argparse usage

The module main_args2 - used by the import-all-args2 operation -
has a different argparse usage.

>>> flags("import-all-args2")
[<guild.guildfile.FlagDef 'bar'>, <guild.guildfile.FlagDef 'foo'>]








Marge based on arg-name

>>> flags("merge-by-arg-name")
[<guild.guildfile.FlagDef 'f_bool2'>,
 <guild.guildfile.FlagDef 'f_float'>,
 <guild.guildfile.FlagDef 'f_int'>,
 <guild.guildfile.FlagDef 'f_str2'>]

>>> flag_info("merge-by-arg-name", "f_bool2")
default: False

>>> flag_info("merge-by-arg-name", "f_float")
default: 8.0

>>> flag_info("merge-by-arg-name", "f_int")
default: 6

>>> flag_info("merge-by-arg-name", "f_str2")
default: hi2








Error decoding flags

If Guild can’t serialize argparse defined values as JSON, it prints a
warning message and coerces the value to a string.

>>> project_dir = sample("projects", "flags-2")

>>> with Env({"NO_IMPORT_FLAGS_CACHE": "1",
...           "NO_IMPORT_FLAGS_PROGRESS": "1"}):
...     with LogCapture(strip_ansi_format=True) as logs:
...         gf = guildfile.for_dir(project_dir, no_cache=True)

>>> logs.print_all()
WARNING: [import_flags_main] cannot serialize value <object object at ...>
for flag foo - coercing to string

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'json-decodable'>]

>>> op = gf.default_model.get_operation("json-decodable")
>>> op.flags
[<guild.guildfile.FlagDef 'foo'>]

>>> op.get_flagdef("foo").default
'<object object at ...>'








Arg parsers that use parents

>>> flags("parser-parents")
[<guild.guildfile.FlagDef 'a'>,
 <guild.guildfile.FlagDef 'b'>,
 <guild.guildfile.FlagDef 'c'>]

>>> flag_info("parser-parents", "a")
default: A

>>> flag_info("parser-parents", "b")
default: B

>>> flag_info("parser-parents", "c")
default: C

>>> flag_vals("parser-parents")
{'a': 'A', 'b': 'B', 'c': 'C'}











          

      

      

    

  

    
      
          
            
  
Imports

>>> import importlib
>>> import os
>>> import guild

>>> SKIP = ["tests", "external", "examples"]

>>> def iter_mods():
...     guild_root = os.path.dirname(guild.__file__)
...     for root, dirs, files in os.walk(guild_root, topdown=True):
...         for name in SKIP:
...             if name in dirs: dirs.remove(name)
...         for name in files:
...             if name.endswith(".py"):
...                 mod_path = os.path.join(root, name)
...                 mod_relpath = os.path.relpath(mod_path, guild_root)
...                 mod_name = (
...                     "guild."
...                     + mod_relpath.replace(os.path.sep, ".")[:-3])
...                 yield importlib.import_module(mod_name)

>>> for name in sorted([m.__name__ for m in iter_mods()]):
...   print(name) 
guild.__init__
guild._api
guild._lex
guild._test
guild._yacc
guild.batch_main
guild.batch_util
guild.cli
guild.click_util
guild.cmd_impl_support
guild.commands.__init__
guild.commands.cat
guild.commands.cat_impl
guild.commands.check
guild.commands.check_impl
guild.commands.compare
guild.commands.compare_impl
guild.commands.diff
guild.commands.diff_impl
guild.commands.download
guild.commands.download_impl
guild.commands.export
guild.commands.help
guild.commands.help_impl
guild.commands.import_
guild.commands.init
guild.commands.init_impl
guild.commands.install
guild.commands.label
guild.commands.ls
guild.commands.ls_impl
guild.commands.main
guild.commands.main_impl
guild.commands.mark
guild.commands.models
guild.commands.models_impl
guild.commands.open_
guild.commands.open_impl
guild.commands.operations
guild.commands.operations_impl
guild.commands.package
guild.commands.package_impl
guild.commands.packages
guild.commands.packages_delete
guild.commands.packages_impl
guild.commands.packages_info
guild.commands.packages_list
guild.commands.publish
guild.commands.publish_impl
guild.commands.pull
guild.commands.push
guild.commands.remote
guild.commands.remote_impl
guild.commands.remote_impl_support
guild.commands.remote_start
guild.commands.remote_status
guild.commands.remote_stop
guild.commands.remote_support
guild.commands.remotes
guild.commands.remotes_impl
guild.commands.run
guild.commands.run_impl
guild.commands.runs
guild.commands.runs_delete
guild.commands.runs_diff
guild.commands.runs_export
guild.commands.runs_impl
guild.commands.runs_import
guild.commands.runs_info
guild.commands.runs_label
guild.commands.runs_list
guild.commands.runs_mark
guild.commands.runs_publish
guild.commands.runs_pull
guild.commands.runs_purge
guild.commands.runs_push
guild.commands.runs_restore
guild.commands.runs_stop
guild.commands.runs_support
guild.commands.s3_sync
guild.commands.s3_sync_impl
guild.commands.search
guild.commands.search_impl
guild.commands.select
guild.commands.server_support
guild.commands.service_impl_support
guild.commands.shell
guild.commands.shell_impl
guild.commands.shutdown_timer
guild.commands.shutdown_timer_impl
guild.commands.stop
guild.commands.sync
guild.commands.sync_impl
guild.commands.sys
guild.commands.tensorboard
guild.commands.tensorboard_impl
guild.commands.tensorflow
guild.commands.tensorflow_check_main
guild.commands.tensorflow_impl
guild.commands.tensorflow_inspect
guild.commands.uninstall
guild.commands.view
guild.commands.view_impl
guild.commands.view_tester
guild.commands.watch
guild.commands.watch_impl
guild.config
guild.deps
guild.entry_point_util
guild.exit_code
guild.fail
guild.file_util
guild.flag_util
guild.guildfile
guild.help
guild.index
guild.init
guild.ipy
guild.lock
guild.log
guild.main
guild.main_bootstrap
guild.model
guild.model_proxy
guild.namespace
guild.op
guild.op_cmd
guild.op_dep
guild.op_main
guild.op_util
guild.opref
guild.package
guild.package_main
guild.pass
guild.pip_util
guild.plugin
guild.plugins.__init__
guild.plugins.click_flags
guild.plugins.cpu
guild.plugins.disk
guild.plugins.exec_script
guild.plugins.gpu
guild.plugins.hiplot
guild.plugins.import_argparse_flags_main
guild.plugins.keras
guild.plugins.memory
guild.plugins.perf
guild.plugins.python_script
guild.plugins.queue
guild.plugins.queue_main
guild.plugins.random_main
guild.plugins.skopt
guild.plugins.skopt_forest_main
guild.plugins.skopt_gbrt_main
guild.plugins.skopt_gp_main
guild.plugins.skopt_util
guild.plugins.summary_util
guild.plugins.training_pkg_main
guild.publish
guild.python_util
guild.query.__init__
guild.query.qlex
guild.query.qparse
guild.remote
guild.remote_run_support
guild.remote_util
guild.remotes.__init__
guild.remotes.ec2
guild.remotes.s3
guild.remotes.ssh
guild.remotes.ssh_util
guild.resolver
guild.resource
guild.resourcedef
guild.run
guild.run_check
guild.run_util
guild.service
guild.serving_util
guild.steps_main
guild.summary
guild.tabview
guild.tensorboard
guild.tfevent
guild.timerange.__init__
guild.timerange.trlex
guild.timerange.trparse
guild.uat
guild.util
guild.var
guild.vcs_util
guild.view









          

      

      

    

  

    
      
          
            
  
Guildfile includes

These tests focus on guildfile includes.

Guildfiles support includes by way of a top-level ‘include’ item.

We’ll use samples/projects/includes to
illustrate. This project contains a.yml and b.yml which both
include common.yml.

Let’s look at a.yml.

>>> gf = guildfile.for_file(sample("projects/includes/a.yml"))





As model ‘a’ extends ‘base’ it inherits its flags:

>>> gf.models["a"].operations
[<guild.guildfile.OpDef 'a:op1'>, <guild.guildfile.OpDef 'a:op2'>]





We can peek into the data used by gf to see how includes work:

>>> pprint(gf.data)
[{'config': 'base', 'operations': {'op1': {'exec': 'op1'},
                                   'op2': {'exec': 'op2'}}},
 {'extends': ['base'], 'model': 'a'}]





Note that the ‘include’ item was replaced with the contents of the
included file.

The remaining tests illustrate various features/behaviors of the
include facility.


Include lists

Includes can be expressed as a string or as a list of strings. When
expressed as a list, each item is treated as an include.

This is illustrated by
samples/projects/includes/include-list.yml:

>>> gf = guildfile.for_file(sample("projects/includes/include-list.yml"))
>>> sorted(gf.models)
['c', 'uncommon']

>>> gf.models["c"].operations
[<guild.guildfile.OpDef 'c:op1'>,
 <guild.guildfile.OpDef 'c:op2'>,
 <guild.guildfile.OpDef 'c:op3'>]








Include chains

Includes can be
chained. samples/projects/includes/chain.yml
illustrates this.

>>> gf = guildfile.for_file(sample("projects/includes/chain.yml"))
>>> sorted(gf.models)
['a', 'b', 'c']








Cycles

Cycles are treated as an
error. samples/projects/includes/cycle.yml
introduces a cycle.

>>> guildfile.for_file(sample("projects/includes/cycle.yml"))
Traceback (most recent call last):
GuildfileCycleError: error in cycle in 'includes':
.../samples/projects/includes/cycle.yml
(.../samples/projects/includes/cycle.yml ->
 .../samples/projects/includes/cycle-2.yml ->
 .../samples/projects/includes/cycle.yml)





Similarly:

>>> guildfile.for_file(sample("projects/includes/cycle-2.yml"))
Traceback (most recent call last):
GuildfileCycleError: error in cycle in 'includes':
.../samples/projects/includes/cycle-2.yml
(.../samples/projects/includes/cycle-2.yml ->
 .../samples/projects/includes/cycle.yml ->
 .../samples/projects/includes/cycle-2.yml)





As well as:

>>> guildfile.for_file(sample("projects/includes/include-self.yml"))
Traceback (most recent call last):
GuildfileCycleError: error in cycle in 'includes':
.../samples/projects/includes/include-self.yml
(.../samples/projects/includes/include-self.yml ->
 .../samples/projects/includes/include-self.yml)








Include from packages

An include may contain a package spec. The package must be in the
system path and contain a guild.yml file.

We’ll use the sample projects/includes/include-pkg.yml to
illustrate. include-pkg.yml includes mnist, which is a package
spec.

Initially we can’t load the Guildfile because mnist is not on the
system path:

>>> guildfile.for_file(sample("projects/includes/include-pkg.yml"))
Traceback (most recent call last):
GuildfileIncludeError: error in .../samples/projects/includes/include-pkg.yml:
cannot find include 'mnist-pkg' (includes must be local to including Guild
file or a Guild package on the system path)





Let’s load include-pkg.yml with a modified system path, so we can
find the mnist package:

>>> with SysPath(prepend=[sample("projects"),
...                       sample("projects/mnist-pkg")]):
...    gf = guildfile.for_file(sample("projects/includes/include-pkg.yml"))





And the models:

>>> pprint(gf.models)
{'b': <guild.guildfile.ModelDef 'b'>,
 'expert': <guild.guildfile.ModelDef 'expert'>,
 'intro': <guild.guildfile.ModelDef 'intro'>}








Bad includes

>>> guildfile.for_file(sample("projects/includes/bad-include.yml"))
Traceback (most recent call last):
GuildfileIncludeError: error in .../projects/includes/bad-include.yml:
cannot find include 'bad.yml' (includes must be local to including Guild
file or a Guild package on the system path)











          

      

      

    

  

    
      
          
            
  
Index 2

The module guild.index is the second generation run index, which
uses SQLite and stores more information than the first generation
index.

>>> from guild import index as indexlib





We can create an index in a directory:

>>> tmp_dir = mkdtemp()
>>> index = indexlib.RunIndex(tmp_dir)





When instantiated, the index generates these files:

>>> dir(tmp_dir)
['index_v1.db']









          

      

      

    

  

    
      
          
            
  
Guild init

Guild environments are initialized using the init command. The
implementation is currently in guild.commands.init_impl. This test
illustrates how init works by viewing the init command preview prompt.

>>> from guild.commands import init_impl





For this test we’ll use the init-env project.

>>> project_dir = sample("projects/init-env")





We’ll work with the internals of init_impl to generate the prompt
parameters for the init command.

Here’s a helper function to generate a Config object.

>>> def config(**kw):
...   from guild import config as configlib
...   from guild import click_util
...   arg_kw = dict(
...     dir=join_path(project_dir, "venv"),
...     name=None,
...     python=None,
...     guild=None,
...     no_reqs=False,
...     path=(),
...     requirement=(),
...     tensorflow=None,
...     skip_tensorflow=False,
...     local_resource_cache=False,
...     no_progress=False)
...   arg_kw.update(kw)
...   args = click_util.Args(**arg_kw)
...   with configlib.SetCwd(project_dir):
...     return init_impl.Config(args)





Here’s the default prompt, assuming we’re creating the environment
within the project directory:

>>> pprint(config().prompt_params)
[('Location', '.../samples/projects/init-env/venv'),
 ('Name', 'init-env'),
 ('Python interpreter', 'default'),
 ('Guild', '...'),
 ('Guild package requirements',
  ('Pillow',
   'pkg-a',
   'pkg-b',
   'tensorflow...')),
 ('Resource cache', 'shared')]






Requires Guild packages

Guild init attempts to install package requirements. It will traverse
required Guild packages to find non Guild packages to install provided
the user provides package locations using -p, --path options.

In the case above, we didn’t provide the location of the pkg-a and
pkg-b, so the prompt shows that these will be installed.

If we specify the location of these packages, init will read any Guild
files in those packages and install those. The rationale for this
behavior is that if the package can be found on one of the paths
specified by --path it should not be installed as it will be
available on the Python path configured for the environment.

Here’s the preview when we specify the location of pkg-a and pkg-b
using a --path option.

>>> pprint(config(path=(project_dir,)).prompt_params)
[('Location', '.../samples/projects/init-env/venv'),
 ('Name', 'init-env'),
 ('Python interpreter', 'default'),
 ('Guild', '...'),
 ('Guild package requirements',
  ('Pillow',
   'lxml',
   'matplotlib',
   'numpy',
   'tensorflow...')),
 ('Additional paths', ('.../samples/projects/init-env',)),
 ('Resource cache', 'shared')]





Note that there are cycles in the Guild package requirements in the
sample project: pkg-a requires pkg-b and vise-versa. Guild init
stop traversing package requirements if it’s already processed a Guild
file.







          

      

      

    

  

    
      
          
            
  
Interactive Python interface

The ipy module provides an interactive interface to Guild operations
that is Notebook friendly.

>>> from guild import ipy
>>> from guild import config





Create a Guild home for our tests:

>>> guild_home = config.SetGuildHome(mkdtemp())





Define a simple function to run:

>>> def hello(msg, n=3):
...     for i in range(n):
...         print("%s %i!" % (msg, i + 1))





For displaying Pandas dataframes, which are used by ipy for tabular
data, we want to control the formatting for consistency across tests.

>>> import pandas as pd
>>> pd.set_option("display.expand_frame_repr", False)






Running an operation

The ipy interface runs operations as Python functions. Flags are
provided as key words:

>>> with guild_home:
...     run, result = ipy.run(hello, msg="Hello")
Hello 1!
Hello 2!
Hello 3!

>>> run
<guild.run.Run '...'>

>>> print(result)
None





Files:

>>> find(run.path)
.guild/attrs/exit_status
.guild/attrs/flags
.guild/attrs/id
.guild/attrs/initialized
.guild/attrs/label
.guild/attrs/started
.guild/attrs/stopped
.guild/opref
.guild/output





Output:

>>> cat(run.guild_path("output"))
Hello 1!
Hello 2!
Hello 3!





Run another operation:

>>> with guild_home:
...     run2, _ = ipy.run(hello, msg="Hola", n=2, _label="run2")
Hola 1!
Hola 2!





run2 occurs after run:

>>> run2.timestamp > run.timestamp, run2.timestamp, run.timestamp
(True, ...)





Another operation using tag for label:

>>> with guild_home:
...     run3, _ = ipy.run(hello, msg="Ya", n=1, _tag="run3")
Ya 1!








List runs

List runs:

>>> with guild_home:
...     ipy.runs()
   run  operation  started     status            label
0  ...    hello()      ...  completed  run3 msg=Ya n=1
1  ...    hello()      ...  completed             run2
2  ...    hello()      ...  completed    msg=Hello n=3





Filter using a label:

>>> with guild_home:
...     ipy.runs(labels=["run2"])
   run  operation  started     status label
0  ...    hello()      ...  completed run2





Filter with status:

>>> with guild_home:
...     ipy.runs(error=True, terminated=True)
Empty RunsDataFrame
Columns: [run, operation, started, status, label]
Index: []





With operation:

>>> with guild_home:
...     ipy.runs(operations=["hello"], completed=True)
   run  operation  started     status            label
0  ...    hello()      ...  completed  run3 msg=Ya n=1
1  ...    hello()      ...  completed             run2
2  ...    hello()      ...  completed    msg=Hello n=3

>>> with guild_home:
...     ipy.runs(operations=["bye"])
Empty RunsDataFrame
Columns: [run, operation, started, status, label]
Index: []








Runs info

Print latest run info:

>>> with guild_home:
...     ipy.runs().info()
id: ...
operation: hello()
status: completed
started: ...
stopped: ...
label: run3 msg=Ya n=1
run_dir: ...
flags:
  msg: Ya
  n: 1





Info for a specific run:

>>> with guild_home:
...     ipy.runs().iloc[1].info()
id: ...
operation: hello()
status: completed
started: ...
stopped: ...
label: run2
run_dir: ...
flags:
  msg: Hola
  n: 2





Info with output:

>>> with guild_home:
...     ipy.runs().iloc[1].info(output=True)
id: ...
...
output:
  Hola 1!
  Hola 2!





Info with scalars (no scalars for this run, so list is empty):

>>> with guild_home:
...     ipy.runs().iloc[1].info(scalars=True)
id: ...
...
scalars:








Flags

Flags can be read as a data frame using the flags() function on runs.

>>> with guild_home:
...     runs = ipy.runs()

>>> flags = runs.flags()

>>> flags
     msg  n  run
0     Ya  1  ...
1   Hola  2  ...
2  Hello  3  ...

>>> pprint(flags.to_dict("records"))
[{'msg': 'Ya', 'n': 1, 'run': '...'},
 {'msg': 'Hola', 'n': 2, 'run': '...'},
 {'msg': 'Hello', 'n': 3, 'run': '...'}]








Delete runs

Delete runs:

>>> with guild_home:
...     ipy.runs().delete()
['...', '...']

>>> with guild_home:
...     ipy.runs()
Empty RunsDataFrame
Columns: [run, operation, started, status, label]
Index: []





Deleting an empty list:

>>> with guild_home:
...     ipy.runs().delete()
[]








Logging scalars

The ipy interface does not provide an explicit interface for
logging scalars. This follows the convention used in Guild’s script
interface, which is to not provide a Guild-specific
interface. Instead, operations use standard conventions.

In the case of flags, values are pass to the function as function key
words.

Scalars represent the output metrics of a function. These might
typically be returned as a dict. However, it’s important to let
functions log values as they run. Return values are therefore
insufficient.

Furthermore, we want to support a seamless migration of functions to
scripts.

With these points in mind, ipy supports scalar logging in two ways:


	Printing values to stdout


	Logging scalars in TF event files





Printing scalars to stdout

Here’s a function that prints scalar values to stdout:

>>> def op1(a, b):
...     print("x: %i" % (a + b))
...     print("y: %i" % (a - b))
...     print("z: %i" % (b - a))





Run the operation:

>>> with guild_home:
...     run, _result = ipy.run(op1, a=1, b=2)
x: 3
y: -1
z: 1





Files:

>>> find(run.path)
.guild/attrs/exit_status
.guild/attrs/flags
.guild/attrs/id
.guild/attrs/initialized
.guild/attrs/label
.guild/attrs/started
.guild/attrs/stopped
.guild/events.out.tfevents...
.guild/opref
.guild/output





Note that output now contains a tsevents file.

Read the scalars:

>>> with guild_home:
...     scalars = ipy.runs().scalars()

>>> scalars
   run  prefix tag  first_val  first_step  last_val  last_step  min_val  min_step  max_val  max_step  avg_val  count  total
0  ...  .guild   x        3.0           0       3.0          0      3.0         0      3.0         0      3.0      1    3.0
1  ...  .guild   y       -1.0           0      -1.0          0     -1.0         0     -1.0         0     -1.0      1   -1.0
2  ...  .guild   z        1.0           0       1.0          0      1.0         0      1.0         0      1.0      1    1.0





Print some of the more interesting columns:

>>> scalars[["run", "tag", "last_step", "last_val"]]
   run tag  last_step  last_val
0  ...   x          0       3.0
1  ...   y          0      -1.0
2  ...   z          0       1.0








Logging scalars as TFEvents

This function uses Guild’s SummaryWriter to write scalars.

>>> from guild.summary import SummaryWriter

>>> def op2(a, c):
...     writer = SummaryWriter(".")
...     writer.add_scalar("x", a + c, 1)
...     writer.add_scalar("x", a + c + 1, 2)
...     writer.add_scalar("x", a + c + 2, 3)
...     writer.close()





Let’s run the function as an operation:

>>> with guild_home:
...     run, _result = ipy.run(op2, a=1.0, c=0.0)





The run files:

>>> find(run.path)
.guild/attrs/exit_status
.guild/attrs/flags
.guild/attrs/id
.guild/attrs/initialized
.guild/attrs/label
.guild/attrs/started
.guild/attrs/stopped
.guild/opref
.guild/output
events.out.tfevents...





And its scalars:

>>> with guild_home:
...     runs = ipy.runs()
>>> scalars = runs.loc[runs["run"] == run.id].scalars()
>>> pprint(scalars.to_dict("records"))
[{'avg_val': 2.0,
  'count': 3,
  'first_step': 1,
  'first_val': 1.0,
  'last_step': 3,
  'last_val': 3.0,
  'max_step': 3,
  'max_val': 3.0,
  'min_step': 1,
  'min_val': 1.0,
  'prefix': '',
  'run': '...',
  'tag': 'x',
  'total': 6.0}]










Comparing runs

The compare() function can be applied to a list of runs to return a
data frame that has both flags and scalars.

>>> with guild_home:
...     compare = ipy.runs().compare()

>>> compare
   run operation started     time     status        label    a    b    c  step    x    y    z
0  ...     op2()     ...  0:00:00  completed  a=1.0 c=0.0  1.0  NaN  0.0     3  3.0  NaN  NaN
1  ...     op1()     ...  0:00:00  completed      a=1 b=2  1.0  2.0  NaN     0  3.0 -1.0  1.0








Grid search

The run function will generate trials for values provided in list
args.

Let’s clear our runs in preparation for our new trials.

>>> with guild_home:
...     len(runs.delete())
2





Run op1 with two values for each of the two arguments. This will
generate four trials.

>>> with guild_home:
...     runs, results = ipy.run(op1, a=[1,2], b=[3,4])
Running op1 (a=1, b=3):
x: 4
y: -2
z: 2
Running op1 (a=1, b=4):
x: 5
y: -3
z: 3
Running op1 (a=2, b=3):
x: 5
y: -1
z: 1
Running op1 (a=2, b=4):
x: 6
y: -2
z: 2





Generated runs:

>>> runs
[<guild.run.Run '...'>,
 <guild.run.Run '...'>,
 <guild.run.Run '...'>,
 <guild.run.Run '...'>]





And op return values:

>>> results
[None, None, None, None]








Random search

Random search uses randomly generated flag values when running
trials. A random search can be performed in various ways:


	Explicitly specify “random” as the _optimizer run option


	Specify a slice object for one or more flag values when _optimizer
is not specified




Let’s run three trials using “random” optimizer. First, clear existing
runs.

>>> with guild_home:
...     len(ipy.runs().delete())
4





Run three trials selecting random values for a over the range -10
to 10 and the value 12 for b. Use fixed random seed to let us
assert the generated values.

>>> with guild_home:
...     runs, _ = ipy.run(op1, a=slice(0, 5), b=12,
...                       _max_trials=3, _random_seed=1)
Running op1 (a=3, b=12):
x: 15
y: -9
z: 9
Running op1 (a=4, b=12):
x: 16
y: -8
z: 8
Running op1 (a=0, b=12):
x: 12
y: -12
z: 12

>>> len(runs)
3

>>> pprint(runs[0].get("flags"))
{'a': 3, 'b': 12}

>>> pprint(runs[1].get("flags"))
{'a': 4, 'b': 12}

>>> pprint(runs[2].get("flags"))
{'a': 0, 'b': 12}





If a _label arg is not specified, each run has gets a default label.

>>> [runs[i].get("label") for i in range(3)]
['a=3 b=12', 'a=4 b=12', 'a=0 b=12']





We can alternatively use a range function, which indicates the type of
distribution to sample from. We also specify a label.

>>> with guild_home:
...     runs, _ = ipy.run(op1, a=ipy.uniform(0, 5), b=12,
...                       _label="random-2",
...                       _max_trials=3,
...                       _random_seed=1)
Running op1 (a=3, b=12):
x: 15
y: -9
z: 9
Running op1 (a=4, b=12):
x: 16
y: -8
z: 8
Running op1 (a=0, b=12):
x: 12
y: -12
z: 12





The specified label is used for each run:

>>> [runs[i].get("label") for i in range(3)]
['random-2', 'random-2', 'random-2']





Finally, we can specify an explicit “random” optimizer:

>>> with guild_home:
...     runs, _ = ipy.run(op1, a=slice(0, 5), b=12,
...                      _optimizer="random",
...                      _label="random-3",
...                      _max_trials=3,
...                      _random_seed=1)
Running op1 (a=3, b=12):
x: 15
y: -9
z: 9
Running op1 (a=4, b=12):
x: 16
y: -8
z: 8
Running op1 (a=0, b=12):
x: 12
y: -12
z: 12

>>> [runs[i].get("label") for i in range(3)]
['random-3', 'random-3', 'random-3']








Hyperparameter optimization

Guild ipy supports other optimizers including “gp”, “forest”, and
“gbrt”.

Let’s clear our runs first:

>>> with guild_home:
...     len(ipy.runs().delete())
9





Run op1 for three runs using the “gp” optimizer to minimize scalar
x where both a and b are selected from uniform distributions.

This operation logs progress, so we capture logs.

>>> with guild_home:
...     with LogCapture() as logs:
...         runs, _ = ipy.run(op1, a=slice(-10,10), b=slice(-5, 5),
...                 _optimizer="gp",
...                 _minimize="x",
...                 _max_trials=3,
...                 _random_seed=1,
...                 _opt_xi=0.02)
Running op1 (a=10, b=4):
x: 14
y: 6
z: -6
Running op1 (a=-10, b=-5):
x: -15
y: -5
z: 5
Running op1 (a=-9, b=-5):
x: -14
y: -4
z: 4

>>> logs.print_all()
Random start for optimization (missing previous trials)
Found 1 previous trial(s) for use in optimization
Found 2 previous trial(s) for use in optimization

>>> len(runs)
3





We can see the generated runs in Guild home:

>>> with guild_home:
...     ipy.runs()
   run operation  started     status       label
0  ...     op1()      ...  completed   a=-9 b=-5
1  ...     op1()      ...  completed  a=-10 b=-5
2  ...     op1()      ...  completed    a=10 b=4






Other Optimizers

Random forest:

>>> with guild_home:
...     with LogCapture() as logs:
...         runs, _ = ipy.run(op1, a=slice(-10,10), b=slice(-5, 5),
...                 _optimizer="forest",
...                 _minimize="x",
...                 _max_trials=3,
...                 _random_seed=1,
...                 _opt_random_starts=2,
...                 _opt_kappa=2.0,
...                 _opt_xi=0.05)
Running op1 (a=1, b=3):
x: 4
y: -2
z: 2
Running op1 (a=8, b=3):
x: 11
y: 5
z: -5
Running op1 (a=10, b=-4):
x: 6
y: 14
z: -14

>>> logs.print_all()
Random start for optimization (1 of 2)
Random start for optimization (2 of 2)
Found 2 previous trial(s) for use in optimization





Gradient boosted regression trees:

>>> with guild_home:
...     with LogCapture() as logs:
...         runs, _ = ipy.run(op1, a=slice(-10,10), b=slice(-5, 5),
...                 _optimizer="gbrt",
...                 _minimize="x",
...                 _max_trials=4,
...                 _random_seed=2,
...                 _opt_random_starts=2,
...                 _tag="gbrt",
...                 _opt_kappa=2.0)
Running op1 (a=-2, b=3):
x: 1
y: -5
z: 5
Running op1 (a=4, b=0):
x: 4
y: 4
z: -4
Running op1 (a=-4, b=3):
x: -1
y: -7
z: 7
Running op1 (a=-9, b=-5):
x: -14
y: -4
z: 4

>>> logs.print_all()
Random start for optimization (1 of 2)
Random start for optimization (2 of 2)
Found 2 previous trial(s) for use in optimization
Found 3 previous trial(s) for use in optimization

>>> with guild_home:
...     ipy.runs(labels=["gbrt"])
   run  operation  started     status           label
0  ...      op1() ...  completed  gbrt a=-9 b=-5
1  ...      op1() ...  completed   gbrt a=-4 b=3
2  ...      op1() ...  completed    gbrt a=4 b=0
3  ...      op1() ...  completed   gbrt a=-2 b=3





Unsupported optimizer:

>>> with guild_home:
...     ipy.run(op1, a=1, b=2, _optimizer="not supported")
Traceback (most recent call last):
TypeError: optimizer 'not supported' is not supported










Alternative Operation Implementations

Operations may be bound methods.

>>> class Trainer:
...     def train(self, lr):
...         print("Training with lr=%s" % lr)

>>> with guild_home:
...     ipy.run(Trainer().train, 0.1)
Training with lr=0.1
(<guild.run.Run '...'>, None)

>>> with guild_home:
...     ipy.runs().info()
id: ...
operation: train()
status: completed
started: ...
stopped: ...
label: lr=0.1
run_dir: ...
flags:
  lr: 0.1





Operations may be implemented as Python callables.

>>> class Op:
...     def __call__(self, a, b, c=3):
...         return a, b, c

>>> with guild_home:
...     ipy.run(Op(), 1, 2)
(<guild.run.Run '...'>, (1, 2, 3))

>>> with guild_home:
...     ipy.runs().info()
id: ...
operation: Op()
status: completed
started: ...
stopped: ...
label: a=1 b=2 c=3
run_dir: ...
flags:
  a: 1
  b: 2
  c: 3





Operation implemented as static method:

>>> class Trainer2:
...     @staticmethod
...     def train(dropout=0.2):
...         print("Training with dropout=%s" % dropout)

>>> with guild_home:
...     ipy.run(Trainer2().train)
Training with dropout=0.2
(<guild.run.Run '...'>, None)

>>> with guild_home:
...     ipy.runs().info()
id: ...
operation: train()
status: completed
started: ...
stopped: ...
label: dropout=0.2
run_dir: ...
flags:
  dropout: 0.2





Implemented as a class method:

>>> class Trainer3:
...     model_name = "ze model"
...
...     @classmethod
...     def train(cls, batch_size):
...         print("Train %s with batch_size=%s" % (cls.model_name, batch_size))

>>> with guild_home:
...     ipy.run(Trainer3().train, 200)
Train ze model with batch_size=200
(<guild.run.Run '...'>, None)

>>> with guild_home:
...     ipy.runs().info()
id: ...
operation: train()
status: completed
started: ...
stopped: ...
label: batch_size=200
run_dir: ...
flags:
  batch_size: 200








Run Exceptions

If a run operation raises an exception, Guild handles the exception by
logging an error and raises RunError, which contains a reference to
the run and the original exception.

Here’s an operation that raises an error:

>>> def error():
...     raise Exception("boom")





When we run the operation, we get a traceback from the original error
with RunError.

>>> with guild_home:
...     ipy.run(error)
Traceback (most recent call last):
  ...
  File "<doctest ipy.md[...]>", line 2, in error
    raise Exception("boom")
...
RunError: (<guild.run.Run '...'>, Exception('boom'...))





Let’s run again and catch the error to inspect it.

>>> with guild_home:
...     try:
...         ipy.run(error)
...     except ipy.RunError as e:
...         print(e.run)
...         print(repr(e.from_exc))
<guild.run.Run '...'>
Exception('boom'...)





Here are the last two runs and their status:

>>> with guild_home:
...     ipy.runs()[:2]
   run operation started status label
0  ... error()       ...  error
1  ... error()       ...  error





And the exit status for the last run:

>>> with guild_home:
...     ipy.runs().iloc[0][0].run.get("exit_status")
1





When KeyboardInterrupt is raised - as it the case when the user types
Ctrl-C during an operation, Guild handles the exception as a SIGTERM
result and raises RunTerminated.

A function that simulated Ctrl-C by the user:

>>> def ctrl_c():
...     raise KeyboardInterrupt()





The exception:

>>> with guild_home:
...     ipy.run(ctrl_c)
Traceback (most recent call last):
  ...
  File "<doctest ipy.md[73]>", line 2, in ctrl_c
    raise KeyboardInterrupt()
...
RunTerminated: (<guild.run.Run '...'>, KeyboardInterrupt())





The generated run:

>>> with guild_home:
...     ipy.runs()[:1]
   run operation started status     label
0  ... ctrl_c()      ... terminated





The generated run exit status:

>>> with guild_home:
...     ipy.runs().iloc[0][0].run.get("exit_status")
-15








Run Process

Runs started using ipy use the Python interpreter pid as process
lock.

Let’s start an operation in a separate thread.

>>> import threading

>>> class BackgroundOp(threading.Thread):
...     def __init__(self, in_q, out_q):
...         super(BackgroundOp, self).__init__()
...         self.in_q = in_q
...         self.out_q = out_q
...
...     def run(self):
...         with guild_home:
...             ipy.run(self._op, _op_name="op-in-thread")
...
...     def _op(self):
...         self.out_q.put("started")
...         self.in_q.get()





Use a queues to communicate with the thread.

>>> from six.moves import queue
>>> in_q = queue.Queue()
>>> out_q = queue.Queue()





Start the operation in the background as a thread.

>>> op = BackgroundOp(in_q, out_q)
>>> op.start()





Wait for the operation to start.

>>> out_q.get()
'started'





The run latest run status is ‘running’:

>>> with guild_home:
...     ipy.runs().info()
id: ...
operation: op-in-thread()
status: running
started: ...
stopped:
label:
run_dir: ...
flags:





Notify the op to finish.

>>> in_q.put("stop")
>>> op.join(0.1)





And the run status after stopping:

>>> with guild_home:
...     ipy.runs().info()
id: ...
operation: op-in-thread()
status: completed
started: ...
stopped: ...
label:
run_dir: ...
flags:











          

      

      

    

  

    
      
          
            
  
Keras support

The plugin module:

>>> from guild.plugins import keras





We’ll use the keras project to illustrate Keras support.

>>> project = sample("projects/keras")






Keras model proxy

Keras support includes a model proxy, which is generated from a Keras
script.

>>> script_path = os.path.join(project, "fashion_mnist_mlp.py")
>>> model_proxy = keras.KerasScriptModelProxy(
...                   script_path, "fashion_mnist_mlp.py")





Model name:

>>> model_proxy.modeldef.name
''





Operations:

>>> model_proxy.modeldef.operations
[<guild.guildfile.OpDef 'fashion_mnist_mlp.py'>]





Operation details:

>>> opdef = model_proxy.modeldef.operations[0]

>>> opdef.flags
[<guild.guildfile.FlagDef 'batch_size'>,
 <guild.guildfile.FlagDef 'dropout'>,
 <guild.guildfile.FlagDef 'epochs'>,
 <guild.guildfile.FlagDef 'lr'>,
 <guild.guildfile.FlagDef 'lr_decay'>]

>>> pprint(opdef.flag_values())
{'batch_size': 128,
 'dropout': 0.2,
 'epochs': 5,
 'lr': 0.001,
 'lr_decay': 0.0}

# NOTE: As of 0.6.2 compare is None so that defaults are
# applied at runtime.
>>> print(opdef.compare)
None

>>> pprint(opdef.output_scalars) 
['Epoch (?P<step>[0-9]+)',
 ' - ([a-z_]+): (\\value)',
 'Test loss: (?P<test_loss>\\value)',
 'Test accuracy: (?P<test_accuracy>\\value)']








Keras model from Guild file

The Guild file in project reference fashion_mnist_fashion.py as
main for the train operation.

>>> from guild import guildfile

>>> gf = guildfile.for_dir(project)

>>> gf.models
{'fashion': <guild.guildfile.ModelDef 'fashion'>}

>>> model = gf.models["fashion"]
>>> model.operations
[<guild.guildfile.OpDef 'fashion:train'>]

>>> opdef2 = model.operations[0]
>>> opdef2.name
'train'
>>> opdef2.main
'fashion_mnist_mlp'





While the file itself does define any flags, compare, or output scalar
defs, each of these are imported from the module - each mirrors the
values provided by the Keras script model proxy above.

Flag defs:

>>> opdef2.flags
[<guild.guildfile.FlagDef 'batch_size'>,
 <guild.guildfile.FlagDef 'dropout'>,
 <guild.guildfile.FlagDef 'epochs'>,
 <guild.guildfile.FlagDef 'lr'>,
 <guild.guildfile.FlagDef 'lr_decay'>]





Flag vals:

>>> pprint(opdef2.flag_values())
{'batch_size': 128,
 'dropout': 0.2,
 'epochs': 5,
 'lr': 0.001,
 'lr_decay': 0.0}

>>> opdef.flag_values() == opdef2.flag_values()
True





Compare colspecs:

>>> print(opdef2.compare)
None

>>> opdef.compare == opdef2.compare
True





Output scalars:

>>> pprint(opdef2.output_scalars) 
['Epoch (?P<step>[0-9]+)',
 ' - ([a-z_]+): (\\value)',
 'Test loss: (?P<test_loss>\\value)',
 'Test accuracy: (?P<test_accuracy>\\value)']

>>> opdef.output_scalars == opdef2.output_scalars
True











          

      

      

    

  

    
      
          
            
  
Locks

Guild supports system wide locks via the guild.lock module.

>>> from guild import lock





Locks are file based and stored under the locks subdirectory of
Guild home.

Here’s a Guild home for our tests:

>>> guild_home = mkdtemp()





Here’s a helper function that creates a lock in Guild home and that
specifies a short default timeout.

>>> def mklock(name):
...     return lock.Lock(name, timeout=1, guild_home=guild_home)





Locks are created using a name:

>>> l = mklock("test-1")





Note the location of the lock file:

>>> l.lock_file == os.path.join(guild_home, "locks", "test-1")
True





Initially a lock is not acquired:

>>> l.is_locked
False





We can acquire a lock using a context manager:

>>> with l:
...     l.is_locked
True

>>> l.is_locked
False





Or using the acquire method:

>>> _ = l.acquire()
>>> l.is_locked
True





Use release to release the lock:

>>> l.release()
>>> l.is_locked
False





If a lock is acquired, it cannot be acquired by another process until
it’s released.

>>> _ = l.acquire()
>>> l.is_locked
True





Let’s attempt to acquire the lock.

>>> l2 = mklock("test-1")





Again, the lock is not initially acquired.

>>> l2.is_locked
False





Let’s attempt to acquire it.

>>> l2.acquire()
Traceback (most recent call last):
Timeout: The file lock '.../locks/test-1' could not be acquired.





Let’s release the lock and try again.

>>> l.release()
>>> l.is_locked
False

>>> _ = l2.acquire()
>>> l2.is_locked
True





Note that if we try to acquire the lock from our first lock, we can’t:

>>> l.acquire()
Traceback (most recent call last):
Timeout: The file lock '.../locks/test-1' could not be acquired.





Let’s create another lock.

>>> l3 = mklock("test-2")





We can acquire it without conflict.

>>> _ = l3.acquire()
>>> l3.is_locked
True





Let’s release our locks:

>>> for lock in [l, l2, l3]:
...     lock.release()
...     assert not lock.is_locked, lock





Lock files are intentionally not removed on non-Windows.

>>> find(guild_home)  
locks/test-1
locks/test-2





They are removed on Windows:

>>> find(guild_home)  
<empty>









          

      

      

    

  

    
      
          
            
  
Logging

Logging in Guild is performed using Python’s built in logging module
and related facility.

>>> import logging





The module guild.log is used to initialize this facility.

>>> import guild.log





For our tests, we’ll create a function that logs various messages
using a logger named test.

Here’s our test logger:

>>> test_logger = logging.getLogger("test")





and our logging function:

>>> def log_sample_messages():
...   test_logger.debug("debug entry")
...   test_logger.info("info entry")
...   test_logger.warning("warning entry")
...   test_logger.error("error entry")






Initializing logging

We use the init_loggin function to initialize the logging
facility. First, let’s save the current settings so we can restore
them at the end of our tests.

>>> original_log_settings = guild.log.current_settings()





Let’s initialize logging with the default settings:

>>> guild.log.init_logging()





Debug is not logged by default:

>>> log_capture = LogCapture(use_root_handler=True, strip_ansi_format=True)
>>> with log_capture:
...   log_sample_messages()
>>> log_capture.print_all()
info entry
WARNING: warning entry
ERROR: error entry








Enable debug

Let’s reinit with debug enabled:

>>> guild.log.init_logging(logging.DEBUG)
>>> with log_capture:
...   log_sample_messages()
>>> log_capture.print_all()
DEBUG: [test] debug entry
info entry
WARNING: warning entry
ERROR: error entry








Color

If a TTY is available, output is colored. Warning are displayed in
yellow (color code 33) and errors in red (color code 31).

>>> with guild.log._FakeTTY():
...   with LogCapture(use_root_handler=True) as tty_logs:
...       log_sample_messages()
...   tty_logs.print_all() 
DEBUG: [test] debug entry
info entry
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ls command

The ls command is used to list run files.

We’ll use an args proxy to simulate command arguments.

>>> class Args(object):
...   def __init__(self, run="1", path=None, full_path=False,
...                no_format=None, follow_links=False, all=False,
...                sourcecode=False, marked=False, unmarked=False,
...                started=None):
...       self.run = run
...       self.path = path
...       self.full_path = full_path
...       self.sourcecode = sourcecode
...       self.no_format = no_format
...       self.follow_links = follow_links
...       self.all = all
...       self.ops = ()
...       self.labels = ()
...       self.unlabeled = False
...       self.marked = marked
...       self.unmarked = unmarked
...       self.started = started
...       self.remote = False
...       self.digest = None





To test list with a run containing symbolic links, we need to generate
a sample run dynamically. We can’t use a sample directory structure
with links because the links will not be preserved when the directory
is packaged with setuptools.

Let’s create a sample run structure:

>>> from guild import run as runlib
>>> guild_home = mkdtemp()
>>> runs_home = join_path(guild_home, "runs")
>>> mkdir(runs_home)
>>> run = runlib.Run("run-1", join_path(runs_home, "run-1"))
>>> run.init_skel()
>>> run.write_encoded_opref("guildfile:. abc123 foo bar")
>>> touch(join_path(run.path, "a"))
>>> touch(join_path(run.path, "b"))
>>> mkdir(join_path(run.path, "c"))
>>> touch(join_path(run.path, "c", "d.txt"))
>>> touch(join_path(run.path, "c", "e.txt"))
>>> touch(join_path(run.path, "c", "f.bin"))
>>> symlink("c", join_path(run.path, "l"))
>>> touch(join_path(run.path, ".guild", "attrs", "exit_status"))
>>> touch(join_path(run.path, ".guild", "some-guild-file"))
>>> mkdir(join_path(run.path, ".guild", "sourcecode"))
>>> touch(join_path(run.path, ".guild", "sourcecode", "a.py"))
>>> touch(join_path(run.path, ".guild", "sourcecode", "guild.yml"))





Here’s a function that tests the ls command using sample runs.

>>> from guild import config
>>> from guild.commands import ls_impl

>>> def ls(**kw):
...     with config.SetGuildHome(guild_home):
...         ls_impl.main(Args(**kw), None)





By default ls prints all non-Guild files without following links:

>>> ls()
???/runs/run-1:
  a
  b
  c/
  c/d.txt
  c/e.txt
  c/f.bin
  l/





We can list various paths:

>>> ls(path="a")
???/runs/run-1:
  a

>>> ls(path="c")
???/runs/run-1:
  c/
  c/d.txt
  c/e.txt
  c/f.bin

>>> ls(path="*.txt")
???/runs/run-1:
  c/d.txt
  c/e.txt

>>> ls(path="no-match")
???/runs/run-1:





Follow links:

>>> ls(follow_links=True)
???/runs/run-1:
  a
  b
  c/
  c/d.txt
  c/e.txt
  c/f.bin
  l/
  l/d.txt
  l/e.txt
  l/f.bin

>>> ls(follow_links=True, path="*.bin")
???/runs/run-1:
  c/f.bin
  l/f.bin





Show without formatting:

>>> ls(no_format=True)
a
b
c/
c/d.txt
c/e.txt
c/f.bin
l/





Show full path:

>>> ls(full_path=True)
/.../runs/run-1/a
/.../runs/run-1/b
/.../runs/run-1/c
/.../runs/run-1/c/d.txt
/.../runs/run-1/c/e.txt
/.../runs/run-1/c/f.bin
/.../runs/run-1/l





Show all files, including Guild files:

>>> ls(all=True)
???/runs/run-1:
  .guild/
  .guild/attrs/
  .guild/attrs/exit_status
  .guild/attrs/id
  .guild/attrs/initialized
  .guild/opref
  .guild/some-guild-file
  .guild/sourcecode/
  .guild/sourcecode/a.py
  .guild/sourcecode/guild.yml
  a
  b
  c/
  c/d.txt
  c/e.txt
  c/f.bin
  l/





Show source code files:

>>> ls(sourcecode=True)
???/runs/run-1:
  .guild/sourcecode/
  .guild/sourcecode/a.py
  .guild/sourcecode/guild.yml





Source code with fill path:

>>> ls(sourcecode=True, full_path=True)
/.../runs/run-1/.guild/sourcecode
/.../runs/run-1/.guild/sourcecode/a.py
/.../runs/run-1/.guild/sourcecode/guild.yml





Source code with path:

>>> ls(sourcecode=True, path="a.*")
???/runs/run-1:
  .guild/sourcecode/a.py
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Marked runs

A marked run is used when resolving operation dependencies. If a
marked run does not exist for a required operation, the latst run for
that operation is used.

Runs are marked by users or by optimizers.

We’ll illustrate using the batch-deps sample project.

>>> project = Project(sample("projects", "batch-deps"))





In this project, the serve operation requires a train operation.

>>> project.run("serve")
WARNING: cannot find a suitable run for required resource 'train'
Resolving train dependency
guild: run failed because a dependency was not met: could not resolve
'operation:train' in train resource: no suitable run for train
<exit 1>






Using the latest run for a required operation

We satisfy the dependency by running train:

>>> project.run("train", flags={"lr": 0.1})
params:
 lr=0.100000
loss: ...
Saving model as ./trained-model





And now serve again:

>>> project.run("serve")
Resolving train dependency
Using output from run ... for train resource
Serving ./trained-model





Let’s confirm that the dependency used matches the run we expect.

Here are the current runs:

>>> project.print_runs(flags=True, labels=True, status=True)
serve  train=...    model=...  completed
train  lr=0.1       lr=0.1     completed
serve  train=null   model=     error





Note the first run is error because it failed to resolve the
required dependency.

Here’s a helper to get the run ID of the train dependency:

>>> def train_dep(serve_run):
...     deps = serve_run.get("resolved_deps")
...     assert "train" in deps, deps
...     train_sources = deps["train"]
...     assert "operation:train" in train_sources, deps
...     train_op_paths = train_sources["operation:train"]
...     assert len(train_op_paths) == 1, deps
...     model_path = train_op_paths[0]
...     return os.path.basename(os.path.dirname(model_path))





Let’s confirm that the run ID of the serve train dependency equals the
expected run.

>>> runs = project.list_runs()
>>> train_run = runs[1]
>>> train_run.opref.to_opspec()
'train'

>>> serve_run = runs[0]
>>> serve_run.opref.to_opspec()
'serve'

>>> train_dep(serve_run) == train_run.id
True





Next we’ll run train again, generating a more recent train op.

>>> project.run("train", flags={"lr": 0.01})
params:
 lr=0.010000
loss: ...
Saving model as ./trained-model





And run serve again:

>>> project.run("serve")
Resolving train dependency
Using output from run ... for train resource
Serving ./trained-model





Our runs:

>>> project.print_runs(flags=True, labels=True, status=True)
serve  train=...   model=...  completed
train  lr=0.01     lr=0.01    completed
serve  train=...   model=...  completed
train  lr=0.1      lr=0.1     completed
serve  train=null  model=     error





Let’s confirm that the latest serve is using the latest train.

>>> runs = project.list_runs()
>>> train_run = runs[1]
>>> train_run.opref.to_opspec()
'train'

>>> serve_run = runs[0]
>>> serve_run.opref.to_opspec()
'serve'

>>> train_dep(serve_run) == train_run.id
True








Using an explicit run for a required operation

Next we explicitly specify a different train operation for serve:

>>> explicit_train_run = runs[3]
>>> train_run.opref.to_opspec()
'train'
>>> explicit_train_run.get("flags")
{'lr': 0.1}

>>> project.run("serve", flags={"train": explicit_train_run.id})
Resolving train dependency
Using output from run ... for train resource
Serving ./trained-model





Let’s confirm that the latest run is using the expected train run.

>>> runs = project.list_runs()
>>> serve_run = runs[0]
>>> serve_run.opref.to_opspec()
'serve'

>>> train_dep(serve_run) == explicit_train_run.id
True








Marking a run for a required operation

Next, we’ll mark a train run to indicate it should be used for
serve’s train dependency.

>>> project.mark([explicit_train_run.id])
Marked 1 run(s)





Here are the marked runs:

>>> project.print_runs(project.list_runs(marked=True), flags=True)
train [marked]  lr=0.1





And the marked attribute:

>>> explicit_train_run.get("marked")
True





And run serve, this time without an explicit train run:

>>> project.run("serve")
Resolving train dependency
Using output from run ... for train resource
Serving ./trained-model





And confirm that the train dependency uses the marked run:

>>> runs = project.list_runs()
>>> serve_run = runs[0]
>>> serve_run.opref.to_opspec()
'serve'

>>> train_dep(serve_run) == explicit_train_run.id
True








Unmarking and using latest again

Finally, we’ll unmark the marked train run and verify that the next
serve run once again uses the latest trian run for its dependency.

>>> project.mark([explicit_train_run.id], clear=True)
Unmarked 1 run(s)





We no longer have marked runs:

>>> project.print_runs(project.list_runs(marked=True))





And the marked attr:

>>> print(explicit_train_run.get("marked"))
None





Our runs:

>>> project.print_runs(flags=True)
serve  train=...
serve  train=...
serve  train=...
train  lr=0.01
serve  train=...
train  lr=0.1
serve  train=null





The latest train run:

>>> latest_train_run = project.list_runs()[3]
>>> latest_train_run.opref.to_opspec()
'train'





Verify that the latest is not the explicit train run that we used
earlier:

>>> latest_train_run.id != explicit_train_run.id
True





Let’s run the serve op:

>>> project.run("serve")
Resolving train dependency
Using output from run ... for train resource
Serving ./trained-model





And check our train dep:

>>> runs = project.list_runs()
>>> serve_run = runs[0]
>>> serve_run.opref.to_opspec()
'serve'

>>> train_dep(serve_run) == latest_train_run.id
True
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Memory plugin

The memory plugin is used to read and log memory stats as TF
summaries.

>>> import guild.plugin
>>> plugin = guild.plugin.for_name("memory")





We can read memory stats using the read_summary_values method:

>>> pprint(plugin.read_summary_values(0))
{'sys/mem_free': ...,
 'sys/mem_total': ...,
 'sys/mem_used': ...,
 'sys/mem_util': ...,
 'sys/swap_free': ...,
 'sys/swap_total': ...,
 'sys/swap_used': ...,
 'sys/swap_util': ...}
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Model proxies

The module guild.model_proxy is used to resolve op specs under a
variety of circumstances:


	The special op spec “+” is used


	An op spec supported by a plugin via resolve_model_op




from guild import model_proxy














Plugins implement model proxy support for various op specs:


	Python scripts


	Keras scripts (specialized type of Python script)


	Executable scripts


	Optimizers




These tests illustate how various op specs are resolved.

We’ll use the model-proxies sample project in these tests.

>>> project = sample("projects", "model-proxies")





And a helper function to resolve op specs:

>>> def resolve(opspec):
...     from guild import config
...     with config.SetCwd(project):
...         return model_proxy.resolve_model_op(opspec)






Executable scripts

>>> resolve("exec-script")
(<guild.plugins.exec_script.ExecScriptModelProxy ...>, 'exec-script')








Python scripts

>>> resolve("python-script.py")
(<guild.plugins.python_script.PythonScriptModelProxy ...>, 'python-script.py')








Keras scripts

>>> resolve("keras-script.py")
(<guild.plugins.keras.KerasScriptModelProxy ..., 'keras-script.py')








Default batch processor

>>> resolve("+")
(<guild.model_proxy.BatchModelProxy ...>, '+')








Random optimizer

>>> resolve("random")
(<guild.plugins.skopt.RandomOptimizerModelProxy ...>, 'random')

>>> resolve("skopt:random")
(<guild.plugins.skopt.RandomOptimizerModelProxy ...>, 'random')








Bayesian optimizer

>>> resolve("gp")
(<guild.plugins.skopt.GPOptimizerModelProxy ...>, 'gp')

>>> resolve("skopt:gp")
(<guild.plugins.skopt.GPOptimizerModelProxy ...>, 'gp')








Not supported

>>> resolve("never heard of")
Traceback (most recent call last):
NotSupported
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Models

Models play a central role in Guild commands. Models define the
operations that are performed by the run command. They are a
resource that can be discovered.

Models are managed using the guild.model module:

>>> import guild.model





Models are dicovered along a model path, which is identical in concept
to the Python path. Models are advertised within the path using Python
distribution entry points under the “guild.models”
group. Additionally, model source directories may be placed on the
path to make models in that directory discoverable.

We can view the current model path using the path function:

>>> guild.model.get_path()
[...]





By default, this path is identical to the Python path
(i.e. sys.path). We can modify the model path in two ways:


	Adding a guildfile path


	Setting the entire path explicitly




Let’s modify the model path by adding a sample model path:

>>> guild.model.insert_path(sample("projects/mnist-pkg"))





This has the effect of inserting the project location at the beginning
of the model path:

>>> guild.model.get_path()
['.../samples/projects/mnist-pkg', ...]





We can alternatively set the entire model path using set_path. We’ll
include both our sample MNIST project as well as the sample models
defined in packages.

>>> guild.model.set_path([
...   sample("projects/mnist-pkg"),
...   sample("packages")])





Here’s our new path:

>>> guild.model.get_path()
['.../samples/projects/mnist-pkg',
 '.../samples/packages']






Iterating models

We can iterate through all available models using iter_models:

>>> sorted(guild.model.iter_models(), key=lambda m: m.name)
[<guild.model.GuildfileModel 'expert'>,
 <guild.model.GuildfileModel 'intro'>,
 <guild.model.PackageModel 'mnist-cnn'>,
 <guild.model.PackageModel 'mnist-softmax'>]





Note that models derived from guildfiles are distinguished from models
derived from packages.




Models by name

We can lookup models matching a name:

>>> list(guild.model.for_name("mnist-cnn"))
[<guild.model.PackageModel 'mnist-cnn'>]





If there are no models matching name we get an error:

>>> list(guild.model.for_name("other"))
Traceback (most recent call last):
LookupError: other








Model distributions

Models are associated with the distributions in which they’re
defined. Guild supports two types of distributions:


	Standard Python distributions as outlined in
[Packaging and Distributing Projects]
(https://packaging.python.org/tutorials/distributing-packages/)


	Guildfile distributions, which are based on guildfiles




The mnist-cnn model is defined in a standard Python distribution:

>>> cnn = next(guild.model.for_name("mnist-cnn"))

>>> cnn.dist.__class__
<class 'pkg_resources.DistInfoDistribution'>





Here we see that the project name is gpkg.dist and the distribution
is located in the sample packages directory. Standard
distributions have versions as they were explicitly packaged using
setuptools (e.g. by way of the guild package command).

The mnist-intro model is defined in a guildfile:

>>> intro = next(guild.model.for_name("intro"))

>>> intro.dist.__class__
<class 'guild.model.GuildfileDistribution'>





Guildfile distributions are not versioned and trying to read the
version will generate an error:

>>> intro.dist.version
Traceback (most recent call last):
...
ValueError: ...





Guildfile distribution project names start with ‘.guildfile.’ to
distinguish them from standard distributions:

>>> intro.dist.project_name[:11]
'.guildfile.'





The part of the project name that follows the ‘.guildfile.’ prefix is
an escaped relative directory that contains the model’s
guildfile. This value can be unescaped using
model._unescape_project_name.

>>> intro_pkg_path = guild.model.unescape_project_name(
...                    intro.dist.project_name[11:])
>>> intro_pkg_path
'.../samples/projects/mnist-pkg'





Guildfile distribution package paths always start with ‘.’:

>>> intro_pkg_path[0]
'.'








Model names

Models have names, which must correspond to the names in their
associated model definition.

>>> intro.name == intro.modeldef.name == "intro"
True

>>> cnn.name == cnn.modeldef.name == "mnist-cnn"
True





Models also provide a fullname attribute that applies namespaces to
the model distribution project name:

Models from local guildfiles (i.e. not installed from standard Python
packages) are named with a starting ‘.’ and a path leading to the
model name. Paths in these names are always relative to the current
working directory.

>>> intro.fullname[0]
'.'

>>> intro.fullname
'.../tests/samples/projects/mnist-pkg/intro'





Models from installed packages are named with their Guild package
names (i.e. after namespaces are applied) and do not start with a ‘.’.

>>> cnn.fullname
'gpkg.mnist/mnist-cnn'








Model references

Models provide a reference that can be used to identify the
model. This is used by operation runs to tie a run back to its model.

References are in the form:

PACKAGE_REF VERSION MODEL_NAME





Here’s the reference for the intro model:

>>> intro.reference
ModelRef(dist_type='guildfile',
         dist_name='.../samples/projects/mnist-pkg/guild.yml',
         dist_version='...',
         model_name='intro')





Note that the package reference in this case is an absolute path to
the guildfile. The version is a hash (md5) of the guildfile. This
information can be used to locate the model definition and optionally
verify that it has not been modified since the reference was
generated.

Here’s the reference for the cnn model:

>>> cnn.reference
ModelRef(dist_type='package',
         dist_name='gpkg.mnist',
         dist_version='0.1.0',
         model_name='mnist-cnn')





This is a model reference for a PyPI packaged model.




Model definitions

Models are associated with modeldefs that provide the details
associated with a model, including their operations. Modeldefs
implemented as YAML files that are on the model path

The mnist-cnn modeldef looks like this:

>>> cnn_def = cnn.modeldef

>>> cnn_def.name
'mnist-cnn'

>>> cnn_def.description
'CNN classifier for MNIST'

>>> [(op.name, op.description) for op in cnn_def.operations]
[('train', 'Train the CNN')]





Here’s the intro def:

>>> intro_def = intro.modeldef

>>> intro_def.name
'intro'

>>> intro_def.description
''

>>> [(op.name, op.description) for op in intro_def.operations]
[('evaluate', ''), ('train', '')]





Model definitions in turn are associated with the guildfiles they’re
defined in.

>>> cnn_def.guildfile.src
'.../samples/packages/gpkg/mnist/guild.yml'

>>> intro_def.guildfile.src
'.../samples/projects/mnist-pkg/guild.yml'
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Guild namespaces

A namespace is an optional leading component of a Guild package
reference that consists of a package term (i.e. terms that are
unmodified by pkg_sources.safe_name) that is separated from the rest
of the package reference with ‘/’. Namespaces are used to:


	Fully qualify package names so they unambiguously refer to a package
distribution


	Provide information that can be used to install a package using pip




Examples of namespaces in package names:

pypi.mnist
gpkg.mnist
./mnist





Each of these fully qualified package names refers to a different
package. The first refers to the mnist project on PyPI. The second
refers to gpkg.mnist on PyPI. The third refers to a local guildfile
distribution in a directory named mnist.

Guild namespaces are manged with the guild.namespace module:

>>> from guild import namespace





Namespaces can be registered by installing packages that provide entry
points for the “guild.namespaces” group. For these tests, we want to
ensure we are only working with built-ins:

>>> namespace.limit_to_builtin()





We can use iter_namespaces to list the supported namespaces:

>>> sorted(namespace.iter_namespaces())
[('guildfile', <guild.namespace.Namespace 'guildfile'>),
 ('pypi', <guild.namespace.Namespace 'pypi'>)]





We can use for_name to lookup namespaces by name:

>>> pypi = namespace.for_name("pypi")
>>> gfns = namespace.for_name("guildfile")





We get NamespaceError if the namespace doesn’t exist (note that the
‘gpkg’ namespace was removed for 0.5):

>>> namespace.for_name("gpkg")
Traceback (most recent call last):
NamespaceError: gpkg





If a name isn’t registered as a namespace, for_name raises an error:

>>> namespace.for_name("other")
Traceback (most recent call last):
NamespaceError: other






Package names and pip

Guild uses pip to install and manage packages. However, Guild does not
use PyPI project names in its package related operations. This is to
allow the Guild ecosystem to define its own packages without concern
for existing and future PyPI projects.

For example, the PyPI project mnist is Python software library for
working with the MNIST dataset. Guild’s package mnist is model
package containing CNN and softmax classifiers and is stored in PyPI
under the gpkg.mnist project. Namespaces are used to qualify Guild
package references so they can be used with pip to install and manage
the appropriate PyPI packages.

Using the mnist package example, let’s use namespaces to get the
information we need for working with pip packages:

>>> pypi.pip_info("mnist")
PipInfo(project_name='mnist',
        install_urls=['https://pypi.python.org/simple'])

>>> pypi.pip_info("gpkg.mnist")
PipInfo(project_name='gpkg.mnist',
        install_urls=['https://pypi.python.org/simple'])





Some namespaces may not support pip_info:

>>> gfns.pip_info(".guildfile.ABC")
Traceback (most recent call last):
TypeError: guildfiles cannot be installed using pip





Here we see that, under the pypi namespace, mnist refers to the
same project name whereas, under gpkg, it refers to gpkg.mnist.




Pip project name membership

Namespaces can be used to test if a pip project name is a member using
project_name_membership. Namespace membership falls into one of three
values:


	“yes”, the project name is a member of the namespace


	“no”, the project name is not a member


	“maybe”, the project name might be a member




Let’s test the mnist package:

>>> pypi.project_name_membership("mnist")
'maybe'

>>> gfns.project_name_membership("mnist")
'no'





Here we see that the package mnist might be a member of the pypi
namespace. The package is not however a member of the gpkg
namespace.

Let’s test a guildfile project name:

>>> pypi.project_name_membership(".guildfile.ABC")
'maybe'

>>> gfns.project_name_membership(".guildfile.ABC")
'yes'





Here we see that the project name gpkg.mnist might be a member of
the pypi namespace and would be named pypi.gpig.mnist if it
is. However, gpkg is laying full claim to the project and names it
mnist.




Package names

Namespaces can be used to generate Guild package names given a Python
project name.

The pypi namespace uses the package name without modification:

>>> pypi.package_name("mnist")
'mnist'

>>> pypi.package_name("gpkg.mnist")
'gpkg.mnist'





The guildfile namespace decodes the project name to a Guild file
path:

>>> gfns.package_name(".guildfile.2F666F6F")
'/foo'





If a project name is not in a namespace, the namespace raises TypeError:

>>> gfns.package_name("mnist")
Traceback (most recent call last):
TypeError: mnist is not a member of guildfile namespace








Guildfile namespace

Guild provides a special namespace for guildfile packages. A guildfile
package is a local directory containing a guildfile (i.e. a file named
guild.yml). If a guildfile package is on the Python path, Guild will
see any models defined in it.

>>> guildfile = namespace.for_name("guildfile")





Guildfile packages cannot be installed using pip:

>>> guildfile.pip_info("mnist")
Traceback (most recent call last):
TypeError: guildfiles cannot be installed using pip





However, they can be used to test project name membership and
translate a guildfile project name into a package name.

Modefile project names are in the format:

'.guildfile.' + ESCAPED_PROJECT_NAME





Project names are escaped because they may contain ‘unsafe’ character
that are disallowed in standard project names.

Any project name that doesn’t start with ‘.guildfile.’ is not
considered a member:

>>> guildfile.project_name_membership("mnist")
'no'

>>> guildfile.project_name_membership("gpkg.mnist")
'no'





Let’s create a modefile project name. We’ll need a helper:

>>> from guild.model import escape_project_name





And our project name:

>>> guildfile_project = ".guildfile." + escape_project_name("foo/bar")





Let’s test it!

>>> guildfile.project_name_membership(guildfile_project)
'yes'

>>> guildfile.package_name(guildfile_project)
'foo/bar'





Here we see that our guildfile project name is the foo/bar package.

For more information about guildfile package names, see the packages
test.




Applying namespaces

The function apply_namespace can be used to apply a namespace to a
project name and return a package name:

>>> namespace.apply_namespace("mnist")
'mnist'

>>> namespace.apply_namespace("gpkg.mnist")
'gpkg.mnist'

>>> namespace.apply_namespace(".guildfile." + escape_project_name("/bar"))
'/bar'








Splitting package names

The function split_name can be used to split a Guild package name
into a tuple of namespace and split name:

>>> namespace.split_name("mnist")
(<guild.namespace.Namespace 'pypi'>, 'mnist')

>>> namespace.split_name("gpkg.mnist")
(<guild.namespace.Namespace 'pypi'>, 'gpkg.mnist')
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Run as needed

The --needed flag can be specified for a run to indicate that the
operation should be run only if needed - i.e. only if there isn’t
already another run available with the same flags.

An available run is a run of the same operation having the same flag
values.

To illustrate we’ll use the echo.py script in the optimizers
project:

>>> project = Project(sample("projects", "optimizers"))





Let’s run echo.py for the first time without any options:

>>> project.run("echo.py")
1.0 2 'a'





Next we’ll run using the needed option:

>>> project.run("echo.py", needed=True)
Skipping because the following runs match this operation (--needed specified):
  [...]  echo.py  ...  completed  x=1.0 y=2 z=a





When we run using a different set of flags and the needed option:

>>> project.run("echo.py", flags={"x": 2.0}, needed=True)
2.0 2 'a'





And again, the same command:

>>> project.run("echo.py", flags={"x": 2.0}, needed=True)
Skipping because the following runs match this operation (--needed specified):
  [...]  echo.py  ...  completed  x=2.0 y=2 z=a





And our runs:

>>> project.print_runs(flags=True, status=True)
echo.py  x=2.0 y=2 z=a  completed
echo.py  x=1.0 y=2 z=a  completed






Needed and pending

A pending run is not considered when checking for runs when needed is
specified.

Let’s modify our latest run, where x equals 2.0, to be pending:

>>> latest_run = project.list_runs()[0]
>>> latest_run.get("flags")["x"]
2.0
>>> touch(latest_run.guild_path("PENDING"))





Verify our run status:

>>> project.print_runs(flags=True, status=True)
echo.py  x=2.0 y=2 z=a  pending
echo.py  x=1.0 y=2 z=a  completed





Let’s run with x equal to 2.0 and with needed:

>>> project.run("echo.py", flags={"x": 2.0}, needed=True)
2.0 2 'a'





In this case, the run proceeded:

>>> project.print_runs(flags=True, status=True)
echo.py  x=2.0 y=2 z=a  completed
echo.py  x=2.0 y=2 z=a  pending
echo.py  x=1.0 y=2 z=a  completed








Needed and restarts

The needed flag can be used with the --restart flag with a slightly
different meaning. When needed is specified for a restart, Guild does
not check for other available runs but instead checks the specified
restart run. If the restart run has the same flags as specified in the
run command and the needed option is used, Guild will skip the
restart.

Let’s restart the latest run without the needed option as a baseline:

>>> latest_run = project.list_runs()[0]
>>> project.run(restart=latest_run.id)
2.0 2 'a'





Now we’ll restart it with the needed option:

>>> project.run(restart=latest_run.id, needed=True)
Skipping run because flags have not changed (--needed specified)





However, when we use a different set of flags for the restart:

>>> project.run(restart=latest_run.id, flags={"x": 3.0}, needed=True)
3.0 2 'a'





And our runs:

>>> project.print_runs(flags=True, status=True)
echo.py  x=3.0 y=2 z=a  completed
echo.py  x=2.0 y=2 z=a  pending
echo.py  x=1.0 y=2 z=a  completed





When we restart a pending run with needed, it is restarted even if the
flags match:

>>> pending_run = project.list_runs()[1]
>>> pending_run.status
'pending'

>>> project.run(restart=pending_run.id, needed=True)
2.0 2 'a'





And our runs:

>>> project.print_runs(flags=True, status=True)
echo.py  x=2.0 y=2 z=a  completed
echo.py  x=3.0 y=2 z=a  completed
echo.py  x=1.0 y=2 z=a  completed
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Op commands

Operation commands are generated using a command template and flag
values. The op_cmd module is responsible for this facility.

>>> from guild import op_cmd





Command templates specify three things:


	Command args


	Command flags


	Command env




Command args are pre-parsed command arguments that may be either a
literal value or a special value __flag_args__. The special value
__flag_args__ indicates the position in the command arg where
resolved flag arguments are located.

Flag args specify how flag values are applied as arguments when
included in a command at the __flag_args__ location.

Command env is a map of environment names to values that are included
by default in the result of cmd_env.

For any given command template and set of flag values, op_cmd can
generate a command via the cmd_args function. If __flag_arg__ is
not provided as a command arg value, the command will not contain flag
arguments. If a flag value is provided that does not have a
corresponding flag arg, a default flag arg is assumed.

op_cmd generates an environment map using the command env and
template flag values.


Examples

Helper functions:

>>> CmdFlag = op_cmd.CmdFlag

>>> def generate(cmd_args, cmd_env, cmd_flags, flag_vals):
...     cmd = op_cmd.OpCmd(cmd_args, cmd_env, cmd_flags)
...     args, env = op_cmd.generate(cmd, flag_vals, resolve_params=flag_vals)
...     print(args)
...     pprint(env)





Simple example:

>>> generate(
...     ["a", "b", "__flag_args__"], {},
...     {"c": CmdFlag(arg_name="C")},
...     {"c": 123, "d": "abc"})
['a', 'b', '--C', '123', '--d', 'abc']
{'FLAG_C': '123', 'FLAG_D': 'abc'}





No flag args:

>>> generate(["a", "b"], {}, {}, {"c": 123})
['a', 'b']
{'FLAG_C': '123'}





Various flag values:

>>> generate(["__flag_args__"], {}, {}, {"c": 123})
['--c', '123']
{'FLAG_C': '123'}

>>> generate(["__flag_args__"], {}, {}, {"c": "123"})
['--c', "'123'"]
{'FLAG_C': '123'}

>>> generate(["__flag_args__"], {}, {}, {"c": True})
['--c', 'yes']
{'FLAG_C': 'yes'}

>>> generate(["__flag_args__"], {}, {}, {"c": False})
['--c', 'no']
{'FLAG_C': 'no'}

>>> generate(["__flag_args__"], {}, {}, {"c": None})
[]
{}





Sort order:

>>> generate(["__flag_args__"], {}, {}, {"a": 1, "b": 2, "c": 3, "z": 4})
['--a', '1', '--b', '2', '--c', '3', '--z', '4']
{'FLAG_A': '1', 'FLAG_B': '2', 'FLAG_C': '3', 'FLAG_Z': '4'}





Arg switches:

>>> generate(
...     ["__flag_args__"], {},
...     {"a": CmdFlag(arg_switch=1)},
...     {"a": 1})
['--a']
{'FLAG_A': '1'}

>>> generate(
...     ["__flag_args__"], {},
...     {"a": CmdFlag(arg_switch=1)},
...     {"a": 2})
[]
{'FLAG_A': '2'}





Skip args:

>>> generate(
...     ["__flag_args__"], {},
...     {"a": CmdFlag(arg_skip=True)},
...     {"a": 1})
[]
{'FLAG_A': '1'}





Params in non-flag template:

>>> generate(
...     ["${i}", "${f}", "why ${s} there"], {}, {},
...     {"i": 1, "f": 2.3, "s": "hello"})
['1', '2.3', 'why hello there']
{'FLAG_F': '2.3', 'FLAG_I': '1', 'FLAG_S': 'hello'}








Explicit env var names

>>> generate([], {}, {"a": CmdFlag(env_name="A")}, {"a": 1})
[]
{'A': '1'}








Command env

>>> generate([], {"A": 123}, {}, {})
[]
{'A': '123'}





Flags override command env.

>>> generate([], {"A": 123}, {"A": CmdFlag(env_name="A")}, {"A": 456})
[]
{'A': '456'}








Shadowing command args

Flags cannot redefine command options.

>>> with LogCapture(echo_to_stdout=True, strip_ansi_format=True):
...     generate(["--a", "2", "__flag_args__"], {}, {}, {"a": 1})
WARNING: ignoring flag 'a=1' because it's shadowed in the operation cmd as --a
['--a', '2']
{'FLAG_A': '1'}





This warning can be avoided by explicitly skipping the flag arg.

>>> with LogCapture(echo_to_stdout=True, strip_ansi_format=True):
...     generate(
...         ["--a", "2", "__flag_args__"], {},
...         {"a": CmdFlag(arg_skip=True)},
...         {"a": 1})
['--a', '2']
{'FLAG_A': '1'}








Undefined references

>>> generate(["${invalid-ref}"], {}, {}, {})
Traceback (most recent call last):
UndefinedReferenceError: invalid-ref








Data IO

Command templates are represented as data with as_data and loaded
from data with for_data.

Helpers:

>>> def as_data(cmd_args, cmd_env, cmd_flags):
...     template = op_cmd.OpCmd(cmd_args, cmd_env, cmd_flags)
...     data = op_cmd.as_data(template)
...     template2 = op_cmd.for_data(data)
...     data2 = op_cmd.as_data(template2)
...     assert data == data2, (data, data2)
...     pprint(data)





Examples:

>>> as_data([], {}, {})
{'cmd-args': []}

>>> as_data(["a", "b"], {}, {"a": CmdFlag()})
{'cmd-args': ['a', 'b']}

>>> as_data(["a", "b"], {"c": 1}, {"a": CmdFlag(arg_name="A")})
{'cmd-args': ['a', 'b'],
 'cmd-env': {'c': 1},
 'cmd-flags': {'a': {'arg-name': 'A'}}}

>>> as_data(
...     ["a", "b"],
...     {"C": 123, "D": "456"},
...     { "a": CmdFlag(arg_name="A"),
...       "b": CmdFlag(arg_skip=True),
...       "c": CmdFlag(arg_switch="C"),
...       "d": CmdFlag(arg_name="D",
...                    arg_skip=False,
...                    arg_switch="2"),
...       "e": CmdFlag()})
{'cmd-args': ['a', 'b'],
 'cmd-env': {'C': 123, 'D': '456'},
 'cmd-flags': {'a': {'arg-name': 'A'},
               'b': {'arg-skip': True},
               'c': {'arg-switch': 'C'},
               'd': {'arg-name': 'D', 'arg-switch': '2'}}}











          

      

      

    

  

  
    
    Operation Descriptions
    

    
 
  

    
      
          
            
  
Operation Descriptions

Guild supports operations from various sources:


	Scripts


	Guild files


	Packages




When Guild runs an operation, it records the operation info in a file
named opref under the run directory. This file contains information
about the operation source, including:


	Package type


	Package name


	Package version


	Model name


	Operation name




This information is used to generate an operation description when
viewing a run.

To illustrate how Guild formats operation descriptions, we’ll use the
sample project op-desc:

>>> project = Project(sample("projects", "op-desc"))





This project contains various scripts and project operations (defined
in the project Guild file) that we can run to see how operations are
formatted.


Basics

Let’s start by running train.py - a script located in the project root.

>>> run, _ = project.run_capture("train.py")





When we print the runs, we see the operation is listed as we specified
for the run call.

>>> project.print_runs()
train.py





Let’s look at this run more closely.

Here’s its opref file:

>>> cat(run.guild_path("opref"))
script:.../samples/projects/op-desc... '' '' train.py





Here’s the information decoded in the run’s opref attribute:

>>> run.opref
OpRef(pkg_type='script',
      pkg_name='.../samples/projects/op-desc',
      pkg_version='',
      model_name='',
      op_name='train.py')





In the case of script operations, the pkg_name opref attribute is
the project directory.

>>> compare_paths(run.opref.pkg_name, project.cwd)
True





This path is always stored as an absolute path.

>>> os.path.isabs(run.opref.pkg_name)
True





Here is how the run is displayed when listing from the project
directory:

>>> project.print_runs()
train.py





Guild alters the way operations are shown when the current directory
is different from opref project location.

Here’s how the run is displayed when listing from the project parent
directory:

>>> project.print_runs(cwd="..")
train.py (op-desc)





This shows that the train.py operation originated from the op-desc
subdirectory.

Next we’ll show the run from a project subdirectory.

>>> project.print_runs(cwd="a")
train.py (../)





Note that a path to the parent directory is shown.

Refer to Utils - Shorten dirs for how
directories are shortened.




Test matrix

To test various scenarios, we use a matrix of tests (see below).

We use runs_impl.format_run to format op descriptions. We modify the
function slightly to remove user dir symbols (“~”) so we can assert
absolute paths using leading “/” chars.

>>> def op_desc(run, show_from_dir):
...     from guild.commands.runs_impl import format_run
...     with SetCwd(os.path.join(project.cwd, show_from_dir)):
...         desc = format_run(run)["op_desc"].replace("~", "")
...         # Guild uses a unicode ellipses that causes errors in Python 2
...         # doctest diffs - return encoded as ascii replacing errors with '?'
...         if sys.version_info[0] == 2:
...             desc = desc.encode("ascii", "replace")
...         return desc





Here’s our test loop, which runs the matrix above and prints the
result as a table.

>>> def run_tests(tests):
...     results = [{
...         "op_spec": "Spec",
...         "run_from": "Run From",
...         "show_from": "Shown From",
...         "op_desc": "Displayed As",
...     }]
...     for run_from_dir, op_spec, show_from in tests:
...         run, _ = project.run_capture(op_spec, cwd=run_from_dir)
...         for show_from_dir in show_from:
...             results.append({
...                 "op_spec": op_spec,
...                 "run_from": run_from_dir,
...                 "show_from": show_from_dir,
...                 "op_desc": op_desc(run, show_from_dir),
...             })
...     cli.table(results, ["op_spec", "run_from", "show_from", "op_desc"])





Here are our tests:

>>> tests = [
...     # run_from  # op_spec        # show_from
...     (".",       "train.py",      (".", "a", "a/b")),
...     ("a",       "train.py",      ("a", ".", "a/b", "b")),
...     ("a/b",     "train.py",      ("a/b", ".", "a", "b")),
...     (".",       "a/train.py",    (".", "a", "a/b")),
...     (".",       "a/b/train.py",  (".", "a", "a/b", "b")),
...     (".",       "a:train",       (".", "a", "a/b")),
...     ("a",       "../train.py",   ("a", ".", "a/b", "b")),
... ]





And the results:

>>> run_tests(tests)
Spec          Run From  Shown From  Displayed As
train.py      .         .           train.py
train.py      .         a           train.py (../)
train.py      .         a/b         train.py (/.../op-desc)
train.py      a         a           train.py
train.py      a         .           train.py (a)
train.py      a         a/b         train.py (../)
train.py      a         b           train.py (../a)
train.py      a/b       a/b         train.py
train.py      a/b       .           train.py (a/b)
train.py      a/b       a           train.py (b)
train.py      a/b       b           train.py (../a/b)
a/train.py    .         .           a/train.py
a/train.py    .         a           a/train.py (../)
a/train.py    .         a/b         a/train.py (/.../op-desc)
a/b/train.py  .         .           a/b/train.py
a/b/train.py  .         a           a/b/train.py (../)
a/b/train.py  .         a/b         a/b/train.py (/.../op-desc)
a/b/train.py  .         b           a/b/train.py (../)
a:train       .         .           a:train
a:train       .         a           a:train (../)
a:train       .         a/b         a:train (/.../op-desc)
../train.py   a         a           train.py (../)
../train.py   a         .           train.py
../train.py   a         a/b         train.py (/.../op-desc)
../train.py   a         b           train.py (../)
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Operation errors

When an operation generates an exception, Guild prints only the
traceback information applicable to the operation module. This
information does not include the initial layers of the stack
associated with Guild.

>>> project = Project(sample("projects", "errors"))

>>> project.run("exception.py")
Traceback (most recent call last):
  File ".../.guild/sourcecode/exception.py", line 1, in <module>
    raise Exception("big time fail")
Exception: big time fail
<exit 1>

>>> project.run("stack.py")  
Traceback (most recent call last):
  File ".../.guild/sourcecode/stack.py", line 16, in <module>
    fail()
  File ".../.guild/sourcecode/stack.py", line 5, in fail
    c1()
  File ".../.guild/sourcecode/stack.py", line 9, in c1
    c2()
  File ".../.guild/sourcecode/stack.py", line 13, in c2
    import exception
  File ".../.guild/sourcecode/exception.py", line 1, in <module>
    raise Exception("big time fail")
Exception: big time fail
<exit 1>

>>> project.run("sysexit.py")

<exit 2>

>>> project.run("sysexit2.py")
(3, 'yop')
<exit 1>





In the case of batches, a batch run succeeds even when a trial
fails. The trial in this case shows the abbreviated tracback.

>>> project.run("exception.py", flags={"dummy": [1]}, force_flags=True)
INFO: [guild] Running trial ...: exception.py (dummy=1)
Traceback (most recent call last):
  File ".../.guild/sourcecode/exception.py", line 1, in <module>
    raise Exception("big time fail")
Exception: big time fail
ERROR: [guild] trial ... exited with an error (see log for details)





If we run with fail_on_trial_error the batch will also fail.

>>> project.run("exception.py", flags={"dummy": [1]}, force_flags=True,
...             fail_on_trial_error=True)
INFO: [guild] Running trial ...: exception.py (dummy=1)
Traceback (most recent call last):
  File ".../.guild/sourcecode/exception.py", line 1, in <module>
    raise Exception("big time fail")
Exception: big time fail
ERROR: [guild] trial ... exited with an error (see log for details)
ERROR: [guild] stopping batch because a trial failed (remaining staged
trials may be started as needed)
<exit 1>
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op_main.py

These tests illustrate behavior implemented by op_main.py.

op_main.py is the module used to run Python modules.


Exception tracebacks

By default op_main.py removes Guild specific stack layers from
reported exceptions. The rationale for this behavior is that the Guild
stack layers are noise wrt user errors. The intent is that exceptions
resemble those that would be generated if the user script was run
directly with Python.

We use the fail.py script in optimizers sample project.

>>> project = Project(sample("projects/optimizers"))





When we run fail.py, the script generates an error by raising an
exception.

>>> project.run("fail.py")
Traceback (most recent call last):
  File ".../.guild/sourcecode/fail.py", line 17, in <module>
    fail()
  File ".../.guild/sourcecode/fail.py", line 7, in fail
    fail2()
  File ".../.guild/sourcecode/fail.py", line 14, in fail2
    raise Exception("FAIL")
Exception: FAIL
<exit 1>





When we run with the debug option, we get the full stack:

>>> project.run("fail.py", debug=True)
DEBUG: [guild] checking '.' for model sources
...
DEBUG: [guild] loading module from '.../.guild/sourcecode/fail.py'
Traceback (most recent call last):
  ...
  File ".../guild/op_main.py", line ..., in <module>
    main()
  File ".../guild/op_main.py", line ..., in main
    _main()
  ...
  File ".../guild/op_main.py", line ..., in exec_script
    python_util.exec_script(module_info.mod_path, globals, mod_name=mod_name)
  File ".../guild/python_util.py", line ..., in exec_script
    exec(code, script_globals)
  File ".../.guild/sourcecode/fail.py", line 17, in <module>
    fail()
  File ".../.guild/sourcecode/fail.py", line 7, in fail
    fail2()
  File ".../.guild/sourcecode/fail.py", line 14, in fail2
    raise Exception("FAIL")
Exception: FAIL
<exit 1>





Guild does not print stack information for calls to sys.exit() (or
SystemExit exceptions). Our sample script supports a code flag
that, when set to a value other than 1, causes the script to exit
with a call to sys.exit() instead of raising an exception.

>>> project.run("fail.py", flags={"code": 2})
FAIL
<exit 2>





The same behavior applies to modules run through a Guild file. In this
case, the project defines a fail operation that runs fail.py.

>>> project.run("fail")
Traceback (most recent call last):
  File ".../.guild/sourcecode/fail.py", line 17, in <module>
    fail()
  File ".../.guild/sourcecode/fail.py", line 7, in fail
    fail2()
  File ".../.guild/sourcecode/fail.py", line 14, in fail2
    raise Exception("FAIL")
Exception: FAIL
<exit 1>

>>> project.run("fail", flags={"code": 2})
FAIL
<exit 2>








Relative imports

Guild loads modules using their package name so that __package__ is
correctly defined.

>>> project = Project(sample("projects/op-main-package"))





Guild uses different methods of loading modules depending on whether
the module is loaded with global flag assignments.

Here’s the case where globals are not used (i.e. dest args):

>>> project.run("op-args")
hello from __main__ in pkg
hello from pkg.main_impl in pkg





Here’s the case where globals are used:

>>> project.run("op-globals")
hello from __main__ in pkg
hello from pkg.main_impl in pkg





The same scheme applies when main contains a path to the package, as
is the case with op-args-2.

>>> with Env({"NO_IMPORT_FLAGS_CACHE": "1"}):
...     project.run("op-args-2")
hello from __main__ in pkg
hello from pkg.main_impl in pkg
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Op utils

The guild.op_util module provides helper functions for plugins and
user operations.

>>> from guild import op_util






Converting plugin args to flags

Use args_to_flags to convert a list of command line args to flag
keyvals. Result includes a list of “other args” that cannot be
converted to flags.

>>> a2f = op_util.args_to_flags

>>> a2f([])
({}, [])

>>> a2f(["--foo", "123"])
({'foo': 123}, [])

>>> pprint(a2f(["--foo", "123", "--bar", "hello"]))
({'bar': 'hello', 'foo': 123}, [])





If we include an arg that cannot be converted to a flag:

>>> pprint(a2f(["other1", "--foo", "123", "--bar", "hello", "other2"]))
({'bar': 'hello', 'foo': 123}, ['other1', 'other2'])





Options without values are treated as True:

>>> a2f(["--foo"])
({'foo': True}, [])

>>> pprint(a2f(["--foo", "--bar", "1.123"]))
({'bar': 1.123, 'foo': True}, [])





Short form arguments are supported:

>>> a2f(["-a", "bar"])
({'a': 'bar'}, [])

>>> a2f(["-abar"])
({'a': 'bar'}, [])





If a negative number is specified as an option value, it is treated as
a number and not as a short form option:

>>> a2f(["--x", "-1"])
({'x': -1}, [])

>>> a2f(["--x", "-1.123"])
({'x': -1.123}, [])

>>> pprint(a2f(["--w", "--x", "-1.123", "--y", "-zab"]))
({'w': True, 'x': -1.123, 'y': True, 'z': 'ab'}, [])





Converting various types:

>>> a2f(["--lr", "0.0001"])
({'lr': 0.0001}, [])

>>> a2f(["--lr", "1e-06"])
({'lr': 1e-06}, [])

>>> a2f(["--lr", "1.e-06"])
({'lr': 1e-06}, [])

>>> a2f(["--lr", "1.123e-06"])
({'lr': 1.123e-06}, [])

>>> a2f(["--switch"])
({'switch': True}, [])

>>> a2f(["--switch", "yes"])
({'switch': True}, [])

>>> a2f(["--switch", "no"])
({'switch': False}, [])

>>> pprint(a2f(["--name", "Bob", "-e", "123", "-f", "--list", "[4,5,6]"]))
({'e': 123, 'f': True, 'list': [4, 5, 6], 'name': 'Bob'}, [])

>>> a2f(["foo", "123"])
({}, ['foo', '123'])





Handling various “other arg” cases:

>>> a2f(["foo"])
({}, ['foo'])

>>> a2f(["foo", "bar"])
({}, ['foo', 'bar'])

>>> a2f(["--foo", "123", "456"])
({'foo': 123}, ['456'])

>>> a2f(["foo", "--bar", "123"])
({'bar': 123}, ['foo'])





A special marker -- can be used to explicitly specify “other
args”. All args preceding the last -- are always treated as other:

>>> a2f(["--foo", "123", "--"])
({}, ['--foo', '123'])

>>> a2f(["--foo", "123", "--", "--bar", "456"])
({'bar': 456}, ['--foo', '123'])

>>> a2f(["--foo", "123", "--", "--bar", "456", "--"])
({}, ['--foo', '123', '--', '--bar', '456'])








Parsing flags

Use op_util.parse_flags to parse a list of NAME=VAL args.

>>> def p_flags(args):
...   pprint(op_util.parse_flag_assigns(args))





Empty arg list:

>>> p_flags([])
{}





Integers:

>>> p_flags(["a=1"])
{'a': 1}





Floats:

>>> p_flags(["a=1.1", "b=.1", "c=1.", "d=1.e1", "e=1.2e2"])
{'a': 1.1, 'b': 0.1, 'c': 1.0, 'd': 10.0, 'e': 120.0}





Float exceptions (special handling for run ID strings):

>>> p_flags(["a=1e1", "b=12e2", "c=123e3", "d=123456e7"])
{'a': '1e1', 'b': '12e2', 'c': '123e3', 'd': '123456e7'}





Various exponent notation:

>>> p_flags(["lr=1e-06"])
{'lr': 1e-06}

>>> p_flags(["run=1234567e1"])
{'run': 12345670.0}

>>> p_flags(["run=1e2345671"])
{'run': inf}

>>> p_flags(["lr=1.0e-06"])
{'lr': 1e-06}





Strings:

>>> p_flags(["a=A"])
{'a': 'A'}





Quoted numbers:

>>> p_flags(["a='1'", "b=\"2\"", "c='1e3'"])
{'a': '1', 'b': '2', 'c': '1e3'}

>>> p_flags(["run='1234567e1'"])
{'run': '1234567e1'}

>>> p_flags(["run='1e2345671'"])
{'run': '1e2345671'}





Booleans:

>>> p_flags(["a=True", "b=true", "c=yes"])
{'a': True, 'b': True, 'c': True}

>>> p_flags(["a=False", "b=false", "c=no"])
{'a': False, 'b': False, 'c': False}





Empty values:

>>> p_flags(["a="])
{'a': ''}





Lists:

>>> p_flags(["a=[1,2,3,a,b,1.,1.2]"])
{'a': [1, 2, 3, 'a', 'b', 1.0, 1.2]}





Missing ‘=’:

>>> p_flags(["a"])
Traceback (most recent call last):
ArgValueError: a





Various values:

>>> p_flags([
...   "a=['A','B']",
...   "c=123",
...   "d-e=",
...   "f={'a':456,'b':'C'}",
...   "g=null"])
{'a': ['A', 'B'],
 'c': 123,
 'd-e': '',
 'f': {'a': 456, 'b': 'C'},
 'g': None}








Encoding flag assignments

The function op_util.flag_assigns is used to generate a list of flag
assignments. These can be used as flag arguments.

Here’s a helper function to print assignments:

>>> def assigns(flags):
...     assigns = op_util.flag_assigns(flags)
...     if not assigns:
...         print("<empty>")
...         return
...     for s in assigns:
...         print(s)

>>> assigns({})
<empty>

>>> assigns({
...     "b1": True,
...     "b2": False,
...     "d": {"a": 1.123, "b": "c d", "e": True},
...     "e": "",
...     "f1": 1.1,
...     "f2": 1.,
...     "f3": .1,
...     "f4": 1/6,
...     "f5": 0.000012345,
...     "i": 312,
...     "l": [1, 2, "a", "b c 'd e'"],
...     "n": None,
...     "s1": "a",
...     "s2": "a b",
...     "s3": "'1'",
...     "s4": "-1.123e4",
...     "s5": "123456e2",
... }) 
b1=yes
b2=no
d={a: 1.123, b: c d, e: yes}
e=''
f1=1.1
f2=1.0
f3=0.1
f4=0.16666666666666666
f5=1.2345e-05
i=312
l=[1, 2, a, b c 'd e']
n=null
s1=a
s2='a b'
s3='''1'''
s4='-1.123e4'
s5='123456e2'








Global dest

The function global_dest applies a dict of flags to a global
destination, returning a globals dict. Global destination is a string
of names separated by dots, each dot generating a named sub-dict
within its parent.

>>> def global_dest(name, flags):
...     pprint(op_util.global_dest(name, flags))





Top-level dest named “foo” with no flags:

>>> global_dest("foo", {})
{'foo': {}}





Same top-level with flags:

>>> global_dest("foo", {"a": 1, "b": 2})
{'foo': {'a': 1, 'b': 2}}





Multi-level dest:

>>> global_dest("foo.bar", {"a": 1, "b": 2})
{'foo': {'bar': {'a': 1, 'b': 2}}}

>>> global_dest("foo.bar.baz", {"a": 1, "b": 2})
{'foo': {'bar': {'baz': {'a': 1, 'b': 2}}}}








Coerce flag vals

The function coerce_flag_value is used to coerce flag values into
legal values based on a flag definition.

To illustrate, we’ll use a helper function:

>>> def coerce(val, **kw):
...     from guild.guildfile import FlagDef
...     flagdef = FlagDef("test", kw, None)
...     return op_util.coerce_flag_value(val, flagdef)





Floats:

>>> coerce(1, type="float")
1.0

>>> coerce("1", type="float")
1.0

>>> coerce("1.1", type="float")
1.1

>>> coerce("nan", type="float")
nan

>>> coerce("invalid", type="float")
Traceback (most recent call last):
ValueError: invalid value for type 'float'





Ints:

>>> coerce(1, type="int")
1

>>> coerce(1.0, type="int")
Traceback (most recent call last):
ValueError: invalid value for type 'int'

>>> coerce("1", type="int")
1

>>> coerce("invalid", type="int")
Traceback (most recent call last):
ValueError: invalid value for type 'int'





Numbers (int or float):

>>> coerce(1, type="number")
1

>>> coerce(1.0, type="number")
1.0

>>> coerce("invalid", type="number")
Traceback (most recent call last):
ValueError: invalid value for type 'number'





Booleans:

>>> coerce(0, type="boolean")
False

>>> coerce(1, type="boolean")
True

>>> coerce("", type="boolean")
False

>>> coerce("hi", type="boolean")
True

>>> coerce("false", type="boolean")
True





Lists of values:

>>> coerce([1, 1.0], type="number")
[1, 1.0]

>>> coerce([1, 1.0, "invalid"], type="number")
Traceback (most recent call last):
ValueError: invalid value for type 'number'








Parsing op specs

op_util.parse_opspec is used to parse op specs into model_ref,
op_name tuples.

>>> from guild.op_util import parse_opspec





Helper to raise exception if parse fails:

>>> def parse(spec):
...     parsed = parse_opspec(spec)
...     if not parsed:
...         raise ValueError(spec)
...     return parsed





Empty cases:

>>> parse(None)
(None, None)

>>> parse("")
(None, None)





Just the operation name:

>>> parse("op")
(None, 'op')





Explicit empty model with operation:

>>> parse(":op")
('', 'op')





Model and op:

>>> parse("model:op")
('model', 'op')





Package and op:

>>> parse("package/op")
('package/', 'op')

>>> parse("package/:op")
('package/', 'op')





Pakcage, model, and op:

>>> parse("package/model:op")
('package/model', 'op')





Invalid:

>>> parse("a:b:c")
Traceback (most recent call last):
ValueError: a:b:c

>>> parse("a/b/c")
Traceback (most recent call last):
ValueError: a/b/c

>>> parse("a:b/c")
Traceback (most recent call last):
ValueError: a:b/c

>>> parse("a/b:c:d")
Traceback (most recent call last):
ValueError: a/b:c:d

>>> parse("a/b:c/d")
Traceback (most recent call last):
ValueError: a/b:c/d

>>> parse("a:b/c:d")
Traceback (most recent call last):
ValueError: a:b/c:d








Run labels

Run labels are generated using the function run_label.

>>> from guild.op_util import run_label





Missing template:

>>> run_label("", {})
''

>>> run_label(None, {})
''

>>> run_label(None, {"foo": "FOO"})
'foo=FOO'

>>> run_label("", {"foo": "FOO", "bar": "BAR"})
'bar=BAR foo=FOO'





Floats are truncated:

>>> run_label("", {"f": 1.123456789})
'f=1.12345'





Long paths are shortened to use an ellipsis:

>>> long_path = path(mkdtemp(), "abc/def/ghi/jkl/mno/pqr/stu/vwx/yz")
>>> ensure_dir(long_path)
>>> run_label("", {"p": long_path})  
'p=.../\u2026/vwx/yz'





Templates:

>>> run_label("foo", {})
'foo'

>>> run_label("foo", {"foo": "FOO"})
'foo'

>>> run_label("${foo}", {})
''

>>> run_label("${foo}", {"foo": "FOO"})
'FOO'

>>> run_label("foo: ${foo}", {"foo": "FOO"})
'foo: FOO'

>>> run_label(
...     "${i} ${f} ${b} ${s} ${l}",
...     {"i": 1234, "f": 9.87654321, "b": True, "s": "hello",
...      "l": [1, 1.123, "hola"]})
'1234 9.87654 yes hello [1, 1.123, hola]'

>>> run_label("a-${b}-c", {})
'a--c'

>>> run_label("${b}-c", {})
'-c'

>>> run_label("a-${b}", {})
'a-'

>>> run_label("a-${b|default:b}-c", {})
'a-b-c'

>>> run_label("${b|default:b}-c", {})
'b-c'

>>> run_label("a-${b|default:b}", {})
'a-b'

>>> run_label("a-${b}-c", {"b": "b"})
'a-b-c'

>>> run_label("${b}-c", {"b": "b"})
'b-c'

>>> run_label("a-${b}", {"b": "b"})
'a-b'





Use of default label:

>>> run_label("${default_label}", {})
''

>>> run_label("${default_label}", {"foo": "FOO", "bar": "BAR"})
'bar=BAR foo=FOO'

>>> run_label("prefix ${default_label}", {"foo": "FOO", "bar": "BAR"})
'prefix bar=BAR foo=FOO'

>>> run_label("${default_label} suffix", {"foo": "FOO", "bar": "BAR"})
'bar=BAR foo=FOO suffix'

>>> run_label("prefix ${default_label} suffix", {"foo": "FOO", "bar": "BAR"})
'prefix bar=BAR foo=FOO suffix'





Value formatting:

>>> run_label(None, {"f1": 1.0, "f2": 1.0/3.0, "b1": True, "b2": False, "i": 123})
'b1=yes b2=no f1=1.0 f2=0.33333 i=123'






Run label filters

Run label filters are used to modify label values. They are applied
using the format ${NAME|FILTER:ARG1,ARG2}.


basename

basename returns the base name for a path.

>>> run_label("${file|basename}", {"file": path("foo", "bar.txt")})
'bar.txt'








default

default provides a value in case a flag is not defined or is None.

>>> run_label("${foo|default:123}", {})
'123'

>>> run_label("${foo|default:456}", {"foo": None})
'456'

>>> run_label("${foo|default:456}", {"foo": '789'})
'789'








Python formatting strings

The % symbol applies Python formatting to a value.

>>> run_label("${f|%.2f} ${i|%05d}", {"f": 1.123456789, "i": 12})
'1.12 00012'





An invalid formatting string returns the original value with a
warning:

>>> with LogCapture(strip_ansi_format=True) as logs:
...     run_label("${s|%z}", {"s": "hello"})
'hello'

>>> logs.print_all()
WARNING: error formatting 'hello' with '%z': unsupported
format character 'z' (0x7a) at index 1





However, an invalid type for the specified formatting string is
silently ignored:

>>> with LogCapture(strip_ansi_format=True) as logs:
...     run_label("${s|%.2f}", {"s": "hello"})
'hello'

>>> logs.get_all()
[]








unquote

unquote removes leading and trailing single quotes. This is used for
values that might otherwise appear quoted in a label.

First, a quoted value:

>>> run_label("ver=${ver}", {"ver": "12345"})
"ver='12345'"





Use unquote to remove the quotes:

>>> run_label("ver=${ver|unquote}", {"ver": "12345"})
'ver=12345'





Double quotes are not removed:

>>> run_label("ver=${ver|unquote}", {"ver": '"12345"'})
'ver="12345"'





Empty strings and single quote chars are not altered:

>>> run_label("ver=${ver|unquote}", {"ver": ""})
'ver='

>>> run_label("ver=${ver|unquote}", {"ver": "'"})
"ver='"





None values return empty strings:

>>> run_label("ver=${ver|unquote}", {"ver": None})
'ver='












Split batch file from args

>>> op_util.split_batch_files([
...     "foo",
...     "@file-1",
...     "bar=123",
...     "@file-2",
... ])
(['file-1', 'file-2'], ['foo', 'bar=123'])








Flag vals for opdef

Helper:

>>> def flag_vals(opdef, user_flag_vals, force=False):
...     flag_vals, resource_flagdefs = (
...         op_util.flag_vals_for_opdef(opdef, user_flag_vals, force)
...     )
...     assert not resource_flagdefs, resource_flagdefs
...     pprint(flag_vals)





Empty opdef:

>>> gf = guildfile.for_string("""
... op: { main: guild.pass }
... """)

>>> opdef = gf.default_model["op"]





Empty flag vals:

>>> flag_vals(opdef, {})
{}






No such flags

No such flag, no force:

>>> flag_vals(opdef, {"foo": 123})
Traceback (most recent call last):
NoSuchFlagError: foo





No such flag, force:

>>> flag_vals(opdef, {"foo": 123}, force=True)
{'foo': 123}








Required flag vals

>>> gf = guildfile.for_string("""
... op:
...   main: guild.pass
...   flags:
...     required-no-default:
...       required: yes
...     required-with-default:
...       required: yes
...       default: 123
... """)

>>> opdef = gf.default_model["op"]





Missing required, no force:

>>> flag_vals(opdef, {})
Traceback (most recent call last):
MissingRequiredFlags: [<guild.guildfile.FlagDef 'required-no-default'>]





Missing required, force:

>>> flag_vals(opdef, {}, force=True)
{'required-no-default': None, 'required-with-default': 123}








Coercing flag vals

Opdef with flag of float type:

>>> gf = guildfile.for_string("""
... op:
...   main: guild.pass
...   flags:
...     float:
...       type: float
... """)

>>> opdef = gf.default_model["op"]





Cannot coerce, no force:

>>> flag_vals(opdef, {"float": "abc"})
Traceback (most recent call last):
InvalidFlagValue: ('abc', <guild.guildfile.FlagDef 'float'>,
"invalid value for type 'float'")





Cannot coerce, force:

>>> flag_vals(opdef, {"float": "abc"}, force=True)
{'float': 'abc'}





Can coerce:

>>> flag_vals(opdef, {"float": "1.123"})
{'float': 1.123}








Flag choices

Opdef with valid default choice:

>>> gf = guildfile.for_string("""
... op:
...   main: guild.pass
...   flags:
...     choice:
...       default: a
...       choices: [a, b, c]
... """)

>>> opdef = gf.default_model["op"]

>>> flag_vals(opdef, {})
{'choice': 'a'}





Invalid choice, no force:

>>> flag_vals(opdef, {"choice": "d"})
Traceback (most recent call last):
InvalidFlagChoice: ('d', <guild.guildfile.FlagDef 'choice'>)

>>> flag_vals(opdef, {"choice": "d"}, force=True)
{'choice': 'd'}








Defaults

Opdef with valid default:

>>> gf = guildfile.for_string("""
... op:
...   main: guild.pass
...   flags:
...     float:
...       default: 1.123
...       type: float
... """)

>>> opdef = gf.default_model["op"]

>>> flag_vals(opdef, {})
{'float': 1.123}





Opdef with invalid default:

>>> gf = guildfile.for_string("""
... op:
...   main: guild.pass
...   flags:
...     float:
...       default: abc
...       type: float
... """)

>>> opdef = gf.default_model["op"]

>>> flag_vals(opdef, {})
Traceback (most recent call last):
InvalidFlagValue: ('abc', <guild.guildfile.FlagDef 'float'>,
"invalid value for type 'float'")





However, we can’t set an invalid default:

>>> flag_vals(opdef, {"float": "abc"})
Traceback (most recent call last):
InvalidFlagValue: ('abc', <guild.guildfile.FlagDef 'float'>,
"invalid value for type 'float'")








Choice flags

A flag choice can define additional flag vals that are applied when
that choice is selected.

>>> gf = guildfile.for_string("""
... op:
...   main: guild.pass
...   flags:
...     choice:
...       default: a
...       choices:
...         - value: a
...           flags:
...             a1: 1
...             a2: 2
...         - value: b
...           flags:
...             b1: foo
...             b2: bar
...     a1: null
...     b2: bam
... """)

>>> opdef = gf.default_model["op"]





Default choice (=”a”):

>>> flag_vals(opdef, {})
{'a1': 1, 'a2': 2, 'b2': 'bam', 'choice': 'a'}





Choice “a”:

>>> flag_vals(opdef, {"choice": "a"})
{'a1': 1, 'a2': 2, 'b2': 'bam', 'choice': 'a'}





Choice “b” - “b2” defined by choice overrides default for “b2” flag:

>>> flag_vals(opdef, {"choice": "b"})
{'a1': None, 'b1': 'foo', 'b2': 'bar', 'choice': 'b'}





Choice “b” with explicit value for “b2”:

>>> flag_vals(opdef, {"choice": "b", "b2": "foo"})
{'a1': None, 'b1': 'foo', 'b2': 'foo', 'choice': 'b'}
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Op refs

Op refs are stored per run as a reference to the originating
operation. Support for op refs is provided by the opdef.OpRef class.

>>> from guild.opref import OpRef





An op ref consists of 5 parts, each corresponding to an opref
attribute.


	Package type (pkg_type)


	Package name (pkg_name)


	Package version (pkg_version)


	Model name (model_name)


	Operation name (op_name)




Guild supports a number of operation package types:


	guildfile


	package


	script




Each package type applies op ref attribute differently. The table
below describes the differences.

| pkg_type | pkg_name     | pkg_version | model_name | `op_name        |
|————|—————-|—————|————–|—————–|
| guildfile  | guild.yml path | guild.yml md5 | model name   | op name         |
| script     | Script dir     | empty         | empty        | script basename |
| package    | pkg name       | pkg version   | model name   | op name         |


Guild files

>>> opref = OpRef("guildfile", "/foo/guild.yml", "", "m1", "op1")

>>> opref
OpRef(pkg_type='guildfile',
      pkg_name='/foo/guild.yml',
      pkg_version='',
      model_name='m1',
      op_name='op1')

>>> opref.to_opspec()
'm1:op1'








Scripts

>>> opref = OpRef("script", "/foo/bar", "", "", "train.py")

>>> opref
OpRef(pkg_type='script',
      pkg_name='/foo/bar',
      pkg_version='',
      model_name='',
      op_name='train.py')

>>> opref.to_opspec(cwd="")
'/foo/bar/train.py'

>>> opref.to_opspec(cwd="/foo/bar")
'train.py'
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Operations

>>> from guild import op as oplib





An operation is used to generate a run.

>>> op = oplib.Operation()





Configure the operation as needed. In this case we specify command
args and a run directory.

>>> op.cmd_args = [sys.executable, "-m", "guild.pass"]
>>> op.run_dir = mkdtemp()





Run the operation without capturing output (tests rely on a spoofed
stdout to test output, which we don’t want to interfere with).

>>> with Env({"NO_RUN_OUTPUT": "1"}):
...     run, exit_code = oplib.run(op)





A successful run has an exit code of 0:

>>> exit_code
0





The run is generated in the specified run directory:

>>> run.dir == op.run_dir, (run.dir, op.run_dir)
(True, ...)





Generated files:

>>> find(op.run_dir)
.guild/attrs/cmd
.guild/attrs/env
.guild/attrs/exit_status
.guild/attrs/id
.guild/attrs/initialized
.guild/attrs/resolved_deps
.guild/attrs/started
.guild/attrs/stopped
.guild/opref






Staging a run

A run can be staged.

>>> op.run_dir = mkdtemp()

>>> run = oplib.stage(op)





Files for a staged run:

>>> find(run.dir)
.guild/ENV
.guild/STAGED
.guild/attrs/cmd
.guild/attrs/id
.guild/attrs/initialized
.guild/attrs/resolved_deps
.guild/attrs/started
.guild/opref





A staged run is denoted by a STAGED marker:

>>> cat(run.guild_path("STAGED"))
<empty>








Operation callbacks

Callbacks are used to perform additional steps during operation
phases.

>>> def init_output_summary_cb(op, run):
...     print("<initializing output summaries>")
...     return None

>>> def run_initialized_cb(op, run):
...     print("<run initialized>")
...     run.write_attr("msg", "hello!")

>>> op.callbacks = oplib.OperationCallbacks(
...     init_output_summary=init_output_summary_cb,
...     run_initialized=run_initialized_cb,
... )





Callbacks during stage:

>>> op.run_dir = mkdtemp()
>>> run = oplib.stage(op)
<run initialized>

>>> run.get("msg")
'hello!'





Callbacks during run:

>>> with Env({"NO_RUN_OUTPUT": "1"}):
...     run, exit_code = oplib.run(op)
<run initialized>
<initializing output summaries>
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Packaging

Packaging is supported by the guild.package module.

>>> import guild.package





For these tests, we’ll use a writable directory, which will contain
our project files and generated files.

>>> workspace = mkdtemp()
>>> dir(workspace)
[]





Packages are built from guildfiles. The contain the guildfile and
other files needed by the package.

We’ll create a package from the sample project
package. Let’s setup our workspace by
linking to the project files.

>>> for name in ["guild.yml", "README.md", "a.txt", "train.py"]:
...   symlink(abspath(join_path(sample("projects/package"), name)),
...           join_path(workspace, name))





Our workspace:

>>> dir(workspace)
['README.md', 'a.txt', 'guild.yml', 'train.py']





The package we’ll build is defined in the project guildfile. Let’s
load that.

>>> gf = guildfile.for_dir(workspace)





We can access the package definition using the package attribute:

>>> pkg = gf.package
>>> pkg
<guild.guildfile.PackageDef 'gpkg.hello'>





Packages have various attributes that are used to create the package.

>>> pkg.name
'gpkg.hello'

>>> pkg.version
'0.3.0.dev4'

>>> pkg.url
'https://github.com/guildai/index/tree/master/hello'

>>> pkg.author_email
'packages@guild.ai'





We can use guild.package.create_package to build a binary wheel
distribution for our package.

Let’s create the package:

>>> out = guild.package.create_package(gf.src, capture_output=True)
>>> print("-\n" + out.decode("UTF-8"))
-...
running bdist_wheel
running build
running build_py
...





Here’s our distribution:

>>> files = dir(join_path(workspace, "dist"))
>>> files
['gpkg.hello-0.3.0.dev4-py2.py3-none-any.whl']





And its contents:

>>> import zipfile
>>> wheel = zipfile.ZipFile(join_path(workspace, "dist", files[0]))
>>> pprint(sorted(wheel.namelist()))
[...
 'gpkg/hello/README.md',
 'gpkg/hello/a.txt',
 'gpkg/hello/guild.yml',
 'gpkg/hello/train.py']





Use twine to check the generated distribution:

>>> from twine.commands import check
>>> dist_path = join_path(
...     workspace, "dist",
...     "gpkg.hello-0.3.0.dev4-py2.py3-none-any.whl")
>>> check.check([dist_path])
Checking .../dist/gpkg.hello-0.3.0.dev4-py2.py3-none-any.whl: PASSED
False






Default packages

If a package def isn’t specified, Guild will use the name of the
default model as the package name.

Let’s create a new workspace:

>>> workspace = mkdtemp()
>>> dir(workspace)
[]





And create a sample Guild file in it that contains only a model def:

>>> write(join_path(workspace, "guild.yml"), """
... - model: test
... """)





And generate a package for it:

>>> gf = guildfile.for_dir(workspace)
>>> out = guild.package.create_package(gf.src, capture_output=True)
>>> print(out.decode("UTF-8"))
running bdist_wheel
running build
running build_py
...
adding 'test/guild.yml'
adding 'test-0.0.0.dist-info/...'
...





The generated files::

>>> files = dir(join_path(workspace, "dist"))
>>> files
['test-0.0.0-py2.py3-none-any.whl']





And the package contents:

>>> wheel = zipfile.ZipFile(join_path(workspace, "dist", files[0]))
>>> pprint(sorted(wheel.namelist()))
[...
 'test/guild.yml']





Use the clean option to delete build artifacts before creating a
package.

>>> out = guild.package.create_package(gf.src, clean=True, capture_output=True)
>>> print(out.decode("UTF-8"))
running clean
removing 'build/lib...' (and everything under it)
removing 'build/bdist...' (and everything under it)
'build/scripts...' does not exist -- can't clean it
removing 'build'
running bdist_wheel
running build
running build_py
...





If a Guild file doesn’t contain a package def or a model def, it
creates a package named ‘gpkg.anonymous_DIGEST’:

>>> workspace = mkdtemp()
>>> dir(workspace)
[]

>>> write(join_path(workspace, "guild.yml"), """
... - config: test
... """)
>>> gf = guildfile.for_dir(workspace)

>>> out = guild.package.create_package(gf.src, capture_output=True)
>>> print(out.decode())
WARNING: package name not defined in .../guild.yml - using gpkg.anonymous_...
running bdist_wheel
running build
running build_py
...
adding 'gpkg/anonymous_.../guild.yml'
adding 'gpkg.anonymous_...-0.0.0.dist-info/...'
...








Project based error messages

A project must have a Guild file to be packaged.

>>> workspace = mkdtemp()
>>> dir(workspace)
[]

>>> Project(workspace).package()  
Traceback (most recent call last):
SystemExit: ("'...' does not contain a guild.yml
file\nA guild.yml file is required when creating a package.
Create one in this directory first or try specifying a different
directory.", 1)





A project must exist:

>>> Project("NOT_EXISTS").package()  
Traceback (most recent call last):
SystemExit: ("'NOT_EXISTS' does not exist\nTry specifying a
different directory.", 1)
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Plugins

Plugin support is providedy by guild.plugin:

>>> import guild.plugin






Enumerating plugins

Plugins can be registered by installing packages that provide entry
points for the “guild.plugins” group. For these tests, we want to
ensure we are only working with built-ins:

>>> guild.plugin.limit_to_builtin()





Use iter_plugins to iterate through the list of available plugins:

>>> sorted(guild.plugin.iter_plugins())
[('cpu', <guild.plugins.cpu.CPUPlugin ...>),
 ('disk', <guild.plugins.disk.DiskPlugin ...>),
 ('exec_script', <guild.plugins.exec_script.ExecScriptPlugin ...>),
 ('gpu', <guild.plugins.gpu.GPUPlugin ...>),
 ('keras', <guild.plugins.keras.KerasPlugin ...>),
 ('memory', <guild.plugins.memory.MemoryPlugin ...>),
 ('perf', <guild.plugins.perf.PerfPlugin ...>),
 ('python_script', <guild.plugins.python_script.PythonScriptPlugin ...>),
 ('skopt', <guild.plugins.skopt.SkoptPlugin ...>)]

[('cpu', <guild.plugins.cpu.CPUPlugin object at 0x7f1ffaf41210>),
 ('disk', <guild.plugins.disk.DiskPlugin object at 0x7f1ffaf41150>),
 ('exec_script', <guild.plugins.exec_script.ExecScriptPlugin object at 0x7f1f484ed850>),
 ('gpu', <guild.plugins.gpu.GPUPlugin object at 0x7f1ffaf41750>),
 ('keras', <guild.plugins.keras.KerasPlugin object at 0x7f1f484ede10>),
 ('memory', <guild.plugins.memory.MemoryPlugin object at 0x7f1ffaf41290>),
 ('perf', <guild.plugins.perf.PerfPlugin object at 0x7f1ffafd9f50>),
 ('python_script', <guild.plugins.python_script.PythonScriptPlugin object at 0x7f1f484ed9d0>),
 ('skopt', <guild.plugins.skopt.SkoptPlugin object at 0x7f1ffafd9ed0>)]








Plugin instances

You can get the plugin instance using for_name:

>>> guild.plugin.for_name("gpu")
<guild.plugins.gpu.GPUPlugin object ...>





There is only ever one plugin instance for a given name:

>>> guild.plugin.for_name("gpu") is guild.plugin.for_name("gpu")
True
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Project API

The _test module provides a handy interface for working with a
project. While this is not yet released as a public API (as of 0.7) it
will likely at some point.

These tests exercise various project methods.

We’ll use the ‘simple’ sample project for our tests.

>>> project = Project(sample("projects", "simple"))






Running an operation

The project API supports two methods of running an operation:


	Run silently


	Run without capturing anything


	Run and capture a run object and the operation output




Run silently:

>>> project.run_quiet("simple")





Run without capture:

>>> project.run("simple")
x: 1.0
y: 2.0





Run with capture:

>>> run, out = project.run_capture("simple")

>>> run
<guild.run.Run '...'>

>>> print(out)
x: 1.0
y: 2.0








Listing runs

The list_runs() method returns a list of runs associated with the
project.

>>> runs = project.list_runs()

>>> len(runs)
3





As with the CLI, runs are sorted from newest to oldest:

 >>> runs[0].id == run.id
 True








Filtering runs

Runs can be listed using any of the available filters.

Let’s generate a run with a label:

>>> project.run_quiet("simple", label="hello")





And list runs matching that label:

>>> runs = project.list_runs(labels=["hello"])

>>> len(runs)
1
>>> runs[0].get("label")
'hello'





And runs that are unlabeled:

>>> len(project.list_runs(unlabeled=True))
0





Runs for various time ranges:

>>> len(project.list_runs(started="last 5 minutes"))
4

>>> len(project.list_runs(started="before 5 minutes ago"))
0





Providing an supported filter generates an error:

>>> project.list_runs(foo=123)
Traceback (most recent call last):
TypeError: runs_list() got an unexpected keyword argument 'foo'





Use a tag for a label.

>>> project.run_quiet("simple", tag="a_tag")

>>> runs = project.list_runs(labels=["a_tag"])

>>> len(runs)
1
>>> runs[0].get("label")
'a_tag x=1.0'








Printing runs

The project API supports a simple function for printing runs.

By default, the function prints the operation name for all runs:

>>> project.print_runs()
simple
simple
simple
simple
simple





You can alternatively specify a list of runs:

>>> runs = project.list_runs()
>>> project.print_runs(runs[:2])
simple
simple





The function supports a list of options for including additional
column. Each may be used separately or in a group as needed.

>>> project.print_runs(runs[:3], flags=True, labels=True, status=True)
simple  x=1.0  a_tag x=1.0  completed
simple  x=1.0  hello        completed
simple  x=1.0  x=1.0        completed








Deleting runs

Runs can be deleted using delete_runs().

Let’s delete the first run:

>>> run = runs[-1]
>>> exists(run.dir)
True

>>> project.delete_runs(runs=[run.id])
Deleted 1 run(s)

>>> exists(run.dir)
False





We can also delete using filters.

>>> project.delete_runs(labels=["hello"])
Deleted 1 run(s)

>>> project.print_runs(labels=True)
simple  a_tag x=1.0
simple  x=1.0
simple  x=1.0








Mark runs

Runs can be marked:

>>> run = project.list_runs()[0]
>>> print(run.get("marked"))
None

>>> project.mark(runs=[run.id])
Marked 1 run(s)

>>> run.get("marked")
True





And unmarked:

>>> project.mark(runs=[run.id], clear=True)
Unmarked 1 run(s)

>>> print(run.get("marked"))
None








Compare

Runs can be compared:

>>> project.compare()
[['run', 'operation', 'started', 'time', 'status', 'label', 'x', 'step', 'y'],
 ['...', 'simple', '...', '0:00:00', 'completed', 'x=1.0', 1.0, 0, 2.0],
 ['...', 'simple', '...', '0:00:00', 'completed', 'x=1.0', 1.0, 0, 2.0]]





With extra cols:

>>> project.compare(extra_cols=True)
[['run', 'operation', 'started', 'time', 'status', 'label', 'sourcecode', 'x', 'step', 'y'],
 ['...', 'simple', '...', '0:00:00', 'completed', 'x=1.0', '5e909f51', 1.0, 0, 2.0],
 ['...', 'simple', '...', '0:00:00', 'completed', 'x=1.0', '5e909f51', 1.0, 0, 2.0]]








Other functions

The project API is used extensively throughout these tests. To avoid
duplicating time consuming tests, we will not include additional tests
here. Refer to those other tests for further examples.
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Publishing Runs

The runs publish commands is used to publish runs. A published run
is the public interface to a run. It consists of:


	Run info as formatted files


	Template generated report


	Run files


	Run source code




We’ll use the publish sample project:

>>> project = Project(sample("projects/publish"))





First, let’s generate a run to publish:

>>> project.run("op")
x: 3
y: 1





Here are our runs:

>>> project.print_runs(flags=True, status=True)
op  a=1 b=2  completed





We’ll reference the run by its ID:

>>> run_id = project.list_runs()[0].id






Customized templates

Projects can define custom templates used in publishing. Templates are
used to generate reports for a published run. Guild supports a
flexible scheme that lets template authors selectively reuse and
override default template parts.

The tests below illustrate techniques that can be applied by custom
templates.


Extending default and redefining blocks (template t1)

Template t1 extends publish-default/README.md and redefines each
block in the default template.

>>> publish_dest = mkdtemp()

>>> project.publish(template="t1", dest=publish_dest)
Publishing [...] op... using ...
Refreshing runs index
Published runs using ...





The top-level files generated by publish:

>>> top_level_files = dir(publish_dest)





Sort to ensure consistent ordering:

>>> top_level_files.sort(key=lambda x:
...     ("\x00" + x) if x in (".guild-nocopy", "README.md") else x)

>>> top_level_files
['.guild-nocopy', 'README.md', '...']





The ... item above is the published run ID:

>>> top_level_files[2] == run_id
True





The README.md at the top level is the runs index:

>>> cat(path(publish_dest, "README.md"))
# Published runs

| ID | Operation | Started | Time | Status | Label |
| -- | --------- | ------- | ---- | ------ | ----- |
| [...](.../README.md) | op | ... UTC | ... | completed | a=1 b=2 |





The published run files:

>>> find(path(publish_dest, run_id))
README.md
flags.yml
output.txt
run.yml
runfiles.csv
scalars.csv
sourcecode.csv
sourcecode/op.py





These include the template README.md, run data files, and operation
source code (note that operation source code is defined by the
operation as just op.py).

Here’s the template-generated run report:

>>> cat(path(publish_dest, run_id, "README.md"))
Header

Title

Summary

Contents

Flags

Scalars

Files

Source Code

Output

Footer








New template with include (template t2)

Template t2 replaces the default entirely but includes the default
flags template published-default/_flags.md.

>>> publish_dest = mkdtemp()

>>> project.publish(template="t2", dest=publish_dest)
Publishing [...] op... using ...
Refreshing runs index
Published runs using ...

>>> dir(path(publish_dest, run_id))
['README.md',
 'flags.yml',
 'output.txt',
 'run.yml',
 'runfiles.csv',
 'scalars.csv',
 'some_other_file.md',
 'sourcecode',
 'sourcecode.csv']

>>> cat(path(publish_dest, run_id, "README.md"))
# Totally new report

Run: ...

## Flags (included)

| Name | Value |
| ---- | ----- |
| a | 1 |
| b | 2 |

[flags.yml](flags.yml)








Extend default with block def and redefined include (template t3)

Template t3 extends default and defines header and footer blocks. It
also redefines the _flags.md include.

>>> publish_dest = mkdtemp()

>>> project.publish(template="t3", dest=publish_dest)
Publishing [...] op... using ...
Refreshing runs index
Published runs using ...

>>> dir(path(publish_dest, run_id))
['README.md',
 'flags.yml',
 'output.txt',
 'run.yml',
 'runfiles.csv',
 'scalars.csv',
 'sourcecode',
 'sourcecode.csv']

>>> cat(path(publish_dest, run_id, "README.md")) 

Ze header

# op

| ID                   | Operation           | Started                  | Time                | Status           | Label                |
| --                   | ---------           | ---------                | ----                | ------           | -----                |
| ... | op | ... UTC | ... | completed | a=1 b=2 |

[run.yml](run.yml)

## Contents

- [Flags](#flags)
- [Scalars](#scalars)
- [Run Files](#run-files)
- [Source Code](#source-code)
- [Output](#output)

## Flags

Redef of flags

## Scalars

| Key | Step | Value |
| --- | ---- | ----- |
 | x | 0 | 3.0 |
 | y | 0 | 1.0 |

[scalars.csv](scalars.csv)

## Run Files

| Path | Type | Size | Modified | MD5 |
| ---- | ---- | ---- | -------- | --- |
| generated-1.txt | file | 5 | ... UTC | 8c8432c5523c8507a5ec3b1ae3ab364f |
| generated-2.txt | file | 9 | ... UTC | 7cbef5232b2e916eccc41d756d05035f |

[runfiles.csv](runfiles.csv)

## Source Code

| Path | Size | Modified | MD5 |
| ---- | ---- | -------- | --- |
| [op.py](sourcecode/op.py) | ... | ... UTC | ... |

[sourcecode.csv](sourcecode.csv)

## Output

```
x: 3
y: 1
```

[output.txt](output.txt)

Ze footer








Run files

Template just-files includes only the default run file template part
publish-default/_runfiles.md. We’ll use this template to show how
run file lists are rendered by the default template.

Let’s generate a run that includes a source link as well as generates
a new file (see op3 operation in sample project):

>>> project.run("op3")
Resolving file:src.txt dependency
x: 3
y: 1

>>> run_id = project.list_runs()[0].id





Publish using a just-files template (only prints the files table):

>>> publish_dest = mkdtemp()
>>> project.publish(["1"], template="just-files", dest=publish_dest)
Publishing [...] op3... using ...
Refreshing runs index
Published runs using ...





Here are the published files:

>>> find(path(publish_dest, run_id))
README.md
flags.yml
output.txt
run.yml
runfiles.csv
scalars.csv
sourcecode.csv
sourcecode/op.py





And the generated report:

>>> cat(path(publish_dest, run_id, "README.md"))
| Path | Type | Size | Modified | MD5 |
| ---- | ---- | ---- | -------- | --- |
| generated-1.txt | file | 5 | ... UTC | 8c8432c5523c8507a5ec3b1ae3ab364f |
| generated-2.txt | file | 9 | ... UTC | 7cbef5232b2e916eccc41d756d05035f |
| link.txt | file link | 6 | ... UTC | 09f7e02f1290be211da707a266f153b3 |

[runfiles.csv](runfiles.csv)





Note that the file type for link.txt is a file link. Note also that
neither of the run files contain hyperlinks to their sources. That’s
because the published run doesn’t contain either run file.


Include files

Let’s publish again using the files flag, which tells Guild to
publish files associated with the run:

>>> project.publish(["1"],
...   template="just-files",
...   dest=publish_dest,
...   files=True)
Publishing [...] op3... using ...
Refreshing runs index
Published runs using ...





This time the published run contains generated-1.txt:

>>> find(path(publish_dest, run_id))
README.md
flags.yml
output.txt
run.yml
runfiles.csv
runfiles/generated-1.txt
scalars.csv
sourcecode.csv
sourcecode/op.py





And the report contains the applicable hyperlink:

>>> cat(path(publish_dest, run_id, "README.md"))
| Path | Type | Size | Modified | MD5 |
| ---- | ---- | ---- | -------- | --- |
| [generated-1.txt](runfiles/generated-1.txt) | file | 5 | ... UTC | 8c8432c5523c8507a5ec3b1ae3ab364f |
| generated-2.txt | file | 9 | ... UTC | 7cbef5232b2e916eccc41d756d05035f |
| link.txt | file link | 6 | ... UTC | 09f7e02f1290be211da707a266f153b3 |

[runfiles.csv](runfiles.csv)





Note that the published run does not contain generated-2.txt. This
is because op3 specifies that *.txt be excluded from a published
files. Project authors can use this facility to control which files
are published and which are not.




Include all files

We can force all files to be published, including those that would
otherwise be excluded by an operation, by publishing with the
all_files flag:

>>> project.publish(["1"],
...   template="just-files",
...   dest=publish_dest,
...   all_files=True)
Publishing [...] op3... using ...
Refreshing runs index
Published runs using ...





The published run now contains both generated files:

>>> find(path(publish_dest, run_id))
README.md
flags.yml
output.txt
run.yml
runfiles.csv
runfiles/generated-1.txt
runfiles/generated-2.txt
scalars.csv
sourcecode.csv
sourcecode/op.py





And the report contains the applicable hyperlinks:

>>> cat(path(publish_dest, run_id, "README.md"))
| Path | Type | Size | Modified | MD5 |
| ---- | ---- | ---- | -------- | --- |
| [generated-1.txt](runfiles/generated-1.txt) | file | 5 | ... UTC | 8c8432c5523c8507a5ec3b1ae3ab364f |
| [generated-2.txt](runfiles/generated-2.txt) | file | 9 | ... UTC | 7cbef5232b2e916eccc41d756d05035f |
| link.txt | file link | 6 | ... UTC | 09f7e02f1290be211da707a266f153b3 |

[runfiles.csv](runfiles.csv)





Note that link.txt is still not included in the published run
files. This is because Guild does not publish links by default. To
publish links, we must included the include_links flag.




Include links

Publish including links:

>>> project.publish(["1"],
...   template="just-files",
...   dest=publish_dest,
...   include_links=True)
Publishing [...] op3... using ...
Refreshing runs index
Published runs using ...





The files now contain link.txt as well as generated-1.txt:

>>> find(path(publish_dest, run_id))
README.md
flags.yml
output.txt
run.yml
runfiles.csv
runfiles/generated-1.txt
runfiles/link.txt
scalars.csv
sourcecode.csv
sourcecode/op.py





And the generated report contains the applicable links:

>>> cat(path(publish_dest, run_id, "README.md"))
| Path | Type | Size | Modified | MD5 |
| ---- | ---- | ---- | -------- | --- |
| [generated-1.txt](runfiles/generated-1.txt) | file | 5 | ... UTC | 8c8432c5523c8507a5ec3b1ae3ab364f |
| generated-2.txt | file | 9 | ... UTC | 7cbef5232b2e916eccc41d756d05035f |
| [link.txt](runfiles/link.txt) | file link | 6 | ... UTC | 09f7e02f1290be211da707a266f153b3 |

[runfiles.csv](runfiles.csv)





The use of include_links implies files flag. We can force all
files, including links, to be published by specifying both
include_link and all_files flags:




All files and links

Publish all files and links:

>>> project.publish(["1"],
...   template="just-files",
...   dest=publish_dest,
...   all_files=True,
...   include_links=True)
Publishing [...] op3... using ...
Refreshing runs index
Published runs using ...





Now all files are published:

>>> find(path(publish_dest, run_id))
README.md
flags.yml
output.txt
run.yml
runfiles.csv
runfiles/generated-1.txt
runfiles/generated-2.txt
runfiles/link.txt
scalars.csv
sourcecode.csv
sourcecode/op.py





And each file has a hyperlink in the generated report:

>>> cat(path(publish_dest, run_id, "README.md"))
| Path | Type | Size | Modified | MD5 |
| ---- | ---- | ---- | -------- | --- |
| [generated-1.txt](runfiles/generated-1.txt) | file | 5 | ... UTC | 8c8432c5523c8507a5ec3b1ae3ab364f |
| [generated-2.txt](runfiles/generated-2.txt) | file | 9 | ... UTC | 7cbef5232b2e916eccc41d756d05035f |
| [link.txt](runfiles/link.txt) | file link | 6 | ... UTC | 09f7e02f1290be211da707a266f153b3 |

[runfiles.csv](runfiles.csv)








Missing link targets

NOTE: This test modifies the run directory for run_id.

If the link target is missing (e.g. it was deleted), the table shows
that it’s missing.

To illustrate, we’ll modify the run link to reference a non-existing
file:

>>> link_path = path(project.guild_home, "runs", run_id, "link.txt")
>>> os.remove(link_path)
>>> os.symlink(path(project.cwd, "not-existing"), link_path)





Let’s publish:

>>> project.publish(["1"], template="just-files", dest=publish_dest)
Publishing [...] op3... using ...
Refreshing runs index
Published runs using ...





The generated report contains the link reference, but does not contain
target file details:

>>> cat(path(publish_dest, run_id, "README.md"))
| Path | Type | Size | Modified | MD5 |
| ---- | ---- | ---- | -------- | --- |
| generated-1.txt | file | 5 | ... UTC | 8c8432c5523c8507a5ec3b1ae3ab364f |
| generated-2.txt | file | 9 | ... UTC | 7cbef5232b2e916eccc41d756d05035f |
| link.txt | link |  |  |  |

[runfiles.csv](runfiles.csv)

>>> publish_dest = mkdtemp()












Custom runs index

We can specify an alternative index template with index_template.

Here’s a new publish dir:

>>> publish_dest = mkdtemp()





Publish the runs:

>>> project.publish(
...     template="t1",
...     index_template="index-t1",
...     dest=publish_dest)
Publishing [...] op3... using ...K
Publishing [...] op... using ...K
Refreshing runs index
Published runs using ...K





And the custom index:

>>> cat(path(publish_dest, "README.md"))
A custom runs index!

- [...](.../README.md) - op3
- [...](.../README.md) - op





You can specify the template as a file as well:

>>> project.publish(
...     refresh_index=True,
...     index_template="index-t2/TEMPLATE.md",
...     dest=publish_dest)
Refreshing runs index in ...
Published runs using ...K





The updated index:

>>> cat(path(publish_dest, "README.md"))
Yet another index:

- [...](.../README.md) - op3
- [...](.../README.md) - op
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Publish Templates

Guild uses templates when publishing runs. A template consist of
rendered files and supporting files. Templates provided by Guild are
defined in guild/templates. We use sample templates defined in
guild/tests/samples/templates in these tests.

Published runs also consist of generated Guild data files, run source
code, and run files. For detail on publishing runs, see the
publish-runs tests.

Template support is provided by guild.publish.

>>> from guild import publish






Simple template

Here’s a simple template:

>>> simple = sample("templates/simple")

>>> dir(simple)
['README.md',
 '_footer.md',
 '_footer_header.html',
 '_header.md',
 'a',
 'b',
 'hello.png']





Files starting with “_” are supporting files that are included by
templates and are not written when the template is generated.

Let’s create a template:

>>> simple_template = publish.Template(simple)





We can see which files are generated by a template using its files
attribute:

>>> simple_template.files
['README.md', 'a/A.md', 'b/B.html', 'hello.png']





Note that files starting with “_” are not generated.

Let’s create a directory to contain the generated files:

>>> dest = mkdtemp()





We generate the files by calling the generate() method with a
destination (our temp directory created above) and variables used by
the template:

>>> simple_template.generate(dest, {"a_msg": "whoop"})





Here are the generated files in our temp directory:

>>> find(dest)
README.md
a/A.md
b/B.html
hello.png





README.md:

>>> cat(path(dest, "README.md")) 
# Report

This is a fancy report!

Hello: ![](hello.png)

[a](a/A.md)

[b](b/B.html)

<hr>

The end.





a/A.md:

>>> cat(path(dest, "a/A.md"))
This is A!

A footer says: whoop





b/B.html:

>>> cat(path(dest, "b/B.html"))
<p>This is B!</p>








Sample Run Report

The sample template run-report generates a table of run attributes.

The template uses an env filter, which is not provided by
default. When we attempt to load the template, we get an error.

>>> run_report = publish.Template(sample("templates/run-report"))
Traceback (most recent call last):
TemplateError: .../samples/templates/run-report/README.md:22:
no filter named 'env'





To load the template, we must provide the env filter. Filters are
functions that accepts one or more arguments, the first of which is
the value the filter is applied to. Here’s the env filter:

>>> def env(run):
...   env = run["_run"].get("env", {})
...   return "\n".join([
...     "%s: %s" % (name, val)
...     for name, val in sorted(env.items())
...   ])





Let’s load the template, providing the required filter:

>>> run_report = publish.Template(
...   sample("templates/run-report"),
...   filters={"env": env})





To generate the report, we need a run. We’ll use one of the sample
runs.

>>> from guild import run as runlib
>>> run = runlib.for_dir(
...   sample("runs", "360192fdf9b74f2fad5f514e9f2fdadb"))

>>> from guild import run_util
>>> formatted_run = run_util.format_run(run)





formatted_run contains formatted run attributes along with the
original original run as _run:

>>> formatted_run["_run"] is run
True





Here’s a new target directory:

>>> dest = mkdtemp()





Let’s generate the template:

>>> run_report.generate(dest, {"run": formatted_run})





The report generates one file, README.md:

>>> find(dest)
README.md





Here’s the README.md:

>>> cat(path(dest, "README.md")) 
# Run Report

## Attributes

| Attribute   | Value                 |
| ---------   | -----                 |
| ID          | 360192fdf9b74f2fad5f514e9f2fdadb          |
| Directory   |          |
| Model       | mnist       |
| Operation   | mnist:train   |
| Package     |          |
| Status      | pending      |
| Marked      | no      |
| Started     | ...     |
| Stopped     |      |
| Command     |      |
| Exit Status |  |

## Environment

```
BAR: abc
FOO: 123
```








Default Run Template

The publish command uses guild.publish facilities as show above via
the function publish_run(). By default, publish_run() uses Guild’s
default template, which is located in
guild/templates/publish-default.

Let’s illustrate by publishing our sample run to a new directory:

>>> dest = mkdtemp()





And call publish_run():

>>> publish.publish_run(run, dest)





Here are the generated files:

>>> find(dest)
.guild-nocopy
360192fdf9b74f2fad5f514e9f2fdadb/README.md
360192fdf9b74f2fad5f514e9f2fdadb/flags.yml
360192fdf9b74f2fad5f514e9f2fdadb/run.yml
360192fdf9b74f2fad5f514e9f2fdadb/runfiles.csv
360192fdf9b74f2fad5f514e9f2fdadb/scalars.csv
360192fdf9b74f2fad5f514e9f2fdadb/sourcecode.csv





The publish facility generates a number of run related files (ending
in .yml, .csv, and .txt) that represent the public data for a
run.

Note that env is not published. This is to avoid accidentally
publishing secrets, which are often provided via the environment.

Here’s the generated template:

>>> cat(path(dest, "360192fdf9b74f2fad5f514e9f2fdadb/README.md")) 
[Published runs](../README.md)

# mnist:train

| ID                   | Operation           | Started                  | Time                | Status           | Label                |
| --                   | ---------           | ---------                | ----                | ------           | -----                |
| 360192fd | mnist:train | 2017&#8209;09&#8209;30 16:53:05 UTC | &nbsp; | pending | &nbsp; |

[run.yml](run.yml)

## Contents

- [Flags](#flags)
- [Scalars](#scalars)
- [Run Files](#run-files)
- [Source Code](#source-code)
- [Output](#output)

## Flags

There are no flags for this run.

## Scalars

There are no scalars for this run.

## Run Files

There are no files for this run.

## Source Code

There are no source code files for this run.

## Output

```
```

[output.txt](output.txt)
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Plugin Python utils

The module guild.python_util provides tools when working with Python
scripts and modules.

>>> from guild import python_util






Enumerating Python scripts

Some plugins can enumerate models in a location. To assist with this,
python utils provides scripts_for_location.

>>> scripts = python_util.scripts_for_dir(
...   sample("scripts"), exclude=["*/__init__.py"])





Let’s sort by name:

>>> scripts.sort(key=lambda x: x.name)





The scripts:

>>> [script.name for script in scripts]
['flag_imports', 'hello', 'mnist_mlp', 'sample_run']








Script properties

Scripts can be inspected for various declarations. Let’s example the
‘mnist_mlp’ script:

>>> mnist_mlp = scripts[2]
>>> mnist_mlp.name
'mnist_mlp'





The script source can be read using the src attribute:

>>> mnist_mlp.src
'.../samples/scripts/mnist_mlp.py'





A script name is the base name (without extension) of the script
source:

>>> mnist_mlp.name
'mnist_mlp'





We can enumerate various script declarations.

Imports:

>>> mnist_mlp.imports
['__future__',
 'print_function',
 'keras',
 'keras.datasets',
 'mnist',
 'keras.models',
 'Sequential',
 'keras.layers',
 'Dense',
 'Dropout',
 'keras.optimizers',
 'RMSprop']





Calls:

>>> pprint([call.name for call in mnist_mlp.calls])
['load_data',
 'reshape',
 'reshape',
 'astype',
 'astype',
 'print',
 'print',
 'to_categorical',
 'to_categorical',
 'Sequential',
 'add',
 'add',
 'add',
 'add',
 'add',
 'summary',
 'compile',
 'fit',
 'evaluate',
 'print',
 'print',
 'Dense',
 'Dropout',
 'Dense',
 'Dropout',
 'Dense',
 'RMSprop',
 'TensorBoard']





Params:

>>> pprint(mnist_mlp.params)
{'batch_size': 128, 'epochs': 20, 'num_classes': 10}

>>> flag_imports = scripts[0]
>>> flag_imports.name
'flag_imports'

>>> pprint(flag_imports.params)
{'b': True, 'f': 1.0, 'i': 1, 'ii': 2, 's': 'hello'}








Sorting script objects

Script objects returned by python_util can be sorted according to
their path.

>>> [script.src for script in sorted([
...   python_util.Script("c"),
...   python_util.Script("a"),
...   python_util.Script("d"),
...   python_util.Script("b"),
... ])]
['a', 'b', 'c', 'd']








Wrapping methods

Plugins routinely patch the environment to perform additional
actions. One such patch is to listen for method calls on various
classes. The listen_method function can be used to reveive
notification when a method is called.

Let’s create a class with a method that prints a message:

>>> class Hello(object):
...   def say(self, msg):
...     print(msg)





Let’s patch say:

>>> def wrap_say(say, msg):
...   say("I've wrapped '%s'" % msg)
>>> python_util.listen_method(Hello, "say", wrap_say)





When we call hello on an object:

>>> hello = Hello()
>>> hello.say("Hello Guild!")
I've wrapped 'Hello Guild!'
Hello Guild!





The arg say is the original wrapped function, which can be called by
the wrapping function.

We can wrap a method multiple times. In this case we’ll wrap using an
instance method:

>>> class Wrapper(object):
...   def __init__(self, cls, method_name):
...     python_util.listen_method(cls, method_name, self.wrap_say)
...
...   def wrap_say(self, say, msg):
...     say("I've also wrapped '%s'" % msg)

>>> wrapper = Wrapper(Hello, "say")
>>> hello.say("Hello again!")
I've wrapped 'Hello again!'
I've also wrapped 'Hello again!'
Hello again!





A wrapper can circumvent the call to the original method and return
its own value by raising python_util.Result:

>>> def wrap_and_prevent(say, msg):
...   say("I've wrapped '%s' and prevented the original call!" % msg)
...   raise python_util.Result(None)
>>> python_util.listen_method(Hello, "say", wrap_and_prevent)
>>> hello.say("Hello once more!")
I've wrapped 'Hello once more!'
I've also wrapped 'Hello once more!'
I've wrapped 'Hello once more!' and prevented the original call!





Any errors generated by a wrapper as passed through. Let’s illustrate
by creating a wrapper that generates an error:

>>> def wrap_error(say, msg):
...    1 / 0





Let’s add this function and call say:

>>> python_util.listen_method(Hello, "say", wrap_error)
>>> hello.say("And again!")
Traceback (most recent call last):
ZeroDivisionError: ...





We can remove wrappers using remove_method_listener:

>>> python_util.remove_method_listener(hello.say, wrap_and_prevent)
>>> python_util.remove_method_listener(hello.say, wrap_error)

>>> hello.say("Again, once more!")
I've wrapped 'Again, once more!'
I've also wrapped 'Again, once more!'
Again, once more!





Finally, we can remove all listeners on a method:

>>> python_util.remove_method_listeners(hello.say)
>>> hello.say("Hello, without listeners!")
Hello, without listeners!





In our final example, we’ll replace a method that increments a value
with a new function.

Here’s our class and method:

>>> class Calc(object):
...   def incr(self, x):
...     return x + 1





And our class and method in action:

>>> calc = Calc()
>>> calc.incr(1)
2





Here’s a function that supports a second argument, which specifies the
amount to increment by. Note we return a result by raising
python_util.Result (as in the previous example). Note we don’t use
the original method (represented by the _incr argument) because
we’re replacing it altogether.

>>> def incr2(_incr, x, incr_by=1):
...   raise python_util.Result(x + incr_by)





We wrap the original:

>>> python_util.listen_method(Calc, "incr", incr2)





And here’s our new behavior:

>>> calc.incr(1)
2
>>> calc.incr(1, 2)
3





Let’s unwrap and confirm that we no longer have access to the new
function:

>>> python_util.remove_method_listener(Calc.incr, incr2)
>>> calc.incr(1)
2
>>> calc.incr(1, 2)
Traceback (most recent call last):
TypeError: incr() takes ...





What happens when we add two listeners that both provide results? The
behavior is as follows:


	All listeners are notified, regardless of whether any have raised
Result exceptions


	The last raised Result is returned as the result of the method call




Here are two listeners, both of which provide results:

>>> def incr_by_2(_incr, x):
...    print("incr_by_2 called")
...    raise python_util.Result(x + 2)

>>> def incr_by_3(_incr, x):
...    print("incr_by_3 called")
...    raise python_util.Result(x + 3)





Let’s add both as listeners:

>>> python_util.listen_method(Calc, "incr", incr_by_2)
>>> python_util.listen_method(Calc, "incr", incr_by_3)





And test our method:

>>> calc.incr(1)
incr_by_2 called
incr_by_3 called
4





Here we see that both listeners were called, but result is returned
from the last to provide a result.

Let re-order our listeners to confirm:

>>> python_util.remove_method_listeners(Calc.incr)
>>> python_util.listen_method(Calc, "incr", incr_by_3)
>>> python_util.listen_method(Calc, "incr", incr_by_2)

>>> calc.incr(1)
incr_by_3 called
incr_by_2 called
3








Wrapping functions

Python util supports wrapping module functions as well as class
method.

Let’s dynamically create a module for our tests:

>>> import imp
>>> howdy = imp.new_module("howdy")
>>> howdy_def = """
... def say(msg):
...   print(msg)
... """
>>> exec(howdy_def, howdy.__dict__)
>>> import sys
>>> sys.modules["howdy"] = howdy





Here’s our function in action:

>>> from howdy import say
>>> say("Howdy!")
Howdy!





We can wrap using a listener:

>>> def say_again(say0, msg):
...   print(msg)

>>> python_util.listen_function(howdy, "say", say_again)





Our current function remains unmodified:

>>> say("Hi!")
Hi!





To get our wrapper version we need to reimport the function.

>>> from howdy import say
>>> say("Hi!")
Hi!
Hi!





We can use multiple listeners.

>>> python_util.listen_function(howdy, "say", say_again)
>>> from howdy import say
>>> say("Yo!")
Yo!
Yo!
Yo!





To remove a listener, we use remove_function_listener:

>>> python_util.remove_function_listener(say, say_again)
>>> from howdy import say
>>> say("What up?")
What up?
What up?





And to remove all listeners as use remove_function_listeners:

>>> python_util.remove_function_listeners(say)
>>> from howdy import say
>>> say("How goes?")
How goes?





A listener can circumvent a call to the wrapped function by raising a
Result.

>>> def say_instead(_say0, msg):
...    print("I'm saying '%s' now!" % msg)
...    raise python_util.Result(None)
>>> python_util.listen_function(howdy, "say", say_instead)
>>> from howdy import say
>>> howdy.say("Yop")
I'm saying 'Yop' now!





Additional listeners still get notified.

>>> python_util.listen_function(howdy, "say", say_again)





In this final test we’ll just call the function directoy from our
module without reimporting it.

>>> howdy.say("Bye!")
I'm saying 'Bye!' now!
Bye!








Python module names

>>> python_util.safe_module_name("hello")
'hello'

>>> python_util.safe_module_name("hello-there")
'hello_there'

>>> python_util.safe_module_name("train.py")
'train'








Executing scripts

exec_script is used to execute Python scripts. Scripts are specified
as file names with an optional global dict and module
name. exec_script returns the script globals dict used when
executing the script, which contains __package__, __name__, and
__file__ items.

Here’s a helper to execute a sample script:

>>> def exec_sample(name, *args, **kw):
...     script = sample("scripts", name)
...     globals = python_util.exec_script(script, *args, **kw)
...     assert globals["__file__"] == script, (globals, script)
...     print((globals["__package__"], globals["__name__"]))

>>> from guild.python_util import exec_script





Simple hello script:

>>> exec_sample("hello.py")
hello
('', '__main__')

>>> exec_sample("hello.py", {"msg": "hola"})
hola
('', '__main__')





Script in a package:

>>> exec_sample("pkg/hello.py")
hi from pkg
('', '__main__')





If a module attempts to import a package-relative module, it fails
unless an explicit package is specified:

>>> try:
...     exec_sample("pkg/hello2.py")
... except Exception as e:
...     "relative import" in str(e), e
(True, ...)





We can specify a package using mod_name to provide a
package-qualified module name. However, this fails unless the package
is in the system path.

>>> try:
...     exec_sample("pkg/hello2.py", mod_name="pkg.hello2")
... except Exception as e:
...     "No module named" in str(e), e
(True, ...)





When we specified the package and also make the package available, we
can execute the script.

>>> with SysPath(prepend=[sample("scripts")]):
...     exec_sample("pkg/hello2.py", mod_name="pkg.hello2")
hi from pkg
('pkg', 'hello2')
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Query parser

Parsing support is provided by guild.query.qparse:

>>> from guild.query import qparse





A parser and parse function:

>>> parser = qparse.parser()
>>> p = parser.parse






Selecting scalars

By default, selected columns are considered to be scalars:

>>> p("select loss")
<guild.query.Select ['scalar:loss']>





They can alternatively be explicitly prefixed:

>>> p("select scalar:loss")
<guild.query.Select ['scalar:loss']>





Here’s a list of scalars:

>>> p("select loss, train_acc, val_acc")
<guild.query.Select
  ['scalar:loss',
   'scalar:train_acc',
   'scalar:val_acc']>





A scalar may contain a qualifier (min, max, first, or last):

>>> p("select min loss")
<guild.query.Select ['scalar:min loss']>

>>> p("select max loss")
<guild.query.Select ['scalar:max loss']>

>>> p("select first loss")
<guild.query.Select ['scalar:first loss']>

>>> p("select last loss")
<guild.query.Select ['scalar:last loss']>

>>> p("select avg gpu")
<guild.query.Select ['scalar:avg gpu']>

>>> p("select total hits")
<guild.query.Select ['scalar:total hits']>

>>> p("select count loss")
<guild.query.Select ['scalar:count loss']>





A scalar step may be specified by adding ‘step’ after the scalar:

>>> p("select loss step")
<guild.query.Select ['scalar:loss step']>





Here’s a select query that summarizes a run in terms of loss and
accuracy:

>>> p("""
...   select min loss,
...          min loss step,
...          max acc,
...          max acc step,
...          last loss step
... """)
<guild.query.Select
  ['scalar:min loss',
   'scalar:min loss step',
   'scalar:max acc',
   'scalar:max acc step',
   'scalar:last loss step']>





Wildcards may be specified to match multiple scalar keys:

>>> p("select losses/.+")
<guild.query.Select ['scalar:losses/.+']>






Selecting attributes

Run attributes must be prefixed with a dot (‘.’) or with the full
prefix ‘attr:’.

>>> p("select .id")
<guild.query.Select ['attr:id']>

>>> p("select attr:id")
<guild.query.Select ['attr:id']>





A list of selected attributes:

>>> p("select .id, .started, .stopped, .time")
<guild.query.Select
  ['attr:id',
   'attr:started',
   'attr:stopped',
   'attr:time']>








Selecting flags

Flags may be selected by either using an equals size (‘=’):

>>> p("select =learning-rate, =batch-size")
<guild.query.Select ['flag:learning-rate', 'flag:batch-size']>





or by explicitly using the ‘flag:’ prefix:

>>> p("select flag:learning-rate, flag:batch-size")
<guild.query.Select ['flag:learning-rate', 'flag:batch-size']>








Specifying column names

Any column may be named using ‘AS NAME’ syntax.

>>> p("select last loss step as steps")
<guild.query.Select ['scalar:last loss step as steps']>





Other examples:

>>> p("select =learning-rate as 'Learning Rate'")
<guild.query.Select ["flag:learning-rate as 'Learning Rate'"]>

>>> p("select .id, =batch-size, train/losses/total_loss as loss")
<guild.query.Select
  ['attr:id',
   'flag:batch-size',
   'scalar:train/losses/total_loss as loss']>








Edge cases and errors

Quoting:

>>> p("select 'loss'")
<guild.query.Select ['scalar:loss']>

>>> p("select 'foo bar baz'")
<guild.query.Select ['scalar:foo bar baz']>





Strange but legal regex:

>>> p("select 'losses/[^ ,]', acc")
<guild.query.Select ['scalar:losses/[^ ,]', 'scalar:acc']>





Any quoted column spec is treated as a scalar:

>>> p("select 'flag:batch-size'")
<guild.query.Select ['scalar:flag:batch-size']>





Empty query string:

>>> p("")
Traceback (most recent call last):
ParseError: query string cannot be empty





Unsupported syntax:

>>> p("insert into flags")
Traceback (most recent call last):
ParseError: unexpected token 'insert', line 1, pos 0





Unsupported col type:

>>> p("select flags:foo")
<guild.query.Select ['scalar:flags:foo']>





NOTE: This message is far from ideal. Our parser should balk at the
invalid prefix. There is an ordering problem with the parser.

Unsupported scalar qualifier:

>>> p("select minn loss")
Traceback (most recent call last):
ParseError: unexpected token 'loss', line 1, pos 12





Using a scalar qualifiers as a name (don’t need to quote):

>>> p("select min loss as min")
<guild.query.Select ['scalar:min loss as min']>

>>> p("select min loss step as step")
<guild.query.Select ['scalar:min loss step as step']>
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Remotes

These tests demonstrate Guild’s remote functionality as implemented by
guild.remote:

>>> import guild.remote





Guild supports a remote interface as defined by the class
guild.remote.Remote.

Remotes are instantiated using guild.remote.for_name by proving the
name of a remote defined in user config.

By default, user config is defined in ~/.guild/config.yml. We can
provide an explicit config in a call to for_name.

Here’s a sample user config with a ssh remote definition:

>>> user_config = {
...   "remotes": {
...     "ssh": {
...       "type": "ssh",
...       "host": "localhost",
...     }
...   }
... }





Let’s create a remote for ssh using the config:

>>> with UserConfig(user_config):
...     remote = guild.remote.for_name("ssh")

>>> remote.name
'ssh'

>>> remote
<guild.remotes.ssh.SSHRemote object ...>





The various methods of remote are used to implement Guild commands
on the remote target.

Here are the commands that support the remote param:

>>> from guild.commands import main
>>> for _, cmd in sorted(main.main.commands.items()):
...     for param in cmd.params:
...         if param.name == "remote":
...             print(cmd.name)
...             break
cat
check
diff
label
ls
pull
push
run
runs
stop
watch






ssh configuration

The ssh remote supports a number of configuration attributes. These
tests highlight some of the important nuances.

Helper function to return a remote for ssh config:

>>> def ssh_remote(attrs, include_host=True):
...     ssh_config = {
...         "type": "ssh"
...     }
...     ssh_config.update(attrs)
...     if include_host and "host" not in attrs:
...         ssh_config["host"] = "a_host"
...     config = {
...         "remotes": {
...             "ssh": ssh_config
...         }
...     }
...     with UserConfig(config):
...         return guild.remote.for_name("ssh")






Required ssh attrs

Host is required:

>>> ssh_remote({}, include_host=False)
Traceback (most recent call last):
MissingRequiredConfig: host

>>> ssh = ssh_remote({"host": "foo"})
>>> ssh.host
'foo'








venv path

A virtual environment may be specified using either venv-path or
guild-env, which are synonymous.

>>> ssh = ssh_remote({
...     "venv-path": "foo"
... })

>>> ssh.venv_path
'foo'

>>> ssh = ssh_remote({
...     "guild-env": "foo"
... })

>>> ssh.venv_path
'foo'








conda env

A Conda env may be specified as a path or as a name.

If specified as a path, it is used as specified.

>>> ssh = ssh_remote({
...     "conda-env": "foo/bar"
... })

>>> ssh.conda_env
'foo/bar'





If specified as a name, then guild-path must also be specified.

>>> ssh = ssh_remote({
...     "conda-env": "foo"
... })
Traceback (most recent call last):
ConfigError: cannot determine Guild home from conda-env 'foo' - specify
a path for conda-env or specify guild-home

>>> ssh = ssh_remote({
...     "conda-env": "foo",
...     "guild-home": "bar"
... })

>>> ssh.conda_env
'foo'








Guild home

Guild home is .guild by default.

>>> ssh = ssh_remote({})

>>> ssh.guild_home
'.guild'





Guild home may be specified using guild-home.

>>> ssh = ssh_remote({
...     "guild-home": "foo"
... })

>>> ssh.guild_home
'foo'





If venv-path or guild-env is specified, and guild-home is not
specified, Guild home is derrived from the venv path.

>>> ssh = ssh_remote({
...     "venv-path": "foo"
... })

>>> ssh.guild_home
'foo/.guild'

>>> ssh = ssh_remote({
...     "guild-env": "foo"
... })

>>> ssh.guild_home
'foo/.guild'

>>> ssh = ssh_remote({
...     "guild-env": "foo",
...     "guild-home": "bar"
... })

>>> ssh.guild_home
'bar'





If conda-env is specified and guild-home is not specified, Guild
home is derrived from conda-env.

>>> ssh = ssh_remote({
...     "conda-env": "foo/bar"
... })

>>> ssh.guild_home
'foo/bar/.guild'





Note, as shown above, an error is raised if conda-env is not a path
with guild-home is not specified.

>>> ssh_remote({
...     "conda-env": "bar"
... })
Traceback (most recent call last):
ConfigError: cannot determine Guild home from conda-env 'bar' - specify
a path for conda-env or specify guild-home

>>> ssh = ssh_remote({
...     "conda-env": "bar",
...     "guild-home": "foo"
... })

>>> ssh.guild_home
'foo'
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Resource flag refs

The tests below run code defined in the resource-flag-refs project.

>>> project = Project(sample("projects", "resource-flag-refs"))





Default resource resolution:

>>> run = project.run("op1")
Resolving file dependency

>>> project.ls(run)
['foo-file.txt']





Use flag to specify a file via a resource ref:

>>> run = project.run("op1", flags={"filename": "bar"})
Resolving file dependency

>>> project.ls(run)
['bar-file.txt']





Flag that can’t be resolved to a file:

>>> run = project.run("op1", flags={"filename": "baz"})
Resolving file dependency
guild: run failed because a dependency was not met: could not resolve
'file:baz-file.txt' in file resource: cannot find source file
baz-file.txt
<exit 1>





Op with a reference to a missing flag:

>>> project.run("op2")
guild: invalid definition for operation 'op2': invalid flag reference
'file' in dependency 'undefined'
<exit 1>





We can force the flag however.

>>> run = project.run("op2",
...                   flags={"undefined": "foo-file.txt"},
...                   force_flags=True)
Resolving file dependency

>>> project.ls(run)
['foo-file.txt']





The op3 uses a flag ref in a rename.

>>> run = project.run("op3")
Resolving file:foo-file.txt dependency

>>> project.ls(run)
['baz.txt']





Specifying the value for the renamed file.

>>> run = project.run("op3", flags={"name": "bam"})
Resolving file:foo-file.txt dependency

>>> project.ls(run)
['bam.txt']





op4 and op5 contain undefined flag ref in rename specs.

>>> project.run("op4")
guild: invalid definition for operation 'op4': invalid flag
reference 'file:foo-file.txt' in dependency 'undefined'
<exit 1>

>>> project.run("op5")
guild: invalid definition for operation 'op5': invalid flag
reference 'file:foo-file.txt' in dependency 'undefined'
<exit 1>
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Resource flags

>>> project = Project(sample("projects", "resource-flags"))





Guild file reference:

>>> cat(path(project.cwd, "guild.yml"))  
- operations:
    flag:
      main: guild.pass hello flag
      flags-dest: args
      flags:
        foo: 123

    resource:
      main: guild.pass hello resource
      flags-dest: args
      requires:
        - file: foo.txt
          flag-name: foo

    flag-and-resource:
      main: guild.pass hello flag-and-resource
      flags-dest: args
      flags:
        foo: 123
      requires:
        - file: foo.txt
          flag-name: foo

    requires-flag:
      main: guild.pass hello requires-flag
      flags-dest: args
      requires:
        - operation: flag

    requires-flag-2:
      main: guild.pass hello requires-flag-2
      flags-dest: args
      flags:
        flag: null
      requires:
        - operation: flag

    requires-flag-3:
      main: guild.pass hello requires-flag-3
      flags-dest: args
      requires:
        - operation: flag
          name: foo

    requires-flag-4:
      main: guild.pass hello requires-flag-4
      flags-dest: args
      flags:
        foo:
          default: invalid
          arg-name: FOO
      requires:
        - operation: flag
          name: foo





Operation defined with only foo flag:

>>> project.run("flag")
hello flag --foo 123





Operation defined with only foo resource:

>>> project.run("resource")
Resolving foo dependency
hello resource





Run files:

>>> project.ls()
['foo.txt']





We can use the resource flag name to specify a different resoure
source.

>>> project.run("resource", flags={"foo": "bar.txt"})
Resolving foo dependency
Using bar.txt for foo resource
hello resource --foo bar.txt

>>> project.ls()
['bar.txt']





Operation defined with both flag and resource named foo:

>>> project.run("flag-and-resource")
Resolving foo dependency
guild: run failed because a dependency was not met: could not
resolve 'file:foo.txt' in foo resource: .../resource-flags/123
does not exist
<exit 1>





Note that the flag default 123 took precedence over the resource
default. We can set the flag howerver.

>>> project.run("flag-and-resource", flags={"foo": "foo.txt"})
Resolving foo dependency
Using foo.txt for foo resource
hello flag-and-resource --foo foo.txt

>>> project.ls()
['foo.txt']





Operation that requires a flag run:

>>> project.run("requires-flag")
Resolving flag dependency
Using output from run ... for flag resource
hello requires-flag





Note that the flag argument was not included.

We can use the flag flag name to specify a different run. In this
case we’ll specify an invalid run ID.

>>> project.run("requires-flag", flags={"flag": "invalid"})
WARNING: cannot find a suitable run for required resource 'flag'
Resolving flag dependency
guild: run failed because a dependency was not met: could not resolve
'operation:flag' in flag resource: no suitable run for flag
<exit 1>





The operation requires-flag-2 defines a flag named flag, which is
the same as the resource name. In this case, the flag assumes the role
of the interface to the resource run ID.

>>> project.run("requires-flag-2")
Resolving flag dependency
Using output from run ... for flag resource
hello requires-flag-2 --flag ...





Note in this case the flag is included in the args because it’s
defined as a flag.

requires-flag-3 is like requires-flag but redefined the flag name
used for the resource.

>>> project.run("requires-flag-3")
Resolving foo dependency
Using output from run ... for foo resource
hello requires-flag-3

>>> project.run("requires-flag-3", flags={"foo": "invalid"})
WARNING: cannot find a suitable run for required resource 'foo'
Resolving foo dependency
guild: run failed because a dependency was not met: could not resolve
'operation:flag' in foo resource: no suitable run for flag
<exit 1>





Finally, requires-flag-4 is like requires-flag-3 but defines a
flag with the same name as the resource name. It also includes an
invalid default value for the required resource and a rename argument.

>>> project.run("requires-flag-4")
WARNING: cannot find a suitable run for required resource 'foo'
Resolving foo dependency
guild: run failed because a dependency was not met: could not resolve
'operation:flag' in foo resource: no suitable run for flag
<exit 1>





We can force a lookup by setting foo to an empty string.

>>> project.run("requires-flag-4", {"foo": ""})
Resolving foo dependency
Using output from run ... for foo resource
hello requires-flag-4 --FOO ...





Note that the argument --FOO is provided as specified by the foo
flag def for the operation.
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Restarting runs

Runs can be restarted using the –restart option.

We’ll use the optimizers project for our tests.

>>> project = Project(sample("projects", "optimizers"))





And a helper to get the run ID for a 1-index based run:

>>> def run_id(index):
...     return project.list_runs()[index-1].id





Let’s generate a run:

>>> project.run("echo.py")
1.0 2 'a'





And our runs:

>>> project.print_runs(flags=True, status=True)
echo.py  x=1.0 y=2 z=a  completed





Let’s run a second operation with explicit flag values:

>>> project.run("echo.py", flags={"x": 2.0, "y": 3, "z": "b"})
2.0 3 'b'





And our runs:

>>> project.print_runs(flags=True, status=True)
echo.py  x=2.0 y=3 z=b  completed
echo.py  x=1.0 y=2 z=a  completed





Let’s restart the last run (run 1) without specifying any flags:

>>> project.run(restart=run_id(1))
2.0 3 'b'





We can also use the operation name, which restarts the latest or
marked run matching the name:

>>> project.run(restart="echo.py")
2.0 3 'b'





Note the original flags are used and that these are not the default
flag values (which are represented in run 2).

Let’s restart run 1 with a new value for x:

>>> project.run(restart=run_id(1), flags={"x": 10})
10 3 'b'





When we restart run 1 again, this time with no explicit flag values,
it uses the last-specified flag values:

>>> project.run(restart=run_id(1))
10 3 'b'





And again using the operation name:

>>> project.run(restart="echo.py")
10 3 'b'





We can use the needed flag to instruct Guild to run the operation
only if it needs to based on the specified flag values. If the flag
values are the same as the last run, the operation is skipped.

>>> project.run(restart=run_id(1), needed=True)
Skipping run because flags have not changed (--needed specified)





Let’s request a run restart with needed using the same flag values
explicitly:

>>> project.run(restart=run_id(1), flags={"x": 10, "y": 3, "z": "b"},
...             needed=True)
Skipping run because flags have not changed (--needed specified)





If any flag value differs, the run proceeds:

>>> project.run(restart=run_id(1), flags={"x": 100, "y": 3, "z": "b"},
...             needed=True)
100 3 'b'





Finally, let’s restart run 2 twice with the same flag values and the
needed flag.

>>> project.run(restart=run_id(2), flags={"x": 1.0, "y": 2, "z": "d"},
...             needed=True)
1.0 2 'd'

>>> project.run(restart=run_id(2), flags={"x": 1.0, "y": 2, "z": "d"},
...             needed=True)
Skipping because the following runs match this operation (--needed specified):
  [...]  echo.py  ...  completed  x=1.0 y=2 z=d






Run params for restarts

The op_util module provides a function that returns a list of run
params that should be used when restarting a particular run. The
params are based on the params that were used when originally running
or staging the run.

>>> from guild import op_util

>>> pprint(op_util.run_params_for_restart(project.list_runs()[0]))
{'force_flags': False,
 'gpus': None,
 'max_trials': None,
 'maximize': None,
 'minimize': None,
 'no_gpus': False,
 'opt_flags': [],
 'optimizer': None,
 'random_seed': ...}








Check for restart

op_util also provides a check to determine whether or not a run
should be restarted based on a set of new flags.

Here are the flags for the latest run:

>>> latest = project.list_runs()[0]
>>> pprint(latest.get("flags"))
{'x': 1.0, 'y': 2, 'z': 'd'}





And various checks for restart:

>>> op_util.restart_needed(latest, {})
True

>>> op_util.restart_needed(latest, {"x": 1.0})
True

>>> op_util.restart_needed(latest, {"x": 1.0, "y": 2})
True

>>> op_util.restart_needed(latest, {"x": 1.0, "y": 2, "z": "d"})
False

>>> op_util.restart_needed(latest, {"x": 1.0, "y": 2, "z": "d", "a": 0})
True
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Run files

These tests examine the files generated by a run.

We’l use the batch sample project for our tests.

>>> project = Project(sample("projects", "batch"))





Helper to print files. The function skips printing any vcs_commit
attr files as these are generated inconsistently based on whether
tests are run from source or from an installed Guild package.

>>> def print_files(files):
...     for file in files:
...         if not file.endswith("vcs_commit"):
...             print(file)






Normal runs

A simple run that prints a message:

>>> project.run("say.py", flags={"msg": "hi"})
hi





Our runs:

>>> runs = project.list_runs()
>>> len(runs)
1





The files generated for our run:

>>> first_run = runs[0]
>>> print_files(project.ls(first_run, all=True))  
.guild/attrs/cmd
.guild/attrs/env
.guild/attrs/exit_status
.guild/attrs/flags
.guild/attrs/host
.guild/attrs/id
.guild/attrs/initialized
.guild/attrs/label
.guild/attrs/op
.guild/attrs/pip_freeze
.guild/attrs/platform
.guild/attrs/random_seed
.guild/attrs/resolved_deps
.guild/attrs/run_params
.guild/attrs/sourcecode_digest
.guild/attrs/started
.guild/attrs/stopped
.guild/attrs/user
.guild/opref
.guild/output
.guild/output.index
.guild/sourcecode/add.py
.guild/sourcecode/batch.csv
.guild/sourcecode/batch.json
.guild/sourcecode/batch.unknown
.guild/sourcecode/batch.yaml
.guild/sourcecode/batch.yml
.guild/sourcecode/error.py
.guild/sourcecode/guild.yml
.guild/sourcecode/invalid-data.json
.guild/sourcecode/invalid-data.yml
.guild/sourcecode/invalid-item.json
.guild/sourcecode/invalid-item.yaml
.guild/sourcecode/say.py
.guild/sourcecode/single-run-2.json
.guild/sourcecode/single-run.csv
.guild/sourcecode/single-run.json
.guild/sourcecode/tune.py





Let’s look at some of the generated files.

NOTE: We intentionally skip env, started, stopped, and output.index
files.

>>> project.cat(first_run, ".guild/attrs/cmd")
- ...
- -um
- guild.op_main
- say
- --msg
- hi

>>> project.cat(first_run, ".guild/attrs/resolved_deps")
{}

>>> project.cat(first_run, ".guild/attrs/exit_status")
0

>>> project.cat(first_run, ".guild/attrs/flags")
loud: false
msg: hi

>>> project.cat(first_run, ".guild/opref")
script:.../samples/projects/batch... '' '' say.py

>>> project.cat(first_run, ".guild/output")
hi

>>> project.cat(first_run, ".guild/attrs/platform")
architecture: ...
cpus: ...
processor: ...
python_version: ...
uname: ...








Batch runs

Batch runs are normal runs and so have a similar list of
files. However, they also contain a proto run, which serves to
generate batch trials.

Let’s run a batch operation to illustrate. We can indicate a run
should be a batch by specifying a list of values for a flag.

>>> project.run("say.py", flags={"msg": ["ho"]})
INFO: [guild] Running trial ...: say.py (loud=no, msg=ho)
ho





The batch generates two runs, one for the batch and the other for the
trial (the third run is from our previous test):

>>> runs = project.list_runs()
>>> len(runs)
3





The latest run is the trial:

>>> trial_run = runs[0]
>>> trial_run.opref.op_name
'say.py'

>>> print_files(project.ls(trial_run, all=True))  
.guild/attrs/cmd
.guild/attrs/env
.guild/attrs/exit_status
.guild/attrs/flags
.guild/attrs/host
.guild/attrs/id
.guild/attrs/initialized
.guild/attrs/label
.guild/attrs/op
.guild/attrs/pip_freeze
.guild/attrs/platform
.guild/attrs/random_seed
.guild/attrs/resolved_deps
.guild/attrs/run_params
.guild/attrs/sourcecode_digest
.guild/attrs/started
.guild/attrs/stopped
.guild/attrs/user
.guild/opref
.guild/output
.guild/output.index
.guild/sourcecode/add.py
.guild/sourcecode/batch.csv
.guild/sourcecode/batch.json
.guild/sourcecode/batch.unknown
.guild/sourcecode/batch.yaml
.guild/sourcecode/batch.yml
.guild/sourcecode/error.py
.guild/sourcecode/guild.yml
.guild/sourcecode/invalid-data.json
.guild/sourcecode/invalid-data.yml
.guild/sourcecode/invalid-item.json
.guild/sourcecode/invalid-item.yaml
.guild/sourcecode/say.py
.guild/sourcecode/single-run-2.json
.guild/sourcecode/single-run.csv
.guild/sourcecode/single-run.json
.guild/sourcecode/tune.py





The next run is the batch:

>>> batch_run = runs[1]
>>> batch_run.opref.op_name
'+'





Its files:

>>> print_files(project.ls(batch_run, all=True))  
.guild/attrs/cmd
.guild/attrs/env
.guild/attrs/exit_status
.guild/attrs/flags
.guild/attrs/host
.guild/attrs/id
.guild/attrs/initialized
.guild/attrs/max_trials
.guild/attrs/objective
.guild/attrs/op
.guild/attrs/pip_freeze
.guild/attrs/platform
.guild/attrs/random_seed
.guild/attrs/resolved_deps
.guild/attrs/run_params
.guild/attrs/sourcecode_digest
.guild/attrs/started
.guild/attrs/stopped
.guild/attrs/user
.guild/opref
.guild/output
.guild/output.index
.guild/proto/.guild/PENDING
.guild/proto/.guild/attrs/cmd
.guild/proto/.guild/attrs/flags
.guild/proto/.guild/attrs/host
.guild/proto/.guild/attrs/id
.guild/proto/.guild/attrs/initialized
.guild/proto/.guild/attrs/label
.guild/proto/.guild/attrs/op
.guild/proto/.guild/attrs/pip_freeze
.guild/proto/.guild/attrs/platform
.guild/proto/.guild/attrs/random_seed
.guild/proto/.guild/attrs/run_params
.guild/proto/.guild/attrs/sourcecode_digest
.guild/proto/.guild/attrs/user
.guild/proto/.guild/opref
.guild/proto/.guild/sourcecode/add.py
.guild/proto/.guild/sourcecode/batch.csv
.guild/proto/.guild/sourcecode/batch.json
.guild/proto/.guild/sourcecode/batch.unknown
.guild/proto/.guild/sourcecode/batch.yaml
.guild/proto/.guild/sourcecode/batch.yml
.guild/proto/.guild/sourcecode/error.py
.guild/proto/.guild/sourcecode/guild.yml
.guild/proto/.guild/sourcecode/invalid-data.json
.guild/proto/.guild/sourcecode/invalid-data.yml
.guild/proto/.guild/sourcecode/invalid-item.json
.guild/proto/.guild/sourcecode/invalid-item.yaml
.guild/proto/.guild/sourcecode/say.py
.guild/proto/.guild/sourcecode/single-run-2.json
.guild/proto/.guild/sourcecode/single-run.csv
.guild/proto/.guild/sourcecode/single-run.json
.guild/proto/.guild/sourcecode/tune.py
...





Note the additional proto directory. This contains the prototype for
the say.py operation, which is used by the batch operation to
generate each specific trial op.

Note also the last entry ‘…’ - this is the link to the trial run
directory.
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Run impl tests

Helpers:

>>> def run_gh(cwd=None, guild_home=None, **kw):
...     from guild.commands import run_impl
...     cwd = cwd or mkdtemp()
...     guild_home = guild_home or mkdtemp()
...     with SetCwd(cwd):
...         with SetGuildHome(guild_home):
...             with Env({"NO_RUN_OUTPUT": "1",
...                       "NO_WARN_RUNDIR": "1"}):
...                 with LogCapture(echo_to_stdout=True, strip_ansi_format=True):
...                     try:
...                         run_impl.run(**kw)
...                     except SystemExit as e:
...                         if e.args[0] is not None:
...                             print(e.args[0])
...                         print("<exit %i>" % e.args[1]
...                               if len(e.args) > 1 else 1)
...     return guild_home

>>> def run(*args, **kw):
...     run_gh(*args, **kw)

>>> def init_gf(s):
...     cwd = mkdtemp()
...     write(path(cwd, "guild.yml"), s)
...     return cwd

>>> from guild import run as runlib
>>> from guild import run_util
>>> from guild import var






Stage

Stage Python op:

>>> cwd = mkdtemp()
>>> python_script = path(cwd, "run.py")
>>> touch(python_script)

>>> gh = run_gh(cwd, opspec="run.py", stage=True)
run.py staged as ...
To start the operation, use 'guild run --start ...'

>>> find(gh)
???
runs/.../.guild/ENV
runs/.../.guild/STAGED
runs/.../.guild/attrs/...
runs/.../.guild/opref
runs/.../.guild/sourcecode/run.py





Staged Python op in explicit run dir:

>>> run_dir = mkdtemp()
>>> run(cwd, opspec="run.py", stage=True, run_dir=run_dir)
run.py staged in '...'
To start the operation, use "(cd '...' && source .guild/ENV
&& ... -um guild.op_main run)"

>>> find(run_dir)
.guild/ENV
.guild/STAGED
.guild/attrs/...
.guild/opref
.guild/sourcecode/run.py





Staged exec op:

>>> cwd = init_gf("""
... op:
...   exec: run.sh
... """)

>>> run(cwd, opspec="op", stage=True)
op staged as ...
To start the operation, use 'guild run --start ...'





Stage exec op in explicit run dir:

>>> run(cwd, opspec="op", stage=True, run_dir=mkdtemp())
op staged in '...'
To start the operation, use "(cd '...' && source .guild/ENV && run.sh)"








Restart

Restart an operation:

>>> cwd = init_gf("""
... op:
...   exec: python -c 'import sys; sys.exit(${code})'
...   flags:
...     code: 0
... """)

>>> gh = run_gh(cwd, flags=["code=11"])
<exit 11>

>>> run_id = dir(path(gh, "runs"))[0]
>>> R = runlib.for_dir(path(gh, "runs", run_id))
>>> R.get("env")["FLAG_CODE"]
'11'

>>> run(cwd, gh, restart=run_id, flags=["code=22"])
<exit 22>

>>> R.get("env")["FLAG_CODE"]
'22'





Start a staged operation:

>>> gh = run_gh(cwd, flags=["code=33"], stage=True)
op staged as ...
To start the operation, use 'guild run --start ...'

>>> runs = dir(path(gh, "runs"))
>>> len(runs)
1

>>> run_id = dir(path(gh, "runs"))[0]

>>> run(cwd, gh, restart=run_id)
<exit 33>

>>> run(cwd, gh, restart=run_id)
<exit 33>

>>> run(cwd, gh, restart=run_id, flags=["code=44"])
<exit 44>

>>> run(cwd, gh, restart=run_id)
<exit 44>

>>> runs = dir(path(gh, "runs"))
>>> len(runs)
1





Missing required op config:

>>> run_dir = path(gh, "runs", run_id)
>>> os.remove(path(run_dir, ".guild", "attrs", "op"))

>>> run(cwd, gh, restart=run_id)
cannot restart run in ...: missing op configuration
The run may not have been initialized correctly. Try starting the
operation without the --start/--restart flag.
<exit 1>





Corrupt op config:

>>> write(path(run_dir, ".guild", "attrs", "op"), "{foo:123}")
>>> run(cwd, gh, restart=run_id)
cannot restart run in ...: invalid op configuration
This may be an internal error. Please open an issue
https://github.com/guildai/guildai/issues.
<exit 1>








Restart without opdef

A run can be restarted without when its opdef is missing. However,
user cannot specify flags.

Simple project with opdef:

>>> cwd = init_gf("""
... op:
...   main: op ${foo} ${bar}
...   flags:
...     foo: 123
...     bar: 456
... """)





Script to write some files based on flag vals:

>>> write(path(cwd, "op.py"), """
... import sys, time
... foo, bar = sys.argv[1:3]
... open(foo, "w").close()
... open(bar, "w").close()
... open(str(time.time()), "w").close()
... """)





Run with flags:

>>> gh = run_gh(cwd, flags=["foo=321"])

>>> run_id = dir(path(gh, "runs"))[0]
>>> run_dir = path(gh, "runs", run_id)

>>> cat(path(run_dir, ".guild", "opref"))
guildfile:.../guild.yml... ... '' op

>>> cat(path(run_dir, ".guild", "attrs", "cmd"))
- ...
- -um
- guild.op_main
- op
- '321'
- '456'
- --
- --bar
- '456'
- --foo
- '321'

>>> cat(path(run_dir, ".guild", "attrs", "flags"))
bar: 456
foo: 321

>>> dir(run_dir)
['.guild', '...', '321', '456']





Delete the project:

>>> os.remove(path(cwd, "guild.yml"))





We can restart without flags:

>>> run(cwd, gh, restart=run_id)

>>> cat(path(run_dir, ".guild", "attrs", "flags"))
bar: 456
foo: 321

>>> dir(run_dir)
['.guild', '...', '...', '321', '456']





However, if we specify any flags, Guild complains.

>>> run(cwd, gh, restart=run_id, flags=["foo=111"])
cannot find operation op
You may need to include a model in the form MODEL:OPERATION. Try
'guild operations' for a list of available operations.
<exit 1>





It doesn’t matter if the flags apply to the original operation or not.

>>> run(cwd, gh, restart=run_id, flags=["other_flag=111"])
cannot find operation op
You may need to include a model in the form MODEL:OPERATION. Try
'guild operations' for a list of available operations.
<exit 1>








Batch operation errors

Optimizer flag with no optimizer:

>>> cwd = init_gf("""
... op: { main: guild.pass }
... """)

>>> run(cwd, opt_flags=["foo=123"])
invalid optimizer flag foo=123: no optimizer specified
<exit 1>





Invalid optimizer flag:

>>> run(cwd, optimizer="+", opt_flags=["baz=789"])
unsupported flag 'baz'
Try 'guild run + --help-op' for a list of flags or use
--force-flags to skip this check.
<exit 1>








Dependencies

>>> cwd = init_gf("""
... upstream:
...   main: guild.pass
...   requires:
...     - file: src.txt
... downstream:
...   main: guild.pass
...   requires:
...     - operation: upstream
... """)





Try to start downstream without required upstream op:

>>> gh = run_gh(cwd, opspec="downstream")
WARNING: cannot find a suitable run for required resource 'upstream'
Resolving upstream dependency
run failed because a dependency was not met: could not resolve
'operation:upstream' in upstream resource: no suitable run for upstream
<exit 1>





A run is create, but it has an error.

>>> runs = dir(path(gh, "runs"))
>>> len(runs)
1

>>> runlib.for_dir(path(gh, "runs", runs[0])).status
'error'





Try to start upstream without required file:

>>> run(cwd, opspec="upstream")
Resolving file:src.txt dependency
run failed because a dependency was not met: could not resolve
'file:src.txt' in file:src.txt resource: cannot find source file src.txt
<exit 1>





Provide required file src.txt.

>>> write(path(cwd, "src.txt"), "hello")





Run upstream again.

>>> gh = run_gh(cwd, opspec="upstream")
Resolving file:src.txt dependency

>>> runs = var.runs(path(gh, "runs"))
>>> len(runs)
1
>>> runs[0].get("resolved_deps")
{'file:src.txt': {'file:src.txt': ['../../../.../src.txt']}}

>>> cat(path(runs[0].dir, "src.txt"))
hello





Run downstream again.

>>> run(cwd, gh, opspec="downstream")
Resolving upstream dependency
Using output from run ... for upstream resource

>>> runs = var.runs(path(gh, "runs"), sort=["-timestamp"])
>>> len(runs)
2

>>> runs[0].get("resolved_deps")
{'upstream': {'operation:upstream': ['../.../src.txt']}}

>>> cat(path(runs[0].dir, "src.txt"))
hello





Run upstream again - this generates a new run that is used by
downstream by default.

>>> run(cwd, gh, opspec="upstream")
Resolving file:src.txt dependency





Mark the upstream runs to differentiate them from the previous
upstream run.

>>> runs = var.runs(path(gh, "runs"), sort=["-timestamp"])

>>> upstream_1 = runs[2]
>>> upstream_1.opref.to_opspec()
'upstream'

>>> write(path(upstream_1.dir, "marker"), "upstream_1")

>>> upstream_2 = runs[0]
>>> upstream_2.opref.to_opspec()
'upstream'

>>> write(path(upstream_2.dir, "marker"), "upstream_2")





Run downstream with the default (second) upstream.

>>> run(cwd, gh, opspec="downstream")
Resolving upstream dependency
Using output from run ... for upstream resource





Run downstream again but with the first upstream.

>>> run(cwd, gh, opspec="downstream",
...     flags=["upstream=%s" % upstream_1.id])
Resolving upstream dependency
Using output from run ... for upstream resource





Verify that our two downstreams are using the expected upstreams by
looking for the markers.

>>> runs = var.runs(path(gh, "runs"), sort=["-timestamp"])





The latest downstream is using upstream_1.

>>> runs[0].opref.to_opspec()
'downstream'

>>> cat(path(runs[0].dir, "marker"))
upstream_1





The previous upstream is using upstream_2.

>>> runs[1].opref.to_opspec()
'downstream'

>>> cat(path(runs[1].dir, "marker"))
upstream_2








Staging dependencies

Guild stages dependencies differently depending on whether or not they
are operations. Operations are not resolved at stage time. All other
resource types are resolved at stage time.

>>> cwd = init_gf("""
... upstream:
...   main: guild.pass
...   requires:
...     - file: src.txt
... downstream:
...   main: guild.pass
...   requires:
...     - operation: upstream
... """)





When we stage downstream, which requires on upstream, we succeed -
Guild doesn’t attempt to resolve operation dependencies when staging.

>>> gh = run_gh(cwd, opspec="downstream", stage=True)
WARNING: cannot find a suitable run for required resource 'upstream'
Resolving upstream dependency
Skipping operation dependency operation:upstream for stage
downstream staged as ...
To start the operation, use 'guild run --start ...'





When we try to start the operation, however, we get an error because
there’s not suitable upstream run.

>>> runs = var.runs(path(gh, "runs"))
>>> len(runs)
1

>>> run(cwd, gh, restart=runs[0].short_id)
Resolving upstream dependency
run failed because a dependency was not met: could not resolve
'operation:upstream' in upstream resource: no suitable run for upstream
<exit 1>





Let’s try to stage upstream - the operation fails because other
resources are resolved during stage.

>>> run(cwd, gh, opspec="upstream", stage=True)
Resolving file:src.txt dependency
run failed because a dependency was not met: could not resolve
'file:src.txt' in file:src.txt resource: cannot find source file src.txt
<exit 1>





Let’s create the required src.txt file:

>>> write(path(cwd, "src.txt"), "yo")





And stage upstream again.

>>> run(cwd, gh, opspec="upstream", stage=True)
Resolving file:src.txt dependency
upstream staged as ...
To start the operation, use 'guild run --start ...'





Let’s stage downstream again.

>>> run(cwd, gh, opspec="downstream", stage=True)
Resolving upstream dependency
Skipping operation dependency operation:upstream for stage
downstream staged as ...
To start the operation, use 'guild run --start ...'





This staged run is configured to use the currently staged upstream.

>>> runs = var.runs(path(gh, "runs"), sort=["-timestamp"])
>>> staged_downstream = runs[0]
>>> staged_upstream = runs[1]

>>> staged_downstream.get("flags")["upstream"] == staged_upstream.short_id
True





If we run upstream, this will not effect the staged downstream.

>>> run(cwd, gh, opspec="upstream")
Resolving file:src.txt dependency





Let’s run the staged downstream.

>>> run(cwd, gh, restart=staged_downstream.id)
Resolving upstream dependency
Using output from run ... for upstream resource





The resolved dep for the downstream corresponds to the staged
upstream, not the latest upstream.

>>> upstream_dep = staged_downstream.get("resolved_deps")["upstream"]["operation:upstream"][0]
>>> staged_upstream.id in upstream_dep
True








Restarts and resolved resources

Once a resource is resolved for a run, Guild will not re-resolve
it. It will fail with an error message if a resource flag is specified
for a restart.

>>> cwd = init_gf("""
... upstream:
...   main: guild.pass
... downstream:
...   main: guild.pass
...   requires:
...     - operation: upstream
... """)





Create an upstream run.

>>> gh = run_gh(cwd, opspec="upstream")





Create a downstream run.

>>> run(cwd, gh, opspec="downstream")
Resolving upstream dependency
Using output from run ... for upstream resource





Restart the downstream run.

>>> runs = var.runs(path(gh, "runs"), sort=["-timestamp"])
>>> len(runs)
2
>>> downstream = runs[0]
>>> downstream.opref.to_opspec()
'downstream'

>>> run(cwd, gh, restart=downstream.id)
Resolving upstream dependency
Skipping operation:upstream because it's already resolved





Note that a new run was NOT generated.

>>> runs = var.runs(path(gh, "runs"), sort=["-timestamp"])
>>> len(runs)
2
>>> runs[0].id == downstream.id
True





Restart the downstream run with an upstream flag.

>>> upstream = runs[1]
>>> upstream.opref.to_opspec()
'upstream'

>>> run(cwd, gh, restart=downstream.id, flags=["upstream=%s" % upstream.id])
cannot specify a value for 'upstream' when restarting ... - resource has
already been resolved
<exit 1>








Run a batch

>>> cwd = mkdtemp()
>>> touch(path(cwd, "pass.py"))

>>> gh = run_gh(cwd, opspec="pass.py", flags=["a=[1,2,3]"],
...             force_flags=True, quiet=True)

>>> runs = var.runs(path(gh, "runs"), sort=["timestamp"])
>>> len(runs)
4

>>> run_util.format_operation(runs[0])
'pass.py+'

>>> runs[0].get("flags")
{}

>>> run_util.format_operation(runs[1])
'pass.py'

>>> runs[1].get("flags")
{'a': 1}

>>> run_util.format_operation(runs[2])
'pass.py'

>>> runs[2].get("flags")
{'a': 2}

>>> run_util.format_operation(runs[3])
'pass.py'

>>> runs[3].get("flags")
{'a': 3}
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Run Labels

Labels are used to help identify runs and differentiate them from
other runs. Run labels are set using a variety of rules, which are
demonstrated here.

For our tests, we’ll use the labels sample project:

>>> project = Project(sample("projects/labels"))





Here are some helper functions.

>> def run(opspec=None, label=None, batch_label=None, tag=None, batch_tag=None,
...         opt_flags=None, restart=None, **flags):
...   project.run(opspec, flags=flags, label=label, batch_label=batch_label,
...               tag=tag, batch_tag=batch_tag, opt_flags=opt_flags, restart=restart,
...               force_flags=True, quiet=True)

>> def print_last_run():
...   print_runs(1)

>> def print_runs(n):
...   runs = project.list_runs()[0:n]
...   project.print_runs(runs, labels=True)






Default labels

Guild uses flag values to generate default labels in the format:

NAME1=VAL1 NAME2=VAL2 ...





Prior to 0.7, Guild included only user specified glags. As of 0.7,
Guild includes all flags in default labels.

Let’s run the op.py script without setting any flags.

>> run("op.py")





The default label includes the flag values, regardless if we set or
change them.

>> print_last_run()
op.py  b=yes f=2.0 i=1 s=hello





Let’s specify a single flag value.

>> run("op.py", i=2)

>> print_last_run()
op.py  b=yes f=2.0 i=2 s=hello





And specify all flags:

>> run("op.py", i=2, f=3.0, b=False, s="hi")

>> print_last_run()
op.py  b=no f=3.0 i=2 s=hi








Explicit labels

When a label is provided by the user, it is always used, regardless of
flag values.

>> run("op.py", label="custom label", i=2)

>> print_last_run()
op.py  custom label





We can include a reference to the flag value in the label.

>> run("op.py", label="i equals ${i}", i=2)

>> print_last_run()
op.py  i equals 2





The special reference ${default_label refers to the default label.

>> run("op.py", label="${default_label}", i=1, s="hi")

>> print_last_run()
op.py  b=yes f=2.0 i=1 s=hi

>> run("op.py", label="prefix ${default_label} suffix", i=2, s="bye")

>> print_last_run()
op.py  prefix b=yes f=2.0 i=2 s=bye suffix








Label functions

>> run("op.py", label="foo/bar.txt|basename")

>> print_last_run()








Tags

Tags are short-hand for a label TAG ${default_label}.

>> run("op.py", tag="green", s="color", b=True)

>> print_last_run()
op.py  green b=yes f=2.0 i=1 s=color








Operation defined labels

If a label is defined for an operation, it is used by default if one
is not specified by the user.

We’ll use the op operation, defined in the project Guild file, which
defines a label.

>> gf = guildfile.for_dir(sample("projects", "labels"))

>> gf.default_model["op"].label
'i:${i}, f:${f}, b:${b}, s:${s}'





Let’s run this operation without specifying flags.

>> run("op")

>> print_last_run()
op  i:1, f:2.0, b:yes, s:hello





When we provide flag values, the label format isn’t changed - but the
values do.

>> run("op", i=2, s="yo")

>> print_last_run()
op  i:2, f:2.0, b:yes, s:yo








Labels and restarts

Labels are updated with new flag values when a run is restarted.

Here’s run for op:

>> run("op", i=4)

>> print_last_run()
op  i:4, f:2.0, b:yes, s:hello





Note the custom label format, which is taken from the opdef.

Let’s restart the run with new flag values.

>> last_run = project.list_runs()[0]

>> run(restart=last_run.id, s="yello")





And the label:

>> print_last_run()
op  i:4, f:2.0, b:yes, s:yello





Guild saves the label template in the op attribute.

>> last_run.get("op").get("label-template")
'i:${i}, f:${f}, b:${b}, s:${s}'





Next we’ll restart the run with a different label template.

>> run(restart=last_run.id, i=6, s="whoop", label="${s}-${i}")





And the label:

>> print_last_run()
op  whoop-6





Guild has updated the label template.

>> last_run.get("op").get("label-template")
'${s}-${i}'





The new label template is now associated with the run.

>> run(restart=last_run.id, i=7)

>> print_last_run()
op  whoop-7








Trial labels

When an operation is run as a batch trial, the same rules apply as
described above.

Let’s run op.py in a batch to generate two trials:

>> run("op.py", i=[1,2], s="yello")





Let’s list the last three runs, which include the batch and the two
trials:

>> print_runs(3)
op.py   b=yes f=2.0 i=2 s=yello
op.py   b=yes f=2.0 i=1 s=yello
op.py+





Here’s the same result running op:

>> run("op", i=[1,2], s="yello", b=False)

>> print_runs(3)
op   i:2, f:2.0, b:no, s:yello
op   i:1, f:2.0, b:no, s:yello
op+





In this case, we specify an explicit label for the trials:

>> run("op", i=[1,2], label="i is ${i}")

>> print_runs(3)
op   i is 2
op   i is 1
op+








Batch labels

Labels for batch runs follow the same rules as for other runs.

We can see the default label for a grid search in the trial examples
above.

Let’s force an optimizer flag (the name/value doesn’t matter - just as
long as one is defined) to see how the default label is applied to a
batch run. We can run an empty batch by specifying an empty list for a
flag.

>> run("op.py", i=[], opt_flags={"foo": 123})

>> print_last_run()
op.py+  foo=123





We can alternatively specify an explicit batch label:

>> run("op.py", i=[], opt_flags={"foo": 123}, batch_label="empty batch")

>> print_last_run()
op.py+  empty batch





The special value ${default_label} can be used in batch labels.

>> run("op.py", i=[], opt_flags={"foo": 123}, batch_label="${default_label}")

>> print_last_run()
op.py+  foo=123





Use batch_tag for batch tags:

>> run("op.py", i=[], opt_flags={"foo": 456}, batch_tag="bar")

>> print_last_run()
op.py+  bar foo=456








Edge cases

Quoted numbers:

>> run("op.py", i="1")

>> print_last_run()
op.py  b=yes f=2.0 i='1' s=hello





Values containing spaces:

>> run("op.py", s="hello there")

>> print_last_run()
op.py  b=yes f=2.0 i=1 s='hello there'
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Run ops

When an operation is run, the module guild.commands.run_impl
resolves the command line specification to an instance of
guild.operation.Op, which is used to both preview the operation and
also to run the operation.

These tests look at this behavior by running various module functions.

>>> from guild.commands import run_impl





For the tests below, we’ll call run_impl._resolve_model_op with
various combinations of parsed arguments within a temp working
directory to control what the run command sees.

Here’s the working directory:

And the helper function:

>>> def resolve_model_op(opspec, cwd):
...     with Chdir(cwd):
...         from guild import op_util
...         return op_util.opdef_for_opspec(opspec)






Bad op specs

The tests below illustrate various invalid operation specs.

To control our test context, we’ll use a new directory.

>>> cwd = mkdtemp()





Running a non-existing operation with no model spec:

>>> resolve_model_op("train", cwd) 
Traceback (most recent call last):
NoSuchModel: train





Running a non-existing operation with a model spec:

>>> resolve_model_op("model:train", cwd) 
Traceback (most recent call last):
NoSuchModel: model:train








Op for a Python script

Let’s create an empty Python script in the working directory and
specify it as the op spec.

>>> write(join_path(cwd, "train.py"), "")





We’ll resolve the operation, capturing any warnings:

>>> with LogCapture() as log:
...     opdef = resolve_model_op("train.py", cwd)
>>> opdef.opref
OpRef(pkg_type='script',
      pkg_name='...',
      pkg_version='',
      model_name='',
      op_name='train.py')





Ignore any warnings:

>>> logs = log.get_all()
>>> assert (not logs or
...         len(logs) == 1 and
...         logs[0].getMessage().startswith(
...            "cannot import flags from train.py")), logs








Op for a shell script

Here’s a shell script:

>>> train_sh = join_path(cwd, "train.sh")
>>> write(train_sh, "")





And the files in cwd:

>>> find(cwd)
train.py
train.sh





The resolved model before making the script to executable (skipped on
Windows because exe permission isn’t supported):

>>> resolve_model_op("train.sh", cwd) 
Traceback (most recent call last):
ModelOpProxyError: ('train.sh', 'must be an executable file')





Let’s make the script executable:

>>> import stat
>>> os.chmod(train_sh, os.stat(train_sh).st_mode | stat.S_IEXEC)





And resolve again:

>>> opdef = resolve_model_op("train.sh", cwd)
>>> opdef.opref
OpRef(pkg_type='script',
      pkg_name='...',
      pkg_version='',
      model_name='',
      op_name='train.sh')








Op for batch spec

The special characeter ‘+’ indicates that the operation should be a
batch run.

>>> resolve_model_op("+", cwd)
<guild.guildfile.OpDef '+'>
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Run output

Guild captures run output by logging it to an output file and also
indexing the output to capture time and stream.

Run output is managed by guild.op_util.RunOutput.

>>> from guild import op_util





Run output is associated with a run. We’ll use a temporary directory
to store our output.

>>> run_dir = mkdtemp()





Our run:

>>> import guild.run
>>> run = guild.run.Run("test", run_dir)





To write guild files (under the run dir’s .guild directory) we need
to call init_skel.

>>> run.init_skel()





We can now create our run output. For our tests, we can’t write to
stdout because this would interfere with our test assertions (which
captures stdout as a part of a test). We can use the quiet arg to
skip writing to our output streams:

>>> output = op_util.RunOutput(run, quiet=True)





Initially output is not opened:

>>> output.closed
True





Run output is opened with a process. We need a process that writes to
both stdout and stderr so we’ll use pipes:

>>> import subprocess, sys
>>> proc = subprocess.Popen(
...   [sys.executable, "-u", sample("scripts/sample_run.py")],
...   stdout=subprocess.PIPE,
...   stderr=subprocess.PIPE)





At this point our process has started and we can open output with it.

>>> output.open(proc)





Our output is now open:

>>> output.closed
False





To proceed, we can let the process run to completion by waiting for
it.

>>> exit_status = proc.wait()





It should have succeeded!

>>> exit_status
0





We can now wait for our output to finish reading. We’ll use the
convenience method wait_and_close, which also closes the output
after waiting:

>>> output.wait_and_close()





Let’s inspect our run output.

>>> cat(run.guild_path("output"))
This is to stdout
This is to stderr
This is delayed by 0.2 seconds





We can use util.RunOutputReader to read back output with time and
stream info.

>>> from guild.util import RunOutputReader
>>> reader = RunOutputReader(run.path)
>>> indexed = reader.read()
>>> indexed
[(..., 0, 'This is to stdout'),
 (..., 1, 'This is to stderr'),
 (..., 0, 'This is delayed by 0.2 seconds')]





Let’s confirm that the last entry is in fact delayed.

>>> delay = indexed[2][0] - indexed[1][0]
>>> delay >= 200, delay
(True, ...)









          

      

      

    

  

  
    
    Run scripts
    

    
 
  

    
      
          
            
  
Run scripts

Guild can run scripts directly.

We’ll use _api to run some examples.

>>> from guild import _api as gapi





We’ll use the run-scripts sample project:

>>> project = sample("projects", "run-scripts")





Here are the files in the project:

>>> for name in dir(project):
...   if not name.endswith(".pyc") and name != "__pycache__":
...     print(name)
guild.yml
say
say.py
say2
say2.py





The Guild file:

>>> gf = guildfile.for_dir(project)





The Guild file in this example uses an anonymous model to define
operations:

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}
>>> m = gf.default_model





The operations:

>>> m.operations
[<guild.guildfile.OpDef 'say2'>,
 <guild.guildfile.OpDef 'say2.py'>]





Note that the operations shadow scripts in the project. When running
an operation that is also a local file, Guild always uses the Guild
file operation.

Let’s illustrate by running say2. Let’s first note the say2 exec
spec from the Guild file:

>>> say2 = m["say2"]
>>> say2.exec_
'echo hello from guild file'





We’ll bypass actually running the operation to save time. Instead
we’ll print the command that would otherwise be run.

Here’s a helper function for print the command for an operation:

>>> def print_cmd(opspec):
...   import sys
...   output = gapi.run_capture_output(opspec, cwd=project, print_cmd=True)
...   output = output.replace(sys.executable, "python")
...   print(output.strip())





Here’s the command for say2:

>>> print_cmd("say2")
echo hello from guild file





We see that the Guild file defined operation takes precedence over the
local say2 script. In fact, the only way to run the say2 locally
is to run it directly - Guild won’t run it as long as say2 is
defined for the anonymous model.

Note the remaining tests are skipped on Windows because they use POSIX
style commands defined in the Guild file.

Let’s run say now, which is not defined as an operation in the Guild
file:

>>> print_cmd("say") 
/.../run-scripts/say





The same holds for say2.py and say.py:

>>> print_cmd("say2.py") 
echo hello from guild file

>>> print_cmd("say.py") 
python -um guild.op_main say
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  skip-windows: yes

NOTE: There is an issue with stop-after on Windows with the sample
script used below (sleep) that causes the process to require SIGKILL
(the Windows equivalent) and therefore to fail on Windows.


Stopping a run after N seconds

The --stop-after option is used to stop a run after a number of
minutes have elapsed.

We use the sleep project to illustrate.

>>> project = Project(sample("projects", "sleep"))





Record the time before starting the operation.

>>> import time
>>> time0 = time.time()





Start the operation with a high sleep time, stopping after a short
interval (note that stop after interval is minutes).

>>> with Env({"STOP_AFTER_POLL_INTERVAL": "1"}):
...     project.run("sleep.py", flags={"seconds": 5.0}, stop_after=0.01)
Stopping process early (pid ...) - 0.0 minute(s) elapsed
<exit 241>





Record the run time and confirm that it is less than the specified
sleep time.

>>> run_time = time.time() - time0
>>> assert run_time < 5, run_time
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Run Utils

The run_util module provides various run related utility functions.

>>> from guild import run_util






Formatting run attributes

>>> def fmt(val):
...     print(run_util.format_attr(val))

>>> fmt("1")
1

>>> fmt("1.1")
1.1

>>> fmt(True)
yes

>>> fmt("10")
10

>>> fmt([1, 2, "a b", 1/6])

  1
  2
  a b
  0.16666666666666666

>>> fmt({
...   "a": "A",
...   "b": 1.1,
...   "c": 1e100,
... })

  a: A
  b: 1.1
  c: 1.0e+100








Monitoring runs

The class run_util.RunsMonitor is responsible for monitoring runs
and maintaining parallel directories under a log directory.

The monitor gets runs from a callback function. It calls this function
at a set interval to get the latest set of runs and updates its log
directory accordingly.

When the monitor refresh its list of runs, it uses another callback
function to indicate that a run needs to be refreshed.

For our tests we’ll use a run proxy that provides the information used
by the monitor.

>>> class RunProxy(object):
...
...     def __init__(self, id, op_name, started, label):
...         from guild.opref import OpRef
...         self.short_id = id
...         self.opref = OpRef.for_string(op_name)
...         self.attrs = {
...             "started": started,
...             "label": label,
...         }
...         self.get = self.attrs.get





Here’s a callback that returns a sample list of runs:

>>> sample_runs = [
...     RunProxy("aaaa", "op-1", 1565989068985148, None),
...     RunProxy("bbbb", "op-2", 1565989403019750, "a label"),
... ]

>>> sample_runs_cb = lambda: sample_runs





Here’s our refresh run callback:

>>> def refresh_run_cb(run, path):
...     print("<refresh %s in %s>" % (run.short_id, basename(path)))





A run monitor is design to run automatically in a thread, however, we
can run it preemptively by calling its run_once method, which runs
in the current thread.

Let’s create a log directory:

>>> logdir = mkdtemp()





And our monitor:

>>> monitor = run_util.RunsMonitor(logdir, sample_runs_cb, refresh_run_cb)





Let’s run the monitor once:

>>> monitor.run_once()
<refresh aaaa in aaaa op-1 2019-08-16 ...57...48>
<refresh bbbb in bbbb op-2 2019-08-16 ...03...23 a label>





The step of instantiating monitor results in runs being created in the
log directory.

>>> names = dir(logdir)
>>> names
['aaaa op-1 2019-08-16 ...57...48',
 'bbbb op-2 2019-08-16 ...03...23 a label']





The directory structure does not contain any files.

>>> find(logdir)  # only shows files, not directories
<empty>





We can add files to any of the run directories.

>>> touch(path(logdir, names[0], "a-file"))
>>> touch(path(logdir, names[1], "b-file"))

>>> find(logdir)
aaaa op-1 2019-08-16 ...57...48/a-file
bbbb op-2 2019-08-16 ...03...23 a label/b-file





The monitor is designed to be started as a thread, where it monitors
the list of runs from its callback and updates the log directory
accordingly. We can preemptively update the log directory by calling
run_once().


Deleted runs

Let’s simulate the deletion of run bbbb by removing it from the list
of sample runs:

>>> run_bbbb = sample_runs.pop()





Next we’ll call run_once() on our monitor to update the log
directory.

>>> monitor.run_once()
<refresh aaaa in aaaa op-1 2019-08-16 ...57...48>





Our new list of runs:

>>> dir(logdir)
['aaaa op-1 2019-08-16 ...57...48']





And files:

>>> find(logdir)
aaaa op-1 2019-08-16 ...57...48/a-file








Added runs

Let’s add run bbbb back and repeat this process.

>>> sample_runs.append(run_bbbb)

>>> monitor.run_once()
<refresh aaaa in aaaa op-1 2019-08-16 ...57...48>
<refresh bbbb in bbbb op-2 2019-08-16 ...03...23 a label>

>>> runs = dir(logdir)
>>> runs
['aaaa op-1 2019-08-16 ...57...48',
 'bbbb op-2 2019-08-16 ...03...23 a label']

>>> find(logdir)
aaaa op-1 2019-08-16 ...57...48/a-file





Note that b-file is not restored. The monitor permanently deletes
directories associated with deleted runs.

Let’s restore b-file:

>>> touch(path(logdir, runs[1], "b-file"))

>>> find(logdir)
aaaa op-1 2019-08-16 ...57...48/a-file
bbbb op-2 2019-08-16 ...03...23 a label/b-file








Modified run labels

Let’s now modify the label of run bbbb.

>>> sample_runs[1].attrs["label"] = "modified label"





And update the log directory.

>>> monitor.run_once()
<refresh aaaa in aaaa op-1 2019-08-16 ...57...48>
<refresh bbbb in bbbb op-2 2019-08-16 ...03...23 modified label>





Here are the new runs:

>>> dir(logdir)
['aaaa op-1 2019-08-16 ...57...48',
 'bbbb op-2 2019-08-16 ...03...23 modified label']





And files:

>>> find(logdir)
aaaa op-1 2019-08-16 ...57...48/a-file





Once again, b-file is deleted. The monitor identifies runs by their
name. When we changed the label, we changed the generated name for the
run. The model interprets that as a deleted run (the original name)
and a new run (the new name).




Max run names

The default run name function shortens long names by truncating them
to fit within run_util.MAX_RUN_NAME_LEN.

Here’s a run with a long label:

>>> long_label = "a" * run_util.MAX_RUN_NAME_LEN + "<eol>"
>>> sample_runs.append(RunProxy("cccc", "op-2", 1577806744267292, long_label))





Run the monitor:

>>> monitor.run_once()
<refresh aaaa in aaaa op-1 2019-08-16 ...57...48>
<refresh bbbb in bbbb op-2 2019-08-16 ...03...23 modified label>
<refresh cccc in cccc op-2 2019-12-31 ...39...04 ...aaaaaaaaaaa>





Let’s confirm that the name used for our long label run is within the
limit.

>>> long_label_run_name = dir(logdir)[2]
>>> long_label_run_name
'cccc op-2 2019-12-31 ...39...04 ...aaaaaaaaaaaaaaaaaaaaaaaaaaaa'

>>> len(long_label_run_name) <= run_util.MAX_RUN_NAME_LEN
True
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Run With Proto

Runs can be started using settings from other runs. These other runs
are called prototypes and are specified for the run command using the
--proto option.

We use the optimizer project for our tests.

>>> project = Project(sample("projects", "optimizers"))





Some helper function:

>>> def run(*args, **kw):
...     runs0 = project.list_runs()
...     with Env({"NO_VCS_COMMIT": "1"}):
...         project.run(*args, **kw)
...     runs1 = project.list_runs()
...     # Return the first generated run from command (will
...     # be batch when running a batch).
...     new_runs = len(runs1) - len(runs0)
...     if new_runs == 0:
...         return None
...     return get_run(new_runs)

>>> def get_run(index):
...     return project.list_runs()[index-1]

>>> def print_runs():
...     project.print_runs(flags=True, status=True)





Start with a single run of echo using the default flag values:

>>> run_1 = run("echo")
1.0 2 'a'

>>> print_runs()
echo  x=1.0 y=2 z=a  completed





Start a second run using our first run as a prototype:

>>> run_2 = run(proto=run_1.id)
1.0 2 'a'





We have two distinct runs, each with the same flags.

>>> print_runs()
echo  x=1.0 y=2 z=a  completed
echo  x=1.0 y=2 z=a  completed






Compare Files

Let’s compare the files generated for the two runs.

>>> run_files = set()
>>> run_files.update(findl(run_1.dir))
>>> run_files.update(findl(run_2.dir))

>>> import filecmp
>>> same, different, errors = filecmp.cmpfiles(
...     run_1.dir, run_2.dir, run_files)





Files that are the same:

>>> pprint(sorted(same))  
['.guild/attrs/cmd',
 '.guild/attrs/exit_status',
 '.guild/attrs/flags',
 '.guild/attrs/host',
 '.guild/attrs/label',
 '.guild/attrs/op',
 '.guild/attrs/pip_freeze',
 '.guild/attrs/platform',
 '.guild/attrs/random_seed',
 '.guild/attrs/resolved_deps',
 '.guild/attrs/sourcecode_digest',
 '.guild/attrs/user',
 '.guild/opref',
 '.guild/output',
 '.guild/sourcecode/batch_fail.py',
 '.guild/sourcecode/echo.py',
 '.guild/sourcecode/echo2.py',
 '.guild/sourcecode/fail.py',
 '.guild/sourcecode/guild.yml',
 '.guild/sourcecode/noisy.py',
 '.guild/sourcecode/noisy_flubber.py',
 '.guild/sourcecode/poly.py',
 '.guild/sourcecode/trial_fail.py',
 '.guild/sourcecode/tune-echo']





Files that are different:

>>> sorted(different)
['.guild/attrs/env',
 '.guild/attrs/id',
 '.guild/attrs/initialized',
 '.guild/attrs/run_params',
 '.guild/attrs/started',
 '.guild/attrs/stopped',
 '.guild/output.index']





Files that couldn’t be compare because they exist in one run but not the other:

>>> errors
['.guild/events.out.tfevents...',
 '.guild/events.out.tfevents...']








Modify flags

We can modify flags when using a prototype.

>>> _ = run(proto=run_1.id, flags={"x": 2.0, "z": "b"})
2.0 2 'b'

>>> print_runs()
echo  x=2.0 y=2 z=b  completed
echo  x=1.0 y=2 z=a  completed
echo  x=1.0 y=2 z=a  completed








Modify operation

We can also specify an alternative operation.

>>> _ = run("echo.py", proto=run_1.id, flags={"x": 3.0, "z": "c"})
3.0 2 'c'

>>> print_runs()
echo.py  x=3.0 y=2 z=c  completed
echo     x=2.0 y=2 z=b  completed
echo     x=1.0 y=2 z=a  completed
echo     x=1.0 y=2 z=a  completed








Prototypes and Source Code

By default, the source code used for the prototype is used for the new
run.

To illustate, we create a custom project with a sample hello script.

>>> project = Project(mkdtemp())

>>> write(path(project.cwd, "hello.py"), """
... print('hello-1')
... """)





And run the script:

>>> run_1 = run("hello.py")
hello-1





Here’s the source code copied for the first run:

>>> cat(path(run_1.dir, ".guild/sourcecode/hello.py"))

print('hello-1')





Let’s modify the script to print a different message.

>>> write(path(project.cwd, "hello.py"), """
... print('hello-2')
... """)





And confirm the message by running the script a second time (without
using a prototype):

>>> run_2 = run("hello.py")
hello-2





The copied source code for the second run:

>>> cat(path(run_2.dir, ".guild/sourcecode/hello.py"))

print('hello-2')





Let’s compare the source code digest for runs 1 and 2 – they should
be different.

>>> filecmp.cmpfiles(
...     run_1.dir, run_2.dir, [".guild/attrs/sourcecode_digest"])
([], ['.guild/attrs/sourcecode_digest'], [])





When we generate a new run with the original run as prototype, we see
the original message.

>>> run_3 = run(proto=run_1.id)
hello-1





The source code for run 3:

>>> cat(path(run_3.dir, ".guild/sourcecode/hello.py"))

print('hello-1')





The source code digest for runs 1 and 3 should be the same.

>>> filecmp.cmpfiles(
...     run_1.dir, run_3.dir, [".guild/attrs/sourcecode_digest"])
(['.guild/attrs/sourcecode_digest'], [], [])





We can tell Guild to use the working source code rather than the
prototype source code by specifying force_sourcecode:

>>> run_4 = run(proto=run_1.id, force_sourcecode=True)
hello-2





Here’s the source code for latest run:

>>> cat(path(run_4.dir, ".guild/sourcecode/hello.py"))

print('hello-2')





The source code digest for runs 2 and 4 should be the same.

>>> filecmp.cmpfiles(
...     run_2.dir, run_4.dir, [".guild/attrs/sourcecode_digest"])
(['.guild/attrs/sourcecode_digest'], [], [])








Batch Prototypes

Batch prototypes work the same way as normal runs.

Let’s run a batch for echo in the optimizers project.

>>> project = Project(sample("projects", "optimizers"))

>>> batch_1 = run("echo", flags={"x": [1,2]})
INFO: [guild] Running trial ...: echo (x=1.0, y=2, z=a)
1.0 2 'a'
INFO: [guild] Running trial ...: echo (x=2.0, y=2, z=a)
2.0 2 'a'

>>> print_runs()
echo   x=2.0 y=2 z=a  completed
echo   x=1.0 y=2 z=a  completed
echo+                 completed





Run the operation again using the batch as a prototype:

>>> batch_2 = run(proto=batch_1.id)
INFO: [guild] Running trial ...: echo (x=1.0, y=2, z=a)
1.0 2 'a'
INFO: [guild] Running trial ...: echo (x=2.0, y=2, z=a)
2.0 2 'a'

>>> print_runs()
echo   x=2.0 y=2 z=a  completed
echo   x=1.0 y=2 z=a  completed
echo+                 completed
echo   x=2.0 y=2 z=a  completed
echo   x=1.0 y=2 z=a  completed
echo+                 completed





As with non-batch operations, we can change flags.

>>> batch_2 = run(proto=batch_1.id, flags={"x": [0.3, 0.4], "y": 3})
INFO: [guild] Running trial ...: echo (x=0.3, y=3, z=a)
0.3 3 'a'
INFO: [guild] Running ...: echo (x=0.4, y=3, z=a)
0.4 3 'a'

>>> print_runs()
echo   x=0.4 y=3 z=a  completed
echo   x=0.3 y=3 z=a  completed
echo+                 completed
echo   x=2.0 y=2 z=a  completed
echo   x=1.0 y=2 z=a  completed
echo+                 completed
echo   x=2.0 y=2 z=a  completed
echo   x=1.0 y=2 z=a  completed
echo+                 completed





Let’s run these tests with an optimizer.

First delete the runs.

>>> project.delete_runs()
Deleted ... run(s)





Run an optimizer batch.

>>> batch_1 = run("echo", optimizer="gp", max_trials=2,
...     flags={"x": "[-1.0:1.0]", "z": "c"},
...     opt_flags={"random-starts": 1})
INFO: [guild] Random start for optimization (1 of 1)
INFO: [guild] Running trial ...: echo (x=..., y=2, z=c)
... 2 'c'
INFO: [guild] Found 1 previous trial(s) for use in optimization
INFO: [guild] Running trial ...: echo (x=..., y=2, z=c)
... 2 'c'

>>> print_runs()
echo     x=... y=2 z=c                                                   completed
echo     x=... y=2 z=c                                                   completed
echo+gp  acq-func=gp_hedge kappa=1.96 noise=0.1 random-starts=1 xi=0.05  completed





Start a new batch using the first batch as a prototype and use new
flags for both the user op and the batch:

>>> batch_2 = run(proto=batch_1.id, flags={"y": 3}, opt_flags={"kappa": 1.5})
INFO: [guild] Random start for optimization (1 of 1)
INFO: [guild] Running trial ...: echo (x=..., y=3, z=c)
... 3 'c'
INFO: [guild] Found 1 previous trial(s) for use in optimization
INFO: [guild] Running trial ...: echo (x=..., y=3, z=c)
... 3 'c'

>>> print_runs()
echo     x=... y=3 z=c                                                   completed
echo     x=... y=3 z=c                                                   completed
echo+gp  acq-func=gp_hedge kappa=1.5 noise=0.1 random-starts=1 xi=0.05   completed
echo     x=... y=2 z=c                                                   completed
echo     x=... y=2 z=c                                                   completed
echo+gp  acq-func=gp_hedge kappa=1.96 noise=0.1 random-starts=1 xi=0.05  completed
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Runs

Runs are represented by the class guild.run.Run.

>>> import guild.run





They are used to manage information in a run directory. For our tests
we’ll create a temporary directory that represents our run directory:

>>> run_dir = mkdtemp()





Runs have IDs that uniquely identify them. The mkdir function can be
used to generate unique run IDs.

>>> run = guild.run.Run(guild.run.mkid(), run_dir)






Run IDs

Unique run IDs are 32 chars long:

>>> len(run.id)
32





Runs have short IDs, which are 8 chars long:

>>> len(run.short_id)
8








Run directory files

We can iterate files under a run directory using the iter_files
method. For our tests we’ll use a helper that normalizes output for
our tests:

>>> def run_files(run):
...   return sorted([
...     relpath(path, run_dir)
...     for path in run.iter_files(all_files=True)
...   ])





We can iterate files under a run directory. Initially the directory is
empty:

>>> run_files(run)
[]





We can initialize the run directory using init_skel:

>>> run.init_skel()
>>> run_files(run)
['.guild', '.guild/attrs', '.guild/attrs/id', '.guild/attrs/initialized']





Note that Guild manages files under a run directory inside a .guild
directory (“guild directory”).




Run attributes

Run attributes are stored in the attrs guild sub-directory.

We can iterate attributes using iter_attrs:

>>> list(run.iter_attrs())
[('id', ...), ('initialized', ...)]





We can read attribute values as run items or using the get method:

>>> run["msg"]
Traceback (most recent call last):
KeyError: 'msg'

>>> print(run.get("msg"))
None

>>> run.get("msg", "no msg!")
'no msg!'





We can write them using the write_attr method:

>>> run.write_attr("msg", "hello")





Here are the run files after writing the attribute:

>>> run_files(run)
['.guild',
 '.guild/attrs',
 '.guild/attrs/id',
 '.guild/attrs/initialized',
 '.guild/attrs/msg']





And the value of our attribute:

>>> run["msg"]
'hello'

>>> run.get("msg")
'hello'





We can store attributes provided they’re primitive Python
types. Values are encoded using YAML. Let’s create a helper function
that shows us the attribute file contents.

>>> def cat_attr(name):
...   cat(run_dir, ".guild", "attrs", name)





Here’s the encoding of a string attribute:

>>> cat_attr("msg")
hello





Integer:

>>> run.write_attr("int", 123)
>>> run["int"]
123
>>> cat_attr("int")
123





Float:

>>> run.write_attr("float", 123.456)
>>> run["float"]
123.456
>>> cat_attr("float")
123.456





None:

>>> run.write_attr("none", None)
>>> print(run["none"])
None
>>> cat_attr("none")
null





List:

>>> run.write_attr("list", [1, 2, 3, 4.567, "foo", "bar"])
>>> run["list"]
[1, 2, 3, 4.567, 'foo', 'bar']
>>> cat_attr("list")
- 1
- 2
- 3
- 4.567
- foo
- bar





Tuples (stored and returned as lists):

>>> run.write_attr("tuple", (1, 2, 3, "foo"))
>>> run["tuple"]
[1, 2, 3, 'foo']
>>> cat_attr("tuple")
- 1
- 2
- 3
- foo





Dict:

>>> run.write_attr("dict", {"num": 123, "str": "hello", "float": 123.456})
>>> pprint(run["dict"])
{'float': 123.456, 'num': 123, 'str': 'hello'}
>>> cat_attr("dict")
float: 123.456
num: 123
str: hello





List of lists:

>>> run.write_attr("lol", [["num", 123],
...                        ["str", "hello"],
...                        ["float", 123.456]])
>>> run["lol"]
[['num', 123], ['str', 'hello'], ['float', 123.456]]
>>> cat_attr("lol")
- - num
  - 123
- - str
  - hello
- - float
  - 123.456





List of tuples (stored and returned as list of lists):

>>> run.write_attr("tuple-list", [("foo", 123), ("bar", 456)])
>>> run["tuple-list"]
[['foo', 123], ['bar', 456]]
>>> cat_attr("tuple-list")
- - foo
  - 123
- - bar
  - 456





Non-primitive values can’t be written as run attributes:

>>> run.write_attr("module", guild.run)
Traceback (most recent call last):
RepresenterError: ...

>>> run.write_attr("function", cat_attr)
Traceback (most recent call last):
RepresenterError: ...

>>> class Foo(object):
...   pass
>>> run.write_attr("class", Foo)
Traceback (most recent call last):
RepresenterError: ...










Managing runs

Runs are managed by the var module:

>>> import guild.var





We can list runs using the list_runs function. By default
list_runs enumerates runs in the system location
(i.e. ~/.guild/runs). For our tests we’ll use the sample location.

Here’s a helper function to list runs in that location:

>>> def runs(**kw):
...     sample_runs = sample("runs")
...     return guild.var.runs(root=sample_runs, **kw)





By default runs are returned unsorted (based on how they’re read from
the file system). We can can sort by various run attributes using the
sort argument. Here we order by id in reverse order:

>>> [run.id for run in runs(sort=["-id"])]
['7d145216ae874020b735f001a7bfd27d',
 '42803252919c495cbd65f292f1f156a0',
 '360192fdf9b74f2fad5f514e9f2fdadb']





Sort by operation, then date:

>>> [(run.short_id, str(run.opref), run["started"])
...  for run in runs(sort=["opref", "started"])]
[('42803252', "test:'' '' mnist evaluate", 1506790419000000),
 ('360192fd', "test:'' '' mnist train", 1506790385000000),
 ('7d145216', "test:'' '' mnist train", 1506790401000000)]





Sort by date, latest first:

>>> [(run.short_id, run["started"])
...  for run in runs(sort=["-started"])]
[('42803252', 1506790419000000),
 ('7d145216', 1506790401000000),
 ('360192fd', 1506790385000000)]








Run filters

We can filter runs by specifying a filter argument to the runs
function. A filter is a function that takes a run as a single argument
and returns True if the run should be returned or False if it should
not be returned.

Here we’ll filter runs with an exist_status of “0” (i.e. run
successfully to completion):

>>> [(run.short_id, run["exit_status"])
...  for run in runs(filter=lambda r: r.get("exit_status") == 0)]
[('42803252', 0)]





guild.var provides a helper function that returns various named
filters:


	attr - true if a run attribute matches an expected value


	all - true if all filters are true


	any - true if any filters are true




Filter names may be preceded by ‘!’ to negate them.

Here is the same filter as above, but using run_filter:

>>> filter = guild.var.run_filter("attr", "exit_status", 0)
>>> [(run.short_id, run["exit_status"]) for run in runs(filter=filter)]
[('42803252', 0)]





Here’s a list of runs with an exit_status not equals to “0”:

>>> filter = guild.var.run_filter("!attr", "exit_status", 0)
>>> [(run.short_id, run.get("exit_status"))
...  for run in runs(filter=filter, sort=["id"])]
[('360192fd', None), ('7d145216', 1)]





Runs with op equal to “mnist:evaluate” and exit_status equal to “0”
(i.e. successful evaluate operations):

>>> filter = guild.var.run_filter(
...   "all",
...   [guild.var.run_filter("attr", "exit_status", 0)])
>>> [(run.short_id, run.get("exit_status")) for run in runs(filter=filter)]
[('42803252', 0)]





Runs with exit_status equal to “0” or “1”:

>>> filter = guild.var.run_filter(
...   "any",
...   [guild.var.run_filter("attr", "exit_status", 0),
...    guild.var.run_filter("attr", "exit_status", 1)])
>>> [(run.short_id, run.get("exit_status"))
...  for run in runs(filter=filter, sort=["id"])]
[('42803252', 0), ('7d145216', 1)]
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Runs - part 2

This is a continuation of Part 1.

We continue examining the runs in samples/runs.

>>> runs_dir = sample("runs")
>>> guild_home = os.path.dirname(runs_dir)





We use gapi to for our tests:

>>> from guild import _api as gapi
>>> runs_list = lambda **kw: gapi.runs_list(guild_home=guild_home, **kw)





A helper to print runs:

>>> def print_runs(runs):
...   for run in runs:
...     print(run.short_id, run.opref.to_opspec(), run.status)





Runs list:

>>> print_runs(runs_list())
42803252 mnist:evaluate completed
7d145216 mnist:train error
360192fd mnist:train pending





Filtered by ‘train’ operation:

>>> print_runs(runs_list(ops=["train"]))
7d145216 mnist:train error
360192fd mnist:train pending





Filtered by ‘evaluate’ operation:

>>> print_runs(runs_list(ops=["evaluate"]))
42803252 mnist:evaluate completed





Filtered by completed various status:

>>> print_runs(runs_list(completed=True))
42803252 mnist:evaluate completed

>>> print_runs(runs_list(error=True))
7d145216 mnist:train error

>>> print_runs(runs_list(pending=True))
360192fd mnist:train pending

>>> print_runs(runs_list(pending=True, error=True))
7d145216 mnist:train error
360192fd mnist:train pending

>>> runs_list(foobar=True)
Traceback (most recent call last):
TypeError: runs_list() got an unexpected keyword argument 'foobar'






Run env

Run env can be specified using the operation env attribute.

Here’s a project demonstrating this.

>>> p = Project(sample("projects", "run-env"))

>>> gf = guildfile.for_dir(p.cwd)

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'all-env'>, <guild.guildfile.OpDef 'hide-bar'>]






All env

The all-env operation saves all env.

>>> all_env = gf.default_model.get_operation("all-env")

>>> pprint(all_env.env)
{'bar': 'hello', 'foo': 123}

>>> print(all_env.env_secrets)
None





Run the op:

>>> p.run("all-env")
123
hello





Check the run env attr:

>>> run = p.list_runs()[0]
>>> env = run.get("env")

>>> env["foo"]
'123'

>>> env["bar"]
'hello'








Secret env

The hide-bar operation saves all env except bar, which is
considered a secret.

>>> hide_bar = gf.default_model.get_operation("hide-bar")

>>> pprint(hide_bar.env)
{'bar': 'hi', 'foo': 456}

>>> print(hide_bar.env_secrets)
['bar']





Run the op:

>>> p.run("hide-bar")
456
hi





Check the run env attr:

>>> run = p.list_runs()[0]
>>> env = run.get("env")

>>> env["foo"]
'456'





Note that bar is not saved to env:

>>> env["bar"]
Traceback (most recent call last):
KeyError: 'bar'
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Scalars

The sample project scalars has an operation that illustrates scalar
generation for an run.

>>> project = Project(sample("projects", "scalars"))





The operation ouptut-and-summaries uses both output scalars and
writes summaries using a summary writer.

>>> project.run("output-and-summaries")
min_loss: ...

>>> runs = project.list_runs()
>>> len(runs)
1

>>> run = runs[0]





Here are the tfevent files generated for the run:

>>> [path for path in findl(run.dir) if "tfevent" in path]
['.guild/events.out.tfevents...',
 'events.out.tfevents...']





And the scalars:

>>> scalars = [
...     {
...         "tag": s["tag"],
...         "prefix": s["prefix"],
...         "count": s["count"]
...     }
...     for s in project.scalars(run)
...     if s["tag"] in ("loss", "min_loss")
... ]

>>> pprint(scalars)
[{'count': 60, 'prefix': '', 'tag': 'loss'},
 {'count': 1, 'prefix': '.guild', 'tag': 'min_loss'}]
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Selecting resources

These tests cover guild.resolver._dir_source_files, which is
responsible for selecting files from a directory according the rules
specified in a resource source.

>>> from guild.resolver import _dir_source_files





For our tests we’ll use the samples files in select-files:

>>> samples_dir = sample("select-files")





Here’s a Guild file that defines a resource r with multiple sources:

>>> gf = guildfile.for_string("""
... - model: m
...   resources:
...     r:
...       sources:
...         - file: {samples_dir}
...           select: a.*
...         - file: {samples_dir}
...           select: b
...         - file: {samples_dir}
...           select-max: a-([0-9]+)
...         - file: {samples_dir}
...           select-min: a-(.+)
... """.format(samples_dir=samples_dir))





The resource sources for:

>>> r1_sources = gf.default_model.get_resource("r").sources
>>> r1_sources
[<guild.resourcedef.ResourceSource 'file:.../samples/select-files'>]





The files selected for each source:

>>> for src in r1_sources:
...   print("---")
...   print(src.select)
...   pprint(_dir_source_files(samples_dir, src))
---
[SelectSpec(pattern='a.*', reduce=None)]
['.../samples/select-files/a',
 '.../samples/select-files/a-001',
 '.../samples/select-files/a-1',
 '.../samples/select-files/a-2',
 '.../samples/select-files/a-20']
---
[SelectSpec(pattern='b', reduce=None)]
['.../samples/select-files/b']
---
[SelectSpec(pattern='a-([0-9]+)', reduce=<function _select_reduce_max ...>)]
['.../samples/select-files/a-20']
---
[SelectSpec(pattern='a-(.+)', reduce=<function _select_reduce_min ...)]
['.../samples/select-files/a-001']
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Select Runs

A run can be selected using the select command or the select()
project method.

We use the optimizers project for our tests to generate runs with a
known loss.

>>> project = Project(sample("projects", "optimizers"))





Helper to test results:

>>> def check(selected, runs, pos):
...     from guild import run as runlib
...     assert isinstance(selected, runlib.Run), selected
...     assert isinstance(runs[pos], runlib.Run), (runs, pos)
...     if selected.id != runs[pos].id:
...         print("error: expected %s but got %s" % (runs[pos].id, selected.id))
...         print("runs (%s):" % project.guild_home)
...         project.print_runs(runs, ids=True)





Generate three runs using the range flag function. Values for f
are used to calculate `loss.

>>> project.run("echo2.py", flags={"f": "range[1.0:3.0]"})
INFO: [guild] Running trial ...: echo2.py (b=yes, f=1.0, i=3, s=hello)
i: 3
f: 1.000000
b: True
s: hello
loss: 0.000000
INFO: [guild] Running trial ...: echo2.py (b=yes, f=2.0, i=3, s=hello)
i: 3
f: 2.000000
b: True
s: hello
loss: 1.000000
INFO: [guild] Running trial ...: echo2.py (b=yes, f=3.0, i=3, s=hello)
i: 3
f: 3.000000
b: True
s: hello
loss: 2.000000





Get the runs for reference:

>>> runs = project.list_runs()

>>> len(runs)
4

>>> [run.opref.op_name for run in runs]
['echo2.py', 'echo2.py', 'echo2.py', '+']





By default, Guild selects the latest run:

>>> check(project.select(), runs, 0)





Select run by position:

>>> check(project.select("1"), runs, 0)

>>> check(project.select("2"), runs, 1)

>>> check(project.select("3"), runs, 2)

>>> check(project.select("4"), runs, 3)





Select filtering by op:

>>> check(project.select(ops=["+"]), runs, 3)





Select min loss:

>>> check(project.select(min="loss"), runs, 2)





Select max loss:

>>> check(project.select(max="loss"), runs, 0)





Select min of non-existing scalar - fails to alter sort order:

>>> check(project.select(min="non-existing"), runs, 0)





No matching runs:

>>> project.select("555555")
Traceback (most recent call last):
ValueError: ...

>>> project.select(ops=["foo"])
Traceback (most recent call last):
ValueError: ...

>>> project.select(terminated=True)
Traceback (most recent call last):
ValueError: ...





Invalid scalar spec:

>>> project.select(min="foo bar")
Traceback (most recent call last):
ValueError: ("invalid scalar 'foo bar': unexpected token 'bar', line 1, pos 11", 1)
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skopt utils

Various skopt related utilities are provided by
guild.plugins.skopt_util:

>>> from guild.plugins import skopt_util






skopt dims from flags

Flag values can be converted to skopt dims using the flag_dims
function:

>>> flag_dims = skopt_util.flag_dims





The function returns a tuple of dim names, dims, and initial values
that correspond to the flags.

Here’s the empty case:

>>> flag_dims({})
([], [], [])





Scalar and string values are never included in dims:

>>> flag_dims({"a": 1})
([], [], [])

>>> flag_dims({"a": 2.1})
([], [], [])

>>> flag_dims({"a": "hello"})
([], [], [])





Lists are always returned as categorical containing the list values:

>>> flag_dims({"a": [1, 2, 3]})
(['a'], [Categorical(categories=(1, 2, 3), prior=None)], [None])

>>> flag_dims({"a": [1, 2.1, "hello"]})
(['a'], [Categorical(categories=(1, 2.1, 'hello'), prior=None)], [None])






Functions

It starts getting interesting when we provide functions, which are in
the format:

NAME? '[' ARG ':' ARG ( ':' ARG )* ']'





If unnamed, a function is assumed to be named “uniform”:

>>> flag_dims({"a": "[1.0:2.0]"})
(['a'], [Real(low=1.0, high=2.0, prior='uniform', transform='identity')], [None])





A third argument may be provided, which is used as the initial value:

>>> flag_dims({"a": "[1.0:2.0:0.0]"})
(['a'], [Real(low=1.0, high=2.0, prior='uniform', transform='identity')], [0.0])





If two integers are provided, the range is over integer values:

>>> flag_dims({"a": "[1:100]"})
(['a'], [Integer(low=1, high=100, prior='uniform', transform='identity')], [None])





Two integers with an initial value:

>>> flag_dims({"a": "[1:100:50]"})
(['a'], [Integer(low=1, high=100, prior='uniform', transform='identity')], [50])





We can name functions, provided the function is supported:


	uniform




flag_dims({“a”: “uniform[1.0:2.0]”})
([‘a’], [Real(low=1.0, high=2.0, prior=’uniform’, transform=’identity’)], [None])













flag_dims({“a”: “uniform[1:100]”})
([‘a’], [Integer(low=1, high=100, prior=’uniform’, transform=’identity’)], [None])













flag_dims({“a”: “uniform[1:100:25]”})
([‘a’], [Integer(low=1, high=100, prior=’uniform’, transform=’identity’)], [25])












	loguniform




flag_dims({“a”: “loguniform[1.0:2.0]”})
([‘a’], [Real(low=1.0, high=2.0, prior=’log-uniform’, transform=’identity’)], [None])













flag_dims({“a”: “loguniform[1.0:2.0:0.1]”})
([‘a’], [Real(low=1.0, high=2.0, prior=’log-uniform’, transform=’identity’)], [0.1])













flag_dims({“a”: “loguniform[1:100]”})
([‘a’], [Real(low=1, high=100, prior=’log-uniform’, transform=’identity’)], [None])














Note that normal and lognormal are not supported:

>>> flag_dims({"a": "normal[1.0:2.0]"})
Traceback (most recent call last):
InvalidSearchDimension: unknown function 'normal' used for flag a

>>> flag_dims({"a": "lognormal[1.0:2.0]"})
Traceback (most recent call last):
InvalidSearchDimension: unknown function 'lognormal' used for flag a





If an unsupported function is specified, an error is generated:

>>> flag_dims({"a": "unsupported[1.0:2.0]"})
Traceback (most recent call last):
InvalidSearchDimension: unknown function 'unsupported' used for flag a





If a function has the wrong arg count, an error is generated:

>>> flag_dims({"a": "uniform[]"})
Traceback (most recent call last):
InvalidSearchDimension: uniform requires 2 or 3 args, got () for flag a

>>> flag_dims({"a": "uniform[1.0]"})
Traceback (most recent call last):
InvalidSearchDimension: uniform requires 2 or 3 args, got (1.0,) for flag a

>>> flag_dims({"a": "uniform[1.0:2.0:3.0:4.0]"})
Traceback (most recent call last):
InvalidSearchDimension: uniform requires 2 or 3 args, got (1.0, 2.0, 3.0, 4.0) for flag a





If a function doesn’t meet the minimal requirement of a function
(i.e. it must contain at least two args)




Misc

Dims are always returned in sorted order by name:

>>> flag_dims({"a": [3], "b": [2], "c": [1]})
(['a', 'b', 'c'],
 [Categorical(categories=(3,), prior=None),
  Categorical(categories=(2,), prior=None),
  Categorical(categories=(1,), prior=None)],
 [None, None, None])
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Scikit optimize

Before running tests with the skopt module, let’s silence the
warnings from numpy.core.umath_tests:

>>> import warnings
>>> warnings.filterwarnings("ignore", category=Warning)
>>> import numpy.core.umath_tests






Bayesian optimization

Support for Bayesian optimization is provided by gp_minimize
function:

>>> from skopt import gp_minimize





Here’s a case where we provide a list of x0 and corresponding
y0. These are flag values and resulting objective values respectively.

>>> res = gp_minimize(
...     func=lambda *args: 0,
...     dimensions=[(-2.0, 2.0)],
...     n_calls=1,
...     n_random_starts=0,
...     x0=[[-1.0], [0.0], [1.0]],
...     y0=[-1.0, 0.0, 1.0],
...     random_state=66)

>>> res.x_iters
[[-1.0], [0.0], [1.0], [-2.0]]





In this case we want a random value, so we ask for one call and one
random start.

>>> res = gp_minimize(
...     func=lambda *args: 0,
...     dimensions=[(-2.0, 2.0)],
...     n_calls=1,
...     n_random_starts=1,
...     x0=None,
...     y0=None,
...     random_state=66)

>>> x0 = res.x_iters[0][0]
>>> x0 >= -2.0 and x0 <= 2.0, x0
(True, ...)





Here’s a case where we don’t have any prior information and so use a
known start value for x0.

>>> res = gp_minimize(
...     func=lambda *args: 0,
...     dimensions=[(-2.0, 2.0)],
...     n_calls=1,
...     n_random_starts=0,
...     x0=[-1.0],
...     y0=None,
...     random_state=66)

>>> res.x_iters
[[-1.0]]





Case where we want to use a default flag value and randomly generate a
value for a second flag.

>>> res = gp_minimize(
...     func=lambda *args: 0,
...     dimensions=[[1.0], (-2.0, 2.0)],
...     n_calls=1,
...     n_random_starts=1,
...     x0=None,
...     y0=None,
...     random_state=66)

>>> res.x_iters
[[1.0, ...]]

>>> x0_1 = res.x_iters[0][1]
>>> x0_1 >= -2.0 and x0_1 <= 2.0, x0_1
(True, ...)





Case where we have a single x0 rather than 3.

>>> res = gp_minimize(
...     func=lambda *args: 0,
...     dimensions=[(-2.0, 2.0)],
...     n_calls=1,
...     n_random_starts=0,
...     x0=[[0.2]],
...     y0=[0],
...     random_state=66)

>>> res.x_iters
[[0.2], [...]]

>>> x1 = res.x_iters[1][0]
>>> x1 >= -2.0 and x1 <= 2.0, x1
(True, ...)








Repeating trials

This fragment demonstrates that gp_minimimize repeats trials.

>>> res = gp_minimize(
...     lambda xs: xs[0],
...     [(-2.0, 2.0)],
...     n_calls=10,
...     n_random_starts=1,
...     random_state=1)
>>> trials = [iter[0] for iter in res.x_iters]
>>> unique_trials = set(trials)
>>> len(trials) > len(unique_trials), trials
(True, ...)





However, random forest does not:

>>> from skopt import forest_minimize

>>> res = forest_minimize(
...     lambda xs: xs[0],
...     [(-2.0, 2.0)],
...     n_calls=10,
...     n_random_starts=1,
...     random_state=1)
>>> trials = [iter[0] for iter in res.x_iters]
>>> unique_trials = set(trials)
>>> len(trials) == len(unique_trials), trials
(True, ...)





Nor does gbrt:

>>> from skopt import gbrt_minimize

>>> res = gbrt_minimize(
...     lambda xs: xs[0],
...     [(-2.0, 2.0)],
...     n_calls=10,
...     n_random_starts=1,
...     random_state=1)
>>> trials = [iter[0] for iter in res.x_iters]
>>> unique_trials = set(trials)
>>> len(trials) == len(unique_trials), trials
(True, ...)








Minimizing objective

Let’s use the bayesian optimizer to minimize loss for the echo
operation. Loss in this case is simply the value of x that we
specify.

>>> project = Project(sample("projects", "optimizers"))





And the run:

>>> project.run("echo", flags={"x": "[-2.0:2.0:0.0]", "z": "a"},
...             optimizer="gp",
...             minimize="loss",
...             random_seed=1,
...             max_trials=4)
INFO: [guild] Random start for optimization (1 of 3)
INFO: [guild] Running trial ...: echo (x=..., y=2, z=a)
... 2 'a'
INFO: [guild] Random start for optimization (2 of 3)
INFO: [guild] Running trial ...: echo (x=..., y=2, z=a)
... 2 'a'
INFO: [guild] Random start for optimization (3 of 3)
INFO: [guild] Running trial ...: echo (x=..., y=2, z=a)
... 2 'a'
INFO: [guild] Found 3 previous trial(s) for use in optimization
INFO: [guild] Running trial ...: echo (x=..., y=2, z=a)
... 2 'a'








Missing objective

When previous trials don’t have specified objective, generates a
random trials.

>>> project = Project(sample("projects", "optimizers"))
>>> project.run("echo", flags={"x": "[-2.0:2.0]"},
...             opt_flags={"random-starts": 2},
...             optimizer="gp",
...             minimize="no_such_scalar",
...             max_trials=4)
INFO: [guild] Random start for optimization (1 of 2)
INFO: [guild] Running trial ...: echo (x=..., y=2, z=...)
... 2 ...
INFO: [guild] Random start for optimization (2 of 2)
INFO: [guild] Running trial ...: echo (x=..., y=2, z=...)
... 2 ...
INFO: [guild] Random start for optimization (cannot find objective 'no_such_scalar')
INFO: [guild] Running trial ...: echo (x=..., y=2, z=...)
... 2 ...
INFO: [guild] Random start for optimization (cannot find objective 'no_such_scalar')
INFO: [guild] Running trial ...: echo (x=..., y=2, z=...)
... 2 ...








Errors

Invalid objective specs:

>>> project.run("echo", flags={"x": "[-2:2]"}, optimizer="gp",
...             maximize="the quick brown fox")
ERROR: [guild] invalid objective 'the quick brown fox': unexpected
token 'quick', line 1, pos 11
<exit 1>

>>> project.run("echo", flags={"x": "[-2:2]"}, optimizer="gp",
...             minimize="loss, accuracy")
ERROR: [guild] invalid objective 'loss, accuracy': too many columns
<exit 1>
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Source code digest

Guild generates a digest of soure code files so that any change to
source code is reflected as a change to the digest.

For our tests, we’ll work with a dynamically modified project.

>>> project_dir = mkdtemp()






Baseline digest

Here’s an initial Guild file that defined an operation op that does
nothing.

>>> write(path(project_dir, "guild.yml"), """
...   op:
...     main: guild.pass
... """)





And a project to run operations on:

>>> project = Project(project_dir)





Here’s our current project layout:

>>> find(project_dir)
guild.yml





We can peek at the digest for this directory that Guild will generate
by using the file_util.files_digest function.

>>> from guild.file_util import files_digest

>>> files_digest(project_dir)
'38eaef56aa526c84cb706bfa550f9f41'





Let’s run op and examine the results.

>>> run, _out = project.run_capture("op")





Here’s the copied source:

>>> find(run.guild_path("sourcecode"))
guild.yml





Guild saves the source code digest in the run’s sourcecode_digest
attribute:

>>> run.get("sourcecode_digest")
'38eaef56aa526c84cb706bfa550f9f41'





We can list runs using this digest:

>>> project.list_runs(digest="38eaef56")
[<guild.run.Run '...'>]





And not another digest:

>>> project.list_runs(digest="_")
[]








New source code file

Let’s now add a new file to our project. We’ll add a text file that
Guild will treat as source code by default.

>>> write(path(project_dir, "hello.py"), "print('hello')\n")





Here’s our project directory:

>>> find(project_dir)
guild.yml
hello.py





And our digest:

>>> files_digest(project_dir)
'd58df49c7f24c45cbab98a816c7ad50e'





Next we’ll generate a new run:

>>> run, _out = project.run_capture("op", run_dir=mkdtemp())





Our copied source code:

>>> find(run.guild_path("sourcecode"))
guild.yml
hello.py





And the source code digest attribute:

>>> run.get("sourcecode_digest")
'd58df49c7f24c45cbab98a816c7ad50e'








Modified source code file

Let’s simulate a change to our source code file hello.py.

>>> write(path(project_dir, "hello.py"), "print('hola')\n")





Our new project digest:

>>> files_digest(project_dir)
'3c0e4b7789ce7d04bd39fe7d39283100'





And our run:

>>> run, _out = project.run_capture("op", run_dir=mkdtemp())





Copied source code:

>>> find(run.guild_path("sourcecode"))
guild.yml
hello.py





Generated source code digest:

>>> run.get("sourcecode_digest")
'3c0e4b7789ce7d04bd39fe7d39283100'
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Startup Time

Guild should start within an acceptable amount of time. This test
measures the time it takes to run the guild command with no
arguments.

Our test limit:

>>> START_THRESHOLD = float(os.getenv("GUILD_START_THRESHOLD") or 0.2)





Imports used below:

>>> import time
>>> import subprocess





Guild script:

>>> scripts_dir = path(tests_dir(), "..", "scripts")
>>> guild_script = path(scripts_dir, "guild")





Oddly, for some versions of Python, the guild script is not
installed under the scripts directory. This could be a misguided
attempt to avoid conflicts when console_scripts are generated for
installed packages.

In such cases, we rely on the generated console script.

>>> if not os.path.exists(guild_script):
...     guild_script = which("guild")





Run guild command with no arguments:

>>> time0 = time.time()
>>> out = subprocess.check_output(guild_script, stderr=subprocess.STDOUT)  
>>> time1 = time.time()





Expected output (Guidl help):

>>> print(out.decode())  
Usage: guild [OPTIONS] COMMAND [ARGS]...

  Guild AI command line interface.

Options:
  --version  Show the version and exit.
  -C PATH    Use PATH as current directory for referencing guild files
             (guild.yml).
  -H PATH    Use PATH as Guild home (default is ...).
  --debug    Log more information during command.
  --help     Show this message and exit.

Commands:
  cat              Show contents of a run file.
  check            Check the Guild setup.
  compare          Compare run results.
  diff             Diff two runs.
  download         Download a file resource.
  export           Export one or more runs.
  help             Show help for a path or package.
  import           Import one or more runs from ARCHIVE.
  init             Initialize a Guild environment.
  install          Install one or more packages.
  label            Set run labels.
  ls               List run files.
  mark             Mark a run.
  models           Show available models.
  open             Open a run path.
  operations, ops  Show model operations.
  package          Create a package for distribution.
  packages         Show or manage packages.
  publish          Publish one or more runs.
  pull             Copy one or more runs from a remote location.
  push             Copy one or more runs to a remote location.
  remote           Manage remote status.
  remotes          Show available remotes.
  run              Run a model operation.
  runs             Show or manage runs.
  search           Search for a package.
  select           Select a run and shows its ID.
  shell            Start a Python shell for API use.
  stop             Stop one or more runs.
  sync             Synchronize remote runs.
  sys              System utilities.
  tensorboard      Visualize runs with TensorBoard.
  tensorflow       Collection of TensorFlow tools.
  uninstall        Uninstall one or more packages.
  view             Visualize runs in a local web application.
  watch            Watch run output.





Our run time for the guild command:

>>> run_time = time1 - time0
>>> run_time <= START_THRESHOLD, run_time
(True, ...)





If this test fails, look at the following:


	Look for recently added import statements that can be moved into
functions for lazy imports.


	Look for new code that is run during imports that can be run lazily.


	If running on a slow system, consider disabling the test.


	If run_time is close to START_THRESHOLD the result may be an
anomaly - ignore the error and run the test again.


	If there’s no way to keep startup time down, consider increasing
START_THRESHOLD above.
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Step checks

Steps can be used to check run results.

For these tests we’ll use the step-checks project.

>>> project = Project(sample("projects", "step-checks"))





The project has two public operations and a number of private
operation (i.e. operations starting with _).

>>> gf = guildfile.for_dir(project.cwd)

>>> gf.models
{'': <guild.guildfile.ModelDef ''>}

>>> gf.default_model.operations
[<guild.guildfile.OpDef '_test-all'>,
 <guild.guildfile.OpDef '_test-fail-1'>,
 <guild.guildfile.OpDef '_test-file-1'>,
 <guild.guildfile.OpDef '_test-output-1'>,
 <guild.guildfile.OpDef '_test-output-2'>,
 <guild.guildfile.OpDef 'gen-files'>,
 <guild.guildfile.OpDef 'gen-output'>]





Here’s a helper for printing op steps:

>>> def print_steps(op):
...     pprint(gf.default_model[op].steps)





As a convention, tests in Guild are implemented as private operations
and use steps attrs.

Here’s the _test-output-1 operation steps:

>>> print_steps("_test-output-1")
[{'expect': [{'output': 'hi'}], 'run': 'gen-output'}]





We can see that there is one step, which runs gen-output and asserts
that the generated output should contain the string ‘hi’.

Let’s run the operation:

>>> project.run("_test-output-1")
INFO: [guild] running gen-output: gen-output
hi
INFO: [guild] checking run ... output for 'hi'
INFO: [guild] 1 of 1 checks passed





Here’s _test-output-2:

>>> print_steps("_test-output-2")
[{'expect': [{'output': 'hello'}, {'output': 'car'}],
  'run': "gen-output msg='hello car'"}]





This test checks for two outputs: ‘hello’ and ‘car’. Let’s run it:

>>> project.run("_test-output-2")
INFO: [guild] running gen-output: gen-output msg='hello car'
hello car
INFO: [guild] checking run ... output for 'hello'
INFO: [guild] checking run ... output for 'car'
INFO: [guild] 2 of 2 checks passed





_test-file-1:

>>> print_steps("_test-file-1")
[{'expect': [{'contains': 'hello bus', 'file': 'file-1'},
             {'file': 'sample.txt'}],
  'run': "gen-files count=1 msg='hello bus'"}]





And its result:

>>> project.run("_test-file-1")
INFO: [guild] running gen-files: gen-files count=1 msg='hello bus'
Resolving file:sample.txt dependency
INFO: [guild] checking run ... files 'file-1'
INFO: [guild] checking run ... file file-1 for 'hello bus'
INFO: [guild] checking run ... files 'sample.txt'
INFO: [guild] 2 of 2 checks passed





One of the tests is designed to fail. Let’s look at _test-fail-1:

>>> print_steps("_test-fail-1")
[{'expect': [{'output': 'bye'}], 'run': 'gen-output'}]





When we run it:

>>> project.run("_test-fail-1")
INFO: [guild] running gen-output: gen-output
hi
INFO: [guild] checking run ... output for 'bye'
ERROR: [guild] check failed: could not find pattern 'bye' in run ... output
INFO: [guild] 0 of 1 checks passed
ERROR: [guild] 1 check(s) failed - see above for details
guild: stopping because a check failed
<exit 3>





Checks can be aggregated by simply running them as steps. _test-all
does this:

>>> print_steps("_test-all")
['_test-output-1', '_test-output-2', '_test-file-1', '_test-fail-1']

>>> project.run("_test-all")
INFO: [guild] running _test-output-1: _test-output-1
INFO: [guild] running gen-output: gen-output
hi
INFO: [guild] checking run ... output for 'hi'
INFO: [guild] 1 of 1 checks passed
INFO: [guild] running _test-output-2: _test-output-2
INFO: [guild] running gen-output: gen-output msg='hello car'
hello car
INFO: [guild] checking run ... output for 'hello'
INFO: [guild] checking run ... output for 'car'
INFO: [guild] 2 of 2 checks passed
INFO: [guild] running _test-file-1: _test-file-1
INFO: [guild] running gen-files: gen-files count=1 msg='hello bus'
Resolving file:sample.txt dependency
INFO: [guild] checking run ... files 'file-1'
INFO: [guild] checking run ... file file-1 for 'hello bus'
INFO: [guild] checking run ... files 'sample.txt'
INFO: [guild] 2 of 2 checks passed
INFO: [guild] running _test-fail-1: _test-fail-1
INFO: [guild] running gen-output: gen-output
hi
INFO: [guild] checking run ... output for 'bye'
ERROR: [guild] check failed: could not find pattern 'bye' in run ... output
INFO: [guild] 0 of 1 checks passed
ERROR: [guild] 1 check(s) failed - see above for details
guild: stopping because a check failed
<exit 3>
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Steps Run Isolation

By default, steps only consider runs associated with the step parent
when resolving required operations.

We illustrate using the steps project.

>>> project = Project(sample("projects", "steps"))





Here’s a typical stepped operation, where required operations are
provided by the parent operation.

>>> project.run("m6:steps-all")
INFO: [guild] running upstream: m6:upstream
INFO: [guild] running downstream: m6:downstream
Resolving upstream dependency
Using output from run ... for upstream resource

>>> project.print_runs(status=True)
m6:downstream  completed
m6:upstream    completed
m6:steps-all   completed





Next we run a broken version - where the downstream operation cannot
resolve an upstream operation because the upstream is not provided by
the step parent.

>>> project.run("m6:steps-downstream-broken")
INFO: [guild] running downstream: m6:downstream
WARNING: cannot find a suitable run for required resource 'upstream'
Resolving upstream dependency
guild: run failed because a dependency was not met: could not resolve
'operation:upstream' in upstream resource: no suitable run for upstream
<exit 1>

>>> project.print_runs(status=True)
m6:downstream               error
m6:steps-downstream-broken  error
m6:downstream               completed
m6:upstream                 completed
m6:steps-all                completed





This behavior can be modified by setting the step isolate-runs
attribute to no.

Here’s a fixed version, which lets the downstream operation resolve
its upstream requirement from all available runs.

>>> project.run("m6:steps-downstream-fixed")
INFO: [guild] running downstream: m6:downstream
Resolving upstream dependency
Using output from run ... for upstream resource

>>> project.print_runs(status=True)
m6:downstream               completed
m6:steps-downstream-fixed   completed
m6:downstream               error
m6:steps-downstream-broken  error
m6:downstream               completed
m6:upstream                 completed
m6:steps-all                completed
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Operation steps

Operations may be defined using a sequence of steps, rather than a
main or exec spec.

We’ll use the sample project ‘steps’ to illustrate the behavior.

>>> project = Project(sample("projects", "steps"))





Here’s the project Guild file:

>>> gf = guildfile.for_dir(project.cwd)





Here are the suported models:

>>> pprint(gf.models)
{'m1': <guild.guildfile.ModelDef 'm1'>,
 'm2': <guild.guildfile.ModelDef 'm2'>,
 'm3': <guild.guildfile.ModelDef 'm3'>,
 'm4': <guild.guildfile.ModelDef 'm4'>,
 'm5': <guild.guildfile.ModelDef 'm5'>,
 'm6': <guild.guildfile.ModelDef 'm6'>}






Basic steps

Steps are stored as the operation steps attribute. They are no
processed by the Guild file as they are merely passed through to
guild.steps_main by way of the steps run attribute.

Here are the steps for m1:steps-basic.

>>> gf.models["m1"]["steps-basic"].steps
['step-1', 'step-2']





Note that the raw data structure is provided rather than any higher
level structured data.

The steps-basic operation runs the two operations in the order
specified.

>>> project.run("m1:steps-basic")
INFO: [guild] running step-1: m1:step-1
hello step-1
INFO: [guild] running step-2: m1:step-2
hello step-2





In this case, three runs are generated:

>>> runs = project.list_runs()
>>> project.print_runs(runs)
m1:step-2
m1:step-1
m1:steps-basic





Here we see that by running steps-basic, we generated runs for
step-1 and step-2.

Each run generated by a step is a normal Guild run.

Here are the files generated for step-1 and step-2:

>>> project.ls(runs[0])
['step-2']

>>> project.ls(runs[1])
['step-1']





The stepped run steps-basic contains symbolic links to the two
genated runs:

>>> project.ls(runs[2])
['step-1', 'step-2']

>>> step1_target = basename(realpath(join_path(runs[2].path, "step-1")))
>>> step1_target == runs[1].id, (step1_target, runs[1].id)
(True, ...)

>>> step2_target = basename(realpath(join_path(runs[2].path, "step-2")))
>>> step2_target == runs[0].id, (step1_target, runs[0].id)
(True, ...)








Named steps

Steps can be named, which specifies the name of the link to
create. Names are also used when referring to the step.

The steps-named operation illustrates how names are used.

>>> project.run("m1:steps-named")
INFO: [guild] running s1: m1:step-1
hello step-1
INFO: [guild] running s2: m1:step-2
hello step-2





Here are the last three runs generated:

>>> runs = project.list_runs()[:3]
>>> project.print_runs(runs)
m1:step-2
m1:step-1
m1:steps-named





The links generated in the stepped run reflect the step names:

The stepped run steps-basic contains symbolic links to the two
genated runs:

>>> project.ls(runs[2])
['s1', 's2']

>>> s1_target = basename(realpath(join_path(runs[2].path, "s1")))
>>> s1_target == runs[1].id, (s1_target, runs[1].id)
(True, ...)

>>> s2_target = basename(realpath(join_path(runs[2].path, "s2")))
>>> s2_target == runs[0].id, (s1_target, runs[0].id)
(True, ...)








Repeated steps

If a step is run more than once, the link names for subsequent runs
use an incrementing suffix to avoid name collisions.

>>> project.run("m1:steps-repeat")
INFO: [guild] running step-1: m1:step-1
hello step-1
INFO: [guild] running step-1: m1:step-1
hello step-1
INFO: [guild] running step-1: m1:step-1
hello step-1

>>> runs = project.list_runs()[:4]
>>> project.print_runs(runs)
m1:step-1
m1:step-1
m1:step-1
m1:steps-repeat

>>> project.ls(runs[3])
['step-1', 'step-1_2', 'step-1_3']








Stepped operations and flags

Stepped operations may contain flags like any other operation. In the
case of a stepped operation, however, flags are used as arguments to
the operations they run.

We’ll illustrate using hello, which is an operation that prints a
message specified with the msg flag, which defaults to ‘hello
world’:

>>> project.run("m1:hello")
hello world





And with an explicit message:

>>> project.run("m1:hello", flags={"msg": "hello from test"})
hello from test





The steps-hello operation is a stepped operation that runs hello
twice. It defines its own flag msg, which defaults to ‘hello steps’,
and passes that flag value through to its steps.

Here’s the default behavior of steps-hello:

>>> project.run("m1:steps-hello")
INFO: [guild] running hello: m1:hello msg='hello steps'
hello steps
INFO: [guild] running hello: m1:hello msg='hello steps (again)'
hello steps (again)





And with an explicit message:

>>> project.run("m1:steps-hello", flags={"msg": "hello from test"})
INFO: [guild] running hello: m1:hello msg='hello from test'
hello from test
INFO: [guild] running hello: m1:hello msg='hello from test (again)'
hello from test (again)








Running operations across models

A stepped operation may run operations defined in other models. Model
m2 illustrates this with the composite operation.

>>> project.run("m2:composite")
INFO: [guild] running hello: m2:hello msg='hello m2, from composite'
hello m2, from composite
INFO: [guild] running m1:hello: m1:hello msg='hello m1, from composite'
hello m1, from composite





And with a name flag:

>>> project.run("m2:composite", flags={"name": "test"})
INFO: [guild] running hello: m2:hello msg='hello m2, from test'
hello m2, from test
INFO: [guild] running m1:hello: m1:hello msg='hello m1, from test'
hello m1, from test








Invalid steps

Step config is validated while running the stepped operation, so
invalid step configuration will cause the stepper operation to fail
with an error.

The m3 model contains various operations that have invalid step
configuration.

>>> project.run("m3:steps-invalid-bad-opspec-1")
guild: invalid step data: [1, 2, 3]
<exit 1>

>>> project.run("m3:steps-invalid-bad-opspec-2")
guild: invalid step data: None
<exit 1>

>>> project.run("m3:steps-invalid-bad-opspec-3")
guild: invalid step {'run': '   '}: must define run
<exit 1>

>>> project.run("m3:steps-invalid-bad-opspec-4")
guild: invalid step {}: must define run
<exit 1>

>>> project.run("m3:steps-invalid-bad-op")
INFO: [guild] running not-defined: m3:not-defined
guild: operation 'not-defined' is not defined for model 'm3'
Try 'guild operations m3' for a list of available operations.
<exit 1>





At the moment, steps do not support additional run options and any
provided will cause Guild to print a warning message.

>>> project.run("m3:ignored-params")
WARNING: [guild] run parameter remote used in 'm1:hello --run-dir /tmp --remote foo' ignored
WARNING: [guild] run parameter run_dir used in 'm1:hello --run-dir /tmp --remote foo' ignored
INFO: [guild] running m1:hello: m1:hello
hello world








Steps and scalars

The scalar values generated by step operations are available under the
top-level operation via the run index.

We’ll use the operations in the m4 model to illustate.

First let’s delete our current runs.

>>> project.delete_runs()
Deleted 31 run(s)





Let’s run m4:end-to-end, which runs the sequence of prepare,
train, and evaluate. This simulates a common end-to-end training
and evaluation scenario.

>>> project.run("m4:end-to-end")
INFO: [guild] running prepare: m4:prepare --needed
prepared data
INFO: [guild] running train: m4:train loss=1.0
Resolving prepare dependency
Using output from run ... for prepare resource
loss=1.0
INFO: [guild] running eval: m4:evaluate acc=0.5
Resolving prepare dependency
Using output from run ... for prepare resource
Resolving train dependency
Using output from run ... for train resource
acc=0.5





Here are the generated runs:

>>> project.print_runs(flags=True, status=True)
m4:evaluate    acc=0.5 prepare=... train=...  completed
m4:train       loss=1.0 prepare=...           completed
m4:prepare                                    completed
m4:end-to-end  acc=0.5 loss=1.0               completed





Let’s look at each run in turn.

>>> end_to_end_run = project.list_runs()[3]
>>> end_to_end_run.opref.to_opspec()
'm4:end-to-end'
>>> project.ls(end_to_end_run)
['eval', 'prepare', 'train']

>>> prepare_run = project.list_runs()[2]
>>> prepare_run.opref.to_opspec()
'm4:prepare'
>>> project.ls(prepare_run)
['data']

>>> train_run = project.list_runs()[1]
>>> train_run.opref.to_opspec()
'm4:train'
>>> project.ls(train_run)
['data', 'model']

>>> evaluate_run = project.list_runs()[0]
>>> evaluate_run.opref.to_opspec()
'm4:evaluate'
>>> project.ls(evaluate_run)
['data', 'model']





Helper to format compare results:

>>> def compare():
...     results = project.compare()
...     if not results:
...         print("<empty>")
...         return
...     cols = results[0]
...     data = (
...         [dict(zip(cols, cols))]
...         + [dict(zip(cols, row)) for row in results[1:]])
...     cli.table(data, cols)





When we compare the runs:

>>> compare()  
run  operation      started  time  status     label                          acc   loss
...  m4:evaluate    ...      ...   completed  acc=0.5 prepare=... train=...  0.5   None
...  m4:train       ...      ...   completed  loss=1.0 prepare=...           None  1.0
...  m4:prepare     ...      ...   completed  None                           None  None
...  m4:end-to-end  ...      ...   completed  acc=0.5 loss=1.0               0.5   1.0





Note that end-to-end reflects the loss and acc of its steps.

BUG: On Windows, stepped runs do not roll up from their steps due to a
bug in Python symlink traversal, which is picked up by the TensorBoard
tfevent generator, which Guild uses.

Here’s the same result on Windows. Note the last line - acc and loss are both None.

>>> compare()  
run  operation      started  time  status     label                          acc   loss
...  m4:evaluate    ...      ...   completed  acc=0.5 prepare=... train=...  0.5   None
...  m4:train       ...      ...   completed  loss=1.0 prepare=...           None  1.0
...  m4:prepare     ...      ...   completed  None                           None  None
...  m4:end-to-end  ...      ...   completed  acc=0.5 loss=1.0               None   None








Steps and –force-flags

There’s currently no way to specify a step operation flag when running
a stepped operation. The stepped operation must explicitly pass
through its flags to steps. This is inconvenient for users who want to
change step operation flags as they have to modify the Guild file.

This will be changed in time so that users can specify operation flags
when running a stepped operation.

E.g.

$ guild run m5:steps op:msg=hello





However, this is not yet supported.

As a work-around, a user can specify --force-flags to force any
non-stepped flags to be passed through to step operations.

We’ll use the m5 model to illustrate.

Let’s run the steps opertion without flags:

>>> project.run("m5:steps")
INFO: [guild] running op: m5:op
hi from op





And now with an argument for the msg flag for op:

>>> project.run("m5:steps", flags={"msg": "hi from test"})
guild: unsupported flag 'msg'
Try 'guild run m5:steps --help-op' for a list of flags or use
--force-flags to skip this check.
<exit 1>





And the flag specified as op:msg:

>>> project.run("m5:steps", flags={"op:msg": "hi from test"})
guild: unsupported flag 'op:msg'
Try 'guild run m5:steps --help-op' for a list of flags or use
--force-flags to skip this check.
<exit 1>





Now specify op:msg with --force-flags.

>>> project.run(
...   "m5:steps",
...   flags={"op:msg": "hi from test"},
...   force_flags=True)
INFO: [guild] running op: m5:op msg='hi from test'
hi from test





You can also include the model in the op qualifier.

>>> project.run(
...   "m5:steps",
...   flags={"m5:op:msg": "hi from test"},
...   force_flags=True)
INFO: [guild] running op: m5:op msg='hi from test'
hi from test





When both variants are provided, the more complete spec is used.

>>> project.run(
...   "m5:steps",
...   flags={"m5:op:msg": "model+op", "op:msg": "op"},
...   force_flags=True)
INFO: [guild] running op: m5:op msg=model+op
model+op








Steps and labels

Labels specified with --label are applied to the parent and the step
runs.

>>> project.run("m2:composite", label="a label")
INFO: [guild] running hello: m2:hello --label a label msg='hello m2, from composite'
hello m2, from composite
INFO: [guild] running m1:hello: m1:hello --label a label msg='hello m1, from composite'
hello m1, from composite





The runs:

>>> project.print_runs(project.list_runs()[:3], labels=True)
m1:hello      a label
m2:hello      a label
m2:composite  a label





The same is true for --tag.

>>> project.run("m2:composite", tag="a tag")
INFO: [guild] running hello: m2:hello --tag a tag msg='hello m2, from composite'
hello m2, from composite
INFO: [guild] running m1:hello: m1:hello --tag a tag msg='hello m1, from composite'
hello m1, from composite





The runs:

>>> project.print_runs(project.list_runs()[:3], labels=True)
m1:hello      a tag msg='hello m1, from composite'
m2:hello      a tag msg='hello m2, from composite'
m2:composite  a tag name=composite
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Summary utils

>>> from guild import summary

>>> from guild import tfevent
>>> tfevent._ensure_tb_logging_patched()






Output scalars


Config and compiled patterns

Helper function to compile and print patterns from config:

>>> def compiled(config):
...     with LogCapture() as logs:
...         out = summary.OutputScalars(config, None)
...     logs.print_all()
...     out.print_patterns()





Empty list:

>>> compiled([])





Invalid config:

>>> compiled({})
Traceback (most recent call last):
TypeError: invalid output scalar config: {}

>>> compiled("not allowed")
Traceback (most recent call last):
TypeError: invalid output scalar config: 'not allowed'





Maps:

>>> compiled([{"loss": "loss: (\S+)"}]) 
loss: loss: (\S+)

>>> compiled([{"step": "step=(\d+)", "loss": "loss=(\d+\.\d+)"}]) 
loss: loss=(\d+\.\d+)
step: step=(\d+)





Two group (key and value):

>>> compiled(["(\S+): ([+-]?\d+\.\d+)"]) 
None: (\S+): ([+-]?\d+\.\d+)





Named groups:

>>> compiled([
...     "Epochs (?P<step>\d+): "
...     "loss=(?P<loss>\S+) "
...     "acc=(?P<acc>\S+) "
...     "val_acc=(?P<val_acc>\S+)"]) 
None: Epochs (?P<step>\d+):
      loss=(?P<loss>\S+)
      acc=(?P<acc>\S+)
      val_acc=(?P<val_acc>\S+)








Processing output

>>> def match(config, lines):
...     output_dir = mkdtemp()
...     with LogCapture() as logs:
...         out = summary.OutputScalars(config, output_dir)
...         for line in lines:
...             out.write(line + "\n")
...         out.close()
...     logs.print_all()
...     reader = tfevent.ScalarReader(output_dir)
...     for tag, val, step in reader:
...         print(tag, val, step)





Empty config:

>>> match([], [])





Typical map config:

>>> match([{
...     "step": "step (\d+):",
...     "loss": "loss: (\S+)",
...     "acc": "acc: (\S+)",
... }],
... ["Training...",
...  "step 1:",
...  "loss: 1.123 - acc: 0.134",
...  "step 2:",
...  "loss: 0.132 - acc: 0.456"])
acc 0.13400... 1
loss 1.12300... 1
acc 0.45600... 2
loss 0.13... 2





Alternative map config:

>>> match([{
...     "step": "Epoch (\S+):",
...     "loss": "loss=(\S+)",
...     "s_val": "s_val=(\S+)",
...     "x": "x=(\S+)",
...     "mAP": "mAP=(\S+)",
... }],
... ["Epoch 1: loss=1.0 s_val=2 x=3 mAP=4.123",
...  "Epoch 2: loss=2.0 s_val=3 x=4 mAP=5.234",
...  "Epoch 3: loss=3.0 s_val=4 x=4 mAP=6.4567890123456"])
loss 1.0 1
mAP 4.123000... 1
s_val 2.0 1
x 3.0 1
loss 2.0 2
mAP 5.234000... 2
s_val 3.0 2
x 4.0 2
loss 3.0 3
mAP 6.456789... 3
s_val 4.0 3
x 4.0 3





Named groups:

>>> match(["Epoch (?P<step>\S+): "
...        "loss=(?P<loss>\S+) "
...        "s_val=(?P<s_val>\S+) "
...        "x=(?P<x>\S+) "
...         "mAP=(?P<mAP>\S+)"],
... ["Epoch 1: loss=1.0 s_val=2 x=3 mAP=4.123",
...  "Epoch 2: loss=2.0 s_val=3 x=4 mAP=5.234",
...  "Epoch 3: loss=3.0 s_val=4 x=4 mAP=6.4567890123456"])
loss 1.0 1
mAP 4.123000... 1
s_val 2.0 1
x 3.0 1
loss 2.0 2
mAP 5.234000... 2
s_val 3.0 2
x 4.0 2
loss 3.0 3
mAP 6.456789... 3
s_val 4.0 3
x 4.0 3





Named group - error in config (using pipe as literal but it’s applied
as OR):

>>> match(["iter (?P<step>\\step) | loss: (?P<loss>\\value)",
...       {"score": "Total loss: (\\value)"}],
... ["iter 0 | loss: 0.6",
...  "iter 1 | loss: 0.4",
...  "Total loss: 1.1"])
loss 0.600... 0
loss 0.400... 1
loss 1.100... 1
score 1.100... 1





With correction:

>>> match(["iter (?P<step>\\step) \\| loss: (?P<loss>\\value)",
...       {"score": "Total loss: (\\value)"}],
... ["iter 0 | loss: 0.6",
...  "iter 1 | loss: 0.4",
...  "Total loss: 1.1"])
loss 0.600... 0
loss 0.400... 1
score 1.100... 1





Two group patterns:

>>> match(["(\S+):\s+([\d\.eE\-+]+)"],
...  ["loss: 1.123",
...   "acc: 0.456",
...   "val_acc: 1.1e-3",
...   "foo: bar"])
loss 1.12300... 0
acc 0.45600... 0
val_acc 0.001... 0





Special groupdict convention for controlling order of key and value:

>>> match(["(?P<_val>[+-]?[\d\.]+) \((?P<_key>\S+)\)"],
...  ["1.123 (loss)",
...   "0.456 (acc)",
...   "0.567 (val_acc)"])
loss 1.12300... 0
acc 0.45600... 0
val_acc 0.56... 0





Multiple matches per line:

>>> match([{"x": "x=(\d+)"}],
...  ["x=1 y=1 - x=2 y=2 - x=3 y=3"])
x 3.0 0

>>> match(["(\w+)=(\d+)"],
...  ["x=1 y=1 - x=2 y=2 - x=3 y=3"])
x 3.0 0
y 3.0 0

>>> match([r"x=(?P<x2>\d+)", "y=(?P<y2>\d+)"],
...  ["x=1 y=1 - x=2 y=2 - x=3 y=3"])
x2 3.0 0
y2 3.0 0










Logging scalars

The tests below use the summary sample project.

>>> project = Project(sample("projects/summary"))






Repeating lines

>>> project.run("repeating_lines.py")
step: 1
x: 1
step: 2
x: 2
step: 3
x: 3
x: 4

>>> last_run = project.list_runs()[0]
>>> scalars = project.scalars(last_run)
>>> pprint(scalars) 
[{'avg_val': 2.5,
  'count': 4,
  'first_step': 1,
  'first_val': 1.0,
  'last_step': 3,
  'last_val': 4.0,
  'max_step': 3,
  'max_val': 4.0,
  'min_step': 1,
  'min_val': 1.0,
  'prefix': '.guild',
  'run': '...',
  'tag': 'x',
  'total': 10.0}]










Status lookup

Below is the mapping of Guild run status to hparam status.

As a baseline, here are the int values for each of the hparam
statuses.

>>> from tensorboard.plugins.hparams import api_pb2

>>> api_pb2.Status.Value("STATUS_SUCCESS")
1

>>> api_pb2.Status.Value("STATUS_FAILURE")
2

>>> api_pb2.Status.Value("STATUS_RUNNING")
3

>>> api_pb2.Status.Value("STATUS_UNKNOWN")
0





And the status values for Guild statuses:

>>> summary._Status("terminated")
1

>>> summary._Status("completed")
1

>>> summary._Status("error")
2

>>> summary._Status("running")
3

>>> summary._Status("pending")
0

>>> summary._Status("some-other-thing")
0
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Tables

Support for printing tables to stdout is provided by the table
module:

>>> import guild.cli





Sample data:

>>> data = [
...    {"name": "Bob", "age": 23},
...    {"name": "Mary", "age": 34},
...    {"name": "Greg", "age": 45},
... ]





Two columns, ordered by age:

>>> guild.cli.table(data, ["name", "age"], "age")
Bob   23
Mary  34
Greg  45





Two columns, reverse ordered by age:

>>> guild.cli.table(data, ["name", "age"], "-age")
Greg  45
Mary  34
Bob   23





Two columns, ordered by name:

>>> guild.cli.table(data, ["name", "age"], "name")
Bob   23
Greg  45
Mary  34





One columns, unordered:

>>> guild.cli.table(data, ["name"])
Bob
Mary
Greg





Two columns, unordered:

>>> guild.cli.table(data, ["age", "name"])
23  Bob
34  Mary
45  Greg





Name with age details:

>>> guild.cli.table(data, ["name"], detail=["age"])
Bob
  age: 23
Mary
  age: 34
Greg
  age: 45
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Test Flags

The run command supports a --test-flags option that prints
operation flag information.


Printed Flag Attrs

The list of printed flag attrs for a test are defined by:

>>> from guild.commands.run_impl import FLAG_TEST_ATTRS





This is the list of public flag attrs that are skipped:

>>> SKIPPED = [
...   "name",
...   "opdef",
...   "extra",
...   "description",
... ]





Here’s a default flag def:

>>> from guild.guildfile import FlagDef

>>> f = FlagDef("f", {}, None)





Verify that the FLAG_TEST_ATTRS covers all of the flag’s public
attrs except those defined in SKIPPED.

>>> public_attrs = [name for name in __builtins__["dir"](f) if name[0] != "_"]





Missed attrs:

>>> missing = set(public_attrs) - set(SKIPPED) - set(FLAG_TEST_ATTRS)

>>> len(missing)
0
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Guild test support


Output checked

guild._test.Py23DocChecker applies various transformations to “want”
and “got” strings used in doctests.

>>> from guild._test import Py23DocChecker
>>> checker = Py23DocChecker()






Basics

>>> checker.check_output("1", "1", 0)
True

>>> checker.check_output("1", "2", 0)
False








Converting unicode “got” on Python 2

Python 2 represents unicode strings as u'...'. To normalize strings
across Python versions, we convert such representations to '...' by
removing the leading u.

Single quote:

>>> checker._strip_u("u'x'") 
"'x'"

>>> checker._strip_u("(u'x')") 
"('x')"





Double quote:

>>> checker._strip_u('u"x"') 
'"x"'

>>> checker._strip_u('(u"x")') 
'("x")'





Not unicode:

>>> checker._strip_u("") 
''

>>> checker._strip_u("1") 
'1'

>>> checker._strip_u("'x'") 
"'x'"

>>> checker._strip_u('"x"') 
'"x"'

>>> checker._strip_u("('cpu', 'hi')") 
"('cpu', 'hi')"
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TF Events


Patching tb.compat

TensorBoard is now independent of TensorFlow. However, TensorBoard
prefers to use TensorFlow when it’s available. Guild relies the on the
TensorBoard API for reading TF events and we want to avoid the high
price of loading the tensorflow module.

The function tfevents._ensure_tb_compat_patched is responsible for
patching the TensorBoard library to loading of tensorflow.

>>> from guild import tfevent

>>> tfevent._ensure_tb_compat_patched()





We can confirm the patch is working by reading the version of
tensorboard.compat.tf.

>>> from tensorboard import compat

>>> compat.tf.__version__
'stub'








Basic event writing and reading

We can log TF events are using guild.summary.SummaryWriter.

>>> from guild.summary import SummaryWriter





We’ll create our events log in a temp diretory:

>>> logdir = mkdtemp()
>>> dir(logdir)
[]





Our writer:

>>> writer = SummaryWriter(logdir)





We can use writer to write scalars:

>>> writer.add_scalar("a", 1.0)
>>> writer.add_scalar("b", 2.0)
>>> writer.add_scalar("c", 3.0)





and close the writer:

>>> writer.close()





The logdir:

>>> logged = dir(logdir)
>>> logged
['events.out.tfevents...']





We can read the events using guild.tfevent.ScalarReader to read back
scalars.

First let’s import tfevent and patch TensorBoard logging to avoid
noise in our logs.

>>> tfevent._ensure_tb_logging_patched()





Here’s a scalar reader for our log dir:

>>> reader = tfevent.ScalarReader(logdir)





And the scalars:

>>> list(reader)
[('a', 1.0, 0),
 ('b', 2.0, 0),
 ('c', 3.0, 0)]








ScalarReader and subdirectories

ScalarReader only reads events from the specified directory and will
not read events from subdirectories.

Here’s a new log dir:

>>> basedir = mkdtemp()





And a subdirectory:

>>> subdir = join_path(basedir, "subdir")
>>> mkdir(subdir)





Let’s write some events into the subdirectory:

>>> subdir_writer = SummaryWriter(subdir)
>>> subdir_writer.add_scalar("a", 4.0)
>>> subdir_writer.add_scalar("b", 5.0)
>>> subdir_writer.add_scalar("c", 6.0)
>>> subdir_writer.close()





The generated files:

>>> find(basedir)
subdir/events.out.tfevents...





We can load the events from the subdirectory as expected:

>>> subdir_reader = tfevent.ScalarReader(subdir)
>>> list(subdir_reader)
[('a', 4.0, 0),
 ('b', 5.0, 0),
 ('c', 6.0, 0)]





However, events from the base log directory are empty:

>>> basedir_reader = tfevent.ScalarReader(basedir)
>>> list(basedir_reader)
[]








tfevent.scalar_readers basic use

We can use tfevent.scalar_readers to iterate over all events,
including those in subdirectories.

We’ll use our prior example as a starting point.

Here is the directory structure:

>>> find(basedir)
subdir/events.out.tfevents...





tfevent.scalar_readers() is a generator that yields tuples of
directory, digest, and reader.

Here’s our the scalars under basedir.

>>> readers = list(tfevent.scalar_readers(basedir))
>>> len(readers)
1





Our one reader is for subdir:

>>> readers[0][0]
'.../subdir'





The scalars:

>>> for dir, digest, reader in readers:
...     for s in reader:
...         print(s)
('a', 4.0, 0)
('b', 5.0, 0)
('c', 6.0, 0)





The digest changes when we write new scalars to a directory.

Here’s the current digest:

>>> digest0 = readers[0][1]





Let’s write more scalars to subdir (we wait a second to ensure the TF
event filename timestamp is incremented):

>>> sleep(1)
>>> subdir_writer = SummaryWriter(subdir)
>>> subdir_writer.add_scalar("d", 7.0)
>>> subdir_writer.add_scalar("e", 8.0)
>>> subdir_writer.close()





This generates a new log file:

>>> find(basedir)
subdir/events.out.tfevents...
subdir/events.out.tfevents...





Re-reading from basedir:

>>> readers = list(tfevent.scalar_readers(basedir))
>>> len(readers)
1





Our one reader is for subdir:

>>> readers[0][0]
'/.../subdir'





And the scalars:

>>> for dir, digest, reader in readers:
...     for s in reader:
...         print(s)
('a', 4.0, 0)
('b', 5.0, 0)
('c', 6.0, 0)
('d', 7.0, 0)
('e', 8.0, 0)





The current digest:

>>> digest1 = readers[0][1]





It’s different from the previous digest:

>>> digest0 != digest1
True








tfevent.scalar_readers and symlinks

scalar_readers does not include scalars in symlinked directories.

Let’s link subdir to subdir_link:

>>> subdir_link = join_path(basedir, "subdir_link")
>>> symlink("subdir", subdir_link)





Our directory structure:

>>> find(basedir, followlinks=True)
subdir/events.out.tfevents...
subdir/events.out.tfevents...
subdir_link
subdir_link/events.out.tfevents...
subdir_link/events.out.tfevents...





And our readers:

>>> readers = list(tfevent.scalar_readers(basedir))
>>> len(readers)
1

>>> readers[0][0]
'/.../subdir'

>>> for dir, digest, reader in readers:
...     for s in reader:
...         print(s)
('a', 4.0, 0)
('b', 5.0, 0)
('c', 6.0, 0)
('d', 7.0, 0)
('e', 8.0, 0)
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Time range spec


Lexer

>>> from guild.timerange import trlex
>>> lexer = trlex.lexer()

>>> def tokens(s):
...     lexer.input(s)
...     while True:
...         tok = lexer.token()
...         if not tok:
...             break
...         print(tok)

>>> tokens("")





Numbers:

>>> tokens("1")
LexToken(NUMBER,1,1,0)

>>> tokens("2 3 4")
LexToken(NUMBER,2,1,0)
LexToken(NUMBER,3,1,2)
LexToken(NUMBER,4,1,4)





Dates:

>>> tokens("2019-10-31")
LexToken(LONGDATE,(2019, 10, 31),1,0)

>>> tokens("19-11-30")
LexToken(MEDIUMDATE,(19, 11, 30),1,0)

>>> tokens("12-31")
LexToken(SHORTDATE,(12, 31),1,0)

>>> tokens("9-8")
LexToken(SHORTDATE,(9, 8),1,0)

>>> tokens("1-31")
LexToken(SHORTDATE,(1, 31),1,0)

>>> tokens("1-32")
LexToken(SHORTDATE,(1, 32),1,0)

>>> tokens("2018-13-01")
LexToken(LONGDATE,(2018, 13, 1),1,0)





Times:

>>> tokens("11:10")
LexToken(SHORTTIME,(11, 10),1,0)

>>> tokens("0:00")
LexToken(SHORTTIME,(0, 0),1,0)

>>> tokens("1:00")
LexToken(SHORTTIME,(1, 0),1,0)

>>> tokens("1:2")
Traceback (most recent call last):
LexError: unexpected ':2' at position 1

>>> tokens("13:30")
LexToken(SHORTTIME,(13, 30),1,0)

>>> tokens("23:59")
LexToken(SHORTTIME,(23, 59),1,0)

>>> tokens("24:00")
LexToken(SHORTTIME,(24, 0),1,0)

>>> tokens("24:00:00")
LexToken(LONGTIME,(24, 0, 0),1,0)

>>> tokens("24:01:02")
LexToken(LONGTIME,(24, 1, 2),1,0)

>>> tokens("000:0")
Traceback (most recent call last):
LexError: unexpected ':0' at position 3





Units:

>>> tokens("minutes hours days weeks months years")
LexToken(MINUTE,'minutes',1,0)
LexToken(HOUR,'hours',1,8)
LexToken(DAY,'days',1,14)
LexToken(WEEK,'weeks',1,19)
LexToken(MONTH,'months',1,25)
LexToken(YEAR,'years',1,32)

>>> tokens("minute hour day week month year")
LexToken(MINUTE,'minute',1,0)
LexToken(HOUR,'hour',1,7)
LexToken(DAY,'day',1,12)
LexToken(WEEK,'week',1,16)
LexToken(MONTH,'month',1,21)
LexToken(YEAR,'year',1,27)

>>> tokens("MINutes houR DaY WEEKs MONths yeARs")
LexToken(MINUTE,'MINutes',1,0)
LexToken(HOUR,'houR',1,8)
LexToken(DAY,'DaY',1,13)
LexToken(WEEK,'WEEKs',1,17)
LexToken(MONTH,'MONths',1,23)
LexToken(YEAR,'yeARs',1,30)





Variations / abbreviations:

>>> tokens("min minute minutes")
LexToken(MINUTE,'min',1,0)
LexToken(MINUTE,'minute',1,4)
LexToken(MINUTE,'minutes',1,11)

>>> tokens("hr hour hours")
LexToken(HOUR,'hr',1,0)
LexToken(HOUR,'hour',1,3)
LexToken(HOUR,'hours',1,8)





Other reserved:

>>> tokens("today yesterday this last ago before after between and")
LexToken(TODAY,'today',1,0)
LexToken(YESTERDAY,'yesterday',1,6)
LexToken(THIS,'this',1,16)
LexToken(LAST,'last',1,21)
LexToken(AGO,'ago',1,26)
LexToken(BEFORE,'before',1,30)
LexToken(AFTER,'after',1,37)
LexToken(BETWEEN,'between',1,43)
LexToken(AND,'and',1,51)

>>> tokens("toDaY yesTERday thIS LAsT AGO beFoRE AFTer betWEEn AND")
LexToken(TODAY,'toDaY',1,0)
LexToken(YESTERDAY,'yesTERday',1,6)
LexToken(THIS,'thIS',1,16)
LexToken(LAST,'LAsT',1,21)
LexToken(AGO,'AGO',1,26)
LexToken(BEFORE,'beFoRE',1,30)
LexToken(AFTER,'AFTer',1,37)
LexToken(BETWEEN,'betWEEn',1,43)
LexToken(AND,'AND',1,51)





Expressions:

>>> tokens("after 5 minutes ago")
LexToken(AFTER,'after',1,0)
LexToken(NUMBER,5,1,6)
LexToken(MINUTE,'minutes',1,8)
LexToken(AGO,'ago',1,16)

>>> tokens("before this week")
LexToken(BEFORE,'before',1,0)
LexToken(THIS,'this',1,7)
LexToken(WEEK,'week',1,12)

>>> tokens("between 1 and 3 hours ago")
LexToken(BETWEEN,'between',1,0)
LexToken(NUMBER,1,1,8)
LexToken(AND,'and',1,10)
LexToken(NUMBER,3,1,14)
LexToken(HOUR,'hours',1,16)
LexToken(AGO,'ago',1,22)

>>> tokens("between 5-1 and 5-31")
LexToken(BETWEEN,'between',1,0)
LexToken(SHORTDATE,(5, 1),1,8)
LexToken(AND,'and',1,12)
LexToken(SHORTDATE,(5, 31),1,16)





Invalid:

>>> tokens("a")
Traceback (most recent call last):
LexError: unexpected 'a' at position 0

>>> tokens("aftr last week")
Traceback (most recent call last):
LexError: unexpected 'aftr' at position 0

>>> tokens("after the equinox")
Traceback (most recent call last):
LexError: unexpected 'the' at position 6

>>> tokens("yearsss")
Traceback (most recent call last):
LexError: unexpected 'ss' at position 5

>>> tokens("2015-01-03-01")
Traceback (most recent call last):
LexError: unexpected '-01' at position 10








Parser

The time range parser generates a function that returns a tuple of
start and end times for a reference time. The function can be used to
implement a filter for a time range by matching times greater than or
equal to start and less than end.

Let’s first create a parser:

>>> from guild.timerange import trparse
>>> parser = trparse.parser()





Next we’ll create a helper function that applies a time range spec to
a reference time and prints the start and end times.

>>> def apply(s, ref):
...     f = parser.parse(s)
...     start, end = f(ref)
...     print("ref:   %s" % ref)
...     print("start: %s" % start)
...     print("end:   %s" % end)





Here’s a reference date for our core tests:

>>> from datetime import datetime
>>> ref = datetime(2019, 5, 1, 14, 35, 23)






Unit ranges

Unit ranges are specs that imply a range of time that is defined by
a specified unit. Unites include minutes, hours, days, weeks, months,
and years.

Ranges can be specified using special keywords “this” and “last”,
indicating the range that falls within the reference time and the
range that occurs just prior to the reference time respectively. For
example, “this hour” indicates that the range should fall within the
reference time hour as defined by the range “00:00” and
“00:59”. Similarly, “last hour” secifies the range in the hour prior
to the reference time.

Ranges can also be specified using the syntax “N <unit(s)> ago”. For
example, “1 hour ago” specifies the range of one hour occuring prior
to the reference time hour start.

Below are examples applied to our reference time.

Minute ranges:

>>> apply("this minute", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 14:35:00
end:   2019-05-01 14:36:00

>>> apply("1 minute ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 14:34:00
end:   2019-05-01 14:35:00

>>> apply("5 minutes ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 14:30:00
end:   2019-05-01 14:31:00





Hour ranges:

>>> apply("this hour", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 14:00:00
end:   2019-05-01 15:00:00

>>> apply("1 hour ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 13:00:00
end:   2019-05-01 14:00:00

>>> apply("5 hours ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 09:00:00
end:   2019-05-01 10:00:00

>>> apply("24 hours ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-30 14:00:00
end:   2019-04-30 15:00:00





Day ranges:

>>> apply("today", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 00:00:00
end:   2019-05-02 00:00:00

>>> apply("yesterday", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-30 00:00:00
end:   2019-05-01 00:00:00

>>> apply("1 day ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-30 00:00:00
end:   2019-05-01 00:00:00

>>> apply("2 days ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-29 00:00:00
end:   2019-04-30 00:00:00

>>> apply("10 days ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-21 00:00:00
end:   2019-04-22 00:00:00





Week ranges:

>>> apply("this week", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-29 00:00:00
end:   2019-05-06 00:00:00

>>> apply("1 week ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-22 00:00:00
end:   2019-04-29 00:00:00

>>> apply("2 weeks ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-15 00:00:00
end:   2019-04-22 00:00:00

>>> apply("10 weeks ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-02-18 00:00:00
end:   2019-02-25 00:00:00





Month ranges:

>>> apply("this month", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 00:00:00
end:   2019-05-31 00:00:00

>>> apply("1 month ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-01 00:00:00
end:   2019-04-30 00:00:00

>>> apply("3 months ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-02-01 00:00:00
end:   2019-02-28 00:00:00

>>> apply("15 months ago", ref)
ref:   2019-05-01 14:35:23
start: 2018-02-01 00:00:00
end:   2018-02-28 00:00:00

>>> apply("39 months ago", ref)  # leap year
ref:   2019-05-01 14:35:23
start: 2016-02-01 00:00:00
end:   2016-02-29 00:00:00





Year ranges:

>>> apply("this year", ref)
ref:   2019-05-01 14:35:23
start: 2019-01-01 00:00:00
end:   2020-01-01 00:00:00

>>> apply("1 year ago", ref)
ref:   2019-05-01 14:35:23
start: 2018-01-01 00:00:00
end:   2019-01-01 00:00:00

>>> apply("5 years ago", ref)
ref:   2019-05-01 14:35:23
start: 2014-01-01 00:00:00
end:   2015-01-01 00:00:00








Operator ranges

Operator ranges apply a “before” or “after” operator to an explicit
time or unit range.

If the operator is “before” and a unit range is specified, the time
range will have no start time and end with the range start time.

If the operator is “after” and a unit range is specified, the time
range will start with the range end time and have no end time.


Before operations

Explicit date:

>>> apply("before 2018-4-29", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2018-04-29 00:00:00





Explicit date and time:

>>> apply("before 2019-4-29 9:35", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-04-29 09:35:00

>>> apply("before 2019-4-29 9:35:05", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-04-29 09:35:05

>>> apply("before 19-4-29 9:35", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-04-29 09:35:00

>>> apply("before 89-4-1", datetime(1900, 1, 1))
ref:   1900-01-01 00:00:00
start: None
end:   1989-04-01 00:00:00





Short date (ref year applies):

>>> apply("before 4-29", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-04-29 00:00:00

>>> apply("before 4-29", datetime(1900, 1, 1))
ref:   1900-01-01 00:00:00
start: None
end:   1900-04-29 00:00:00





Short date and time:

>>> apply("before 4-28 15:45", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-04-28 15:45:00





Time only (ref date applies):

>>> apply("before 23:30", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-05-01 23:30:00

>>> apply("before 23:30", datetime(1989, 3, 28))
ref:   1989-03-28 00:00:00
start: None
end:   1989-03-28 23:30:00





Unit ranges:

>>> apply("before today", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-05-01 00:00:00

>>> apply("before 10 minutes ago", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-05-01 14:25:00

>>> apply("before 2 days ago", ref)
ref:   2019-05-01 14:35:23
start: None
end:   2019-04-29 00:00:00








After operations

Explicit date:

>>> apply("after 2018-4-29", ref)
ref:   2019-05-01 14:35:23
start: 2018-04-29 00:00:00
end:   None





Explicit date and time:

>>> apply("after 2019-4-29 9:35", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-29 09:35:00
end:   None

>>> apply("after 19-4-29 9:35", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-29 09:35:00
end:   None





Short date (current year applies):

>>> apply("after 4-29", ref)
ref:   2019-05-01 14:35:23
start: ...-04-29 00:00:00
end:   None





Short date and time:

>>> apply("after 4-28 15:45", ref)
ref:   2019-05-01 14:35:23
start: ...-04-28 15:45:00
end:   None





Time only (current date applies):

>>> apply("after 23:30", ref)
ref:   2019-05-01 14:35:23
start: ... 23:30:00
end:   None





Unit ranges:

>>> apply("after yesterday", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 00:00:00
end:   None

>>> apply("after 1 day ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 00:00:00
end:   None

>>> apply("after 12 months ago", ref)
ref:   2019-05-01 14:35:23
start: 2018-05-31 00:00:00
end:   None










Last N unit ranges

A range can also be specified as last N UNIT.

>>> apply("last 2 minutes", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 14:33:23
end:   None

>>> apply("last hour", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 13:35:23
end:   None

>>> apply("last 6 hours", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 08:35:23
end:   None

>>> apply("last 10 days", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-21 14:35:23
end:   None






Comparing after and last forms

There’s an important difference between the after ... ago and last ... forms.

The after ... ago form goes back to the start of the specified unit
and starts the range after the specified interval ends. Here’s an
example using 5 minutes:

>>> apply("after 5 minutes ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 14:31:00
end:   None





The last ... form simply goes back the specified units
without. Here’s the same example using 5 minutes:

>>> apply("last 5 minutes", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 14:30:23
end:   None





Consider this distinction for larger intervals such as weeks, months,
and years. Does “1 week ago” mean the start of the previous week
through the end of the same week, or does it mean exactly 7 days (168
hours) ago? By English convention, “1 week ago” unambiguously means
the former. In this light, the expression “after 1 week ago” means to
start after the prior week ended, or, at the start of the current
week.

The distinction therefore can be summarized as:


	after ... ago starts after the specified period has ended


	last N ... starts precisely N units in the past




To avoid the ambiguity of calculating weeks, months, and years in the
past, the form last N cannot be used with those units:

>>> apply("last 2 weeks", None)
Traceback (most recent call last):
ParseError: unexpected 'weeks' at pos 7

>>> apply("last month", None)
Traceback (most recent call last):
ParseError: unexpected 'month' at pos 5

>>> apply("last 1 year", None)
Traceback (most recent call last):
ParseError: unexpected 'year' at pos 7





For these intervals, you must use after ... ago - noting again that
the period starts after the specified interval.

>>> apply("after 2 weeks ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-22 00:00:00
end:   None

>>> apply("after 1 month ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-30 00:00:00
end:   None

>>> apply("after 1 year ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-01-01 00:00:00
end:   None





When applied to smaller intervals, both forms can be used, but with
different meaning.

Here’s last ... applied to 3 days:

>>> apply("last 3 days", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-28 14:35:23
end:   None





Note the interval is exactly 3 days prior to the reference date.

Here’s after ... ago applied to 3 days:

>>> apply("after 3 days ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-29 00:00:00
end:   None





The interval starts after the 3rd day ends.

To further explain the rationale for this distinction, consider the
time range expression “3 days ago”. In keeping with the example “1
week ago”, which means the range “starting on Monday at 00:00 of the
previous week and ending on the following Monday at 00:00 (exclusive),
the expression “3 days ago” means the range “starting at 00:00 three
days in the past and ending at 00:00 on the following day (again,
exslusive).

>>> apply("3 days ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-28 00:00:00
end:   2019-04-29 00:00:00





By specifying a range that starts after “3 days ago”, the range must
start at 00:00 on the following day, as shown above.






Explicit ranges

An explicit range is specified using the syntax “between TIME_1 and
TIME_2” where TIME_1 and TIME_2 are any valid time or unit range.

The times values do not have to be in order.

>>> apply("between yesterday and today", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-30 00:00:00
end:   2019-05-02 00:00:00

>>> apply("between today and yesterday", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-30 00:00:00
end:   2019-05-02 00:00:00

>>> apply("between 10 minutes ago and 5 minutes ago", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 14:25:00
end:   2019-05-01 14:31:00

>>> apply("between 1-1 and 1-31", ref)
ref:   2019-05-01 14:35:23
start: 2019-01-01 00:00:00
end:   2019-01-31 00:00:00

>>> apply("between 1-31 and 1-1", ref)
ref:   2019-05-01 14:35:23
start: 2019-01-01 00:00:00
end:   2019-01-31 00:00:00

>>> apply("between 0:00 and 12:00", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 00:00:00
end:   2019-05-01 12:00:00

>>> apply("between 0:00:05 and 12:00:45", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 00:00:05
end:   2019-05-01 12:00:45

>>> apply("between 1-1 0:00:05 and 1-1 12:00:45", ref)
ref:   2019-05-01 14:35:23
start: 2019-01-01 00:00:05
end:   2019-01-01 12:00:45

>>> apply("between 2018-1-1 and 10 days ago", ref)
ref:   2019-05-01 14:35:23
start: 2018-01-01 00:00:00
end:   2019-04-22 00:00:00

>>> apply("between 10 days ago and today", ref)
ref:   2019-05-01 14:35:23
start: 2019-04-21 00:00:00
end:   2019-05-02 00:00:00








Explicit date/time

>>> apply("10:00", ref)
ref:   2019-05-01 14:35:23
start: 2019-05-01 10:00:00
end:   2019-05-01 10:01:00

>>> apply("2018-10-31 14:30", ref)
ref:   2019-05-01 14:35:23
start: 2018-10-31 14:30:00
end:   2018-10-31 14:31:00

>>> apply("2018-10-31 14:30:05", ref)
ref:   2019-05-01 14:35:23
start: 2018-10-31 14:30:05
end:   2018-10-31 14:30:06

>>> apply("2018-10-31", ref)
ref:   2019-05-01 14:35:23
start: 2018-10-31 00:00:00
end:   2018-11-01 00:00:00








Invalid dates and time

>>> apply("before 2018-4-31", None)
Traceback (most recent call last):
ValueError: day is out of range for month

>>> apply("between 11:00 and 24:00", None)
Traceback (most recent call last):
ValueError: hour must be in 0..23
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Guild utils


Matching filters

>>> from guild.util import match_filters





Empty case:

>>> match_filters([], [])
True





One filter for empty vals:

>>> match_filters(["a"], [])
False





No filters for vals:

>>> match_filters([], ["a"])
True





One filter matching one val:

>>> match_filters(["a"], ["a"])
True





One filter not matching one val:

>>> match_filters(["a"], ["b"])
False





One filter matching one of two vals:

>>> match_filters(["a"], ["b", "a"])
True





Two filters for empty vals:

>>> match_filters(["a", "b"], [])
False





Two filters for one matching where match_any is False (default):

>>> match_filters(["a", "b"], ["a"])
False





Two filters for one matching valwhere match_any is True:

>>> match_filters(["a", "b"], ["a"], match_any=True)
True





Two filters matching both vals:

>>> match_filters(["a", "b"], ["a", "b"])
True





Two filters matching both vals (alternate order);

>>> match_filters(["a", "b"], ["b", "a"])
True








Resolving references

A map of vals may contain references to other vals. Use
resolve_all_refs to resolve all references in the map.

>>> from guild.util import resolve_all_refs as resolve





No references:

>>> resolve({"a": 1})
{'a': 1}

>>> resolve({"a": "1"})
{'a': '1'}





Reference to undefined value:

>>> resolve({"a": "${b}"})
Traceback (most recent call last):
UndefinedReferenceError: b

>>> resolve({"a": "${b}"}, undefined="foo")
{'a': 'foo'}





Reference to a value:

>>> pprint(resolve({"a": "${b}", "b": 1}))
{'a': 1, 'b': 1}





Reference to a value with a reference:

>>> pprint(resolve({"a": "${b}", "b": "${c}", "c": 1}))
{'a': 1, 'b': 1, 'c': 1}





Reference embedded in a string:

>>> pprint(resolve({"a": "b equals ${b}", "b": 1}))
{'a': 'b equals 1', 'b': 1}

>>> resolve(
... {"msg": "${x} + ${y} = ${z}",
...  "x": "one",
...  "y": "two",
...  "z": "three"})["msg"]
'one + two = three'





Reference cycle:

>>> resolve({"a": "${b}", "b": "${a}"})
Traceback (most recent call last):
ReferenceCycleError: ['b', 'a', 'b']





Resolving non string values:

>>> resolve({
...   "msg": "${i} ${f} ${none}",
...   "i": 1,
...   "f": 1.2345,
...   "none": None})["msg"]
'1 1.2345 null'





Note that None is resolved as ‘null’ for consistency with flag inputs,
which convert the string ‘null’ into None.




Testing text files

Use is_text_file to test if a file is text or binary. This is used
to provide a file viewer for text files.

>>> from guild.util import is_text_file





The test uses known file extensions as an optimization. To test the
file content itself, we need to ignore extensions:

>>> def is_text(sample_path):
...     path = sample("textorbinary", sample_path)
...     return is_text_file(path, ignore_ext=True)





Our samples:

>>> is_text("cookiecutter.json")
True

>>> is_text("empty.pyc")
False

>>> is_text("empty.txt")
True

>>> is_text("hello.py")
True

>>> is_text("hello_world.pyc")
False

>>> is_text("lena.gif")
False

>>> is_text("lena.jpg")
False

>>> is_text("lookup-error")
False

>>> is_text("lookup-error.txt")
True





A non-existing file generates an error:

>>> is_text("non-existing")
Traceback (most recent call last):
OSError: .../samples/textorbinary/non-existing does not exist





Directories aren’t text files:

>>> is_text(".")
False








Run output

Run output can be read using util.RunOutputReader.

>>> from guild.util import RunOutputReader





For these tests, we’ll use a sample run:

>>> run_dir = sample("runs/7d145216ae874020b735f001a7bfd27d")





Our reader:

>>> reader = RunOutputReader(run_dir)





We use the read method to read output. By default read returns all
available output.

>>> reader.read()
[(1524584359781, 0, 'Tue Apr 24 10:39:19 CDT 2018'),
 (1524584364782, 0, 'Tue Apr 24 10:39:24 CDT 2018'),
 (1524584369785, 0, 'Tue Apr 24 10:39:29 CDT 2018'),
 (1524584374790, 0, 'Tue Apr 24 10:39:34 CDT 2018')]





We can alternatively read using start and end indices.

>>> reader.read(0, 0)
[(1524584359781, 0, 'Tue Apr 24 10:39:19 CDT 2018')]

>>> reader.read(1, 1)
[(1524584364782, 0, 'Tue Apr 24 10:39:24 CDT 2018')]

>>> reader.read(2, 3)
[(1524584369785, 0, 'Tue Apr 24 10:39:29 CDT 2018'),
 (1524584374790, 0, 'Tue Apr 24 10:39:34 CDT 2018')]





If start is omitted, output is read form the start.

>>> reader.read(end=2)
[(1524584359781, 0, 'Tue Apr 24 10:39:19 CDT 2018'),
 (1524584364782, 0, 'Tue Apr 24 10:39:24 CDT 2018'),
 (1524584369785, 0, 'Tue Apr 24 10:39:29 CDT 2018')]





If end is omitted, output is read to the end.

>>> reader.read(start=2)
[(1524584369785, 0, 'Tue Apr 24 10:39:29 CDT 2018'),
 (1524584374790, 0, 'Tue Apr 24 10:39:34 CDT 2018')]





When we’re run reading we can close the reader:

>>> reader.close()








Safe rmtree check

The function safe_rmtree will fail if the specified path is a
top-level directory. Top level is defined as either the root or a
directory in the root.

The function _top_level_dir is used for this test.

>>> from guild.util import _top_level_dir





Tests:

>>> import os

>>> _top_level_dir(os.path.sep)
True

>>> _top_level_dir(os.path.join(os.path.sep, "foo"))
True

>>> _top_level_dir(os.path.join(os.path.sep, "foo", "bar"))
False

>>> _top_level_dir(".")
False








Shlex quote

>>> from guild.util import shlex_quote as quote

>>> quote(None)
"''"

>>> quote("")
"''"

>>> quote("foo")
'foo'

>>> quote("foo bar")
"'foo bar'"

>>> quote("/foo/bar")
'/foo/bar'

>>> quote("/foo bar")
"'/foo bar'"

>>> quote("\\foo\\bar")  
"'\\foo\\bar'"

>>> quote("D:\\foo\\bar")  
"'D:\\foo\\bar'"

>>> quote("D:\\foo bar")  
"'D:\\foo bar'"

>>> quote("'a b c'")  
'"\'a b c\'"'








Shlex split

>>> from guild.util import shlex_split as split

>>> split(None)
[]

>>> split("")
[]

>>> split("foo")
['foo']

>>> split("foo bar")
['foo', 'bar']

>>> split("'foo bar'")
['foo bar']

>>> split("'foo bar' baz")
['foo bar', 'baz']

>>> split("'/foo/bar'")
['/foo/bar']

>>> split("'/foo bar'")
['/foo bar']

>>> split("'/foo bar' baz bam")
['/foo bar', 'baz', 'bam']

>>> split("'\\foo\\bar'") 
['\\foo\\bar']








Nested config

>>> from guild.util import nested_config as nc

>>> nc({})
{}

>>> nc({"1": 1})
{'1': 1}

>>> nc({"1.1": 11})
{'1': {'1': 11}}

>>> pprint(nc({"1.1": 11, "1.2": 12}))
{'1': {'1': 11, '2': 12}}





Cannot nest within a non-dict:

>>> pprint(nc({"1": 1, "1.1": 11, "1.2": 12}))
Traceback (most recent call last):
ValueError: '1.1' cannot be nested: conflicts with {'1': 1}

>>> pprint(nc({"1.2": 12, "1.1.1": 111, "1.2.1": 121}))
Traceback (most recent call last):
ValueError: '1.2.1' cannot be nested: conflicts with {'1.2': 12}





An explicit dict is okay:

>>> pprint(nc({"1.2": {}, "1.1.1": 111, "1.2.1": 121}))
{'1': {'1': {'1': 111}, '2': {'1': 121}}}








Shorten dirs

The function util.shorten_path() is used to shorten directories by
removing path segments and replacing them with an ellipsis (‘…’) as
needed to keep them under a specified length.

>>> from guild.util import shorten_path
>>> shorten = lambda s, max_len: shorten_path(s, max_len, sep="/")





Any paths under the specified length are returned unmodified:

>>> shorten("/foo/bar/baz", max_len=20)
'/foo/bar/baz'





If a path is longer than max_len, the function tries to shorten it
by replacing path segments with an ellipsis.

If a path has fewer then two segments, it is returned unmodified
regardless of the max length:

>>> shorten("foo", max_len=0)
'foo'





If a shortened path is not actually shorter than the original path,
the original path is returned unmodified.

>>> shorten("/a/b", max_len=0)
'/a/b'

>>> shorten("/aaa/bbb/ccc", max_len=12)
'/aaa/bbb/ccc'





The function attempts to include as much of the original path in the
shortened version as possible. It will always at least include the
last segment in a shortened version.

>>> shorten("/aaa/bbb/ccc", max_len=0) 
'/\u2026/ccc'





If able to, the function includes path segments from both the left and
right sides.

>>> shorten("/aaa/bbbb/ccc", max_len=12) 
'/aaa/\u2026/ccc'





The function checks each segment side, starting with the right side
and then alternating, to include segment parts. It stops when the
shortened path would exceed max length.

>>> shorten("/aaa/bbbb/cccc/ddd", max_len=17) 
'/aaa/\u2026/cccc/ddd'

>>> shorten("/aaa/bbbb/cccc/ddd", max_len=16) 
'/aaa/\u2026/cccc/ddd'

>>> shorten("/aaa/bbbb/cccc/ddd", max_len=12) 
'/aaa/\u2026/ddd'

>>> shorten("/aaa/bbbb/cccc/ddd", max_len=0) 
'/\u2026/ddd'





The same rules applied to relative paths:

>>> shorten("aaa/bbbb/cccc/ddd", max_len=16) 
'aaa/\u2026/cccc/ddd'

>>> shorten("aaa/bbbb/cccc/ddd", max_len=15) 
'aaa/\u2026/cccc/ddd'

>>> shorten("aaa/bbbb/cccc/ddd", max_len=11) 
'aaa/\u2026/ddd'

>>> shorten("aaa/bbbb/cccc/ddd", max_len=0) 
'aaa/\u2026/ddd'






Splitting paths for shorten dir

The shorten dir algorithm uses util._shorten_path_split_path, which
handles cases of leading and repeating path separators by appending
them to the next respective part.

>>> from guild.util import _shorten_path_split_path
>>> ds_split = lambda s: _shorten_path_split_path(s, "/")





Examples:

>>> ds_split("")
[]

>>> ds_split("/")
['/']

>>> ds_split("foo")
['foo']

>>> ds_split("/foo")
['/foo']

>>> ds_split("foo/bar")
['foo', 'bar']

>>> ds_split("/foo/bar")
['/foo', 'bar']

>>> ds_split("/foo/bar/")
['/foo', 'bar']

>>> ds_split("//foo//bar")
['//foo', '/bar']










Removing item from lists

The functions safe_list_remove and safe_list_remove_all are used
to safely remove items from lists.

>>> from guild.util import safe_list_remove
>>> from guild.util import safe_list_remove_all





Helper functions:

>>> def rm(x, l):
...     safe_list_remove(x, l)
...     pprint(l)

>>> def rm_all(xs, l):
...     safe_list_remove_all(xs, l)
...     pprint(l)





Examples:

>>> rm(1, [1])
[]

>>> rm(1, [])
[]

>>> rm(1, [2])
[2]

>>> rm_all([1, 2], [2, 1])
[]

>>> rm_all([1, 2], [])
[]

>>> rm_all([1, 2], [2, 3])
[3]








Testing subdirectories

>>> from guild.util import subpath

>>> subpath("/foo/bar", "/foo", "/")
'bar'

>>> subpath("/foo/bar", "/bar", "/")
Traceback (most recent call last):
ValueError: ('/foo/bar', '/bar')

>>> subpath("/foo", "/foo", "/")
Traceback (most recent call last):
ValueError: ('/foo', '/foo')

>>> subpath("/foo/", "/foo", "/")
''

>>> subpath("", "", "/")
Traceback (most recent call last):
ValueError: ('', '')

>>> subpath("/", "/", "/")
Traceback (most recent call last):
ValueError: ('/', '/')








YAML support


Encode

>>> from guild.util import encode_yaml

>>> encode_yaml(1)  
'1\n'








Decode

>>> from guild.util import decode_yaml

>>> decode_yaml("1")  
1

>>> try: 
...   decode_yaml("foo: 123\mbar: 456")
... except ValueError as e:
...   print(e)
mapping values are not allowed here
  in "<...string>", line 1, column 14:
    foo: 123\mbar: 456
                 ^
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Var support

The module var provides support for listing and managing content
under the Guild “var” directory - i.e. the directory containing system
wide Guild generated content.

>>> import guild.var






Filtering runs

These tests exercise the low-level filtering used when filtering runs.

Filtering applies a condition to each run to test whether or not it
should be included in the result set.

Filtering is currently limited to two simple conditions:


	Test if all conditions are met (a list of conditions)


	Test if an attribute equals a value (a two-tuple of name and
expected value)


	Test if an attribute satisfies a boolean condition (a three-tuple
of name, condition, and value where condition is “=” or “!=”)




This scheme will be extended as more filter capabilities are added.

For testing purposes, we’ll create a set of objects that mimic the
guild.run.Run interface.

>>> class Run(object):
...
...   def __init__(self, id, attrs):
...     self.id = id
...     self.attrs = attrs
...
...   def __repr__(self):
...     return "<Run '%s'>" % self.id
...
...   def get(self, name):
...     return self.attrs.get(name)

>>> runs = [
...   Run("a", {"op": "train", "exit_status": "0"}),
...   Run("b", {"op": "train", "exit_status": "1"}),
...   Run("c", {"op": "test", "exit_status": "0"}),
...   Run("d", {"op": "train"}),
...   Run("e", {"op": "train", "exit_status": "0"}),
... ]





Next we’ll create a function that will filter a list of runs given a
filter spec:

>>> def filter_runs(run_filter):
...   return [run for run in runs if run_filter(run)]

>>> run_filter = guild.var.run_filter






All runs

>>> filter_runs(run_filter("true"))
[<Run 'a'>, <Run 'b'>, <Run 'c'>, <Run 'd'>, <Run 'e'>]








exit_status is “0”

>>> filter_runs(run_filter("attr", "exit_status", "0"))
[<Run 'a'>, <Run 'c'>, <Run 'e'>]








exit_status is not “0”

>>> filter_runs(run_filter("!attr", "exit_status", "0"))
[<Run 'b'>, <Run 'd'>]








op is “train” and exit_status is “0”

>>> filter_runs(
...   run_filter("all", [
...     run_filter("attr", "op", "train"),
...     run_filter("attr", "exit_status", "0"),
...   ]))
[<Run 'a'>, <Run 'e'>]








op is “train” and exit_status is not “0”

>>> filter_runs(
...   run_filter("all", [
...     run_filter("attr", "op", "train"),
...     run_filter("!attr", "exit_status", "0"),
...   ]))
[<Run 'b'>, <Run 'd'>]
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VCS Utils

>>> from guild import vcs_util





Helper to run VCS commands:

>>> import subprocess
>>> from guild import util
>>> def run(cmd, cwd):
...     subprocess.check_output(util.shlex_split(cmd), cwd=cwd)






Git

Create a repo:

>>> repo = mkdtemp()
>>> run("git init", repo)

>>> dir(repo)
['.git']





Configure user info to avoid errors on commit:

>>> run("git config user.name test", repo)
>>> run("git config user.email test@localhost", repo)





Initially the repo doesn’t have any commits:

>>> vcs_util.commit_for_dir(repo)
Traceback (most recent call last):
NoCommit: ...





Add a new file and commit:

>>> touch(path(repo, "hello"))
>>> dir(repo)
['.git', 'hello']

>>> run("git add .", repo)
>>> run("git commit -m 'first commit'", repo)
>>> sleep(0.1)  # needed before reading commit log below





And get the commit:

>>> commit, status = vcs_util.commit_for_dir(repo)

>>> commit
'git:...'

>>> len(commit)
44





The working directory is not changed:

>>> status
False





Let’s modify the working directory:

>>> touch(path(repo, "hello-2"))





And get the commit:

>>> commit2, status2 = vcs_util.commit_for_dir(repo)





The change has not been committed, so the commit is the same:

>>> commit2 == commit
True





However, the working directory status is now flagged as changed:

>>> status2
True





Let’s commit again:

>>> run("git add .", repo)
>>> run("git commit -m 'second commit'", repo)
>>> sleep(0.1)





The latest commit:

>>> commit3, status3 = vcs_util.commit_for_dir(repo)

>>> commit3
'git:...'

>>> len(commit3)
44





The commit has changed this time:

>>> commit3 == commit
False





And the working dir is unchanged:

>>> status3
False





A directory must be part of a repository commit history to get a commit.

>>> subdir = path(repo, "subdir")
>>> mkdir(subdir)

>>> vcs_util.commit_for_dir(subdir)
Traceback (most recent call last):
NoCommit: .../subdir





Let’s add a file to the subdirectory.

>>> touch(path(subdir, "hello-3"))





The file is not yet part of a commit, so we still get NoCommit for
the subdir.

>>> vcs_util.commit_for_dir(subdir)
Traceback (most recent call last):
NoCommit: .../subdir





Let’s add the subdir file and commit.

>>> run("git add .", subdir)
>>> run("git commit -m 'third commit'", subdir)
>>> sleep(0.1)





And the latest commit:

>>> commit4, status4 = vcs_util.commit_for_dir(subdir)

>>> commit4
'git:...'

>>> len(commit4)
44





We have a new commit:

>>> commit4 == commit3
False





And our workspace is not change:

>>> status4
False








Errors

An empty directory:

>>> repo = mkdtemp()

>>> vcs_util.commit_for_dir(repo)
Traceback (most recent call last):
NoCommit: ...





With an empty sentinel:

>>> mkdir(path(repo, ".git"))
>>> vcs_util.commit_for_dir(repo)
Traceback (most recent call last):
NoCommit: ...
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mnist

Includes CNN and softmax regression classifiers for the MNIST dataset.

See MODELS for details.
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  Sample README file.
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  {% include “_msg.txt” %}

{% for run in runs %}- [{{ run.id }}]({{ run.id }}/README.md) - {{ run.operation }}
{% endfor %}
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  Yet another index:

{% for run in runs %}- [{{ run.id }}]({{ run.id }}/README.md) - {{ run.operation }}
{% endfor %}
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  {% include “publish-default/_runfiles.md” %}
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  {% extends “publish-default/README.md” %}

{% block header %}
Header
{% endblock %}

{% block title %}
Title
{% endblock %}

{% block summary%}
Summary
{% endblock %}

{% block contents %}
Contents
{% endblock %}

{% block flags %}
Flags
{% endblock %}

{% block scalars %}
Scalars
{% endblock %}

{% block runfiles %}
Files
{% endblock %}

{% block sourcecode %}
Source Code
{% endblock %}

{% block output %}
Output
{% endblock %}

{% block footer %}
Footer
{% endblock %}
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  Alt flags def.
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Totally new report

Run: {{ run.id }}


Flags (included)

{% include “publish-default/_flags.md” %}
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  Template file
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  {% extends “publish-default/README.md” %}

{% block header %}
Ze header
{% endblock %}

{% block footer %}
Ze footer
{% endblock %}
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  Redef of flags
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Run Report


Attributes

| Attribute   | Value                 |
| ———   | —–                 |
| ID          | {{ run.id }}          |
| Directory   | {{ run.dir }}         |
| Model       | {{ run.model }}       |
| Operation   | {{ run.operation }}   |
| Package     | {{ run.pkg }}         |
| Status      | {{ run.status }}      |
| Marked      | {{ run.marked }}      |
| Started     | {{ run.started }}     |
| Stopped     | {{ run.stopped }}     |
| Command     | {{ run.command }}     |
| Exit Status | {{ run.exit_status }} |




Environment

{{ run|env }}
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  {% include ‘_header.md’ %}

Hello: [image: ../../../../../_images/hello.png]

a

b
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  {% include ‘_footer_header.html’ %}

The end.
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Report

This is a fancy report!
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  This is A!

{% include ‘_a_footer.md’ %}
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User acceptance tests

These are run in order as a part of Guild AI’s user acceptance test.

This file is used to run the tests. Any modifications to this file
will modify the acceptance test.

These tests expect Guild to be installed.


	guild-version





Check environment

Check the environment.


	guild-check


	initial-packages


	tensorboard-package-info







Guild tests

Run Guild tests.


	upgrade-pip


	install-test-deps


	guild-tests







Empty environment

Guild behavior without packages, models, or runs.

Before we start using Guild to train models, we use it to example an
empty environment. This includes demonstrating all of its list
commands and helpfulness to the user for operations on missing models.


	initial-models


	initial-ops


	initial-runs


	train-missing-model


	run-with-missing-default-model







Local examples

Test examples defined in Guild repo


	guild-example-hello


	guild-example-bash







Training Guild package models

Installing and training a model from a Guild package.

One of Guild’s main features is the ability to install and train
models from packages. We start here with various packages that
exercise core Guild functionality.

Before training some of our models, we need to install TensorFlow as a
prereq.


	install-tensorflow





mnist package

The mnist package contains two models that roughly correspond to the
TensorFlow expert and intro tutorial examples. These are named
cnn and logreg respectively.

First we install the package.


	install-mnist-packages




Then we confirm we have the expected models and operations.


	mnist-package-info


	packages-after-mnist-install


	models-after-mnist-install


	ops-after-mnist-install




Next we train the logreg model and view the results.


	tmp-mnist-data-before-logreg-train


	train-mnist-logreg-preview


	train-mnist-logreg


	runs-after-mnist-logreg-train


	run-info-after-mnist-logreg-train


	tmp-mnist-data-after-logreg-train


	compare-after-logreg-train


	hiplot-after-logreg-train


	view-after-logreg-train




Finally we’ll uninstall the mnist package and verify that its
associated models and operations removed.


	uninstall-mnist-package


	mnist-package-info-after-uninstall


	packages-after-mnist-uninstall







hello package

The hello package is a distributed version of the hello
example.


	install-hello-package




This package provide a single model with several operations that
exercise core Guild functionality. For simplicity all of the tests are
contained in a single file file.


	run-hello-package-examples







keras.mnist package

Guild provides Keras packages under the keras package
namespace. These tests demonstrate installing and training the
keras-mlp model provided in the keras.mnist package.

First we’ll install the package and confirm the availbility of models
and operations.


	install-keras-mnist-package


	packages-after-keras-mnist-install


	models-after-keras-mnist-install


	operations-after-keras-mnist-install




Next we’ll train the mnist-mlp model.


	train-keras-mnist-mlp









Training Guild example models

Run Guild examples.


Simple example


	simple-example







mnist example

The mnist example is similar to the package of the same name. It
maintains its lineage from privious Guild releases by providing
expert and intro models, which correspond to the TensorFlow
tutorial examples.

We start by listing the example models and operations.


	mnist-example-models


	mnist-example-ops




Next we train intro.


	train-mnist-intro-example


	mnist-example-runs-after-intro-train




Once we have a trained model we can run the evaluate operation on
it.


	evaluate-mnist-intro-example


	mnist-example-runs-after-intro-evaluate




As a final check, we want to ensure that the example operations used
the data provided by the model file resource.


	tmp-mnist-data-after-mnist-example




The mnist example defines two models containing ‘mnist’, which lets us
test Guild’s handling of an ambiguous model spec.


	train-multiple-matches







hello example

The hello example is a non ML model that simply prints messages to
the console. While trivial in this respect, its various operation
demonstrate important Guild features.

For simplicity we maintain a single test file.


	run-hello-examples


	list-hello-examples


	diff-hello-examples







keras example

The keras example demonstrates how plugins can enumerate models in a
directory and provide operations for compatible models.

For our tests of the example model, we’ll first uninstall some
packages that were installed in pervious tests.


	uninstall-keras-packages




And test the keras example.


	train-keras-example-with-missing-dep


	install-keras


	train-keras-mlp-example


	train-keras-mlp-example-2







Other examples


	custom-scalars-example


	flags-example









Dependencies


	required-operation


	dependencies.md







Staging and Queues


	stage-and-run


	stage-and-run-queue


	stage-and-modify-queue


	stage-deps


	blocking-queues


	concurrent-queues


	gpu-queues







Packaging

Creating and installing packages.

Guild packages are generated from source directories that contain
guildfiles with a package definition. They may contain models and
their required scripts as well as package resoures.

For our tests, we’ll build and install packages using sources from the
guild-index GitHub repository [https://github.com/guildai/index].


	install-package-source




Here we build and install the mnist package, which is otherwise
identical to the distributed package we tested earlier.


	create-mnist-package


	install-generated-mnist-package


	verify-installed-generate-mnist-package







TensorFlow versions

Tests addressing various versions of TensorFlow, API changes, etc.


	tensorflow1.md


	tensorflow2.md







Other tests

Tests covering miscellaneous behavior.


	command-errors


	alt-run-dir


	diff


	guild-env


	run-in-background


	run-stop-after


	batch-preview


	project-sourcecode


	labels


	api-example


	flags-test


	guild-open


	export-import


	pip-freeze


	no-run-output







Error cases

Guild behavior with various error cases.


	invalid-chdir







Remotes


	remote-invalid-remote


	remote-check


	remote-delete-runs


	remote-run-hello


	remote-runs-after-hello


	remote-ls-after-hello


	remote-runs-info-after-hello


	remote-cat-after-hello


	remote-diff-after-hello


	remote-watch-last-hello


	remote-stop-last-hello


	remote-label-hello


	remote-pull-hello


	remote-push-hello


	remote-runs-info-after-push


	remote-try-run-script


	remote-ssh-stage-and-queue


	remote-ssh-stage-and-queue


	remote-s3
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Alternate run directory

By default Guild manages runs in a location under its home
directory. In some cases a user may want to generate a run in an
alternative directory. A common case for this is during development
when models are changed frequently and it’s important to either not
clutter the list of runs with errors or it’s simply more convenient to
develop with a single run directory.

Let’s run a hello operation using a specific run directory.

>>> tmp = mkdtemp()

>>> run("guild run hello:default --run-dir '%s' -y" % tmp)
Run directory is '...' (results will not be visible to Guild)
Hello Guild!
<exit 0>





And the generated files:

>>> run("cd '%s'; find . | sort" % tmp,
...     ignore=["__pycache__", "say.pyc"]) 
.
./.guild
./.guild/attrs
./.guild/attrs/cmd
./.guild/attrs/env
./.guild/attrs/exit_status
./.guild/attrs/flags
./.guild/attrs/host
./.guild/attrs/id
./.guild/attrs/initialized
./.guild/attrs/op
./.guild/attrs/pip_freeze
./.guild/attrs/platform
./.guild/attrs/random_seed
./.guild/attrs/resolved_deps
./.guild/attrs/run_params
./.guild/attrs/sourcecode_digest
./.guild/attrs/started
./.guild/attrs/stopped
./.guild/attrs/user
./.guild/opref
./.guild/output
./.guild/output.index
./.guild/sourcecode
./.guild/sourcecode/guild.yml
./.guild/sourcecode/msg.txt
./.guild/sourcecode/say.py
./output
<exit 0>
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API Example

This test runs the Guild AI api.

>>> cd(example("api"))

>>> quiet("guild runs rm -y")





Generate some runs:

>>> run("guild run op x=[1,2,3] -y", ignore="Refreshing")
INFO: [guild] Running trial ...: op (x=1)
loss: ...
INFO: [guild] Running trial ...: op (x=2)
loss: ...
INFO: [guild] Running trial ...: op (x=3)
loss: ...
<exit 0>





Summarize the runs using a high min loss to ensure that all runs are
summarized:

>>> run("guild run summary min-loss=999 -y")
run operation             started     time     status label    x  step      loss
0  ...        op ...  ...  completed   x=3  3.0     0  ...
1  ...        op ...  ...  completed   x=2  2.0     0  ...
2  ...        op ...  ...  completed   x=1  1.0     0  ...
3  ...       op+ ...  ...  completed        NaN     0 ...
<exit 0>





Filter by marked - should get no runs:

>>> run("guild run summary min-loss=999 use-marked=yes -y")
Empty DataFrame
Columns: [run, operation, started, time, status, label]
Index: []
<exit 0>





Mark a run:

>>> run("guild mark -o op 1 -y")
Marked 1 run(s)
<exit 0>





Filter again by marked - should get one run:

>>> run("guild run summary min-loss=999 use-marked=yes -y")
run operation             started     time     status label  x  step      loss
0  ...        op ...  ...  completed   x=3  3     0  ...
<exit 0>
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Batch Preview

Create a simply script to test.

>>> project = mkdtemp()

>>> cd(project)

>>> write(path(project, "test.py"), """
... x = 1
... y = 2
... print(x + y)
... """)

>>> run("guild run test.py -y", ignore="Refreshing")
3
<exit 0>





Preview a normal batch.

>>> run("guild run test.py x=[1,2] y=[2,3]", timeout=2)
You are about to run test.py as a batch (4 trials)
  x: [1, 2]
  y: [2, 3]
Continue? (Y/n)
<exit -9>





Random batch:

>>> run("guild run test.py x=[1:100] --max-trials 5", timeout=3)
You are about to run test.py with random search (max 5 trials)
  x: [1:100]
  y: 2
Continue? (Y/n)
<exit -9>





Optimizer with default objective:

>>> run("guild run test.py x=[1:100] -o gp", timeout=3)
You are about to run test.py with 'skopt:gp' optimizer (max 20 trials, minimize loss)
  x: [1:100]
  y: 2
Optimizer flags:
  acq-func: gp_hedge
  kappa: 1.96
  noise: gaussian
  random-starts: 3
  xi: 0.05
Continue? (Y/n)
<exit -9>





Optimizer with explict objective:

>>> run("guild run test.py x=[1:100] -o gbrt -X foo -m10", timeout=3)
You are about to run test.py with 'skopt:gbrt' optimizer (max 10 trials, maximize foo)
  x: [1:100]
  y: 2
Optimizer flags:
  kappa: 1.96
  random-starts: 3
  xi: 0.05
Continue? (Y/n)
<exit -9>





Preview batch files:

>>> write(path(project, "trials-1.csv"), """x
... 1
... 2
... 3
... """)

>>> run("guild run test.py @trials-1.csv", timeout=3)
You are about to run test.py as a batch (3 trials) (flags below
used unless specified in batch trial)
  x: 1
  y: 2
Continue? (Y/n)
<exit -9>





Preview with batch file and flag list:

>>> run("guild run test.py @trials-1.csv y=[4,5]", timeout=3)
You are about to run test.py as a batch (6 trials) (flags below
used unless specified in batch trial)
  x: 1
  y: [4, 5]
Continue? (Y/n)
<exit -9>





Preview with two batch files:

>>> write(path(project, "trials-2.csv"), """x,y
... 4,5
... 5,6
... """)

>>> run("guild run test.py @trials-1.csv @trials-2.csv", timeout=3)
You are about to run test.py as a batch (5 trials) (flags below
used unless specified in batch trial)
  x: 1
  y: 2
Continue? (Y/n)
<exit -9>
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Blocking Queues

By default, a queue starts staged runs even when other runs are in
progress. Queues may be started, however, with the flag
wait-for-running, which causes them to block until other runs have
stopped. (This does not apply to running queues, which are ignored
when considering in in progress runs.)

For our tests, we delete existing runs.

>>> quiet("guild runs rm -y")





Here’s a project with a sample operation that waits for 5 seconds.

>>> project_dir = mkdtemp()

>>> write(path(project_dir, "sleep.py"), """
... import time
... seconds = 5
... time.sleep(seconds)
... """)

>>> cd(project_dir)





To illustrate the default behavior, we stage two runs”

>>> run("guild run sleep.py --stage -y", ignore="Refreshing")
sleep.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>

>>> run("guild run sleep.py --stage -y")
sleep.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





The staged runs:

>>> run("guild runs")
[1:...]  sleep.py  ...  staged  seconds=5
[2:...]  sleep.py  ...  staged  seconds=5
<exit 0>





Next, start two queues. We use tags to identify each queue.

>>> run("guild run queue poll-interval=1 --tag q1 --background -y")
queue:queue started in background as ... (pidfile ...)
<exit 0>

>>> run("guild run queue poll-interval=1 --tag q2 --background -y")
queue:queue started in background as ... (pidfile ...)
<exit 0>





Wait to let the queues start the staged runs.

>>> sleep(8)





The current runs:

>>> run("guild runs")
[1:...]  sleep.py  ...  completed  seconds=5
[2:...]  queue     ...  running    q2 poll-interval=1 run-once=no wait-for-running=no
[3:...]  sleep.py  ...  completed  seconds=5
[4:...]  queue     ...  running    q1 poll-interval=1 run-once=no wait-for-running=no
<exit 0>





And the logs for each queue.

>>> run("guild cat --output -l q1")
INFO: [queue] ... Starting staged run ...
INFO: [queue] ... Waiting for staged runs
<exit 0>

>>> run("guild cat --output -l q2")
INFO: [queue] ... Starting staged run ...
INFO: [queue] ... Waiting for staged runs
<exit 0>





Note that each queue starts a staged run without waiting.

Next, we demonstrate queue behavior when wait-for-running is enabled
for queues.

Stop the queues:

>>> run("guild stop -y")
Stopping ... (pid ...)
Stopping ... (pid ...)
<exit 0>





Delete the runs:

>>> run("guild runs rm -y")
Deleted 4 run(s)
<exit 0>





Stage two runs:

>>> run("guild run sleep.py --stage -y", ignore="Refreshing")
sleep.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>

>>> run("guild run sleep.py --stage -y")
sleep.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





Start two queues, this time using wait-for-running. We delay
slightly after starting the first queue to let it start one of the
staged runs.

>>> run("guild run queue poll-interval=1 wait-for-running=yes --tag q1 --background -y")
queue:queue started in background as ... (pidfile ...)
<exit 0>





Wait a moment to let the queue start one of the staged runs:

>>> sleep(2)





At this point we have one run in progress and the other staged:

>>> run("guild runs")
[1:...]  sleep.py  ...  running  seconds=5
[2:...]  queue     ...  running  q1 poll-interval=1 run-once=no wait-for-running=yes
[3:...]  sleep.py  ...  staged   seconds=5
<exit 0>





Output for the first queue:

>>> run("guild cat --output -l q1")
INFO: [queue] ... Starting staged run ...
<exit 0>





Start the second queue:

>>> run("guild run queue poll-interval=1 wait-for-running=yes --tag q2 --background -y")
queue:queue started in background as ... (pidfile ...)
<exit 0>





Wait a moment for the second queue to start and check for staged runs.

>>> sleep(2)





At this point, the second queue will have detected that a run is
in-progress and defer starting the pending staged run until it’s next
check.

>>> run("guild cat --output -l q2")
INFO: [queue] ... Found staged run ... (waiting for runs to finish: ...)
...
<exit 0>





As we have a race condition for which queue starts the second staged
run, we can’t assert which queue starts it. We wait, however, to
confirm that the second staged run is eventually started and finishes.

>>> sleep(10)





Our runs:

>>> run("guild runs")
[1:...]  sleep.py  ...  completed  seconds=5
[2:...]  queue     ...  running    q2 poll-interval=1 run-once=no wait-for-running=yes
[3:...]  sleep.py  ...  completed  seconds=5
[4:...]  queue     ...  running    q1 poll-interval=1 run-once=no wait-for-running=yes
<exit 0>





Finally, stop the queues:

>>> run("guild stop -y")
Stopping ... (pid ...)
Stopping ... (pid ...)
<exit 0>
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Command errors


run

Try to run without an operation or a rerun:

>>> run("guild run")
guild: cannot find a default operation
Try 'guild operations' for a list.
<exit 1>
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Compare after logreg train

guild compare is used to print a tabular report of runs, including
accuracy and loss.

>>> run("guild compare --table")
run  operation                started  time  status     label                                      epochs  batch-size  learning-rate  step  train_loss  train_acc  val_loss  val_acc
...  gpkg.mnist/logreg:train  ...      ...   completed  batch-size=100 epochs=1 learning-rate=0.5  1       100         0.5            550   ...         ...        ...       ...
<exit 0>
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Concurrent Queues

Multiple queues may be started to process runs concurrently.

Delete runs in preparation for these tests.

>>> quiet("guild runs rm -y")





Start three queues in the background:

>>> for _ in range(3):
...     run("guild run queue poll-interval=1 --background -y")
queue:queue started in background as ... (pidfile ...)
<exit 0>
queue:queue started in background as ... (pidfile ...)
<exit 0>
queue:queue started in background as ... (pidfile ...)
<exit 0>





Wait a moment for the queues:

>>> sleep(5)





Current runs:

>>> run("guild runs")
[1:...]  queue  ...  running  poll-interval=1 run-once=no wait-for-running=no
[2:...]  queue  ...  running  poll-interval=1 run-once=no wait-for-running=no
[3:...]  queue  ...  running  poll-interval=1 run-once=no wait-for-running=no
<exit 0>





Let’s create a project to test staged runs using queues.

>>> project_dir = mkdtemp()
>>> write(path(project_dir, "sleep.py"), """
... import time
... seconds = 10
... time.sleep(seconds)
... """)





Stage four runs - three will be started within one second (poll
interval of each of the queues) and the fourth started when a queue is
empty, 10 seconds later.




for _ in range(4):
…     run(“guild -C ‘%s’ run sleep.py –stage -y” % project_dir)
Refreshing flags…
sleep.py staged as …
To start the operation, use ‘guild run –start …’
<exit 0>
sleep.py staged as …
To start the operation, use ‘guild run –start …’
<exit 0>
sleep.py staged as …
To start the operation, use ‘guild run –start …’
<exit 0>
sleep.py staged as …
To start the operation, use ‘guild run –start …’
<exit 0>










Wait for the runs to start.

>>> sleep(5)





Let’s view our runs by status. First the staged runs:

>>> run("guild runs --staged")
[1:...]  sleep.py (...)  ...  staged  seconds=10
<exit 0>





We have one staged runs because we’ve started one more run than we
have queues.

Now the running runs:

>>> run("guild runs --running")
[1:...]  sleep.py (...)  ...  running  seconds=10
[2:...]  sleep.py (...)  ...  running  seconds=10
[3:...]  sleep.py (...)  ...  running  seconds=10
[4:...]  queue  ...  running  poll-interval=1 run-once=no wait-for-running=no
[5:...]  queue  ...  running  poll-interval=1 run-once=no wait-for-running=no
[6:...]  queue  ...  running  poll-interval=1 run-once=no wait-for-running=no
<exit 0>





Wait the duration of the sleep operation.

>>> sleep(10)





At least one run will have completed and we should no longer have any
staged runs.

>>> run("guild runs --staged")

<exit 0>





Our list of runs:

>>> run("guild runs")
[1:...]  sleep.py (...)  ...  running    seconds=10
[2:...]  sleep.py (...)  ...  completed  seconds=10
[3:...]  sleep.py (...)  ...  completed  seconds=10
[4:...]  sleep.py (...)  ...  completed  seconds=10
[5:...]  queue           ...  running  poll-interval=1 run-once=no wait-for-running=no
[6:...]  queue           ...  running  poll-interval=1 run-once=no wait-for-running=no
[7:...]  queue           ...  running  poll-interval=1 run-once=no wait-for-running=no
<exit 0>





Stop all runs:

>>> run("guild runs stop -y")
Stopping ... (pid ...)
Stopping ... (pid ...)
Stopping ... (pid ...)
Stopping ... (pid ...)
<exit 0>
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Create MNIST package

Guild packages are created using the package command. This command
is run within a directory with a guildfile containing a package
definition. It can also be run using the -C option.

For our tests we’ll just run the command in the mnist package
directory:

>>> cd("packages/gpkg/mnist")
>>> run("guild package", ignore=[
...     'Normalizing', 'normalized_version,',
...     'FutureWarning', 'Refreshing'])
running bdist_wheel
...
<exit 0>
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Custom Scalars examples

The example in custom-scalars illustrate both the default scalar
capture mechanism and custom scalars.

>>> cd(example("scalars"))





The sample project requires tensorboardX.

>>> quiet("pip install tensorboardX")






train.py

Default scalars captured when running train.py as a script:

>>> run("guild run train.py -y", ignore="Refreshing")
step: 1
loss: 2.345
accuracy: 0.123

step: 2
loss: 1.234
accuracy: 0.456

<exit 0>

>>> run("guild runs info")
id: ...
scalars:
  accuracy: 0.456000 (step 2)
  loss: 1.234000 (step 2)
<exit 0>





We can use the --test-output-scalars option of the run command to
test custom output scalar patterns against sample script output.

>>> run("echo 'foo: 1.123' | guild run train.py --test-output-scalars -")
foo: 1.123
  '^([^ \t]+):\\s+([0-9\\.e\\-]+)$': [('foo', '1.123')] (foo=1.123)
<exit 0>

>>> run("echo 'bar' | guild run train.py --test-output-scalars -")
bar
  '^([^ \t]+):\\s+([0-9\\.e\\-]+)$': <no matches>
<exit 0>








train

The project defines three operations:

>>> run("guild ops")
train   Example using explicit output-scalars
train2  Example using a generalized scalar pattern
train3  Example disabling output scalars and using TF event files
train4  Example using named groups to capture scalars
<exit 0>





train defines a different set of scalars to capture.

Let’s run it to see what’s generated:

>>> run("guild run train -y")
step: 1
loss: 2.345
accuracy: 0.123

step: 2
loss: 1.234
accuracy: 0.456
<exit 0>

>>> run("guild runs info")
id: ...
scalars:
  accuracy: 0.456000 (step 2)
  loss: 1.234000 (step 2)
<exit 0>





When we test a general NAME: VAL pattern for the train operation,
we don’t match unless NAME is either loss, accuracy, or step:

>>> run("""guild run train --test-output-scalars - << EOF
... step: 1
... loss: 1.1
... accuracy: 0.22
... foo: 2.2
... bar 3.3
... faz
... EOF""") 
step: 1
  'accuracy: ([0-9\\.e\\-]+)': <no matches>
  'loss: ([0-9\\.e\\-]+)': <no matches>
  'step: ([0-9\\.e\\-]+)': [('1',)] (step=1.0)
loss: 1.1
  'accuracy: ([0-9\\.e\\-]+)': <no matches>
  'loss: ([0-9\\.e\\-]+)': [('1.1',)] (loss=1.1)
  'step: ([0-9\\.e\\-]+)': <no matches>
accuracy: 0.22
  'accuracy: ([0-9\\.e\\-]+)': [('0.22',)] (accuracy=0.22)
  'loss: ([0-9\\.e\\-]+)': <no matches>
  'step: ([0-9\\.e\\-]+)': <no matches>
foo: 2.2
  'accuracy: ([0-9\\.e\\-]+)': <no matches>
  'loss: ([0-9\\.e\\-]+)': <no matches>
  'step: ([0-9\\.e\\-]+)': <no matches>
bar 3.3
  'accuracy: ([0-9\\.e\\-]+)': <no matches>
  'loss: ([0-9\\.e\\-]+)': <no matches>
  'step: ([0-9\\.e\\-]+)': <no matches>
faz
  'accuracy: ([0-9\\.e\\-]+)': <no matches>
  'loss: ([0-9\\.e\\-]+)': <no matches>
  'step: ([0-9\\.e\\-]+)': <no matches>
<exit 0>





Here are the other two operations:

>>> run("guild run train2 -y")
step: 1
loss: 2.345
accuracy: 0.123

step: 2
loss: 1.234
accuracy: 0.456
<exit 0>

>>> run("guild runs info")
id: ...
scalars:
  accuracy: 0.456000 (step 2)
  loss: 1.234000 (step 2)
<exit 0>

>>> run("guild run train3 -y")
Step 1: loss=2.235 accuracy=0.123
Step 2: loss=1.234 accuracy=0.456
<exit 0>

>>> run("guild runs info")
id: ...
scalars:
  accuracy: 0.456000 (step 2)
  loss: 1.234000 (step 2)...
<exit 0>
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Dependencies

These are general dependency tests.

>>> cd(example("dependencies"))






File

>>> run("guild run file -y", ignore="Refreshing")
Resolving file:file.txt dependency
<exit 0>

>>> run("guild ls -n")
file.txt
<exit 0>





Change dependency source using default source name - not allowed.

>>> run("guild run file file:file.txt=guild.yml -y")
guild: unsupported flag 'file:file.txt'
Try 'guild run file --help-op' for a list of flags or use
--force-flags to skip this check.
<exit 1>





flag-name is required to explicitly expose file dependency as a
flag.

>>> run("guild run customizable-file src=guild.yml -y")
Resolving src dependency
Using guild.yml for src resource
<exit 0>

>>> run("guild ls -n")
guild.yml
<exit 0>





Missing file dependency:

>>> run("guild run missing-file -y")
Resolving file:missing.txt dependency
guild: run failed because a dependency was not met: could not resolve
'file:missing.txt' in file:missing.txt resource: cannot find source
file missing.txt
<exit 1>

>>> run("guild run missing-named-file -y")
Resolving missing-file dependency
guild: run failed because a dependency was not met: could not resolve
'file:missing.txt' in missing-file resource: cannot find source file
missing.txt
<exit 1>

>>> run("guild run customizable-file src=missing.txt -y")
Resolving src dependency
guild: run failed because a dependency was not met: could not resolve
'file:file.txt' in src resource: .../missing.txt does not exist
<exit 1>








Directory

>>> run("guild run dir -y")
Resolving data dependency
<exit 0>

>>> run("guild ls -n -L")
dir/
dir/a
dir/b
<exit 0>








URL

Note that we can’t assert the resolution message as the resource may
be cached, which prints a different message.

>>> run("guild run url -y")
Resolving https://guild-pub.s3.amazonaws.com/uat/file.txt dependency
...
<exit 0>

>>> run("guild ls -n")
file.txt
<exit 0>








Operations

Required file op:

>>> run("guild run file-op -y")
Resolving file dependency
Using output from run ... for file resource
<exit 0>

>>> run("guild ls -n")
file.txt
<exit 0>





Required dir op:

>>> run("guild run dir-op -y")
Resolving dir dependency
Using output from run ... for dir resource
<exit 0>

>>> run("guild ls -nL")
dir/
dir/a
dir/b
<exit 0>








Config

Run without specifying flag values.

>>> cat(example("dependencies/config.yml"))
lr: 0.1
batch-size: 100
dropout: 0.2

>>> run("guild run config -y")
Resolving config:config.yml dependency
<exit 0>

>>> run("guild ls -n")
config.yml
<exit 0>

>>> run("guild cat -p config.yml")
batch-size: 100
dropout: 0.2
lr: 0.1
<exit 0>





Set two of the three flag values.

>>> run("guild run config lr=0.2 dropout=0.3 -y")
Resolving config:config.yml dependency
<exit 0>

>>> run("guild ls -n")
config.yml
<exit 0>

>>> run("guild cat -p config.yml")
batch-size: 100
dropout: 0.3
lr: 0.2
<exit 0>





Use modified config.

>>> run("guild run modified-config -y")
Resolving config:config.yml dependency
<exit 0>

>>> run("guild ls -n")
config.yml
<exit 0>

>>> run("guild cat -p config.yml")
batch-size: 100
dropout: 0.4
lr: 0.001
<exit 0>





Change modified config with flags:

>>> run("guild run modified-config dropout=0.5 -y")
Resolving config:config.yml dependency
<exit 0>

>>> run("guild ls -n")
config.yml
<exit 0>

>>> run("guild cat -p config.yml")
batch-size: 100
dropout: 0.5
lr: 0.001
<exit 0>





JSON format:

>>> cat(example("dependencies/config.json"))
{
  "lr": 0.05,
  "batch-size": 200,
  "dropout": 0.2
}

>>> run("guild run json-config -y")
Resolving config:config.json dependency
<exit 0>

>>> run("guild ls -n")
config.json
<exit 0>

>>> run("guild cat -p config.json")
{"batch-size": 200, "dropout": 0.2, "lr": 0.05}
<exit 0>





JSON format with flags:

>>> run("guild run json-config lr=1e-2 -y")
Resolving config:config.json dependency
<exit 0>

>>> run("guild ls -n")
config.json
<exit 0>

>>> run("guild cat -p config.json")
{"batch-size": 200, "dropout": 0.2, "lr": 0.01}
<exit 0>








Modules

>>> run("guild run modules -y")
Resolving module:pandas dependency
Resolving module:sklearn dependency
<exit 0>

>>> run("guild run missing-module -y")
Resolving module:missing.module dependency
guild: run failed because a dependency was not met: could not
resolve 'module:missing.module' in module:missing.module resource:
...
<exit 1>








All

>>> run("guild run all -y", ignore="Refreshing") 
INFO: [guild] running file: file
Resolving file:file.txt dependency
INFO: [guild] running dir: dir
Resolving data dependency
INFO: [guild] running url: url
Resolving https://guild-pub.s3.amazonaws.com/uat/file.txt dependency
...
INFO: [guild] running file-op: file-op
Resolving file dependency
Using output from run ... for file resource
INFO: [guild] running dir-op: dir-op
Resolving dir dependency
Using output from run ... for dir resource
INFO: [guild] running config: config
Resolving config:config.yml dependency
INFO: [guild] running modules: modules
Resolving module:pandas dependency
Resolving module:sklearn dependency
INFO: [guild] running downstream: downstream
Resolving upstream dependency
Using output from run ... for upstream resource
INFO: [guild] running customizable-file: customizable-file src=guild.yml
Resolving src dependency
Using guild.yml for src resource
INFO: [guild] running modified-config: modified-config
Resolving config:config.yml dependency
INFO: [guild] running json-config: json-config
Resolving config:config.json dependency
<exit 0>
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Diff hello examples

These tests use the Guild diff command to compare runs.

We’ll run them against the hello example:

>>> cd(example("hello"))





Let’s run hello twice, each time with a different msg.

>>> quiet("guild run -y hello msg='msg is foo'")
>>> quiet("guild run -y hello msg='msg is bar'")





Here are our last two:

>>> run("guild runs -n 2")
[1:...]   hello  ...  completed  msg='msg is bar'
[2:...]   hello  ...  completed  msg='msg is foo'
<exit 0>





Let’s use Guild diff to compare the two runs.

Run flags:

>>> run("guild diff -f -c 'diff'")
1c1
< msg: msg is foo
---
> msg: msg is bar
<exit 0>





Run output:

>>> run("guild diff -O -c 'diff'")
1c1
< msg is foo
---
> msg is bar
<exit 0>





Run generated output file:

>>> run("guild diff --output -c 'diff'")
1c1
< msg is foo
---
> msg is bar
<exit 0>





Invalid diff command:

>>> run("guild diff -c invalid-diff-cmd")
guild: error running 'invalid-diff-cmd ... ...': ...No such file or directory...
<exit 1>





Invalid diff command option - if the command can be run, Guild treats
it as success even if the command doesn’t behave as expected:

>>> run("guild diff -c 'diff --invalid-opt'")
diff: unrecognized option ...--invalid-opt'
diff: Try ...diff --help' for more information.
<exit 0>
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Diff

Create a project to generate runs we can diff.

>>> project = Project(path(mkdtemp(), "diff-project"), GUILD_HOME)
>>> ensure_dir(project.cwd)
>>> write(path(project.cwd, "run.py"), "print('hello')")





Run the script twice:

>>> project.run("run.py")
hello

>>> project.run("run.py")
hello





Show various diff args using --cmd echo.

Run directory:

>>> run("guild diff --cmd echo")
???/.guild/runs/.../ .../.guild/runs/.../
<exit 0>





Source code:

>>> run("guild diff --sourcecode --cmd echo")
???/.guild/runs/.../.guild/sourcecode .../.guild/runs/.../.guild/sourcecode
<exit 0>





foo path:

>>> run("guild diff --path foo --cmd echo")
???/.guild/runs/.../foo .../.guild/runs/.../foo
<exit 0>





foo and bar paths:

>>> run("guild diff --path foo --path bar --cmd echo")
???/.guild/runs/.../foo .../.guild/runs/.../foo
.../.guild/runs/.../bar .../.guild/runs/.../bar
<exit 0>





Source code to project dir (--working option):

>>> run("guild diff --working --cmd echo")
???/.guild/runs/.../.guild/sourcecode .../diff-project
<exit 0>





Source code to project subdir (--working-dir option):

>>> run("guild diff --working-dir foobar --cmd echo")
???/.guild/runs/.../.guild/sourcecode ./foobar
<exit 0>





Working dir with run 2:

>>> run("guild diff 2 --working-dir foobar --cmd echo")
???/.guild/runs/.../.guild/sourcecode ./foobar
<exit 0>





Working with runs 1 and 2:

>>> run("guild diff 1 2 --working --cmd echo")
guild: cannot specify RUN2 and --working
<exit 1>





Working dir with runs 1 and 2:

>>> run("guild diff 1 2 --working-dir foobar --cmd echo")
guild: cannot specify RUN2 and --working-dir
<exit 1>





Run a package operation for use with --working:

>>> run("guild run hello:default -y")
Hello Guild!
<exit 0>

>>> run("guild diff --working --cmd echo")
???/.guild/sourcecode .../site-packages/gpkg/hello/
<exit 0>





Create a Guild file in project dir to test diffing with alternative
source code root.

>>> src_dir = path(project.cwd, "src")
>>> mkdir(src_dir)
>>> write(path(src_dir, "run2.py"), "print('hello 2')")

>>> gf_path = path(project.cwd, "guild.yml")
>>> write(gf_path, """
... run2:
...   main: run2
...   sourcecode:
...     root: src
... """)





Run operation:

>>> project.run("run2")
hello 2





Diff latest using working:

>>> run("guild diff --working --cmd echo")
???/.guild/sourcecode .../diff-project/src
<exit 0>





Various errors:

>>> run("guild diff --working --working-dir foo")
guild: --working and --working-dir cannot both be specified
<exit 1>

>>> run("guild diff --sourcecode --path foo")
guild: --path and --sourcecode cannot both be specified
<exit 1>
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Evaluate MNIST intro example

Once an mnist-intro model is trained, we can run the evaluate
operation to test it against all of the test data.

>>> cd(example("multiple-models"))

>>> run("guild run intro:evaluate -y --no-gpus")
Masking available GPUs (CUDA_VISIBLE_DEVICES='')
Resolving data dependency...
Resolving train dependency
Using output from run ...
INFO: [tensorflow] Restoring parameters from ./model/export...
Test accuracy=0...
<exit 0>
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Export / Import

These tests illustrate basic export/import features.

We use use the hello example to generate runs.

>>> cd(example("hello"))





Delete existing runs for test.

>>> quiet("guild runs rm -y")





Generate three runs:

>>> run("guild run msg=[hello,hi,hola] -y")
INFO: [guild] Running trial ...: hello (msg=hello)
hello
INFO: [guild] Running trial ...: hello (msg=hi)
hi
INFO: [guild] Running trial ...: hello (msg=hola)
hola
<exit 0>

>>> run("guild runs")
[1:...]  hello   ...  completed  msg=hola
[2:...]  hello   ...  completed  msg=hi
[3:...]  hello   ...  completed  msg=hello
[4:...]  hello+  ...  completed
<exit 0>






Export with Copy (default)

Create an export dir:

>>> export_dir = mkdtemp()





Show preview:

>>> run("guild export %s" % export_dir, timeout=2)
You are about to copy the following runs to '...':
  [...]  hello   ...  completed  msg=hola
  [...]  hello   ...  completed  msg=hi
  [...]  hello   ...  completed  msg=hello
  [...]  hello+  ...  completed
Continue? (Y/n)
<exit ...>





Export with copy:

>>> run("guild export %s -y" % export_dir)
Copying ...
Copying ...
Copying ...
Copying ...
Exported 4 run(s)
<exit 0>





Directories in export dir:

>>> dir(export_dir)
['.guild-nocopy',
 '...',
 '...',
 '...',
 '...']





Current runs still exist because the default export mode is to copy
runs.

>>> run("guild runs")
[1:...]  hello   ...  completed  msg=hola
[2:...]  hello   ...  completed  msg=hi
[3:...]  hello   ...  completed  msg=hello
[4:...]  hello+  ...  completed
<exit 0>








Overwriting Export Runs

Guild won’t overwrite runs in an export.

>>> run("guild export %s -y" % export_dir)
WARNING: ... exists, skipping
WARNING: ... exists, skipping
WARNING: ... exists, skipping
WARNING: ... exists, skipping
Exported 0 run(s)
<exit 0>








Export with Move

Export to another export dir using the --move option:

>>> export_dir = mkdtemp()





Preview:

>>> run("guild export %s --move" % export_dir, timeout=2)
You are about to move the following runs to '...':
  [...]  hello   ...  completed  msg=hola
  [...]  hello   ...  completed  msg=hi
  [...]  hello   ...  completed  msg=hello
  [...]  hello+  ...  completed
Continue? (Y/n)
<exit ...>





Export with move:

>>> run("guild export %s --move -y" % export_dir)
Moving ...
Moving ...
Moving ...
Moving ...
Exported 4 run(s)
<exit 0>





Export dir:

>>> dir(export_dir)
['.guild-nocopy',
 '...',
 '...',
 '...',
 '...']





Current runs are empty because runs were moved rather than copied.

>>> run("guild runs")
<exit 0>








Import with Copy (default)

Import preview:

>>> run("guild import %s" % export_dir, timeout=2)
You are about to import (copy) the following runs from '...':
  [...]  hello   ...  completed  msg=hola
  [...]  hello   ...  completed  msg=hi
  [...]  hello   ...  completed  msg=hello
  [...]  hello+  ...  completed
Continue? (Y/n)
<exit ...>





Import runs:

>>> run("guild import %s -y" % export_dir)
Copying ...
Copying ...
Copying ...
Copying ...
Imported 4 run(s)
<exit 0>





Current runs:

>>> run("guild runs")
[1:...]  hello   ...  completed  msg=hola
[2:...]  hello   ...  completed  msg=hi
[3:...]  hello   ...  completed  msg=hello
[4:...]  hello+  ...  completed
<exit 0>








Overwriting Runs on Import

Import again:

>>> run("guild import %s -y" % export_dir)
WARNING: ... exists, skipping
WARNING: ... exists, skipping
WARNING: ... exists, skipping
WARNING: ... exists, skipping
Imported 0 run(s)
<exit 0>








Import with Move

Delete existing runs:

>>> quiet("guild runs rm -y")





Import preview:

>>> run("guild import %s --move" % export_dir, timeout=2)
You are about to import (move) the following runs from '...':
  [...]  hello   ...  completed  msg=hola
  [...]  hello   ...  completed  msg=hi
  [...]  hello   ...  completed  msg=hello
  [...]  hello+  ...  completed
Continue? (Y/n)
<exit ...>





Import runs:

>>> run("guild import %s -y" % export_dir)
Copying ...
Copying ...
Copying ...
Copying ...
Imported 4 run(s)
<exit 0>





Current runs:

>>> run("guild runs")
[1:...]  hello   ...  completed  msg=hola
[2:...]  hello   ...  completed  msg=hi
[3:...]  hello   ...  completed  msg=hello
[4:...]  hello+  ...  completed
<exit 0>








Errors

Directory structure to test errors:

>>> tmpdir = mkdtemp()
>>> touch(path(tmpdir, "a-file"))





Invalid export location:

>>> run("guild export %s/a-file -y" % tmpdir)
guild: '.../a-file' is not a directory
<exit 1>





Import non-existing archive:

>>> run("guild import %s/missing-dir -y" % tmpdir)
guild: archive '.../missing-dir' does not exist
<exit 1>





Import a file rather than a directory:

>>> run("guild import %s/a-file -y" % tmpdir)
guild: invalid archive '.../a-file' - expected a directory
<exit 1>
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Flags example

>>> cd(example("flags"))






Args

>>> run("guild run args-default -y", ignore="Refreshing")
Flags: 1 1.1 False hello
<exit 0>

>>> run("guild run args-default i=9 f=9.9 s=hola -y")
Flags: 9 9.9 False hola
<exit 0>








Globals

>>> run("guild run globals-default -y")
Flags: 1 1.1 False hello
<exit 0>

>>> run("guild run globals-default i=9 f=9.9 s=hola -y")
Flags: 9 9.9 False hola
<exit 0>








Click Args

>>> run("guild run args-click-default -y")
Flags: 1 1.1 True hello red
<exit 0>

>>> run("guild run args-click-default i=9 f=9.9 s=hola color=green -y")
Flags: 9 9.9 True hola green
<exit 0>

>>> run("guild run args-click-default color=yellow -y")
Unsupported value for 'color' - supported values are:

  red
  blue
  green

Run the command again using one of these options.
<exit 1>
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Flags Test

>>> cd(example("api"))

>>> run("guild run op --test-flags")  
### Script flags for op
reading flags for main spec 'op'
op.py does not import argparse - assuming globals
op.py flags imported for dest 'globals':
  x: 1.0
### Script flags for summary
reading flags for main spec 'summary'
summary.py imports argparse - assuming args
summary.py flags imported for dest 'args':
  min-loss:
    default: -0.2
  output:
    default: .
  use-marked:
    arg-switch: true
    default: false
flags-dest: globals
flags-import: [x]
flags:
  x:
    default: 1.0
    type:
    required: no
    arg-name:
    arg-skip:
    arg-switch:
    env-name:
    choices: []
    allow-other: no
    distribution:
    max:
    min:
    null-label:
<exit 0>

>>> run("guild run summary --test-flags")  
### Script flags for op
reading flags for main spec 'op'
op.py does not import argparse - assuming globals
op.py flags imported for dest 'globals':
  x: 1.0
### Script flags for summary
reading flags for main spec 'summary'
summary.py imports argparse - assuming args
summary.py flags imported for dest 'args':
  min-loss:
    default: -0.2
  output:
    default: .
  use-marked:
    arg-switch: true
    default: false
flags-dest: args
flags-import: [use-marked, min-loss]
flags:
  min-loss:
    default: -0.2
    type:
    required: no
    arg-name:
    arg-skip:
    arg-switch:
    env-name:
    choices: []
    allow-other: no
    distribution:
    max:
    min:
    null-label:
  use-marked:
    default: no
    type:
    required: no
    arg-name:
    arg-skip:
    arg-switch: yes
    env-name:
    choices: []
    allow-other: no
    distribution:
    max:
    min:
    null-label:
<exit 0>
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GPU Queues

Queues can be started with a gpus flags to indicate that staged runs
that the queue starts should be run with the specified GPU spec.

For these tests we’ll use the hello example.

>>> cd(example("hello"))





And delete existing runs:

>>> quiet("guild runs rm -y")






General Behavior

Let’s start a queue in the background with gpus set.

>>> run("guild run -y queue gpus=1 poll-interval=1 -t q1 --background")
queue:queue started in background as ... (pidfile ...)
<exit 0>





Here’s the run info for the queue:

>>> run("guild runs info")
id: ...
operation: queue
from: guildai
status: running
started: ...
stopped:
marked: no
label: q1 gpus=1 poll-interval=1 run-once=no wait-for-running=no
sourcecode_digest:
vcs_commit:
run_dir: ...
command: ... -um guild.plugins.queue_main --gpus 1 --poll-interval 1
exit_status:
pid: ...
flags:
  gpus: 1
  poll-interval: 1
  run-once: no
  wait-for-running: no
scalars:
<exit 0>





Note that gpus is 1. This means that any staged runs that the
queue starts will be started with --gpus 1 - provided they don’t
otherwise specify their own value for this option.

Let’s stage an operation without specifying --gpus.

>>> run("guild run -y hello -l default-gpus --stage")
hello staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





Wait for the run to be started and run:

>>> sleep(5)





Output from the queue:

>>> run("guild cat --output -o queue")
INFO: [queue] ... Waiting for staged runs
INFO: [queue] ... Starting staged run ...
Masking available GPUs (CUDA_VISIBLE_DEVICES='1')
Hello Guild!
INFO: [queue] ... Waiting for staged runs
<exit 0>





The runs:

>>> run("guild runs")
[1:...]  hello  ...  completed   default-gpus
[2:...]  queue  ...  running     q1 gpus=1 poll-interval=1 run-once=no wait-for-running=no
<exit 0>





Confirm that the run used the expected gpus option:

>>> run("guild cat -p .guild/attrs/run_params")
???
gpus: '1'
...





This should translate to CUDA_VISIBLE_DEVICES environment being set
as well:

>>> run("guild runs info --env")
id: ...
environment:
  ...
  CUDA_VISIBLE_DEVICES: '1'
  ...








Staged Runs with GPUs specs

If a staged operation specifies a --gpus value that matches the
queue, the queue will start the operation.

>>> run("guild run hello --gpus 1 -l gpus-1 --stage -y")
Masking available GPUs (CUDA_VISIBLE_DEVICES='1')
hello staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





Wait for the staged run to be started and finish:

>>> sleep(5)





List the runs:

>>> run("guild runs")
[1:...]  hello  ...  completed  gpus-1
[2:...]  hello  ...  completed  default-gpus
[3:...]  queue  ...  running    q1 gpus=1 poll-interval=1 run-once=no wait-for-running=no
<exit 0>





If a staged run specifies a different GPU spec, the queue will refuse
to start it.

>>> run("guild run hello --gpus 2 -l gpus-2 --stage -y")
Masking available GPUs (CUDA_VISIBLE_DEVICES='2')
hello staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





Give the queue enough time to start the run, if would start it (it
should not):

>>> sleep(5)





Show runs:

>>> run("guild runs")
[1:...]  hello  ...  staged     gpus-2
[2:...]  hello  ...  completed  gpus-1
[3:...]  hello  ...  completed  default-gpus
[4:...]  queue  ...  running    q1 gpus=1 poll-interval=1 run-once=no wait-for-running=no
<exit 0>





Confirm that the queue refused to start the run for the right reason:

>>> run("guild cat --output -l q1")
???
INFO: [queue] ... Waiting for staged runs
INFO: [queue] ... Ignorning staged run ... (GPU spec mismatch: run is 2, queue is 1)
<exit 0>





We can start another queue, which is associated with GPU 2, to start
the staged run.

>>> run("guild run queue gpus=2 poll-interval=1 -t q2 --background -y")
queue:queue started in background as ... (pidfile ...)
<exit 0>





Wait for the staged run to start:

>>> sleep(5)





Check output from the latest queue:

>>> run("guild cat --output -l q2")
INFO: [queue] ... Starting staged run ...
Masking available GPUs (CUDA_VISIBLE_DEVICES='2')
Hello Guild!
INFO: [queue] ... Waiting for staged runs
<exit 0>





Show runs:

>>> run("guild runs")
[1:...]  hello  ...  completed  gpus-2
[2:...]  queue  ...  running    q2 gpus=2 poll-interval=1 run-once=no wait-for-running=no
[3:...]  hello  ...  completed  gpus-1
[4:...]  hello  ...  completed  default-gpus
[5:...]  queue  ...  running    q1 gpus=1 poll-interval=1 run-once=no wait-for-running=no
<exit 0>





Stop the queues:

>>> run("guild stop -y")
Stopping ... (pid ...)
Stopping ... (pid ...)
<exit 0>
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Guild check

Check:

>>> run("guild check --offline")
guild_version:             0.7...
guild_install_location:    ...
guild_home:                ...
guild_resource_cache:      ...
installed_plugins:         cpu, disk, exec_script, gpu, keras, memory, perf, python_script, queue, skopt
python_version:            ...
python_exe:                ...
platform:                  ...
psutil_version:            ...
tensorboard_version:       ...
cuda_version:              ...
nvidia_smi_version:        ...
latest_guild_version:      unchecked (offline)
<exit 0>





Show with disk usage:

>>> run("guild check --offline --space")
guild_version:             ...
disk_space:
  guild_home:              ... in ...
  runs:                    ... in ...
  deleted_runs:            ... in ...
  remote_state:            ... in ...
  cache:                   ... in ...
<exit 0>





We should also see Guild environment files in our workspace:

>>> run("cd $WORKSPACE && find .guild | LC_ALL=C sort")
.guild
.guild/.guild-nocopy
.guild/cache
.guild/cache/resources
.guild/cache/runs
.guild/runs
.guild/trash
<exit 0>
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guild-env


activate guild-env

Try to activate a non-existing environment.

>>> tmp = mkdtemp()





Activate from cwd:

>>> cd(tmp)
>>> run("bash -c 'source guild-env'")
guild-env: cannot find a Guild environment in the current directory
Try 'source guild-env PATH'.
<exit 1>





Activate an explicit directory:

>>> run("bash -c 'source guild-env %s'" % tmp)
guild-env: cannot find a Guild environment in ...
<exit 1>





Looking for venv and env.

>>> quiet("mkdir -p env/bin")
>>> quiet("echo 'echo from_env' > env/bin/activate")

>>> quiet("mkdir -p venv/bin")
>>> quiet("echo 'echo from_venv' > venv/bin/activate")





venv takes precedence over env:

>>> run("bash -c 'source guild-env'")
from_venv
... is active.

To deactivate the environment, run:

  deactivate

Common commands:

  guild check   Check the environment
  guild ops     List available operations
  guild runs    List runs
  guild run     Run an operation
  guild --help  Show Guild help
<exit 0>





Remove venv and activate again.

>>> quiet("rm -rf venv")
>>> run("bash -c 'source guild-env'")
from_env
... is active.
...
<exit 0>
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Guild Example: shell-script

>>> cd(example("languages"))





Default flags:

>>> run("guild run bash -y")
Train: lr=0.1 bs=100
loss: 0.1
<exit 0>





Modified flags:

>>> run("guild run bash learning-rate=0.001 batch-size=500 -y")
Train: lr=0.001 bs=500
loss: 0.1
<exit 0>





Script using env vars:

>>> run("guild run bash-2 batch-size=5000 -y")
Train: lr=0.1 bs=5000
loss: 0.1
<exit 0>





Runs:

>>> run("guild runs -n3")
[1:...]  bash-2  ...  completed  batch-size=5000 learning-rate=0.1
[2:...]  bash    ...  completed  batch-size=500 learning-rate=0.001
[3:...]  bash    ...  completed  batch-size=100 learning-rate=0.1
<exit 0>





Compare:

>>> run("guild compare -n3 -t -cc .label,loss")
run  label                               loss
...  batch-size=5000 learning-rate=0.1   0.100000
...  batch-size=500 learning-rate=0.001  0.100000
...  batch-size=100 learning-rate=0.1    0.100000
<exit 0>
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Guild example: hello

>>> cd(example("hello"))





List operations:

>>> run("guild ops", ignore="Refreshing")
hello       Say hello to my friends
hello-file  Shows a message from a file
hello-op    Show a message from a hello-file operation
<exit 0>





Run hello:

>>> run("guild run hello -y")
Hello Guild!
<exit 0>

>>> run("guild run hello msg=Whoop -y")
Whoop
<exit 0>
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Guild open cmd

Guild open is used to open a run file or directory.

Generate a single hello example run to test:

>>> cd(example("hello"))

>>> run("guild run -y")
Hello Guild!
<exit 0>

>>> run("guild runs -n1")
[1:...]  hello  ...  completed  msg='Hello Guild!'
<exit 0>





Various uses of open with the echo command to show how arguments
are passed through:

>>> run("guild open -c echo")
???/
<exit 0>

>>> run("guild open -c 'echo a b c'")
a b c .../
<exit 0>

>>> run("guild open -c 'echo a b c' -p foo.txt")
a b c .../foo.txt
<exit 0>
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Guild tests

Guild tests can be run with the check command using the -T option
(-n here skips the general check info as we’re just interested in
tests).

>>> run("GUILD_START_THRESHOLD=2.0 "
...     "guild check -nT", timeout=1800) 
internal tests:
  anonymous-models:            ok
  api:                         ok
  batch-basics:                ok
  batch-custom-optimizer:      ok
  batch-error-handling:        ok
  batch-fail-on-trial-error:   ok
  batch-grid-search:           ok
  batch-guildfile-optimizers:  ok
  batch-implied-random:        ok
  batch-max-trials:            ok
  batch-needed:                ok
  batch-print-cmd:             ok
  batch-random-optimizer:      ok
  batch-random-seeds:          ok
  batch-restart:               ok
  batch-save-trials:           ok
  batch-skopt:                 ok
  batch-skopt2:                ok
  batch-stage-trials:          ok
  compare:                     ok
  config:                      ok
  copy-sourcecode:             ok
  copy-sourcecode-warnings:    ok
  cpu-plugin:                  ok
  cross-package-inheritance:   ok
  debug-sourcecode:            ok
  dependencies:                ok
  dependencies-2:              ok
  disk-plugin:                 ok
  entry-points:                ok
  file-utils:                  ok
  flag-functions:              ok
  flag-utils:                  ok
  flag-vals:                   ok
  flagdefs:                    ok
  flags-dest:                  ok
  guild-home:                  ok
  guildfiles:                  ok
  help:                        ok
  hparam-summaries:            ok
  image-summaries:             ok
  import-flags:                ok
  imports:                     ok
  includes:                    ok
  index:                       ok
  init:                        ok
  ipy:                         ok
  keras:                       ok
  locks:                       ok
  logging:                     ok
  ls-cmd:                      ok
  marked-runs:                 ok
  memory-plugin:               ok
  model-proxies:               ok
  models:                      ok
  namespaces:                  ok
  needed:                      ok
  op-cmd:                      ok
  op-desc:                     ok
  op-errors:                   ok
  op-main:                     ok
  op-utils:                    ok
  opref:                       ok
  ops:                         ok
  package:                     ok
  plugins:                     ok
  project-api:                 ok
  publish-runs:                ok
  publish-templates:           ok
  python-utils:                ok
  query-parser:                ok
  remotes:                     ok
  resource-flag-refs:          ok
  resource-flags:              ok
  restart-runs:                ok
  run-files:                   ok
  run-impl:                    ok
  run-labels:                  ok
  run-ops:                     ok
  run-output:                  ok
  run-scripts:                 ok
  run-stop-after:              ok
  run-utils:                   ok
  run-with-proto:              ok
  runs-1:                      ok
  runs-2:                      ok
  scalars:                     ok
  select-resources:            ok
  select-runs:                 ok
  skopt:                       ok
  skopt-utils:                 ok
  sourcecode-digest:           ok
  startup-time:                ok
  step-checks:                 ok
  steps:                       ok
  steps-run-isolation:         ok
  summary:                     ok
  tables:                      ok
  test:                        ok
  test-flags:                  ok
  tfevents:                    ok
  timerange:                   ok
  utils:                       ok
  var:                         ok
  vcs-utils:                   ok
<exit 0>
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Guild version

This test assumes we’re running under the source tree, which indicates
“dev” mode. The version reflects this.

>>> run("guild --version")
guild 0.7...
<exit 0>
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Compare using hiplot tool

Install hiplot:

>>> quiet("pip install hiplot")





Confirm we have runs to compare:

>>> run("guild runs")
[1:...]  gpkg.mnist/logreg:train  ...  completed  batch-size=100 epochs=1 learning-rate=0.5
<exit 0>





Generate an HTML page for comparison using hiplot tool:

>>> tmp = mkdtemp()
>>> html = path(tmp, "compare.html")

>>> run("HIPLOT_HTML='%s' guild compare --tool hiplot" % html)
Preparing data for compare
Saved HiPlot HTML to .../compare.html
<exit 0>





Show some bytes to sanity check the file:

>>> open(html, "r").read(60)
'<!DOCTYPE html>\n\n<html>\n<head>\n<meta content="text/html;char'
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Initial models

The models command is used to list models. Initially there are
models available.

>>> run("guild models")

<exit 0>
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Initial ops

Initially there are no models installed and so correspondingly there
are no available operations.

>>> run("guild ops")

<exit 0>
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Initial packages

By default the packages command lists packages in the gpkg
namespace). We don’t have any installed yet so this is an empty list.

>>> run("guild packages")

<exit 0>
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Initial runs

The test environment is configured to isolate runs to the
workspace. Initially there are no runs.

>>> run("guild runs list")

<exit 0>
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Install examples

We’ll use git to clone our examples repository.

>>> quiet("cd $WORKSPACE && git clone https://github.com/guildai/examples.git examples")
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Install generated mnist package

Packages created with the package command can be installed directly.

>>> quiet("guild install packages/gpkg/mnist/dist/*.whl")
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Install gpkg.hello package

The gpkg.hello package is used to test some basic functionality without
actually training anything.

>>> quiet("guild install gpkg.hello --pre --no-cache")





Once installed we have a hello model:

>>> run("guild models hello", ignore="Refreshing")
gpkg.hello/hello          A "hello world" sample model
<exit 0>





and related operations:

>>> run("guild operations hello")
gpkg.hello/hello:default           Print a default message
gpkg.hello/hello:from-file         Print a message from a file
gpkg.hello/hello:from-file-output  Print output from last file-output operation
gpkg.hello/hello:from-flag         Print a message
<exit 0>
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Install gpkg.keras.mnist

Note that this operation can take a while if required libraries aren’t
already installed, so we use longer timeout.

>>> quiet("guild install gpkg.keras.mnist --pre --no-cache", timeout=120)
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Install keras

We can install the Keras package from PyPI using this command:

>>> quiet("guild install keras")





And the installed version:

>>> run("guild packages list -a keras")
Keras                2.3...  Deep Learning for humans
Keras-Applications   1.0...  Reference implementations of popular deep learning models
Keras-Preprocessing  1.1...  Easy data preprocessing and data augmentation ...
<exit 0>





We need to make sure h5py is installed for Keras checkpoints to be
created.

>>> quiet("pip install h5py --upgrade --force")
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Install MNIST packages

In this test we’ll install two mnist packages - one under the gpkg
namespace (Guild’s default namespace) and another not under a
namespace (the originl mnist package in PyPI).

The package gpkg.mnist contains MNIST models:

>>> quiet("guild install gpkg.mnist --pre --no-cache")





The package mnist contains tools for working with MNIST data. We
don’t use this package, but it illustrates how the Guild packaging
namespace is used to differentiate between packages of the same name.

>>> quiet("guild install mnist")
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Install package source

We’ll use git to clone our package repository.

>>> quiet("cd $WORKSPACE && git clone https://github.com/guildai/packages.git packages")
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Install TensorFlow

>>> quiet("pip install tensorflow==1.14.0", timeout=120)

>>> run("guild check --offline --tensorflow")
guild_version:             ...
...
tensorflow_version:        1.14.0
tensorflow_cuda_support:   no
tensorflow_gpu_available:  no
libcuda_version:           not loaded
libcudnn_version:          not loaded
cuda_version:              not installed
...
latest_guild_version:      unchecked (offline)
<exit 0>
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Install test dependencies

Tests require additional packages that are not included in the Guild
distribution or requirements.txt. They are defined in
requirements-test.txt.

>>> quiet("pip install -r $GUILD_PKGDIR/guild/tests/requirements.txt")
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Invalid chdir

Users may specify a directory to act as the current directory for a
command using the -C option.

If the specified value doesn’t exist:

>>> run("guild -C foobar models")
guild: directory 'foobar' does not exist
<exit 1>





If the specified value isn’t a directory:

>>> run("guild -C %s/guild.yml models" % example("hello"))
guild: '.../hello/guild.yml' is not a directory
<exit 1>
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Labels

These tests illustrate the various methods of setting a run label.

We use the hello example:

>>> cd(example("hello"))





Let’s clear existing runs:

>>> quiet("guild runs rm -y")





And general a run that we can label:

>>> quiet("guild run hello -y")





Default label:

>>> run("guild runs")
[1:...]  hello  ...  completed  msg='Hello Guild!'
<exit 0>





Prepend to the label:

>>> run("guild label -p foo -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed  foo msg='Hello Guild!'
<exit 0>





Append to the label:

>>> run("guild label -a 'bar baz' -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed  foo msg='Hello Guild!' bar baz
<exit 0>





Remove part of the label:

>>> run("guild label -rm foo -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed  msg='Hello Guild!' bar baz
<exit 0>





When removing a value from a label, the value must match a complete
sequence of space-delimited tokens. Values that match within a token
will not be removed. For example, removing the character ‘a`:

>>> run("guild label -rm a -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed  msg='Hello Guild!' bar baz
<exit 0>





A removed value may span multiple tokens:

>>> run("guild label --remove 'bar baz' -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed  msg='Hello Guild!'
<exit 0>





And again:

>>> run("guild label --remove \"msg='Hello Guild!'\" -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed
<exit 0>





Set the entire label:

>>> run("guild label -s 'hello goodbye' -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed  hello goodbye
<exit 0>





Use –untag to remove part of the label (equivalent to –remove):

>>> run("guild label -u goodbye -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed  hello
<exit 0>





Clear the entire label:

>>> run("guild label -c -y")
Cleared label for 1 run(s)
<exit 0>

>>> run("guild runs")
[1:...]  hello  ...  completed
<exit 0>
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List hello examples

List from the examples/hello directory:

>>> cd(example("hello"))

>>> run("guild runs -o hello")
[1:...]   hello       ...  completed  msg=yop
[2:...]   hello       ...  completed  msg=yop
[3:...]   hello+      ...  completed
[4:...]   hello       ...  completed  msg=hola
[5:...]   hello       ...  completed  msg=hello
[6:...]   hello+      ...  completed
[7:...]   hello-op    ...  completed  hello-file=...
[8:...]   hello-op    ...  completed  hello-file=...
[9:...]   hello-file  ...  completed  file=.../alt-msg
[10:...]  hello-file  ...  completed  file=hello.txt
[11:...]  hello       ...  completed  msg='Howdy Guild!'
[12:...]  hello       ...  completed  msg='Hello Guild!'
<exit 0>





List from the examples directory:

>>> cd(example(""))

>>> run("guild runs -o hello")
[1:...]   hello (hello)         ...  completed  msg=yop
[2:...]   hello (hello)         ...  completed  msg=yop
[3:...]   hello+ (hello)        ...  completed
[4:...]   hello (hello)         ...  completed  msg=hola
[5:...]   hello (hello)         ...  completed  msg=hello
[6:...]   hello+ (hello)        ...  completed
[7:...]   hello-op (hello)      ...  completed  hello-file=...
[8:...]   hello-op (hello)      ...  completed  hello-file=...
[9:...]   hello-file (hello)    ...  completed  file=.../alt-msg
[10:...]  hello-file (hello)    ...  completed  file=hello.txt
[11:...]  hello (hello)         ...  completed  msg='Howdy Guild!'
[12:...]  hello (hello)         ...  completed  msg='Hello Guild!'
<exit 0>
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MNIST example models

In this test we’ll list the available models for the MNIST example. As
example directory contains a file named guild.yml (“guildfile”)
Guild includes models from that directory, as well as globally
installed models.

We can reference a guildfile in one of two ways:


	Change the current directory to the guildfile directory


	Using the -C option of the guild command to reference the
guildfile drectory




Here are the models associated with the MNIST example (using the -C
option):

>>> run("guild -C %s models" % example("multiple-models"))
mnist-expert  MNIST model from TensorFlow expert tutorial
mnist-intro   MNIST model from TensorFlow intro tutorial
<exit 0>





Note that the installed packages are not included in this list. This
is because the list is shown from the project directory. To include
installed packages, use the -i, --installed option:

>>> run("guild -C %s models -i" % example("multiple-models"))
gpkg.hello/...
gpkg.keras.mnist/...
mnist-expert  MNIST model from TensorFlow expert tutorial
mnist-intro   MNIST model from TensorFlow intro tutorial
<exit 0>





Here’s the same list after we’ve changed to that directory:

>>> cd(example("multiple-models"))
>>> run("guild models")
mnist-expert  MNIST model from TensorFlow expert tutorial
mnist-intro   MNIST model from TensorFlow intro tutorial
<exit 0>





And with installed models:

>>> run("guild models -i")
gpkg.hello/...
gpkg.keras.mnist/...
mnist-expert       MNIST model from TensorFlow expert tutorial
mnist-intro        MNIST model from TensorFlow intro tutorial
<exit 0>
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MNIST example ops

Available operations are listed using the operations command (or
ops for short). This command follows the same pattern used by
models, which is to limit results to a modefile when the command is
applied to a directory containing a file named guild.yml.

For more information on this logic, see
mnist-example-models.md.

In this test, we’ll limit our operations by changing the current
directory to the MNIST example:

>>> cd(example("multiple-models"))





The ops available in this context example are:

>>> run("guild ops")
mnist-expert:evaluate  Evaluate a trained model using test data
mnist-expert:train     Train the MNIST model
mnist-intro:evaluate   Evaluate a trained model using test data
mnist-intro:train      Train the MNIST model
<exit 0>





As with models, operations are limited to those available in the
project when shown from the project directory. To include installed
operations as well, use the -i, --installed option:

>>> run("guild ops -i")
gpkg.hello/...
gpkg.keras.mnist/...
mnist-expert:evaluate    Evaluate a trained model using test data
mnist-expert:train       Train the MNIST model
mnist-intro:evaluate     Evaluate a trained model using test data
mnist-intro:train        Train the MNIST model
<exit 0>
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MNIST example runs after intro evaluate

After running evaluate on mnist-intro we get a second run.

>>> cd(example("multiple-models"))

>>> run("guild runs --limit 2")
[1:...]  mnist-intro:evaluate  ... ...  completed  train=...
[2:...]  mnist-intro:train     ... ...  completed  batch-size=100 epochs=1 lr=0.5
<exit 0>
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MNIST example runs after intro train

Once we’ve trained the MNIST intro example, we can see an associated
run:

>>> run("guild runs -o examples --limit 1")
[1:...]  mnist-intro:train (...examples/multiple-models)  ...  completed  batch-size=100 epochs=1 lr=0.5
<exit 0>
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mnist package info after uninstall

Once we’ve uninstalled mnist, we can no longer get its package info:

>>> run("guild packages info gpkg.mnist")
WARNING: unknown package gpkg.mnist
<exit 0>









          

      

      

    

  

  
    
    gpkg.mnist package info
    

    
 
  

    
      
          
            
  
gpkg.mnist package info

Use guild packages info PKG to show information about a package:

>>> run("guild packages info gpkg.mnist") 
name: gpkg.mnist
version: 0.6.0...
summary: CNN and multinomial logistic regression classifiers for MNIST digits (Guild AI)
home-page: https://github.com/guildai/index/tree/master/gpkg/mnist
author: Guild AI
author-email: packages@guild.ai
license: Apache 2.0
location: /.../lib/python.../site-packages
requires: []
required-by: []
<exit 0>





We can use the --verbose and --files flags to get more
information.

>>> run("guild packages info gpkg.mnist --verbose --files") 
name: gpkg.mnist
version: 0.6.0...
summary: CNN and multinomial logistic regression classifiers for MNIST digits (Guild AI)
home-page: https://github.com/guildai/index/tree/master/gpkg/mnist
author: Guild AI
author-email: packages@guild.ai
license: Apache 2.0
location: /.../lib/python.../site-packages
requires: []
required-by: []
metadata-version: 2.1
installer: pip
classifiers:
entry-points:
  [guild.models]
  _check = guild.model:PackageModel
  cnn = guild.model:PackageModel
  logreg = guild.model:PackageModel
  samples = guild.model:PackageModel
  [guild.resources]
  cnn:mnist-dataset = guild.model:PackageModelResource
  cnn:trained-model = guild.model:PackageModelResource
  logreg:mnist-dataset = guild.model:PackageModelResource
  logreg:trained-model = guild.model:PackageModelResource
  samples:mnist-dataset = guild.model:PackageModelResource
files:
  ...
<exit 0>
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Models after gpkg.keras.mnist install

The following Keras models are available after the gpkg.keras.mnist
package is installed:

>>> run("guild models keras")
gpkg.keras.mnist/acgan                  Auxiliary Classifier Generative...
gpkg.keras.mnist/cnn                    Convolutional neural network (CNN)...
gpkg.keras.mnist/denoising-autoencoder  Denoising autoencoder for MNIST in...
gpkg.keras.mnist/hierarchical-rnn       Hierarchical RNN (HRNN) classifier...
gpkg.keras.mnist/irnn                   Implementation of 'A Simple Way to...
gpkg.keras.mnist/mlp                    Multilayer perceptron (MLP) classifier...
gpkg.keras.mnist/net2net                Implementation of 'Net2Net: Accelerating...
gpkg.keras.mnist/siamese                Siamese MLP classifier for MNIST in Keras...
<exit 0>









          

      

      

    

  

  
    
    Models after mnist install
    

    
 
  

    
      
          
            
  
Models after mnist install

Once we’ve installed the mnist package, we have the following models
available:

>>> run("guild models", ignore="Refreshing")
gpkg.mnist/cnn      CNN classifier for MNIST
gpkg.mnist/logreg   Multinomial logistic regression classifier for MNIST
gpkg.mnist/samples  Sample MNIST images
<exit 0>









          

      

      

    

  

  
    
    Models after mnist uninstall
    

    
 
  

    
      
          
            
  
Models after mnist uninstall

Once we’ve uninstalled the mnist package, we have the following models
available:

>>> run("guild models")









          

      

      

    

  

  
    
    No run output
    

    
 
  

    
      
          
            
  
No run output

Use the get-started example for these tests.

>>> cd(example("get-started"))





The environment variable NO_RUN_OUTPUT tells Guild to not capture
and save run output. Output is still displayed on stdout and stderr
streams.

First, the case when NO_RUN_OUTPUT is not set.

>>> run("guild run train.py -y")
x: 0.100000
noise: 0.100000
loss: ...
<exit 0>





Output files generated:

>>> run("guild ls -a -p .guild/output")
???/.guild/runs/...:
  .guild/output
  .guild/output.index
<exit 0>





And output:

>>> run("guild cat --output")
x: 0.100000
noise: 0.100000
loss: ...
<exit 0>





Next, set NO_RUN_OUTPUT to 1:

>>> run("NO_RUN_OUTPUT=1 guild run train.py -y")
x: 0.100000
noise: 0.100000
loss: ...
<exit 0>





The generated output files:

>>> run("guild ls -a -p .guild/output")
???/.guild/runs/...:
<exit 0>





And output:

>>> run("guild cat --output")
guild: .../.guild/output does not exist
<exit 1>









          

      

      

    

  

  
    
    Operations after gpkg.keras.mnist install
    

    
 
  

    
      
          
            
  
Operations after gpkg.keras.mnist install

The gpkg.keras.mnist models all provide a single train operation.

>>> run("guild operations keras")
gpkg.keras.mnist/acgan:train                  Train the model
gpkg.keras.mnist/cnn:train                    Train the model
gpkg.keras.mnist/denoising-autoencoder:train  Train the model
gpkg.keras.mnist/hierarchical-rnn:train       Train the model
gpkg.keras.mnist/irnn:train                   Train the model
gpkg.keras.mnist/mlp:train                    Train the model
gpkg.keras.mnist/net2net:train                Train the model
gpkg.keras.mnist/siamese:train                Train the model
<exit 0>









          

      

      

    

  

  
    
    Ops after mnist install
    

    
 
  

    
      
          
            
  
Ops after mnist install

Once we’ve installed the mnist package, we have the following
operations available:

>>> run("guild ops")
gpkg.mnist/cnn:evaluate     Evaluate a trained CNN
gpkg.mnist/cnn:train        Train the CNN
gpkg.mnist/logreg:evaluate  Evaluate a trained logistic regression
gpkg.mnist/logreg:train     Train the logistic regression
gpkg.mnist/samples:prepare  Generate a set of sample MNIST images
<exit 0>









          

      

      

    

  

  
    
    Ops after mnist install
    

    
 
  

    
      
          
            
  
Ops after mnist install

Once we’ve uninstalled the mnist package, we have the following
operations available:

>>> run("guild operations")









          

      

      

    

  

  
    
    Packages after gpkg.keras.mnist install
    

    
 
  

    
      
          
            
  
Packages after gpkg.keras.mnist install

>>> run("guild packages")
gpkg.hello           0.7.0...  Sample "hello world" model
gpkg.keras.mnist     0.7.0...  MNIST models in Keras
<exit 0>









          

      

      

    

  

  
    
    Packages after mnist install
    

    
 
  

    
      
          
            
  
Packages after mnist install

The packages command shows Guild packages (i.e. packages in the
gpkg namespace) by default. Here the list of currently installed
Guild packages:

>>> run("guild packages")
gpkg.mnist     0.6.0...  CNN and multinomial logistic regression classifiers for MNIST digits
<exit 0>





Here’s the list of all packages matching mnist:

>>> run("guild packages ls -a mnist")
gpkg.mnist  0.6.0...    CNN and multinomial logistic regression classifiers for MNIST digits
mnist       0.2.2       Python utilities to download and parse the MNIST dataset
<exit 0>









          

      

      

    

  

  
    
    Packages after gpkg.mnist uninstall
    

    
 
  

    
      
          
            
  
Packages after gpkg.mnist uninstall

Here are the packages after we uninstall gpkg.mnist:

>>> run("guild packages")

<exit 0>





Here’s the list of all packages matching mnist:

>>> run("guild packages ls -a mnist")
mnist  0.2.2  Python utilities to download and parse the MNIST dataset
<exit 0>









          

      

      

    

  

  
    
    pip freeze
    

    
 
  

    
      
          
            
  
pip freeze

By default, Guild generates a pip_freeze run attribute for Python
based ops.

Sample project with two ops - one for the default behavior and another
that disables pip freeze.

>>> project_dir = mkdtemp()

>>> write(path(project_dir, "guild.yml"), """
... default: guild.pass
... no-pip-freeze:
...   main: guild.pass
...   pip-freeze: no
... """)





Verify the ops:

>>> cd(project_dir)

>>> run("guild ops")
default
no-pip-freeze
<exit 0>





Run the default:

>>> run("guild run default -y")

<exit 0>

>>> run("guild cat -p .guild/attrs/pip_freeze")
- ...
<exit 0>





And the op with disabled pip freeze:

>>> run("guild run no-pip-freeze -y")

<exit 0>

>>> run("guild cat -p .guild/attrs/pip_freeze")
guild: .../.guild/attrs/pip_freeze does not exist
<exit 1>









          

      

      

    

  

  
    
    Project source code
    

    
 
  

    
      
          
            
  
Project source code

>>> cd(example("project-sourcecode"))

>>> quiet("guild runs rm -y")






default

Test source code:

>>> run("guild run default --test-sourcecode", ignore="Refreshing")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
Selected for copy:
  ./README.md
  ./a.py
  ./b.py
  ./c.py
  ./d.csv
  ./guild.yml
  ./subproject/__init__.py
  ./subproject/d.py
  ./subproject/e.csv
  ./subproject/guild.yml
Skipped:
  ./logo.png
<exit 0>





Run op:

>>> run("guild run default -y")
d
c
b
a
<exit 0>





Verify source code files:

>>> run("guild ls --sourcecode", ignore="pyc")
???:
  .guild/sourcecode/
  .guild/sourcecode/README.md
  .guild/sourcecode/a.py
  .guild/sourcecode/b.py
  .guild/sourcecode/c.py
  .guild/sourcecode/d.csv
  .guild/sourcecode/guild.yml
  .guild/sourcecode/subproject/
  .guild/sourcecode/subproject/__init__.py
  .guild/sourcecode/subproject/d.py
  .guild/sourcecode/subproject/e.csv
  .guild/sourcecode/subproject/guild.yml
<exit 0>








include-png

Test source code:

>>> run("guild run include-png --test-sourcecode")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  include '*.png'
Selected for copy:
  ./README.md
  ./a.py
  ./b.py
  ./c.py
  ./d.csv
  ./guild.yml
  ./logo.png
  ./subproject/__init__.py
  ./subproject/d.py
  ./subproject/e.csv
  ./subproject/guild.yml
Skipped:
<exit 0>





Run op:

>>> run("guild run include-png -y")
d
c
b
a
<exit 0>





Verify source code files:

>>> run("guild ls --sourcecode", ignore="pyc")
???:
  .guild/sourcecode/
  .guild/sourcecode/README.md
  .guild/sourcecode/a.py
  .guild/sourcecode/b.py
  .guild/sourcecode/c.py
  .guild/sourcecode/d.csv
  .guild/sourcecode/guild.yml
  .guild/sourcecode/logo.png
  .guild/sourcecode/subproject/
  .guild/sourcecode/subproject/__init__.py
  .guild/sourcecode/subproject/d.py
  .guild/sourcecode/subproject/e.csv
  .guild/sourcecode/subproject/guild.yml
<exit 0>








exclude-paths

Test source code:

>>> run("guild run exclude-paths --test-sourcecode")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude 'README.md'
  exclude '*.csv'
Selected for copy:
  ./a.py
  ./b.py
  ./c.py
  ./guild.yml
  ./subproject/__init__.py
  ./subproject/d.py
  ./subproject/guild.yml
Skipped:
  ./README.md
  ./d.csv
  ./logo.png
  ./subproject/e.csv
<exit 0>





Run op:

>>> run("guild run exclude-paths -y")
d
c
b
a
<exit 0>





Verify source code files:

>>> run("guild ls --sourcecode", ignore="pyc")
???:
  .guild/sourcecode/
  .guild/sourcecode/a.py
  .guild/sourcecode/b.py
  .guild/sourcecode/c.py
  .guild/sourcecode/guild.yml
  .guild/sourcecode/subproject/
  .guild/sourcecode/subproject/__init__.py
  .guild/sourcecode/subproject/d.py
  .guild/sourcecode/subproject/guild.yml
<exit 0>








disable-sourcecode

Test source code:

>>> run("guild run disable-sourcecode --test-sourcecode")
Copying from the current directory
Rules:
  exclude '*'
Source code copy disabled
<exit 0>





Run op:

>>> run("guild run disable-sourcecode -y")
guild: No module named a
<exit 1>





Verify source code files:

>>> run("guild ls --sourcecode")
???:
<exit 0>








all-sourcecode

Test source code:

>>> run("guild run all-sourcecode --test-sourcecode")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  include '*'
Selected for copy:
  ./README.md
  ./a.py
  ./b.py
  ./c.py
  ./d.csv
  ./guild.yml
  ./logo.png
  ./subproject/__init__.py
  ./subproject/d.py
  ./subproject/e.csv
  ./subproject/guild.yml
Skipped:
<exit 0>





Run op:

>>> run("guild run all-sourcecode -y")
d
c
b
a
<exit 0>





Verify source code files:

>>> run("guild ls --sourcecode", ignore="pyc")
???:
  .guild/sourcecode/
  .guild/sourcecode/README.md
  .guild/sourcecode/a.py
  .guild/sourcecode/b.py
  .guild/sourcecode/c.py
  .guild/sourcecode/d.csv
  .guild/sourcecode/guild.yml
  .guild/sourcecode/logo.png
  .guild/sourcecode/subproject/
  .guild/sourcecode/subproject/__init__.py
  .guild/sourcecode/subproject/d.py
  .guild/sourcecode/subproject/e.csv
  .guild/sourcecode/subproject/guild.yml
<exit 0>








select-patterns

Test source code:

>>> run("guild run select-patterns --test-sourcecode")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
  include 'guild.yml'
  include '*.py'
Selected for copy:
  ./a.py
  ./b.py
  ./c.py
  ./guild.yml
  ./subproject/__init__.py
  ./subproject/d.py
  ./subproject/guild.yml
Skipped:
  ./README.md
  ./d.csv
  ./logo.png
  ./subproject/e.csv
<exit 0>





Run op:

>>> run("guild run select-patterns --yes")
d
c
b
a
<exit 0>





Verify source code files:

>>> run("guild ls --sourcecode", ignore="pyc")
???:
  .guild/sourcecode/
  .guild/sourcecode/a.py
  .guild/sourcecode/b.py
  .guild/sourcecode/c.py
  .guild/sourcecode/guild.yml
  .guild/sourcecode/subproject/
  .guild/sourcecode/subproject/__init__.py
  .guild/sourcecode/subproject/d.py
  .guild/sourcecode/subproject/guild.yml
<exit 0>





The alternative version selects only the root guild.yml:

>>> run("guild run select-patterns-2 --test-sourcecode")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
  include '/guild.yml'
  include '*.py'
Selected for copy:
  ./a.py
  ./b.py
  ./c.py
  ./guild.yml
  ./subproject/__init__.py
  ./subproject/d.py
Skipped:
  ./README.md
  ./d.csv
  ./logo.png
  ./subproject/e.csv
  ./subproject/guild.yml
<exit 0>








copy-to-alt-dir

Test source code:

>>> run("guild run copy-to-alt-dir --test-sourcecode")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
Selected for copy:
  ./README.md
  ./a.py
  ./b.py
  ./c.py
  ./d.csv
  ./guild.yml
  ./subproject/__init__.py
  ./subproject/d.py
  ./subproject/e.csv
  ./subproject/guild.yml
Skipped:
  ./logo.png
<exit 0>





Run op:

>>> run("guild run copy-to-alt-dir -y")
d
c
b
a
<exit 0>





Nothing is copied to the source code location:

>>> run("guild ls --sourcecode")
???:
<exit 0>





Instead, source code files are normal run files copied to alt dest:

>>> run("guild ls", ignore="pyc")
???:
  src/
  src/README.md
  src/a.py
  src/b.py
  src/c.py
  src/d.csv
  src/guild.yml
  src/subproject/
  src/subproject/__init__.py
  src/subproject/d.py
  src/subproject/e.csv
  src/subproject/guild.yml
<exit 0>








copy-all-to-run-dir

Test source code:

>>> run("guild run copy-all-to-run-dir --test-sourcecode")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude '*'
  include '*'
Selected for copy:
  ./README.md
  ./a.py
  ./b.py
  ./c.py
  ./d.csv
  ./guild.yml
  ./logo.png
  ./subproject/__init__.py
  ./subproject/d.py
  ./subproject/e.csv
  ./subproject/guild.yml
Skipped:
<exit 0>





Run op:

>>> run("guild run copy-all-to-run-dir -y")
d
c
b
a
<exit 0>





Verify source code files:

>>> run("guild ls --sourcecode")
???:
<exit 0>

>>> run("guild ls", ignore="pyc")
???:
  README.md
  a.py
  b.py
  c.py
  d.csv
  guild.yml
  logo.png
  subproject/
  subproject/__init__.py
  subproject/d.py
  subproject/e.csv
  subproject/guild.yml
<exit 0>








exclude-dir

Test source code:

>>> run("guild run exclude-dir --test-sourcecode")
Copying from the current directory
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude dir 'subproject'
Selected for copy:
  ./README.md
  ./a.py
  ./b.py
  ./c.py
  ./d.csv
  ./guild.yml
Skipped:
  ./logo.png
<exit 0>





Run op:

>>> run("guild run exclude-dir -y")
Traceback (most recent call last):
...No module named ...subproject...
<exit 1>





Verify source code:

>>> run("guild ls --sourcecode", ignore="pyc")
???:
  .guild/sourcecode/
  .guild/sourcecode/README.md
  .guild/sourcecode/a.py
  .guild/sourcecode/b.py
  .guild/sourcecode/c.py
  .guild/sourcecode/d.csv
  .guild/sourcecode/guild.yml
<exit 0>








Specifying alternative roots for sourcecode

>>> cd(example("project-sourcecode/subproject"))






parent-root

Test source code:

>>> run("guild run parent-root --test-sourcecode")
Copying from '..'
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
Selected for copy:
  ../README.md
  ../a.py
  ../b.py
  ../c.py
  ../d.csv
  ../guild.yml
  ../subproject/__init__.py
  ../subproject/d.py
  ../subproject/e.csv
  ../subproject/guild.yml
Skipped:
  ../logo.png
<exit 0>





Run op:

>>> run("guild run parent-root -y")
d
c
b
a
<exit 0>





Verify source code files:

>>> run("guild ls --sourcecode", ignore="pyc")
???:
  .guild/sourcecode/
  .guild/sourcecode/README.md
  .guild/sourcecode/a.py
  .guild/sourcecode/b.py
  .guild/sourcecode/c.py
  .guild/sourcecode/d.csv
  .guild/sourcecode/guild.yml
  .guild/sourcecode/subproject/
  .guild/sourcecode/subproject/__init__.py
  .guild/sourcecode/subproject/d.py
  .guild/sourcecode/subproject/e.csv
  .guild/sourcecode/subproject/guild.yml
<exit 0>








parent-root-excludes-subproject

Test source code:

>>> run("guild run parent-root-exclude-subproject --test-sourcecode")
Copying from '..'
Rules:
  exclude dir '__pycache__'
  exclude dir '.*'
  exclude dir '*' with '.guild-nocopy'
  exclude dir '*' with 'bin/activate'
  exclude dir 'build'
  exclude dir '*.egg-info'
  include text '*' size < 1048577, max match 100
  exclude 'subproject/*'
Selected for copy:
  ../README.md
  ../a.py
  ../b.py
  ../c.py
  ../d.csv
  ../guild.yml
Skipped:
  ../logo.png
  ../subproject/__init__.py
  ../subproject/d.py
  ../subproject/e.csv
  ../subproject/guild.yml
<exit 0>





Run op:

>>> run("guild run parent-root-exclude-subproject -y")
Traceback (most recent call last):
...No module named ...subproject...
<exit 1>





Verify source code files:

>>> run("guild ls --sourcecode", ignore="pyc")
???:
  .guild/sourcecode/
  .guild/sourcecode/README.md
  .guild/sourcecode/a.py
  .guild/sourcecode/b.py
  .guild/sourcecode/c.py
  .guild/sourcecode/d.csv
  .guild/sourcecode/guild.yml
<exit 0>
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cat after hello

>>> "TODO"
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SSH Check

>>> run("guild check -r guild-uat --offline")
remote:                    guild-uat ...
guild_version:             0.7.0...
guild_install_location:    ...
guild_home:                ...
guild_resource_cache:      ...
installed_plugins:         cpu, disk, exec_script, gpu, keras, memory, perf, python_script, queue, skopt
python_version:            ...
python_exe:                ...
platform:                  ...
tensorboard_version:       ...
cuda_version:              ...
nvidia_smi_version:        ...
latest_guild_version:      unchecked (offline)
<exit 0>
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Remote delete runs

Ensure all remote runs are deleted:

>>> quiet("guild runs rm -r guild-uat -y")

>>> run("guild runs -r guild-uat")

<exit 0>
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Remote diffing

Verify that a whole-run diff exits without error:

>>> quiet("guild diff --remote guild-uat -c 'diff -ur'")





Spot check various diffs:

>>> run("guild diff --flags -r guild-uat -c 'diff -ur'")
--- ...
+++ ...
@@ -1 +1 @@
-message: Howdy Guild!
+file: msg.txt
<exit 0>

>>> run("guild diff -p output -r guild-uat -c 'diff -ur'")
--- .../output ...
+++ .../output ...
@@ -1 +1,2 @@
-Howdy Guild!
+Hello Guild, from a required file!
+
<exit 0>

>>> run("guild diff --output -r guild-uat -c 'diff -ur'")
--- .../.guild/output ...
+++ .../.guild/output ...
@@ -1 +1,2 @@
-Howdy Guild!
+Hello Guild, from a required file!
+
<exit 0>
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Invalid remote


check

>>> run("guild check -r invalid-remote-abcd1234")
guild: remote 'invalid-remote-abcd1234' is not defined
Show remotes by running 'guild remotes' or 'guild remotes --help'
for more information.
<exit 1>








label

>>> run("guild label -r invalid-remote-abcd1234 -s foobar -y")
guild: remote 'invalid-remote-abcd1234' is not defined
Show remotes by running 'guild remotes' or 'guild remotes --help'
for more information.
<exit 1>








pull

>>> run("guild pull invalid-remote-abcd1234 -y")
guild: remote 'invalid-remote-abcd1234' is not defined
Show remotes by running 'guild remotes' or 'guild remotes --help'
for more information.
<exit 1>








push

>>> run("guild push invalid-remote-abcd1234 -y")
guild: remote 'invalid-remote-abcd1234' is not defined
Show remotes by running 'guild remotes' or 'guild remotes --help'
for more information.
<exit 1>








run

>>> cd(example("hello"))
>>> run("guild run -y -r invalid-remote-abcd1234 hello")
guild: remote 'invalid-remote-abcd1234' is not defined
Show remotes by running 'guild remotes' or 'guild remotes --help'
for more information.
<exit 1>








runs

>>> run("guild runs -r invalid-remote-abcd1234")
guild: remote 'invalid-remote-abcd1234' is not defined
Show remotes by running 'guild remotes' or 'guild remotes --help'
for more information.
<exit 1>








stop

>>> run("guild stop -r invalid-remote-abcd1234 -y")
guild: remote 'invalid-remote-abcd1234' is not defined
Show remotes by running 'guild remotes' or 'guild remotes --help'
for more information.
<exit 1>








watch

>>> run("guild watch -r invalid-remote-abcd1234")
guild: remote 'invalid-remote-abcd1234' is not defined
Show remotes by running 'guild remotes' or 'guild remotes --help'
for more information.
<exit 1>
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Remote label hello

Set a label:

>>> run("guild label 1 -s remote-run-123 -r guild-uat -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs -r guild-uat -n1")
[1:...]  hello/hello:from-file  ...  completed  remote-run-123
<exit 0>





Tag (prepend) a value to a label:

>>> run("guild label --tag foo 1 -r guild-uat -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs -r guild-uat -n1")
[1:...]  hello/hello:from-file  ...  completed  foo remote-run-123
<exit 0>





Append a value to a label:

>>> run("guild label --append bar 1 -r guild-uat -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs -r guild-uat -n1")
[1:...]  hello/hello:from-file  ...  completed  foo remote-run-123 bar
<exit 0>





Clear label for run 1:

>>> run("guild label --clear 1 -r guild-uat -y")
Cleared label for 1 run(s)
<exit 0>

>>> run("guild runs -r guild-uat -n1")
[1:...]  hello/hello:from-file  ...  completed
<exit 0>





Restore the original label using append:

>>> run("guild label -a remote-run-123 -r guild-uat -y")
Labeled 1 run(s)
<exit 0>

>>> run("guild runs -r guild-uat -n1")
[1:...]  hello/hello:from-file  ...  completed  remote-run-123
<exit 0>
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Runs ls

>>> run("guild ls --remote guild-uat")
???:
  msg.txt
  output
<exit 0>

>>> run("guild ls --remote guild-uat --all",
...     ignore=["__pycache__", "say.pyc"]) 
???:
  .guild/
  .guild/attrs/
  .guild/attrs/cmd
  .guild/attrs/env
  .guild/attrs/exit_status
  .guild/attrs/flags
  .guild/attrs/host
  .guild/attrs/id
  .guild/attrs/initialized
  .guild/attrs/label
  .guild/attrs/op
  .guild/attrs/pip_freeze
  .guild/attrs/platform
  .guild/attrs/random_seed
  .guild/attrs/resolved_deps
  .guild/attrs/run_params
  .guild/attrs/sourcecode_digest
  .guild/attrs/started
  .guild/attrs/stopped
  .guild/attrs/user
  .guild/job-packages/...
  .guild/opref
  .guild/output
  .guild/output.index
  .guild/sourcecode/
  .guild/sourcecode/guild.yml
  .guild/sourcecode/msg.txt
  .guild/sourcecode/say.py
  msg.txt
  output
<exit 0>

>>> run("guild ls --remote guild-uat --sourcecode",
...     ignore=["__pycache__", "say.pyc"]) 
???:
  .guild/sourcecode/
  .guild/sourcecode/guild.yml
  .guild/sourcecode/msg.txt
  .guild/sourcecode/say.py
<exit 0>
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Pull from remote server

This test assumes that there are two remote runs, each from the
hello example. Only the last two runs are pulled.

We first preview the runs:

>>> run("guild pull guild-uat 1:2", timeout=5)
Getting remote run info
You are about to copy (pull) the following runs from guild-uat:
  [...]  hello/hello:from-file  ...  completed  remote-run-123
  [...]  hello/hello:from-flag  ...  completed  message='Howdy Guild!'
Continue? (Y/n)
<exit -9>





Then pull:

>>> run("guild pull guild-uat 1:2 -y")
Getting remote run info
Copying ...
receiving incremental file list
...
Copying ...
receiving incremental file list
...
<exit 0>





The latest runs:

>>> run("guild runs -a")
[1:...]   hello/hello:from-file  ...  completed  remote-run-123
[2:...]   hello/hello:from-flag  ...  completed  message='Howdy Guild!'...
<exit 0>





Sync the latest run:

>>> run("guild sync `guild select`")
<exit 0>
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Remote push hello

This test runs a local hello operation and pushes the run to a remote.

>>> cd(example("hello"))





Run the op locally:

>>> run("guild run hello-file -y")
Resolving file dependency
Using hello.txt for file resource
Reading message from hello.txt
Hello, from a file!
<exit 0>





Push the latest run to the remote:

>>> run("guild push guild-uat 1 -y")
Copying ...
sending incremental file list
...
<exit 0>





List remote runs:

>>> run("guild runs -r guild-uat -n 1")
[1:...]  hello-file (.../hello)  ...  completed  file=hello.txt
<exit 0>
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Remote stage and queue

Delete remote runs as baseline.

>>> quiet("guild runs rm -y --remote guild-uat")





Start a queue with no-wait (detached):

>>> run("guild run queue -y -r guild-uat --no-wait")
Initializing remote run
Starting queue:queue on guild-uat as ...
... is running on guild-uat
To watch use 'guild watch ... -r guild-uat'
<exit 0>





Current runs:

>>> run("guild runs --remote guild-uat")
[1:...]  queue  ...  running  poll-interval=10 run-once=no wait-for-running=no
<exit 0>





Run some staged operations.

>>> quiet("guild run -y -r guild-uat --stage gpkg.hello/hello:default")
>>> quiet("guild -C %s run -y -r guild-uat --stage hello msg=whoop"
...       % example("package"))
>>> quiet("guild run -y -r guild-uat --stage gpkg.hello/hello:from-file")





Wait to let runs finish.

>>> sleep(10)





Show runs:

>>> run("guild runs -r guild-uat")
[1:...]  gpkg.hello/hello:from-file  ...  completed  file=msg.txt
[2:...]  gpkg.hello/hello            ...  completed  msg=whoop
[3:...]  gpkg.hello/hello:default    ...  completed
[4:...]  queue                       ...  running    poll-interval=10 run-once=no wait-for-running=no
<exit 0>





Stop the queue:

>>> run("guild stop -y -r guild-uat -o queue")
Stopping ... (pid ...)
<exit 0>





Show runs:

>>> run("guild runs -r guild-uat")
[1:...]  gpkg.hello/hello:from-file  ...  completed   file=msg.txt
[2:...]  gpkg.hello/hello            ...  completed   msg=whoop
[3:...]  gpkg.hello/hello:default    ...  completed
[4:...]  queue                       ...  terminated  poll-interval=10 run-once=no wait-for-running=no
<exit 0>
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Remote hello

These tests run various hello operations remotely.

>>> cd(example("hello-package-legacy"))






default

>>> run("guild run default -r guild-uat -l h1 -y", ignore="Refreshing")
Building package
...
Initializing remote run
Copying package
...
Installing collected packages: hello
Successfully installed hello-0.0.0
Starting hello:default on guild-uat as ...
Hello Guild!
Run ... stopped with a status of 'completed'
<exit 0>








from-flag

>>> run("guild run from-flag message='Howdy Guild!' -r guild-uat -y")
Building package
...
Initializing remote run
Copying package
...
Installing collected packages: hello
Successfully installed hello-0.0.0
Starting hello:from-flag on guild-uat as ...
Howdy Guild!
Run ... stopped with a status of 'completed'
<exit 0>








from-file

>>> run("guild run from-file -r guild-uat -t h2 -y")
Building package
...
Initializing remote run
Copying package
...
Installing collected packages: hello
Successfully installed hello-0.0.0
Starting hello:from-file on guild-uat as ...
Hello Guild, from a required file!

Run ... stopped with a status of 'completed'
<exit 0>
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Runs after remote hello ops

>>> run("guild runs list --remote guild-uat")
[1:...]  hello/hello:from-file  ...  completed  h2 file=msg.txt
[2:...]  hello/hello:from-flag  ...  completed  message='Howdy Guild!'
[3:...]  hello/hello:default    ...  completed  h1
<exit 0>
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Runs info

>>> run("guild runs info -r guild-uat")
id: ...
operation: hello/hello:from-file
from: hello==0.0.0
status: completed
started: ...
stopped: ...
marked: no
label: h2 file=msg.txt
sourcecode_digest: ...
run_dir: ...
command: ... -um guild.op_main say -- --file msg.txt
exit_status: 0
pid:
flags:
  file: msg.txt
scalars:
<exit 0>
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Remote runs info

>>> run("guild runs info --remote guild-uat")
id: ...
operation: hello-file
from: .../hello/guild.yml
status: completed
started: ...
stopped: ...
marked: no
label: file=hello.txt
sourcecode_digest: ...
vcs_commit: git:...
run_dir: ...
command: ... -um guild.op_main cat -- --file hello.txt
exit_status: 0
pid:
flags:
  file: hello.txt
scalars:
<exit 0>
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S3 push/pull

Generate sample runs for S3 tests.

>>> cd(example("hello"))

>>> quiet("guild runs rm -y")

>>> run("guild run -y hello msg='hello run-1' --label run-1")
hello run-1
<exit 0>

>>> run("guild run -y hello msg='hello run-2' --label run-2")
hello run-2
<exit 0>





Assert locally available runs:

>> run("guild runs")
[1:...]  hello:hello  ...  completed  run-2
[2:...]  hello:hello  ...  completed  run-1
<exit 0>





Ensure that all runs are cleared on S3:

>>> quiet("guild runs rm -py -r guild-uat-s3")
>>> quiet("guild runs purge -y -r guild-uat-s3")





Confirm that S3 source is empty:

>>> run("guild runs -r guild-uat-s3")
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Remote stage and restart

Delete remote runs as baseline.

>>> quiet("guild runs rm -y -r guild-uat")





Stage hello example:

>>> cd(example("package"))
>>> run("guild run -y hello msg='staged example' --stage -r guild-uat",
...     ignore="Refreshing")
Building package
...
Initializing remote run
Copying package
...
Installing package and its dependencies
...
Installing collected packages: gpkg.hello
Successfully installed gpkg.hello-0.1
hello staged as on guild-uat as ...
To start the operation, use 'guild run -r guild-uat --start ...'
<exit 0>





Stage hello package from example dir:

>>> run("guild run -y gpkg.hello/hello:from-flag "
...     "message='staged package from examples dir' "
...     "--stage -r guild-uat")
Building package
...
gpkg.hello/hello:from-flag staged as on guild-uat as ...
To start the operation, use 'guild run -r guild-uat --start ...'
<exit 0>





Stage hello package from an empty temp dir:

>>> tmp = mkdtemp()
>>> cd(tmp)
>>> run("guild run -y hello:from-flag "
...     "message='staged package from empty dir' "
...     "--stage -r guild-uat")
Building package
...
gpkg.hello/hello:from-flag staged as on guild-uat as ...
To start the operation, use 'guild run -r guild-uat --start ...'
<exit 0>





Remote runs:

>>> run("guild runs -r guild-uat")
[1:...]  gpkg.hello/hello:from-flag  ...  staged  message='staged package from empty dir'
[2:...]  gpkg.hello/hello:from-flag  ...  staged  message='staged package from examples dir'
[3:...]  gpkg.hello/hello            ...  staged  msg='staged example'
<exit 0>





Start latest staged run:

>>> run("""
...   run_id=`guild runs info 1 -r guild-uat | grep ^id: | cut -d' ' -f2`;
...   guild run -y --start $run_id -r guild-uat
...   """)
Getting remote run info
Initializing remote run for restart
Starting gpkg.hello/hello:from-flag on guild-uat as ...
staged package from empty dir
Run ... stopped with a status of 'completed'
<exit 0>

>>> run("guild runs -r guild-uat")
[1:...]  gpkg.hello/hello:from-flag  ...  completed  message='staged package from empty dir'
[2:...]  gpkg.hello/hello:from-flag  ...  staged     message='staged package from examples dir'
[3:...]  gpkg.hello/hello            ...  staged     msg='staged example'
<exit 0>





Start first staged run:

>>> run("""
...   run_id=`guild runs info 3 -r guild-uat | grep ^id: | cut -d' ' -f2`;
...   guild run -y --start $run_id -r guild-uat
...   """)
Getting remote run info
Initializing remote run for restart
Starting gpkg.hello/hello on guild-uat as ...
staged example
Run ... stopped with a status of 'completed'
<exit 0>

>>> run("guild runs -r guild-uat")
[1:...]  gpkg.hello/hello            ...  completed  msg='staged example'
[2:...]  gpkg.hello/hello:from-flag  ...  completed  message='staged package from empty dir'
[3:...]  gpkg.hello/hello:from-flag  ...  staged     message='staged package from examples dir'
<exit 0>
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Stop last remote hello op

The watch command watches running operation. This test simply shows
the error message that Guild displays when there is no running
operation.

First, list any running ops:

>>> run("guild runs --running --remote guild-uat")

<exit 0>





And then try to watch an operation:

>>> run("guild stop --remote guild-uat")
Nothing to stop.
<exit 0>
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Running a script on a remote

Guild doesn’t support running scripts on a remote. The operation must
be defined in a Guild file.

>>> cd(example("hello"))

>>> run("guild run say.py -r guild-uat -y", ignore="Refreshing")
guild: cannot run scripts remotely
Define an operation in guild.yml that uses say.py as the main module
and run that operation instead.
<exit 1>
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Watch last remote hello op

The watch command watches running operation. This test simply shows
the error message that Guild displays when there is no running
operation.

First, list any running ops:

>>> run("guild runs --running --remote guild-uat")

<exit 0>





And then try to watch an operation:

>>> run("guild watch --remote guild-uat")
guild: nothing to watch
You can view the output of a specific run using 'guild watch RUN'.
<exit 1>
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Required operation 1

Use required-operation project.

>>> cd(example("required-operation"))





Available operations:

>>> run("guild ops", ignore="Refreshing")
prepare-data  Prepare data for training
train         Train a model on prepared data
train2        Alternative train using different file layout
<exit 0>





Delete runs in preparation for our tests.

>>> quiet("guild runs rm -y")





Try to run train without a required run:

>>> run("guild run train -y")
WARNING: cannot find a suitable run for required resource 'prepared-data'
Resolving prepared-data dependency
guild: run failed because a dependency was not met: could not
resolve 'operation:prepare-data' in prepared-data resource: no
suitable run for prepare-data
<exit 1>





Run prepare-data:

>>> run("guild run prepare-data -y")
<exit 0>





Run train again:

>>> run("guild run train -y")
Resolving prepared-data dependency
Using output from run ... for prepared-data resource
<exit 0>





Show runs:

>>> run("guild runs")
[1:...]  train         ...  completed  prepared-data=...
[2:...]  prepare-data  ...  completed
[3:...]  train              error
<exit 0>





List files for latest runs:

>>> run("guild ls -o prepare-data")
???:
  data1.txt
  subdir/
  subdir/data2.txt
<exit 0>

>>> run("guild ls -o train -L")
???:
  checkpoint.h5
  data/
  data/data1.txt
  data/subdir/
  data/subdir/data2.txt
  model.json
<exit 0>





Run prepare-data again. We want to show that Guild can select an older
run if needed.

>>> quiet("guild run prepare-data -y")





And the data-prepare runs:

>>> run("guild runs -o prepare-data")
[1:...]  prepare-data  ...  completed
[2:...]  prepare-data  ...  completed
<exit 0>





Get the run ID for the original data prep:

>>> data_prep_runs = gapi.runs_list(ops=["prepare-data"])
>>> len(data_prep_runs)
2
>>> first_data_prep_run = data_prep_runs[1].id





Specify that train use the first data prep run:

>>> run("guild run train prepared-data=%s -y" % first_data_prep_run)
Resolving prepared-data dependency
Using output from run ... for prepared-data resource
<exit 0>





Info for the latest train run, including dependencies:

>>> run("guild runs info -d")
id: ...
operation: train
from: .../guild.yml
status: completed
started: ...
stopped: ...
marked: no
label: prepared-data=...
sourcecode_digest: ...
run_dir: ...
command: ... -um guild.op_main train --
exit_status: 0
pid:
flags:
  prepared-data: ...
scalars:
dependencies:
  prepared-data:
    - ../.../data1.txt
    - ../.../subdir
<exit 0>





Confirm that the latest train op used the data prep run we specified.

>>> train_flags = gapi.runs_list()[0].get("flags")
>>> train_flags["prepared-data"] == first_data_prep_run
True





Run a batch where using the two prepared data runs.

>>> len(data_prep_runs)
2
>>> data_prep_1 = data_prep_runs[0].id
>>> data_prep_2 = data_prep_runs[1].id
>>> run("guild run train prepared-data=[%s,%s] -y"
...     % (data_prep_1, data_prep_2))
INFO: [guild] Running trial ...: train (prepared-data=...)
INFO: [guild] Resolving prepared-data dependency
INFO: [guild] Using output from run ... for prepared-data resource
INFO: [guild] Running trial ...: train (prepared-data=...)
INFO: [guild] Resolving prepared-data dependency
INFO: [guild] Using output from run ... for prepared-data resource
<exit 0>





Verify train runs used the expected prepare runs:

>>> train_runs = gapi.runs_list(ops=["train"])
>>> train_runs[1].get("flags")["prepared-data"] == data_prep_1
True
>>> train_runs[0].get("flags")["prepared-data"] == data_prep_2
True









          

      

      

    

  

  
    
    Hello examples
    

    
 
  

    
      
          
            
  
Hello examples

The hello example provides a simple model that prints messages for
it operations.

We’ll run through the various operations in this test.

>>> cd(example("hello"))





Delete runs for these tests.

>>> quiet("guild runs rm -y")






Models

The hello uses operation-only format.

>>> run("guild models", ignore="Refreshing flags")
<exit 0>








Operations

>>> run("guild operations")
hello       Say hello to my friends
hello-file  Shows a message from a file
hello-op    Show a message from a hello-file operation
<exit 0>






hello

The hello operation prints a message defined by a flag.

Here’s the default output:

>>> run("guild run hello -y")
Hello Guild!
<exit 0>





And the output when we provide a value for the message flag:

>>> run("guild run hello msg='Howdy Guild!' -y")
Howdy Guild!
<exit 0>








hello-file

The hello-file operation prints a message contained in a file. By
default it will print the contents of a default file:

>>> run("guild run hello-file -y")
Resolving file dependency
Using hello.txt for file resource
Reading message from hello.txt
Hello, from a file!
<exit 0>





We can provide an alternative file.

>>> quiet("echo 'Yo yo, what up Guild!' > $WORKSPACE/alt-msg")
>>> run("guild run hello-file file=$WORKSPACE/alt-msg -y")
Resolving file dependency
Using .../alt-msg for file resource
Reading message from .../alt-msg
Yo yo, what up Guild!
<exit 0>








hello-op

When we run hello-op, we get the latest output from hello-file:

>>> run("guild run hello-op -y")
Resolving hello-file dependency
Using output from run ... for hello-file resource
Reading message from hello.txt
Yo yo, what up Guild!
<exit 0>





We can view the sources of all resolved dependencies for a run using
the --deps option of guild runs info:

>>> run("guild runs info --deps")
id: ...
operation: hello-op
from: .../guild.yml
status: completed
started: ...
stopped: ...
marked: no
label: hello-file=...
sourcecode_digest: ...
vcs_commit: ...
run_dir: ...
command: ... -um guild.op_main cat --
exit_status: 0
pid:
flags:
  hello-file: ...
scalars:
dependencies:
  hello-file:
    - ../.../alt-msg
<exit 0>





Here’s a preview of the command:

>>> run("guild run hello-op hello-file=foobar", timeout=5)
WARNING: cannot find a suitable run for required resource 'hello-file'
You are about to run hello-op
  hello-file: foobar
Continue? (Y/n)
<exit ...>





Let’s use the first run for hello-file, rather than the latest.

>>> run("guild run hello-op hello-file=`guild select -o hello-file 2` -y")
Resolving hello-file dependency
Using output from run ... for hello-file resource
Reading message from hello.txt
Hello, from a file!
<exit 0>








Run a batch

>>> run("guild run hello msg=[hello,hola] -y")
INFO: [guild] Running trial ...: hello (msg=hello)
hello
INFO: [guild] Running trial ...: hello (msg=hola)
hola
<exit 0>








Run a batch using list concatenation

>>> run("guild run hello msg=[yop]*2 -y")
INFO: [guild] Running trial ...: hello (msg=yop)
yop
INFO: [guild] Running trial ...: hello (msg=yop)
yop
<exit 0>
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Run gpkg.hello package examples

Delete runs for test:

>>> quiet("guild runs rm -y")





Default (using model ref):

>>> run("guild run -y hello:default --label test-1")
Hello Guild!
<exit 0>





Flag (using full package ref):

>>> run("guild run -y gpkg.hello/hello:from-flag --label test-2")
Hello Guild, from a flag!
<exit 0>





From file:

>>> run("guild run -y hello:from-file --label test-3")
Resolving msg-file dependency
Hello Guild, from a required file!
<exit 0>





From file output:

>>> run("guild run -y gpkg.hello/hello:from-file-output --label test-4")
Resolving from-file-run dependency
Using output from run ... for from-file-run resource
Latest from-file output:
Hello Guild, from a required file!
<exit 0>





Here are our runs:

>>> run("guild runs -o hello")
[1:...]  gpkg.hello/hello:from-file-output  ... ...  completed  test-4
[2:...]  gpkg.hello/hello:from-file         ... ...  completed  test-3
[3:...]  gpkg.hello/hello:from-flag         ... ...  completed  test-2
[4:...]  gpkg.hello/hello:default           ... ...  completed  test-1
<exit 0>
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Run in background

>>> tmp = mkdtemp()
>>> write(path(tmp, "sleep.py") , """
... import time
... i = 0
... while True:
...     print(i)
...     i += 1
...     time.sleep(1)
... """)






Generated pidfile

Run in background - Guild chooses a pidfile.

>>> run("guild -C '%s' run sleep.py --background -y" % tmp, ignore="Refreshing")
sleep.py started in background as ... (pidfile ...)
<exit 0>





Wait for operation to run for a few seconds.

>>> sleep(3)





Stop the operation (defaults to the running operation).

>>> run("guild stop -y")
Stopping ... (pid ...)
<exit 0>





Show the run output.

>>> run("guild cat --output")
0
1
...
<exit 0>








Explicit pidfile

Run with an explicit pidfile.

>>> run("guild -C '%s' run sleep.py --pidfile %s/PIDFILE -y" % (tmp, tmp))
sleep.py started in background as ... (pidfile .../PIDFILE)
<exit 0>





Guild uses the specified pidfile.

>>> cat(path(tmp, "PIDFILE"))
???





Wait for the operation to run.

>>> sleep(3)





Stop the operation (defaults to the running operation).

>>> run("guild stop -y")
Stopping ... (pid ...)
<exit 0>





Show the run output.

>>> run("guild cat --output")
0
1
...
<exit 0>








Run steps in background

Tmp project directory:

>>> tmp = mkdtemp()





Guild file that defines a steps operation:

>>> write(path(tmp, "guild.yml"), """
... upstream:
...   main: guild.pass
... downstream:
...   main: guild.pass
...   requires:
...     - operation: upstream
... steps:
...   steps:
...     - upstream
...     - downstream
... """)





Run steps in the background::

>>> run("guild -C '%s' run steps --background -y" % tmp)
steps started in background as ... (pidfile ...)
<exit 0>





Wait for operation:

>>> run("guild watch", timeout=10, ignore="Refreshing")
Watching run ...
INFO: [guild] running upstream: upstream
INFO: [guild] running downstream: downstream
Resolving upstream dependency
Using output from run ... for upstream resource
Run ... stopped with a status of 'completed'
<exit 0>





List runs:

>>> run("guild -C '%s' runs --limit 3" % tmp)
[1:...]  downstream  ...  completed  upstream=...
[2:...]  upstream    ...  completed
[3:...]  steps       ...  completed
<exit 0>
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Run info after logreg train

Use guild runs info to show information about the latest run:

>>> run("guild runs info") 
id: ...
operation: gpkg.mnist/logreg:train
from: gpkg.mnist==0.6.0
status: completed
started: ...
stopped: ...
marked: no
label: batch-size=100 epochs=1 learning-rate=0.5
sourcecode_digest: ...
vcs_commit:
run_dir: ...
command: ... -um guild.op_main logreg --data-dir mnist-idx-data --run-dir . -- --batch-size 100 --epochs 1 --learning-rate 0.5
exit_status: 0
pid:
flags:
  batch-size: 100
  epochs: 1
  learning-rate: 0.5
scalars:
  acc: ... (step 550)
  biases/max_1: ...
  biases/mean_1: ...
  biases/min_1: ...
  biases/stddev: ...
  loss: ... (step 550)
  weights/max_1: ...
  weights/mean_1: ...
  weights/min_1: ...
  weights/stddev: ...
  val#acc: ...
  val#biases/max_1: ...
  val#biases/mean_1: ...
  val#biases/min_1: ...
  val#biases/stddev: ...
  val#loss: ... (step 550)
  val#weights/max_1: ...
  val#weights/mean_1: ...
  val#weights/min_1: ...
  val#weights/stddev: ...
<exit 0>





We can optionally show env for a run:

>>> run("guild runs info --env")
id: ...
...
environment:
  ...
  CMD_DIR: ...
  ...
  CUDA_VISIBLE_DEVICES: ''
  ...
  FLAG_BATCH_SIZE: '100'
  FLAG_EPOCHS: '1'
  FLAG_LEARNING_RATE: '0.5'
  GUILD_HOME: ...
  GUILD_OP: logreg:train
  GUILD_PKG: ...
  GUILD_PKGDIR: ...
  GUILD_PLUGINS: ''
  ...
  LOG_LEVEL: '20'
  ...
  PROJECT_DIR: .../gpkg/mnist
  ...
  RUN_DIR: ...
  RUN_ID: ...
  ...
<exit 0>





JSON output, including private attrs:

>>> tmp = path(mkdtemp(), "info.json")
>>> quiet("guild runs info --private-attrs --json > %s" % tmp)
>>> cat_json(tmp)
{
    "command": "... -um guild.op_main logreg --data-dir mnist-idx-data --run-dir . -- --batch-size 100 --epochs 1 --learning-rate 0.5",
    "exit_status": 0,
    "flags": {
        "batch-size": 100,
        "epochs": 1,
        "learning-rate": 0.5
    },
    "from": "gpkg.mnist==0.6.0",
    "id": "...",
    "label": "batch-size=100 epochs=1 learning-rate=0.5",
    "marked": "no",
    "op": {
        "deps": [
            {
                "description": "Yann Lecun's MNIST dataset in compressed IDX format",
                "location": ".../gpkg/mnist",
                "name": "mnist-dataset",
                "path": "mnist-idx-data",
                "private": true,
                "sources": [
                    {
                        "sha256": "440fcabf73cc546fa21475e81ea370265605f56be210a4024d2ca8f203523609",
                        "url": "http://yann.lecun.com/exdb/mnist/train-images-idx3-ubyte.gz"
                    },
                    {
                        "sha256": "3552534a0a558bbed6aed32b30c495cca23d567ec52cac8be1a0730e8010255c",
                        "url": "http://yann.lecun.com/exdb/mnist/train-labels-idx1-ubyte.gz"
                    },
                    {
                        "sha256": "8d422c7b0a1c1c79245a5bcf07fe86e33eeafee792b84584aec276f5a2dbc4e6",
                        "url": "http://yann.lecun.com/exdb/mnist/t10k-images-idx3-ubyte.gz"
                    },
                    {
                        "sha256": "f7ae60f92e00ec6debd23a6088c31dbd2371eca3ffa0defaefb259924204aec6",
                        "url": "http://yann.lecun.com/exdb/mnist/t10k-labels-idx1-ubyte.gz"
                    }
                ]
            }
        ],
        "flag-null-labels": {},
        "label-template": null,
        "op-cmd": {
            "cmd-args": [
                "${python_exe}",
                "-um",
                "guild.op_main",
                "logreg",
                "--data-dir",
                "mnist-idx-data",
                "--run-dir",
                ".",
                "--",
                "__flag_args__"
            ],
            "cmd-env": {
                "GUILD_OP": "logreg:train",
                "GUILD_PLUGINS": "",
                "PROJECT_DIR": ".../gpkg/mnist"
            }
        },
        "output-scalars": null,
        "python-requires": null,
        "sourcecode-root": ".guild/sourcecode"
    },
    "operation": "gpkg.mnist/logreg:train",
    "opref": "package:gpkg.mnist 0.6.0 logreg train",
    "pid": "",
    "run_dir": "...",
    "scalars": {
        "acc": [
            ...,
            550
        ],
        "biases/max_1": [
            ...,
            550
        ],
        "biases/mean_1": [
            ...,
            550
        ],
        "biases/min_1": [
            ...,
            550
        ],
        "biases/stddev": [
            ...,
            550
        ],
        "loss": [
            ...,
            550
        ],
        "val#acc": [
            ...,
            550
        ],
        "val#biases/max_1": [
            ...,
            550
        ],
        "val#biases/mean_1": [
            ...,
            550
        ],
        "val#biases/min_1": [
            ...,
            550
        ],
        "val#biases/stddev": [
            ...,
            550
        ],
        "val#loss": [
            ...,
            550
        ],
        "val#weights/max_1": [
            ...,
            550
        ],
        "val#weights/mean_1": [
            ...,
            550
        ],
        "val#weights/min_1": [
            ...,
            550
        ],
        "val#weights/stddev": [
            ...,
            550
        ],
        "weights/max_1": [
            ...,
            550
        ],
        "weights/mean_1": [
            ...,
            550
        ],
        "weights/min_1": [
            ...,
            550
        ],
        "weights/stddev": [
            ...,
            550
        ]
    },
    "sourcecode_digest": "...",
    "started": "...",
    "status": "completed",
    "stopped": "...",
    "vcs_commit": ""
}
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Run stop after

>>> cd(example("hello"))

>>> run("guild run repeat.py repeat=6 --stop-after 0.01 -y", ignore="Refreshing")
Hello Guild!
Hello Guild!
Hello Guild!
Hello Guild!
Hello Guild!
Stopping process early (pid ...) - 0.1 minute(s) elapsed
<exit ...>
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Run on missing default model

Guild supports running an operation without specifying a model
provided the operation is run on a guildfile that contains at least
one more (i.e. we can reasonably infer a model).

If there is no default model, Guild prints an error message and exits.

>>> run("guild run train")
guild: cannot find operation train
You may need to include a model in the form MODEL:OPERATION.
Try 'guild operations' for a list of available operations.
<exit 1>
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Runs after logreg train

After we’ve trained logreg we have one run:

>>> run("guild runs")
[1:...]  gpkg.mnist/logreg:train  ... ...  completed  batch-size=100 epochs=1 learning-rate=0.5
<exit 0>
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Simple example

These tests illustrate Guild’s various simplifications.

The code we’ll be testing is in the tensorflow example:

>>> cd(example("tensorflow"))





Let’s examine the project models and operation.

The Guild file is a “simplified” format, which means it only defines
operations. The operations are part of an anonymous model (name is
empty) that is created implicitly when the Guild file is loaded.

We can quickly see this using the API:

>>> from guild import guildfile
>>> gf = guildfile.for_dir(cwd())
>>> gf.models
{'': <guild.guildfile.ModelDef ''>}
>>> gf.models[''] is gf.default_model
True





The anonymous model has the operations defined in the simplified Guild
file:

>>> gf.default_model.operations
[<guild.guildfile.OpDef 'evaluate'>,
 <guild.guildfile.OpDef 'train'>]





When we list the models defined for the project, we get an empty
list. This is because we don’t present anonymous models to the user -
anonymous models merely make operations available.

>>> run("guild models", ignore="Refreshing flags")

<exit 0>





However, we do see the operations:

>>> run("guild ops")
evaluate  Evaluate a trained MNIST classifier
train     Train MNIST classifier
<exit 0>





The project has a default operation, which is defined in
guild.yml. Let’s see what it wants to run by looking at a run preview:

>>> run("guild run", timeout=2)
You are about to run train
  batch_size: 100
  epochs: 10
Continue? (Y/n)
<exit ...>






Run the default operation

We’ve see that we can run the train operation by default. Let’s run it
for one epoch.

>>> run("guild run epochs=1 --no-gpus -y")
???
Step 20: ...
Step 540: ...
<exit 0>








View results with compare

The train operation, defined in the Guild file, defines non-default columns:

>>> run("guild compare --table 1")
run  operation  started  time  status     label                    step  train_loss  train_acc
...  train      ...      ...   completed  batch_size=100 epochs=1  540   0...        0...
<exit 0>








View results with runs info

>>> run("guild runs info")
id: ...
operation: train
from: .../tensorflow/guild.yml
status: completed
started: ...
stopped: ...
marked: no
label: batch_size=100 epochs=1
sourcecode_digest: ...
vcs_commit: ...
run_dir: ...
command: ... -um guild.op_main mnist -- --batch_size 100 --epochs 1
exit_status: 0
pid:
flags:
  batch_size: 100
  epochs: 1
scalars:
  acc: ... (step 540)
  biases/max_1: ... (step 540)
  biases/mean_1: ... (step 540)
  biases/min_1: ... (step 540)
  biases/stddev: ... (step 540)
  loss: ... (step 540)
  weights/max_1: ... (step 540)
  weights/mean_1: ... (step 540)
  weights/min_1: ... (step 540)
  weights/stddev: ... (step 540)
  val#acc: ... (step 540)
  val#biases/max_1: ... (step 540)
  val#biases/mean_1: ... (step 540)
  val#biases/min_1: ... (step 540)
  val#biases/stddev: ... (step 540)
  val#loss: ... (step 540)
  val#weights/max_1: ... (step 540)
  val#weights/mean_1: ... (step 540)
  val#weights/min_1: ... (step 540)
  val#weights/stddev: ... (step 540)
<exit 0>





The train operation enables all plugins, so we have additional
scalars that we can view by including the -s option to runs info.

>>> run("guild runs info -s")
id: ...
scalars:
  acc: ... (step 540)
  ...
  loss: ... (step 540)
  sys/...
  weights/max_1: ... (step 540)
  ...
<exit 0>








Running scripts directly

We can run a Python script directly as an operation:

>>> run("guild run mnist.py --no-gpus epochs=1 -y", timeout=120)
???
Step 20:...
Step 540:...
<exit 0>





The operation is represented simply as the script name:

>>> run("guild runs --limit 1")
[1:...]   mnist.py  ... ...  completed
...
<exit 0>





The operation is like any other.

View using runs info:

>>> run("guild runs info") 
id: ...
operation: mnist.py
from: .../examples/tensorflow
status: completed
started: ...
stopped: ...
marked: no
label: batch_size=100 datadir=data epochs=1 prepare=no rundir=. test=no
sourcecode_digest: ...
vcs_commit:...
run_dir: ...
command: ... -um guild.op_main mnist
         --batch_size 100
         --datadir data
         --epochs 1
         --rundir .
exit_status: 0
pid:
flags:
  batch_size: 100
  datadir: data
  epochs: 1
  prepare: no
  rundir: .
  test: no
scalars:
  acc: ... (step 540)
  biases/max_1: ... (step 540)
  biases/mean_1: ... (step 540)
  biases/min_1: ... (step 540)
  biases/stddev: ... (step 540)
  loss: ... (step 540)
  weights/max_1: ... (step 540)
  weights/mean_1: ... (step 540)
  weights/min_1: ... (step 540)
  weights/stddev: ... (step 540)
  val#acc: ... (step 540)
  val#biases/max_1: ... (step 540)
  val#biases/mean_1: ... (step 540)
  val#biases/min_1: ... (step 540)
  val#biases/stddev: ... (step 540)
  val#loss: ... (step 540)
  val#weights/max_1: ... (step 540)
  val#weights/mean_1: ... (step 540)
  val#weights/min_1: ... (step 540)
  val#weights/stddev: ... (step 540)
<exit 0>





Note the command, which uses the Python intreper (not listed
explicitly above) to run the script directly.

We can view the compare columns for the script op - these are default
for scripts:

>>> run("guild compare -t 1")
run  operation  started  time  status     label                                                             batch_size  datadir  epochs  prepare  rundir  test  step  acc  biases/max_1  biases/mean_1  biases/min_1  biases/stddev  loss  weights/max_1  weights/mean_1  weights/min_1  weights/stddev
...  mnist.py   ... ...  ...   completed  batch_size=100 datadir=data epochs=1 prepare=no rundir=. test=no  100         data     1       no       .       no    540   ...
<exit 0>





When we compare the last two runs (the train op and the mnist.py script):

>>> run("guild compare -t 1 2")
run  operation  started  time  status     label                                                             batch_size  datadir  epochs  prepare  rundir  test  step  acc  biases/max_1  biases/mean_1  biases/min_1  biases/stddev  loss  weights/max_1  weights/mean_1  weights/min_1  weights/stddev  train_loss  train_acc
...  mnist.py   ... ...  ...   completed  batch_size=100 datadir=data epochs=1 prepare=no rundir=. test=no  100         data     1       no       .       no    540   ...
...  train      ... ...  ...   completed  batch_size=100 epochs=1                                                                                               540   ...
<exit 0>





Compare with CSV:

>>> run("guild compare --csv - 1 2", ignore="Wrote")
run,operation,started,time,status,label,batch_size,datadir,epochs,prepare,rundir,test,step,acc,biases/max_1,biases/mean_1,biases/min_1,biases/stddev,loss,weights/max_1,weights/mean_1,weights/min_1,weights/stddev,train_loss,train_acc
...,mnist.py,...,...,completed,batch_size=100 datadir=data epochs=1 prepare=no rundir=. test=no,100,data,1,False,.,False,540,...
...,train,...,...,completed,batch_size=100 epochs=1,,,,,,,540,...
<exit 0>





Generate a CSV file:

>>> tmp_dir = mkdtemp()
>>> csv_path = path(tmp_dir, "compare.csv")

>>> run("guild compare --csv '%s' 1 2" % csv_path)
Wrote 3 row(s) to .../compare.csv
<exit 0>

>>> cat(csv_path)
run,operation,started,time,status,label,batch_size,datadir,epochs,prepare,rundir,test,step,acc,biases/max_1,biases/mean_1,biases/min_1,biases/stddev,loss,weights/max_1,weights/mean_1,weights/min_1,weights/stddev,train_loss,train_acc
...,mnist.py,...,...,completed,batch_size=100 datadir=data epochs=1 prepare=no rundir=. test=no,100,data,1,False,.,False,540,...
...,train,...,...,completed,batch_size=100 epochs=1,,,,,,,540,...
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Stage and modify queue

These tests verify that a queue runs the souce code from the staged
run and not from the original project.

It supports this workflow:


	Stage a run with source code v1


	Modify source code to be v2


	Stage a run with source code v2


	Run the queue once




Create a project with a script that prints a message.

>>> project = mkdtemp()
>>> cd(project)





Write v1 of a script:

>>> write(path(project, "say.py"), "print('Hello v1')")





Queue an operation for v1:

>>> run("guild run say.py --stage -y")
Refreshing flags...
say.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





Write v2 of a script:

>>> write(path(project, "say.py"), "print('Hello v2')")





Queue an operation for v2:

>>> run("guild run say.py --stage -y")
Refreshing flags...
say.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





Run a queue once:

>>> run("guild run queue run-once=yes -y")
INFO: [queue] ... Starting staged run ...
Hello v1
INFO: [queue] ... Starting staged run ...
Hello v2
<exit 0>
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Stage runs and run with queue

Use noisy example:

>>> cd(example("get-started"))





Delete runs for tests.

>>> quiet("guild runs rm -y")





Stage runs:

>>> run("guild run train.py x=4 --stage -y", ignore="Refreshing")
train.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>

>>> run("guild run train.py x=5 --stage --label 'x is 5' -y")
train.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>

>>> run("guild run train.py x=6 --stage -y")
train.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





View the list of staged runs:

>>> run("guild runs")
[1:...]  train.py  ...  staged  noise=0.1 x=6
[2:...]  train.py  ...  staged  x is 5
[3:...]  train.py  ...  staged  noise=0.1 x=4
<exit 0>





Run queue once:

>>> run("guild run queue run-once=yes -y")
INFO: [queue] ... Processing staged runs
INFO: [queue] ... Starting staged run ...
x: 4.000000
noise: 0.100000
loss: ...
INFO: [queue] ... Starting staged run ...
x: 5.000000
noise: 0.100000
loss: ...
INFO: [queue] ... Starting staged run ...
x: 6.000000
noise: 0.100000
loss: ...
<exit 0>





List runs:

>>> run("guild runs")
[1:...]  train.py  ...  completed  noise=0.1 x=6
[2:...]  train.py  ...  completed  x is 5
[3:...]  train.py  ...  completed  noise=0.1 x=4
[4:...]  queue     ...  completed  poll-interval=10 run-once=yes wait-for-running=no
<exit 0>





Stage another run. We want to test the queue being run from another
directory.

>>> run("guild run train.py x=7 --stage -y")
train.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





Start the queue from the workspace root.

>>> cd(WORKSPACE)
>>> run("guild run queue run-once=yes -y")
INFO: [queue] ... Starting staged run ...
x: 7.000000
noise: 0.100000
loss: ...
<exit 0>
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Stage runs

Stage runs for the train example.

>>> cd(example("get-started"))





Delete runs in preparation for these tests.

>>> quiet("guild runs rm -y")





Stage runs:

>>> run("guild run train.py x=1 --stage -y", ignore="Refreshing")
train.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>

>>> run("guild run train.py x=2 --stage --label 'x is 2' -y")
train.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>

>>> run("guild run train.py x=3 --stage -y")
train.py staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





List staged runs:

>>> run("guild runs -o train")
[1:...]  train.py  ...  staged  noise=0.1 x=3
[2:...]  train.py  ...  staged  x is 2
[3:...]  train.py  ...  staged  noise=0.1 x=1
<exit 0>





Show latest staged run:

>>> run("guild runs info --staged")
id: ...
operation: train.py
from: .../get-started
status: staged
started: ...
stopped:
marked: no
label: noise=0.1 x=3
sourcecode_digest: ...
run_dir: .../.guild/runs/...
command: ... -um guild.op_main train --noise 0.1 --x 3
exit_status:
pid:
flags:
  noise: 0.1
  x: 3
scalars:
<exit 0>





List files for latest run:

>>> run("guild ls -a")  
???/.guild/runs/...:
  .guild/
  .guild/ENV
  .guild/STAGED
  .guild/attrs/
  .guild/attrs/cmd
  .guild/attrs/flags
  .guild/attrs/host
  .guild/attrs/id
  .guild/attrs/initialized
  .guild/attrs/label
  .guild/attrs/op
  .guild/attrs/pip_freeze
  .guild/attrs/platform
  .guild/attrs/random_seed
  .guild/attrs/resolved_deps
  .guild/attrs/run_params
  .guild/attrs/sourcecode_digest
  .guild/attrs/started
  .guild/attrs/user
  .guild/attrs/vcs_commit
  .guild/opref
  .guild/sourcecode/
  .guild/sourcecode/README.md
  .guild/sourcecode/train.py
<exit 0>





Run the latest three staged runs:

>>> staged = list(gapi.runs_list(staged=True))[:3]
>>> for staged_run in staged:
...     run("guild run --start %s -y" % staged_run.id)
x: 3.000000
noise: 0.100000
loss: ...
<exit 0>
x: 2.000000
noise: 0.100000
loss: ...
<exit 0>
x: 1.000000
noise: 0.100000
loss: ...
<exit 0>





List runs:

>>> run("guild runs", ignore="Showing")
[1:...]   train.py  ...  completed  noise=0.1 x=1
[2:...]   train.py  ...  completed  x is 2
[3:...]   train.py  ...  completed  noise=0.1 x=3
<exit 0>
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Stage deps

Delete runs as baseline.

>>> quiet("guild runs rm -y")





Use dependencies example.

>>> cd(example("dependencies"))





Warning when missing required op:

>>> run("guild run file-op", timeout=2, ignore="Refreshing")
WARNING: cannot find a suitable run for required resource 'file'
You are about to run file-op
  file: unspecified
Continue? (Y/n)
<exit ...>





Stage a required op.

>>> run("guild run file --stage -y")
Resolving file:file.txt dependency
file staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





When running, staged runs are selected.

>>> run("guild run file-op", timeout=2)
You are about to run file-op
  file: ...
Continue? (Y/n)
<exit -9>





Stage downstream op.

>>> run("guild run file-op --stage", timeout=2)
You are about to stage file-op
  file: ...
Continue? (Y/n)
<exit ...>





When we don’t preview the operation or otherwise specify a run for
file, the operation staging is skipped.

>>> run("guild run file-op --stage --yes")
Resolving file dependency
Skipping operation dependency operation:file for stage
file-op staged as ...
To start the operation, use 'guild run --start ...'
<exit 0>





Start staged upstream op.

>>> upstream = gapi.runs_list()[1]

>>> upstream.opref.to_opspec()
'file'

>>> upstream.status
'staged'

>>> run("guild run --start %s --yes" % upstream.id)
Resolving file:file.txt dependency
Skipping file:file.txt because it's already resolved
<exit 0>





Note that the file dependency is skipped because it was already
resolved above.

Start staged downstream op.

>>> downstream = gapi.runs_list()[1]

>>> downstream.opref.to_opspec()
'file-op'

>>> downstream.status
'staged'

>>> run("guild run --start %s --yes" % downstream.id)
Resolving file dependency
Using output from run ... for file resource
<exit 0>
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tensorboard package info

Projects from PyPI are under the pypi namespace.

We can use guild packages info PKG to show details about the
installed pypi.tensorboard package.

>>> run("guild packages info tensorboard")  
name: tensorboard
version: 2.2...
summary: TensorBoard lets you watch Tensors Flow
home-page: https://github.com/tensorflow/tensorboard
author: Google Inc.
author-email: ...
license: Apache 2.0
location: ...
requires: ...
required-by: guildai
<exit 0>

>>> run("guild packages info tensorboard")  
name: tensorboard
version: 2.1...
summary: TensorBoard lets you watch Tensors Flow
home-page: https://github.com/tensorflow/tensorboard
author: Google Inc.
author-email: ...
license: Apache 2.0
location: ...
requires: ...
required-by: guildai
<exit 0>
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TensorFlow commands before init

This test runs various commands that require the tensorflow or
tensorboard packages.

We’re assuming that neither are installed at this point:

>>> run("python -c 'import tensorflow'")
Traceback (most recent call last):
  File "<string>", line 1, in <module>
...: No module named ...tensorflow...
<exit 1>

>>> run("python -c 'import tensorboard'")
Traceback (most recent call last):
  File "<string>", line 1, in <module>
...: No module named ...tensorboard...
<exit 1>





The tensorboard command won’t run unless TensorFlow is installed:

>>> run("guild tensorboard", timeout=1)
TensorBoard cannot not be started because TensorFlow is not installed.
Refer to https://www.tensorflow.org/install/ for help installing TensorFlow
on your system.
<exit 1>





The tensorflow inspect command uses TensorFlow:

>>> run("guild tensorflow inspect foo")
TensorFlow is not installed.
Refer to https://www.tensorflow.org/install/ for help installing TensorFlow
on your system.
<exit 1>
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TensorFlow 1.x tests

These tests use guild.tfevent, which requires that we call
_ensure_tb_logging_patched to supress TensorFlow logging noise.

>>> import guild.tfevent
>>> guild.tfevent._ensure_tb_logging_patched()





Assert that we’re starting with TensorFlow 1.x:

>>> run("guild check --offline --tensorflow")
guild_version:             ...
...
tensorboard_version:       1.14...
tensorflow_version:        1.14...
tensorflow_cuda_support:   no
tensorflow_gpu_available:  no
libcuda_version:           not loaded
libcudnn_version:          not loaded
...
<exit 0>





We’ll use the tensorflow-vers example project for our tests.

>>> cd(example("tensorflow-versions"))






Log system summaries with scalars

Run summary1 op, which uses the TF 1.x API to log some scalars.

>>> logdir = mkdtemp()
>>> run("guild run -y summary1 logdir='%s'" % logdir,
...     ignore=["Refreshing", "is deprecated", "NVIDIA-SMI has failed"])
<exit 0>





Use guild.tfevent.ScalarReader to read the logged scalars:

>>> sorted(guild.tfevent.ScalarReader(logdir))
[...('sys/mem_free', ..., 1),
 ('sys/mem_total', ..., 1),
 ('sys/mem_used', ..., 1),
 ...
 ('x', 1.0, 1),
 ('x', 2.0, 2),
 ('x', 3.0, 3)]








Behavior running TF 2.0 compatible script

When we run summary2, which uses the TF 2.0 summary API, we get an
error because TF 1.x doesn’t support that interface:

>>> run("guild run -y summary2 logdir=NOT-USED")
Traceback (most recent call last):
...
AttributeError: ... has no attribute 'create_file_writer'
<exit 1>
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TensorFlow 2.0

These tests use guild.tfevent, which requires that we call
_ensure_tb_logging_patched to supress TensorFlow logging noise.

>>> guild.tfevent._ensure_tb_logging_patched()





Install TensorFlow 2:

>>> quiet("pip install 'tensorflow>=2.0.0,<2.1' --upgrade",
...     ignore="DEPRECATION",
...     timeout=120)





NOTE: We install 2.0.0 here because tensorflow 2.1 appears to be
enabling CUDA support, which introduces variability across out test
platforms.

TODO: Invetigate ways to disable CUDA support in tensorflow to avoid
GPU logged messages for our tests.

NOTE: This command changes the UAT runtime to use a new version of
TensorFlow. The version does not support GPU.

Check:

>>> run("guild check --offline --tensorflow")
guild_version:             ...
tensorboard_version:       2.0.2
tensorflow_version:        2.0...
tensorflow_cuda_support:   no
tensorflow_gpu_available:  no
...
<exit 0>





We’ll use the tensorflow-vers example project for our tests.

>>> cd(example("tensorflow-versions"))






Log system summaries with scalars

Run summary2 op, which uses the TF 2.x API to log some scalars.

>>> logdir = mkdtemp()
>>> run("guild run -y summary2 logdir='%s'" % logdir,
...     ignore=["I tensorflow/", "NVIDIA-SMI has failed"])
<exit 0>





Use guild.tfevent.ScalarReader to read the logged scalars:

>>> sorted(guild.tfevent.ScalarReader(logdir))
[...('sys/mem_free', ..., 1),
 ('sys/mem_total', ..., 1),
 ('sys/mem_used', ..., 1),
 ...
 ('x', 1.0, 1),
 ('x', 2.0, 2),
 ('x', 3.0, 3)]








Behavior running TF 1.0 compatible script

When we run summary1, which uses the TF 1.0 summary API, we get an
error because TF 1.x doesn’t support that interface:

>>> run("guild run -y summary1 logdir=NOT-USED")
Traceback (most recent call last):
...
AttributeError: ... has no attribute 'FileWriter'
<exit 1>
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Tmp MNIST data after logreg train

The logreg model uses a software library that downloads the
MNIST dataset to /tmp/MNIST_data by default. As the mnist package
is configured to use the its dataset resource, we want to confirm
that nothing was downloaded to the default location.

>>> run("find $TEMP/MNIST_data")
find: .../MNIST_data...: No such file or directory
<exit 1>
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Tmp MNIST data after mnist example

We want to confirm that none of the operations from the mnist
example resulted in the use of the default MNIST data location in
$TEMP.

>>> run("find $TEMP/MNIST_data")
find: .../MNIST_data...: No such file or directory
<exit 1>
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Tmp MNIST data before logreg train

The logreg model uses a software library that downloads the
MNIST dataset to /tmp/MNIST_data by default. As we’ll be confirming
later that these files have not been downloaded to the temp location,
we need to check now and fail if they do.

>>> run("find $TEMP/MNIST_data")
find: .../MNIST_data...: No such file or directory
<exit 1>





If this test fails, manually delete $TEMP/MNIST_data and re-run the
test.
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Train Keras example with missing dependency

When models are installed using Guild packages, their dependencies are
also installed (assuming the Guild package correctly specifies
them). In general though, users are responsible for resolving library
dependencies.

We can illustrate this with any of the Keras examples, which assume
the availability of Keras but can’t otherwise satisfy the dependency.

Let’s confirm that Keras is not installed.

>>> run("python -c 'import keras'")
Traceback (most recent call last):
...: No module named ...keras...
<exit 1>





Let’s next attempt to train a Keras example.

>>> cd(example("keras"))
>>> run("guild run -y mnist_mlp.py", timeout=10, ignore="Refreshing")
Traceback (most recent call last):
  File ".../.guild/sourcecode/mnist_mlp.py", line ..., in <module>
    import keras
...: No module named ...keras...
<exit 1>
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Train Keras MLP example 2

In this test we run the mnist_mlp example as an operation defined in a
Guild file.

The example is in the keras directory.

>>> cd(example("keras"))





Here are the operations available:

>>> run("guild ops mlp-mnist")
mlp-mnist:train  Train MLP on MNIST
<exit 0>





Train mlp-mnist:

>>> run("guild run mlp-mnist:train -y --no-gpus epochs=1")
Masking available GPUs (CUDA_VISIBLE_DEVICES='')
Using TensorFlow backend...
60000/60000 ...
Test loss: ...
Test accuracy: ...
<exit 0>





Run info:

>>> run("guild runs info --all-scalars")
id: ...
operation: mlp-mnist:train
from: .../keras/guild.yml
status: completed
started: ...
stopped: ...
marked: no
label: batch_size=128 epochs=1
sourcecode_digest: 300881a146e716c461f5f0276daac288
vcs_commit: git:...
run_dir: ...
command: ...
exit_status: 0
pid:
flags:
  batch_size: 128
  epochs: 1
scalars:
  accuracy: ... (step 1)
  loss: ... (step 1)
  test_accuracy: ... (step 1)
  test_loss: ... (step 1)
  val_accuracy: ... (step 1)
  val_loss: ... (step 1)
<exit 0>





Files:

>>> run("guild ls")
???:
<exit 0>
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Train Keras MLP example

Keras models can be trained simply by running them.

>>> cd(example("keras"))





Lets run the mnist_mlp.py script:

>>> run("guild run mnist_mlp.py -y --no-gpus epochs=1",
...     timeout=180, ignore=("WARNING", "Refreshing"))
Masking available GPUs (CUDA_VISIBLE_DEVICES='')
Using TensorFlow backend...
60000/60000 ...
Test loss: ...
Test accuracy: ...
<exit 0>





Here’s the run info with all scalars:

>>> run("guild runs info --all-scalars")
id: ...
operation: mnist_mlp.py
from: .../keras
status: completed
started: ...
stopped: ...
marked: no
label: batch_size=128 epochs=1 num_classes=10
sourcecode_digest: 300881a146e716c461f5f0276daac288
vcs_commit: git:...
run_dir: ...
command: ...
exit_status: 0
pid:
flags:
  batch_size: 128
  epochs: 1
  num_classes: 10
scalars:
  accuracy: ... (step 1)
  loss: ... (step 1)
  test_accuracy: ... (step 1)
  test_loss: ... (step 1)
  val_accuracy: ... (step 1)
  val_loss: ... (step 1)
<exit 0>





And files (empty list):

>>> run("guild ls")
???:
<exit 0>
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Train Keras mnist-mlp

For this example, we’ll use the full spelling of “train”, which is to
run the train operation on the model.

>>> run("guild run -y --no-gpus gpkg.keras.mnist/mlp:train epochs=1",
...     timeout=300)
Masking available GPUs (CUDA_VISIBLE_DEVICES='')
Resolving script dependency
...
Using TensorFlow backend.
...
Epoch 1/1
...
Test loss: ...
Test accuracy: ...
<exit 0>
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Train missing model

Guild will display an error message if you try to run an operation on
a model it can’t find.

>>> run("guild run -y logreg:train epochs=1")
guild: cannot find operation logreg:train
Try 'guild operations' for a list of available operations.
<exit 1>
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Train mnist-intro example

We can train the MNIST example model mnist-intro in the mnist
directory:

>>> run("guild -C %s run intro:train -y --no-gpus epochs=1"
...     % example("multiple-models"), timeout=120)
Masking available GPUs (CUDA_VISIBLE_DEVICES='')
Resolving data dependency
...
Step 0: training=...
Step 0: validate=...
...
Step 540: training=...
Step 540: validate=...
<exit 0>
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Train logreg preview

By default Guild operations show the user a preview, allowing her to
review the setting before continuing.

Because the prompt waits for user input, we need to terminate the
process using a timeout:

>>> run("guild run logreg:train", timeout=2)
You are about to run gpkg.mnist/logreg:train
  batch-size: 100
  epochs: 5
  learning-rate: 0.5
Continue? (Y/n)
<exit ...>
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Train logreg

Delete runs in prep for this test.

>>> quiet("guild runs rm -y")





Train the logreg model with one epoch. Note that we don’t have to
specify the full model name as long as our term refers to one and only
one model.

>>> run("guild run -y --no-gpus logreg:train epochs=1")
Masking available GPUs (CUDA_VISIBLE_DEVICES='')
Resolving mnist-dataset dependency
...
Step 20:...
Step 550:...
...
<exit 0>
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Train multiple matches

Guild lets the user specify a partial model name for operations, but
if there are multiple matches for the specified term, Guild exits with
an error message.

>>> cd(example("multiple-models"))

>>> run("guild run -y mnist:train epochs=1")
guild: there are multiple models that match 'mnist'
Try specifying one of the following:
  mnist-expert
  mnist-intro
<exit 1>
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Uninstall Keras packages

>>> quiet("guild uninstall -y gpkg.keras.mnist gpkg.keras.datasets keras")
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Uninstall gpkg.mnist package

We can remove an installed package using uninstall (which is a
synonym for packages delete). In this case we’ll uninstall mnist.

>>> run("guild uninstall gpkg.mnist -y")
Uninstalling gpkg.mnist-...:
Successfully uninstalled gpkg.mnist-...
<exit 0>





Note that we’re not translating pip output generated here - the gpkg
namespace leaks through. This is not ideal.
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Upgrade pip

Make sure we’re running the latest pip.

>>> quiet("pip install --upgrade pip")





Confirm we’re on the expected version.

>>> run("pip --version")
pip 20.1.1 from .../site-packages/pip (python ...)
<exit 0>
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Verify installed generated mnist package

>>> run("guild packages info gpkg.mnist")
name: gpkg.mnist
version: ...
summary: CNN and multinomial logistic regression classifiers for MNIST digits (Guild AI)
home-page: https://github.com/guildai/index/tree/master/gpkg/mnist
author: Guild AI
author-email: packages@guild.ai
license: Apache 2.0
location: /.../lib/python.../site-packages
requires: []
required-by: []
<exit 0>

>>> run("guild models mnist", ignore="Refreshing")
gpkg.mnist/cnn      CNN classifier for MNIST
gpkg.mnist/logreg   Multinomial logistic regression classifier for MNIST
gpkg.mnist/samples  Sample MNIST images
<exit 0>

>>> run("guild operations mnist")
gpkg.mnist/cnn:evaluate     Evaluate a trained CNN
gpkg.mnist/cnn:train        Train the CNN
gpkg.mnist/logreg:evaluate  Evaluate a trained logistic regression
gpkg.mnist/logreg:train     Train the logistic regression
gpkg.mnist/samples:prepare  Generate a set of sample MNIST images
<exit 0>
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View after logreg train

Guild View supports a --test option, which starts the serve, prints
status, and exits.

>>> run("guild view --test")
Running Guild View at http://...
Testing http://.../runs
 - Got 1 Guild run(s)
