

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create a /home/docs/checkouts/readthedocs.org/user_builds/grafana/checkouts/latest/docs/index.rst or /home/docs/checkouts/readthedocs.org/user_builds/grafana/checkouts/latest/docs/README.rst file with your own content.

If you want to use another markup, choose a different builder in your settings.
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Building The Docs

To build the docs locally, you need to have docker installed.  The
docs are built using Hugo [http://gohugo.io/] - a static site generator.

Prepare the Docker Image:

Git clone grafana/grafana.org repo. Run these commands in the root of that repo. Note that you may require sudo
when running make docs-build depending on how your system’s docker
service is configured):

git clone https://github.com/grafana/grafana.org
cd grafana.org
make docs-build





Build the Documentation:

Now that the docker image has been prepared we can build the
grafana docs and start a docs server.

If you have not cloned the Grafana repository already then:

cd ..
git clone https://github.com/grafana/grafana





Switch your working directory to the directory this file
(README.md) is in.

cd grafana/docs





An AWS config file is required to build the docs Docker image and to publish the site to AWS. If you are building locally only and do not have any AWS credentials for docs.grafana.org then create an empty file named awsconfig in the current directory.

touch awsconfig





Then run (possibly with sudo):

make watch





This command will not return control of the shell to the user. Instead
the command is now running a new docker container built from the image
we created in the previous step.

Open localhost:3004 [http://localhost:3004] to view the docs.


Images & Content

All markdown files are located in this repo (main grafana repo). But all images are added to the https://github.com/grafana/grafana.org repo. So the process of adding images is a bit complicated.

First you need create a feature (PR) branch of https://github.com/grafana/grafana.org so you can make change. Then add the image to the /static/img/docs directory. Then make a commit that adds the image.

Then run:

make docs-build





This will rebuild the docs docker container.

To be able to use the image your have to quit  (CTRL-C) the make watch command (that you run in the same directory as this README). Then simply rerun make watch, it will restart the docs server but now with access to your image.




Editing content

Changes to the markdown files should automatically cause a docs rebuild and live reload should reload the page in your browser.







          

      

      

    

  

    
      
          
            
  +++
title = “Docs Home”
description = “Install guide for Grafana”
keywords = [“grafana”, “installation”, “documentation”]
type = “docs”
aliases = [“v1.1”, “guides/reference/admin”]
[menu.docs]
name = “Welcome to the Docs”
identifier = “root”
weight = -1
+++


Welcome to the Grafana Documentation

Grafana is an open source metric analytics & visualization suite. It is most commonly used for
visualizing time series data for infrastructure and application analytics but many use it in
other domains including industrial sensors, home automation, weather, and process control.


Installing Grafana


	Installing on Debian / Ubuntu

	Installing on RPM-based Linux (CentOS, Fedora, OpenSuse, RedHat)

	Installing on Mac OS X

	Installing on Windows

	Installing on Docker

	Installing using Provisioning (Chef, Puppet, Salt, Ansible, etc)

	Nightly Builds [https://grafana.com/grafana/download]



For other platforms Read the [build from source]({{< relref “project/building_from_source.md” >}})
instructions for more information.




Configuring Grafana

The back-end web server has a number of configuration options. Go the
[Configuration]({{< relref “installation/configuration.md” >}}) page for details on all
those options.




Getting started


	[Getting Started]({{< relref “guides/getting_started.md” >}})

	[Basic Concepts]({{< relref “guides/basic_concepts.md” >}})

	[Screencasts]({{< relref “tutorials/screencasts.md” >}})






Data sources guides


	[Graphite]({{< relref “features/datasources/graphite.md” >}})

	[Elasticsearch]({{< relref “features/datasources/elasticsearch.md” >}})

	[InfluxDB]({{< relref “features/datasources/influxdb.md” >}})

	[OpenTSDB]({{< relref “features/datasources/opentsdb.md” >}})









          

      

      

    

  

    
      
          
            
  
Search

Please activate JavaScript to enable the search functionality.


How To Search

From here you can search these documents. Enter your search words into
the box below and click “search”. Note that the search function will
automatically search for all of the words. Pages containing fewer words
won’t appear in the result list.
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  +++
title = “Docs Archive”
keywords = [“grafana”, “archive”, “documentation”, “guide”]
type = “docs”
[menu.docs]
name = “Docs Archive”
weight = 200
+++


Docs Archive

Here you can find links to older versions of the documentation that might be better suited for your version
of Grafana.


	Latest [http://docs.grafana.org]

	Version 4.2 [http://docs.grafana.org/v4.2]

	Version 3.1 [http://docs.grafana.org/v3.1]

	Version 3.0 [http://docs.grafana.org/v3.0]







          

      

      

    

  

    
      
          
            
  page_title: Search the Grafana documentation
page_keywords: Grafana, search documentation
no_toc: true
no_version_dropdown: true


Search
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title: Reference Index
description: Grafana docs reference
type: docs
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  +++
title = “Admin Roles”
description = “Users & Organization permission and administration”
keywords = [“grafana”, “configuration”, “documentation”, “admin”, “users”, “permissions”]
type = “docs”
[menu.docs]
name = “Admin Roles”
parent = “admin”
weight = 3
+++


Administration

Grafana has two levels of administrators:


	Organizational administrators: These admins can manage users within specific organizations in a particular Grafana installation

	Grafana administrators: These super admins can manage users across all organizations in a Grafana installation. They can also change and access system-wide settings.




Organizational Administrators

As an Organizational administrator, you can add Data Sources, add Users to your Organization and
modify Organization details and options.


Note: If Grafana is configured with users.allow_org_create = true, any User of any Organization will be able to
start their own Organization and become the administrator of that Organization.





Grafana Administrators


As a Grafana Administrator, you have complete access to any Organization or User in that instance of Grafana.
When performing actions as a Grafana admin, the sidebar will change it’s appearance as below to indicate you are performing global server administration.
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  +++
title = “Time Range”
keywords = [“grafana”, “dashboard”, “documentation”, “time range”]
type = “docs”
[menu.docs]
name = “Time Range”
parent = “dashboard_features”
weight = 7
+++


Time Range Controls

Grafana provides numerous ways to manage the time ranges of the data being visualized, both at the Dashboard-level and the Panel-level.
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  +++
title = “Search”
keywords = [“grafana”, “dashboard”, “documentation”, “search”]
type = “docs”
[menu.docs]
parent = “dashboard_features”
weight = 5
+++


Dashboard Search

Dashboards can be searched by the dashboard name, filtered by one (or many) tags or filtered by starred status. The dashboard search is accessed through the dashboard picker, available in the dashboard top nav area.
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  +++
title = “Export & Import”
keywords = [“grafana”, “dashboard”, “documentation”, “export”, “import”]
type = “docs”
[menu.docs]
parent = “dashboard_features”
weight = 8
+++


Export and Import

Grafana Dashboards can easily be exported and imported, either from the UI or from the HTTP API.


Exporting a dashboard

Dashboards are exported in Grafana JSON format, and contain everything you need (layout, variables, styles, data sources, queries, etc)to import the dashboard at a later time.

The export feature is accessed from the share menu.
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  +++
title = “Sharing”
keywords = [“grafana”, “dashboard”, “documentation”, “sharing”]
type = “docs”
[menu.docs]
parent = “dashboard_features”
weight = 6
+++


Sharing features

Grafana provides a number of ways to share a dashboard or a specific panel to other users within your
organization. It also provides ways to publish interactive snapshots that can be accessed by external partners.


Share dashboard

Share a dashboard via the share icon in the top nav. This opens the share dialog where you
can get a link to the current dashboard with the current selected time range and template variables. If you have
made changes to the dashboard, make sure those are saved before sending the link.


Dashboard snapshot

A dashboard snapshot is an instant way to share an interactive dashboard publicly. When created, we strip sensitive data like queries
(metric, template and annotation) and panel links, leaving only the visible metric data and series names embedded into your dashboard. Dashboard
snapshots can be accessed by anyone who has the link and can reach the URL.

[image: ]




Publish snapshots

You can publish snapshots to you local instance or to snapshot.raintank.io [http://snapshot.raintank.io]. The later is a free service
that is provided by Raintank [http://raintank.io] that allows you to publish dashboard snapshots to an external grafana instance.
The same rules still apply, anyone with the link can view it. You can set an expiration time if you want the snapshot to be removed
after a certain time period.






Share Panel

Click a panel title to open the panel menu, then click share in the panel menu to open the Share Panel dialog. Here you have access to a link that will take you to exactly this panel with the current time range and selected template variables.


Direct Link Rendered Image

You also get a link to service side rendered PNG of the panel. Useful if you want to share an image of the panel. Please note that for OSX and Windows, you will need to ensure that a phantomjs binary is available under vendor/phantomjs/phantomjs. For Linux, a phantomjs binary is included - however, you should ensure that any requisite libraries (e.g. libfontconfig) are available.

Example of a link to a server-side rendered PNG:

http://play.grafana.org/render/dashboard-solo/db/grafana-play-home?orgId=1&panelId=4&from=1499272191563&to=1499279391563&width=1000&height=500&tz=UTC%2B02%3A00&timeout=5000






Query String Parameters For Server-Side Rendered Images


	width: width in pixels. Default is 800.

	height: height in pixels. Default is 400.

	tz: timezone in the format UTC%2BHH%3AMM where HH and MM are offset in hours and minutes after UTC

	timeout: number of seconds. The timeout can be increased if the query for the panel needs more than the default 30 seconds.








Embed Panel

You can embed a panel using an iframe on another web site. This tab will show you the html that you need to use.

Example:

<iframe src="https://snapshot.raintank.io/dashboard-solo/snapshot/y7zwi2bZ7FcoTlB93WN7yWO4aMiz3pZb?from=1493369923321&to=1493377123321&panelId=4" width="650" height="300" frameborder="0"></iframe>





Below there should be an interactive Grafana graph embedded in an iframe:
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  +++
title = “JSON Model”
keywords = [“grafana”, “dashboard”, “documentation”, “json”, “model”]
type = “docs”
[menu.docs]
name = “JSON Model”
parent = “dashboard_features”
weight = 100
+++


Dashboard JSON

A dashboard in Grafana is represented by a JSON object, which stores metadata of its dashboard. Dashboard metadata includes dashboard properties, metadata from rows, panels, template variables, panel queries, etc.

To view the JSON of a dashboard, follow the steps mentioned below:


	Go to a dashboard

	Click on Manage dashboard menu on the top navigation bar

	Select View JSON from the dropdown menu




JSON fields

When a user creates a new dashboard, a new dashboard JSON object is initialized with the following fields:


Note: In the following JSON, id is shown as null which is the default value assigned to it until a dashboard is saved. Once a dashboard is saved, an integer value is assigned to the id field.


{
  "id": null,
  "title": "New dashboard",
  "tags": [],
  "style": "dark",
  "timezone": "browser",
  "editable": true,
  "hideControls": false,
  "graphTooltip": 1,
  "rows": [],
  "time": {
    "from": "now-6h",
    "to": "now"
  },
  "timepicker": {
    "time_options": [],
    "refresh_intervals": []
  },
  "templating": {
    "list": []
  },
  "annotations": {
    "list": []
  },
  "schemaVersion": 7,
  "version": 0,
  "links": []
}





Each field in the dashboard JSON is explained below with its usage:

| Name | Usage |
| —- | —– |
| id | unique dashboard id, an integer |
| title | current title of dashboard |
| tags | tags associated with dashboard, an array of strings |
| style | theme of dashboard, i.e. dark or light |
| timezone | timezone of dashboard, i.e. utc or browser |
| editable | whether a dashboard is editable or not |
| hideControls | whether row controls on the left in green are hidden or not |
| graphTooltip | 0 for no shared crosshair or tooltip (default), 1 for shared crosshair, 2 for shared crosshair AND shared tooltip |
| rows | row metadata, see rows section for details |
| time | time range for dashboard, i.e. last 6 hours, last 7 days, etc |
| timepicker | timepicker metadata, see timepicker section for details |
| templating | templating metadata, see templating section for details |
| annotations | annotations metadata, see annotations section for details |
| schemaVersion | TODO |
| version | TODO |
| links | TODO |


rows

rows field consists of an array of JSON object representing each row in a dashboard, such as shown below:

 "rows": [
    {
      "collapse": false,
      "editable": true,
      "height": "200px",
      "panels": [],
      "title": "New row"
    },
    {
      "collapse": true,
      "editable": true,
      "height": "300px",
      "panels": [],
      "title": "New row"
    }
  ]





Usage of the fields is explained below:

| Name | Usage |
| —- | —– |
| collapse | whether row is collapsed or not |
| editable | whether a row is editable or not |
| height | height of the row in pixels |
| panels | panels metadata, see panels section for details |
| title | title of row |


panels

Panels are the building blocks a dashboard. It consists of datasource queries, type of graphs, aliases, etc. Panel JSON consists of an array of JSON objects, each representing a different panel in a row. Most of the fields are common for all panels but some fields depends on the panel type. Following is an example of panel JSON representing a graph panel type:

"panels": [
        {
          "aliasColors": {},
          "bars": false,
          "datasource": null,
          "editable": true,
          "error": false,
          "fill": 0,
          "grid": {
            "leftLogBase": 1,
            "leftMax": null,
            "leftMin": null,
            "rightLogBase": 1,
            "rightMax": null,
            "rightMin": null,
            "threshold1": null,
            "threshold1Color": "rgba(216, 200, 27, 0.27)",
            "threshold2": null,
            "threshold2Color": "rgba(234, 112, 112, 0.22)"
          },
          "id": 1,
          "legend": {
            "avg": false,
            "current": false,
            "max": false,
            "min": false,
            "show": true,
            "total": false,
            "values": false
          },
          "lines": true,
          "linewidth": 1,
          "links": [],
          "nullPointMode": "connected",
          "percentage": false,
          "pointradius": 5,
          "points": false,
          "renderer": "flot",
          "seriesOverrides": [],
          "span": 4,
          "stack": false,
          "steppedLine": false,
          "targets": [
            {
              "aggregator": "max",
              "alias": "$tag_instance_id",
              "currentTagKey": "",
              "currentTagValue": "",
              "downsampleAggregator": "avg",
              "downsampleInterval": "",
              "errors": {},
              "metric": "memory.percent-used",
              "refId": "A",
              "shouldComputeRate": false,
              "tags": {
                "app": "$app",
                "env": "stage",
                "instance_id": "*"
              }
            }
          ],
          "timeFrom": null,
          "timeShift": null,
          "title": "Memory Utilization",
          "tooltip": {
            "shared": true,
            "value_type": "cumulative"
          },
          "type": "graph",
          "x-axis": true,
          "y-axis": true,
          "y_formats": [
            "percent",
            "short"
          ]
        },
        {
          "aliasColors": {},
          "bars": false,
          "datasource": null,
          "editable": true,
          "error": false,
          "fill": 0,
          "grid": {
            "leftLogBase": 1,
            "leftMax": null,
            "leftMin": null,
            "rightLogBase": 1,
            "rightMax": null,
            "rightMin": null,
            "threshold1": null,
            "threshold1Color": "rgba(216, 200, 27, 0.27)",
            "threshold2": null,
            "threshold2Color": "rgba(234, 112, 112, 0.22)"
          },
          "id": 2,
          "legend": {
            "avg": false,
            "current": false,
            "max": false,
            "min": false,
            "show": true,
            "total": false,
            "values": false
          },
          "lines": true,
          "linewidth": 1,
          "links": [],
          "nullPointMode": "connected",
          "percentage": false,
          "pointradius": 5,
          "points": false,
          "renderer": "flot",
          "seriesOverrides": [],
          "span": 4,
          "stack": false,
          "steppedLine": false,
          "targets": [
            {
              "aggregator": "avg",
              "alias": "$tag_instance_id",
              "currentTagKey": "",
              "currentTagValue": "",
              "downsampleAggregator": "avg",
              "downsampleInterval": "",
              "errors": {},
              "metric": "memory.percent-cached",
              "refId": "A",
              "shouldComputeRate": false,
              "tags": {
                "app": "$app",
                "env": "prod",
                "instance_id": "*"
              }
            }
          ],
          "timeFrom": null,
          "timeShift": null,
          "title": "Memory Cached",
          "tooltip": {
            "shared": true,
            "value_type": "cumulative"
          },
          "type": "graph",
          "x-axis": true,
          "y-axis": true,
          "y_formats": [
            "short",
            "short"
          ]
        },





Usage of each field is explained below:

| Name | Usage |
| —- | —– |
| TODO | TODO |






timepicker

Description: TODO

"timepicker": {
    "collapse": false,
    "enable": true,
    "notice": false,
    "now": true,
    "refresh_intervals": [
      "5s",
      "10s",
      "30s",
      "1m",
      "5m",
      "15m",
      "30m",
      "1h",
      "2h",
      "1d"
    ],
    "status": "Stable",
    "time_options": [
      "5m",
      "15m",
      "1h",
      "3h",
      "6h",
      "12h",
      "24h",
      "2d",
      "3d",
      "4d",
      "7d",
      "30d"
    ],
    "type": "timepicker"
  }





Usage of the fields is explained below:

| Name | Usage |
| —- | —– |
| collapse | whether timepicker is collapsed or not |
| enable | whether timepicker is enabled or not |
| notice | TODO |
| now | TODO |
| refresh_intervals | TODO |
| status | TODO |
| time_options | TODO |
| type | TODO |




templating

templating fields contains array of template variables with their saved values along with some other metadata, for example:

 "templating": {
    "enable": true,
    "list": [
      {
        "allFormat": "wildcard",
        "current": {
          "tags": [],
          "text": "prod",
          "value": "prod"
        },
        "datasource": null,
        "includeAll": true,
        "name": "env",
        "options": [
          {
            "selected": false,
            "text": "All",
            "value": "*"
          },
          {
            "selected": false,
            "text": "stage",
            "value": "stage"
          },
          {
            "selected": false,
            "text": "test",
            "value": "test"
          }
        ],
        "query": "tag_values(cpu.utilization.average,env)",
        "refresh": false,
        "refresh": false,
        "type": "query"
      },
      {
        "allFormat": "wildcard",
        "current": {
          "text": "apache",
          "value": "apache"
        },
        "datasource": null,
        "includeAll": false,
        "multi": false,
        "multiFormat": "glob",
        "name": "app",
        "options": [
          {
            "selected": true,
            "text": "tomcat",
            "value": "tomcat"
          },
          {
            "selected": false,
            "text": "cassandra",
            "value": "cassandra"
          }
        ],
        "query": "tag_values(cpu.utilization.average,app)",
        "refresh": false,
        "regex": "",
        "type": "query"
      }
    ]
  }





Usage of the above mentioned fields in the templating section is explained below:

| Name | Usage |
| —- | —– |
| enable | whether templating is enabled or not |
| list | an array of objects representing, each representing one template variable |
| allFormat | format to use while fetching all values from datasource, eg: wildcard, glob, regex, pipe, etc. |
| current | shows current selected variable text/value on the dashboard |
| datasource | shows datasource for the variables |
| includeAll | whether all value option is available or not |
| multi | whether multiple values can be selected or not from variable value list |
| multiFormat | format to use while fetching timeseries from datasource |
| name | name of variable |
| options | array of variable text/value pairs available for selection on dashboard |
| query | datasource query used to fetch values for a variable |
| refresh | TODO |
| regex | TODO |
| type | type of variable, i.e. custom, query or interval |




annotations

TODO
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  +++
title = “Scripted Dashboards”
keywords = [“grafana”, “dashboard”, “documentation”, “scripted”]
type = “docs”
[menu.docs]
parent = “dashboard_features”
weight = 9
+++


Scripted Dashboards

If you have lots of metric names that change (new servers etc) in a defined pattern it is irritating to constantly have to create new dashboards.

With scripted dashboards you can dynamically create your dashboards using javascript. In the folder grafana install folder
under public/dashboards/ there is a file named scripted.js. This file contains an example of a scripted dashboard. You can access it by using the url:
http://grafana_url/dashboard/script/scripted.js?rows=3&name=myName

If you open scripted.js you can see how it reads url parameters from ARGS variable and then adds rows and panels.


Example

var rows = 1;
var seriesName = 'argName';

if(!_.isUndefined(ARGS.rows)) {
  rows = parseInt(ARGS.rows, 10);
}

if(!_.isUndefined(ARGS.name)) {
  seriesName = ARGS.name;
}

for (var i = 0; i < rows; i++) {

  dashboard.rows.push({
    title: 'Scripted Graph ' + i,
    height: '300px',
    panels: [
      {
        title: 'Events',
        type: 'graph',
        span: 12,
        fill: 1,
        linewidth: 2,
        targets: [
          {
            'target': "randomWalk('" + seriesName + "')"
          },
          {
            'target': "randomWalk('random walk2')"
          }
        ],
      }
    ]
  });

}

return dashboard;








More examples

You can find more examples in public/dashboards/ directory of your grafana installation.
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  +++
title = “Templating”
keywords = [“grafana”, “templating”, “documentation”, “guide”]
type = “docs”
[menu.docs]
name = “Templating”
parent = “dashboard_features”
weight = 1
+++


Templating

Templating allows for more interactive and dynamic dashboards. Instead of hard-coding things like server, application
and sensor name in you metric queries you can use variables in their place. Variables are shown as dropdown select boxes at the top of
the dashboard. These dropdowns make it easy to change the data being displayed in your dashboard.
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  +++
title = “Dashboard Version History”
keywords = [“grafana”, “dashboard”, “documentation”, “version”, “history”]
type = “docs”
[menu.docs]
name = “Dashboard Version History”
parent = “dashboard_features”
weight = 100
+++


Dashboard Version History

Whenever you save a version of your dashboard, a copy of that version is saved so that previous versions of your dashboard are never lost. A list of these versions is available by clicking the dashboard menu dropdown, and clicking “Version history”.
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  +++
title = “Playlist”
keywords = [“grafana”, “dashboard”, “documentation”, “playlist”]
type = “docs”
[menu.docs]
parent = “dashboard_features”
weight = 4
+++


Playlist

The Playlist is a special type of Dashboard that rotates through a list of Dashboards. A Playlist can be a great way to build situational awareness, or just show off your metrics to your team or visitors.

Since Grafana automatically scales Dashboards to any resolution they’re perfect for big screens!


Creating a Playlist

{{< docs-imagebox img=”/img/docs/v3/playlist.png” max-width=”25rem” >}}

The Playlist feature can be accessed from Grafana’s sidemenu, in the Dashboard submenu.

Click on “New Playlist” button to create a new playlist. Firstly, name your playlist and configure a time interval for Grafana to wait on a particular Dashboard before advancing to the next one on the Playlist.

You can search Dashboards by name (or use a regular expression), and add them to your Playlist. Or you could add tags which will include all the dashboards that belongs to a tag when the playlist start playing. By default, your starred dashboards will appear as candidates for the Playlist.

Be sure to click the “Add to dashboard” button next to the Dashboard name to add it to the Playlist. To remove a dashboard from the playlist click on “Remove[x]” button from the playlist.

Since the Playlist is basically a list of Dashboards, ensure that all the Dashboards you want to appear in your Playlist are added here.




Saving the playlist

Once all the wanted dashboards are added to a playlist, you can save this playlist by clicking on the green “Save” button. This will generate a unique URL for you playlist which can be shared if needed. Click on the generated URL or on the “Play” button from the “Saved playlists” list to start the playlist. If you want to share the URL, right click on the URL and copy the URL link and share.




Starting the playlist

Also, if you want, you can start the playlist without saving it by clicking on the green “Start” button at the bottom.




Controlling the Playlist

Playlists can also be manually controlled utilizing the Playlist controls at the top of screen when in Playlist mode.

Click the stop button to stop the Playlist, and exit to the current Dashboard.
Click the next button to advance to the next Dashboard in the Playlist.
Click the back button to rewind to the previous Dashboard in the Playlist.
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Keyboard Shortcuts

No mouse? No problem. Grafana has extensive keyboard shortcuts to allow you to navigate throughout the interface. This comes in especially handy when dealing with dealing with single-purpose machines powering on-wall displays that may not have a mouse available.


Dashboard Keyboard Shortcuts

Press Shift+? to open the keyboard shortcut dialog from anywhere within the dashboard views.
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Annotations

Annotations provide a way to mark points on the graph with rich events. When you hover over an annotation
you can get title, tags, and text information for the event.

[image: ]


Queries

Annotation events are fetched via annotation queries. To add a new annotation query to a dashboard
open the dashboard settings menu, then select Annotations. This will open the dashboard annotations
settings view. To create a new annotation query hit the New button.

[image: ]

Specify a name for the annotation query. This name is given to the toggle (checkbox) that will allow
you to enable/disable showing annotation events from this query. For example you might have two
annotation queries named Deploys and Outages. The toggles will allow you to decide what annotations
to show.


Annotation query details

The annotation query options are different for each data source.


	[Graphite annotation queries]({{< relref “features/datasources/graphite.md#annotations” >}})

	[Elasticsearch annotation queries]({{< relref “features/datasources/elasticsearch.md#annotations” >}})

	[InfluxDB annotation queries]({{< relref “features/datasources/influxdb.md#annotations” >}})

	[Prometheus annotation queries]({{< relref “features/datasources/prometheus.md#annotations” >}})
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Grafana Labs Contributor License Agreement

Thank you for your interest in contributing to Grafana Labs (“We” or “Us”).

This contributor agreement (“Agreement”) documents the rights granted by contributors to Us.
To make this document effective, please sign it following the instructions at
cla-assistant [https://cla-assistant.io/grafana/grafana]. This is a legally binding document,
so please read it carefully before agreeing to it. The Agreement may cover more than
one software project managed by Us.


1. Definitions

“You” (Individual) means the individual who Submits a Contribution to Us.

“You” (Entity) means any Legal Entity on behalf of whom a Contribution has been received by Us. “Legal Entity” means an entity which is not a natural person. “Affiliates” means other Legal Entities that control, are controlled by, or under common control with that Legal Entity. For the purposes of this definition, “control” means (i) the power, direct or indirect, to cause the direction or management of such Legal Entity, whether by contract or otherwise, (ii) ownership of fifty percent (50%) or more of the outstanding shares or securities which vote to elect the management or other persons who direct such Legal Entity or (iii) beneficial ownership of such entity.

“Contribution” means any work of authorship that is Submitted by You to Us in which You own or assert ownership of the Copyright. If You do not own the Copyright in the entire work of authorship, you must notify us at contact@grafana.com before Submitting  such a Contribution.

“Copyright” means all rights protecting works of authorship owned or controlled by You [or Your Affiliates], including copyright, moral and neighboring rights, as appropriate, for the full term of their existence including any extensions by You.

“Material” means the work of authorship which is made available by Us to third parties. When this Agreement covers more than one software project, the Material means the work of authorship to which the Contribution was Submitted. After You Submit the Contribution, it may be included in the Material.

“Submit” means any form of electronic, verbal, or written communication sent to Us or our representatives, including but not limited to electronic mailing lists, source code control systems, and issue tracking systems that are managed by, or on behalf of, Us for the purpose of discussing and improving the Material, but excluding communication that is conspicuously marked or otherwise designated in writing by You as “Not a Contribution.”

“Submission Date” means the date on which You Submit a Contribution to Us.

“Effective Date” means the date You execute this Agreement or the date You first Submit a Contribution to Us, whichever is earlier.

“Media” means any portion of a Contribution which is not software.




2. Grant of Rights


2.1 Copyright License

(a) You retain ownership of the Copyright in Your Contribution and have the same rights to use or license the Contribution which You would have had without entering into the Agreement.

(b) To the maximum extent permitted by the relevant law, You grant to Us a perpetual, worldwide, non-exclusive, transferable, royalty-free, irrevocable license under the Copyright covering the Contribution, with the right to sublicense such rights through multiple tiers of sublicensees, to reproduce, modify, display, perform and distribute the Contribution as part of the Material; provided that this license is conditioned upon compliance with Section 2.3.




2.2 Patent License

For patent claims including, without limitation, method, process, and apparatus claims which You [or Your Affiliates] own, control or have the right to grant, now or in the future, You grant to Us a perpetual, worldwide, non-exclusive, transferable, royalty-free, irrevocable patent license, with the right to sublicense these rights to multiple tiers of sublicensees, to make, have made, use, sell, offer for sale, import and otherwise transfer the Contribution and the Contribution in combination with the Material (and portions of such combination). This license is granted only to the extent that the exercise of the licensed rights infringes such patent claims; and provided that this license is conditioned upon compliance with Section 2.3.




2.3 Outbound License

As a condition on the grant of rights in Sections 2.1 and 2.2, We agree to license the Contribution only under the terms of the license or licenses which We are using on the Submission Date for the Material or any licenses which are approved by the Open Source Initiative on or after the Effective Date, including both permissive and copyleft licenses, whether or not such licenses are subsequently disapproved (including any right to adopt any future version of a license if permitted).

In addition, We may use the following licenses for Media in the Contribution: GNU Free Documentation License v1.3, Creative Commons Attribution 3.0, or Creative Commons Attribution No Derivatives 3.0 (including any right to adopt any future version of a license if permitted).

2.4 Moral Rights. If moral rights apply to the Contribution, to the maximum extent permitted by law, You waive and agree not to assert such moral rights against Us or our successors in interest, or any of our licensees, either direct or indirect.

2.5 Our Rights. You acknowledge that We are not obligated to use Your Contribution as part of the Material and may decide to include any Contribution We consider appropriate.

2.6 Reservation of Rights. Any rights not expressly [assigned or] licensed under this section are expressly reserved by You.






3. Agreement

You confirm that:

(a) You have the legal authority to enter into this Agreement.

(b) You [or Your Affiliates] own the Copyright and patent claims covering the Contribution which are required to grant the rights under Section 2.

(c)(Individual) The grant of rights under Section 2 does not violate any grant of rights which You have made to third parties, including Your employer. If You are an employee, You have had Your employer approve this Agreement or sign the Entity version of this document. If You are less than eighteen years old, please have Your parents or guardian sign the Agreement.

(c)(Entity) The grant of rights under Section 2 does not violate any grant of rights which You or Your Affiliates have made to third parties.




4. Disclaimer

EXCEPT FOR THE EXPRESS WARRANTIES IN SECTION 3, THE CONTRIBUTION IS PROVIDED “AS IS”. MORE PARTICULARLY, ALL EXPRESS OR IMPLIED WARRANTIES INCLUDING, WITHOUT LIMITATION, ANY IMPLIED WARRANTY OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND NON-INFRINGEMENT ARE EXPRESSLY DISCLAIMED BY YOU TO US [AND BY US TO YOU]. TO THE EXTENT THAT ANY SUCH WARRANTIES CANNOT BE DISCLAIMED, SUCH WARRANTY IS LIMITED IN DURATION TO THE MINIMUM PERIOD PERMITTED BY LAW.




5. Consequential Damage Waiver

TO THE MAXIMUM EXTENT PERMITTED BY APPLICABLE LAW, IN NO EVENT WILL YOU [OR US] BE LIABLE FOR ANY LOSS OF PROFITS, LOSS OF ANTICIPATED SAVINGS, LOSS OF DATA, INDIRECT, SPECIAL, INCIDENTAL, CONSEQUENTIAL AND EXEMPLARY DAMAGES ARISING OUT OF THIS AGREEMENT REGARDLESS OF THE LEGAL OR EQUITABLE THEORY (CONTRACT, TORT OR OTHERWISE) UPON WHICH THE CLAIM IS BASED.




6. Miscellaneous

6.1 This Agreement will be governed by and construed in accordance with the laws of New York State, United States excluding its conflicts of law provisions. Under certain circumstances, the governing law in this section might be superseded by the United Nations Convention on Contracts for the International Sale of Goods (“UN Convention”) and the parties intend to avoid the application of the UN Convention to this Agreement and, thus, exclude the application of the UN Convention in its entirety to this Agreement.

6.2 This Agreement sets out the entire agreement between You and Us for Your Contributions to Us and overrides all other agreements or understandings.

6.3 If You or We assign the rights or obligations received through this Agreement to a third party, as a condition of the assignment, that third party must agree in writing to abide by all the rights and obligations in the Agreement.

6.4 The failure of either party to require performance by the other party of any provision of this Agreement in one situation shall not affect 