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Welcome to cloudify-plugin-common’s documentation!

This is the API reference to the cloudify-plugins-common module which is required when writing any cloudify plugin (and workflow).
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Context








	
class cloudify.context.ContextCapabilities(endpoint, instance)[source]

	Bases: object

Maps from instance relationship target ids to their respective
runtime properties


	
get_all()[source]

	Returns all capabilities as dict.










	
class cloudify.context.CommonContext(ctx=None)[source]

	Bases: object






	
class cloudify.context.BootstrapContext(bootstrap_context)[source]

	Bases: object

Holds bootstrap context that was posted to the rest service. (usually
during the bootstrap process).


	
class PolicyEngine(policy_engine)[source]

	Bases: object

Cloudify policy engine related configuration


	
start_timeout

	Returns the number of seconds to wait for the policy engine
to start










	
class BootstrapContext.CloudifyAgent(cloudify_agent)[source]

	Bases: object

Cloudify agent related bootstrap context properties.


	
min_workers

	Returns the minimum number of workers for agent hosts.






	
max_workers

	Returns the maximum number of workers for agent hosts.






	
user

	Returns the username used when SSH-ing during agent
installation.






	
remote_execution_port

	Returns the port used when SSH-ing during agent
installation.






	
agent_key_path

	Returns the path to the key file on the management machine
used when SSH-ing during agent installation.






	
broker_ip

	Returns the IP for connecting to rabbit.
An empty string should result in clients using the manager IP.






	
broker_user

	Returns the username for connecting to rabbit.






	
broker_pass

	Returns the password for connecting to rabbit.






	
broker_ssl_enabled

	Returns whether SSL is enabled for connecting to rabbit.






	
broker_ssl_cert

	Returns the SSL public cert for connecting to rabbit.










	
BootstrapContext.cloudify_agent

	Returns Cloudify agent related bootstrap context data





	Return type:	CloudifyAgent










	
BootstrapContext.policy_engine

	Returns Cloudify policy engine related bootstrap context data





	Return type:	PolicyEngine










	
BootstrapContext.resources_prefix

	Returns the resources prefix that was configured during bootstrap.
An empty string is returned if the resources prefix was not configured.










	
class cloudify.context.EntityContext(context, **_)[source]

	Bases: object






	
class cloudify.context.BlueprintContext(context, **_)[source]

	Bases: cloudify.context.EntityContext


	
id

	The blueprint id the plugin invocation belongs to.










	
class cloudify.context.DeploymentContext(context, **_)[source]

	Bases: cloudify.context.EntityContext


	
id

	The deployment id the plugin invocation belongs to.










	
class cloudify.context.NodeContext(*args, **kwargs)[source]

	Bases: cloudify.context.EntityContext


	
id

	The node’s id






	
name

	The node’s name






	
properties

	The node properties as dict (read-only).
These properties are the properties specified in the blueprint.






	
type

	The node’s type






	
type_hierarchy

	The node’s type hierarchy










	
class cloudify.context.NodeInstanceContext(*args, **kwargs)[source]

	Bases: cloudify.context.EntityContext


	
id

	The node instance id.






	
runtime_properties

	The node instance runtime properties as a dict (read-only).

Runtime properties are properties set during the node instance’s
lifecycle.
Retrieving runtime properties involves a call to Cloudify’s storage.






	
update()[source]

	Stores new/updated runtime properties for the node instance in context
in Cloudify’s storage.

This method should be invoked only if its necessary to immediately
update Cloudify’s storage with changes. Otherwise, the method is
automatically invoked as soon as the task execution is over.






	
host_ip

	Returns the node instance host ip address.

This values is derived by reading the host_id from the relevant
node instance and then reading its ip runtime property or its
node_state ip property.






	
relationships

	Returns a list of this instance relationships





	Returns:	list of RelationshipContext


	Return type:	list














	
class cloudify.context.RelationshipContext(relationship_context, endpoint, node)[source]

	Bases: cloudify.context.EntityContext

Holds relationship instance data


	
target

	Returns a holder for target node and target instance





	Return type:	RelationshipSubjectContext










	
type

	The relationship type






	
type_hierarchy

	The relationship type hierarchy










	
class cloudify.context.RelationshipSubjectContext(context, endpoint, modifiable)[source]

	Bases: object

Holds reference to node and node instance.

Obtained in relationship operations by ctx.source and ctx.target, and
by iterating instance relationships and for each relationship, reading
relationship.target






	
class cloudify.context.CloudifyContext(ctx=None)[source]

	Bases: cloudify.context.CommonContext

A context object passed to plugins tasks invocations.
The context object is used in plugins when interacting with
the Cloudify environment:

from cloudify import ctx

@operation
def my_start(**kwargs):
    # port is a property that was configured on the current instance's
    # node
    port = ctx.node.properties['port']
    start_server(port=port)






	
instance

	The node instance the operation is executed for.

This property is only relevant for NODE_INSTANCE context operations.






	
node

	The node the operation is executed for.

This property is only relevant for NODE_INSTANCE context operations.






	
source

	Provides access to the relationship’s operation source node and
node instance.

This property is only relevant for relationship operations.






	
target

	Provides access to the relationship’s operation target node and
node instance.

This property is only relevant for relationship operations.






	
type

	The type of this context.

Available values:


	DEPLOYMENT

	NODE_INSTANCE

	RELATIONSHIP_INSTANCE








	
execution_id

	The workflow execution id the plugin invocation was requested from.
This is a unique value which identifies a specific workflow execution.






	
workflow_id

	The workflow id the plugin invocation was requested from.
For example:


install, uninstall etc...







	
task_id

	The plugin’s task invocation unique id.






	
task_name

	The full task name of the invoked task.






	
task_target

	The task target (celery worker name).






	
task_queue

	The task target (celery queue name).






	
plugin

	The plugin name of the invoked task.






	
operation

	The current operation context.






	
agent

	




	
capabilities

	Maps from instance relationship target ids to their respective
runtime properties

NOTE: This feature is deprecated, use ‘instance.relationships’ instead.






	
logger

	A Cloudify context aware logger.

Use this logger in order to index logged messages in ElasticSearch
using logstash.






	
bootstrap_context

	System context provided during the bootstrap process





	Return type:	BootstrapContext










	
send_event(event)[source]

	Send an event to rabbitmq





	Parameters:	event – the event message










	
provider_context

	Gets provider context which contains provider specific metadata.






	
get_resource(resource_path)[source]

	Retrieves a resource bundled with the blueprint as a string.





	Parameters:	resource_path – the path to the resource. Note that this path is
relative to the blueprint file which was
uploaded.










	
get_resource_and_render(resource_path, template_variables=None)[source]

	Like get_resource, but also renders the resource according
to template_variables.
This context is added to template_variables.





	Parameters:	template_variables – according to this dict the
resource will be rendered.










	
download_resource(resource_path, target_path=None)[source]

	Retrieves a resource bundled with the blueprint and saves it under a
local file.





	Parameters:	
	resource_path – the path to the resource. Note that this path is
relative to the blueprint file which was
uploaded.

	target_path – optional local path (including filename) to store
the resource at on the local file system.
If missing, the location will be a tempfile with a
generated name.






	Returns:	The path to the resource on the local file system (identical
to target_path parameter if used).

raises an cloudify.exceptions.HttpException






	Raises:	cloudify.exceptions.HttpException on any kind
of HTTP Error.




	Raises:	IOError if the resource
failed to be written to the local file system.












	
download_resource_and_render(resource_path, target_path=None, template_variables=None)[source]

	Like download_resource, but also renders the resource according
to template_variables.
This context is added to template_variables.





	Parameters:	template_variables – according to this dict the resource
will be rendered.














	
class cloudify.context.OperationContext(operation_context)[source]

	Bases: object


	
name

	The name of the operation.






	
retry_number

	The retry number (relevant for retries and recoverable errors).






	
max_retries

	The maximum number of retries the operation can have.






	
retry(message=None, retry_after=None)[source]

	Specifies that this operation should be retried.


	Usage:

	return ctx.operation.retry(message=’...’, retry_after=1000)

	:param message A text message containing information about the reason

	for retrying the operation.

	:param retry_after How many seconds should the workflow engine wait

	before re-executing the operation.












	
class cloudify.context.CloudifyAgentContext(context)[source]

	Bases: object


	
init_script(agent_config=None)[source]
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Decorators








	
cloudify.decorators.operation(func=None, **arguments)[source]

	Decorate plugin operation function with this decorator.
Internally, if celery is installed, will also wrap the function
with a @celery.task decorator

The ctx injected to the function arguments is of type
cloudify.context.CloudifyContext

The ctx object can also be accessed by importing
cloudify.ctx

Example:

from cloudify import ctx

@operations
def start(**kwargs):
    pass










	
cloudify.decorators.workflow(func=None, system_wide=False, **arguments)[source]

	Decorate workflow functions with this decorator.
Internally, if celery is installed, @workflow will also wrap
the function with a @celery.task decorator

The ctx injected to the function arguments is of type
cloudify.workflows.workflow_context.CloudifyWorkflowContext or
cloudify.workflows.workflow_context.CloudifySystemWideWorkflowContext
if system_wide flag is set to True.

The ctx object can also be accessed by importing
cloudify.workflows.ctx

system_wide flag turns this workflow into a system-wide workflow that
is executed by the management worker and has access to an instance of
cloudify.workflows.workflow_context.CloudifySystemWideWorkflowContext
as its context.

Example:

from cloudify.workflows import ctx

@workflow
def reinstall(**kwargs):
    pass










	
exception cloudify.decorators.RequestSystemExit[source]

	Bases: exceptions.SystemExit
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Exceptions








	
exception cloudify.exceptions.NonRecoverableError[source]

	Bases: exceptions.Exception

An error raised by plugins to denote that no retry should be attempted by
by the executing workflow engine.






	
exception cloudify.exceptions.RecoverableError(message=None, retry_after=None)[source]

	Bases: exceptions.Exception

An error raised by plugins to explicitly denote that this is a recoverable
error (note that this is the default behavior). It is possible specifying
how many seconds should pass before a retry is attempted thus overriding
the bootstrap context configuration parameter:
cloudify.workflows.retry_interval





	Parameters:	retry_after – How many seconds should the workflow engine wait
before re-executing the task the raised this
exception. (only applies when the workflow engine
decides that this task should be retried)










	
exception cloudify.exceptions.OperationRetry(message=None, retry_after=None)[source]

	Bases: cloudify.exceptions.RecoverableError

An error raised internally when an operation uses the ctx.operation.retry
API for specifying that an operation should be retried.






	
exception cloudify.exceptions.HttpException(url, code, message)[source]

	Bases: cloudify.exceptions.NonRecoverableError

Wraps HTTP based exceptions that may be raised.





	Parameters:	
	url – The url the request was made to.

	code – The response status code.

	message – The underlying reason for the error.














	
exception cloudify.exceptions.CommandExecutionError(command, error=None)[source]

	Bases: exceptions.RuntimeError

Indicates a command failed to execute. note that this is different than
the CommandExecutionException in that in this case, the command
execution did not even start, and therefore there is not return code or
stdout output.





	Parameters:	
	command – The command executed

	error – the error preventing the command from executing














	
exception cloudify.exceptions.CommandExecutionException(command, error, output, code)[source]

	Bases: exceptions.Exception

Indicates a command was executed, however some sort of error happened,
resulting in a non-zero return value of the process.





	Parameters:	
	command – The command executed

	code – process exit code

	error – process stderr output

	output – process stdout output














	
exception cloudify.exceptions.TimeoutException(*args)[source]

	Bases: exceptions.Exception

Indicates some kind of timeout happened.






	
exception cloudify.exceptions.ProcessExecutionError(message, error_type=None, traceback=None)[source]

	Bases: exceptions.RuntimeError

Raised by the workflow engine when workflow execution fails.
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Manager








	
class cloudify.manager.NodeInstance(node_instance_id, node_id, runtime_properties=None, state=None, version=None, host_id=None, relationships=None)[source]

	Bases: object

Represents a deployment node instance.
An instance of this class contains runtime information retrieved
from Cloudify’s runtime storage as well as the node’s state.


	
delete(key)[source]

	




	
runtime_properties

	The node instance runtime properties.

To update the properties, make changes on the returned dict and call
update_node_instance with the modified instance.






	
state

	The node instance state.

To update the node instance state, change this property value and
call update_node_instance with the modified instance.






	
node_id

	




	
relationships

	








	
cloudify.manager.get_rest_client()[source]

	



	Returns:	A REST client configured to connect to the manager in context


	Return type:	cloudify_rest_client.CloudifyClient










	
cloudify.manager.download_resource(resource_path, logger, target_path=None)[source]

	Download resource from the manager file server.





	Parameters:	
	resource_path – path to resource on the file server

	logger – logger to use for info output

	target_path – optional target path for the resource






	Returns:	path to the downloaded resource












	
cloudify.manager.download_blueprint_resource(blueprint_id, resource_path, logger, target_path=None)[source]

	Download resource from the manager file server with path relative to
the blueprint denoted by blueprint_id.





	Parameters:	
	blueprint_id – the blueprint id of the blueprint to download the
resource from

	resource_path – path to resource relative to blueprint folder

	logger – logger to use for info output

	target_path – optional target path for the resource






	Returns:	path to the downloaded resource












	
cloudify.manager.get_resource(resource_path, base_url=None)[source]

	Get resource from the manager file server.





	Parameters:	resource_path – path to resource on the file server


	Returns:	resource content










	
cloudify.manager.get_blueprint_resource(blueprint_id, resource_path)[source]

	Get resource from the manager file server with patch relative to
the blueprint denoted by blueprint_id.





	Parameters:	
	blueprint_id – the blueprint id of the blueprint to download
the resource from

	resource_path – path to resource relative to blueprint folder






	Returns:	resource content












	
cloudify.manager.get_node_instance(node_instance_id)[source]

	Read node instance data from the storage.





	Parameters:	node_instance_id – the node instance id


	Return type:	NodeInstance










	
cloudify.manager.update_node_instance(node_instance)[source]

	Update node instance data changes in the storage.





	Parameters:	node_instance – the node instance with the updated data










	
cloudify.manager.get_node_instance_ip(node_instance_id)[source]

	Get the IP address of the host the node instance denoted by
node_instance_id is contained in.






	
cloudify.manager.update_execution_status(execution_id, status, error=None)[source]

	Update the execution status of the execution denoted by execution_id.





	Returns:	The updated status










	
cloudify.manager.get_bootstrap_context()[source]

	Read the manager bootstrap context.






	
cloudify.manager.get_provider_context()[source]

	Read the manager provider context.
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Mocks








	
class cloudify.mocks.MockNodeInstanceContext(id=None, runtime_properties=None)[source]

	Bases: object


	
id

	




	
runtime_properties

	




	
update()[source]

	








	
class cloudify.mocks.MockNodeContext(id=None, properties=None)[source]

	Bases: object


	
id

	




	
name

	




	
properties

	








	
class cloudify.mocks.MockContext(values=None)[source]

	Bases: dict






	
class cloudify.mocks.MockCloudifyContext(node_id=None, node_name=None, blueprint_id=None, deployment_id=None, execution_id=None, properties=None, runtime_properties=None, capabilities=None, related=None, source=None, target=None, operation=None, resources=None, provider_context=None, bootstrap_context=None)[source]

	Bases: cloudify.context.CloudifyContext

Cloudify context mock that can be used when testing Cloudify plugins.


	
execution_id

	




	
capabilities

	




	
logger

	




	
provider_context

	




	
bootstrap_context

	




	
download_resource(resource_path, target_path=None)[source]

	




	
get_resource(resource_path)[source]
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Utils








	
cloudify.utils.get_manager_ip()[source]

	Returns the IP address of manager inside the management network.






	
cloudify.utils.get_manager_file_server_blueprints_root_url()[source]

	Returns the blueprints root url in the file server.






	
cloudify.utils.get_manager_file_server_url()[source]

	Returns the manager file server base url.






	
cloudify.utils.get_manager_rest_service_port()[source]

	Returns the port the manager REST service is running on.






	
cloudify.utils.id_generator(size=6, chars='ABCDEFGHIJKLMNOPQRSTUVWXYZ0123456789')[source]

	Generate and return a random string using upper case letters and digits.






	
class cloudify.utils.LocalCommandRunner(logger=None, host='localhost')[source]

	Bases: object


	
run(command, exit_on_failure=True, stdout_pipe=True, stderr_pipe=True, cwd=None, execution_env=None)[source]

	Runs local commands.





	Parameters:	
	command – The command to execute.

	exit_on_failure – False to ignore failures.

	stdout_pipe – False to not pipe the standard output.

	stderr_pipe – False to not pipe the standard error.

	cwd – the working directory the command will run from.

	execution_env – dictionary of environment variables that will
be present in the command scope.






	Returns:	A wrapper object for all valuable info from the execution.




	Return type:	cloudify.utils.CommandExecutionResponse
















	
class cloudify.utils.CommandExecutionResponse(command, std_out, std_err, return_code)[source]

	Bases: object

Wrapper object for info returned when running commands.





	Parameters:	
	command – The command that was executed.

	std_out – The output from the execution.

	std_err – The error message from the execution.

	return_code – The return code from the execution.














	
cloudify.utils.setup_default_logger(logger_name, logger_level=20, handlers=None, remove_existing_handlers=True, logger_format=None, propagate=True)

	



	Parameters:	
	logger_name – Name of the logger.

	logger_level – Level for the logger (not for specific handler).

	handlers – An optional list of handlers (formatter will be
overridden); If None, only a StreamHandler for
sys.stdout will be used.

	remove_existing_handlers – Determines whether to remove existing
handlers before adding new ones

	logger_format – the format this logger will have.

	propagate – propagate the message the parent logger.






	Returns:	A logger instance.




	Return type:	logging.Logger












	
class cloudify.utils.Internal[source]

	Bases: object


	
static get_install_method(properties)[source]

	




	
static get_broker_ssl_and_port(ssl_enabled, cert_path)[source]

	




	
static get_broker_credentials(cloudify_agent)[source]

	Get broker credentials or their defaults if not set.
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Logs








	
cloudify.logs.message_context_from_cloudify_context(ctx)[source]

	Build a message context from a CloudifyContext instance






	
cloudify.logs.message_context_from_workflow_context(ctx)[source]

	Build a message context from a CloudifyWorkflowContext instance






	
cloudify.logs.message_context_from_sys_wide_wf_context(ctx)[source]

	Build a message context from a CloudifyWorkflowContext instance






	
cloudify.logs.message_context_from_workflow_node_instance_context(ctx)[source]

	Build a message context from a CloudifyWorkflowNode instance






	
class cloudify.logs.CloudifyBaseLoggingHandler(ctx, out_func, message_context_builder)[source]

	Bases: logging.Handler

A base handler class for writing log messages to RabbitMQ


	
flush()[source]

	




	
emit(record)[source]

	








	
class cloudify.logs.CloudifyPluginLoggingHandler(ctx, out_func=None)[source]

	Bases: cloudify.logs.CloudifyBaseLoggingHandler

A handler class for writing plugin log messages to RabbitMQ






	
class cloudify.logs.CloudifyWorkflowLoggingHandler(ctx, out_func=None)[source]

	Bases: cloudify.logs.CloudifyBaseLoggingHandler

A Handler class for writing workflow log messages to RabbitMQ






	
class cloudify.logs.SystemWideWorkflowLoggingHandler(ctx, out_func=None)[source]

	Bases: cloudify.logs.CloudifyBaseLoggingHandler

Class for writing system-wide workflow log messages to RabbitMQ






	
class cloudify.logs.CloudifyWorkflowNodeLoggingHandler(ctx, out_func=None)[source]

	Bases: cloudify.logs.CloudifyBaseLoggingHandler

A Handler class for writing workflow nodes log messages to RabbitMQ






	
cloudify.logs.init_cloudify_logger(handler, logger_name, logging_level=20)[source]

	Instantiate an amqp backed logger based on the provided handler
for sending log messages to RabbitMQ





	Parameters:	
	handler – A logger handler based on the context

	logger_name – The logger name

	logging_level – The logging level






	Returns:	An amqp backed logger












	
cloudify.logs.send_workflow_event(ctx, event_type, message=None, args=None, additional_context=None, out_func=None)[source]

	Send a workflow event to RabbitMQ





	Parameters:	
	ctx – A CloudifyWorkflowContext instance

	event_type – The event type

	message – The message

	args – additional arguments that may be added to the message

	additional_context – additional context to be added to the context














	
cloudify.logs.send_sys_wide_wf_event(ctx, event_type, message=None, args=None, additional_context=None, out_func=None)[source]

	Send a workflow event to RabbitMQ





	Parameters:	
	ctx – A CloudifySystemWideWorkflowContext instance

	event_type – The event type

	message – The message

	args – additional arguments that may be added to the message

	additional_context – additional context to be added to the context














	
cloudify.logs.send_workflow_node_event(ctx, event_type, message=None, args=None, additional_context=None, out_func=None)[source]

	Send a workflow node event to RabbitMQ





	Parameters:	
	ctx – A CloudifyWorkflowNode instance

	event_type – The event type

	message – The message

	args – additional arguments that may be added to the message

	additional_context – additional context to be added to the context














	
cloudify.logs.send_plugin_event(ctx, message=None, args=None, additional_context=None, out_func=None)[source]

	Send a plugin event to RabbitMQ





	Parameters:	
	ctx – A CloudifyContext instance

	message – The message

	args – additional arguments that may be added to the message

	additional_context – additional context to be added to the context














	
cloudify.logs.send_task_event(cloudify_context, event_type, message=None, args=None, additional_context=None, out_func=None)[source]

	Send a task event to RabbitMQ





	Parameters:	
	cloudify_context – a __cloudify_context struct as passed to
operations

	event_type – The event type

	message – The message

	args – additional arguments that may be added to the message

	additional_context – additional context to be added to the context














	
cloudify.logs.populate_base_item(item, message_type)[source]

	




	
cloudify.logs.amqp_event_out(event, ctx)[source]

	




	
cloudify.logs.amqp_log_out(log, ctx)[source]

	




	
cloudify.logs.stdout_event_out(event, ctx=None)[source]

	




	
cloudify.logs.stdout_log_out(log, ctx=None)[source]

	




	
cloudify.logs.create_event_message_prefix(event)[source]
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Workflows



	Workflow Tasks Graph




	Workflow API




	Workflow Context
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Workflow Tasks Graph








	
class cloudify.workflows.tasks_graph.TaskDependencyGraph(workflow_context, default_subgraph_task_config=None)[source]

	Bases: object

A task graph builder





	Parameters:	workflow_context – A WorkflowContext instance (used for logging)






	
add_task(task)[source]

	Add a WorkflowTask to this graph





	Parameters:	task – The task










	
get_task(task_id)[source]

	Get a task instance that was inserted to this graph by its id





	Parameters:	task_id – the task id


	Returns:	a WorkflowTask instance for the requested task if found.
None, otherwise.










	
remove_task(task)[source]

	Remove the provided task from the graph





	Parameters:	task – The task










	
add_dependency(src_task, dst_task)[source]

	Add a dependency between tasks.
The source task will only be executed after the target task terminates.
A task may depend on several tasks, in which case it will only be
executed after all its ‘destination’ tasks terminate





	Parameters:	
	src_task – The source task

	dst_task – The target task














	
sequence()[source]

	



	Returns:	a new TaskSequence for this graph










	
subgraph(name)[source]

	




	
execute()[source]

	Start executing the graph based on tasks and dependencies between
them.
Calling this method will block until one of the following occurs:



	all tasks terminated

	a task failed

	an unhandled exception is raised

	the execution is cancelled






Note: This method will raise an api.ExecutionCancelled error if the
execution has been cancelled. When catching errors raised from this
method, make sure to re-raise the error if it’s
api.ExecutionsCancelled in order to allow the execution to be set in
cancelled mode properly.

Also note that for the time being, if such a cancelling event
occurs, the method might return even while there’s some operations
still being executed.






	
tasks_iter()[source]

	An iterator on tasks added to the graph










	
class cloudify.workflows.tasks_graph.forkjoin(*tasks)[source]

	Bases: object

A simple wrapper for tasks. Used in conjunction with TaskSequence.
Defined to make the code easier to read (instead of passing a list)
see TaskSequence.add for more details






	
class cloudify.workflows.tasks_graph.TaskSequence(graph)[source]

	Bases: object

Helper class to add tasks in a sequential manner to a task dependency
graph





	Parameters:	graph – The TaskDependencyGraph instance






	
add(*tasks)[source]

	Add tasks to the sequence.





	Parameters:	tasks – Each task might be:


	A WorkflowTask instance, in which case, it will be
added to the graph with a dependency between it and
the task previously inserted into the sequence

	A forkjoin of tasks, in which case it will be treated
as a “fork-join” task in the sequence, i.e. all the
fork-join tasks will depend on the last task in the
sequence (could be fork join) and the next added task
will depend on all tasks in this fork-join task


















	
class cloudify.workflows.tasks_graph.SubgraphTask(name, graph, task_id=None, info=None, on_success=None, on_failure=None, total_retries=0, retry_interval=30, send_task_events=True)[source]

	Bases: cloudify.workflows.tasks.WorkflowTask


	
cloudify_context

	




	
is_local()[source]

	




	
name

	




	
sequence()[source]

	




	
subgraph(name)[source]

	




	
add_task(task)[source]

	




	
add_dependency(src_task, dst_task)[source]

	




	
apply_async()[source]

	




	
task_terminated(task, new_task=None)[source]
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Workflow API








	
cloudify.workflows.workflow_api.has_cancel_request()[source]

	Checks for requests to cancel the workflow execution.
This should be used to allow graceful termination of workflow executions.

If this method is not used and acted upon, a simple ‘cancel’
request for the execution will have no effect - ‘force-cancel’ will have
to be used to abruptly terminate the execution instead.

Note: When this method returns True, the workflow should make the
appropriate cleanups and then it must raise an ExecutionCancelled error
if the execution indeed gets cancelled (i.e. if it’s too late to cancel
there is no need to raise this exception and the workflow should end
normally).





	Returns:	whether there was a request to cancel the workflow execution










	
exception cloudify.workflows.workflow_api.ExecutionCancelled[source]

	Bases: exceptions.Exception

This exception should be raised when a workflow has been cancelled,
once appropriate cleanups have taken place.
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Workflow Context








	
class cloudify.workflows.workflow_context.CloudifyWorkflowRelationshipInstance(ctx, node_instance, nodes_and_instances, relationship_instance)[source]

	Bases: object

A node instance relationship instance





	Parameters:	
	ctx – a CloudifyWorkflowContext instance

	node_instance – a CloudifyWorkflowNodeInstance instance

	nodes_and_instances – a WorkflowNodesAndInstancesContainer instance

	relationship_instance – A relationship dict from a NodeInstance
instance (of the rest client model)










	
target_id

	The relationship target node id






	
target_node_instance

	The relationship’s target node CloudifyWorkflowNodeInstance instance






	
relationship

	The relationship object for this relationship instance






	
execute_source_operation(operation, kwargs=None, allow_kwargs_override=False, send_task_events=True)[source]

	Execute a node relationship source operation





	Parameters:	
	operation – The node relationship operation

	kwargs – optional kwargs to be passed to the called operation














	
execute_target_operation(operation, kwargs=None, allow_kwargs_override=False, send_task_events=True)[source]

	Execute a node relationship target operation





	Parameters:	
	operation – The node relationship operation

	kwargs – optional kwargs to be passed to the called operation


















	
class cloudify.workflows.workflow_context.CloudifyWorkflowRelationship(ctx, node, nodes_and_instances, relationship)[source]

	Bases: object

A node relationship





	Parameters:	
	ctx – a CloudifyWorkflowContext instance

	node – a CloudifyWorkflowNode instance

	nodes_and_instances – a WorkflowNodesAndInstancesContainer instance

	relationship – a relationship dict from a Node instance (of the
rest client mode)










	
target_id

	The relationship target node id






	
target_node

	The relationship target node WorkflowContextNode instance






	
source_operations

	The relationship source operations






	
target_operations

	The relationship target operations






	
is_derived_from(other_relationship)[source]

	



	Parameters:	other_relationship – a string like
cloudify.relationships.contained_in














	
class cloudify.workflows.workflow_context.CloudifyWorkflowNodeInstance(ctx, node, node_instance, nodes_and_instances)[source]

	Bases: object

A plan node instance





	Parameters:	
	ctx – a CloudifyWorkflowContext instance

	node – a CloudifyWorkflowContextNode instance

	node_instance – a NodeInstance (rest client response model)

	nodes_and_instances – a WorkflowNodesAndInstancesContainer instance










	
set_state(state)[source]

	Set the node state





	Parameters:	state – The node state


	Returns:	the state set










	
get_state()[source]

	Get the node state





	Returns:	The node state










	
send_event(event, additional_context=None)[source]

	Sends a workflow node event to RabbitMQ





	Parameters:	
	event – The event

	additional_context – additional context to be added to the
context














	
execute_operation(operation, kwargs=None, allow_kwargs_override=False, send_task_events=True)[source]

	Execute a node operation





	Parameters:	
	operation – The node operation

	kwargs – optional kwargs to be passed to the called operation














	
id

	The node instance id






	
node_id

	The node id (this instance is an instance of that node)






	
relationships

	The node relationships






	
node

	The node object for this node instance






	
modification

	Modification enum (None, added, removed)






	
logger

	A logger for this workflow node






	
contained_instances

	Returns node instances directly contained in this instance (children)






	
get_contained_subgraph()[source]

	Returns a set containing this instance and all nodes that are
contained directly and transitively within it










	
class cloudify.workflows.workflow_context.CloudifyWorkflowNode(ctx, node, nodes_and_instances)[source]

	Bases: object

A plan node instance





	Parameters:	
	ctx – a CloudifyWorkflowContext instance

	node – a Node instance (rest client response model)

	nodes_and_instances – a WorkflowNodesAndInstancesContainer instance










	
id

	The node id






	
type

	The node type






	
type_hierarchy

	The node type hierarchy






	
properties

	The node properties






	
plugins_to_install

	The plugins to install in this node. (Only relevant for host nodes)






	
host_id

	




	
host_node

	




	
number_of_instances

	




	
relationships

	The node relationships






	
operations

	The node operations






	
instances

	The node instances






	
get_relationship(target_id)[source]

	Get a node relationship by its target id










	
class cloudify.workflows.workflow_context.WorkflowNodesAndInstancesContainer(workflow_context, raw_nodes, raw_node_instances)[source]

	Bases: object


	
nodes

	




	
node_instances

	




	
get_node(node_id)[source]

	Get a node by its id





	Parameters:	node_id – The node id


	Returns:	a CloudifyWorkflowNode instance for the node or None if
not found










	
get_node_instance(node_instance_id)[source]

	Get a node instance by its id





	Parameters:	node_instance_id – The node instance id


	Returns:	a CloudifyWorkflowNode instance for the node or None if
not found














	
class cloudify.workflows.workflow_context.CloudifyWorkflowContext(ctx)[source]

	Bases: cloudify.workflows.workflow_context._WorkflowContextBase, cloudify.workflows.workflow_context.WorkflowNodesAndInstancesContainer

A context used in workflow operations





	Parameters:	ctx – a cloudify_context workflow dict










	
class cloudify.workflows.workflow_context.CloudifySystemWideWorkflowContext(ctx)[source]

	Bases: cloudify.workflows.workflow_context._WorkflowContextBase

An instance of this class gets passed as the ctx parameter to a
workflow method decorated with @workflow(system_wide=True).
This context is not particularly bound to any specific deployment.
It provides a deployments_contexts property, which is a lazily loaded
dictionary, whose keys are deployment ids and values are lazily loaded
(thanks to proxy_tools.proxy) deployment contexts corresponding to
those deployments.
For example, in order to make use of any functionality provided by the
CloudifyWorkflowContext class for a deployment “dep1”, the code should
look like this:

Example:

with ctx.deployments_contexts['dep1'] as dep:
    for node_instance in dep.node_instances:
        pass






	
deployments_contexts

	








	
class cloudify.workflows.workflow_context.LocalTasksProcessing(thread_pool_size=1)[source]

	Bases: object


	
start()[source]

	




	
stop()[source]

	




	
add_task(task)[source]

	








	
class cloudify.workflows.workflow_context.CloudifyWorkflowContextHandler(workflow_ctx)[source]

	Bases: object


	
get_context_logging_handler()[source]

	




	
get_node_logging_handler(workflow_node_instance)[source]

	




	
bootstrap_context

	




	
get_send_task_event_func(task)[source]

	




	
get_update_execution_status_task(new_status)[source]

	




	
get_send_node_event_task(workflow_node_instance, event, additional_context=None)[source]

	




	
get_send_workflow_event_task(event, event_type, args, additional_context=None)[source]

	




	
get_task(workflow_task, queue=None, target=None)[source]

	




	
operation_cloudify_context

	




	
get_set_state_task(workflow_node_instance, state)[source]

	




	
get_get_state_task(workflow_node_instance)[source]

	




	
send_workflow_event(event_type, message=None, args=None, additional_context=None)[source]

	




	
download_blueprint_resource(resource_path, target_path=None)[source]

	




	
start_deployment_modification(nodes)[source]

	




	
finish_deployment_modification(modification)[source]

	




	
rollback_deployment_modification(modification)[source]

	








	
class cloudify.workflows.workflow_context.RemoteContextHandler(workflow_ctx)[source]

	Bases: cloudify.workflows.workflow_context.CloudifyWorkflowContextHandler


	
bootstrap_context

	




	
get_send_task_event_func(task)[source]

	




	
get_update_execution_status_task(new_status)[source]

	




	
get_send_workflow_event_task(event, event_type, args, additional_context=None)[source]

	




	
get_task(workflow_task, queue=None, target=None)[source]

	




	
operation_cloudify_context

	




	
get_set_state_task(workflow_node_instance, state)[source]

	




	
get_get_state_task(workflow_node_instance)[source]

	




	
download_blueprint_resource(blueprint_id, resource_path, target_path=None)[source]

	








	
class cloudify.workflows.workflow_context.RemoteCloudifyWorkflowContextHandler(workflow_ctx)[source]

	Bases: cloudify.workflows.workflow_context.RemoteContextHandler


	
get_node_logging_handler(workflow_node_instance)[source]

	




	
get_context_logging_handler()[source]

	




	
download_blueprint_resource(resource_path, target_path=None)[source]

	




	
start_deployment_modification(nodes)[source]

	




	
finish_deployment_modification(modification)[source]

	




	
rollback_deployment_modification(modification)[source]

	




	
send_workflow_event(event_type, message=None, args=None, additional_context=None)[source]

	




	
get_send_node_event_task(workflow_node_instance, event, additional_context=None)[source]

	








	
class cloudify.workflows.workflow_context.SystemWideWfRemoteContextHandler(workflow_ctx)[source]

	Bases: cloudify.workflows.workflow_context.RemoteContextHandler


	
get_context_logging_handler()[source]

	




	
send_workflow_event(event_type, message=None, args=None, additional_context=None)[source]

	








	
class cloudify.workflows.workflow_context.LocalCloudifyWorkflowContextHandler(workflow_ctx, storage)[source]

	Bases: cloudify.workflows.workflow_context.CloudifyWorkflowContextHandler


	
get_context_logging_handler()[source]

	




	
get_node_logging_handler(workflow_node_instance)[source]

	




	
bootstrap_context

	




	
get_send_task_event_func(task)[source]

	




	
get_update_execution_status_task(new_status)[source]

	




	
get_send_node_event_task(workflow_node_instance, event, additional_context=None)[source]

	




	
get_send_workflow_event_task(event, event_type, args, additional_context=None)[source]

	




	
get_task(workflow_task, queue=None, target=None)[source]

	




	
operation_cloudify_context

	




	
get_set_state_task(workflow_node_instance, state)[source]

	




	
get_get_state_task(workflow_node_instance)[source]

	




	
send_workflow_event(event_type, message=None, args=None, additional_context=None)[source]

	




	
download_blueprint_resource(resource_path, target_path=None)[source]

	








	
class cloudify.workflows.workflow_context.Modification(workflow_ctx, modification)[source]

	Bases: object


	
added

	



	Returns:	Added and related nodes


	Return type:	ModificationNodes










	
removed

	



	Returns:	Removed and related nodes


	Return type:	ModificationNodes










	
id

	




	
finish()[source]

	Finish deployment modification process






	
rollback()[source]

	Rollback deployment modification process










	
class cloudify.workflows.workflow_context.ModificationNodes(modification, raw_nodes, raw_node_instances)[source]

	Bases: cloudify.workflows.workflow_context.WorkflowNodesAndInstancesContainer






	
class cloudify.workflows.workflow_context.WorkflowDeploymentContext(cloudify_context, workflow_ctx)[source]

	Bases: cloudify.context.DeploymentContext


	
start_modification(nodes)[source]

	Start deployment modification process





	Parameters:	nodes – Modified nodes specification


	Returns:	Workflow modification wrapper


	Return type:	Modification














	
cloudify.workflows.workflow_context.task_config(fn=None, **arguments)[source]
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########
# Copyright (c) 2013 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.


[docs]class NonRecoverableError(Exception):
    """
    An error raised by plugins to denote that no retry should be attempted by
    by the executing workflow engine.
    """
    pass



[docs]class RecoverableError(Exception):
    """
    An error raised by plugins to explicitly denote that this is a recoverable
    error (note that this is the default behavior). It is possible specifying
    how many seconds should pass before a retry is attempted thus overriding
    the bootstrap context configuration parameter:
    ``cloudify.workflows.retry_interval``

    :param retry_after: How many seconds should the workflow engine wait
                        before re-executing the task the raised this
                        exception. (only applies when the workflow engine
                        decides that this task should be retried)
    """

    def __init__(self, message=None, retry_after=None):
        message = message or ''
        if retry_after is not None:
            message = '{0} [retry_after={1}]'.format(message, retry_after)
        super(RecoverableError, self).__init__(message)
        self.retry_after = retry_after



[docs]class OperationRetry(RecoverableError):
    """
    An error raised internally when an operation uses the ctx.operation.retry
    API for specifying that an operation should be retried.
    """
    def __init__(self, message=None, retry_after=None):
        super(OperationRetry, self).__init__(message, retry_after)



[docs]class HttpException(NonRecoverableError):
    """
    Wraps HTTP based exceptions that may be raised.

    :param url: The url the request was made to.
    :param code: The response status code.
    :param message: The underlying reason for the error.

    """

    def __init__(self, url, code, message):
        self.url = url
        self.code = code
        self.message = message
        super(HttpException, self).__init__(str(self))

    def __str__(self):
        return "{0} ({1}) : {2}".format(self.code, self.url, self.message)



[docs]class CommandExecutionError(RuntimeError):

    """
    Indicates a command failed to execute. note that this is different than
    the CommandExecutionException in that in this case, the command
    execution did not even start, and therefore there is not return code or
    stdout output.

    :param command: The command executed
    :param error: the error preventing the command from executing
    """

    def __init__(self, command, error=None):
        self.command = command
        self.error = error
        super(RuntimeError, self).__init__(self.__str__())

    def __str__(self):
        return "Failed executing command: {0}." \
               "\nerror: {1}".format(self.command, self.error)



[docs]class CommandExecutionException(Exception):

    """
    Indicates a command was executed, however some sort of error happened,
    resulting in a non-zero return value of the process.

    :param command: The command executed
    :param code: process exit code
    :param error: process stderr output
    :param output: process stdout output
    """

    def __init__(self, command, error, output, code):
        self.command = command
        self.error = error
        self.code = code
        self.output = output
        Exception.__init__(self, self.__str__())

    def __str__(self):
        return "Command '{0}' executed with an error." \
               "\ncode: {1}" \
               "\nerror: {2}" \
               "\noutput: {3}" \
            .format(self.command, self.code,
                    self.error or None,
                    self.output or None)



[docs]class TimeoutException(Exception):
    """Indicates some kind of timeout happened."""
    def __init__(self, *args):
        Exception.__init__(self, args)



[docs]class ProcessExecutionError(RuntimeError):
    """Raised by the workflow engine when workflow execution fails."""

    def __init__(self, message, error_type=None, traceback=None):
        super(Exception, self).__init__(message)
        self.error_type = error_type
        self.traceback = traceback

    def __str__(self):
        if self.error_type:
            return '{0}: {1}'.format(self.error_type, self.message)
        return self.message
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########
# Copyright (c) 2014 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.


from cloudify.context import (CloudifyContext,
                              ContextCapabilities,
                              BootstrapContext)
from cloudify.utils import setup_logger


[docs]class MockNodeInstanceContext(object):

    def __init__(self, id=None, runtime_properties=None):
        self._id = id
        self._runtime_properties = runtime_properties

    @property
    def id(self):
        return self._id

    @property
    def runtime_properties(self):
        return self._runtime_properties

[docs]    def update(self):
        pass




[docs]class MockNodeContext(object):

    def __init__(self, id=None, properties=None):
        self._id = id
        self._properties = properties

    @property
    def id(self):
        return self._id

    @property
    def name(self):
        return self._id

    @property
    def properties(self):
        return self._properties



[docs]class MockContext(dict):

    def __init__(self, values=None):
        self.update(values or {})

    def __getattr__(self, item):
        return self[item]



[docs]class MockCloudifyContext(CloudifyContext):
    """
    Cloudify context mock that can be used when testing Cloudify plugins.
    """

    def __init__(self,
                 node_id=None,
                 node_name=None,
                 blueprint_id=None,
                 deployment_id=None,
                 execution_id=None,
                 properties=None,
                 runtime_properties=None,
                 capabilities=None,
                 related=None,
                 source=None,
                 target=None,
                 operation=None,
                 resources=None,
                 provider_context=None,
                 bootstrap_context=None):
        super(MockCloudifyContext, self).__init__({
            'blueprint_id': blueprint_id,
            'deployment_id': deployment_id,
            'node_id': node_id,
            'node_name': node_name,
            'node_properties': properties,
            'operation': operation})
        self._node_id = node_id
        self._node_name = node_name
        self._deployment_id = deployment_id
        self._execution_id = execution_id
        self._properties = properties or {}
        self._runtime_properties = runtime_properties or {}
        self._resources = resources or {}
        self._source = source
        self._target = target
        if capabilities and not isinstance(capabilities, ContextCapabilities):
            raise ValueError(
                "MockCloudifyContext(capabilities=?) must be "
                "instance of ContextCapabilities, not {0}".format(
                    capabilities))
        self._related = related
        self._provider_context = provider_context or {}
        self._bootstrap_context = bootstrap_context or BootstrapContext({})
        self._mock_context_logger = setup_logger('mock-context-logger')
        if node_id:
            self._instance = MockNodeInstanceContext(
                id=node_id,
                runtime_properties=self._runtime_properties)
            self._capabilities = capabilities or ContextCapabilities(
                self._endpoint, self._instance)
            self._node = MockNodeContext(node_name, properties)
        if self._source is None and self._target:
            self._source = MockContext({
                'instance': None,
                'node': None
            })

    @property
    def execution_id(self):
        return self._execution_id

    @property
    def capabilities(self):
        return self._capabilities

    @property
    def logger(self):
        return self._mock_context_logger

    @property
    def provider_context(self):
        return self._provider_context

    @property
    def bootstrap_context(self):
        return self._bootstrap_context

[docs]    def download_resource(self, resource_path, target_path=None):
        if target_path:
            raise RuntimeError("MockCloudifyContext does not support "
                               "download_resource() with target_path yet")
        if resource_path not in self._resources:
            raise RuntimeError(
                "Resource '{0}' was not found. "
                "Available resources: {1}".format(resource_path,
                                                  self._resources.keys()))
        return self._resources[resource_path]


[docs]    def get_resource(self, resource_path):
        raise RuntimeError('get_resource() not implemented in context mock')


    def __contains__(self, key):
        return key in self._properties or key in self._runtime_properties

    def __setitem__(self, key, value):
        self._runtime_properties[key] = value

    def __getitem__(self, key):
        if key in self._properties:
            return self._properties[key]
        return self._runtime_properties[key]
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########
# Copyright (c) 2014 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.

import warnings

from cloudify.endpoint import ManagerEndpoint, LocalEndpoint
from cloudify.logs import init_cloudify_logger
from cloudify import constants
from cloudify import exceptions
from cloudify import utils


DEPLOYMENT = 'deployment'
NODE_INSTANCE = 'node-instance'
RELATIONSHIP_INSTANCE = 'relationship-instance'


[docs]class ContextCapabilities(object):
    """Maps from instance relationship target ids to their respective
    runtime properties
    """
    def __init__(self, endpoint, instance):
        self._endpoint = endpoint
        self.instance = instance
        self._relationship_runtimes = None

    def _find_item(self, key):
        """
        Returns the capability for the provided key by iterating through all
        dependency nodes available capabilities.
        """
        ls = [caps for caps in self._capabilities.values() if key in caps]
        if len(ls) == 0:
            return False, None
        if len(ls) > 1:
            raise exceptions.NonRecoverableError(
                "'{0}' capability ambiguity [capabilities={1}]".format(
                    key, self._capabilities))
        return True, ls[0][key]

    def __getitem__(self, key):
        found, value = self._find_item(key)
        if not found:
            raise exceptions.NonRecoverableError(
                "capability '{0}' not found [capabilities={1}]".format(
                    key, self._capabilities))
        return value

    def __contains__(self, key):
        found, _ = self._find_item(key)
        return found

[docs]    def get_all(self):
        """Returns all capabilities as dict."""
        return self._capabilities


    def __str__(self):
        return ('<' + self.__class__.__name__ + ' ' +
                str(self._capabilities) + '>')

    @property
    def _capabilities(self):
        if self._relationship_runtimes is None:
            self._relationship_runtimes = {}
            for relationship in self.instance.relationships:
                self._relationship_runtimes.update({
                    relationship.target.instance.id:
                    relationship.target.instance.runtime_properties
                })
        return self._relationship_runtimes



[docs]class CommonContext(object):

    def __init__(self, ctx=None):
        self._context = ctx or {}
        self._local = ctx.get('local', False)
        if self._local:
            # there are times when this instance is instantiated merely for
            # accessing the attributes so we can tolerate no storage (such is
            # the case in logging)
            self._endpoint = LocalEndpoint(self, ctx.get('storage'))
        else:
            self._endpoint = ManagerEndpoint(self)

        self.blueprint = BlueprintContext(self._context)
        self.deployment = DeploymentContext(self._context)



[docs]class BootstrapContext(object):
    """
    Holds bootstrap context that was posted to the rest service. (usually
    during the bootstrap process).
    """

[docs]    class PolicyEngine(object):
        """Cloudify policy engine related configuration"""

        def __init__(self, policy_engine):
            self._policy_engine = policy_engine

        @property
        def start_timeout(self):
            """
            Returns the number of seconds to wait for the policy engine
            to start
            """
            return self._policy_engine.get('start_timeout')


[docs]    class CloudifyAgent(object):
        """Cloudify agent related bootstrap context properties."""

        def __init__(self, cloudify_agent):
            self._cloudify_agent = cloudify_agent

        @property
        def min_workers(self):
            """Returns the minimum number of workers for agent hosts."""
            return self._cloudify_agent.get('min_workers')

        @property
        def max_workers(self):
            """Returns the maximum number of workers for agent hosts."""
            return self._cloudify_agent.get('max_workers')

        @property
        def user(self):
            """
            Returns the username used when SSH-ing during agent
            installation.
            """
            return self._cloudify_agent.get('user')

        @property
        def remote_execution_port(self):
            """
            Returns the port used when SSH-ing during agent
            installation.
            """
            return self._cloudify_agent.get('remote_execution_port')

        @property
        def agent_key_path(self):
            """
            Returns the path to the key file on the management machine
            used when SSH-ing during agent installation.
            """
            return self._cloudify_agent.get('agent_key_path')

        @property
        def broker_ip(self):
            """
            Returns the IP for connecting to rabbit.
            An empty string should result in clients using the manager IP.
            """
            return self._cloudify_agent.get('broker_ip')

        @property
        def broker_user(self):
            """
            Returns the username for connecting to rabbit.
            """
            return self._cloudify_agent.get('broker_user')

        @property
        def broker_pass(self):
            """
            Returns the password for connecting to rabbit.
            """
            return self._cloudify_agent.get('broker_pass')

        @property
        def broker_ssl_enabled(self):
            """
            Returns whether SSL is enabled for connecting to rabbit.
            """
            return self._cloudify_agent.get('broker_ssl_enabled')

        @property
        def broker_ssl_cert(self):
            """
            Returns the SSL public cert for connecting to rabbit.
            """
            return self._cloudify_agent.get('broker_ssl_cert')


    def __init__(self, bootstrap_context):
        self._bootstrap_context = bootstrap_context

        cloudify_agent = bootstrap_context.get('cloudify_agent', {})
        policy_engine = bootstrap_context.get('policy_engine', {})
        self._cloudify_agent = self.CloudifyAgent(cloudify_agent)
        self._policy_engine = self.PolicyEngine(policy_engine)

    @property
    def cloudify_agent(self):
        """
        Returns Cloudify agent related bootstrap context data

        :rtype: CloudifyAgent
        """
        return self._cloudify_agent

    @property
    def policy_engine(self):
        """
        Returns Cloudify policy engine related bootstrap context data

        :rtype: PolicyEngine
        """
        return self._policy_engine

    @property
    def resources_prefix(self):
        """
        Returns the resources prefix that was configured during bootstrap.
        An empty string is returned if the resources prefix was not configured.
        """
        return self._bootstrap_context.get('resources_prefix', '')



[docs]class EntityContext(object):

    def __init__(self, context, **_):
        self._context = context



[docs]class BlueprintContext(EntityContext):

    @property
    def id(self):
        """The blueprint id the plugin invocation belongs to."""
        return self._context.get('blueprint_id')



[docs]class DeploymentContext(EntityContext):

    @property
    def id(self):
        """The deployment id the plugin invocation belongs to."""
        return self._context.get('deployment_id')



[docs]class NodeContext(EntityContext):

    def __init__(self, *args, **kwargs):
        super(NodeContext, self).__init__(*args, **kwargs)
        self._endpoint = kwargs['endpoint']
        self._node = None

    def _get_node_if_needed(self):
        if self._node is None:
            self._node = self._endpoint.get_node(self.id)
            props = self._node.get('properties', {})
            self._node['properties'] = ImmutableProperties(props)

    @property
    def id(self):
        """The node's id"""
        return self.name

    @property
    def name(self):
        """The node's name"""
        return self._context.get('node_name')

    @property
    def properties(self):
        """The node properties as dict (read-only).
        These properties are the properties specified in the blueprint.
        """
        self._get_node_if_needed()
        return self._node.properties

    @property
    def type(self):
        """The node's type"""
        self._get_node_if_needed()
        return self._node.type

    @property
    def type_hierarchy(self):
        """The node's type hierarchy"""
        self._get_node_if_needed()
        return self._node.type_hierarchy



[docs]class NodeInstanceContext(EntityContext):

    def __init__(self, *args, **kwargs):
        super(NodeInstanceContext, self).__init__(*args, **kwargs)
        self._endpoint = kwargs['endpoint']
        self._node = kwargs['node']
        self._modifiable = kwargs['modifiable']
        self._node_instance = None
        self._host_ip = None
        self._relationships = None

    def _get_node_instance_if_needed(self):
        if self._node_instance is None:
            self._node_instance = self._endpoint.get_node_instance(self.id)
            self._node_instance.runtime_properties.modifiable = \
                self._modifiable

    @property
    def id(self):
        """The node instance id."""
        return self._context.get('node_id')

    @property
    def runtime_properties(self):
        """The node instance runtime properties as a dict (read-only).

        Runtime properties are properties set during the node instance's
        lifecycle.
        Retrieving runtime properties involves a call to Cloudify's storage.
        """
        self._get_node_instance_if_needed()
        return self._node_instance.runtime_properties

[docs]    def update(self):
        """
        Stores new/updated runtime properties for the node instance in context
        in Cloudify's storage.

        This method should be invoked only if its necessary to immediately
        update Cloudify's storage with changes. Otherwise, the method is
        automatically invoked as soon as the task execution is over.
        """
        if self._node_instance is not None and self._node_instance.dirty:
            self._endpoint.update_node_instance(self._node_instance)
            self._node_instance = None


    def _get_node_instance_ip_if_needed(self):
        self._get_node_instance_if_needed()
        if self._host_ip is None:
            if self.id == self._node_instance.host_id:
                self._host_ip = self._endpoint.get_host_node_instance_ip(
                    host_id=self.id,
                    properties=self._node.properties,
                    runtime_properties=self.runtime_properties)
            else:
                self._host_ip = self._endpoint.get_host_node_instance_ip(
                    host_id=self._node_instance.host_id)

    @property
    def host_ip(self):
        """
        Returns the node instance host ip address.

        This values is derived by reading the ``host_id`` from the relevant
        node instance and then reading its ``ip`` runtime property or its
        node_state ``ip`` property.
        """

        self._get_node_instance_ip_if_needed()
        return self._host_ip

    @property
    def relationships(self):
        """Returns a list of this instance relationships

        :return: list of RelationshipContext
        :rtype: list
        """
        self._get_node_instance_if_needed()
        if self._relationships is None:
            self._relationships = [
                RelationshipContext(relationship, self._endpoint, self._node)
                for relationship in self._node_instance.relationships]
        return self._relationships



[docs]class RelationshipContext(EntityContext):
    """Holds relationship instance data"""

    def __init__(self, relationship_context, endpoint, node):
        super(RelationshipContext, self).__init__(relationship_context)
        self._node = node
        target_context = {
            'node_name': relationship_context['target_name'],
            'node_id': relationship_context['target_id']
        }
        self._target = RelationshipSubjectContext(target_context, endpoint,
                                                  modifiable=False)
        self._type_hierarchy = None

    @property
    def target(self):
        """Returns a holder for target node and target instance

        :rtype: RelationshipSubjectContext
        """
        return self._target

    @property
    def type(self):
        """The relationship type"""
        return self._context.get('type')

    @property
    def type_hierarchy(self):
        """The relationship type hierarchy"""
        if self._type_hierarchy is None:
            self._node._get_node_if_needed()
            node_relationships = self._node._node.relationships
            self._type_hierarchy = [
                r for r in node_relationships if
                r['type'] == self.type][0]['type_hierarchy']
        return self._type_hierarchy



[docs]class RelationshipSubjectContext(object):
    """Holds reference to node and node instance.

    Obtained in relationship operations by `ctx.source` and `ctx.target`, and
    by iterating instance relationships and for each relationship, reading
    `relationship.target`
    """

    def __init__(self, context, endpoint, modifiable):
        self._context = context
        self.node = NodeContext(context,
                                endpoint=endpoint)
        self.instance = NodeInstanceContext(context,
                                            endpoint=endpoint,
                                            node=self.node,
                                            modifiable=modifiable)



[docs]class CloudifyContext(CommonContext):
    """
    A context object passed to plugins tasks invocations.
    The context object is used in plugins when interacting with
    the Cloudify environment::

        from cloudify import ctx

        @operation
        def my_start(**kwargs):
            # port is a property that was configured on the current instance's
            # node
            port = ctx.node.properties['port']
            start_server(port=port)

    """
    def __init__(self, ctx=None):
        super(CloudifyContext, self).__init__(ctx=ctx)

        self._logger = None
        self._provider_context = None
        self._bootstrap_context = None
        self._host_ip = None
        self._node = None
        self._instance = None
        self._source = None
        self._target = None
        self._operation = OperationContext(self._context.get('operation', {}))
        self._agent = CloudifyAgentContext(self)

        capabilities_node_instance = None
        if 'related' in self._context:
            if self._context['related']['is_target']:
                source_context = self._context
                target_context = self._context['related']
            else:
                source_context = self._context['related']
                target_context = self._context
            self._source = RelationshipSubjectContext(source_context,
                                                      self._endpoint,
                                                      modifiable=True)
            self._target = RelationshipSubjectContext(target_context,
                                                      self._endpoint,
                                                      modifiable=True)
            if self._context['related']['is_target']:
                capabilities_node_instance = self._source.instance
            else:
                capabilities_node_instance = self._target.instance

        elif self._context.get('node_id'):
            self._node = NodeContext(self._context,
                                     endpoint=self._endpoint)
            self._instance = NodeInstanceContext(self._context,
                                                 endpoint=self._endpoint,
                                                 node=self._node,
                                                 modifiable=True)
            capabilities_node_instance = self._instance

        self._capabilities = ContextCapabilities(self._endpoint,
                                                 capabilities_node_instance)

    def _verify_in_node_context(self):
        if self.type != NODE_INSTANCE:
            raise exceptions.NonRecoverableError(
                'ctx.node/ctx.instance can only be used in a {0} context but '
                'used in a {1} context.'.format(NODE_INSTANCE, self.type))

    def _verify_in_relationship_context(self):
        if self.type != RELATIONSHIP_INSTANCE:
            raise exceptions.NonRecoverableError(
                'ctx.source/ctx.target can only be used in a {0} context but '
                'used in a {1} context.'.format(RELATIONSHIP_INSTANCE,
                                                self.type))

    def _verify_in_node_or_relationship_context(self):
        if self.type not in [NODE_INSTANCE, RELATIONSHIP_INSTANCE]:
            raise exceptions.NonRecoverableError(
                'capabilities can only be used in a {0}/{1} context but '
                'used in a {2} context.'.format(NODE_INSTANCE,
                                                RELATIONSHIP_INSTANCE,
                                                self.type))

    @property
    def instance(self):
        """The node instance the operation is executed for.

        This property is only relevant for NODE_INSTANCE context operations.
        """
        self._verify_in_node_context()
        return self._instance

    @property
    def node(self):
        """The node the operation is executed for.

        This property is only relevant for NODE_INSTANCE context operations.
        """
        self._verify_in_node_context()
        return self._node

    @property
    def source(self):
        """Provides access to the relationship's operation source node and
        node instance.

        This property is only relevant for relationship operations.
        """
        self._verify_in_relationship_context()
        return self._source

    @property
    def target(self):
        """Provides access to the relationship's operation target node and
        node instance.

        This property is only relevant for relationship operations.
        """
        self._verify_in_relationship_context()
        return self._target

    @property
    def type(self):
        """The type of this context.

        Available values:

        - DEPLOYMENT
        - NODE_INSTANCE
        - RELATIONSHIP_INSTANCE
        """
        if self._source:
            return RELATIONSHIP_INSTANCE
        if self._instance:
            return NODE_INSTANCE
        return DEPLOYMENT

    @property
    def execution_id(self):
        """
        The workflow execution id the plugin invocation was requested from.
        This is a unique value which identifies a specific workflow execution.
        """
        return self._context.get('execution_id')

    @property
    def workflow_id(self):
        """
        The workflow id the plugin invocation was requested from.
        For example:

         ``install``, ``uninstall`` etc...
        """
        return self._context.get('workflow_id')

    @property
    def task_id(self):
        """The plugin's task invocation unique id."""
        return self._context.get('task_id')

    @property
    def task_name(self):
        """The full task name of the invoked task."""
        return self._context.get('task_name')

    @property
    def task_target(self):
        """The task target (celery worker name)."""
        return self._context.get('task_target')

    @property
    def task_queue(self):
        """The task target (celery queue name)."""
        return self._context.get('task_queue')

    @property
    def plugin(self):
        """The plugin name of the invoked task."""
        return self._context.get('plugin')

    @property
    def operation(self):
        """
        The current operation context.
        """
        return self._operation

    @property
    def agent(self):
        self._verify_in_node_context()
        if constants.COMPUTE_NODE_TYPE not in self.node.type_hierarchy:
            raise exceptions.NonRecoverableError(
                'ctx.agent can only be used with compute nodes but current '
                'node is of type: {0}'.format(self.node.type))
        return self._agent

    @property
    def capabilities(self):
        """Maps from instance relationship target ids to their respective
        runtime properties

        NOTE: This feature is deprecated, use 'instance.relationships' instead.
        """
        self._verify_in_node_or_relationship_context()
        warnings.warn('capabilities is deprecated, use instance.relationships'
                      'instead', DeprecationWarning)
        return self._capabilities

    @property
    def logger(self):
        """
        A Cloudify context aware logger.

        Use this logger in order to index logged messages in ElasticSearch
        using logstash.
        """
        if self._logger is None:
            self._logger = self._init_cloudify_logger()
        return self._logger

    @property
    def bootstrap_context(self):
        """
        System context provided during the bootstrap process

        :rtype: BootstrapContext
        """
        if self._bootstrap_context is None:
            context = self._endpoint.get_bootstrap_context()
            self._bootstrap_context = BootstrapContext(context)
        return self._bootstrap_context

[docs]    def send_event(self, event):
        """
        Send an event to rabbitmq

        :param event: the event message
        """
        self._endpoint.send_plugin_event(message=event)


    @property
    def provider_context(self):
        """Gets provider context which contains provider specific metadata."""
        if self._provider_context is None:
            self._provider_context = self._endpoint.get_provider_context()
        return self._provider_context

[docs]    def get_resource(self,
                     resource_path):
        """
        Retrieves a resource bundled with the blueprint as a string.

        :param resource_path: the path to the resource. Note that this path is
                              relative to the blueprint file which was
                              uploaded.
        """

        return self._endpoint.get_blueprint_resource(
            blueprint_id=self.blueprint.id,
            resource_path=resource_path)


[docs]    def get_resource_and_render(self,
                                resource_path,
                                template_variables=None):
        """
        Like get_resource, but also renders the resource according
        to template_variables.
        This context is added to template_variables.

        :param template_variables: according to this dict the
                                   resource will be rendered.
        """

        template_variables = self._add_context_to_template_variables(
            template_variables)
        return self._endpoint.get_blueprint_resource(
            blueprint_id=self.blueprint.id,
            resource_path=resource_path,
            template_variables=template_variables)


[docs]    def download_resource(self,
                          resource_path,
                          target_path=None):
        """
        Retrieves a resource bundled with the blueprint and saves it under a
        local file.

        :param resource_path: the path to the resource. Note that this path is
                              relative to the blueprint file which was
                              uploaded.

        :param target_path: optional local path (including filename) to store
                            the resource at on the local file system.
                            If missing, the location will be a tempfile with a
                            generated name.

        :returns: The path to the resource on the local file system (identical
                  to target_path parameter if used).

                  raises an ``cloudify.exceptions.HttpException``

        :raises: ``cloudify.exceptions.HttpException`` on any kind
                 of HTTP Error.

        :raises: ``IOError`` if the resource
                 failed to be written to the local file system.

        """

        return self._endpoint.download_blueprint_resource(
            blueprint_id=self.blueprint.id,
            resource_path=resource_path,
            logger=self.logger,
            target_path=target_path)


[docs]    def download_resource_and_render(self,
                                     resource_path,
                                     target_path=None,
                                     template_variables=None):
        """
        Like download_resource, but also renders the resource according
        to template_variables.
        This context is added to template_variables.

        :param template_variables: according to this dict the resource
                                   will be rendered.

        """

        template_variables = self._add_context_to_template_variables(
            template_variables)
        return self._endpoint.download_blueprint_resource(
            blueprint_id=self.blueprint.id,
            resource_path=resource_path,
            logger=self.logger,
            target_path=target_path,
            template_variables=template_variables)


    def _init_cloudify_logger(self):
        logger_name = self.task_id if self.task_id is not None \
            else 'cloudify_plugin'
        handler = self._endpoint.get_logging_handler()
        return init_cloudify_logger(handler, logger_name)

    def _add_context_to_template_variables(self, template_variables):

        if template_variables:
            if 'ctx' in template_variables:
                raise exceptions.NonRecoverableError(
                    'Key not allowed - a key named '
                    'ctx is in template_variables')
        else:
            template_variables = {}

        template_variables['ctx'] = self
        return template_variables



[docs]class OperationContext(object):

    def __init__(self, operation_context):
        self._operation_context = operation_context or {}
        if not isinstance(self._operation_context, dict):
            raise exceptions.NonRecoverableError(
                'operation_context is expected to be a dict but is:'
                '{0}'.format(self._operation_context))
        self._operation_retry = None

    @property
    def name(self):
        """The name of the operation."""
        return self._operation_context.get('name')

    @property
    def retry_number(self):
        """The retry number (relevant for retries and recoverable errors)."""
        return self._operation_context.get('retry_number')

    @property
    def max_retries(self):
        """The maximum number of retries the operation can have."""
        return self._operation_context.get('max_retries')

[docs]    def retry(self, message=None, retry_after=None):
        """Specifies that this operation should be retried.

        Usage:
          return ctx.operation.retry(message='...', retry_after=1000)

        :param message A text message containing information about the reason
                       for retrying the operation.
        :param retry_after How many seconds should the workflow engine wait
                           before re-executing the operation.
        """
        self._operation_retry = exceptions.OperationRetry(
            message=message,
            retry_after=retry_after)




[docs]class CloudifyAgentContext(object):

    def __init__(self, context):
        self.context = context

[docs]    def init_script(self, agent_config=None):
        if (utils.internal.get_install_method(
                self.context.node.properties) not in
                constants.AGENT_INSTALL_METHODS_SCRIPTS):
            return None
        try:
            from cloudify_agent.installer import script
        except ImportError as e:
            raise exceptions.NonRecoverableError(
                'init_script cannot be used outside of an agent environment: '
                'ImportError: {0}'.format(e))
        return script.init_script(cloudify_agent=agent_config)




class ImmutableProperties(dict):
    """
    Of course this is not actually immutable, but it is good enough to provide
    an API that will tell you you're doing something wrong if you try updating
    the static node properties in the normal way.
    """

    @staticmethod
    def _raise():
        raise exceptions.NonRecoverableError(
            'Cannot override read only properties')

    def __setitem__(self, key, value):
        self._raise()

    def __delitem__(self, key):
        self._raise()

    def update(self, E=None, **F):
        self._raise()

    def clear(self):
        self._raise()

    def pop(self, k, d=None):
        self._raise()

    def popitem(self):
        self._raise()
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########
# Copyright (c) 2013 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.


import sys
import time
import threading
import logging
import json
import datetime

from cloudify.amqp_client import create_client
from cloudify.event import Event
from cloudify import broker_config

EVENT_CLASS = Event

# A thread local for storing a separate amqp client for each thread
clients = threading.local()


[docs]def message_context_from_cloudify_context(ctx):
    """Build a message context from a CloudifyContext instance"""
    from cloudify.context import NODE_INSTANCE, RELATIONSHIP_INSTANCE

    context = {
        'blueprint_id': ctx.blueprint.id,
        'deployment_id': ctx.deployment.id,
        'execution_id': ctx.execution_id,
        'workflow_id': ctx.workflow_id,
        'task_id': ctx.task_id,
        'task_name': ctx.task_name,
        'task_queue': ctx.task_queue,
        'task_target': ctx.task_target,
        'operation': ctx.operation.name,
        'plugin': ctx.plugin,
    }
    if ctx.type == NODE_INSTANCE:
        context['node_id'] = ctx.instance.id
        context['node_name'] = ctx.node.name
    elif ctx.type == RELATIONSHIP_INSTANCE:
        context['source_id'] = ctx.source.instance.id
        context['source_name'] = ctx.source.node.name
        context['target_id'] = ctx.target.instance.id
        context['target_name'] = ctx.target.node.name

    return context



[docs]def message_context_from_workflow_context(ctx):
    """Build a message context from a CloudifyWorkflowContext instance"""
    return {
        'blueprint_id': ctx.blueprint.id,
        'deployment_id': ctx.deployment.id,
        'execution_id': ctx.execution_id,
        'workflow_id': ctx.workflow_id,
    }



[docs]def message_context_from_sys_wide_wf_context(ctx):
    """Build a message context from a CloudifyWorkflowContext instance"""
    return {
        'blueprint_id': None,
        'deployment_id': None,
        'execution_id': ctx.execution_id,
        'workflow_id': ctx.workflow_id,
    }



[docs]def message_context_from_workflow_node_instance_context(ctx):
    """Build a message context from a CloudifyWorkflowNode instance"""
    message_context = message_context_from_workflow_context(ctx.ctx)
    message_context.update({
        'node_name': ctx.node_id,
        'node_id': ctx.id,
    })
    return message_context



[docs]class CloudifyBaseLoggingHandler(logging.Handler):
    """A base handler class for writing log messages to RabbitMQ"""

    def __init__(self, ctx, out_func, message_context_builder):
        logging.Handler.__init__(self)
        self.context = message_context_builder(ctx)
        # Real context required if using AMQP
        self.ctx = ctx
        if _is_system_workflow(ctx):
            out_func = stdout_log_out
        elif out_func is None:
            out_func = amqp_log_out

        self.out_func = out_func

[docs]    def flush(self):
        pass


[docs]    def emit(self, record):
        message = self.format(record)
        log = {
            'context': self.context,
            'logger': record.name,
            'level': record.levelname.lower(),
            'message': {
                'text': message
            }
        }

        self.out_func(log, self.ctx)




[docs]class CloudifyPluginLoggingHandler(CloudifyBaseLoggingHandler):
    """A handler class for writing plugin log messages to RabbitMQ"""
    def __init__(self, ctx, out_func=None):
        CloudifyBaseLoggingHandler.__init__(
            self, ctx, out_func, message_context_from_cloudify_context)



[docs]class CloudifyWorkflowLoggingHandler(CloudifyBaseLoggingHandler):
    """A Handler class for writing workflow log messages to RabbitMQ"""
    def __init__(self, ctx, out_func=None):
        CloudifyBaseLoggingHandler.__init__(
            self, ctx, out_func, message_context_from_workflow_context)



[docs]class SystemWideWorkflowLoggingHandler(CloudifyBaseLoggingHandler):
    """Class for writing system-wide workflow log messages to RabbitMQ"""
    def __init__(self, ctx, out_func=None):
        CloudifyBaseLoggingHandler.__init__(
            self, ctx, out_func, message_context_from_sys_wide_wf_context)



[docs]class CloudifyWorkflowNodeLoggingHandler(CloudifyBaseLoggingHandler):
    """A Handler class for writing workflow nodes log messages to RabbitMQ"""
    def __init__(self, ctx, out_func=None):
        CloudifyBaseLoggingHandler.__init__(
            self, ctx, out_func,
            message_context_from_workflow_node_instance_context)



[docs]def init_cloudify_logger(handler, logger_name,
                         logging_level=logging.INFO):
    """
    Instantiate an amqp backed logger based on the provided handler
    for sending log messages to RabbitMQ

    :param handler: A logger handler based on the context
    :param logger_name: The logger name
    :param logging_level: The logging level
    :return: An amqp backed logger
    """

    # TODO: somehow inject logging level (no one currently passes
    # logging_level)
    logger = logging.getLogger(logger_name)
    logger.setLevel(logging_level)
    for h in logger.handlers:
        logger.removeHandler(h)
    handler.setFormatter(logging.Formatter("%(message)s"))
    logger.propagate = True
    logger.addHandler(handler)
    return logger



[docs]def send_workflow_event(ctx, event_type,
                        message=None,
                        args=None,
                        additional_context=None,
                        out_func=None):
    """Send a workflow event to RabbitMQ

    :param ctx: A CloudifyWorkflowContext instance
    :param event_type: The event type
    :param message: The message
    :param args: additional arguments that may be added to the message
    :param additional_context: additional context to be added to the context
    """
    _send_event(ctx, 'workflow', event_type, message, args,
                additional_context, out_func)



[docs]def send_sys_wide_wf_event(ctx, event_type, message=None, args=None,
                           additional_context=None, out_func=None):
    """Send a workflow event to RabbitMQ

    :param ctx: A CloudifySystemWideWorkflowContext instance
    :param event_type: The event type
    :param message: The message
    :param args: additional arguments that may be added to the message
    :param additional_context: additional context to be added to the context
    """
    _send_event(ctx, 'system_wide_workflow', event_type, message, args,
                additional_context, out_func)



[docs]def send_workflow_node_event(ctx, event_type,
                             message=None,
                             args=None,
                             additional_context=None,
                             out_func=None):
    """Send a workflow node event to RabbitMQ

    :param ctx: A CloudifyWorkflowNode instance
    :param event_type: The event type
    :param message: The message
    :param args: additional arguments that may be added to the message
    :param additional_context: additional context to be added to the context
    """
    _send_event(ctx, 'workflow_node', event_type, message, args,
                additional_context, out_func)



[docs]def send_plugin_event(ctx,
                      message=None,
                      args=None,
                      additional_context=None,
                      out_func=None):
    """Send a plugin event to RabbitMQ

    :param ctx: A CloudifyContext instance
    :param message: The message
    :param args: additional arguments that may be added to the message
    :param additional_context: additional context to be added to the context
    """
    _send_event(ctx, 'plugin', 'plugin_event', message, args,
                additional_context, out_func)



[docs]def send_task_event(cloudify_context,
                    event_type,
                    message=None,
                    args=None,
                    additional_context=None,
                    out_func=None):
    """Send a task event to RabbitMQ

    :param cloudify_context: a __cloudify_context struct as passed to
                             operations
    :param event_type: The event type
    :param message: The message
    :param args: additional arguments that may be added to the message
    :param additional_context: additional context to be added to the context
    """
    # import here to avoid cyclic dependencies
    from cloudify.context import CloudifyContext
    _send_event(CloudifyContext(cloudify_context),
                'task', event_type, message, args,
                additional_context,
                out_func)



def _send_event(ctx, context_type, event_type,
                message, args, additional_context,
                out_func):
    if _is_system_workflow(ctx):
        out_func = stdout_event_out
    elif out_func is None:
        out_func = amqp_event_out

    if context_type in ['plugin', 'task']:
        message_context = message_context_from_cloudify_context(
            ctx)
    elif context_type == 'workflow':
        message_context = message_context_from_workflow_context(ctx)
    elif context_type == 'workflow_node':
        message_context = message_context_from_workflow_node_instance_context(
            ctx)
    elif context_type == 'system_wide_workflow':
        message_context = message_context_from_sys_wide_wf_context(ctx)
    else:
        raise RuntimeError('Invalid context_type: {0}'.format(context_type))

    additional_context = additional_context or {}
    message_context.update(additional_context)

    event = {
        'event_type': event_type,
        'context': message_context,
        'message': {
            'text': message,
            'arguments': args
        }
    }

    out_func(event, ctx)


[docs]def populate_base_item(item, message_type):
    timezone = time.strftime("%z", time.gmtime())
    timestamp = str(datetime.datetime.now())[0:-3] + timezone
    item['timestamp'] = timestamp
    item['message_code'] = None
    item['type'] = message_type



[docs]def amqp_event_out(event, ctx):
    try:
        populate_base_item(event, 'cloudify_event')
        _amqp_client(ctx).publish_event(event)
    except BaseException as e:
        error_logger = logging.getLogger('cloudify_events')
        error_logger.warning('Error publishing event to RabbitMQ ['
                             'message={0}, event={1}]'
                             .format(e.message, json.dumps(event)))



[docs]def amqp_log_out(log, ctx):
    try:
        populate_base_item(log, 'cloudify_log')
        _amqp_client(ctx).publish_log(log)
    except BaseException as e:
        error_logger = logging.getLogger('cloudify_celery')
        error_logger.warning('Error publishing log to RabbitMQ ['
                             'message={0}, log={1}]'
                             .format(e.message, json.dumps(log)))


# Stdout event output accepts (but ignores) ctx to provide same interface
# as amqp_event_out

[docs]def stdout_event_out(event, ctx=None):
    populate_base_item(event, 'cloudify_event')
    sys.stdout.write('{0}\n'.format(create_event_message_prefix(event)))


# Stdout log output accepts (but ignores) ctx to provide same interface
# as amqp_log_out

[docs]def stdout_log_out(log, ctx=None):
    populate_base_item(log, 'cloudify_log')
    sys.stdout.write('{0}\n'.format(create_event_message_prefix(log)))



[docs]def create_event_message_prefix(event):
    return str(EVENT_CLASS(event))



def _is_system_workflow(ctx):
    # using hardcoded names; could replace this by having this info on ctx or
    # making a REST call and cache it somehow
    # note: looking for workflow_id in either ctx or ctx.ctx - it varies
    # depending on the context of the log/event
    workflow_id = ctx.workflow_id if hasattr(ctx, 'workflow_id') \
        else ctx.ctx.workflow_id
    return workflow_id in (
        '_start_deployment_environment', '_stop_deployment_environment')


def _amqp_client(ctx):
    """
    Get an AMQPClient for the current thread. If non currently exists,
    create one.

    :param ctx: The context, used to get AMQP credentials and SSL settings.

    :return: An AMQPClient belonging to the current thread.
             Will return a pre-existing one without re-initialising even if
             called with new arguments a second or subsequent time.
    """
    if not hasattr(clients, 'amqp_client'):
        clients.amqp_client = create_client(
            amqp_host=broker_config.broker_hostname,
            amqp_user=broker_config.broker_username,
            amqp_pass=broker_config.broker_password,
            ssl_enabled=broker_config.broker_ssl_enabled,
            ssl_cert_path=broker_config.broker_cert_path)
    return clients.amqp_client
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########
# Copyright (c) 2013 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.


import traceback
import copy
import sys
import Queue
from threading import Thread
from StringIO import StringIO
from functools import wraps

from cloudify import context
from cloudify.workflows.workflow_context import (
    CloudifyWorkflowContext,
    CloudifySystemWideWorkflowContext)
from cloudify.manager import update_execution_status, get_rest_client
from cloudify.workflows import api
from cloudify_rest_client.executions import Execution
from cloudify import exceptions
from cloudify.state import current_ctx, current_workflow_ctx


def _stub_task(fn):
    return fn
try:
    from cloudify_agent.app import app as _app
    _task = _app.task
except ImportError as e:
    _app = None
    _task = _stub_task


CLOUDIFY_ID_PROPERTY = '__cloudify_id'
CLOUDIFY_NODE_STATE_PROPERTY = 'node_state'
CLOUDIFY_CONTEXT_PROPERTY_KEY = '__cloudify_context'
CLOUDIFY_CONTEXT_IDENTIFIER = '__cloudify_context'


def _is_cloudify_context(obj):
    """
    Gets whether the provided obj is a CloudifyContext instance.
    From some reason Python's isinstance returned False when it should
    have returned True.
    """
    return context.CloudifyContext.__name__ in obj.__class__.__name__


def _find_context_arg(args, kwargs, is_context):
    """
    Find cloudify context in args or kwargs.
    Cloudify context is either a dict with a unique identifier (passed
        from the workflow engine) or an instance of CloudifyContext.
    """
    for arg in args:
        if is_context(arg):
            return arg
        if isinstance(arg, dict) and CLOUDIFY_CONTEXT_IDENTIFIER in arg:
            return arg
    for arg in kwargs.values():
        if is_context(arg):
            return arg
    return kwargs.get(CLOUDIFY_CONTEXT_PROPERTY_KEY)


[docs]def operation(func=None, **arguments):
    """
    Decorate plugin operation function with this decorator.
    Internally, if celery is installed, will also wrap the function
    with a ``@celery.task`` decorator

    The ``ctx`` injected to the function arguments is of type
    ``cloudify.context.CloudifyContext``

    The ``ctx`` object can also be accessed by importing
    ``cloudify.ctx``


    Example::

        from cloudify import ctx

        @operations
        def start(**kwargs):
            pass
    """
    if func is not None:
        @wraps(func)
        def wrapper(*args, **kwargs):
            ctx = _find_context_arg(args, kwargs, _is_cloudify_context)
            if ctx is None:
                ctx = {}
            if not _is_cloudify_context(ctx):
                ctx = context.CloudifyContext(ctx)
                # remove __cloudify_context
                raw_context = kwargs.pop(CLOUDIFY_CONTEXT_PROPERTY_KEY, {})
                if ctx.task_target is None:
                    # task is local (not through celery) so we need to
                    # clone kwarg
                    kwargs = copy.deepcopy(kwargs)
                if raw_context.get('has_intrinsic_functions') is True:
                    kwargs = ctx._endpoint.evaluate_functions(payload=kwargs)
                kwargs['ctx'] = ctx
            try:
                current_ctx.set(ctx, kwargs)
                result = func(*args, **kwargs)
            except BaseException as e:
                ctx.logger.error(
                    'Exception raised on operation [%s] invocation',
                    ctx.task_name, exc_info=True)

                if ctx.task_target is None:
                    # local task execution
                    # no serialization issues
                    raise

                # extract exception details
                # type, value, traceback
                tpe, value, tb = sys.exc_info()

                # we re-create the exception here
                # since it will be sent
                # over the wire. And the original exception
                # may cause de-serialization issues
                # on the other side.

                # preserve original type in the message
                message = '{0}: {1}'.format(tpe.__name__, str(e))

                # if the exception type is directly one of our exception
                # than there is no need for conversion and we can just
                # raise the original exception
                if type(e) in [exceptions.OperationRetry,
                               exceptions.RecoverableError,
                               exceptions.NonRecoverableError,
                               exceptions.HttpException]:
                    raise

                # if the exception inherits from our base exceptions, there
                # still might be a de-serialization problem caused by one of
                # the types in the inheritance tree.
                if isinstance(e, exceptions.NonRecoverableError):
                    value = exceptions.NonRecoverableError(message)
                elif isinstance(e, exceptions.OperationRetry):
                    value = exceptions.OperationRetry(message, e.retry_after)
                elif isinstance(e, exceptions.RecoverableError):
                    value = exceptions.RecoverableError(message, e.retry_after)
                else:
                    # convert pure user exceptions
                    # to a RecoverableError
                    value = exceptions.RecoverableError(message)

                raise type(value), value, tb

            finally:
                current_ctx.clear()
                if ctx.type == context.NODE_INSTANCE:
                    ctx.instance.update()
                elif ctx.type == context.RELATIONSHIP_INSTANCE:
                    ctx.source.instance.update()
                    ctx.target.instance.update()
            if ctx.operation._operation_retry:
                raise ctx.operation._operation_retry
            return result
        return _process_wrapper(wrapper, arguments)
    else:
        def partial_wrapper(fn):
            return operation(fn, **arguments)
        return partial_wrapper



[docs]def workflow(func=None, system_wide=False, **arguments):
    """
    Decorate workflow functions with this decorator.
    Internally, if celery is installed, ``@workflow`` will also wrap
    the function with a ``@celery.task`` decorator

    The ``ctx`` injected to the function arguments is of type
    ``cloudify.workflows.workflow_context.CloudifyWorkflowContext`` or
    ``cloudify.workflows.workflow_context.CloudifySystemWideWorkflowContext``
    if ``system_wide`` flag is set to True.

    The ``ctx`` object can also be accessed by importing
    ``cloudify.workflows.ctx``

    ``system_wide`` flag turns this workflow into a system-wide workflow that
    is executed by the management worker and has access to an instance of
    ``cloudify.workflows.workflow_context.CloudifySystemWideWorkflowContext``
    as its context.

    Example::

        from cloudify.workflows import ctx

        @workflow
        def reinstall(**kwargs):
            pass
    """
    if system_wide:
        ctx_class = CloudifySystemWideWorkflowContext
    else:
        ctx_class = CloudifyWorkflowContext
    if func is not None:
        @wraps(func)
        def wrapper(*args, **kwargs):

            def is_ctx_class_instance(obj):
                return isinstance(obj, ctx_class)

            ctx = _find_context_arg(args, kwargs, is_ctx_class_instance)

            if not is_ctx_class_instance(ctx):
                ctx = ctx_class(ctx)

            kwargs['ctx'] = ctx

            if ctx.local:
                workflow_wrapper = _local_workflow
            else:
                workflow_wrapper = _remote_workflow

            return workflow_wrapper(ctx, func, args, kwargs)
        return _process_wrapper(wrapper, arguments)
    else:
        def partial_wrapper(fn):
            return workflow(fn, system_wide, **arguments)
        return partial_wrapper



[docs]class RequestSystemExit(SystemExit):
    pass



def _remote_workflow(ctx, func, args, kwargs):
    def update_execution_cancelled():
        update_execution_status(ctx.execution_id, Execution.CANCELLED)
        _send_workflow_cancelled_event(ctx)

    rest = get_rest_client()
    parent_queue, child_queue = (Queue.Queue(), Queue.Queue())
    try:
        if rest.executions.get(ctx.execution_id).status in \
                (Execution.CANCELLING, Execution.FORCE_CANCELLING):
            # execution has been requested to be cancelled before it
            # was even started
            update_execution_cancelled()
            return api.EXECUTION_CANCELLED_RESULT

        update_execution_status(ctx.execution_id, Execution.STARTED)
        _send_workflow_started_event(ctx)

        # the actual execution of the workflow will run in another
        # thread - this wrapper is the entry point for that
        # thread, and takes care of forwarding the result or error
        # back to the parent thread
        def child_wrapper():
            try:
                ctx.internal.start_event_monitor()
                workflow_result = _execute_workflow_function(
                    ctx, func, args, kwargs)
                child_queue.put({'result': workflow_result})
            except api.ExecutionCancelled:
                child_queue.put({
                    'result': api.EXECUTION_CANCELLED_RESULT})
            except BaseException as workflow_ex:
                tb = StringIO()
                traceback.print_exc(file=tb)
                err = {
                    'type': type(workflow_ex).__name__,
                    'message': str(workflow_ex),
                    'traceback': tb.getvalue()
                }
                child_queue.put({'error': err})
            finally:
                ctx.internal.stop_event_monitor()

        api.queue = parent_queue

        # starting workflow execution on child thread
        t = Thread(target=child_wrapper)
        t.start()

        # while the child thread is executing the workflow,
        # the parent thread is polling for 'cancel' requests while
        # also waiting for messages from the child thread
        has_sent_cancelling_action = False
        result = None
        execution = None
        while True:
            # check if child thread sent a message
            try:
                data = child_queue.get(timeout=5)
                if 'result' in data:
                    # child thread has terminated
                    result = data['result']
                    break
                else:
                    # error occurred in child thread
                    error = data['error']
                    raise exceptions.ProcessExecutionError(error['message'],
                                                           error['type'],
                                                           error['traceback'])
            except Queue.Empty:
                pass
            # check for 'cancel' requests
            execution = rest.executions.get(ctx.execution_id)
            if execution.status == Execution.FORCE_CANCELLING:
                result = api.EXECUTION_CANCELLED_RESULT
                break
            elif not has_sent_cancelling_action and \
                    execution.status == Execution.CANCELLING:
                # send a 'cancel' message to the child thread. It
                # is up to the workflow implementation to check for
                # this message and act accordingly (by stopping and
                # raising an api.ExecutionCancelled error, or by returning
                # the deprecated api.EXECUTION_CANCELLED_RESULT as result).
                # parent thread then goes back to polling for
                # messages from child process or possibly
                # 'force-cancelling' requests
                parent_queue.put({'action': 'cancel'})
                has_sent_cancelling_action = True

        # updating execution status and sending events according to
        # how the execution ended
        if result == api.EXECUTION_CANCELLED_RESULT:
            update_execution_cancelled()
            if execution and execution.status == Execution.FORCE_CANCELLING:
                # TODO: kill worker externally
                raise RequestSystemExit()
        else:
            update_execution_status(ctx.execution_id, Execution.TERMINATED)
            _send_workflow_succeeded_event(ctx)
        return result
    except RequestSystemExit:
        raise
    except BaseException as e:
        if isinstance(e, exceptions.ProcessExecutionError):
            error_traceback = e.traceback
        else:
            error = StringIO()
            traceback.print_exc(file=error)
            error_traceback = error.getvalue()
        update_execution_status(ctx.execution_id, Execution.FAILED,
                                error_traceback)
        _send_workflow_failed_event(ctx, e, error_traceback)
        raise


def _local_workflow(ctx, func, args, kwargs):
    try:
        _send_workflow_started_event(ctx)
        result = _execute_workflow_function(ctx, func, args, kwargs)
        _send_workflow_succeeded_event(ctx)
        return result
    except Exception, e:
        error = StringIO()
        traceback.print_exc(file=error)
        _send_workflow_failed_event(ctx, e, error.getvalue())
        raise


def _execute_workflow_function(ctx, func, args, kwargs):
    try:
        ctx.internal.start_local_tasks_processing()
        current_workflow_ctx.set(ctx, kwargs)
        result = func(*args, **kwargs)
        if not ctx.internal.graph_mode:
            tasks = list(ctx.internal.task_graph.tasks_iter())
            for workflow_task in tasks:
                workflow_task.async_result.get()
        return result
    finally:
        ctx.internal.stop_local_tasks_processing()
        current_workflow_ctx.clear()


def _send_workflow_started_event(ctx):
    ctx.internal.send_workflow_event(
        event_type='workflow_started',
        message="Starting '{0}' workflow execution".format(ctx.workflow_id))


def _send_workflow_succeeded_event(ctx):
    ctx.internal.send_workflow_event(
        event_type='workflow_succeeded',
        message="'{0}' workflow execution succeeded"
        .format(ctx.workflow_id))


def _send_workflow_failed_event(ctx, exception, error_traceback):
    ctx.internal.send_workflow_event(
        event_type='workflow_failed',
        message="'{0}' workflow execution failed: {1}"
        .format(ctx.workflow_id, str(exception)),
        args={'error': error_traceback})


def _send_workflow_cancelled_event(ctx):
    ctx.internal.send_workflow_event(
        event_type='workflow_cancelled',
        message="'{0}' workflow execution cancelled"
        .format(ctx.workflow_id))


def _process_wrapper(wrapper, arguments):
    result_wrapper = _task
    if arguments.get('force_not_celery') is True:
        result_wrapper = _stub_task
    return result_wrapper(wrapper)

task = operation
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  Source code for cloudify.workflows.workflow_api

########
# Copyright (c) 2014 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.


import Queue

EXECUTION_CANCELLED_RESULT = 'execution_cancelled'


queue = None


[docs]def has_cancel_request():
    """
    Checks for requests to cancel the workflow execution.
    This should be used to allow graceful termination of workflow executions.

    If this method is not used and acted upon, a simple 'cancel'
    request for the execution will have no effect - 'force-cancel' will have
    to be used to abruptly terminate the execution instead.

    Note: When this method returns True, the workflow should make the
    appropriate cleanups and then it must raise an ExecutionCancelled error
    if the execution indeed gets cancelled (i.e. if it's too late to cancel
    there is no need to raise this exception and the workflow should end
    normally).

    :return: whether there was a request to cancel the workflow execution
    """
    if not queue:
        return False
    try:
        return queue.get_nowait()['action'] == 'cancel'
    except Queue.Empty:
        return False



[docs]class ExecutionCancelled(Exception):
    """
    This exception should be raised when a workflow has been cancelled,
    once appropriate cleanups have taken place.
    """
    pass
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  Source code for cloudify.workflows.tasks_graph

########
# Copyright (c) 2014 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.


import os
import json
import time

import networkx as nx

from cloudify.workflows import api
from cloudify.workflows import tasks


[docs]class TaskDependencyGraph(object):
    """
    A task graph builder

    :param workflow_context: A WorkflowContext instance (used for logging)
    """

    def __init__(self, workflow_context,
                 default_subgraph_task_config=None):
        self.ctx = workflow_context
        self.graph = nx.DiGraph()
        default_subgraph_task_config = default_subgraph_task_config or {}
        self._default_subgraph_task_config = default_subgraph_task_config

[docs]    def add_task(self, task):
        """Add a WorkflowTask to this graph

        :param task: The task
        """
        self.ctx.logger.debug('adding task: {0}'.format(task))
        self.graph.add_node(task.id, task=task)


[docs]    def get_task(self, task_id):
        """Get a task instance that was inserted to this graph by its id

        :param task_id: the task id
        :return: a WorkflowTask instance for the requested task if found.
                 None, otherwise.
        """
        data = self.graph.node.get(task_id)
        return data['task'] if data is not None else None


[docs]    def remove_task(self, task):
        """Remove the provided task from the graph

        :param task: The task
        """
        self.graph.remove_node(task.id)

    # src depends on dst

[docs]    def add_dependency(self, src_task, dst_task):
        """
        Add a dependency between tasks.
        The source task will only be executed after the target task terminates.
        A task may depend on several tasks, in which case it will only be
        executed after all its 'destination' tasks terminate

        :param src_task: The source task
        :param dst_task: The target task
        """

        self.ctx.logger.debug('adding dependency: {0} -> {1}'.format(src_task,
                                                                     dst_task))
        if not self.graph.has_node(src_task.id):
            raise RuntimeError('source task {0} is not in graph (task id: '
                               '{1})'.format(src_task, src_task.id))
        if not self.graph.has_node(dst_task.id):
            raise RuntimeError('destination task {0} is not in graph (task '
                               'id: {1})'.format(dst_task, dst_task.id))
        self.graph.add_edge(src_task.id, dst_task.id)


[docs]    def sequence(self):
        """
        :return: a new TaskSequence for this graph
        """
        return TaskSequence(self)


[docs]    def subgraph(self, name):
        task = SubgraphTask(name, self, **self._default_subgraph_task_config)
        self.add_task(task)
        return task


[docs]    def execute(self):
        """
        Start executing the graph based on tasks and dependencies between
        them.
        Calling this method will block until one of the following occurs:
            1. all tasks terminated
            2. a task failed
            3. an unhandled exception is raised
            4. the execution is cancelled

        Note: This method will raise an api.ExecutionCancelled error if the
        execution has been cancelled. When catching errors raised from this
        method, make sure to re-raise the error if it's
        api.ExecutionsCancelled in order to allow the execution to be set in
        cancelled mode properly.

        Also note that for the time being, if such a cancelling event
        occurs, the method might return even while there's some operations
        still being executed.
        """

        while True:

            if self._is_execution_cancelled():
                raise api.ExecutionCancelled()

            self._check_dump_request()

            # handle all terminated tasks
            # it is important this happens before handling
            # executable tasks so we get to make tasks executable
            # and then execute them in this iteration (otherwise, it would
            # be the next one)
            for task in self._terminated_tasks():
                self._handle_terminated_task(task)

            # handle all executable tasks
            for task in self._executable_tasks():
                self._handle_executable_task(task)

            # no more tasks to process, time to move on
            if len(self.graph.node) == 0:
                return
            # sleep some and do it all over again
            else:
                time.sleep(0.1)


    @staticmethod
    def _is_execution_cancelled():
        return api.has_cancel_request()

    def _executable_tasks(self):
        """
        A task is executable if it is in pending state
        , it has no dependencies at the moment (i.e. all of its dependencies
        already terminated) and its execution timestamp is smaller then the
        current timestamp

        :return: An iterator for executable tasks
        """
        now = time.time()
        return (task for task in self.tasks_iter()
                if task.get_state() == tasks.TASK_PENDING and
                task.execute_after <= now and
                not (task.containing_subgraph and
                     task.containing_subgraph.get_state() ==
                     tasks.TASK_FAILED) and
                not self._task_has_dependencies(task))

    def _terminated_tasks(self):
        """
        A task is terminated if it is in 'succeeded' or 'failed' state

        :return: An iterator for terminated tasks
        """
        return (task for task in self.tasks_iter()
                if task.get_state() in tasks.TERMINATED_STATES)

    def _task_has_dependencies(self, task):
        """
        :param task: The task
        :return: Does this task have any dependencies
        """
        return (len(self.graph.succ.get(task.id, {})) > 0 or
                (task.containing_subgraph and self._task_has_dependencies(
                    task.containing_subgraph)))

[docs]    def tasks_iter(self):
        """
        An iterator on tasks added to the graph
        """
        return (data['task'] for _, data in self.graph.nodes_iter(data=True))


    def _handle_executable_task(self, task):
        """Handle executable task"""
        task.set_state(tasks.TASK_SENDING)
        task.apply_async()

    def _handle_terminated_task(self, task):
        """Handle terminated task"""

        handler_result = task.handle_task_terminated()
        if handler_result.action == tasks.HandlerResult.HANDLER_FAIL:
            if isinstance(task, SubgraphTask) and task.failed_task:
                task = task.failed_task
            raise RuntimeError(
                "Workflow failed: Task failed '{0}' -> {1}".format(task.name,
                                                                   task.error))

        dependents = self.graph.predecessors(task.id)
        removed_edges = [(dependent, task.id)
                         for dependent in dependents]
        self.graph.remove_edges_from(removed_edges)
        self.graph.remove_node(task.id)
        if handler_result.action == tasks.HandlerResult.HANDLER_RETRY:
            new_task = handler_result.retried_task
            self.add_task(new_task)
            added_edges = [(dependent, new_task.id)
                           for dependent in dependents]
            self.graph.add_edges_from(added_edges)

    def _check_dump_request(self):
        task_dump = os.environ.get('WORKFLOW_TASK_DUMP')
        if not (task_dump and os.path.exists(task_dump)):
            return
        os.remove(task_dump)
        task_dump_path = '{0}.{1}'.format(task_dump, time.time())
        with open(task_dump_path, 'w') as f:
            f.write(json.dumps({
                'tasks': [task.dump() for task in self.tasks_iter()],
                'edges': [[s, t] for s, t in self.graph.edges_iter()]}))



[docs]class forkjoin(object):
    """
    A simple wrapper for tasks. Used in conjunction with TaskSequence.
    Defined to make the code easier to read (instead of passing a list)
    see ``TaskSequence.add`` for more details
    """

    def __init__(self, *tasks):
        self.tasks = tasks



[docs]class TaskSequence(object):
    """
    Helper class to add tasks in a sequential manner to a task dependency
    graph

    :param graph: The TaskDependencyGraph instance
    """

    def __init__(self, graph):
        self.graph = graph
        self.last_fork_join_tasks = None

[docs]    def add(self, *tasks):
        """
        Add tasks to the sequence.

        :param tasks: Each task might be:

                      * A WorkflowTask instance, in which case, it will be
                        added to the graph with a dependency between it and
                        the task previously inserted into the sequence
                      * A forkjoin of tasks, in which case it will be treated
                        as a "fork-join" task in the sequence, i.e. all the
                        fork-join tasks will depend on the last task in the
                        sequence (could be fork join) and the next added task
                        will depend on all tasks in this fork-join task
        """
        for fork_join_tasks in tasks:
            if isinstance(fork_join_tasks, forkjoin):
                fork_join_tasks = fork_join_tasks.tasks
            else:
                fork_join_tasks = [fork_join_tasks]
            for task in fork_join_tasks:
                self.graph.add_task(task)
                if self.last_fork_join_tasks is not None:
                    for last_fork_join_task in self.last_fork_join_tasks:
                        self.graph.add_dependency(task, last_fork_join_task)
            if fork_join_tasks:
                self.last_fork_join_tasks = fork_join_tasks




[docs]class SubgraphTask(tasks.WorkflowTask):

    def __init__(self,
                 name,
                 graph,
                 task_id=None,
                 info=None,
                 on_success=None,
                 on_failure=None,
                 total_retries=tasks.DEFAULT_SUBGRAPH_TOTAL_RETRIES,
                 retry_interval=tasks.DEFAULT_RETRY_INTERVAL,
                 send_task_events=tasks.DEFAULT_SEND_TASK_EVENTS):
        super(SubgraphTask, self).__init__(
            graph.ctx,
            task_id,
            info=info,
            on_success=on_success,
            on_failure=on_failure,
            total_retries=total_retries,
            retry_interval=retry_interval,
            send_task_events=send_task_events)
        self.graph = graph
        self._name = name
        self.tasks = {}
        self.failed_task = None
        if not self.on_failure:
            self.on_failure = lambda tsk: tasks.HandlerResult.fail()
        self.async_result = tasks.StubAsyncResult()

    def _duplicate(self):
        raise NotImplementedError('self.retried_task should be set explicitly'
                                  ' in self.on_failure handler')

    @property
    def cloudify_context(self):
        return {}

[docs]    def is_local(self):
        return True


    @property
    def name(self):
        return self._name

[docs]    def sequence(self):
        return TaskSequence(self)


[docs]    def subgraph(self, name):
        task = SubgraphTask(name, self.graph,
                            **self.graph._default_subgraph_task_config)
        self.add_task(task)
        return task


[docs]    def add_task(self, task):
        self.graph.add_task(task)
        self.tasks[task.id] = task
        if task.containing_subgraph and task.containing_subgraph is not self:
            raise RuntimeError('task {0}[{1}] cannot be contained in more '
                               'than one subgraph. It is currently contained '
                               'in {2} and it is now being added to {3}'
                               .format(task,
                                       task.id,
                                       task.containing_subgraph.name,
                                       self.name))
        task.containing_subgraph = self


[docs]    def add_dependency(self, src_task, dst_task):
        self.graph.add_dependency(src_task, dst_task)


[docs]    def apply_async(self):
        if not self.tasks:
            self.set_state(tasks.TASK_SUCCEEDED)
        else:
            self.set_state(tasks.TASK_STARTED)


[docs]    def task_terminated(self, task, new_task=None):
        del self.tasks[task.id]
        if new_task:
            self.tasks[new_task.id] = new_task
            new_task.containing_subgraph = self
        if not self.tasks and self.get_state() not in tasks.TERMINATED_STATES:
            self.set_state(tasks.TASK_SUCCEEDED)
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  Source code for cloudify.utils

########
# Copyright (c) 2013 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.

import logging
import os
import random
import shlex
import ssl
import string
import subprocess
import sys
import tempfile

from cloudify import constants
from cloudify.exceptions import (
    CommandExecutionException,
    NonRecoverableError,
)


def setup_logger(logger_name,
                 logger_level=logging.INFO,
                 handlers=None,
                 remove_existing_handlers=True,
                 logger_format=None,
                 propagate=True):
    """
    :param logger_name: Name of the logger.
    :param logger_level: Level for the logger (not for specific handler).
    :param handlers: An optional list of handlers (formatter will be
                     overridden); If None, only a StreamHandler for
                     sys.stdout will be used.
    :param remove_existing_handlers: Determines whether to remove existing
                                     handlers before adding new ones
    :param logger_format: the format this logger will have.
    :param propagate: propagate the message the parent logger.

    :return: A logger instance.
    :rtype: logging.Logger
    """

    if logger_format is None:
        logger_format = '%(asctime)s [%(levelname)s] [%(name)s] %(message)s'
    logger = logging.getLogger(logger_name)

    if remove_existing_handlers:
        for handler in logger.handlers:
            logger.removeHandler(handler)

    if not handlers:
        handler = logging.StreamHandler(sys.stdout)
        handler.setLevel(logging.DEBUG)
        handlers = [handler]

    formatter = logging.Formatter(fmt=logger_format,
                                  datefmt='%H:%M:%S')
    for handler in handlers:
        handler.setFormatter(formatter)
        logger.addHandler(handler)

    logger.setLevel(logger_level)
    if not propagate:
        logger.propagate = False
    return logger


[docs]def get_manager_ip():
    """
    Returns the IP address of manager inside the management network.
    """
    return os.environ[constants.MANAGER_IP_KEY]



[docs]def get_manager_file_server_blueprints_root_url():
    """
    Returns the blueprints root url in the file server.
    """
    return os.environ[constants.MANAGER_FILE_SERVER_BLUEPRINTS_ROOT_URL_KEY]



[docs]def get_manager_file_server_url():
    """
    Returns the manager file server base url.
    """
    return os.environ[constants.MANAGER_FILE_SERVER_URL_KEY]



[docs]def get_manager_rest_service_port():
    """
    Returns the port the manager REST service is running on.
    """
    return int(os.environ[constants.MANAGER_REST_PORT_KEY])



[docs]def id_generator(size=6, chars=string.ascii_uppercase + string.digits):
    """
    Generate and return a random string using upper case letters and digits.
    """
    return ''.join(random.choice(chars) for _ in range(size))



def create_temp_folder():
    """
    Create a temporary folder.
    """
    path_join = os.path.join(tempfile.gettempdir(), id_generator(5))
    os.makedirs(path_join)
    return path_join


[docs]class LocalCommandRunner(object):

    def __init__(self, logger=None, host='localhost'):

        """
        :param logger: This logger will be used for
                       printing the output and the command.
        """

        logger = logger or setup_logger('LocalCommandRunner')
        self.logger = logger
        self.host = host

[docs]    def run(self, command,
            exit_on_failure=True,
            stdout_pipe=True,
            stderr_pipe=True,
            cwd=None,
            execution_env=None):

        """
        Runs local commands.

        :param command: The command to execute.
        :param exit_on_failure: False to ignore failures.
        :param stdout_pipe: False to not pipe the standard output.
        :param stderr_pipe: False to not pipe the standard error.
        :param cwd: the working directory the command will run from.
        :param execution_env: dictionary of environment variables that will
                              be present in the command scope.

        :return: A wrapper object for all valuable info from the execution.
        :rtype: cloudify.utils.CommandExecutionResponse
        """

        self.logger.debug('[{0}] run: {1}'.format(self.host, command))
        shlex_split = _shlex_split(command)
        stdout = subprocess.PIPE if stdout_pipe else None
        stderr = subprocess.PIPE if stderr_pipe else None
        command_env = os.environ.copy()
        command_env.update(execution_env or {})
        p = subprocess.Popen(shlex_split, stdout=stdout,
                             stderr=stderr, cwd=cwd, env=command_env)
        out, err = p.communicate()
        if out:
            out = out.rstrip()
        if err:
            err = err.rstrip()

        if p.returncode != 0:
            error = CommandExecutionException(
                command=command,
                error=err,
                output=out,
                code=p.returncode)
            if exit_on_failure:
                raise error
            else:
                self.logger.error(error)

        return CommandExecutionResponse(
            command=command,
            std_out=out,
            std_err=err,
            return_code=p.returncode)




[docs]class CommandExecutionResponse(object):

    """
    Wrapper object for info returned when running commands.

    :param command: The command that was executed.
    :param std_out: The output from the execution.
    :param std_err: The error message from the execution.
    :param return_code: The return code from the execution.
    """

    def __init__(self, command, std_out, std_err, return_code):
        self.command = command
        self.std_out = std_out
        self.std_err = std_err
        self.return_code = return_code


setup_default_logger = setup_logger  # deprecated; for backwards compatibility


def _shlex_split(command):
    lex = shlex.shlex(command, posix=True)
    lex.whitespace_split = True
    lex.escape = ''
    return list(lex)


[docs]class Internal(object):

    @staticmethod
[docs]    def get_install_method(properties):
        install_agent = properties.get('install_agent')
        if install_agent is False:
            return 'none'
        elif install_agent is True:
            return 'remote'
        else:
            return properties.get('agent_config', {}).get('install_method')


    @staticmethod
[docs]    def get_broker_ssl_and_port(ssl_enabled, cert_path):
        # Input vars may be None if not set. Explicitly defining defaults.
        ssl_enabled = ssl_enabled or False
        cert_path = cert_path or ''

        if ssl_enabled:
            if not cert_path:
                raise NonRecoverableError(
                    "Broker SSL enabled but no SSL cert was provided. "
                    "If rabbitmq_ssl_enabled is True in the inputs, "
                    "rabbitmq_cert_public (and private) must be populated."
                )
            port = constants.BROKER_PORT_SSL
            ssl_options = {
                'ca_certs': cert_path,
                'cert_reqs': ssl.CERT_REQUIRED,
            }
        else:
            port = constants.BROKER_PORT_NO_SSL
            ssl_options = {}

        return port, ssl_options


    @staticmethod
[docs]    def get_broker_credentials(cloudify_agent):
        """Get broker credentials or their defaults if not set."""
        default_user = 'guest'
        default_pass = 'guest'

        try:
            broker_user = cloudify_agent.broker_user or default_user
            broker_pass = cloudify_agent.broker_pass or default_pass
        except AttributeError:
            # Handle non-agent from non-manager (e.g. for manual tests)
            broker_user = default_user
            broker_pass = default_pass

        return broker_user, broker_pass



internal = Internal()
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########
# Copyright (c) 2014 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.

import os
import urllib2

import utils
from cloudify_rest_client import CloudifyClient
from cloudify.exceptions import HttpException, NonRecoverableError


[docs]class NodeInstance(object):
    """
    Represents a deployment node instance.
    An instance of this class contains runtime information retrieved
    from Cloudify's runtime storage as well as the node's state.
    """
    def __init__(self,
                 node_instance_id,
                 node_id,
                 runtime_properties=None,
                 state=None,
                 version=None,
                 host_id=None,
                 relationships=None):
        self.id = node_instance_id
        self._node_id = node_id
        self._runtime_properties = \
            DirtyTrackingDict((runtime_properties or {}).copy())
        self._state = state
        self._version = version
        self._host_id = host_id
        self._relationships = relationships

    def get(self, key):
        return self._runtime_properties.get(key)

    def put(self, key, value):
        self._runtime_properties[key] = value

[docs]    def delete(self, key):
        del(self._runtime_properties[key])


    __setitem__ = put

    __getitem__ = get

    __delitem__ = delete

    def __contains__(self, key):
        return key in self._runtime_properties

    @property
    def runtime_properties(self):
        """
        The node instance runtime properties.

        To update the properties, make changes on the returned dict and call
        ``update_node_instance`` with the modified instance.
        """
        return self._runtime_properties

    @property
    def version(self):
        return self._version

    @property
    def state(self):
        """
        The node instance state.

        To update the node instance state, change this property value and
        call ``update_node_instance`` with the modified instance.
        """
        return self._state

    @state.setter
    def state(self, value):
        self._state = value

    @property
    def dirty(self):
        return self._runtime_properties.dirty

    @property
    def host_id(self):
        return self._host_id

    @property
    def node_id(self):
        return self._node_id

    @property
    def relationships(self):
        return self._relationships



[docs]def get_rest_client():
    """
    :returns: A REST client configured to connect to the manager in context
    :rtype: cloudify_rest_client.CloudifyClient
    """
    return CloudifyClient(utils.get_manager_ip(),
                          utils.get_manager_rest_service_port())



def _save_resource(logger, resource, resource_path, target_path):
    if not target_path:
        target_path = os.path.join(utils.create_temp_folder(),
                                   os.path.basename(resource_path))
    with open(target_path, 'w') as f:
        f.write(resource)
    logger.info("Downloaded %s to %s" % (resource_path, target_path))
    return target_path


[docs]def download_resource(resource_path, logger, target_path=None):
    """
    Download resource from the manager file server.

    :param resource_path: path to resource on the file server
    :param logger: logger to use for info output
    :param target_path: optional target path for the resource
    :returns: path to the downloaded resource
    """
    resource = get_resource(resource_path)
    return _save_resource(logger, resource, resource_path, target_path)



[docs]def download_blueprint_resource(blueprint_id,
                                resource_path,
                                logger,
                                target_path=None):
    """
    Download resource from the manager file server with path relative to
    the blueprint denoted by ``blueprint_id``.

    :param blueprint_id: the blueprint id of the blueprint to download the
                         resource from
    :param resource_path: path to resource relative to blueprint folder
    :param logger: logger to use for info output
    :param target_path: optional target path for the resource
    :returns: path to the downloaded resource
    """
    resource = get_blueprint_resource(blueprint_id, resource_path)
    return _save_resource(logger, resource, resource_path, target_path)



[docs]def get_resource(resource_path, base_url=None):
    """
    Get resource from the manager file server.

    :param resource_path: path to resource on the file server
    :returns: resource content
    """
    if base_url is None:
        base_url = utils.get_manager_file_server_url()
    try:
        url = '{0}/{1}'.format(base_url, resource_path)
        response = urllib2.urlopen(url)
        return response.read()
    except urllib2.HTTPError as e:
        raise HttpException(e.url, e.code, e.msg)



[docs]def get_blueprint_resource(blueprint_id, resource_path):
    """
    Get resource from the manager file server with patch relative to
    the blueprint denoted by ``blueprint_id``.

    :param blueprint_id: the blueprint id of the blueprint to download
                         the resource from
    :param resource_path: path to resource relative to blueprint folder
    :returns: resource content
    """
    base_url = "{0}/{1}".format(utils
                                .get_manager_file_server_blueprints_root_url(),
                                blueprint_id)
    return get_resource(resource_path, base_url=base_url)



[docs]def get_node_instance(node_instance_id):
    """
    Read node instance data from the storage.

    :param node_instance_id: the node instance id
    :rtype: NodeInstance
    """
    client = get_rest_client()
    instance = client.node_instances.get(node_instance_id)
    return NodeInstance(node_instance_id,
                        instance.node_id,
                        runtime_properties=instance.runtime_properties,
                        state=instance.state,
                        version=instance.version,
                        host_id=instance.host_id,
                        relationships=instance.relationships)



[docs]def update_node_instance(node_instance):
    """
    Update node instance data changes in the storage.

    :param node_instance: the node instance with the updated data
    """
    client = get_rest_client()
    client.node_instances.update(
        node_instance.id,
        state=node_instance.state,
        runtime_properties=node_instance.runtime_properties,
        version=node_instance.version)



[docs]def get_node_instance_ip(node_instance_id):
    """
    Get the IP address of the host the node instance denoted by
    ``node_instance_id`` is contained in.
    """
    client = get_rest_client()
    instance = client.node_instances.get(node_instance_id)
    if instance.host_id is None:
        raise NonRecoverableError('node instance: {0} is missing host_id'
                                  'property'.format(instance.id))
    if node_instance_id != instance.host_id:
        instance = client.node_instances.get(instance.host_id)
    if instance.runtime_properties.get('ip'):
        return instance.runtime_properties['ip']
    node = client.nodes.get(instance.deployment_id, instance.node_id)
    if node.properties.get('ip'):
        return node.properties['ip']
    raise NonRecoverableError('could not find ip for node instance: {0} with '
                              'host id: {1}'.format(node_instance_id,
                                                    instance.id))


# TODO: some nasty code duplication between these two methods



[docs]def update_execution_status(execution_id, status, error=None):
    """
    Update the execution status of the execution denoted by ``execution_id``.

    :returns: The updated status
    """
    client = get_rest_client()
    return client.executions.update(execution_id, status, error)



[docs]def get_bootstrap_context():
    """Read the manager bootstrap context."""
    client = get_rest_client()
    context = client.manager.get_context()['context']
    return context.get('cloudify', {})



[docs]def get_provider_context():
    """Read the manager provider context."""
    client = get_rest_client()
    context = client.manager.get_context()
    return context['context']



class DirtyTrackingDict(dict):

    def __init__(self, *args, **kwargs):
        super(DirtyTrackingDict, self).__init__(*args, **kwargs)
        self.modifiable = True
        self.dirty = False

    def __setitem__(self, key, value):
        r = super(DirtyTrackingDict, self).__setitem__(key, value)
        self._set_changed()
        return r

    def __delitem__(self, key):
        r = super(DirtyTrackingDict, self).__delitem__(key)
        self._set_changed()
        return r

    def update(self, E=None, **F):
        r = super(DirtyTrackingDict, self).update(E, **F)
        self._set_changed()
        return r

    def clear(self):
        r = super(DirtyTrackingDict, self).clear()
        self._set_changed()
        return r

    def pop(self, k, d=None):
        r = super(DirtyTrackingDict, self).pop(k, d)
        self._set_changed()
        return r

    def popitem(self):
        r = super(DirtyTrackingDict, self).popitem()
        self._set_changed()
        return r

    def _set_changed(self):
        # python 2.6 doesn't have modifiable during copy.deepcopy
        if hasattr(self, 'modifiable') and not self.modifiable:
            raise NonRecoverableError('Cannot modify runtime properties of'
                                      ' relationship node instances')
        self.dirty = True
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  Source code for cloudify.workflows.workflow_context

########
# Copyright (c) 2014 GigaSpaces Technologies Ltd. All rights reserved
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#        http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
#    * WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#    * See the License for the specific language governing permissions and
#    * limitations under the License.


import functools
import copy
import uuid
import importlib
import threading
import Queue

from proxy_tools import proxy

from cloudify import context
from cloudify.manager import (get_node_instance,
                              update_node_instance,
                              update_execution_status,
                              get_bootstrap_context,
                              get_rest_client,
                              download_blueprint_resource)
from cloudify.workflows.tasks import (RemoteWorkflowTask,
                                      LocalWorkflowTask,
                                      NOPLocalWorkflowTask,
                                      DEFAULT_TOTAL_RETRIES,
                                      DEFAULT_RETRY_INTERVAL,
                                      DEFAULT_SEND_TASK_EVENTS,
                                      DEFAULT_SUBGRAPH_TOTAL_RETRIES)
from cloudify import exceptions
from cloudify.workflows import events
from cloudify.workflows.tasks_graph import TaskDependencyGraph
from cloudify import logs
from cloudify.logs import (CloudifyWorkflowLoggingHandler,
                           CloudifyWorkflowNodeLoggingHandler,
                           SystemWideWorkflowLoggingHandler,
                           init_cloudify_logger,
                           send_workflow_event,
                           send_sys_wide_wf_event,
                           send_workflow_node_event)


DEFAULT_LOCAL_TASK_THREAD_POOL_SIZE = 1


[docs]class CloudifyWorkflowRelationshipInstance(object):
    """
    A node instance relationship instance

    :param ctx: a CloudifyWorkflowContext instance
    :param node_instance: a CloudifyWorkflowNodeInstance instance
    :param nodes_and_instances: a WorkflowNodesAndInstancesContainer instance
    :param relationship_instance: A relationship dict from a NodeInstance
           instance (of the rest client model)
    """

    def __init__(self, ctx, node_instance, nodes_and_instances,
                 relationship_instance):
        self.ctx = ctx
        self.node_instance = node_instance
        self._nodes_and_instances = nodes_and_instances
        self._relationship_instance = relationship_instance
        self._relationship = node_instance.node.get_relationship(
            relationship_instance['target_name'])

    @property
    def target_id(self):
        """The relationship target node id"""
        return self._relationship_instance.get('target_id')

    @property
    def target_node_instance(self):
        """
        The relationship's target node CloudifyWorkflowNodeInstance instance
        """
        return self._nodes_and_instances.get_node_instance(self.target_id)

    @property
    def relationship(self):
        """The relationship object for this relationship instance"""
        return self._relationship

[docs]    def execute_source_operation(self,
                                 operation,
                                 kwargs=None,
                                 allow_kwargs_override=False,
                                 send_task_events=DEFAULT_SEND_TASK_EVENTS):
        """
        Execute a node relationship source operation

        :param operation: The node relationship operation
        :param kwargs: optional kwargs to be passed to the called operation
        """
        return self.ctx._execute_operation(
            operation,
            node_instance=self.node_instance,
            related_node_instance=self.target_node_instance,
            operations=self.relationship.source_operations,
            kwargs=kwargs,
            allow_kwargs_override=allow_kwargs_override,
            send_task_events=send_task_events)


[docs]    def execute_target_operation(self,
                                 operation,
                                 kwargs=None,
                                 allow_kwargs_override=False,
                                 send_task_events=DEFAULT_SEND_TASK_EVENTS):
        """
        Execute a node relationship target operation

        :param operation: The node relationship operation
        :param kwargs: optional kwargs to be passed to the called operation
        """
        return self.ctx._execute_operation(
            operation,
            node_instance=self.target_node_instance,
            related_node_instance=self.node_instance,
            operations=self.relationship.target_operations,
            kwargs=kwargs,
            allow_kwargs_override=allow_kwargs_override,
            send_task_events=send_task_events)




[docs]class CloudifyWorkflowRelationship(object):
    """
    A node relationship

    :param ctx: a CloudifyWorkflowContext instance
    :param node: a CloudifyWorkflowNode instance
    :param nodes_and_instances: a WorkflowNodesAndInstancesContainer instance
    :param relationship: a relationship dict from a Node instance (of the
           rest client mode)
    """

    def __init__(self, ctx, node, nodes_and_instances, relationship):
        self.ctx = ctx
        self.node = node
        self._nodes_and_instances = nodes_and_instances
        self._relationship = relationship

    @property
    def target_id(self):
        """The relationship target node id"""
        return self._relationship.get('target_id')

    @property
    def target_node(self):
        """The relationship target node WorkflowContextNode instance"""
        return self._nodes_and_instances.get_node(self.target_id)

    @property
    def source_operations(self):
        """The relationship source operations"""
        return self._relationship.get('source_operations', {})

    @property
    def target_operations(self):
        """The relationship target operations"""
        return self._relationship.get('target_operations', {})

[docs]    def is_derived_from(self, other_relationship):
        """
        :param other_relationship: a string like
               cloudify.relationships.contained_in
        """
        return other_relationship in self._relationship["type_hierarchy"]




[docs]class CloudifyWorkflowNodeInstance(object):
    """
    A plan node instance

    :param ctx: a CloudifyWorkflowContext instance
    :param node: a CloudifyWorkflowContextNode instance
    :param node_instance: a NodeInstance (rest client response model)
    :param nodes_and_instances: a WorkflowNodesAndInstancesContainer instance
    """

    def __init__(self, ctx, node, node_instance, nodes_and_instances):
        self.ctx = ctx
        self._node = node
        self._node_instance = node_instance
        # Directly contained node instances. Filled in the context's __init__()
        self._contained_instances = []
        self._relationship_instances = dict(
            (relationship_instance['target_id'],
                CloudifyWorkflowRelationshipInstance(
                    self.ctx, self, nodes_and_instances,
                    relationship_instance))
            for relationship_instance in node_instance.relationships)

        # adding the node instance to the node instances map
        node._node_instances[self.id] = self

        self._logger = None

[docs]    def set_state(self, state):
        """
        Set the node state

        :param state: The node state
        :return: the state set
        """
        set_state_task = self.ctx.internal.handler.get_set_state_task(
            self, state)

        return self.ctx.local_task(
            local_task=set_state_task,
            node=self,
            info=state)


[docs]    def get_state(self):
        """
        Get the node state

        :return: The node state
        """
        get_state_task = self.ctx.internal.handler.get_get_state_task(self)
        return self.ctx.local_task(
            local_task=get_state_task,
            node=self)


[docs]    def send_event(self, event, additional_context=None):
        """
        Sends a workflow node event to RabbitMQ

        :param event: The event
        :param additional_context: additional context to be added to the
               context
        """
        send_event_task = self.ctx.internal.handler.get_send_node_event_task(
            self, event, additional_context)
        return self.ctx.local_task(
            local_task=send_event_task,
            node=self,
            info=event)


[docs]    def execute_operation(self,
                          operation,
                          kwargs=None,
                          allow_kwargs_override=False,
                          send_task_events=DEFAULT_SEND_TASK_EVENTS):
        """
        Execute a node operation

        :param operation: The node operation
        :param kwargs: optional kwargs to be passed to the called operation
        """
        return self.ctx._execute_operation(
            operation=operation,
            node_instance=self,
            operations=self.node.operations,
            kwargs=kwargs,
            allow_kwargs_override=allow_kwargs_override,
            send_task_events=send_task_events)


    @property
    def id(self):
        """The node instance id"""
        return self._node_instance.id

    @property
    def node_id(self):
        """The node id (this instance is an instance of that node)"""
        return self._node_instance.node_id

    @property
    def relationships(self):
        """The node relationships"""
        return self._relationship_instances.itervalues()

    @property
    def node(self):
        """The node object for this node instance"""
        return self._node

    @property
    def modification(self):
        """Modification enum (None, added, removed)"""
        return self._node_instance.get('modification')

    @property
    def logger(self):
        """A logger for this workflow node"""
        if self._logger is None:
            self._logger = self._init_cloudify_logger()
        return self._logger

    def _init_cloudify_logger(self):
        logger_name = '{0}-{1}'.format(self.ctx.execution_id, self.id)
        logging_handler = self.ctx.internal.handler.get_node_logging_handler(
            self)
        return init_cloudify_logger(logging_handler, logger_name)

    @property
    def contained_instances(self):
        """
        Returns node instances directly contained in this instance (children)
        """
        return self._contained_instances

    def _add_contained_node_instance(self, node_instance):
        self._contained_instances.append(node_instance)

[docs]    def get_contained_subgraph(self):
        """
        Returns a set containing this instance and all nodes that are
        contained directly and transitively within it
        """
        result = set([self])
        for child in self.contained_instances:
            result.update(child.get_contained_subgraph())
        return result




[docs]class CloudifyWorkflowNode(object):
    """
    A plan node instance

    :param ctx: a CloudifyWorkflowContext instance
    :param node: a Node instance (rest client response model)
    :param nodes_and_instances: a WorkflowNodesAndInstancesContainer instance
    """

    def __init__(self, ctx, node, nodes_and_instances):
        self.ctx = ctx
        self._node = node
        self._relationships = dict(
            (relationship['target_id'], CloudifyWorkflowRelationship(
                self.ctx, self, nodes_and_instances, relationship))
            for relationship in node.relationships)
        self._node_instances = {}

    @property
    def id(self):
        """The node id"""
        return self._node.id

    @property
    def type(self):
        """The node type"""
        return self._node.type

    @property
    def type_hierarchy(self):
        """The node type hierarchy"""
        return self._node.type_hierarchy

    @property
    def properties(self):
        """The node properties"""
        return self._node.properties

    @property
    def plugins_to_install(self):
        """
        The plugins to install in this node. (Only relevant for host nodes)
        """
        return self._node.get('plugins_to_install', [])

    @property
    def host_id(self):
        return self._node.host_id

    @property
    def host_node(self):
        return self.ctx.get_node(self.host_id)

    @property
    def number_of_instances(self):
        return self._node.number_of_instances

    @property
    def relationships(self):
        """The node relationships"""
        return self._relationships.itervalues()

    @property
    def operations(self):
        """The node operations"""
        return self._node.operations

    @property
    def instances(self):
        """The node instances"""
        return self._node_instances.itervalues()

[docs]    def get_relationship(self, target_id):
        """Get a node relationship by its target id"""
        return self._relationships.get(target_id)




class _WorkflowContextBase(object):

    def __init__(self, ctx, remote_ctx_handler_cls):
        self._context = ctx = ctx or {}
        self._local_task_thread_pool_size = ctx.get(
            'local_task_thread_pool_size',
            DEFAULT_LOCAL_TASK_THREAD_POOL_SIZE)

        self._task_retry_interval = ctx.get('task_retry_interval',
                                            DEFAULT_RETRY_INTERVAL)
        self._task_retries = ctx.get('task_retries',
                                     DEFAULT_TOTAL_RETRIES)
        self._subgraph_retries = ctx.get('subgraph_retries',
                                         DEFAULT_SUBGRAPH_TOTAL_RETRIES)
        self._logger = None

        if self.local:
            storage = ctx.pop('storage')
            handler = LocalCloudifyWorkflowContextHandler(self, storage)
        else:
            handler = remote_ctx_handler_cls(self)

        self._internal = CloudifyWorkflowContextInternal(self, handler)

    def graph_mode(self):
        """
        Switch the workflow context into graph mode

        :return: A task dependency graph instance
        """
        if next(self.internal.task_graph.tasks_iter(), None) is not None:
            raise RuntimeError('Cannot switch to graph mode when tasks have '
                               'already been executed')

        self.internal.graph_mode = True
        return self.internal.task_graph

    @property
    def bootstrap_context(self):
        return self.internal._bootstrap_context

    @property
    def internal(self):
        return self._internal

    @property
    def execution_id(self):
        """The execution id"""
        return self._context.get('execution_id')

    @property
    def workflow_id(self):
        """The workflow id"""
        return self._context.get('workflow_id')

    @property
    def local(self):
        """Is the workflow running in a local or remote context"""
        return self._context.get('local', False)

    @property
    def logger(self):
        """A logger for this workflow"""
        if self._logger is None:
            self._logger = self._init_cloudify_logger()
        return self._logger

    def _init_cloudify_logger(self):
        logger_name = self.execution_id
        logging_handler = self.internal.handler.get_context_logging_handler()
        return init_cloudify_logger(logging_handler, logger_name)

    def send_event(self, event, event_type='workflow_stage',
                   args=None,
                   additional_context=None):
        """
        Sends a workflow event to RabbitMQ

        :param event: The event
        :param event_type: The event type
        :param args: additional arguments that may be added to the message
        :param additional_context: additional context to be added to the
               context
        """

        send_event_task = self.internal.handler.get_send_workflow_event_task(
            event, event_type, args, additional_context)
        return self.local_task(
            local_task=send_event_task,
            info=event)

    def _execute_operation(self,
                           operation,
                           node_instance,
                           operations,
                           related_node_instance=None,
                           kwargs=None,
                           allow_kwargs_override=False,
                           send_task_events=DEFAULT_SEND_TASK_EVENTS):
        kwargs = kwargs or {}
        op_struct = operations.get(operation)
        if op_struct is None:
            raise RuntimeError('{0} operation of node instance {1} does '
                               'not exist'.format(operation,
                                                  node_instance.id))
        if not op_struct['operation']:
            return NOPLocalWorkflowTask(self)
        plugin_name = op_struct['plugin']
        operation_mapping = op_struct['operation']
        has_intrinsic_functions = op_struct['has_intrinsic_functions']
        operation_properties = op_struct.get('inputs', {})
        operation_executor = op_struct['executor']
        operation_total_retries = op_struct['max_retries']
        operation_retry_interval = op_struct['retry_interval']
        task_name = operation_mapping
        if operation_total_retries is None:
            total_retries = self.internal.get_task_configuration()[
                'total_retries']
        else:
            total_retries = operation_total_retries

        node_context = {
            'node_id': node_instance.id,
            'node_name': node_instance.node_id,
            'plugin': plugin_name,
            'operation': {
                'name': operation,
                'retry_number': 0,
                'max_retries': total_retries
            },
            'has_intrinsic_functions': has_intrinsic_functions,
            'host_id': node_instance._node_instance.host_id,
            'executor': operation_executor
        }
        if related_node_instance is not None:
            relationships = [rel.target_id
                             for rel in node_instance.relationships]
            node_context['related'] = {
                'node_id': related_node_instance.id,
                'node_name': related_node_instance.node_id,
                'is_target': related_node_instance.id in relationships
            }

        final_kwargs = self._merge_dicts(merged_from=kwargs,
                                         merged_into=operation_properties,
                                         allow_override=allow_kwargs_override)

        return self.execute_task(task_name,
                                 local=self.local,
                                 kwargs=final_kwargs,
                                 node_context=node_context,
                                 send_task_events=send_task_events,
                                 total_retries=total_retries,
                                 retry_interval=operation_retry_interval)

    @staticmethod
    def _merge_dicts(merged_from, merged_into, allow_override=False):
        result = copy.copy(merged_into)
        for key, value in merged_from.iteritems():
            if not allow_override and key in merged_into:
                raise RuntimeError('Duplicate definition of {0} in operation'
                                   ' properties and in kwargs. To allow '
                                   'redefinition, pass '
                                   '"allow_kwargs_override" to '
                                   '"execute_operation"'.format(key))
            result[key] = value
        return result

    def update_execution_status(self, new_status):
        """
        Updates the execution status to new_status.
        Note that the workflow status gets automatically updated before and
        after its run (whether the run succeeded or failed)
        """
        update_execution_status_task = \
            self.internal.handler.get_update_execution_status_task(new_status)

        return self.local_task(
            local_task=update_execution_status_task,
            info=new_status)

    def _build_cloudify_context(self,
                                task_id,
                                task_name,
                                node_context):
        node_context = node_context or {}
        context = {
            '__cloudify_context': '0.3',
            'task_id': task_id,
            'task_name': task_name,
            'execution_id': self.execution_id,
            'workflow_id': self.workflow_id,
        }
        context.update(node_context)
        context.update(self.internal.handler.operation_cloudify_context)
        return context

    def execute_task(self,
                     task_name,
                     local=True,
                     task_queue=None,
                     task_target=None,
                     kwargs=None,
                     node_context=None,
                     send_task_events=DEFAULT_SEND_TASK_EVENTS,
                     total_retries=None,
                     retry_interval=None):
        """
        Execute a task

        :param task_name: the task named
        :param kwargs: optional kwargs to be passed to the task
        :param node_context: Used internally by node.execute_operation
        """
        # Should deepcopy cause problems here, remove it, but please make
        # sure that WORKFLOWS_WORKER_PAYLOAD is not global in manager repo
        kwargs = copy.deepcopy(kwargs) or {}
        task_id = str(uuid.uuid4())
        cloudify_context = self._build_cloudify_context(
            task_id,
            task_name,
            node_context)
        kwargs['__cloudify_context'] = cloudify_context

        if local:
            values = task_name.split('.')
            module_name = '.'.join(values[:-1])
            method_name = values[-1]
            module = importlib.import_module(module_name)
            task = getattr(module, method_name)
            return self.local_task(local_task=task,
                                   info=task_name,
                                   name=task_name,
                                   kwargs=kwargs,
                                   task_id=task_id,
                                   send_task_events=send_task_events,
                                   total_retries=total_retries,
                                   retry_interval=retry_interval)
        else:
            return self.remote_task(task_queue=task_queue,
                                    task_target=task_target,
                                    kwargs=kwargs,
                                    cloudify_context=cloudify_context,
                                    task_id=task_id,
                                    send_task_events=send_task_events,
                                    total_retries=total_retries,
                                    retry_interval=retry_interval)

    def local_task(self,
                   local_task,
                   node=None,
                   info=None,
                   kwargs=None,
                   task_id=None,
                   name=None,
                   send_task_events=DEFAULT_SEND_TASK_EVENTS,
                   override_task_config=False,
                   total_retries=None,
                   retry_interval=None):
        """
        Create a local workflow task

        :param local_task: A callable implementation for the task
        :param node: A node if this task is called in a node context
        :param info: Additional info that will be accessed and included
                     in log messages
        :param kwargs: kwargs to pass to the local_task when invoked
        :param task_id: The task id
        """
        global_task_config = self.internal.get_task_configuration()
        if hasattr(local_task, 'workflow_task_config'):
            decorator_task_config = local_task.workflow_task_config
        else:
            decorator_task_config = {}
        invocation_task_config = dict(
            local_task=local_task,
            node=node,
            info=info,
            kwargs=kwargs,
            send_task_events=send_task_events,
            task_id=task_id,
            name=name)
        if total_retries is not None:
            invocation_task_config['total_retries'] = total_retries
        if retry_interval is not None:
            invocation_task_config['retry_interval'] = retry_interval

        final_task_config = {}
        final_task_config.update(global_task_config)
        if override_task_config:
            final_task_config.update(decorator_task_config)
            final_task_config.update(invocation_task_config)
        else:
            final_task_config.update(invocation_task_config)
            final_task_config.update(decorator_task_config)

        return self._process_task(LocalWorkflowTask(
            workflow_context=self,
            **final_task_config))

    def remote_task(self,
                    kwargs,
                    cloudify_context,
                    task_id,
                    task_queue=None,
                    task_target=None,
                    send_task_events=DEFAULT_SEND_TASK_EVENTS,
                    total_retries=None,
                    retry_interval=None):
        """
        Create a remote workflow task

        :param cloudify_context: A dict for creating the CloudifyContext
                                 used by the called task
        :param task_id: The task id
        """
        task_configuration = self.internal.get_task_configuration()
        if total_retries is not None:
            task_configuration['total_retries'] = total_retries
        if retry_interval is not None:
            task_configuration['retry_interval'] = retry_interval
        return self._process_task(
            RemoteWorkflowTask(kwargs=kwargs,
                               cloudify_context=cloudify_context,
                               task_target=task_target,
                               task_queue=task_queue,
                               workflow_context=self,
                               task_id=task_id,
                               send_task_events=send_task_events,
                               **task_configuration))

    def _process_task(self, task):
        if self.internal.graph_mode:
            return task
        else:
            self.internal.task_graph.add_task(task)
            return task.apply_async()


[docs]class WorkflowNodesAndInstancesContainer(object):

    def __init__(self, workflow_context, raw_nodes, raw_node_instances):
        self._nodes = dict(
            (node.id, CloudifyWorkflowNode(workflow_context, node, self))
            for node in raw_nodes)

        self._node_instances = dict(
            (instance.id, CloudifyWorkflowNodeInstance(
                workflow_context, self._nodes[instance.node_id], instance,
                self))
            for instance in raw_node_instances)

        for inst in self._node_instances.itervalues():
            for rel in inst.relationships:
                if rel.relationship.is_derived_from(
                        "cloudify.relationships.contained_in"):
                    rel.target_node_instance._add_contained_node_instance(inst)

    @property
    def nodes(self):
        return self._nodes.itervalues()

    @property
    def node_instances(self):
        return self._node_instances.itervalues()

[docs]    def get_node(self, node_id):
        """
        Get a node by its id

        :param node_id: The node id
        :return: a CloudifyWorkflowNode instance for the node or None if
                 not found
        """
        return self._nodes.get(node_id)


[docs]    def get_node_instance(self, node_instance_id):
        """
        Get a node instance by its id

        :param node_instance_id: The node instance id
        :return: a CloudifyWorkflowNode instance for the node or None if
                 not found
        """
        return self._node_instances.get(node_instance_id)




[docs]class CloudifyWorkflowContext(
    _WorkflowContextBase,
    WorkflowNodesAndInstancesContainer
):
    """
    A context used in workflow operations

    :param ctx: a cloudify_context workflow dict
    """

    def __init__(self, ctx):
        # Not using super() here, because WorkflowNodesAndInstancesContainer's
        # __init__() needs some data to be prepared before calling it. It would
        # be possible to overcome this by using kwargs + super(...).__init__()
        # in _WorkflowContextBase, but the way it is now is self-explanatory.
        _WorkflowContextBase.__init__(self, ctx,
                                      RemoteCloudifyWorkflowContextHandler)

        self.blueprint = context.BlueprintContext(self._context)
        self.deployment = WorkflowDeploymentContext(self._context, self)

        if self.local:
            storage = self.internal.handler.storage
            raw_nodes = storage.get_nodes()
            raw_node_instances = storage.get_node_instances()
        else:
            rest = get_rest_client()
            raw_nodes = rest.nodes.list(self.deployment.id)
            raw_node_instances = rest.node_instances.list(self.deployment.id)

        WorkflowNodesAndInstancesContainer.__init__(self, self, raw_nodes,
                                                    raw_node_instances)

    def _build_cloudify_context(self, *args):
        context = super(
            CloudifyWorkflowContext,
            self
        )._build_cloudify_context(*args)
        context.update({
            'blueprint_id': self.blueprint.id,
            'deployment_id': self.deployment.id
        })
        return context



[docs]class CloudifySystemWideWorkflowContext(_WorkflowContextBase):
    """
    An instance of this class gets passed as the ``ctx`` parameter to a
    workflow method decorated with ``@workflow(system_wide=True)``.
    This context is not particularly bound to any specific deployment.
    It provides a ``deployments_contexts`` property, which is a lazily loaded
    dictionary, whose keys are deployment ids and values are lazily loaded
    (thanks to ``proxy_tools.proxy``) deployment contexts corresponding to
    those deployments.
    For example, in order to make use of any functionality provided by the
    ``CloudifyWorkflowContext`` class for a deployment "dep1", the code should
    look like this:

    Example::

        with ctx.deployments_contexts['dep1'] as dep:
            for node_instance in dep.node_instances:
                pass
    """

    def __init__(self, ctx):
        super(CloudifySystemWideWorkflowContext, self).__init__(
            ctx,
            SystemWideWfRemoteContextHandler
        )
        self._dep_contexts = None

    class _ManagedCloudifyWorkflowContext(CloudifyWorkflowContext):
        def __enter__(self):
            self.internal.start_local_tasks_processing()
            self.internal.start_event_monitor()

        def __exit__(self, *args, **kwargs):
            self.internal.stop_local_tasks_processing()
            self.internal.stop_event_monitor()

    @property
    def deployments_contexts(self):
        if self._dep_contexts is None:
            self._dep_contexts = {}
            rest = get_rest_client()
            for dep in rest.deployments.list():
                dep_ctx = self._context.copy()
                dep_ctx['deployment_id'] = dep.id
                dep_ctx['blueprint_id'] = dep.blueprint_id

                def lazily_loaded_ctx(dep_ctx):
                    def lazy_ctx():
                        if not hasattr(lazy_ctx, '_cached_ctx'):
                            lazy_ctx._cached_ctx = \
                                self._ManagedCloudifyWorkflowContext(dep_ctx)
                        return lazy_ctx._cached_ctx

                    return proxy(lazy_ctx)

                self._dep_contexts[dep.id] = lazily_loaded_ctx(dep_ctx)
        return self._dep_contexts



class CloudifyWorkflowContextInternal(object):

    def __init__(self, workflow_context, handler):
        self.workflow_context = workflow_context
        self.handler = handler
        self._bootstrap_context = None
        self._graph_mode = False
        # the graph is always created internally for events to work properly
        # when graph mode is turned on this instance is returned to the user.
        subgraph_task_config = self.get_subgraph_task_configuration()
        self._task_graph = TaskDependencyGraph(
            workflow_context=workflow_context,
            default_subgraph_task_config=subgraph_task_config)

        # events related
        self._event_monitor = None
        self._event_monitor_thread = None

        # local task processing
        thread_pool_size = self.workflow_context._local_task_thread_pool_size
        self.local_tasks_processor = LocalTasksProcessing(
            thread_pool_size=thread_pool_size)

    def get_task_configuration(self):
        bootstrap_context = self._get_bootstrap_context()
        workflows = bootstrap_context.get('workflows', {})
        total_retries = workflows.get(
            'task_retries',
            self.workflow_context._task_retries)
        retry_interval = workflows.get(
            'task_retry_interval',
            self.workflow_context._task_retry_interval)
        return dict(total_retries=total_retries,
                    retry_interval=retry_interval)

    def get_subgraph_task_configuration(self):
        bootstrap_context = self._get_bootstrap_context()
        workflows = bootstrap_context.get('workflows', {})
        subgraph_retries = workflows.get(
            'subgraph_retries',
            self.workflow_context._subgraph_retries
        )
        return dict(total_retries=subgraph_retries)

    def _get_bootstrap_context(self):
        if self._bootstrap_context is None:
            self._bootstrap_context = self.handler.bootstrap_context
        return self._bootstrap_context

    @property
    def task_graph(self):
        return self._task_graph

    @property
    def graph_mode(self):
        return self._graph_mode

    @graph_mode.setter
    def graph_mode(self, graph_mode):
        self._graph_mode = graph_mode

    def start_event_monitor(self):
        """
        Start an event monitor in its own thread for handling task events
        defined in the task dependency graph

        """
        monitor = events.Monitor(self.task_graph)
        thread = threading.Thread(target=monitor.capture)
        thread.daemon = True
        thread.start()
        self._event_monitor = monitor
        self._event_monitor_thread = thread

    def stop_event_monitor(self):
        self._event_monitor.stop()

    def send_task_event(self, state, task, event=None):
        send_task_event_func = self.handler.get_send_task_event_func(task)
        events.send_task_event(state, task, send_task_event_func, event)

    def send_workflow_event(self, event_type, message=None, args=None):
        self.handler.send_workflow_event(event_type=event_type,
                                         message=message,
                                         args=args)

    def start_local_tasks_processing(self):
        self.local_tasks_processor.start()

    def stop_local_tasks_processing(self):
        self.local_tasks_processor.stop()

    def add_local_task(self, task):
        self.local_tasks_processor.add_task(task)


[docs]class LocalTasksProcessing(object):

    def __init__(self, thread_pool_size=1):
        self._local_tasks_queue = Queue.Queue()
        self._local_task_processing_pool = []
        for _ in range(thread_pool_size):
            thread = threading.Thread(target=self._process_local_task)
            thread.daemon = True
            self._local_task_processing_pool.append(thread)
        self.stopped = False

[docs]    def start(self):
        for thread in self._local_task_processing_pool:
            thread.start()


[docs]    def stop(self):
        self.stopped = True


[docs]    def add_task(self, task):
        self._local_tasks_queue.put(task)


    def _process_local_task(self):
        # see CFY-1442
        while not self.stopped:
            try:
                task = self._local_tasks_queue.get(timeout=1)
                task()
            # may seem too general, but daemon threads are just great.
            # anyway, this is properly unit tested, so we should be good.
            except:
                pass

# Local/Remote Handlers



[docs]class CloudifyWorkflowContextHandler(object):

    def __init__(self, workflow_ctx):
        self.workflow_ctx = workflow_ctx

[docs]    def get_context_logging_handler(self):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def get_node_logging_handler(self, workflow_node_instance):
        raise NotImplementedError('Implemented by subclasses')


    @property
    def bootstrap_context(self):
        raise NotImplementedError('Implemented by subclasses')

[docs]    def get_send_task_event_func(self, task):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def get_update_execution_status_task(self, new_status):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def get_send_node_event_task(self, workflow_node_instance,
                                 event, additional_context=None):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def get_send_workflow_event_task(self, event, event_type, args,
                                     additional_context=None):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def get_task(self, workflow_task, queue=None, target=None):
        raise NotImplementedError('Implemented by subclasses')


    @property
    def operation_cloudify_context(self):
        raise NotImplementedError('Implemented by subclasses')

[docs]    def get_set_state_task(self,
                           workflow_node_instance,
                           state):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def get_get_state_task(self, workflow_node_instance):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def send_workflow_event(self, event_type, message=None, args=None,
                            additional_context=None):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def download_blueprint_resource(self,
                                    resource_path,
                                    target_path=None):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def start_deployment_modification(self, nodes):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def finish_deployment_modification(self, modification):
        raise NotImplementedError('Implemented by subclasses')


[docs]    def rollback_deployment_modification(self, modification):
        raise NotImplementedError('Implemented by subclasses')




[docs]class RemoteContextHandler(CloudifyWorkflowContextHandler):

    @property
    def bootstrap_context(self):
        return get_bootstrap_context()

[docs]    def get_send_task_event_func(self, task):
        return events.send_task_event_func_remote


[docs]    def get_update_execution_status_task(self, new_status):
        def update_execution_status_task():
            update_execution_status(self.workflow_ctx.execution_id, new_status)
        return update_execution_status_task


[docs]    def get_send_workflow_event_task(self, event, event_type, args,
                                     additional_context=None):
        @task_config(send_task_events=False)
        def send_event_task():
            self.send_workflow_event(event_type=event_type,
                                     message=event,
                                     args=args,
                                     additional_context=additional_context)
        return send_event_task


[docs]    def get_task(self, workflow_task, queue=None, target=None):

        runtime_props = []

        def _derive(property_name):
            executor = workflow_task.cloudify_context['executor']
            host_id = workflow_task.cloudify_context['host_id']
            if executor == 'host_agent':
                if len(runtime_props) == 0:
                    host_node_instance = get_node_instance(host_id)
                    cloudify_agent = host_node_instance.runtime_properties.get(
                        'cloudify_agent')
                    if not cloudify_agent:
                        raise exceptions.NonRecoverableError(
                            'Missing cloudify_agent runtime information. '
                            'This most likely means that the Compute node '
                            'never started successfully')
                    runtime_props.append(cloudify_agent)
                return runtime_props[0][property_name]
            return self.workflow_ctx.deployment.id

        if queue is None:
            queue = _derive('queue')

        if target is None:
            target = _derive('name')

        kwargs = workflow_task.kwargs
        # augment cloudify context with target and queue
        kwargs['__cloudify_context']['task_queue'] = queue
        kwargs['__cloudify_context']['task_target'] = target

        # Remote task
        # Import here because this only applies to remote tasks execution
        # environment
        import celery

        return celery.subtask(workflow_task.name,
                              kwargs=kwargs,
                              queue=queue,
                              immutable=True), queue, target


    @property
    def operation_cloudify_context(self):
        return {'local': False}

[docs]    def get_set_state_task(self,
                           workflow_node_instance,
                           state):
        @task_config(send_task_events=False)
        def set_state_task():
            node_state = get_node_instance(workflow_node_instance.id)
            node_state.state = state
            update_node_instance(node_state)
            return node_state
        return set_state_task


[docs]    def get_get_state_task(self, workflow_node_instance):
        @task_config(send_task_events=False)
        def get_state_task():
            return get_node_instance(workflow_node_instance.id).state
        return get_state_task


[docs]    def download_blueprint_resource(self,
                                    blueprint_id,
                                    resource_path,
                                    target_path=None):
        logger = self.workflow_ctx.logger
        return download_blueprint_resource(blueprint_id=blueprint_id,
                                           resource_path=resource_path,
                                           target_path=target_path,
                                           logger=logger)




[docs]class RemoteCloudifyWorkflowContextHandler(RemoteContextHandler):

[docs]    def get_node_logging_handler(self, workflow_node_instance):
        return CloudifyWorkflowNodeLoggingHandler(workflow_node_instance,
                                                  out_func=logs.amqp_log_out)


[docs]    def get_context_logging_handler(self):
        return CloudifyWorkflowLoggingHandler(self.workflow_ctx,
                                              out_func=logs.amqp_log_out)


[docs]    def download_blueprint_resource(self,
                                    resource_path,
                                    target_path=None):
        return super(RemoteCloudifyWorkflowContextHandler, self) \
            .download_blueprint_resource(
                blueprint_id=self.workflow_ctx.blueprint.id,
                resource_path=resource_path,
                target_path=target_path)


[docs]    def start_deployment_modification(self, nodes):
        deployment_id = self.workflow_ctx.deployment.id
        client = get_rest_client()
        modification = client.deployment_modifications.start(
            deployment_id=deployment_id,
            nodes=nodes,
            context={
                'blueprint_id': self.workflow_ctx.blueprint.id,
                'deployment_id': deployment_id,
                'execution_id': self.workflow_ctx.execution_id,
                'workflow_id': self.workflow_ctx.workflow_id,
            })
        return Modification(self.workflow_ctx, modification)


[docs]    def finish_deployment_modification(self, modification):
        client = get_rest_client()
        client.deployment_modifications.finish(modification.id)


[docs]    def rollback_deployment_modification(self, modification):
        client = get_rest_client()
        client.deployment_modifications.rollback(modification.id)


[docs]    def send_workflow_event(self, event_type, message=None, args=None,
                            additional_context=None):
        send_workflow_event(self.workflow_ctx,
                            event_type=event_type,
                            message=message,
                            args=args,
                            additional_context=additional_context,
                            out_func=logs.amqp_event_out)


[docs]    def get_send_node_event_task(self, workflow_node_instance,
                                 event, additional_context=None):
        @task_config(send_task_events=False)
        def send_event_task():
            send_workflow_node_event(ctx=workflow_node_instance,
                                     event_type='workflow_node_event',
                                     message=event,
                                     additional_context=additional_context,
                                     out_func=logs.amqp_event_out)
        return send_event_task




[docs]class SystemWideWfRemoteContextHandler(RemoteContextHandler):

[docs]    def get_context_logging_handler(self):
        return SystemWideWorkflowLoggingHandler(self.workflow_ctx,
                                                out_func=logs.amqp_log_out)


[docs]    def send_workflow_event(self, event_type, message=None, args=None,
                            additional_context=None):
        send_sys_wide_wf_event(self.workflow_ctx,
                               event_type=event_type,
                               message=message,
                               args=args,
                               additional_context=additional_context,
                               out_func=logs.amqp_event_out)




[docs]class LocalCloudifyWorkflowContextHandler(CloudifyWorkflowContextHandler):

    def __init__(self, workflow_ctx, storage):
        super(LocalCloudifyWorkflowContextHandler, self).__init__(
            workflow_ctx)
        self.storage = storage
        self._send_task_event_func = None

[docs]    def get_context_logging_handler(self):
        return CloudifyWorkflowLoggingHandler(self.workflow_ctx,
                                              out_func=logs.stdout_log_out)


[docs]    def get_node_logging_handler(self, workflow_node_instance):
        return CloudifyWorkflowNodeLoggingHandler(workflow_node_instance,
                                                  out_func=logs.stdout_log_out)


    @property
    def bootstrap_context(self):
        return {}

[docs]    def get_send_task_event_func(self, task):
        return events.send_task_event_func_local


[docs]    def get_update_execution_status_task(self, new_status):
        raise NotImplementedError(
            'Update execution status is not supported for '
            'local workflow execution')


[docs]    def get_send_node_event_task(self, workflow_node_instance,
                                 event, additional_context=None):
        @task_config(send_task_events=False)
        def send_event_task():
            send_workflow_node_event(ctx=workflow_node_instance,
                                     event_type='workflow_node_event',
                                     message=event,
                                     additional_context=additional_context,
                                     out_func=logs.stdout_event_out)
        return send_event_task


[docs]    def get_send_workflow_event_task(self, event, event_type, args,
                                     additional_context=None):
        @task_config(send_task_events=False)
        def send_event_task():
            send_workflow_event(ctx=self.workflow_ctx,
                                event_type=event_type,
                                message=event,
                                args=args,
                                additional_context=additional_context,
                                out_func=logs.stdout_event_out)
        return send_event_task


[docs]    def get_task(self, workflow_task, queue=None, target=None):
        raise NotImplementedError('Not implemented by local workflow tasks')


    @property
    def operation_cloudify_context(self):
        return {'local': True,
                'storage': self.storage}

[docs]    def get_set_state_task(self,
                           workflow_node_instance,
                           state):
        @task_config(send_task_events=False)
        def set_state_task():
            self.storage.update_node_instance(
                workflow_node_instance.id,
                state=state,
                version=None)
        return set_state_task


[docs]    def get_get_state_task(self, workflow_node_instance):
        @task_config(send_task_events=False)
        def get_state_task():
            instance = self.storage.get_node_instance(
                workflow_node_instance.id)
            return instance.state
        return get_state_task


[docs]    def send_workflow_event(self, event_type, message=None, args=None,
                            additional_context=None):
        send_workflow_event(self.workflow_ctx,
                            event_type=event_type,
                            message=message,
                            args=args,
                            additional_context=additional_context,
                            out_func=logs.stdout_event_out)


[docs]    def download_blueprint_resource(self,
                                    resource_path,
                                    target_path=None):
        return self.storage.download_resource(resource_path=resource_path,
                                              target_path=target_path)




[docs]class Modification(object):

    def __init__(self, workflow_ctx, modification):
        self._raw_modification = modification
        self.workflow_ctx = workflow_ctx
        node_instances = modification.node_instances
        added_raw_nodes = dict(
            (instance.node_id, workflow_ctx.get_node(instance.node_id)._node)
            for instance in node_instances.added_and_related).values()
        added_raw_node_instances = node_instances.added_and_related
        self._added = ModificationNodes(self,
                                        added_raw_nodes,
                                        added_raw_node_instances)

        removed_raw_nodes = dict(
            (instance.node_id, workflow_ctx.get_node(instance.node_id)._node)
            for instance in node_instances.removed_and_related).values()
        removed_raw_node_instances = node_instances.removed_and_related
        self._removed = ModificationNodes(self,
                                          removed_raw_nodes,
                                          removed_raw_node_instances)

    @property
    def added(self):
        """
        :return: Added and related nodes
        :rtype: ModificationNodes
        """
        return self._added

    @property
    def removed(self):
        """
        :return: Removed and related nodes
        :rtype: ModificationNodes
        """
        return self._removed

    @property
    def id(self):
        return self._raw_modification.id

[docs]    def finish(self):
        """Finish deployment modification process"""
        self.workflow_ctx.internal.handler.finish_deployment_modification(
            self._raw_modification)


[docs]    def rollback(self):
        """Rollback deployment modification process"""
        self.workflow_ctx.internal.handler.rollback_deployment_modification(
            self._raw_modification)




[docs]class ModificationNodes(WorkflowNodesAndInstancesContainer):
    def __init__(self, modification, raw_nodes, raw_node_instances):
        super(ModificationNodes, self).__init__(
            modification.workflow_ctx,
            raw_nodes,
            raw_node_instances
        )



[docs]class WorkflowDeploymentContext(context.DeploymentContext):

    def __init__(self, cloudify_context, workflow_ctx):
        super(WorkflowDeploymentContext, self).__init__(cloudify_context)
        self.workflow_ctx = workflow_ctx

[docs]    def start_modification(self, nodes):
        """Start deployment modification process

        :param nodes: Modified nodes specification
        :return: Workflow modification wrapper
        :rtype: Modification
        """
        handler = self.workflow_ctx.internal.handler
        return handler.start_deployment_modification(nodes)




[docs]def task_config(fn=None, **arguments):
    if fn is not None:
        @functools.wraps(fn)
        def wrapper(*args, **kwargs):
            return fn(*args, **kwargs)
        wrapper.workflow_task_config = arguments
        return wrapper
    else:
        def partial_wrapper(func):
            return task_config(func, **arguments)
        return partial_wrapper
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