

    
      
          
            
  
choix

choix is a Python library that provides inference algorithms for models based
on Luce’s choice axiom. These probabilistic models can be used to explain and
predict outcomes of comparisons between items.


	Pairwise comparisons: when the data consists of comparisons between two
items, the model variant is usually referred to as the Bradley-Terry model.
It is closely related to the Elo rating system used to rank chess players.


	Partial rankings: when the data consists of rankings over (a subset of)
the items, the model variant is usually referred to as the Plackett-Luce
model.


	Top-1 lists: another variation of the model arises when the data consists
of discrete choices, i.e., we observe the selection of one item out of a
subset of items.


	Choices in a network: when the data consists of counts of the number of
visits to each node in a network, the model is known as the Network Choice
Model.




choix makes it easy to infer model parameters from these different types of
data, using a variety of algorithms:


	Luce Spectral Ranking


	Minorization-Maximization


	Rank Centrality


	Approximate Bayesian inference with expectation propagation




An easy way to get started is by exploring the notebooks [https://github.com/lucasmaystre/choix/tree/master/notebooks]!
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Installing

Most users will probably want to install the latest version hosted on PyPI:

pip install choix





Developers might want to install the latest version from GitHub:

git clone https://github.com/lucasmaystre/choix.git
cd choix
pip install -e .





The -e flag makes it possible to edit the code without needing to reinstall
the library afterwards.


Dependencies

choix depends on numpy, scipy, and partially on networkx (only
for network-related functions). Unit tests depend on pytest.





          

      

      

    

  

    
      
          
            
  
Types of Data

In order to simplify the code and speed up the implementation of algorithms,
choix assumes that items are identified by consecutive integers ranging
from 0 to n_items - 1.

Data processed by the inference algorithms in the library consist of outcomes
of comparisons between subsets of items. Specifically, four types of
observations are supported.


Pairwise comparisons

In the simplest (and perhaps the most widely-used) case, the data consist of
outcomes of comparisons between two items. Mathematically, we represent the
event “item \(i\) wins over item \(j\)” as


\[i \succ j.\]

In Python, we simply represent this event using a list with two integers:

[i, j]





By convention, the first element of the list represents the item which wins,
and the second element the item which loses.

The statistical model that choix postulates for pairwise-comparison
data is usually known as the Bradley–Terry model. Given parameters
\(\theta_1, \ldots, \theta_n\), and two items \(i\) and \(j\), the
probability of the outcome \(i \succ j\) is


\[p(i \succ j) = \frac{e^{\theta_i}}{e^{\theta_i} + e^{\theta_j}}.\]



Top-1 lists

Another case arises when the data consist of choices of one item out of a set
containing several other items. We call these top-1 lists. Compared to
pairwise comparisons, this type of data is no longer restricted to comparing
only two items: comparisons can involve sets of alternatives of any size
between 2 and n_items. We denote the outcome “item \(i\) is chosen over
items \(j, \ldots, k\)” as


\[i \succ \{j, \ldots, k\}.\]

In Python, we represent this event using a list with two elements:

[i, {j, ..., k}]





The first element of the list is an integer that represents the “winning” item,
whereas the second element is a set containing the “losing” items. Note that
this set does not include the winning item.

The statistical model that choix uses for these data is a straightforward
extension of the Bradley–Terry model (see, e.g., Luce 1959). Given parameters
\(\theta_1, \ldots, \theta_n\), winning item \(i\) and losing
alternatives \(j, k, \ell, \ldots\), the probability of the corresponding
outcome is


\[p(i \succ \{j, \ldots, k\}) = \frac{e^{\theta_i}}{
    e^{\theta_i} + e^{\theta_j} + \cdots + e^{\theta_k}}.\]



Rankings

Instead of observing a single choice, we might have observations that consist
of a ranking over a set of alternatives. This leads to a third type of data.
We denote the event “item \(i\) wins over item \(j\) … wins over item
\(k\)” as


\[i \succ j \succ \ldots \succ k.\]

In Python, we represent this as a list:

[i, j, ..., k]





The list contains the subset of items in decreasing order of preference. For
example, the list [2, 0, 4] corresponds to a ranking where 2 is first,
0 is second, and 4 is third.

In this case, the statistical model that choix uses is usually referred to
as the Plackett–Luce model. Given parameters \(\theta_1, \ldots,
\theta_n\) and items \(i, j, \ldots, k\), the probability of a given ranking
is


\[p(i \succ j \succ \ldots \succ k) =
    \frac{e^{\theta_i}}{e^{\theta_i} + e^{\theta_j} + \cdots + e^{\theta_k}}
    \cdot \frac{e^{\theta_j}}{e^{\theta_j} + \cdots + e^{\theta_k}}
    \cdots.\]

The attentive reader will notice that this probability corresponds to that of
an independent sequence of top-1 lists over the remaining alternatives.



Choices in a network

The fourth type of data is slightly more involved. It enables the processing of
choices on networks based on marginal observations at the nodes of the network.
The easiest way to get started is to follow  this notebook [https://github.com/lucasmaystre/choix/tree/master/notebooks/choicerank-tutorial.ipynb].

We defer to [MG17] for a thorough presentation of the observed data and of the
statistical model.





          

      

      

    

  

    
      
          
            
  
Notes on Regularization

In some cases, e.g., if the data is sparse, the iterative algorithms underlying
the parameter inference functions might not converge. A pragmatic solution to
this problem is to add a little bit of regularization.

Inference functions in choix provide a generic regularization argument:
alpha. When \(\alpha = 0\), regularization is turned off; setting
\(\alpha > 0\) turns it on. In practice, if regularization is needed, we
recommend starting with small values (e.g., \(10^{-4}\)) and increasing the
value if necessary.

Below, we briefly how the regularization parameter is used inside the various
parameter inference functions.


Markov-chain based algorithms

For Markov-chain based algorithms such Luce Spectral Ranking and Rank
Centrality, \(\alpha\) is used to initialize the transition rates of the
Markov chain.

In the special case of pairwise-comparison data, this can be loosely understood
as placing an independent Beta prior for each pair of items on the respective
comparison outcome probability.



Minorization-maximization algorithms

In the case of Minorization-maximization algorithms, the exponentiated model
parameters \(e^{\theta_1}, \ldots, e^{\theta_n}\) are endowed each with an
independent Gamma prior distribution, with scale \(\alpha + 1\). See Caron
& Doucet (2012) for details.



Other algorithms

The scipy-based optimization functions use an \(\ell_2\)-regularizer on the
parameters \(\theta_1, \ldots, \theta_n\). In other words, the parameters
are endowed each with an independent Gaussian prior with variance \(1 /
\alpha\).





          

      

      

    

  

    
      
          
            
  
API Reference

Functions that generate parameters and data.







	choix.generate_params

	Generate random model parameters.



	choix.generate_pairwise

	Generate pairwise comparisons from a Bradley–Terry model.



	choix.generate_rankings

	Generate rankings according to a Plackett–Luce model.



	choix.compare

	Generate a comparison outcome that follows Luce’s axiom.






Various utilities such as distance functions, etc.







	choix.probabilities

	Compute the comparison outcome probabilities given a subset of items.



	choix.footrule_dist

	Compute Spearman’s footrule distance between two models.



	choix.kendalltau_dist

	Compute the Kendall tau distance between two models.






Functions that process pairwise comparisons.







	choix.lsr_pairwise

	Compute the LSR estimate of model parameters.



	choix.ilsr_pairwise

	Compute the ML estimate of model parameters using I-LSR.



	choix.lsr_pairwise_dense

	Compute the LSR estimate of model parameters given dense data.



	choix.ilsr_pairwise_dense

	Compute the ML estimate of model parameters given dense data.



	choix.rank_centrality

	Compute the Rank Centrality estimate of model parameters.



	choix.opt_pairwise

	Compute the ML estimate of model parameters using scipy.optimize.



	choix.ep_pairwise

	Compute a distribution of model parameters using the EP algorithm.



	choix.mm_pairwise

	Compute the ML estimate of model parameters using the MM algorithm.



	choix.log_likelihood_pairwise

	Compute the log-likelihood of model parameters.






Functions that process rankings.







	choix.lsr_rankings

	Compute the LSR estimate of model parameters.



	choix.ilsr_rankings

	Compute the ML estimate of model parameters using I-LSR.



	choix.opt_rankings

	Compute the ML estimate of model parameters using scipy.optimize.



	choix.mm_rankings

	Compute the ML estimate of model parameters using the MM algorithm.



	choix.log_likelihood_rankings

	Compute the log-likelihood of model parameters.






Functions that process top-1 lists.







	choix.lsr_top1

	Compute the LSR estimate of model parameters.



	choix.ilsr_top1

	Compute the ML estimate of model parameters using I-LSR.



	choix.opt_top1

	Compute the ML estimate of model parameters using scipy.optimize.



	choix.mm_top1

	Compute the ML estimate of model parameters using the MM algorithm.



	choix.log_likelihood_top1

	Compute the log-likelihood of model parameters.






Functions that process choices in a network.







	choix.choicerank

	Compute the MAP estimate of a network choice model’s parameters.



	choix.log_likelihood_network

	Compute the log-likelihood of model parameters.







Generators


	
choix.generate_params(n_items, interval=5.0, ordered=False)[source]

	Generate random model parameters.

This function samples a parameter independently and uniformly for each
item. interval defines the width of the uniform distribution.


	Parameters

	
	n_items (int) – Number of distinct items.


	interval (float) – Sampling interval.


	ordered (bool, optional) – If true, the parameters are ordered from lowest to highest.






	Returns

	params – Model parameters.



	Return type

	numpy.ndarray










	
choix.generate_pairwise(params, n_comparisons=10)[source]

	Generate pairwise comparisons from a Bradley–Terry model.

This function samples comparisons pairs independently and uniformly at
random over the len(params) choose 2 possibilities, and samples the
corresponding comparison outcomes from a Bradley–Terry model parametrized
by params.


	Parameters

	
	params (array_like) – Model parameters.


	n_comparisons (int) – Number of comparisons to be returned.






	Returns

	data – Pairwise-comparison samples (see Pairwise comparisons).



	Return type

	list of (int, int)










	
choix.generate_rankings(params, n_rankings, size=3)[source]

	Generate rankings according to a Plackett–Luce model.

This function samples subsets of items (of size size) independently and
uniformly at random, and samples the correspoding partial ranking from a
Plackett–Luce model parametrized by params.


	Parameters

	
	params (array_like) – Model parameters.


	n_rankings (int) – Number of rankings to generate.


	size (int, optional) – Number of items to include in each ranking.






	Returns

	data – A list of (partial) rankings generated according to a Plackett–Luce
model with the specified model parameters.



	Return type

	list of numpy.ndarray










	
choix.compare(items, params, rank=False)[source]

	Generate a comparison outcome that follows Luce’s axiom.

This function samples an outcome for the comparison of a subset of items,
from a model parametrized by params. If rank is True, it returns a
ranking over the items, otherwise it returns a single item.


	Parameters

	
	items (list) – Subset of items to compare.


	params (array_like) – Model parameters.


	rank (bool, optional) – If true, returns a ranking over the items instead of a single item.






	Returns

	outcome – The chosen item, or a ranking over items.



	Return type

	int or list of int











Utilities


	
choix.probabilities(items, params)[source]

	Compute the comparison outcome probabilities given a subset of items.

This function computes, for each item in items, the probability that it
would win (i.e., be chosen) in a comparison involving the items, given
model parameters.


	Parameters

	
	items (list) – Subset of items to compare.


	params (array_like) – Model parameters.






	Returns

	probs – A probability distribution over items.



	Return type

	numpy.ndarray










	
choix.footrule_dist(params1, params2=None)[source]

	Compute Spearman’s footrule distance between two models.

This function computes Spearman’s footrule distance between the rankings
induced by two parameter vectors. Let \(\sigma_i\) be the rank of item
i in the model described by params1, and \(\tau_i\) be its rank
in the model described by params2. Spearman’s footrule distance is
defined by


\[\sum_{i=1}^N | \sigma_i - \tau_i |\]

By convention, items with the lowest parameters are ranked first (i.e.,
sorted using the natural order).

If the argument params2 is None, the second model is assumed to
rank the items by their index: item 0 has rank 1, item 1 has rank
2, etc.


	Parameters

	
	params1 (array_like) – Parameters of the first model.


	params2 (array_like, optional) – Parameters of the second model.






	Returns

	dist – Spearman’s footrule distance.



	Return type

	float










	
choix.kendalltau_dist(params1, params2=None)[source]

	Compute the Kendall tau distance between two models.

This function computes the Kendall tau distance between the rankings
induced by two parameter vectors. Let \(\sigma_i\) be the rank of item
i in the model described by params1, and \(\tau_i\) be its rank
in the model described by params2. The Kendall tau distance is defined
as the number of pairwise disagreements between the two rankings, i.e.,


\[\sum_{i=1}^N \sum_{j=1}^N
  \mathbf{1} \{ \sigma_i > \sigma_j \wedge \tau_i < \tau_j \}\]

By convention, items with the lowest parameters are ranked first (i.e.,
sorted using the natural order).

If the argument params2 is None, the second model is assumed to
rank the items by their index: item 0 has rank 1, item 1 has rank
2, etc.

If some values are equal within a parameter vector, all items are given a
distinct rank, corresponding to the order in which the values occur.


	Parameters

	
	params1 (array_like) – Parameters of the first model.


	params2 (array_like, optional) – Parameters of the second model.






	Returns

	dist – Kendall tau distance.



	Return type

	float











Processing pairwise comparisons


	
choix.lsr_pairwise(n_items, data, alpha=0.0, initial_params=None)[source]

	Compute the LSR estimate of model parameters.

This function implements the Luce Spectral Ranking inference algorithm
[MG15] for pairwise-comparison data (see Pairwise comparisons).

The argument initial_params can be used to iteratively refine an
existing parameter estimate (see the implementation of
ilsr_pairwise() for an idea on how this works). If it is set
to None (the default), the all-ones vector is used.

The transition rates of the LSR Markov chain are initialized with
alpha. When alpha > 0, this corresponds to a form of regularization
(see Notes on Regularization for details).


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Pairwise-comparison data.


	alpha (float, optional) – Regularization parameter.


	initial_params (array_like, optional) – Parameters used to build the transition rates of the LSR Markov chain.






	Returns

	params – An estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.ilsr_pairwise(n_items, data, alpha=0.0, initial_params=None, max_iter=100, tol=1e-08)[source]

	Compute the ML estimate of model parameters using I-LSR.

This function computes the maximum-likelihood (ML) estimate of model
parameters given pairwise-comparison data (see Pairwise comparisons), using
the iterative Luce Spectral Ranking algorithm [MG15].

The transition rates of the LSR Markov chain are initialized with
alpha. When alpha > 0, this corresponds to a form of regularization
(see Notes on Regularization for details).


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Pairwise-comparison data.


	alpha (float, optional) – Regularization parameter.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Maximum L1-norm of the difference between successive iterates to
declare convergence.






	Returns

	params – The ML estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.lsr_pairwise_dense(comp_mat, alpha=0.0, initial_params=None)[source]

	Compute the LSR estimate of model parameters given dense data.

This function implements the Luce Spectral Ranking inference algorithm
[MG15] for dense pairwise-comparison data.

The data is described by a pairwise-comparison matrix comp_mat such
that comp_mat[i,j] contains the number of times that item i wins
against item j.

In comparison to lsr_pairwise(), this function is particularly
efficient for dense pairwise-comparison datasets (i.e., containing many
comparisons for a large fraction of item pairs).

The argument initial_params can be used to iteratively refine an
existing parameter estimate (see the implementation of
ilsr_pairwise() for an idea on how this works). If it is set
to None (the default), the all-ones vector is used.

The transition rates of the LSR Markov chain are initialized with
alpha. When alpha > 0, this corresponds to a form of regularization
(see Notes on Regularization for details).


	Parameters

	
	comp_mat (np.array) – 2D square matrix describing the pairwise-comparison outcomes.


	alpha (float, optional) – Regularization parameter.


	initial_params (array_like, optional) – Parameters used to build the transition rates of the LSR Markov chain.






	Returns

	params – An estimate of model parameters.



	Return type

	np.array










	
choix.ilsr_pairwise_dense(comp_mat, alpha=0.0, initial_params=None, max_iter=100, tol=1e-08)[source]

	Compute the ML estimate of model parameters given dense data.

This function computes the maximum-likelihood (ML) estimate of model
parameters given dense pairwise-comparison data.

The data is described by a pairwise-comparison matrix comp_mat such
that comp_mat[i,j] contains the number of times that item i wins
against item j.

In comparison to ilsr_pairwise(), this function is
particularly efficient for dense pairwise-comparison datasets (i.e.,
containing many comparisons for a large fraction of item pairs).

The transition rates of the LSR Markov chain are initialized with
alpha. When alpha > 0, this corresponds to a form of regularization
(see Notes on Regularization for details).


	Parameters

	
	comp_mat (np.array) – 2D square matrix describing the pairwise-comparison outcomes.


	alpha (float, optional) – Regularization parameter.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Maximum L1-norm of the difference between successive iterates to
declare convergence.






	Returns

	params – The ML estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.rank_centrality(n_items, data, alpha=0.0)[source]

	Compute the Rank Centrality estimate of model parameters.

This function implements Negahban et al.’s Rank Centrality algorithm
[NOS12]. The algorithm is similar to ilsr_pairwise(), but
considers the ratio of wins for each pair (instead of the total count).

The transition rates of the Rank Centrality Markov chain are initialized
with alpha. When alpha > 0, this corresponds to a form of
regularization (see Notes on Regularization for details).


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Pairwise-comparison data.


	alpha (float, optional) – Regularization parameter.






	Returns

	params – An estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.opt_pairwise(n_items, data, alpha=1e-06, method='Newton-CG', initial_params=None, max_iter=None, tol=1e-05)[source]

	Compute the ML estimate of model parameters using scipy.optimize.

This function computes the maximum-likelihood estimate of model parameters
given pairwise-comparison data (see Pairwise comparisons), using optimizers
provided by the scipy.optimize module.

If alpha > 0, the function returns the maximum a-posteriori (MAP)
estimate under an isotropic Gaussian prior with variance 1 / alpha. See
Notes on Regularization for details.


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Pairwise-comparison data.


	alpha (float, optional) – Regularization strength.


	method (str, optional) – Optimization method. Either “BFGS” or “Newton-CG”.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Tolerance for termination (method-specific).






	Returns

	params – The (penalized) ML estimate of model parameters.



	Return type

	numpy.ndarray



	Raises

	ValueError – If the method is not “BFGS” or “Newton-CG”.










	
choix.ep_pairwise(n_items, data, alpha, model='logit', max_iter=100, initial_state=None)[source]

	Compute a distribution of model parameters using the EP algorithm.

This function computes an approximate Bayesian posterior probability
distribution over model parameters, given pairwise-comparison data (see
Pairwise comparisons). It uses the expectation propagation algorithm, as
presented, e.g., in [CG05].

The prior distribution is assumed to be isotropic Gaussian with variance
1 / alpha. The posterior is approximated by a a general multivariate
Gaussian distribution, described by a mean vector and a covariance matrix.

Two different observation models are available. logit (default) assumes
that pairwise-comparison outcomes follow from a Bradley-Terry model.
probit assumes that the outcomes follow from Thurstone’s model.


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Pairwise-comparison data.


	alpha (float) – Inverse variance of the (isotropic) prior.


	model (str, optional) – Observation model. Either “logit” or “probit”.


	max_iter (int, optional) – Maximum number of iterations allowed.


	initial_state (tuple of array_like, optional) – Natural parameters used to initialize the EP algorithm.






	Returns

	
	mean (numpy.ndarray) – The mean vector of the approximate Gaussian posterior.


	cov (numpy.ndarray) – The covariance matrix of the approximate Gaussian posterior.








	Raises

	ValueError – If the observation model is not “logit” or “probit”.










	
choix.mm_pairwise(n_items, data, initial_params=None, alpha=0.0, max_iter=10000, tol=1e-08)[source]

	Compute the ML estimate of model parameters using the MM algorithm.

This function computes the maximum-likelihood (ML) estimate of model
parameters given pairwise-comparison data (see Pairwise comparisons), using
the minorization-maximization (MM) algorithm [Hun04], [CD12].

If alpha > 0, the function returns the maximum a-posteriori (MAP)
estimate under a (peaked) Dirichlet prior. See Notes on Regularization for
details.


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Pairwise-comparison data.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	alpha (float, optional) – Regularization parameter.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Maximum L1-norm of the difference between successive iterates to
declare convergence.






	Returns

	params – The ML estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.log_likelihood_pairwise(data, params)[source]

	Compute the log-likelihood of model parameters.







Processing rankings


	
choix.lsr_rankings(n_items, data, alpha=0.0, initial_params=None)[source]

	Compute the LSR estimate of model parameters.

This function implements the Luce Spectral Ranking inference algorithm
[MG15] for ranking data (see Rankings).

The argument initial_params can be used to iteratively refine an
existing parameter estimate (see the implementation of
ilsr_rankings() for an idea on how this works). If it is set
to None (the default), the all-ones vector is used.

The transition rates of the LSR Markov chain are initialized with
alpha. When alpha > 0, this corresponds to a form of regularization
(see Notes on Regularization for details).


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Ranking data.


	alpha (float, optional) – Regularization parameter.


	initial_params (array_like, optional) – Parameters used to build the transition rates of the LSR Markov chain.






	Returns

	params – An estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.ilsr_rankings(n_items, data, alpha=0.0, initial_params=None, max_iter=100, tol=1e-08)[source]

	Compute the ML estimate of model parameters using I-LSR.

This function computes the maximum-likelihood (ML) estimate of model
parameters given ranking data (see Rankings), using the
iterative Luce Spectral Ranking algorithm [MG15].

The transition rates of the LSR Markov chain are initialized with
alpha. When alpha > 0, this corresponds to a form of regularization
(see Notes on Regularization for details).


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Ranking data.


	alpha (float, optional) – Regularization parameter.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Maximum L1-norm of the difference between successive iterates to
declare convergence.






	Returns

	params – The ML estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.opt_rankings(n_items, data, alpha=1e-06, method='Newton-CG', initial_params=None, max_iter=None, tol=1e-05)[source]

	Compute the ML estimate of model parameters using scipy.optimize.

This function computes the maximum-likelihood estimate of model parameters
given ranking data (see Rankings), using optimizers provided by
the scipy.optimize module.

If alpha > 0, the function returns the maximum a-posteriori (MAP)
estimate under an isotropic Gaussian prior with variance 1 / alpha. See
Notes on Regularization for details.


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Ranking data.


	alpha (float, optional) – Regularization strength.


	method (str, optional) – Optimization method. Either “BFGS” or “Newton-CG”.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Tolerance for termination (method-specific).






	Returns

	params – The (penalized) ML estimate of model parameters.



	Return type

	numpy.ndarray



	Raises

	ValueError – If the method is not “BFGS” or “Newton-CG”.










	
choix.mm_rankings(n_items, data, initial_params=None, alpha=0.0, max_iter=10000, tol=1e-08)[source]

	Compute the ML estimate of model parameters using the MM algorithm.

This function computes the maximum-likelihood (ML) estimate of model
parameters given ranking data (see Rankings), using the
minorization-maximization (MM) algorithm [Hun04], [CD12].

If alpha > 0, the function returns the maximum a-posteriori (MAP)
estimate under a (peaked) Dirichlet prior. See Notes on Regularization for
details.


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Ranking data.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	alpha (float, optional) – Regularization parameter.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Maximum L1-norm of the difference between successive iterates to
declare convergence.






	Returns

	params – The ML estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.log_likelihood_rankings(data, params)[source]

	Compute the log-likelihood of model parameters.







Processing top-1 lists


	
choix.lsr_top1(n_items, data, alpha=0.0, initial_params=None)[source]

	Compute the LSR estimate of model parameters.

This function implements the Luce Spectral Ranking inference algorithm
[MG15] for top-1 data (see Top-1 lists).

The argument initial_params can be used to iteratively refine an
existing parameter estimate (see the implementation of
ilsr_top1() for an idea on how this works). If it is set to
None (the default), the all-ones vector is used.

The transition rates of the LSR Markov chain are initialized with
alpha. When alpha > 0, this corresponds to a form of regularization
(see Notes on Regularization for details).


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Top-1 data.


	alpha (float) – Regularization parameter.


	initial_params (array_like) – Parameters used to build the transition rates of the LSR Markov chain.






	Returns

	params – An estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.ilsr_top1(n_items, data, alpha=0.0, initial_params=None, max_iter=100, tol=1e-08)[source]

	Compute the ML estimate of model parameters using I-LSR.

This function computes the maximum-likelihood (ML) estimate of model
parameters given top-1 data (see Top-1 lists), using the
iterative Luce Spectral Ranking algorithm [MG15].

The transition rates of the LSR Markov chain are initialized with
alpha. When alpha > 0, this corresponds to a form of regularization
(see Notes on Regularization for details).


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Top-1 data.


	alpha (float, optional) – Regularization parameter.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Maximum L1-norm of the difference between successive iterates to
declare convergence.






	Returns

	params – The ML estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.opt_top1(n_items, data, alpha=1e-06, method='Newton-CG', initial_params=None, max_iter=None, tol=1e-05)[source]

	Compute the ML estimate of model parameters using scipy.optimize.

This function computes the maximum-likelihood estimate of model parameters
given top-1 data (see Top-1 lists), using optimizers provided by the
scipy.optimize module.

If alpha > 0, the function returns the maximum a-posteriori (MAP)
estimate under an isotropic Gaussian prior with variance 1 / alpha. See
Notes on Regularization for details.


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Top-1 data.


	alpha (float, optional) – Regularization strength.


	method (str, optional) – Optimization method. Either “BFGS” or “Newton-CG”.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Tolerance for termination (method-specific).






	Returns

	params – The (penalized) ML estimate of model parameters.



	Return type

	numpy.ndarray



	Raises

	ValueError – If the method is not “BFGS” or “Newton-CG”.










	
choix.mm_top1(n_items, data, initial_params=None, alpha=0.0, max_iter=10000, tol=1e-08)[source]

	Compute the ML estimate of model parameters using the MM algorithm.

This function computes the maximum-likelihood (ML) estimate of model
parameters given top-1 data (see Top-1 lists), using the
minorization-maximization (MM) algorithm [Hun04], [CD12].

If alpha > 0, the function returns the maximum a-posteriori (MAP)
estimate under a (peaked) Dirichlet prior. See Notes on Regularization for
details.


	Parameters

	
	n_items (int) – Number of distinct items.


	data (list of lists) – Top-1 data.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	alpha (float, optional) – Regularization parameter.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Maximum L1-norm of the difference between successive iterates to
declare convergence.






	Returns

	params – The ML estimate of model parameters.



	Return type

	numpy.ndarray










	
choix.log_likelihood_top1(data, params)[source]

	Compute the log-likelihood of model parameters.







Processing choices in a network


	
choix.choicerank(digraph, traffic_in, traffic_out, weight=None, initial_params=None, alpha=1.0, max_iter=10000, tol=1e-08)[source]

	Compute the MAP estimate of a network choice model’s parameters.

This function computes the maximum-a-posteriori (MAP) estimate of model
parameters given a network structure and node-level traffic data (see
Choices in a network), using the ChoiceRank algorithm [MG17], [KTVV15].

The nodes are assumed to be labeled using consecutive integers starting
from 0.


	Parameters

	
	digraph (networkx.DiGraph) – Directed graph representing the network.


	traffic_in (array_like) – Number of arrivals at each node.


	traffic_out (array_like) – Number of departures at each node.


	weight (str, optional) – The edge attribute that holds the numerical value used for the edge
weight. If None (default) then all edge weights are 1.


	initial_params (array_like, optional) – Parameters used to initialize the iterative procedure.


	alpha (float, optional) – Regularization parameter.


	max_iter (int, optional) – Maximum number of iterations allowed.


	tol (float, optional) – Maximum L1-norm of the difference between successive iterates to
declare convergence.






	Returns

	params – The MAP estimate of model parameters.



	Return type

	numpy.ndarray



	Raises

	ImportError – If the NetworkX library cannot be imported.










	
choix.log_likelihood_network(digraph, traffic_in, traffic_out, params, weight=None)[source]

	Compute the log-likelihood of model parameters.

If weight is not None, the log-likelihood is correct only up to a
constant (independent of the parameters).
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  All modules for which code is available
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  Source code for choix.ep

import functools
import numpy as np
import numpy.random as nprand

from numpy.linalg import norm
from math import exp, log, pi, sqrt  # Faster than numpy equivalents.
from scipy.special import logsumexp

from .utils import normal_cdf, inv_posdef, SQRT2, SQRT2PI


# EP-related settings.
THRESHOLD = 1e-4

MAT_ONE = np.array([[1.0, -1.0], [-1.0, 1.0]])
MAT_ONE_FLAT = MAT_ONE.ravel()


# Some magic constants for a stable computation of _log_phi(z).
CS = [
  0.00048204, -0.00142906, 0.0013200243174, 0.0009461589032, -0.0045563339802,
  0.00556964649138, 0.00125993961762116, -0.01621575378835404,
  0.02629651521057465, -0.001829764677455021, 2*(1-pi/3), (4-pi)/3, 1, 1,]
RS = [
  1.2753666447299659525, 5.019049726784267463450, 6.1602098531096305441,
  7.409740605964741794425, 2.9788656263939928886,]
QS = [
  2.260528520767326969592, 9.3960340162350541504, 12.048951927855129036034,
  17.081440747466004316, 9.608965327192787870698, 3.3690752069827527677,]


[docs]def ep_pairwise(n_items, data, alpha, model="logit", max_iter=100,
        initial_state=None):
    """Compute a distribution of model parameters using the EP algorithm.

    This function computes an approximate Bayesian posterior probability
    distribution over model parameters, given pairwise-comparison data (see
    :ref:`data-pairwise`). It uses the expectation propagation algorithm, as
    presented, e.g., in [CG05]_.

    The prior distribution is assumed to be isotropic Gaussian with variance
    ``1 / alpha``. The posterior is approximated by a a general multivariate
    Gaussian distribution, described by a mean vector and a covariance matrix.

    Two different observation models are available. ``logit`` (default) assumes
    that pairwise-comparison outcomes follow from a Bradley-Terry model.
    ``probit`` assumes that the outcomes follow from Thurstone's model.

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Pairwise-comparison data.
    alpha : float
        Inverse variance of the (isotropic) prior.
    model : str, optional
        Observation model. Either "logit" or "probit".
    max_iter : int, optional
        Maximum number of iterations allowed.
    initial_state : tuple of array_like, optional
        Natural parameters used to initialize the EP algorithm.

    Returns
    -------
    mean : numpy.ndarray
        The mean vector of the approximate Gaussian posterior.
    cov : numpy.ndarray
        The covariance matrix of the approximate Gaussian posterior.

    Raises
    ------
    ValueError
        If the observation model is not "logit" or "probit".
    """
    if model == "logit":
        match_moments = _match_moments_logit
    elif model == "probit":
        match_moments = _match_moments_probit
    else:
        raise ValueError("unknown model '{}'".format(model))
    return _ep_pairwise(
            n_items, data, alpha, match_moments, max_iter, initial_state)



def _ep_pairwise(
        n_items, comparisons, alpha, match_moments, max_iter, initial_state):
    """Compute a distribution of model parameters using the EP algorithm.

    Raises
    ------
    RuntimeError
        If the algorithm does not converge after ``max_iter`` iterations.
    """
    # Static variable that allows to check the # of iterations after the call.
    _ep_pairwise.iterations = 0
    m = len(comparisons)
    prior_inv = alpha * np.eye(n_items)
    if initial_state is None:
        # Initially, mean and covariance come from the prior.
        mean = np.zeros(n_items)
        cov = (1 / alpha) * np.eye(n_items)
        # Initialize the natural params in the function space.
        tau = np.zeros(m)
        nu = np.zeros(m)
        # Initialize the natural params in the space of thetas.
        prec = np.zeros((n_items, n_items))
        xs = np.zeros(n_items)
    else:
        tau, nu = initial_state
        mean, cov, xs, prec = _init_ws(
                n_items, comparisons, prior_inv, tau, nu)
    for _ in range(max_iter):
        _ep_pairwise.iterations += 1
        # Keep a copy of the old parameters for convergence testing.
        tau_old = np.array(tau, copy=True)
        nu_old = np.array(nu, copy=True)
        for i in nprand.permutation(m):
            a, b = comparisons[i]
            # Update mean and variance in function space.
            f_var = cov[a,a] + cov[b,b] - 2 * cov[a,b]
            f_mean = mean[a] - mean[b]
            # Cavity distribution.
            tau_tot = 1.0 / f_var
            nu_tot = tau_tot * f_mean
            tau_cav = tau_tot - tau[i]
            nu_cav = nu_tot - nu[i]
            cov_cav = 1.0 / tau_cav
            mean_cav = cov_cav * nu_cav
            # Moment matching.
            logpart, dlogpart, d2logpart = match_moments(mean_cav, cov_cav)
            # Update factor params in the function space.
            tau[i] = -d2logpart / (1 + d2logpart / tau_cav)
            delta_tau = tau[i] - tau_old[i]
            nu[i] = ((dlogpart - (nu_cav / tau_cav) * d2logpart)
                     / (1 + d2logpart / tau_cav))
            delta_nu = nu[i] - nu_old[i]
            # Update factor params in the weight space.
            prec[(a, a, b, b), (a, b, a, b)] += delta_tau * MAT_ONE_FLAT
            xs[a] += delta_nu
            xs[b] -= delta_nu
            # Update mean and covariance.
            if abs(delta_tau) > 0:
                phi = -1.0 / ((1.0 / delta_tau) + f_var) * MAT_ONE
                upd_mat = cov.take([a, b], axis=0)
                cov = cov + upd_mat.T.dot(phi).dot(upd_mat)
            mean = cov.dot(xs)
        # Recompute the global parameters for stability.
        cov = inv_posdef(prior_inv + prec)
        mean = cov.dot(xs)
        if _converged((tau, nu), (tau_old, nu_old)):
            return mean, cov
    raise RuntimeError(
            "EP did not converge after {} iterations".format(max_iter))


def _log_phi(z):
    """Stable computation of the log of the Normal CDF and its derivative."""
    # Adapted from the GPML function `logphi.m`.
    if z * z < 0.0492:
        # First case: z close to zero.
        coef = -z / SQRT2PI
        val = functools.reduce(lambda acc, c: coef * (c + acc), CS, 0)
        res = -2 * val - log(2)
        dres = exp(-(z * z) / 2 - res) / SQRT2PI
    elif z < -11.3137:
        # Second case: z very small.
        num = functools.reduce(
                lambda acc, r: -z * acc / SQRT2 + r, RS, 0.5641895835477550741)
        den = functools.reduce(lambda acc, q: -z * acc / SQRT2 + q, QS, 1.0)
        res = log(num / (2 * den)) - (z * z) / 2
        dres = abs(den / num) * sqrt(2.0 / pi)
    else:
        res = log(normal_cdf(z))
        dres = exp(-(z * z) / 2 - res) / SQRT2PI
    return res, dres


def _match_moments_logit(mean_cav, cov_cav):
    # Adapted from the GPML function `likLogistic.m`.
    # First use a scale mixture.
    lambdas = sqrt(2) * np.array([0.44, 0.41, 0.40, 0.39, 0.36]);
    cs = np.array([
      1.146480988574439e+02,
      -1.508871030070582e+03,
      2.676085036831241e+03,
      -1.356294962039222e+03,
      7.543285642111850e+01
    ])
    arr1, arr2, arr3 = np.zeros(5), np.zeros(5), np.zeros(5)
    for i, x in enumerate(lambdas):
        arr1[i], arr2[i], arr3[i] = _match_moments_probit(
                x * mean_cav, x * x * cov_cav)
    logpart1 = logsumexp(arr1, b=cs)
    dlogpart1 = (np.dot(np.exp(arr1) * arr2, cs * lambdas)
                 / np.dot(np.exp(arr1), cs))
    d2logpart1 = (np.dot(np.exp(arr1) * (arr2 * arr2 + arr3),
                         cs * lambdas * lambdas)
                  / np.dot(np.exp(arr1), cs)) - (dlogpart1 * dlogpart1)
    # Tail decays linearly in the log domain (and not quadratically).
    exponent = -10.0 * (abs(mean_cav) - (196.0 / 200.0) * cov_cav - 4.0) 
    if exponent < 500:
        lambd = 1.0 / (1.0 + exp(exponent))
        logpart2 = min(cov_cav / 2.0 - abs(mean_cav), -0.1)
        dlogpart2 = 1.0
        if mean_cav > 0:
            logpart2 = log(1 - exp(logpart2))
            dlogpart2 = 0.0
        d2logpart2 = 0.0
    else:
        lambd, logpart2, dlogpart2, d2logpart2 = 0.0, 0.0, 0.0, 0.0
    logpart = (1 - lambd) * logpart1 + lambd * logpart2
    dlogpart = (1 - lambd) * dlogpart1 + lambd * dlogpart2
    d2logpart = (1 - lambd) * d2logpart1 + lambd * d2logpart2
    return logpart, dlogpart, d2logpart


def _match_moments_probit(mean_cav, cov_cav):
    # Adapted from the GPML function `likErf.m`.
    z = mean_cav / sqrt(1 + cov_cav)
    logpart, val = _log_phi(z)
    dlogpart = val / sqrt(1 + cov_cav)  # 1st derivative w.r.t. mean.
    d2logpart = -val * (z + val) / (1 + cov_cav)
    return logpart, dlogpart, d2logpart


def _init_ws(n_items, comparisons, prior_inv, tau, nu):
    """Initialize parameters in the weight space."""
    prec = np.zeros((n_items, n_items))
    xs = np.zeros(n_items)
    for i, (a, b) in enumerate(comparisons):
        prec[(a, a, b, b), (a, b, a, b)] += tau[i] * MAT_ONE_FLAT 
        xs[a] += nu[i]
        xs[b] -= nu[i]
    cov = inv_posdef(prior_inv + prec)
    mean = cov.dot(xs)
    return mean, cov, xs , prec


def _converged(new, old, threshold=THRESHOLD):
    for param_new, param_old in zip(new, old):
        if norm(param_new - param_old, ord=np.inf) > threshold:
            return False
    return True




          

      

      

    

  

    
      
          
            
  Source code for choix.lsr

"""(Iterative) Luce Spectral Ranking and related inference algorithms."""

import functools
import numpy as np

from .convergence import NormOfDifferenceTest
from .utils import exp_transform, log_transform, statdist


def _init_lsr(n_items, alpha, initial_params):
    """Initialize the LSR Markov chain and the weights."""
    if initial_params is None:
        weights = np.ones(n_items)
    else:
        weights = exp_transform(initial_params)
    chain = alpha * np.ones((n_items, n_items), dtype=float)
    return weights, chain


def _ilsr(fun, params, max_iter, tol):
    """Iteratively refine LSR estimates until convergence.

    Raises
    ------
    RuntimeError
        If the algorithm does not converge after ``max_iter`` iterations.
    """
    converged = NormOfDifferenceTest(tol, order=1)
    for _ in range(max_iter):
        params = fun(initial_params=params)
        if converged(params):
            return params
    raise RuntimeError("Did not converge after {} iterations".format(max_iter))


[docs]def lsr_pairwise(n_items, data, alpha=0.0, initial_params=None):
    """Compute the LSR estimate of model parameters.

    This function implements the Luce Spectral Ranking inference algorithm
    [MG15]_ for pairwise-comparison data (see :ref:`data-pairwise`).

    The argument ``initial_params`` can be used to iteratively refine an
    existing parameter estimate (see the implementation of
    :func:`~choix.ilsr_pairwise` for an idea on how this works). If it is set
    to `None` (the default), the all-ones vector is used.

    The transition rates of the LSR Markov chain are initialized with
    ``alpha``. When ``alpha > 0``, this corresponds to a form of regularization
    (see :ref:`regularization` for details).

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Pairwise-comparison data.
    alpha : float, optional
        Regularization parameter.
    initial_params : array_like, optional
        Parameters used to build the transition rates of the LSR Markov chain.

    Returns
    -------
    params : numpy.ndarray
        An estimate of model parameters.
    """
    weights, chain = _init_lsr(n_items, alpha, initial_params)
    for winner, loser in data:
        chain[loser, winner] += 1 / (weights[winner] + weights[loser])
    chain -= np.diag(chain.sum(axis=1))
    return log_transform(statdist(chain))



[docs]def ilsr_pairwise(
        n_items, data, alpha=0.0, initial_params=None, max_iter=100, tol=1e-8):
    """Compute the ML estimate of model parameters using I-LSR.

    This function computes the maximum-likelihood (ML) estimate of model
    parameters given pairwise-comparison data (see :ref:`data-pairwise`), using
    the iterative Luce Spectral Ranking algorithm [MG15]_.

    The transition rates of the LSR Markov chain are initialized with
    ``alpha``. When ``alpha > 0``, this corresponds to a form of regularization
    (see :ref:`regularization` for details).

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Pairwise-comparison data.
    alpha : float, optional
        Regularization parameter.
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Maximum L1-norm of the difference between successive iterates to
        declare convergence.

    Returns
    -------
    params : numpy.ndarray
        The ML estimate of model parameters.
    """
    fun = functools.partial(
            lsr_pairwise, n_items=n_items, data=data, alpha=alpha)
    return _ilsr(fun, initial_params, max_iter, tol)



[docs]def lsr_pairwise_dense(comp_mat, alpha=0.0, initial_params=None):
    """Compute the LSR estimate of model parameters given dense data.

    This function implements the Luce Spectral Ranking inference algorithm
    [MG15]_ for dense pairwise-comparison data.

    The data is described by a pairwise-comparison matrix ``comp_mat`` such
    that ``comp_mat[i,j]`` contains the number of times that item ``i`` wins
    against item ``j``.

    In comparison to :func:`~choix.lsr_pairwise`, this function is particularly
    efficient for dense pairwise-comparison datasets (i.e., containing many
    comparisons for a large fraction of item pairs).

    The argument ``initial_params`` can be used to iteratively refine an
    existing parameter estimate (see the implementation of
    :func:`~choix.ilsr_pairwise` for an idea on how this works). If it is set
    to `None` (the default), the all-ones vector is used.

    The transition rates of the LSR Markov chain are initialized with
    ``alpha``. When ``alpha > 0``, this corresponds to a form of regularization
    (see :ref:`regularization` for details).

    Parameters
    ----------
    comp_mat : np.array
        2D square matrix describing the pairwise-comparison outcomes.
    alpha : float, optional
        Regularization parameter.
    initial_params : array_like, optional
        Parameters used to build the transition rates of the LSR Markov chain.

    Returns
    -------
    params : np.array
        An estimate of model parameters.
    """
    n_items = comp_mat.shape[0]
    ws, chain = _init_lsr(n_items, alpha, initial_params)
    denom = np.tile(ws, (n_items, 1))
    chain += comp_mat.T / (denom + denom.T)
    chain -= np.diag(chain.sum(axis=1))
    return log_transform(statdist(chain))



[docs]def ilsr_pairwise_dense(
        comp_mat, alpha=0.0, initial_params=None, max_iter=100, tol=1e-8):
    """Compute the ML estimate of model parameters given dense data.

    This function computes the maximum-likelihood (ML) estimate of model
    parameters given dense pairwise-comparison data.

    The data is described by a pairwise-comparison matrix ``comp_mat`` such
    that ``comp_mat[i,j]`` contains the number of times that item ``i`` wins
    against item ``j``.

    In comparison to :func:`~choix.ilsr_pairwise`, this function is
    particularly efficient for dense pairwise-comparison datasets (i.e.,
    containing many comparisons for a large fraction of item pairs).

    The transition rates of the LSR Markov chain are initialized with
    ``alpha``. When ``alpha > 0``, this corresponds to a form of regularization
    (see :ref:`regularization` for details).

    Parameters
    ----------
    comp_mat : np.array
        2D square matrix describing the pairwise-comparison outcomes.
    alpha : float, optional
        Regularization parameter.
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Maximum L1-norm of the difference between successive iterates to
        declare convergence.

    Returns
    -------
    params : numpy.ndarray
        The ML estimate of model parameters.
    """
    fun = functools.partial(
            lsr_pairwise_dense, comp_mat=comp_mat, alpha=alpha)
    return _ilsr(fun, initial_params, max_iter, tol)



[docs]def rank_centrality(n_items, data, alpha=0.0):
    """Compute the Rank Centrality estimate of model parameters.

    This function implements Negahban et al.'s Rank Centrality algorithm
    [NOS12]_. The algorithm is similar to :func:`~choix.ilsr_pairwise`, but
    considers the *ratio* of wins for each pair (instead of the total count).

    The transition rates of the Rank Centrality Markov chain are initialized
    with ``alpha``. When ``alpha > 0``, this corresponds to a form of
    regularization (see :ref:`regularization` for details).

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Pairwise-comparison data.
    alpha : float, optional
        Regularization parameter.

    Returns
    -------
    params : numpy.ndarray
        An estimate of model parameters.
    """
    _, chain = _init_lsr(n_items, alpha, None)
    for winner, loser in data:
        chain[loser, winner] += 1.0
    # Transform the counts into ratios.
    idx = chain > 0  # Indices (i,j) of non-zero entries.
    chain[idx] = chain[idx] / (chain + chain.T)[idx]
    # Finalize the Markov chain by adding the self-transition rate.
    chain -= np.diag(chain.sum(axis=1))
    return log_transform(statdist(chain))



[docs]def lsr_rankings(n_items, data, alpha=0.0, initial_params=None):
    """Compute the LSR estimate of model parameters.

    This function implements the Luce Spectral Ranking inference algorithm
    [MG15]_ for ranking data (see :ref:`data-rankings`).

    The argument ``initial_params`` can be used to iteratively refine an
    existing parameter estimate (see the implementation of
    :func:`~choix.ilsr_rankings` for an idea on how this works). If it is set
    to `None` (the default), the all-ones vector is used.

    The transition rates of the LSR Markov chain are initialized with
    ``alpha``. When ``alpha > 0``, this corresponds to a form of regularization
    (see :ref:`regularization` for details).

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Ranking data.
    alpha : float, optional
        Regularization parameter.
    initial_params : array_like, optional
        Parameters used to build the transition rates of the LSR Markov chain.

    Returns
    -------
    params : numpy.ndarray
        An estimate of model parameters.
    """
    weights, chain = _init_lsr(n_items, alpha, initial_params)
    for ranking in data:
        sum_ = weights.take(ranking).sum()
        for i, winner in enumerate(ranking[:-1]):
            val = 1.0 / sum_
            for loser in ranking[i+1:]:
                chain[loser, winner] += val
            sum_ -= weights[winner]
    chain -= np.diag(chain.sum(axis=1))
    return log_transform(statdist(chain))



[docs]def ilsr_rankings(
        n_items, data, alpha=0.0, initial_params=None, max_iter=100, tol=1e-8):
    """Compute the ML estimate of model parameters using I-LSR.

    This function computes the maximum-likelihood (ML) estimate of model
    parameters given ranking data (see :ref:`data-rankings`), using the
    iterative Luce Spectral Ranking algorithm [MG15]_.

    The transition rates of the LSR Markov chain are initialized with
    ``alpha``. When ``alpha > 0``, this corresponds to a form of regularization
    (see :ref:`regularization` for details).

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Ranking data.
    alpha : float, optional
        Regularization parameter.
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Maximum L1-norm of the difference between successive iterates to
        declare convergence.

    Returns
    -------
    params : numpy.ndarray
        The ML estimate of model parameters.
    """
    fun = functools.partial(
            lsr_rankings, n_items=n_items, data=data, alpha=alpha)
    return _ilsr(fun, initial_params, max_iter, tol)



[docs]def lsr_top1(n_items, data, alpha=0.0, initial_params=None):
    """Compute the LSR estimate of model parameters.

    This function implements the Luce Spectral Ranking inference algorithm
    [MG15]_ for top-1 data (see :ref:`data-top1`).

    The argument ``initial_params`` can be used to iteratively refine an
    existing parameter estimate (see the implementation of
    :func:`~choix.ilsr_top1` for an idea on how this works). If it is set to
    `None` (the default), the all-ones vector is used.

    The transition rates of the LSR Markov chain are initialized with
    ``alpha``. When ``alpha > 0``, this corresponds to a form of regularization
    (see :ref:`regularization` for details).

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Top-1 data.
    alpha : float
        Regularization parameter.
    initial_params : array_like
        Parameters used to build the transition rates of the LSR Markov chain.

    Returns
    -------
    params : numpy.ndarray
        An estimate of model parameters.
    """
    weights, chain = _init_lsr(n_items, alpha, initial_params)
    for winner, losers in data:
        val = 1 / (weights.take(losers).sum() + weights[winner])
        for loser in losers:
            chain[loser, winner] += val
    chain -= np.diag(chain.sum(axis=1))
    return log_transform(statdist(chain))



[docs]def ilsr_top1(
        n_items, data, alpha=0.0, initial_params=None, max_iter=100, tol=1e-8):
    """Compute the ML estimate of model parameters using I-LSR.

    This function computes the maximum-likelihood (ML) estimate of model
    parameters given top-1 data (see :ref:`data-top1`), using the
    iterative Luce Spectral Ranking algorithm [MG15]_.

    The transition rates of the LSR Markov chain are initialized with
    ``alpha``. When ``alpha > 0``, this corresponds to a form of regularization
    (see :ref:`regularization` for details).

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Top-1 data.
    alpha : float, optional
        Regularization parameter.
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Maximum L1-norm of the difference between successive iterates to
        declare convergence.

    Returns
    -------
    params : numpy.ndarray
        The ML estimate of model parameters.
    """
    fun = functools.partial(lsr_top1, n_items=n_items, data=data, alpha=alpha)
    return _ilsr(fun, initial_params, max_iter, tol)





          

      

      

    

  

    
      
          
            
  Source code for choix.mm

"""Minorization-maximization inference algorithms."""

import itertools
import numpy as np

from .convergence import NormOfDifferenceTest
from .utils import log_transform, exp_transform


def _mm(n_items, data, initial_params, alpha, max_iter, tol, mm_fun):
    """
    Iteratively refine MM estimates until convergence.

    Raises
    ------
    RuntimeError
        If the algorithm does not converge after `max_iter` iterations.
    """
    if initial_params is None:
        params = np.zeros(n_items)
    else:
        params = initial_params
    converged = NormOfDifferenceTest(tol=tol, order=1)
    for _ in range(max_iter):
        nums, denoms = mm_fun(n_items, data, params)
        params = log_transform((nums + alpha) / (denoms + alpha))
        if converged(params):
            return params
    raise RuntimeError("Did not converge after {} iterations".format(max_iter))


def _mm_pairwise(n_items, data, params):
    """Inner loop of MM algorithm for pairwise data."""
    weights = exp_transform(params)
    wins = np.zeros(n_items, dtype=float)
    denoms = np.zeros(n_items, dtype=float)
    for winner, loser in data:
        wins[winner] += 1.0
        val = 1.0 / (weights[winner] + weights[loser])
        denoms[winner] += val
        denoms[loser] += val
    return wins, denoms


[docs]def mm_pairwise(
        n_items, data, initial_params=None, alpha=0.0,
        max_iter=10000, tol=1e-8):
    """Compute the ML estimate of model parameters using the MM algorithm.

    This function computes the maximum-likelihood (ML) estimate of model
    parameters given pairwise-comparison data (see :ref:`data-pairwise`), using
    the minorization-maximization (MM) algorithm [Hun04]_, [CD12]_.

    If ``alpha > 0``, the function returns the maximum a-posteriori (MAP)
    estimate under a (peaked) Dirichlet prior. See :ref:`regularization` for
    details.

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Pairwise-comparison data.
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    alpha : float, optional
        Regularization parameter.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Maximum L1-norm of the difference between successive iterates to
        declare convergence.

    Returns
    -------
    params : numpy.ndarray
        The ML estimate of model parameters.
    """
    return _mm(
            n_items, data, initial_params, alpha, max_iter, tol, _mm_pairwise)



def _mm_rankings(n_items, data, params):
    """Inner loop of MM algorithm for ranking data."""
    weights = exp_transform(params)
    wins = np.zeros(n_items, dtype=float)
    denoms = np.zeros(n_items, dtype=float)
    for ranking in data:
        sum_ = weights.take(ranking).sum()
        for i, winner in enumerate(ranking[:-1]):
            wins[winner] += 1
            val = 1.0 / sum_
            for item in ranking[i:]:
                denoms[item] += val
            sum_ -= weights[winner]
    return wins, denoms


[docs]def mm_rankings(n_items, data, initial_params=None, alpha=0.0,
        max_iter=10000, tol=1e-8):
    """Compute the ML estimate of model parameters using the MM algorithm.

    This function computes the maximum-likelihood (ML) estimate of model
    parameters given ranking data (see :ref:`data-rankings`), using the
    minorization-maximization (MM) algorithm [Hun04]_, [CD12]_.

    If ``alpha > 0``, the function returns the maximum a-posteriori (MAP)
    estimate under a (peaked) Dirichlet prior. See :ref:`regularization` for
    details.

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Ranking data.
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    alpha : float, optional
        Regularization parameter.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Maximum L1-norm of the difference between successive iterates to
        declare convergence.

    Returns
    -------
    params : numpy.ndarray
        The ML estimate of model parameters.
    """
    return _mm(n_items, data, initial_params, alpha, max_iter, tol,
            _mm_rankings)



def _mm_top1(n_items, data, params):
    """Inner loop of MM algorithm for top1 data."""
    weights = exp_transform(params)
    wins = np.zeros(n_items, dtype=float)
    denoms = np.zeros(n_items, dtype=float)
    for winner, losers in data:
        wins[winner] += 1
        val = 1 / (weights.take(losers).sum() + weights[winner])
        for item in itertools.chain([winner], losers):
            denoms[item] += val
    return wins, denoms


[docs]def mm_top1(
        n_items, data, initial_params=None, alpha=0.0,
        max_iter=10000, tol=1e-8):
    """Compute the ML estimate of model parameters using the MM algorithm.

    This function computes the maximum-likelihood (ML) estimate of model
    parameters given top-1 data (see :ref:`data-top1`), using the
    minorization-maximization (MM) algorithm [Hun04]_, [CD12]_.

    If ``alpha > 0``, the function returns the maximum a-posteriori (MAP)
    estimate under a (peaked) Dirichlet prior. See :ref:`regularization` for
    details.

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Top-1 data.
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    alpha : float, optional
        Regularization parameter.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Maximum L1-norm of the difference between successive iterates to
        declare convergence.

    Returns
    -------
    params : numpy.ndarray
        The ML estimate of model parameters.
    """
    return _mm(n_items, data, initial_params, alpha, max_iter, tol, _mm_top1)



def _choicerank(n_items, data, params):
    """Inner loop of ChoiceRank algorithm."""
    weights = exp_transform(params)
    adj, adj_t, traffic_in, traffic_out = data
    # First phase of message passing.
    zs = adj.dot(weights)
    # Second phase of message passing.
    with np.errstate(invalid="ignore"):
        denoms = adj_t.dot(traffic_out / zs)
    return traffic_in, denoms


[docs]def choicerank(
        digraph, traffic_in, traffic_out, weight=None,
        initial_params=None, alpha=1.0, max_iter=10000, tol=1e-8):
    """Compute the MAP estimate of a network choice model's parameters.

    This function computes the maximum-a-posteriori (MAP) estimate of model
    parameters given a network structure and node-level traffic data (see
    :ref:`data-network`), using the ChoiceRank algorithm [MG17]_, [KTVV15]_.

    The nodes are assumed to be labeled using consecutive integers starting
    from 0.

    Parameters
    ----------
    digraph : networkx.DiGraph
        Directed graph representing the network.
    traffic_in : array_like
        Number of arrivals at each node.
    traffic_out : array_like
        Number of departures at each node.
    weight : str, optional
        The edge attribute that holds the numerical value used for the edge
        weight. If None (default) then all edge weights are 1.
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    alpha : float, optional
        Regularization parameter.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Maximum L1-norm of the difference between successive iterates to
        declare convergence.

    Returns
    -------
    params : numpy.ndarray
        The MAP estimate of model parameters.

    Raises
    ------
    ImportError
        If the NetworkX library cannot be imported.
    """
    import networkx as nx
    # Compute the (sparse) adjacency matrix.
    n_items = len(digraph)
    nodes = np.arange(n_items)
    adj = nx.to_scipy_sparse_matrix(digraph, nodelist=nodes, weight=weight)
    adj_t = adj.T.tocsr()
    # Process the data into a standard form.
    traffic_in = np.asarray(traffic_in)
    traffic_out = np.asarray(traffic_out)
    data = (adj, adj_t, traffic_in, traffic_out)
    return _mm(
            n_items, data, initial_params, alpha, max_iter, tol, _choicerank)





          

      

      

    

  

    
      
          
            
  Source code for choix.opt

import math
import numpy as np

from scipy.optimize import minimize
from scipy.special import logsumexp

from .utils import softmax


def _safe_exp(x):
    x = min(x, 500)
    return math.exp(x)


class PairwiseFcts:

    """Optimization-related methods for pairwise-comparison data.
    
    This class provides methods to compute the negative log-likelihood (the
    "objective"), its gradient and its Hessian, given model parameters and
    pairwise-comparison data.
    """

    def __init__(self, data, penalty):
        self._data = data
        self._penalty = penalty

    def objective(self, params):
        """Compute the negative penalized log-likelihood."""
        val = self._penalty * np.sum(params**2)
        for win, los in self._data:
            val += np.logaddexp(0, -(params[win] - params[los]))
        return val

    def gradient(self, params):
        grad = 2 * self._penalty * params
        for win, los in self._data:
            z = 1 / (1 + _safe_exp(params[win] - params[los]))
            grad[win] += -z
            grad[los] += +z
        return grad

    def hessian(self, params):
        hess = 2 * self._penalty * np.identity(len(params))
        for win, los in self._data:
            z = _safe_exp(params[win] - params[los])
            val =  1 / (1/z + 2 + z)
            hess[(win,los),(los,win)] += -val
            hess[(win,los),(win,los)] += +val
        return hess


class Top1Fcts:

    """Optimization-related methods for top-1 data.

    This class provides methods to compute the negative log-likelihood (the
    "objective"), its gradient and its Hessian, given model parameters and
    top-1 data.

    The class also provides an alternative constructor for ranking data.
    """

    def __init__(self, data, penalty):
        self._data = data
        self._penalty = penalty

    @classmethod
    def from_rankings(cls, data, penalty):
        """Alternative constructor for ranking data."""
        top1 = list()
        for ranking in data:
            for i, winner in enumerate(ranking[:-1]):
                top1.append((winner, ranking[i+1:]))
        return cls(top1, penalty)

    def objective(self, params):
        """Compute the negative penalized log-likelihood."""
        val = self._penalty * np.sum(params**2)
        for winner, losers in self._data:
            idx = np.append(winner, losers)
            val += logsumexp(params.take(idx) - params[winner])
        return val

    def gradient(self, params):
        grad = 2 * self._penalty * params
        for winner, losers in self._data:
            idx = np.append(winner, losers)
            zs = softmax(params.take(idx))
            grad[idx] += zs
            grad[winner] += -1
        return grad

    def hessian(self, params):
        hess = 2 * self._penalty * np.identity(len(params))
        for winner, losers in self._data:
            idx = np.append(winner, losers)
            zs = softmax(params.take(idx))
            hess[np.ix_(idx, idx)] += -np.outer(zs, zs)
            hess[idx,idx] += zs
        return hess


def _opt(n_items, fcts, method, initial_params, max_iter, tol):
    if initial_params is not None:
        x0 = initial_params
    else:
        x0 = np.zeros(n_items)
    if method == "Newton-CG":
        # `xtol`: Average relative error in solution xopt acceptable for
        # convergence [scipy doc].
        res = minimize(
                fcts.objective, x0, method=method, jac=fcts.gradient,
                hess=fcts.hessian, options={"xtol": tol, "maxiter": max_iter})
    elif method == "BFGS":
        # `gtol`: Gradient norm must be less than gtol before successful
        # termination [scipy doc].
        res = minimize(
                fcts.objective, x0, method=method, jac=fcts.gradient,
                options={"gtol": tol, "maxiter": max_iter})
    else:
        raise ValueError("method not known")
    return res.x


[docs]def opt_pairwise(n_items, data, alpha=1e-6, method="Newton-CG",
        initial_params=None, max_iter=None, tol=1e-5):
    """Compute the ML estimate of model parameters using ``scipy.optimize``.

    This function computes the maximum-likelihood estimate of model parameters
    given pairwise-comparison data (see :ref:`data-pairwise`), using optimizers
    provided by the ``scipy.optimize`` module.

    If ``alpha > 0``, the function returns the maximum a-posteriori (MAP)
    estimate under an isotropic Gaussian prior with variance ``1 / alpha``. See
    :ref:`regularization` for details.

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Pairwise-comparison data.
    alpha : float, optional
        Regularization strength.
    method : str, optional
        Optimization method. Either "BFGS" or "Newton-CG".
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Tolerance for termination (method-specific).

    Returns
    -------
    params : numpy.ndarray
        The (penalized) ML estimate of model parameters.

    Raises
    ------
    ValueError
        If the method is not "BFGS" or "Newton-CG".
    """
    fcts = PairwiseFcts(data, alpha)
    return _opt(n_items, fcts, method, initial_params, max_iter, tol)



[docs]def opt_rankings(n_items, data, alpha=1e-6, method="Newton-CG",
        initial_params=None, max_iter=None, tol=1e-5):
    """Compute the ML estimate of model parameters using ``scipy.optimize``.

    This function computes the maximum-likelihood estimate of model parameters
    given ranking data (see :ref:`data-rankings`), using optimizers provided by
    the ``scipy.optimize`` module.

    If ``alpha > 0``, the function returns the maximum a-posteriori (MAP)
    estimate under an isotropic Gaussian prior with variance ``1 / alpha``. See
    :ref:`regularization` for details.

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Ranking data.
    alpha : float, optional
        Regularization strength.
    method : str, optional
        Optimization method. Either "BFGS" or "Newton-CG".
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Tolerance for termination (method-specific).

    Returns
    -------
    params : numpy.ndarray
        The (penalized) ML estimate of model parameters.

    Raises
    ------
    ValueError
        If the method is not "BFGS" or "Newton-CG".
    """
    fcts = Top1Fcts.from_rankings(data, alpha)
    return _opt(n_items, fcts, method, initial_params, max_iter, tol)



[docs]def opt_top1(n_items, data, alpha=1e-6, method="Newton-CG",
        initial_params=None, max_iter=None, tol=1e-5):
    """Compute the ML estimate of model parameters using ``scipy.optimize``.

    This function computes the maximum-likelihood estimate of model parameters
    given top-1 data (see :ref:`data-top1`), using optimizers provided by the
    ``scipy.optimize`` module.

    If ``alpha > 0``, the function returns the maximum a-posteriori (MAP)
    estimate under an isotropic Gaussian prior with variance ``1 / alpha``. See
    :ref:`regularization` for details.

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    data : list of lists
        Top-1 data.
    alpha : float, optional
        Regularization strength.
    method : str, optional
        Optimization method. Either "BFGS" or "Newton-CG".
    initial_params : array_like, optional
        Parameters used to initialize the iterative procedure.
    max_iter : int, optional
        Maximum number of iterations allowed.
    tol : float, optional
        Tolerance for termination (method-specific).

    Returns
    -------
    params : numpy.ndarray
        The (penalized) ML estimate of model parameters.

    Raises
    ------
    ValueError
        If the method is not "BFGS" or "Newton-CG".
    """
    fcts = Top1Fcts(data, alpha)
    return _opt(n_items, fcts, method, initial_params, max_iter, tol)





          

      

      

    

  

    
      
          
            
  Source code for choix.utils

import math
import numpy as np
import random
import scipy.linalg as spl
import warnings

from scipy.linalg import solve_triangular
from scipy.special import logsumexp
from scipy.stats import rankdata, kendalltau


SQRT2 = math.sqrt(2.0)
SQRT2PI = math.sqrt(2.0 * math.pi)


def log_transform(weights):
    """Transform weights into centered log-scale parameters."""
    params = np.log(weights)
    return params - params.mean()


def exp_transform(params):
    """Transform parameters into exp-scale weights."""
    weights = np.exp(np.asarray(params) - np.mean(params))
    return (len(weights) / weights.sum()) * weights


def softmax(xs):
    """Stable implementation of the softmax function."""
    ys = xs - np.max(xs)
    exps = np.exp(ys)
    return exps / exps.sum(axis=0)


def normal_cdf(x):
    """Normal cumulative density function."""
    # If X ~ N(0,1), returns P(X < x).
    return math.erfc(-x / SQRT2) / 2.0


def normal_pdf(x):
    """Normal probability density function."""
    return math.exp(-x*x / 2.0) / SQRT2PI


def inv_posdef(mat):
    """Stable inverse of a positive definite matrix."""
    # See:
    # - http://www.seas.ucla.edu/~vandenbe/103/lectures/chol.pdf
    # - http://scicomp.stackexchange.com/questions/3188
    chol = np.linalg.cholesky(mat)
    ident = np.eye(mat.shape[0])
    res = solve_triangular(chol, ident, lower=True, overwrite_b=True)
    return np.transpose(res).dot(res)


[docs]def footrule_dist(params1, params2=None):
    r"""Compute Spearman's footrule distance between two models.

    This function computes Spearman's footrule distance between the rankings
    induced by two parameter vectors. Let :math:`\sigma_i` be the rank of item
    ``i`` in the model described by ``params1``, and :math:`\tau_i` be its rank
    in the model described by ``params2``. Spearman's footrule distance is
    defined by

    .. math::

      \sum_{i=1}^N | \sigma_i - \tau_i |

    By convention, items with the lowest parameters are ranked first (i.e.,
    sorted using the natural order).

    If the argument ``params2`` is ``None``, the second model is assumed to
    rank the items by their index: item ``0`` has rank 1, item ``1`` has rank
    2, etc.

    Parameters
    ----------
    params1 : array_like
        Parameters of the first model.
    params2 : array_like, optional
        Parameters of the second model.

    Returns
    -------
    dist : float
        Spearman's footrule distance.
    """
    assert params2 is None or len(params1) == len(params2)
    ranks1 = rankdata(params1, method="average")
    if params2 is None:
        ranks2 = np.arange(1, len(params1) + 1, dtype=float)
    else:
        ranks2 = rankdata(params2, method="average")
    return np.sum(np.abs(ranks1 - ranks2))



[docs]def kendalltau_dist(params1, params2=None):
    r"""Compute the Kendall tau distance between two models.

    This function computes the Kendall tau distance between the rankings
    induced by two parameter vectors. Let :math:`\sigma_i` be the rank of item
    ``i`` in the model described by ``params1``, and :math:`\tau_i` be its rank
    in the model described by ``params2``. The Kendall tau distance is defined
    as the number of pairwise disagreements between the two rankings, i.e.,

    .. math::

      \sum_{i=1}^N \sum_{j=1}^N
        \mathbf{1} \{ \sigma_i > \sigma_j \wedge \tau_i < \tau_j \}

    By convention, items with the lowest parameters are ranked first (i.e.,
    sorted using the natural order).

    If the argument ``params2`` is ``None``, the second model is assumed to
    rank the items by their index: item ``0`` has rank 1, item ``1`` has rank
    2, etc.

    If some values are equal within a parameter vector, all items are given a
    distinct rank, corresponding to the order in which the values occur.

    Parameters
    ----------
    params1 : array_like
        Parameters of the first model.
    params2 : array_like, optional
        Parameters of the second model.

    Returns
    -------
    dist : float
        Kendall tau distance.
    """
    assert params2 is None or len(params1) == len(params2)
    ranks1 = rankdata(params1, method="ordinal")
    if params2 is None:
        ranks2 = np.arange(1, len(params1) + 1, dtype=float)
    else:
        ranks2 = rankdata(params2, method="ordinal")
    tau, _ = kendalltau(ranks1, ranks2)
    n_items = len(params1)
    n_pairs = n_items * (n_items - 1) / 2
    return round((n_pairs - n_pairs * tau) / 2)



def rmse(params1, params2):
    r"""Compute the root-mean-squared error between two models.

    Parameters
    ----------
    params1 : array_like
        Parameters of the first model.
    params2 : array_like
        Parameters of the second model.

    Returns
    -------
    error : float
        Root-mean-squared error.
    """
    assert len(params1) == len(params2)
    params1 = np.asarray(params1) - np.mean(params1)
    params2 = np.asarray(params2) - np.mean(params2)
    sqrt_n = math.sqrt(len(params1))
    return np.linalg.norm(params1 - params2, ord=2) / sqrt_n


[docs]def log_likelihood_pairwise(data, params):
    """Compute the log-likelihood of model parameters."""
    loglik = 0
    for winner, loser in data:
        loglik -= np.logaddexp(0, -(params[winner] - params[loser]))
    return loglik



[docs]def log_likelihood_rankings(data, params):
    """Compute the log-likelihood of model parameters."""
    loglik = 0
    params = np.asarray(params)
    for ranking in data:
        for i, winner in enumerate(ranking[:-1]):
            loglik -= logsumexp(params.take(ranking[i:]) - params[winner])
    return loglik



[docs]def log_likelihood_top1(data, params):
    """Compute the log-likelihood of model parameters."""
    loglik = 0
    params = np.asarray(params)
    for winner, losers in data:
        idx = np.append(winner, losers)
        loglik -= logsumexp(params.take(idx) - params[winner])
    return loglik



[docs]def log_likelihood_network(
        digraph, traffic_in, traffic_out, params, weight=None):
    """
    Compute the log-likelihood of model parameters.

    If ``weight`` is not ``None``, the log-likelihood is correct only up to a
    constant (independent of the parameters).
    """
    loglik = 0
    for i in range(len(traffic_in)):
        loglik += traffic_in[i] * params[i]
        if digraph.out_degree(i) > 0:
            neighbors = list(digraph.successors(i))
            if weight is None:
                loglik -= traffic_out[i] * logsumexp(params.take(neighbors))
            else:
                weights = [digraph[i][j][weight] for j in neighbors]
                loglik -= traffic_out[i] * logsumexp(
                        params.take(neighbors), b=weights)
    return loglik



def statdist(generator):
    """Compute the stationary distribution of a Markov chain.

    Parameters
    ----------
    generator : array_like
        Infinitesimal generator matrix of the Markov chain.

    Returns
    -------
    dist : numpy.ndarray
        The unnormalized stationary distribution of the Markov chain.

    Raises
    ------
    ValueError
        If the Markov chain does not have a unique stationary distribution.
    """
    generator = np.asarray(generator)
    n = generator.shape[0]
    with warnings.catch_warnings():
        # The LU decomposition raises a warning when the generator matrix is
        # singular (which it, by construction, is!).
        warnings.filterwarnings("ignore")
        lu, piv = spl.lu_factor(generator.T, check_finite=False)
    # The last row contains 0's only.
    left = lu[:-1,:-1]
    right = -lu[:-1,-1]
    # Solves system `left * x = right`. Assumes that `left` is
    # upper-triangular (ignores lower triangle).
    try:
        res = spl.solve_triangular(left, right, check_finite=False)
    except:
        # Ideally we would like to catch `spl.LinAlgError` only, but there seems
        # to be a bug in scipy, in the code that raises the LinAlgError (!!).
        raise ValueError(
                "stationary distribution could not be computed. "
                "Perhaps the Markov chain has more than one absorbing class?")
    res = np.append(res, 1.0)
    return (n / res.sum()) * res


[docs]def generate_params(n_items, interval=5.0, ordered=False):
    r"""Generate random model parameters.

    This function samples a parameter independently and uniformly for each
    item. ``interval`` defines the width of the uniform distribution.

    Parameters
    ----------
    n_items : int
        Number of distinct items.
    interval : float
        Sampling interval.
    ordered : bool, optional
        If true, the parameters are ordered from lowest to highest.

    Returns
    -------
    params : numpy.ndarray
       Model parameters.
    """
    params = np.random.uniform(low=0, high=interval, size=n_items)
    if ordered:
        params.sort()
    return params - params.mean() 



[docs]def generate_pairwise(params, n_comparisons=10):
    """Generate pairwise comparisons from a Bradley--Terry model.

    This function samples comparisons pairs independently and uniformly at
    random over the ``len(params)`` choose 2 possibilities, and samples the
    corresponding comparison outcomes from a Bradley--Terry model parametrized
    by ``params``.

    Parameters
    ----------
    params : array_like
        Model parameters.
    n_comparisons : int
        Number of comparisons to be returned.

    Returns
    -------
    data : list of (int, int)
       Pairwise-comparison samples (see :ref:`data-pairwise`).
    """
    n = len(params)
    items = tuple(range(n))
    params = np.asarray(params)
    data = list()
    for _ in range(n_comparisons):
        # Pick the pair uniformly at random.
        a, b = random.sample(items, 2)
        if compare((a, b), params) == a:
            data.append((a, b))
        else:
            data.append((b, a))
    return tuple(data)



[docs]def generate_rankings(params, n_rankings, size=3):
    """Generate rankings according to a Plackett--Luce model.

    This function samples subsets of items (of size ``size``) independently and
    uniformly at random, and samples the correspoding partial ranking from a
    Plackett--Luce model parametrized by ``params``.

    Parameters
    ----------
    params : array_like
        Model parameters.
    n_rankings : int
        Number of rankings to generate.
    size : int, optional
        Number of items to include in each ranking.

    Returns
    -------
    data : list of numpy.ndarray
        A list of (partial) rankings generated according to a Plackett--Luce
        model with the specified model parameters.
    """
    n = len(params)
    items = tuple(range(n))
    params = np.asarray(params)
    data = list()
    for _ in range(n_rankings):
        # Pick the alternatives uniformly at random.
        alts = random.sample(items, size)
        ranking = compare(alts, params, rank=True)
        data.append(ranking)
    return tuple(data)



[docs]def compare(items, params, rank=False):
    """Generate a comparison outcome that follows Luce's axiom.

    This function samples an outcome for the comparison of a subset of items,
    from a model parametrized by ``params``. If ``rank`` is True, it returns a
    ranking over the items, otherwise it returns a single item.

    Parameters
    ----------
    items : list
        Subset of items to compare.
    params : array_like
        Model parameters.
    rank : bool, optional
        If true, returns a ranking over the items instead of a single item.

    Returns
    -------
    outcome : int or list of int
        The chosen item, or a ranking over ``items``.
    """
    probs = probabilities(items, params)
    if rank:
        return np.random.choice(items, size=len(items), replace=False, p=probs)
    else:
        return np.random.choice(items, p=probs)



[docs]def probabilities(items, params):
    """Compute the comparison outcome probabilities given a subset of items.

    This function computes, for each item in ``items``, the probability that it
    would win (i.e., be chosen) in a comparison involving the items, given
    model parameters.

    Parameters
    ----------
    items : list
        Subset of items to compare.
    params : array_like
        Model parameters.

    Returns
    -------
    probs : numpy.ndarray
        A probability distribution over ``items``.
    """
    params = np.asarray(params)
    return softmax(params.take(items))
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