

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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Contributing to Gimel


Discussions

Our recommendation is to start a slack discussion as soon as you have an idea for contributing to Gimel.
This will help you, other interested contributors & the committers get to common grounds early in time.
Contact the gimel-dev community on slack [https://gimel-dev.slack.com].






How can you help


Code

Look for Issues that are open on below categories, pick an issue, start a slack discussion on slack channel, once we get to common grounds on the solution approach, open a PR with your implementation.


	Bug Fixes


	Enhancements & Improvements (Jira Details)


	Add a new connector or major feature that you see missing in Gimel







Documentation

You can also improve our documentation


	readme.md


	docs/*.md


	Any other valuable comment you'd like to add to the code that will simplify other developers' lives.











Contribution Process


	Get your github account.


	Fork the gimel repo into your account.


	Create an issue branch using the master branch.


	Make modifications to the code.


	Ensure code coverage by added test cases.


	All commits must have the issue ID & summary. Say "[ISSUE-10] Update readme.md for Aerospike".


	Ensure all your commits are squashed.


	Make a Pull Request to dev branch.


	If there are code review related changes - ensure those commits are also squashed.


	DO NOT include changes that are not directly related to the issue you are trying to resolve.


	Once PR is approved, code will be merged to Development branch.


	Once all regression test cases have passed - changes will be merged to master branch.












          

      

      

    

  

    
      
          
            
  
Note

Test Suite Helps validate sanity of API & version compatibility with cluster
For every new storage we support in Data API, adding a Storage Validation in the module gimel-testsuite is recommended.
The TestSuite can be scheduled to run on the cluster(s) regulary to smoke test and capture early - any issues in the dev cycles.




Buid Gimel

Refer Build Gimel




Executing Test Suite via spark-submit

export spark_master=yarn-client

#-------- Required for spark-submit
export SPARK_DIST_CLASSPATH=$(find /usr/hdp/current/hbase-client/lib/ -type f -name "*.jar" | tr -s '\n' ':')/etc/hbase/conf:/etc/hbase/conf/hbase-site.xml:/etc/spark/conf:/etc/spark/conf/hive-site.xml

#--------Set App Name
export app_name="TestSuite"

# choose the storage to test
export storages=kafka_avro,kafka_binary,kafka_string,hbase,hive,teradata_jdbc,teradata_bulkload,elasticsearch,kafka_stream


export ADDITIONAL_JARS=hdfs:///tmp/hive-jdbc-2.0.0.jar,hdfs:///tmp/qubole-hive-JDBC-final-0.0.7.jar,hdfs:///tmp/tdgssconfig.jar,hdfs:///tmp/terajdbc4.jar

export args="gimel.hbase.namespace.name=testsuite \
gimel.zookeeper.host=zk_host:2181 \
gimel.confluent.schema.url=http://confluent_schema_registry_host:8081 \
gimel.kafka.broker=kafka_broker:9092 \
gimel.kafka.consumer.checkpoint.root=/pcatalog/kafka_consumer/checkpoint/ \
es.nodes=http://elastic_host \
es.port=8080 \
smoketest.kafka.hive.table=pc_smoketest_kafka_only \
smoketest.kafka.topic=pc_smoke_test_topic \
smoketest.es.hive.table=pc_smoketest_es \
smoketest.es.index=pc_smoke_test_index_1 \
smoketest.hive.table=pc_smoketest_hive \
smoketest.hbase.hive.table=pc_smoketest_hbase \
smoketest.hbase.namespace=testsuite \
smoketest.hbase.table=pc_smoketest_hbase \
smoketest.hbase.table.row.key=id \
smoketest.hbase.table.columnfamily=personal,professional \
smoketest.hbase.table.columns=rowKey:id|personal:name,age,address|professional:company,designation,salary \
smoketest.gimel.hive.db=pcatalog_smoke_test \
smoketest.gimel.hive.location=/tmp/pcatalog \
smoketest.gimel.sample.rows.count=1000 \
smoketest.result.stats.es.host=http://elastic_host \
smoketest.result.stats.es.port=8080 \
smoketest.result.stats.es.index=pcatalog_smoketest_result \
smoketest.hbase.site.xml.hdfs=hdfs:///tmp/hbase-site.xml \
smoketest.hbase.site.xml.local=/tmp/hbase-site.xml \
smoketest.kafka.stream.hive.table=pc_smoketest_kafka_streaming \
smoketest.kafka.stream.es.hive.table=pc_smoketest_kafka_streaming_es_1 \
smoketest.kafka.stream.es.index=pc_smoketest_kafka_streaming_es_index_1 \
smoketest.kafka.stream.batch.interval=30 \
smoketest.gimel.streaming.awaitTerminationOrTimeout=60000 \
storages=${storages} \
post.smoketest.result=false \
gimel.cluster=$CLUSTER \
smoketest.teradata.table=pc_smoketest_teradata \
smoketest.teradata.db=scratch_db \
smoketest.gimel.hive.table=pc_smoktest_teradata_hive \
smoketest.teradata.username=$USER \
smoketest.teradata.password.file=hdfs:///user/$USER/password/teradata/pass.dat \
smoketest.teradata.url=teradata_host \
smoketest.teradata.write.type=FASTLOAD \
smoketest.teradata.read.type=FASTEXPORT \
smoketest.teradata.sessions=8 \
smoketest.teradata.batchsize=10000 \
pcatalog.use.kerberos=true gimel.keytab=$USER.keytab gimel.principal=$USER gimel.hiveJars.ddl=$ADDITIONAL_JARS"

export jarlocal=gimel-testsuite.jar

#Launch Job via SQL API
spark-submit \
--name "$app_name" \
--master yarn \
--deploy-mode client \
--class com.paypal.gimel.testsuite.TestSuite \
--conf "spark.dynamicAllocation.enabled=true" \
--conf "spark.shuffle.service.enabled=true" \
--conf "spark.dynamicAllocation.initialExecutors=5" \
--conf "spark.dynamicAllocation.minExecutors=2" \
--conf "spark.dynamicAllocation.maxExecutors=400" \
--conf "spark.dynamicAllocation.executorIdleTimeout=300s" \
--keytab ~/$USER.keytab \
--principal $USER \
--jars $ADDITIONAL_JARS \
$jarlocal \
$args









          

      

      

    

  

    
      
          
            
  
	Gimel Standalone


	Overview


	Install Docker


	Download the Gimel Jar


	Run Gimel Quickstart Script


	Common Imports and Initializations









Gimel Standalone


Overview


	The Gimel Standalone feature will provide capability for developers / users alike to


	Try Gimel in local/laptop without requiring all the ecosystems on a hadoop cluster.


	Standalone would comprise of docker containers spawned for each storage type that the user would like to explore. Storage type examples : kafka , elasticsearch.


	Standalone would bootstrap these containers (storage types) with sample flights data.


	Once containers are spawned & data is bootstrapped, the use can then refer the connector docs & try the Gimel Data API / Gimel SQL on the local laptop.


	Also in the future : the standalone feature would be useful to automate regression tests & run standalone spark JVMs for container based solutions.













Install Docker


	Install docker on your machine


	MAC - https://docs.docker.com/docker-for-mac/install/













Download the Gimel Jar


	Download the gimel jar from Here [https://drive.google.com/uc?id=1mVia6-dTyX9ZU2-r91TFJu4_hEhapVRA&export=download]


	Move it to gimel/gimel-dataapi/gimel-standalone/lib folder









Run Gimel Quickstart Script

$ quickstart/gimel {STORAGE_SYSTEM}






	STORAGE_SYSTEM can be either all or comma seperated list like as follows




$ quickstart/gimel kafka,elasticsearch,hbase






	This script will do the following:


	Start docker containers for each storage


	Bootstrap the physical storages (Create Kafka Topic and HBase tables)


	Start a spark-shell with gimel jar added








Note: If you want to start your own spark-shell, Run the following command

docker exec -it spark-master bash -c \
"export USER=an;export SPARK_HOME=/spark/;export PATH=$PATH:$SPARK_HOME/bin:$SPARK_HOME/sbin; \
/spark/bin/spark-shell --jars /root/gimel-sql-1.2.0-SNAPSHOT-uber.jar"










Common Imports and Initializations

import org.apache.spark.sql.{DataFrame, SQLContext};
import org.apache.spark.sql.hive.HiveContext;
import com.paypal.gimel.sql.GimelQueryProcessor

val gsql = GimelQueryProcessor.executeBatch(_:String,spark)













          

      

      

    

  

    
      
          
            
  
	Analyze Data


	Enrich Flights Data, Denormalize, Add Geo Coordinate


	Bootstrap Enriched Data in Elastic Search


	Create Elastic Search Dataset


	Load Enriched Data into Elastic Search






	Explore, Visualize and Discover Data on Kibana









Analyze Data


Enrich Flights Data, Denormalize, Add Geo Coordinate

val sql = """cache table flights_log_enriched

SELECT 
 to_date(substr(fl_date,1,10)) as flight_date
,flights_kafka.*
,lkp_airport_origin.location as origin_location
,lkp_airport_origin.name as origin_airport_name
,lkp_airport_origin.city as origin_airport_city
,lkp_airport_origin.country as origin_airport_country
,lkp_airport_dest.location as dest_location
,lkp_airport_dest.name as dest_airport_name
,lkp_airport_dest.city as dest_airport_city
,lkp_airport_dest.country as dest_airport_country
,lkp_carrier.description as carrier_desc
,lkp_airline.description as airline_desc
,lkp_cancellation.description as cancellation_reason

from flights flights_kafka                                  

left join lkp_carrier lkp_carrier                          
on flights_kafka.unique_carrier = lkp_carrier.code 

left join lkp_airline lkp_airline                          
on flights_kafka.airline_id = lkp_airline.code

left join lkp_cancellation lkp_cancellation                 
on flights_kafka.CANCELLATION_CODE = lkp_cancellation.code

left join lkp_airport lkp_airport_origin                   
on flights_kafka.origin = lkp_airport_origin.iata

left join lkp_airport lkp_airport_dest                    
on flights_kafka.dest = lkp_airport_dest.iata
"""

com.paypal.gimel.sql.GimelQueryProcessor.executeBatch(sql,spark)










Bootstrap Enriched Data in Elastic Search


Create Elastic Search Dataset

gimelSql("""set pcatalog.gimel_flights_elastic.dataSetProperties=
{
    "datasetType": "ELASTIC_SEARCH",
    "fields": [],
    "partitionFields": [],
    "props": {
        "es.mapping.date.rich":"true",
        "es.nodes":"http://elasticsearch",
        "es.port":"9200",
        "es.resource":"flights/data",
        "es.index.auto.create":"true",
        "gimel.es.schema.mapping":"{\"location\": { \"type\": \"geo_point\" } }",
          "gimel.es.index.partition.delimiter":"-",
          "gimel.es.index.partition.isEnabled":"true",
          "gimel.es.index.read.all.partitions.isEnabled":"true",
          "gimel.es.index.partition.suffix":"20180205",
          "gimel.es.schema.mapping":"{\"executionStartTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\" }, \"createdTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\"},\"endTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\"}}",
          "gimel.storage.type":"ELASTIC_SEARCH",
          "datasetName":"pcatalog.gimel_flights_elastic"
    }
}
""")








Load Enriched Data into Elastic Search

val sql = """insert into pcatalog.gimel_flights_elastic
select * from flights_log_enriched
where cancelled = 1"""

gimelSql(sql,spark)












Explore, Visualize and Discover Data on Kibana


	Go to Kibana at http://localhost:5601


	Create the index pattern for flights index


	Explore and Visualize your data on Kibana Dashboard












          

      

      

    

  

    
      
          
            
  
	Bootstrap Data


	Catalog Provider as USER


	Bootstrap Flights Data


	Create HDFS Datasets for loading Flights Data


	Create Kafka Dataset


	Load Flights Data into Kafka Dataset


	Cache Kafka Data






	Bootstrap Flights Lookup Data


	Create HDFS Datasets for loading Flights Lookup Data


	Create HBase Datasets


	Load Flights Lookup Data into HBase Datasets


	Cache HBase Data






	Cache Airports Data from HDFS









Bootstrap Data


Catalog Provider as USER

gimelSql("set gimel.catalog.provider=USER");








Bootstrap Flights Data


Create HDFS Dataset for loading Flights Data

gimelSql("""set pcatalog.flights_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/data",
         "datasetName":"pcatalog.flights_hdfs"
    }
}""")








Create Kafka Dataset

gimelSql("""set pcatalog.flights_kafka_json.dataSetProperties={ 
    "datasetType": "KAFKA",
    "fields": [],
    "partitionFields": [],
    "props": {
        "gimel.storage.type":"kafka",
        "gimel.kafka.message.value.type":"json",
        "gimel.kafka.whitelist.topics":"gimel.demo.flights.json",
        "bootstrap.servers":"kafka:9092",
        "gimel.kafka.checkpoint.zookeeper.host":"zookeeper:2181",
        "gimel.kafka.checkpoint.zookeeper.path":"/pcatalog/kafka_consumer/checkpoint/flights",
        "gimel.kafka.zookeeper.connection.timeout.ms":"10000",
        "gimel.kafka.throttle.batch.maxRecordsPerPartition":"10000000",
        "gimel.kafka.throttle.batch.fetchRowsOnFirstRun":"10000000",    
        "auto.offset.reset":"earliest",
        "key.serializer":"org.apache.kafka.common.serialization.StringSerializer",
        "value.serializer":"org.apache.kafka.common.serialization.StringSerializer",
        "key.deserializer":"org.apache.kafka.common.serialization.StringDeserializer",
        "value.deserializer":"org.apache.kafka.common.serialization.StringDeserializer",
        "datasetName":"pcatalog.flights_kafka_json"
    }
}""")








Load Flights Data into Kafka Dataset

gimelSql(
"insert into pcatalog.flights_kafka_json select * from pcatalog.flights_hdfs",
spark)








Cache Kafka Data

gimelSql(
"cache table flights select * from  pcatalog.flights_kafka_json",
spark)












Bootstrap Flights Lookup Data


Create HDFS Datasets for loading Flights Lookup Data

gimelSql("""set pcatalog.flights_lookup_carrier_code_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/lkp/carrier_code",
         "datasetName":"pcatalog.flights_lookup_carrier_code_hdfs"
    }
}""")





gimelSql("""set pcatalog.flights_lookup_airline_id_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/lkp/airline_id",
         "datasetName":"pcatalog.flights_lookup_airline_id_hdfs"
    }
}""")





gimelSql("""set pcatalog.flights_lookup_cancellation_code_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/lkp/cancellation_code",
         "datasetName":"pcatalog.flights_lookup_cancellation_code_hdfs"
    }
}""")








Create HBase Datasets

gimelSql("""set pcatalog.flights_lookup_cancellation_code_hbase.dataSetProperties=
{
    "datasetType": "HBASE",
    "fields": [
        {
            "fieldName": "Code",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "Description",
            "fieldType": "string",
            "isFieldNullable": false
        }
    ],
    "partitionFields": [],
    "props": {
        "gimel.hbase.rowkey":"Code",
        "gimel.hbase.table.name":"flights:flights_lookup_cancellation_code",
        "gimel.hbase.namespace.name":"flights",
        "gimel.hbase.columns.mapping":":key,flights:Description",
         "datasetName":"pcatalog.flights_lookup_cancellation_code_hbase"
    }
}
""")





gimelSql("""set pcatalog.flights_lookup_carrier_code_hbase.dataSetProperties=
{
    "datasetType": "HBASE",
    "fields": [
        {
            "fieldName": "Code",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "Description",
            "fieldType": "string",
            "isFieldNullable": false
        }
    ],
    "partitionFields": [],
    "props": {
        "gimel.hbase.rowkey":"Code",
        "gimel.hbase.table.name":"flights:flights_lookup_carrier_code",
        "gimel.hbase.namespace.name":"flights",
        "gimel.hbase.columns.mapping":":key,flights:Description",
         "datasetName":"pcatalog.flights_lookup_carrier_code_hbase"
    }
}
""")





gimelSql("""set pcatalog.flights_lookup_airline_id_hbase.dataSetProperties=
{
    "datasetType": "HBASE",
    "fields": [
        {
            "fieldName": "Code",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "Description",
            "fieldType": "string",
            "isFieldNullable": false
        }
    ],
    "partitionFields": [],
    "props": {
        "gimel.hbase.rowkey":"Code",
        "gimel.hbase.table.name":"flights:flights_lookup_airline_id",
        "gimel.hbase.namespace.name":"flights",
        "gimel.hbase.columns.mapping":":key,flights:Description",
         "datasetName":"pcatalog.flights_lookup_airline_id_hbase"
    }
}
""")









Load Flights Lookup Data into HBase Datasets

gimelSql(
"insert into pcatalog.flights_lookup_cancellation_code_hbase select * from pcatalog.flights_lookup_cancellation_code_hdfs", 
spark)

gimelSql(
"insert into pcatalog.flights_lookup_airline_id_hbase select * from pcatalog.flights_lookup_airline_id_hdfs",
spark)

gimelSql(
"insert into pcatalog.flights_lookup_carrier_code_hbase select * from pcatalog.flights_lookup_carrier_code_hdfs",
spark)








Cache lookup Tables from HBase

gimelSql(
"cache table lkp_carrier select * from pcatalog.flights_lookup_carrier_code_hbase", 
spark)

gimelSql(
"cache table lkp_airline select * from pcatalog.flights_lookup_airline_id_hbase",
spark)

gimelSql(
"cache table lkp_cancellation select * from pcatalog.flights_lookup_cancellation_code_hbase", 
spark)












Cache Airports Data from HDFS

val sql="""cache table lkp_airport
select 
struct(lat,lon) as location
,concat(lat,",",lon) as location1
, * 
from 
(
select iata, lat, lon, country, city, name
, row_number() over (partition by iata order by 1 desc ) as rnk
from pcatalog.flights_lookup_airports_hdfs
) tbl
where rnk  = 1
"""

gimelSql(sql, spark)
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Bootstrap Data


Create HBase Datasets

gsql("""set pcatalog.flights_lookup_cancellation_code_hbase.dataSetProperties=
{
    "datasetType": "HBASE",
    "fields": [
        {
            "fieldName": "Code",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "Description",
            "fieldType": "string",
            "isFieldNullable": false
        }
    ],
    "partitionFields": [],
    "props": {
        "gimel.hbase.rowkey":"Code",
        "gimel.hbase.table.name":"flights:flights_lookup_cancellation_code",
        "gimel.hbase.namespace.name":"flights",
        "gimel.hbase.columns.mapping":":key,flights:Description",
         "datasetName":"pcatalog.flights_lookup_cancellation_code_hbase"
    }
}
""")





gsql("""set pcatalog.flights_lookup_carrier_code_hbase.dataSetProperties=
{
    "datasetType": "HBASE",
    "fields": [
        {
            "fieldName": "Code",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "Description",
            "fieldType": "string",
            "isFieldNullable": false
        }
    ],
    "partitionFields": [],
    "props": {
        "gimel.hbase.rowkey":"Code",
        "gimel.hbase.table.name":"flights:flights_lookup_carrier_code",
        "gimel.hbase.namespace.name":"flights",
        "gimel.hbase.columns.mapping":":key,flights:Description",
         "datasetName":"pcatalog.flights_lookup_carrier_code_hbase"
    }
}
""")





gsql("""set pcatalog.flights_lookup_airline_id_hbase.dataSetProperties=
{
    "datasetType": "HBASE",
    "fields": [
        {
            "fieldName": "Code",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "Description",
            "fieldType": "string",
            "isFieldNullable": false
        }
    ],
    "partitionFields": [],
    "props": {
        "gimel.hbase.rowkey":"Code",
        "gimel.hbase.table.name":"flights:flights_lookup_airline_id",
        "gimel.hbase.namespace.name":"flights",
        "gimel.hbase.columns.mapping":":key,flights:Description",
         "datasetName":"pcatalog.flights_lookup_airline_id_hbase"
    }
}
""")













          

      

      

    

  

    
      
          
            
  
	G-SQL
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G-SQL


Load Flights Lookup Data into HBase Datasets

gsql(
"insert into pcatalog.flights_lookup_cancellation_code_hbase select * from pcatalog.flights_lookup_cancellation_code_hdfs")

gsql(
"insert into pcatalog.flights_lookup_airline_id_hbase select * from pcatalog.flights_lookup_airline_id_hdfs")

gsql(
"insert into pcatalog.flights_lookup_carrier_code_hbase select * from pcatalog.flights_lookup_carrier_code_hdfs")








Cache lookup Tables from HBase

gsql(
"cache table lkp_carrier select * from pcatalog.flights_lookup_carrier_code_hbase")

gsql(
"cache table lkp_airline select * from pcatalog.flights_lookup_airline_id_hbase")

gsql(
"cache table lkp_cancellation select * from pcatalog.flights_lookup_cancellation_code_hbase")








Read Data from HBase

gsql("select * from lkp_carrier").show(10)
gsql("select * from lkp_airline").show(10)
gsql("select * from lkp_cancellation").show(10)












Scala API


Set options

scala> val datasetPropsJson = {
                                  "datasetType": "HBASE",
                                  "fields": [
                                      {
                                          "fieldName": "Code",
                                          "fieldType": "string",
                                          "isFieldNullable": false
                                      },
                                      {
                                          "fieldName": "Description",
                                          "fieldType": "string",
                                          "isFieldNullable": false
                                      }
                                  ],
                                  "partitionFields": [],
                                  "props": {
                                      "gimel.hbase.rowkey":"Code",
                                      "gimel.hbase.table.name":"flights:flights_lookup_cancellation_code",
                                      "gimel.hbase.namespace.name":"flights",
                                      "gimel.hbase.columns.mapping":":key,flights:Description",
                                       "datasetName":"pcatalog.flights_lookup_cancellation_code_hbase"
                                  }
                              }
scala> val options = Map("pcatalog.flights_lookup_cancellation_code_hbase.dataSetProperties"->datasetPropsJson)








Load Flights Data into HBase Dataset

scala> import com.paypal.gimel._
scala> val dataSet = DataSet(spark)
scala> val hiveDf = dataSet.read("pcatalog.flights_lookup_cancellation_code_hdfs",options)
scala> hiveDf.count
scala> val df =  dataSet.write("pcatalog.flights_lookup_cancellation_code_hbase",hivedf,options)








Read Data from HBase

scala> import com.paypal.gimel._
scala> val dataSet = DataSet(spark)
scala> val df = dataSet.read("pcatalog.flights_lookup_cancellation_code_hbase",options)
scala> df.show(10)
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Bootstrap Data


Create Elastic Dataset

gsql("""set pcatalog.gimel_flights_elastic.dataSetProperties=
{
    "datasetType": "ELASTIC_SEARCH",
    "fields": [],
    "partitionFields": [],
    "props": {
        "es.mapping.date.rich":"true",
        "es.nodes":"http://elasticsearch",
        "es.port":"9200",
        "es.resource":"flights/data",
        "es.index.auto.create":"true",
        "gimel.es.schema.mapping":"{\"location\": { \"type\": \"geo_point\" } }",
          "gimel.es.index.partition.delimiter":"-",
          "gimel.es.index.partition.isEnabled":"true",
          "gimel.es.index.read.all.partitions.isEnabled":"true",
          "gimel.es.index.partition.suffix":"20180205",
          "gimel.es.schema.mapping":"{\"executionStartTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\" }, \"createdTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\"},\"endTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\"}}",
          "gimel.storage.type":"ELASTIC_SEARCH",
          "datasetName":"pcatalog.gimel_flights_elastic"
    }
}
""")













          

      

      

    

  

    
      
          
            
  
	G-SQL


	Load Flights Data into Elastic Dataset


	Cache Flights


	Read Data from Elastic






	Scala API


	Set Options


	Load Flights Data into Elastic Dataset


	Read Data from Elastic









G-SQL


Load Flights Data into Elastic Dataset

gsql("insert into pcatalog.gimel_flights_elastic select * from pcatalog.flights_hdfs")








Cache Flights

gsql("cache table flights_elastic select * from  pcatalog.gimel_flights_elastic")








Read Data from Elastic

gsql("select * from flights_elastic").show(10)












Scala API


Set options

scala> val datasetPropsJson = {
                                  "datasetType": "ELASTIC_SEARCH",
                                  "fields": [],
                                  "partitionFields": [],
                                  "props": {
                                        "es.mapping.date.rich":"true",
                                        "es.nodes":"http://elasticsearch",
                                        "es.port":"9200",
                                        "es.resource":"flights/data",
                                        "es.index.auto.create":"true",
                                        "gimel.es.schema.mapping":"{\"location\": { \"type\": \"geo_point\" } }",
                                      "gimel.es.index.partition.delimiter":"-",
                                      "gimel.es.index.partition.isEnabled":"true",
                                      "gimel.es.index.read.all.partitions.isEnabled":"true",
                                      "gimel.es.index.partition.suffix":"20180205",
                                      "gimel.es.schema.mapping":"{\"executionStartTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\" }, \"createdTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\"},\"endTime\": {\"format\": \"strict_date_optional_time||epoch_millis\", \"type\": \"date\"}}",
                                      "gimel.storage.type":"ELASTIC_SEARCH",
                                      "datasetName":"pcatalog.gimel_flights_elastic"
                                  }
                              }
scala> val options = Map("pcatalog.flights_hdfs.dataSetProperties"->datasetPropsJson)








Load Flights Data into Elastic Dataset

scala> import com.paypal.gimel._
scala> val dataSet = DataSet(spark)
scala> val hivedf = dataSet.read("pcatalog.flights_hdfs",options)
scala> val df = dataSet.write("pcatalog.gimel_flights_elastic",hivedf,options)
scala> df.count








Read Data from Elastic

scala> import com.paypal.gimel._
scala> val dataSet = DataSet(spark)
scala> val df = dataSet.read("pcatalog.gimel_flights_elastic",options)
scala> df.show(10)













          

      

      

    

  

    
      
          
            
  
	Bootstrap Data
* Create Kafka Dataset





Bootstrap Data


Create Kafka Dataset

gsql("""set pcatalog.flights_kafka_json.dataSetProperties={ 
    "datasetType": "KAFKA",
    "fields": [],
    "partitionFields": [],
    "props": {
        "gimel.storage.type":"kafka",
        "gimel.kafka.message.value.type":"json",
        "gimel.kafka.whitelist.topics":"gimel.demo.flights.json",
        "bootstrap.servers":"kafka:9092",
        "gimel.kafka.checkpoint.zookeeper.host":"zookeeper:2181",
        "gimel.kafka.checkpoint.zookeeper.path":"/pcatalog/kafka_consumer/checkpoint/flights",
        "gimel.kafka.zookeeper.connection.timeout.ms":"10000",
        "gimel.kafka.throttle.batch.maxRecordsPerPartition":"10000000",
        "gimel.kafka.throttle.batch.fetchRowsOnFirstRun":"10000000",    
        "auto.offset.reset":"earliest",
        "key.serializer":"org.apache.kafka.common.serialization.StringSerializer",
        "value.serializer":"org.apache.kafka.common.serialization.StringSerializer",
        "key.deserializer":"org.apache.kafka.common.serialization.StringDeserializer",
        "value.deserializer":"org.apache.kafka.common.serialization.StringDeserializer",
        "datasetName":"pcatalog.flights_kafka_json"
    }
}""")













          

      

      

    

  

    
      
          
            
  
	G-SQL


	Load Flights Data into Kafka Dataset


	Cache Flights


	Read Data from Kafka






	Scala API


	Set Options


	Load Flights Data into Kafka Dataset


	Read Data from Kafka









G-SQL


Load Flights Data into Kafka Dataset

gsql("insert into pcatalog.flights_kafka_json select * from pcatalog.flights_hdfs")








Cache Flights

gsql("cache table flights select * from  pcatalog.flights_kafka_json")








Read Data from Kafka

gsql("select * from flights").show(10)












Scala API


Set options

scala> val datasetPropsJson = { 
                                  "datasetType": "KAFKA",
                                  "fields": [],
                                  "partitionFields": [],
                                  "props": {
                                      "gimel.storage.type":"kafka",
                                        "gimel.kafka.message.value.type":"json",
                                        "gimel.kafka.whitelist.topics":"gimel.demo.flights.json",
                                        "bootstrap.servers":"kafka:9092",
                                        "gimel.kafka.checkpoint.zookeeper.host":"zookeeper:2181",
                                        "gimel.kafka.checkpoint.zookeeper.path":"/pcatalog/kafka_consumer/checkpoint/flights",
                                        "gimel.kafka.zookeeper.connection.timeout.ms":"10000",
                                        "gimel.kafka.throttle.batch.maxRecordsPerPartition":"10000000",
                                        "gimel.kafka.throttle.batch.fetchRowsOnFirstRun":"10000000",    
                                        "auto.offset.reset":"earliest",
                                        "key.serializer":"org.apache.kafka.common.serialization.StringSerializer",
                                        "value.serializer":"org.apache.kafka.common.serialization.StringSerializer",
                                        "key.deserializer":"org.apache.kafka.common.serialization.StringDeserializer",
                                        "value.deserializer":"org.apache.kafka.common.serialization.StringDeserializer",
                                        "datasetName":"pcatalog.flights_kafka_json"
                                  }
                              }
scala> val options = Map("pcatalog.flights_hdfs.dataSetProperties"->datasetPropsJson)








Load Flights Data into Kafka Dataset

scala> import com.paypal.gimel._
scala> val dataSet = DataSet(spark)
scala> val hivedf = dataSet.read("pcatalog.flights_hdfs",options)
scala> val df = dataSet.write("pcatalog.flights_kafka_json",hivedf,options)
scala> df.count








Read Data from Kafka

scala> import com.paypal.gimel._
scala> val dataSet = DataSet(spark)
scala> val df = dataSet.read("pcatalog.flights_kafka_json",options)
scala> df.show(10)













          

      

      

    

  

    
      
          
            
  
	Catalog Provider as USER


	Bootstrap Data


	Bootstrap Flights Data


	Create HDFS Datasets for loading Flights Data






	Bootstrap Flights Lookup Data


	Create HDFS Datasets for loading Flights Lookup Data






	Cache Airports Data from HDFS









Catalog Provider as USER

gsql("set gimel.catalog.provider=USER");








Bootstrap Data


Bootstrap Flights Data


Create HDFS Dataset for loading Flights Data

gsql("""set pcatalog.flights_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/data",
         "datasetName":"pcatalog.flights_hdfs"
    }
}""")












Bootstrap Flights Lookup Data


Create HDFS Datasets for loading Flights Lookup Data

gsql("""set pcatalog.flights_lookup_carrier_code_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/lkp/carrier_code",
         "datasetName":"pcatalog.flights_lookup_carrier_code_hdfs"
    }
}""")





gsql("""set pcatalog.flights_lookup_airline_id_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/lkp/airline_id",
         "datasetName":"pcatalog.flights_lookup_airline_id_hdfs"
    }
}""")





gsql("""set pcatalog.flights_lookup_cancellation_code_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/lkp/cancellation_code",
         "datasetName":"pcatalog.flights_lookup_cancellation_code_hdfs"
    }
}""")





gsql("""set pcatalog.flights_lookup_airports_hdfs.dataSetProperties={ 
    "datasetType": "HDFS",
    "fields": [],
    "partitionFields": [],
    "props": {
         "gimel.hdfs.data.format":"csv",
         "location":"hdfs://namenode:8020/flights/lkp/airports",
         "datasetName":"pcatalog.flights_lookup_airports_hdfs"
    }
}""")












Cache Airports Data from HDFS

val sql="""cache table lkp_airport
select 
struct(lat,lon) as location
,concat(lat,",",lon) as location1
, * 
from 
(
select iata, lat, lon, country, city, name
, row_number() over (partition by iata order by 1 desc ) as rnk
from pcatalog.flights_lookup_airports_hdfs
) tbl
where rnk  = 1
"""





gsql(sql)













          

      

      

    

  

    
      
          
            
  
	G-SQL


	Read Data from HDFS


	Count Records from HDFS






	Scala API


	Read Data from HDFS


	Count Records from HDFS









G-SQL


Read Data from HDFS

gsql("select * from pcatalog.flights_hdfs").show()








Count Records From HDFS

gsql("select * from pcatalog.flights_hdfs").count()












Scala API


Read Data from HDFS

scala> import com.paypal.gimel._
scala> val dataSet = DataSet(spark)
scala> val df = dataSet.read("pcatalog.flights_hdfs")
scala> df.count








Count Records From HDFS

scala> import com.paypal.gimel._
scala> val dataSet = DataSet(spark)
scala> val df = dataSet.read("pcatalog.flights_hdfs")
scala> df.count













          

      

      

    

  

    
      
          
            
  
	SQL API


	SQL Output Control


	SQL On spark-shell | spark-submit


	Batch Mode SQL


	Streaming SQL















SQL API


	Simply Combine all your DataSets & express your entire Logic as a single SQL via SQL API.


	In a Single SQL - Join data from various systems (Kafka, ES, HBASE, Hive, Teradata, more to come).


	Execute your SQL in Batch Mode or Continuous Streaming Mode.





Controlling SQL output and behaviour

| Property for SQL results | Notes |
|--------------------------|-------|
|gimel.query.results.show.rows.only | Set this to "true" to stop getting all these messages. (Default : false) |
|gimel.query.results.show.rows.threshold | Number of rows to display in interactive mode (Default : 1000) |






SQL on Scala (spark-shell | spark-submit)


Execute Batch SQL - Spark Shell / Program

sparkSession.conf.set("gimel.query.results.show.rows.only","true")

sparkSession.sql("set gimel.kafka.throttle.streaming.window.seconds=20");
sparkSession.sql("set gimel.kafka.throttle.streaming.parallelism.factor=20");
sparkSession.sql("set gimel.kafka.kafka.reader.checkpoint.save=true");
sparkSession.sql("set gimel.kafka.kafka.reader.checkpoint.clear=false");
sparkSession.sql("set gimel.kafka.throttle.batch.fetchRowsOnFirstRun=100");
sparkSession.sql("set gimel.kafka.throttle.batch.maxRecordsPerPartition=50");
sparkSession.sql("set gimel.logging.level=INFO");
sparkSession.sql("set gimel.query.results.show.rows.only=true");

val gsql=com.paypal.gimel.sql.GimelQueryProcessor.executeBatch(_:String,sparkSession);
val df = gsql("SELECT count(*) FROM pcatalog.flights_kafka");








Execute Stream SQL - Spark Shell / Program

val gsqlStream=com.paypal.gimel.sql.GimelQueryProcessor.executeStream(_:String,sparkSession);
gsqlStream("INSERT into pcatalog.flights_elastic SELECT count(*) FROM pcatalog.flights_kafka");













          

      

      

    

  

    
      
          
            
  
Pre-requisite

Maven is required to build gimel.

You may find more information here [https://maven.apache.org/index.html].




Maven Build

Clone git repository

git clone git@github.com:paypal/gimel.git
OR
git clone https://github.com/paypal/gimel.git
cd gimel








Maven Profiles

Run below command to build
(-T 8 is to run 8 tasks in parallel; reduces the build time considerably)

| Profile | Command | Notes |
| -------- | -------- | -------- |
| Default | build/gimel install -T 8 -B | Recommended. Builds with all dependencies pulled from maven central - profile general |
| General | build/gimel install -T 8 -B -Pgeneral | Builds with all dependencies pulled from maven central |
| HWX releases | build/gimel clean install -T 8 -B -Phwx-2.6.3.11-1 | Builds with all dependencies pulled from horton works repo if available |
| Stand Alone | build/gimel clean install -T 8 -B -Pstandalone | Builds gimel with scala packages bundled in jar, used for standalone execution of gimel jar / polling services |






Gimel Modules (UML)

Below is the dependency graph of Gimel Modules.









          

      

      

    

  

    
      
          
            
  
Modules

| Modules | Purpose |
| -------- | -------- |
| gimel-tools | Tools (core + sql + runnables such as copyDataSet, etc) |
| gimel-sql | SQL Support (core + Gimel-SQL Functionality) |
| gimel-core | Core (Contains All Connectors, the Unified Data API) |




Refer as Maven Dependency


Tools

    <dependency>
      <groupId>com.paypal.gimel</groupId>
      <artifactId>gimel-tools</artifactId> <!--Refer one of the below listed 3 versions, depending on the required spark version -->
      <version>1.2.0</version> <!--provides spark 2.2.0 compiled code-->
      <scope>provided</scope> <!--Ensure scope is provided as the gimel libraries can be added at runtime-->
    </dependency>








SQL

    <dependency>
      <groupId>com.paypal.gimel</groupId>
      <artifactId>gimel-sql</artifactId> <!--Refer one of the below listed 3 versions, depending on the required spark version -->
      <version>1.2.0</version> <!--provides spark 2.2.0 compiled code-->
      <scope>provided</scope> <!--Ensure scope is provided as the gimel libraries can be added at runtime-->
    </dependency>








Core

    <dependency>
      <groupId>com.paypal.gimel</groupId>
      <artifactId>gimel-core</artifactId> <!--Refer one of the below listed 3 versions, depending on the required spark version -->
      <version>1.2.0</version> <!--provides spark 2.2.0 compiled code-->
      <scope>provided</scope> <!--Ensure scope is provided as the gimel libraries can be added at runtime-->
    </dependency>













          

      

      

    

  

    
      
          
            
  
Data API Usage

Quick Starter for DataSet and DataStream APIs.
Please refer individual storage system documentation for details.

import com.paypal.gimel._
import org.apache.spark.sql._
import scala.collection.immutable.Map

// Initiate DataSet
val sparkSession = SparkSession.builder().enableHiveSupport().getOrCreate()
val dataSet = DataSet(sparkSession)

// Read Data
val readOptions = Map[String,Any]()
val data1 : DataFrame = dataSet.read("pcatalog.table1",readOptions)
val data2 : DataFrame = dataSet.read("pcatalog.table2")

// Write Data
val writeOptions = Map[String,Any]()
dataSet.write("pcatalog.table3",data1,writeOptions)
dataSet.write("pcatalog.table4",data2)

// Initiate DataStream
val dataStream = DataStream(sparkSession)

// Get Reference to Stream
  val streamingResult: StreamingResult = dataStream.read(datasetName)
  // Clear CheckPoint if necessary
  streamingResult.clearCheckPoint("some message")
  // Helper for Clients
  streamingResult.dStream.foreachRDD { rdd =>
    val count = rdd.count()
    if (count > 0) {
      /**
        * Mandatory | Get Offset for Current Window, so we can checkpoint at the end of this window's operation
        */
      streamingResult.getCurrentCheckPoint(rdd)
      /**
        * Begin | User's Usecases
        */
      // dataSet.write("pcatalog.targetDataSet",derivedDF)
      streamingResult.saveCurrentCheckPoint()
    }
  }
  // Start the Context
  dataStream.streamingContext.start()
  dataStream.streamingContext.awaitTermination()









          

      

      

    

  

    
      
          
            
  Refer below Gimel-SQL documentation for Quick Starter.



          

      

      

    

  

    
      
          
            
  
What is ExecSQLWrapper


	The Tool Allows Developer to Write a SQL in a .sql file.


	Run the SQL via copyDataSet tool, which inturn calls a spark application


	Copy Data Set runs in several mode




| Mode | Logic | Notes |
|------|-------|-------|
| batch | runs batch pull from kafka once, writes data to HDFS |  Schedule jobs in your scheduler (say UC4) for "not less than" every 30 mins (minimum latency - to avoid any small files problem)  This is best fit for HDFS, where you have a downstream dependent job  |
| stream | runs a never ending job (streaming) - NOT recommmended for HDFS Sink - creates Small Files |
| batch_iterative | runs a never ending batch daemon |  use "batchRecursionMinutes=30" (minimum latency - to avoid any small files problem)  This is best fit for HDFS where you have a "ASYNC" downstream consumer, that can detect delta partitions |
  
    
    Catalog Providers
    

    
 
  
  

    
      
          
            
  
	Catalog Providers


	Note


	Catalog Provider - USER


	GSQL


	Data API Usage






	Catalog Provider - HIVE


	Catalog Provider - PCATALOG











Catalog Providers


Note


	Provides different ways to specify DataSet Properties to Read/Write Data API


	Can be set using gimel.catalog.provider property


	Can be set to USER/HIVE/PCATALOG







Catalog Provider as USER


Note


	Uses DataSetProperties specified by user as Json String or DataSetProperties Object


	Recommended to be used only for testing/exploring purposes







GSQL


	Set the catalog provider property to USER




%%sql 
set gimel.catalog.provider=USER






	Set DataSetProperties Json




Note: The property name should be {datasetName}.dataSetProperties.
For Example if your dataset name is pcatalog.mydataset, then the property name would be pcatalog.mydataset.dataSetProperties.

Example for HBase Dataset

%%sql
set pcatalog.hbase_test.dataSetProperties={
    "datasetType": "HBASE",
    "fields": [
        {
            "fieldName": "id",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "name",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "address",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "age",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "company",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "designation",
            "fieldType": "string",
            "isFieldNullable": false
        },
        {
            "fieldName": "salary",
            "fieldType": "string",
            "isFieldNullable": true
        }
    ],
    "partitionFields": [],
    "props": {
        "gimel.hbase.rowkey":"id",
        "gimel.hbase.table.name":"adp_bdpe:test_annai",
        "gimel.hbase.namespace.name":"namespace",
        "gimel.hbase.columns.mapping":"personal:name,personal:address,personal:age,professional:company,professional:designation,professional:salary"
    }
}






	Run the sql




%%pcatalog
select * from pcatalog.hbase_test








DATA API Usage


	Imports and Initializations




import org.apache.spark.sql.{DataFrame, SQLContext};
import org.apache.spark.sql.hive.HiveContext;
import org.apache.spark.{SparkConf, SparkContext};
import org.apache.spark.rdd.RDD;
import com.paypal.gimel.logger.Logger;
import com.paypal.gimel.{DataSet, DataSetType};
import spray.json.DefaultJsonProtocol._;
import spray.json._;
val logger = Logger(this.getClass.getName)
import org.apache.spark.sql.{DataFrame, SaveMode, SQLContext}
import com.paypal.gimel.common.catalog._

//Initiate HiveContext
val hiveContext = new HiveContext(sc);
val dataSet = com.paypal.gimel.DataSet(spark);
val sqlContext = hiveContext.asInstanceOf[SQLContext]






	Usage




hiveContext.sql("set gimel.catalog.provider=USER");

val datasetPropsJson="""
{
    "datasetType": "ELASTIC_SEARCH",
    "fields": [],
    "partitionFields": [],
    "props": {
        "gimel.es.index.partition.isEnabled": "true",
        "gimel.es.index.partition.suffix": "20180120",
        "datasetName": "data_set_name",
        "nameSpace": "pcatalog",
        "es.port": "8080",
        "es.resource": "index/type",
        "gimel.es.index.partition.delimiter": "-",
        "es.nodes": "http://es_host"
    }
}
"""

val data = dataSet.read("pcatalog.data_set_name",
                         Map("pcatalog.data_set_name.dataSetProperties" -> datasetPropsJson))










Catalog Provider as HIVE


Note


	Uses Dataset Properties from the external hive table


	Set the catalog provider property to HIVE




%%sql 
set gimel.catalog.provider=HIVE








Create Hive Table pointing to physical storage

You can find hive table templates for each storage in their docs Stack & Version Compatibility






Catalog Provider as PCATALOG


Note


	Uses DataSetProperties from the PCatalog


	In order to use this, storage system of the Dataset should be onborded in Pcatalog


	Set the catalog provider property to PCATALOG




%%sql 
set gimel.catalog.provider=PCATALOG
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LoggingUtils

It gives you a log4j wrapper to log messages into the log file in JSON format and also sends relevant messages to Kafka, which eventually can be routed to Elastic Search or other sinks via a simple Gimel Consumer.

There are three major types of log API:


	String log API such as logger.info(String msg), the API is for debug purpose.


	Key Value pair log API such as logger.info("key1", valueObj1, "key2", valueObj2...)




All types of logs come to local log.




Examples for SQL system logging.


Note: Following APIs are for SQL internal use only.





1. Java Example:

    import com.paypal.sql.logging.impl.JSONSystemLogger;

    // Get JSONSystemLogger. JSONSystemLogger is for Gimel system use.
    final JSONSystemLogger systemLogger = JSONSystemLogger.getInstance(AppStatusTest.class);

    // Simple log file logging.
    systemLogger.info("This is an example code");

    // Key-value pair logging, which will be sent to Kafka and log file in json format.
    systemLogger.info("jobExecutionId", 1, "flowExecutionId", 1, "jobId", 4, "flowId", 1, "ruleId", 5,
            "ruleLogLocation", "/logs", "ruleExecutionEndTimeMS", System.currentTimeMillis(), "ruleAction",
            "rule action",
            "ruleStats", "{\"stats\",\"No stats yet\"}", "ruleExecutionStatus", "SUCCESS", "metaUpdate", true);








2. Scala Example:


import scala.math.random
import org.apache.spark._

import com.paypal.sql.logging.impl.JSONSystemLogger;

object SparkWordCount {
  def main(args: Array[String]) {
    
    //Define Logger
    lazy val logger = JSONSystemLogger.getLogger(getClass())
    
    // Simple log file logging.
    logger.info("In main, about to start!!!");

    // Key-value pair logging, which will be sent to Kafka and log file in json format.
    logger.info("jobExecutionId", 1, "flowExecutionId", 1, "jobId", 4, "flowId", 1, "ruleId", 5,
            "ruleLogLocation", "/logs", "ruleExecutionEndTimeMS", System.currentTimeMillis(), "ruleAction", "rule action", "ruleStats", "{\"stats\",\"No stats yet\"}", "ruleExecutionStatus", "SUCCESS", "metaUpdate", true);

  }
}
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	Aerospike API


	Note


	Design Considerations


	Create Aerospike Table


	Common Aerospike Hive Table


	Common imports


	Sample API usage











Aerospike API


Note


	Experimental API, meaning there is no production usecase on this yet.


	Basic Benchmarking has been performed to validate throughputs









Design Considerations


Reads


	Aerospike Spark Connector(Aerospark) is used to read data directly into a DataFrame (https://github.com/sasha-polev/aerospark)


	The reason for choosing Aerospark over Java client for read is explained below:


	Aerospark : Read data directly into a DataFrame


	Native Java Client : Driver program has to first collect all records from the aerospike nodes and then create a dataFrame which is a costly operation.











Writes


	Aerospike Native Java Client Put API is used.


	For each partition of the Dataframe a client connection is established, to write data from that partition to Aerospike.











Create Hive Table pointing to Aerospike Set

The following hive table points to a Aerospike

CREATE EXTERNAL TABLE `pcatalog.test_aero`(
  `payload` string)
LOCATION
  'hdfs://tmp/test_aero'
TBLPROPERTIES (
  'gimel.aerospike.namespace'='test',
  'gimel.aerospike.port'='3000',
  'gimel.aerospike.seedhost'='hostname',
  'gimel.aerospike.set'='test_aero_connector',
  'gimel.storage.type'='AEROSPIKE')










Catalog Properties

| Property | Mandatory? | Description | Example | Default |
|----------|------------|-------------|------------|-------------------|
| gimel.aerospike.seed.hosts | Y | list of hosts fqdn or ip | localhost | |
| gimel.aerospike.port | Y | port | 3000 | 3000 |
| gimel.aerospike.namespace | Y | the namespace in aerospike | test |  |
| gimel.aerospike.set | Y | aerospike set name | sample_set |  |
| gimel.aerospike.rowkey | N | the row key for the set | col1 | first column in dataframe |






Common Imports in all Aerospike API Usages

import com.paypal.gimel._
import org.apache.spark._
import org.apache.spark.rdd.RDD;
import org.apache.spark.sql._
import spray.json._;
import spray.json.DefaultJsonProtocol._;










Aerospike API Usage

// READ

val dataSet = DataSet(sparkSession);
val df = dataSet.read("pcatalog.test_aero")

// WRITE

// Create mock data
def stringed(n: Int) = s"""{"id": ${n},"name": "MAC-${n}", "address": "MAC-${n+1}", "age": "${n+1}", "company": "MAC-${n}", "designation": "MAC-${n}", "salary": "${n * 10000}" }""";
val numberOfRows=20;
val texts: Seq[String] = (1 to numberOfRows).map { x => stringed(x) }.toSeq;
val rdd: RDD[String] = sparkSession.sparkContext.parallelize(texts);
val dataFrameToWrite: DataFrame = sparkSession.read.json(rdd);
dataFrameToWrite.show;

// write it to Aerospike via PCatalog
val df = dataSet.write("pcatalog.test_aero",dataFrameToWrite)
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	Cassandra API
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Cassandra API


Note


	Experimental API, meaning there is no production usecase on this yet.









Design Considerations


	Under the hood - we are leveraging the DataStax spark connector for Cassandra [https://github.com/datastax/spark-cassandra-connector].









Create Cassandra Table

CREATE KEYSPACE test WITH replication = {'class': 'SimpleStrategy', 'replication_factor' : 1};

CREATE TABLE test_table_1 (
name text,
age int,
rev int,
PRIMARY KEY (name)
);

insert into test_table_1 (name,age,rev) values ( 'deepak',100,9999);










Create Hive Table pointing to Cassandra table

The following hive table points to a Cassandra

create table pcatalog.cassandra_testing (
payload string
)
location 'hdfs:///tmp/cassandra_testing'
TBLPROPERTIES (
'cassandra.connection.host'='hostname',
'gimel.storage.type'='CASSANDRA',
'gimel.cassandra.cluster.name'='POC_Cluster',
'gimel.cassandra.keyspace.name'='test',
'gimel.cassandra.table.name'='test_table_1',
'gimel.cassandra.pushdown.is.enabled'='true',
'gimel.cassandra.table.confirm.truncate'='false',
'spark.cassandra.input.split.size_in_mb'='128'
)










Catalog Properties

Refer DataStax Cassandra Connector FAQ [https://github.com/datastax/spark-cassandra-connector/blob/master/doc/FAQ.md] for indepth details.

| Property | Mandatory? | Description | Example | Default |
|----------|------------|-------------|------------|-------------------|
| spark.cassandra.connection.host | Y | Host fqdn or IP | localhost | |
| gimel.cassandra.cluster.name | Y | Name of cluster | poc | |
| gimel.cassandra.keyspace.name | Y | Key Space in Cassandra | test | |
| gimel.cassandra.table.name | Y | Cassandra Table Name | test_table_1 |  |
| gimel.cassandra.pushdown.is.enabled | N | Setting to enable pushdown | true | true |
| spark.cassandra.input.split.size_in_mb | N | The number of Spark partitions(tasks) created is directly controlled by the setting spark.cassandra.input.split.size_in_mb.This number reflects the approximate amount of Cassandra Data in any given Spark partition | 128 | 48 |
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Druid API


Note


	Supports only Writes in real-time ingestion mode.


	Under the hood - the druid-io/tranquility [https://github.com/druid-io/tranquility] connector is used for spark-realtime ingestion.


	Reads - Not implemented yet









Create Hive Table

The following hive table points to a Druid

CREATE EXTERNAL TABLE `pcatalog.druid_testing`(
  `id` string,
  `type` string,
  `time_updated` string
)
LOCATION
  'hdfs:///tmp/gimel/pcatalog.druid_testing'
TBLPROPERTIES (
  'gimel.storage.type'='druid',
  'gimel.druid.zookeeper.hosts' = 'druid_zk_host_1:2181,druid_zk_host_1:2181,druid_zk_host_1:2181',
  'gimel.druid.cluster.index.service' = 'druid/overlord',
  'gimel.druid.cluster.discovery.path' = '/druid/discovery',
  'gimel.druid.datasource.name' = 'default_datasource',
  'gimel.druid.datasource.dimensions' = '["type", "time_updated"]',
  'gimel.druid.datasource.metrics' = '[{"type", "hyperUnique", "field_name", "id", "name", "distinct_id"}]',
  'gimel.druid.timestamp.fieldname' = 'time_updated',
  'gimel.druid.timestamp.format' = 'seconds'
)










Catalog Properties

Refer Tranquility documentation [https://github.com/druid-io/tranquility/blob/master/docs/spark.md] for under the hood configurations

| Property | Mandatory? | Description | Example | Default |
|----------|------------|-------------|------------|-------------------|
| gimel.druid.zookeeper.hosts       | Y | The Host Name List for ZK  | druid_zk_host_1:2181,druid_zk_host_2:2181 | |
| gimel.druid.cluster.index.service | Y | Index Name in Druid  | druid/overlord | |
| gimel.druid.cluster.discovery.path| Y | The Discovery Path in Druid Cluster  | /druid/discovery | |
| gimel.druid.datasource.name       | Y | The data source name | default_datasource | |
| gimel.druid.datasource.dimensions | Y | The list of Dimensions specified in JSON format  | ["type", "time_updated"] | |
| gimel.druid.datasource.metrics    | Y | The list of metrics in Druid Index  | [{"type", "hyperUnique", "field_name", "id", "name", "distinct_id"}] | |
| gimel.druid.timestamp.fieldname   | Y | The Time Field  | time_updated | |
| gimel.druid.timestamp.format      | Y | Format of the Time Field  | seconds | |






Common Imports

import com.paypal.gimel._
import org.apache.spark._
import org.apache.spark.sql._










Druid API Usage

val dataSet= DataSet(sparkSession)

val map = List(Map("id" -> 1, "type" -> "U", "time_updated" -> "10000000"))
val rdd = sc.parallelize(map)

val dataSetProps = Map("load_type" -> "realtime")
dataSet.write("pcatalog.sampleDruidData", rdd, dataSetProps)
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Elastic Search API


Note


	Under the hood, we are leveraging the Elastic Search Spark Connector [https://www.elastic.co/guide/en/elasticsearch/hadoop/5.4/spark.html]









Create Hive table pointing to Elastic Search

The following hive table points to an elastic search Index

CREATE EXTERNAL TABLE IF NOT EXISTS pcatalog.sampleESTable
(
  `data` string COMMENT 'from deserializer'
)
LOCATION '/tmp/pcatalog/sampleESTable'
TBLPROPERTIES (
  'gimel.storage.type' = 'ELASTICSEARCH',
  'es.index.auto.create'='true',
  'es.nodes'='http://es_node',
  'es.port'='8080',
  'es.resource'='sampleESTable_index/data'
)










Catalog Properties

| Property | Mandatory? | Description | Example | Default |
|----------|------------|-------------|------------|-------------------|
| es.nodes | Y | ES host | Elastic search host | http://localhost | |
| es.port | Y | ES Port | the ES service port |8080 | |
| es.resource | Y| the index and type | sampleESTable_index/data | |






Common Imports in all ES API Usages

import com.paypal.gimel._

import org.apache.spark._
import org.apache.spark.rdd.RDD
import org.apache.spark.sql._

import spray.json._
import spray.json.DefaultJsonProtocol._










Write Api ES


Prepare Test Data for Write ES

def stringed(n: Int) = s"""{"id": ${n},"name": "MAC-${n}", "address": "MAC-${n+1}", "age": "${n+1}", "company": "MAC-${n}", "designation": "MAC-${n}", "salary": "${n * 10000}" }"""
val numberOfRows=10000
val texts: Seq[String] = (1 to numberOfRows).map { x => stringed(x) }.toSeq
val rdd: RDD[String] = sparkSession.sparkContext.parallelize(texts)
val dataFrameToWrite: DataFrame = sparkSession.read.json(rdd)
dataFrameToWrite.show








Write Data Api Elastic Search

val dataSet: DataSet = DataSet(sparkSession)
val dataFrameWritten = dataSet.write("pcatalog.sampleESTable",dataFrameToWrite)








Write Data Api Elastic Search for Partitioned Index

val dataSet = DataSet(sc)
val options: Map[String, String] = Map("gimel.es.index.partition.suffix"->"20170602")
val json3 = s"""{"name" : "abcd", "age" : "28","gender":"m"}"""
val json4 = s"""{"name" : "efgh", "age" : "28","gender":"m"}"""
val rdd1 = sc.parallelize(Seq(json3,json4))
val df1 = sparkSession.read.json(rdd1)
val res = dataSet.write("pcatalog.sampleESTable",df1,options)












Read Api ES


Read Data from ES

val dataFrameRead = dataSet.read("pcatalog.sampleESTable")
dataFrameRead.show








Read Data from ES for Multiple Indexes

val options: Map[String, String] = Map("gimel.es.index.partition.isEnabled"->"true","gimel.es.index.partition.delimiter"->"_","gimel.es.index.partition.suffix"->"20170602,20170603")
val res1 = dataSet.read("pcatalog.sampleESTable",options)
res1.show








Read Data from ES using wildcard

val options: Map[String, String] = Map("gimel.es.index.partition.isEnabled"->"true","gimel.es.index.partition.delimiter"->"_","gimel.es.index.partition.suffix"->"*","gimel.es.index.read.all.partitions.isEnabled"->"true")
val res1 = dataSet.read("pcatalog.sampleESTable",options)
res1.show
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	Note


	Create Hive Table


	Common Imports


	HBASE Write API - Put


	Prepare Test Data


	Write all columns(also present in ddl) in Dataframe to HBase table


	Write new columns(not in ddl) along with other columns in dataframe to HBase table


	Write specific columns (given in input option hbase.columns.mapping by user) only to HBase table






	HBASE Read API - Scan/BulkGet


	Read all columns from HBase table


	Read specific columns(given in input option hbase.columns.mapping by user) from HBase table






	HBASE Read API - Lookup/Get


	Lookup by RowKey


	Lookup by RowKey and ColumnFamily


	Lookup by RowKey, ColumnFamily and Column















HBASE API


Note


	Under the hood, we are leveraging hortonworks-spark connector [https://github.com/hortonworks-spark/shc]





Limitations


	Read/Write API : Doesn't support multi-column ROWKEY


	Read/Write API : Performance is bounded on how HBase table is created







Design Considerations

Following are the advantages of using SHC


	This provides support for spark hbase integration on Dataframe and Dataset level


	BulkLoad not supported yet


	Writes are converted to HBase Puts and for each partition Puts are executed code [https://github.com/hortonworks-spark/shc/blob/master/core/src/main/scala/org/apache/spark/sql/execution/datasources/hbase/HBaseRelation.scala]


	shc-github [https://github.com/hortonworks-spark/shc]




Following are the limitations if one writes own write implementations via JAVA Client for HBASE


	Only updates on single or very few rows should be performed using this


	If we use this option, we have to sequentially run all the puts in driver which takes a lot of time even for small amount of data (>40,000)


	As Put Object is not Serializable, we have to serialize it first and then call it for each partition but all this is done by hortonworks in their Spark HBase Connector (SHC)











Create Hive Table pointing to HBase table

The following hive table points to a hbase table named adp_bdpe:test_emp with column families personal and professional

CREATE EXTERNAL TABLE IF NOT EXISTS `default.hbase_emp`(
  `id` string,
  `name` string,
  `address` string,
  `age` string ,
  `company` string ,
  `designation` string ,
  `salary` string
  )
ROW FORMAT SERDE
  'org.apache.hadoop.hive.serde2.lazy.LazySimpleSerDe'
WITH SERDEPROPERTIES (
  'hbase.columns.mapping'=':key,personal:name,personal:address,personal:age,professional:company,professional:designation,professional:salary',
  'serialization.format'='1')
TBLPROPERTIES (
  'gimel.hbase.table.name'='adp_bdpe:test_emp',
  "gimel.hbase.namespace.name"="adp_bdpe",
  'gimel.storage.type'='HBASE'
  )










Catalog Properties

| Property | Mandatory? | Description | Example | Default |
|----------|------------|-------------|------------|-------------------|
| gimel.hbase.table.name | Y | HBASE Table Name | test | |
| gimel.hbase.namespace.name | Y | HBASE Name Space | default | default |
| hbase.columns.mapping | Y | Key Space in Cassandra | :key,cols:column2,cols:column3 | while writes, this is taken implicitly from DataFrame |
| hbase.rowkey | Y | Mandataory only for write API | id | |
| hbase.columns.specified.flag | N | Used for Write API onlytrue - Write only columns specified in hbase.columns.mapping optionfalse - Write all columns in dataframe | true/false | false |
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Cross Cluster HDFS API


Note


How does it work?

Cross Cluster API is nothing but HDFS API that can read across clusters even if they are kerberized.

For Cross Cluster read/write to work -
While starting the spark application - add the namenodes of all the clusters that you are going to work with.
Pass the following spark conf while starting the spark app. Example for working with several clusters.
bash "spark.yarn.access.namenodes":"hdfs://cluster_2_name_node:8020/,hdfs://cluster_2_name_node:8020/"

Alluxio -
The Same API works with Alluxio as well, provided the property gimel.hdfs.nn starts with string alluxio.

Under the hood, we are using the spark read API.
Hence where ever applicable : a filter on a partitioned column will result in pruning.




Limitations

Cross Cluster Reads have potential pitfalls too : if the source path has terabytes of data & there is no pruning of partitions / paths -
this will lead to long running job that attempts to transfer TeraBytes of data across cluster. Cross cluster API is not meant for this type of usecase.




Preemptive Guard

With above limitation in consideration - we have a guard that users can leverage when they are not sure about the volume that is going to be read from the source cluster.
Property gimel.hdfs.data.crosscluster.threshold, when set to  say 250 - will consider the read-size-threshold to be 250GB.
Preemptively - before the API reads source path : a check on the source path's size will be compared against 250GB.
If size  > 250GB - an exception with be thrown that threshold is exceeded.








Create hive table

CREATE EXTERNAL TABLE `pcatalog.gimel_xcluster_pi`(
  `payload` string)
LOCATION
  'hdfs:///tmp/pcatalog/xcluster_remote_hadoop_cluster_text_smoke_test'
TBLPROPERTIES (
  'gimel.hdfs.data.format'='text',
  'gimel.hdfs.data.location'='/tmp/examples/pi.py',
  'gimel.hdfs.nn'='hdfs://remote_hadoop_cluster_namenode:8020',
  'gimel.hdfs.storage.name'='remote_hadoop_cluster',
  'gimel.storage.type'='HDFS'
  )










Catalog Properties

| Property | Mandatory? | Description | Example | Default |
|----------|------------|-------------|------------|-------------------|
| gimel.hdfs.data.format | Y | Format of the data | textparquetcsvorc | text |
| gimel.hdfs.data.location | Y | HDFS location | /tmp/examples/pi.py |  |
| gimel.hdfs.nn | Y | Name Notde URI | hdfs://remote_hadoop_cluster_name_node:8020alluxio://namenode:19998 | the namenode of cluster where spark application is running currently|
| gimel.hdfs.storage.name | Y | Name of cluster | remote_hadoop_clusterremote_hadoop_cluster11alluxio | |
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CSV API


Note


	This API wraps CSV reader under the hood.


	Read CSV and Write as CSV to HDFS.









Create hive table

CREATE external TABLE `pcatalog.sample_csv`(
  `payload` string)
LOCATION '/user/LOCATION/csv_data11/csv12'
TBLPROPERTIES (
  'gimel.storage.type'='HDFS',
  'gimel.hdfs.data.format'='csv')










Catalog Properties

| Property | Mandatory? | Description | Example | Default |
|----------|------------|-------------|------------|-------------------|
| gimel.hdfs.save.mode | N | Append - adds data to path Overwrite - Overwrites data in Path | Append | Overwrite |
| gimel.hdfs.csv.data.headerProvided | N | Whether API should infer header from data | truefalse | true |
| gimel.hdfs.data.format | Y | Property helps API infer whether to invoke CSV reader/writer | csv | |
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Hive API


Create Hive table for Read and Write

CREATE external TABLE IF NOT EXISTS pcatalog.pc_sampleHiveTable
(
id string,
name string,
rev string

)
STORED AS parquet
LOCATION '/tmp/pcatalog/pc_sampleHiveTable'










Common Imports in all Hive API Usages

import com.paypal.gimel._
import org.apache.spark._
import org.apache.spark.rdd._
import org.apache.spark.sql._
import spray.json._
import spray.json.DefaultJsonProtocol._










Write Api Hive


Prepare Test Data for Write Hive

def stringed(n: Int) = s"""{"id": ${n},"name": "MAC-${n}", "address": "MAC-${n+1}", "age": "${n+1}", "company": "MAC-${n}", "designation": "MAC-${n}", "salary": "${n * 10000}" }"""
val numberOfRows=10000
val texts: Seq[String] = (1 to numberOfRows).map { x => stringed(x) }.toSeq
val rdd: RDD[String] = sparkSession.sparkContext.parallelize(texts)
val dataFrameToWrite: DataFrame = sparkSession.read.json(rdd)
dataFrameToWrite.show








Write Data Api Hive

//Initiate DataSet
val dataSet = DataSet(sparkSession)
//options
val options = "gimel.kafka.throttle.batch.fetchRowsOnFirstRun=1000000:gimel.kafka.throttle.batch.maxRecordsPerPartition=1000000"
//write
val dataFrameWritten = dataSet.write("pcatalog.pc_sampleHiveTable",dataFrameToWrite,options)












Read Api Hive


Read Data from Hive

val dataFrameRead = dataSet.read("pcatalog.pc_sampleHiveTable")
dataFrameRead.show
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	Kafka API - Read & Write in Format - String | JSON | Binary
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KAFKA API


Note

|    Format     | Support                | Differentiating Property |
| ------------- | -----------------------|---------------------------|
| AVRO | Supports READ + WRITE  | 'gimel.kafka.avro.schema.string'='' |
| STRING | Supports READ + WRITE | 'gimel.kafka.message.value.type'='string' |
| JSON | Supports READ + WRITE | 'gimel.kafka.message.value.type'='json' |
| BINARY | Supports READ + WRITE | 'gimel.kafka.message.value.type'='binary' |
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JDBC Teradata API


Note


	This is an experimental API.


	NOT vetted yet to be used at scale in production.


	Please contact Gimel Team if you consider using this API for your usecases.









Read API


Create a Teradata table

CREATE MULTISET TABLE scratch_db.flights_lookup_cancellation_code ,NO FALLBACK ,
     NO BEFORE JOURNAL,
     NO AFTER JOURNAL,
     CHECKSUM = DEFAULT,
     DEFAULT MERGEBLOCKRATIO
     (
      code VARCHAR(100) CHARACTER SET LATIN CASESPECIFIC,
      description VARCHAR(4000) CHARACTER SET LATIN CASESPECIFIC)
 PRIMARY INDEX (code) ;








Create Hive Table Pointing to Teradata table

create external table pcatalog.flights_lookup_carrier_code_td (
      code string,
      description string
      )
LOCATION 'hdfs:///tmp/pcatalog/teradata_smoke_test'
TBLPROPERTIES (
  'gimel.jdbc.driver.class'='com.teradata.jdbc.TeraDriver',
  'gimel.jdbc.input.table.name'='scratch_db.flights_lookup_carrier_code',
  'gimel.jdbc.url'='jdbc:teradata://td_server',
  'gimel.jdbc.output.table.name'='scratch_db.flights_lookup_carrier_code',
  'gimel.storage.type'='JDBC'
);






Setting password for JDBC datasource

Password for JDBC data sources are specified in the file stored in any HDFS location. If not specified, default the API will look for password file at location hdfs:///user/$USER/password/teradata/pass.dat . This file will contain password in the format jdbc_url/$USER,password .

e.g. The password for Teradata can be specified in file  hdfs:///user/$USER/password/teradata/pass.dat  as:

td_server/USER,PASSWORD

Password for JDBC data source can be specified as agruments in the APIs in two ways:


	Spark Configuration parameters:

Use --conf spark.jdbc.p.file=PASSWORD_FILE_PATH



	As options in READ/WRITE APIs:

val options= Map(("spark.jdbc.p.file", "hdfs:///user/$USER/password/teradata/pass.dat"))








Options for READ API


READ without FASTEXPORT

|    Option     | Default       | Values to specify |
| ------------- | ------------- |-----------------|
| spark.jdbc.username | spark.user | Username |
| spark.jdbc.p.file  | hdfs:///user/$USER/password/teradata/pass.dat  | An HDFS file path containing password |
| charset | ASCII | ASCII,UTF8 |




READ with FASTEXPORT

|    Option     | Default       | Values to specify |
| ------------- | ------------- |-----------------|
| spark.jdbc.username | spark.user | Username |
| spark.jdbc.p.file  | hdfs:///user/$USER/password/teradata/pass.dat  | An HDFS file path containing password |
| gimel.jdbc.read.type  | -  | FASTEXPORT |
| charset | ASCII | ASCII,UTF8 |
|SESSIONS|5| Required  number of sessions|
|partitions|4| Required  number of partitions |
|partitionColumn|10| The column on which the data to be partitioned|
|columnLowerBound|0| Lower bound of the values in partition column, if known |
|columnUpperBound|20| Upper bound of the values in partition column, if known |








Common Imports

import com.paypal.gimel._
import org.apache.spark._
import org.apache.spark.sql._








Read via JDBCDataSet

//Initiate DataSet
val dataSet: DataSet = DataSet(sparkSession)
//options "can" be used to specify extra parameters to read data from teradata
 val options = Map(("charset","ASCII"),("spark.jdbc.p.file", "hdfs:///user/$USER/password/teradata/pass.dat"))
//read API
val recsDF = dataSet.read("pcatalog.flights_lookup_carrier_code_td",options)
// Do some usecase
recsDF.show()








Read via JDBCDataSet using FASTEXPORT

val dataSet: DataSet = DataSet(sparkSession)
//options "can" be used to specify extra parameters to read data from teradata
// To read with FASTEXPORT, set "TYPE" as "FASTEXPORT" and "SESSIONS" to set the number of sessions required.
 val options = Map(("gimel.jdbc.read.type","FASTEXPORT"),("SESSIONS","8"),("charset","ASCII"),("spark.jdbc.p.file", "hdfs:///user/$USER/password/teradata/pass.dat"))
//read API
val recsDF = dataSet.read("pcatalog.flights_lookup_carrier_code_td",options)
// Do some usecase
recsDF.show()












Write API Teradata


Options for WRITE API


WRITE without FASTLOAD

|    Option     | Default       | Values to specify |
| ------------- | ------------- |-----------------|
| spark.jdbc.username | spark.user | Username |
| spark.jdbc.p.file  | hdfs:///user/$USER/password/teradata/pass.dat  | An HDFS file path containing password |
| charset | ASCII | ASCII,UTF8 |




WRITE with FASTLOAD

|    Option     | Default       | Values to specify |
| ------------- | ------------- |-----------------|
| spark.jdbc.username | spark.user | Username |
| spark.jdbc.p.file  | hdfs:///user/$USER/password/teradata/pass.dat  |  An HDFS file path containing password  |
| gimel.jdbc.write.type  | -  | FASTLOAD |
| charset | ASCII | ASCII,UTF8 |
|SESSIONS|5| Required  number of sessions|






Common Imports in JDBC WRITE API usages below

import com.paypal.gimel._
import org.apache.spark._
import org.apache.spark.sql._








Write into Teradata via JDBCDataSet with BatchMode

// Prepare Test Data
def stringed(n: Int) = s"""{"code": "${n}", "description": "MAC-${n}"}"""
val texts: Seq[String] = (1 to 100).map { x => stringed(x) }.toSeq
val rdd: RDD[String] = sparkSession.sparkContext.parallelize(texts)
val df: DataFrame = sparkSession.read.json(rdd)
//Initiate DataSet
val dataset = com.paypal.gimel.DataSet(sparkSession)
//DataSet Name
val datasetName = "pcatalog.user_test"
///options "can" be used to specify writing mode, deafult TYPE is batchmode. Set "BATCHSIZE" as required.
val options2 = Map(("charset","ASCII"), ("BATCHSIZE","100000"),("SESSIONS","8"),("spark.jdbc.p.file", "hdfs:///user/$$USER/password/teradata/pass.dat"))
//write some data
dataset.write(datasetName,df,options)








Write into Teradata via JDBCDataSet with FASTLOAD

// Prepare Test Data
def stringed(n: Int) = s"""{"code": "${n}", "description": "MAC-${n}"}"""
val texts: Seq[String] = (1 to 100).map { x => stringed(x) }.toSeq
val rdd: RDD[String] = sparkSession.sparkContext.parallelize(texts)
val df: DataFrame = sparkSession.read.json(rdd)
//Initiate DataSet
val dataset = com.paypal.gimel.DataSet(sparkSession)
//DataSet Name
val datasetName = "pcatalog.user_test"
///options "can" be used to specify writing mode, set "TYPE" as "FASTLOAD" and "SESSIONS" to set the number of sessions required.
val options2 = Map(("teradata.write.type", "FASTLOAD"),("charset","ASCII"),("SESSIONS","8"),("spark.jdbc.p.file", "hdfs:///user/$USER/password/teradata/pass.dat"))
//write some data
dataset.write(datasetName,df,options)








Teradata Update API

Teradata Update API works using write API. All JDBC options for the write are supported in update API as well. Teradata update API adds one more option to update the table: jdbc.insertStrategy
Requirement: Teradata table to be updated should have primary keys.

|    Option     | Default       | Values to specify |
| ------------- | ------------- |-----------------|
| gimel.jdbc.insertStrategy | insert | insert,update,FullLoad,append |


Teradata Update table [Update] : jdbc.insertStrategy=update

Gimel Teradata write API updates the table based on primary keys in the table.
Setting this option, API updates the teradata table where primary key matches the corresponding column in given dataframe.

// set the update option: jdbc.insertStrategy=update
val options = Map(("spark.jdbc.username","$$USER"),("spark.jdbc.p.file","hdfs:///user/$$USER/password/teradata/pass.dat"),("gimel.jdbc.insertStrategy","update"));
// update Teradata table
val wDF = dset.write("pcatalog.emp_table_write",inputDataFrame,options);








Teradata Update table [Truncate-Insert] : jdbc.insertStrategy=FullLoad

Gimel Teradata write API updates the table based on primary keys in the table.
Setting this option, API truncates the teradata target table first & then inserts the source dataframe into target table.

// set the update option: jdbc.insertStrategy=FullLoad
val options = Map(("spark.jdbc.username","$USER"),("spark.jdbc.p.file","hdfs:///user/$USER/password/teradata/pass.dat"),("gimel.jdbc.insertStrategy","FullLoad"));
// update Teradata table
val wDF = dset.write("pcatalog.emp_table_write",inputDataFrame,options);








Teradata Update table [Update-Insert] : jdbc.insertStrategy=append

Gimel Teradata write API updates the table based on primary keys in the table.
Setting this option, API updates the target teradata table wherever primary key of target table matches corresponding column value in source dataframe. If key is not found in target table, it inserts the corresponding row into target teradata table.

// set the update option: jdbc.insertStrategy=update
val options = Map(("spark.jdbc.username","$USER"),("spark.jdbc.p.file","hdfs:///user/$USER/password/teradata/pass.dat"),("gimel.jdbc.insertStrategy","update"));
// update Teradata table
val wDF = dset.write("pcatalog.emp_table_write",inputDataFrame,options);














Teradata-To-Any-Storage | JDBC Query PushDown

ENTIRE TERADATA QUERY WILL BE PUSHED TO TD SERVER, ONLY RESULTS WILL BE RETURNED TO SPARK APP


Sample Steps

// Credentials
sqlContext.setConf("spark.jdbc.username","$USER")
sqlContext.setConf("spark.jdbc.p.file","hdfs:///user/$USER/password/teradata/pass.dat")
// Set this function if your entire select clause is on just one Teradata System
sqlContext.setConf("gimel.jdbc.enableQueryPushdown","true")
// Execute your Query - Entire Query
 com.paypal.gimel.sql.GimeQueryProcessor.executeBatch(
   """
   |insert into pcatalog.gimel_testing_td_to_hive_pxk
   | ANY_LARGE_COMPLEX)SELECT_QUERY_THAT_IS_TERADATA_SQL_COMPLIANT
   |""".strpiMargin ,
   sparkSession);
 // Turn off PushDown and continue with rest of activties
 sqlContext.setConf("gimel.jdbc.enableQueryPushdown","false")















       