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Welcome to the TextVisDRG documentation!

This project is a prototype exploratory visual data analysis
tool designed for social scientists working with large social message data sets.
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Base



	Views

	Context Processors

	Template Tags

	Models





Base is the core app that serves the main pages
of the visualization application. It also gathers together
some miscellaneous utilities and shared classes
that are used by other apps.


Views


	
class msgvis.apps.base.views.LoginRequiredMixin[source]

	A mixin that forces a login to view the CBTemplate.






	
class msgvis.apps.base.views.HomeView(**kwargs)[source]

	The homepage view for the website.






	
class msgvis.apps.base.views.ExplorerView(**kwargs)[source]

	The view for the visualization tool.






	
class msgvis.apps.base.views.GrouperView(**kwargs)[source]

	The view for the visualization tool.








Context Processors


	
msgvis.apps.base.context_processors.google_analytics(request)[source]

	Adds a GOOGLE_ANALYTICS_ID variable to the template
context.

Add this to your Django settings:

GOOGLE_ANALYTICS_ID = 'UA-XXXXXX-X'

TEMPLATE_CONTEXT_PROCESSORS += (
    'msgvis.apps.base.context_processors.google_analytics',
)












Template Tags


	
msgvis.apps.base.templatetags.active.active(request, pattern)[source]

	Checks the current request to see if it matches a pattern.
If so, it returns ‘active’.

To use, add this to your Django template:

{% load tags %}
<li class="{% active request home %}"><a href="/">Home</a></li>












Models


	
class msgvis.apps.base.models.MappedValuesQuerySet(*args, **kwargs)[source]

	A special ValuesQuerySet that can re-map the dictionary keys
while they are bing iterated over.

valuesQuerySet = queryset.values('some__ugly__field__expression')
mapped = MappedQuerySet.create_from(valuesQuerySet, {
    'some__ugly__field__expression': 'nice_expression'
})
mapped[0]
# { 'nice_expression': 5 }






	
classmethod create_from(values_query_set, field_map)[source]

	Create a MappedValueQuerySet with a field name mapping dictionary.
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The Importer app is concerned with getting corpus data into the database.
It defines a number of Django management commands for making this easier.


Commands


	
class msgvis.apps.importer.management.commands.import_corpus.Command[source]

	Import a corpus of message data into the database.

$ python manage.py import_corpus <file_path>










	
class msgvis.apps.importer.management.commands.import_twitter_languages.Command[source]

	Import supported languages from the Twitter API into the database.
If the languages already exist in the database, they will not be duplicated.


Note

Requires the tweepy [https://github.com/tweepy/tweepy] Twitter API library:
pip install tweepy



Example:

$ python manage.py import_twitter_languages










	
class msgvis.apps.importer.management.commands.import_twitter_timezones.Command[source]

	Obtains a mapping of the Twitter-supported timezones from the Ruby on Rails TimeZone class.

Get the mapping dictionary from https://github.com/rails/rails/blob/master/activesupport/lib/active_support/values/time_zone.rb


Note

Requires Ruby on Rails [http://rubyonrails.org/download/] to be installed: gem install rails.



Example:

$ python manage.py import_twitter_timezones setup/time_zone_mapping.rb












Twitter Integration

Utilities for working with Twitter.


	
msgvis.apps.importer.twitter.tweepy_installed()[source]

	Return True if tweepy is installed






	
msgvis.apps.importer.twitter.get_tweepy_auth()[source]

	Interactive commands for getting Twitter API authorization.
Returns a tweepy.OAuthHandler.






	
msgvis.apps.importer.twitter.get_languages()[source]

	Get a list of languages supported by Twitter.






	
msgvis.apps.importer.twitter.get_timezones(time_zones_mapping_file)[source]

	Get a list of twitter-supported timezones as name/Olson code pairs.








Models


	
msgvis.apps.importer.models.create_an_instance_from_json(json_str, dataset_obj)[source]

	Given a dataset object, imports a tweet from json string into
the dataset.






	
msgvis.apps.importer.models.get_or_create_a_tweet_from_json_obj(tweet_data, dataset_obj)[source]

	Given a dataset object, imports a tweet from json object into
the dataset.






	
msgvis.apps.importer.models.load_research_questions_from_json(json_str)[source]

	Load research questions from json string
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Enhance

The Enhance app is supposed to integrate with external tools to
add metadata to the raw corpus data.

For example, it might use an external sentiment analysis tool
to label messages for sentiment.
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The Dimensions app provides functionality for asking
about dimension metadata, including distributions
within a dimension over a dataset.


Registry

Import this module to get access to dimension instances.

from msgvis.apps.dimensions import registry
time = registry.get_dimension('time') # returns a TimeDimension
time.get_distribution(a_dataset)






	
msgvis.apps.dimensions.registry.register(dimensionClass, kwargs)[source]

	Register a dimension






	
msgvis.apps.dimensions.registry.get_dimension(dimension_key)[source]

	Get a specific dimension by key






	
msgvis.apps.dimensions.registry.get_dimensions()[source]

	Get a list of all the registered dimensions.






	
msgvis.apps.dimensions.registry.get_dimension_ids()[source]

	Get a list of all the dimension keys.








Models


	
msgvis.apps.dimensions.models.find_messages(queryset)[source]

	If the given queryset is actually a Dataset model, get its messages queryset.






	
class msgvis.apps.dimensions.models.CategoricalDimension(key, name=None, description=None, field_name=None, domain=None)[source]

	A basic categorical dimension class.

Attributes:



	key (str): A string id for the dimension (e.g. ‘time’)



	name (str): A nicely-formatted name for the dimension (e.g. ‘Number of Tweets’)



	description (str): A longer explanation for the dimension (e.g. “The total number of tweets produced by this author.”)



	
	field_name (str): The name of the field in the database for this dimension (defaults to the key)

	Related to the Message model: if you want sender name, use sender__name.













	
is_categorical()[source]

	Return True for real categorical dimensions






	
is_related_categorical()[source]

	Return True for real categorical dimensions






	
filter(queryset, **kwargs)[source]

	Apply a filter to a queryset and return the new queryset.






	
exclude(queryset, **kwargs)[source]

	Exclude some points from a queryset and return the new queryset.






	
group_by(queryset, grouping_key=None, values_list=False, values_list_flat=False, **kwargs)[source]

	Return a ValuesQuerySet that has been grouped by this dimension.
The group value will be available as grouping_key in the dictionaries.

The grouping key defaults to the dimension key.

messages = dim.group_by(messages, 'value')
distribution = messages.annotate(count=Count('id'))
print distribution[0]
# { 'value': 'hello', 'count': 5 }










	
select_grouping_expression(queryset, expression)[source]

	Add an expression for grouping to the queryset’s SELECT.
Returns the queryset plus the alias for the expression.

For categorical dimensions this is a no-op.
Beware if your expression refers to a related table!






	
get_domain(queryset, **kwargs)[source]

	Get the list of values of the dimension, either in natural order or
sorted by frequency. The values will be drawn from the queryset.






	
get_domain_labels(domain)[source]

	Return a list of labels corresponding to the domain values






	
get_grouping_expression(queryset, **kwargs)[source]

	Given a set of messages (possibly filtered),
returns a string that could be used with QuerySet.values() to
group the messages by this dimension.










	
class msgvis.apps.dimensions.models.ChoicesCategoricalDimension(key, name=None, description=None, field_name=None, domain=None)[source]

	A categorical dimension where the values come from
a choices set.

Don’t use for related fields.






	
class msgvis.apps.dimensions.models.RelatedCategoricalDimension(key, name=None, description=None, field_name=None, domain=None)[source]

	A categorical dimension where the values are in a related table, e.g. sender name.

Currently doesn’t really do much beyond CategoricalDimension.


	
is_related_categorical()[source]

	Return True for related categorical dimensions










	
class msgvis.apps.dimensions.models.QuantitativeDimension(key, name=None, description=None, field_name=None, default_bins=50, min_bin_size=1)[source]

	A generic quantitative dimension.
This works for fields on Message or on related fields,
e.g. field_name=sender__message_count


	
get_range(queryset)[source]

	Find a min and max for this dimension, as a tuple.
If there isn’t one, (None, None) is returned.






	
get_grouping_expression(queryset, bins=None, bin_size=None, **kwargs)[source]

	Generate a SQL expression for grouping this dimension.
If you already know the bin size you want, you may provide it.
Or the number of bins.






	
select_grouping_expression(queryset, expression)[source]

	Add an expression for grouping to the queryset’s SELECT.

Returns a queryset, grouping_key tuple.
The grouping_key could be used in values to identify the grouping expression.






	
group_by(queryset, grouping_key=None, bins=None, bin_size=None, **kwargs)[source]

	Return a ValuesQuerySet that has been grouped by this dimension.
The group value will be available as grouping_key in the dictionaries.

The grouping key defaults to the dimension key.

If num_bins or bin_size is not provided, an estimate will be used.

messages = dim.group_by(messages, 'value', 100)
distribution = messages.annotate(count=Count('id'))
print distribution[0]
# { 'value': 'hello', 'count': 5 }














	
class msgvis.apps.dimensions.models.RelatedQuantitativeDimension(key, name=None, description=None, field_name=None, default_bins=50, min_bin_size=1)[source]

	A quantitative dimension on a related model, e.g. sender message count.






	
class msgvis.apps.dimensions.models.TimeDimension(key, name=None, description=None, field_name=None, default_bins=50, min_bin_size=1)[source]

	A dimension for time fields on Message






	
class msgvis.apps.dimensions.models.TextDimension(key, name=None, description=None, field_name=None, domain=None)[source]

	A dimension based on the words in a text field.


	
is_related_categorical()[source]

	Return True for related categorical dimensions










	
class msgvis.apps.dimensions.models.DimensionKey(*args, **kwargs)[source]

	Dimension names for research questions.


	
key = None

	The id of the dimension
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The Corpus app is concerned with the representation
of raw message data and its associated metadata.


Models


	
class msgvis.apps.corpus.models.Dataset(*args, **kwargs)[source]

	A top-level dataset object containing messages.


	
name = None

	The name of the dataset






	
description = None

	A description of the dataset.






	
created_at = None

	The datetime.datetime [http://docs.python.org/2.7/library/datetime.html#datetime.datetime] when the dataset was created.






	
start_time = None

	The time of the first real message in the dataset






	
end_time = None

	The time of the last real message in the dataset






	
get_example_messages(filters=[], excludes=[])[source]

	Get example messages given some filters (dictionaries containing dimensions and filter params)










	
class msgvis.apps.corpus.models.MessageType(*args, **kwargs)[source]

	The type of a message, e.g. retweet, reply, original, system...


	
name = None

	The name of the message type










	
class msgvis.apps.corpus.models.Language(*args, **kwargs)[source]

	Represents the language of a message or a user


	
code = None

	A short language code like ‘en’






	
name = None

	The full name of the language










	
class msgvis.apps.corpus.models.Url(*args, **kwargs)[source]

	A url from a message


	
domain = None

	The root domain of the url






	
short_url = None

	A shortened url






	
full_url = None

	The full url










	
class msgvis.apps.corpus.models.Hashtag(*args, **kwargs)[source]

	A hashtag in a message


	
text = None

	The text of the hashtag, without the hash










	
class msgvis.apps.corpus.models.Media(*args, **kwargs)[source]

	Linked media, e.g. photos or videos.


	
type = None

	The kind of media this is.






	
media_url = None

	A url where the media may be accessed










	
class msgvis.apps.corpus.models.Timezone(*args, **kwargs)[source]

	The timezone of a message or user


	
olson_code = None

	The timezone code from pytz.






	
name = None

	Another name for the timezone, perhaps the country where it is located?










	
class msgvis.apps.corpus.models.Person(*args, **kwargs)[source]

	A person who sends messages in a dataset.


	
dataset

	Which Dataset this person belongs to






	
original_id = None

	An external id for the person, e.g. a user id from Twitter






	
username = None

	Username is a short system-y name.






	
full_name = None

	Full name is a longer user-friendly name






	
language

	The person’s primary Language






	
message_count = None

	The number of messages the person produced






	
replied_to_count = None

	The number of times the person’s messages were replied to






	
shared_count = None

	The number of times the person’s messages were shared or retweeted






	
mentioned_count = None

	The number of times the person was mentioned in other people’s messages






	
friend_count = None

	The number of people this user has connected to






	
follower_count = None

	The number of people who have connected to this person






	
profile_image_url = None

	The person’s profile image url










	
class msgvis.apps.corpus.models.Message(*args, **kwargs)[source]

	The Message is the central data entity for the dataset.


	
dataset

	Which Dataset the message belongs to






	
original_id = None

	An external id for the message, e.g. a tweet id from Twitter






	
type

	The MessageType Message type: retweet, reply, origin...






	
sender

	The Person who sent the message






	
time = None

	The datetime.datetime [http://docs.python.org/2.7/library/datetime.html#datetime.datetime] (in UTC) when the message was sent






	
language

	The Language of the message.






	
sentiment = None

	The sentiment label for message.






	
timezone

	The Timezone of the message.






	
replied_to_count = None

	The number of replies this message received.






	
shared_count = None

	The number of times this message was shared or retweeted.






	
contains_hashtag = None

	True if the message has a Hashtag.






	
contains_url = None

	True if the message has a Url.






	
contains_media = None

	True if the message has any Media.






	
contains_mention = None

	True if the message mentions any Person.






	
urls

	The set of Url in the message.






	
hashtags

	The set of Hashtag in the message.






	
media

	The set of Media in the message.






	
mentions

	The set of Person mentioned in the message.






	
text = None

	The actual text of the message.
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Datatable

The Datatable app is responsible for generating and returning
visualization data for specific configurations of dimensions and filters.
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The Questions app is concerned with persisting
research questions and articles to the database
and retrieving research questions that correspond
to current dimension selections.


Models


	
class msgvis.apps.questions.models.Article(*args, **kwargs)[source]

	A published research article.


	
year = None

	The publication year for the article.






	
authors = None

	A plain-text author list.






	
link = None

	A url to the article.






	
title = None

	The title of the article.






	
venue = None

	The venue where the article was published.










	
class msgvis.apps.questions.models.Question(*args, **kwargs)[source]

	A research question from an Article.
May be associated with a number of DimensionKey objects.


	
source

	The source article for the question.






	
text = None

	The text of the question.






	
dimensions

	A set of dimensions related to the question.






	
classmethod get_sample_questions(*dimension_list)[source]

	Given dimensions, return sample research questions.










	
class msgvis.apps.questions.models.QuestionDimensionConnection(id, question_id, dimension_id, count)[source]
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The purpose of the API is to provide access to statistical
summaries of the message database that can be used to render
visualizations. With many of the API requests, a JSON object should be
provided that indicates the user’s current interest and affects how the
results will be delivered.


API Objects

This module defines serializers for the main API data objects:







	DimensionSerializer
	JSON representation of Dimensions for the API.


	FilterSerializer
	Filters indicate a subset of the range of a specific dimension.


	MessageSerializer
	JSON representation of Message objects for the API.


	QuestionSerializer
	JSON representation of a Question object for the API.






	
class msgvis.apps.api.serializers.DimensionSerializer(instance=None, data=<class rest_framework.fields.empty>, **kwargs)[source]

	JSON representation of Dimensions for the API.

Dimension objects describe the variables that users can select to
visualize the dataset. An example is below:

{
  "key": "time",
  "name": "Time",
  "description": "The time the message was sent",
}










	
class msgvis.apps.api.serializers.FilterSerializer(instance=None, data=<class rest_framework.fields.empty>, **kwargs)[source]

	Filters indicate a subset of the range of a specific dimension. Below is
an array of three filter objects.

[{
  "dimension": "time",
  "min_time": "2010-02-25T00:23:53Z",
  "max_time": "2010-02-28T00:23:53Z"
},
{
  "dimension": "words",
  "levels": [
    "cat",
    "dog",
    "alligator"
  ]
},
{
  "dimension": "reply_count",
  "max": 100
}]





Although every filter has a dimension field, the specific properties
vary depending on the type of the dimension and the kind of filter.

At this time, there are three types of filters:


	Quantitative dimensions can be filtered using one or both of the
min and max properties (inclusive).

	The time dimension can be filtered using one or both of the min_time
and max_time properties (inclusive).

	Categorical dimensions can be filtered by specifying an include
list. All other items are assumed to be excluded.



The ‘value’ field may also be used for exact matches.






	
class msgvis.apps.api.serializers.MessageSerializer(instance=None, data=<class rest_framework.fields.empty>, **kwargs)[source]

	JSON representation of Message
objects for the API.

Messages are provided in a simple format that is useful for displaying
examples:

{
  "id": 52,
  "dataset": 2,
  "text": "Some sort of thing or other",
  "sender": {
    "id": 2,
    "dataset": 1
    "original_id": 2568434,
    "username": "my_name",
    "full_name": "My Name"
  },
  "time": "2010-02-25T00:23:53Z"
}





Additional fields may be added later.






	
class msgvis.apps.api.serializers.QuestionSerializer(instance=None, data=<class rest_framework.fields.empty>, **kwargs)[source]

	JSON representation of a Question
object for the API.

Research questions extracted from papers are given in the following
format:

{
  "id": 5,
  "text": "What is your name?",
  "source": {
    "id": 13,
    "authors": "Thingummy & Bob",
    "link": "http://ijn.com/3453295",
    "title": "Names and such",
    "year": "2001",
    "venue": "International Journal of Names"
  },
  "dimensions": ["time", "author_name"]
}





The source object describes a research article reference where the
question originated.

The dimensions list indicates which dimensions the research question
is associated with.








API Endpoints

The view classes below define the API endpoints.








	Endpoint
	Url
	Purpose




	Get Data Table
	/api/table
	Get table of counts based on dimensions/filters


	Get Example Messages
	/api/messages
	Get example messages for slice of data


	Get Research Questions
	/api/questions
	Get RQs related to dimensions/filters


	Message Context
	/api/context
	Get context for a message


	Snapshots
	/api/snapshots
	Save a visualization snapshot






	
class msgvis.apps.api.views.DataTableView(**kwargs)[source]

	Get a table of message counts or other statistics based on the current
dimensions and filters.

The request should post a JSON object containing a list of one or two
dimension ids and a list of filters. A measure may also be specified
in the request, but the default measure is message count.

The response will be a JSON object that mimics the request body, but
with a new result field added. The result field
includes a table, which will be a list of objects.

Each object in the table field represents a cell in a table or a dot
(for scatterplot-type results). For every dimension in the dimensions
list (from the request), the result object will include a property keyed
to the name of the dimension and a value for that dimension. A value
field provides the requested summary statistic.

The result field also includes a domains object, which
defines the list of possible values within the selected data
for each of the dimensions in the request.

This is the most general output format for results, but later we may
switch to a more compact format.

Request: POST /api/table

Format: (request without result key)

{
  "dataset": 1,
  "dimensions": ["time"],
  "filters": [
    {
      "dimension": "time",
      "min_time": "2015-02-25T00:23:53Z",
      "max_time": "2015-02-28T00:23:53Z"
    }
  ],
  "result": {
    "table": [
      {
        "value": 35,
        "time": "2015-02-25T00:23:53Z"
      },
      {
        "value": 35,
        "time": "2015-02-26T00:23:53Z"
      },
      {
        "value": 35,
        "time": "2015-02-27T00:23:53Z"
      },
      {
        "value": 35,
        "time": "2015-02-28T00:23:53Z"
      },
      "domains": {
        "time": [
          "some_time_val",
          "some_time_val",
          "some_time_val",
          "some_time_val"
        ]
      ],
      "domain_labels": {}
}










	
class msgvis.apps.api.views.ExampleMessagesView(**kwargs)[source]

	Get some example messages matching the current filters and a focus
within the visualization.

Request: POST /api/messages

Format:: (request should not have messages key)

{
    "dataset": 1,
    "filters": [
        {
            "dimension": "time",
            "min_time": "2015-02-25T00:23:53Z",
            "max_time": "2015-02-28T00:23:53Z"
        }
    ],
    "focus": [
        {
            "dimension": "time",
            "value": "2015-02-28T00:23:53Z"
        }
    ],
    "messages": [
        {
            "id": 52,
            "dataset": 1,
            "text": "Some sort of thing or other",
            "sender": {
                "id": 2,
                "dataset": 1
                "original_id": 2568434,
                "username": "my_name",
                "full_name": "My Name"
            },
            "time": "2015-02-25T00:23:53Z"
        }
    ]
}










	
class msgvis.apps.api.views.KeywordMessagesView(**kwargs)[source]

	Get some example messages matching the keyword.

Request: POST /api/search

Format:: (request should not have messages key)

{
    "dataset": 1,
    "keywords": "soup ladies,food,NOT job",
    "messages": [
        {
            "id": 52,
            "dataset": 1,
            "text": "Some sort of thing or other",
            "sender": {
                "id": 2,
                "dataset": 1
                "original_id": 2568434,
                "username": "my_name",
                "full_name": "My Name"
            },
            "time": "2015-02-25T00:23:53Z"
        }
    ]
}










	
class msgvis.apps.api.views.ActionHistoryView(**kwargs)[source]

	Add a action history record.

Request: POST /api/history

Format:: (request should not have messages key)

{
   "records": [
       {
            "type": "click-legend",
            "contents": "group 10"
        },
        {
            "type": "group:delete",
            "contents": "{\"group\": 10}"
        }
    ]
}










	
class msgvis.apps.api.views.GroupView(**kwargs)[source]

	Get some example messages matching the keyword.

Request: POST /api/group

Format:: (request should not have messages key)

{
    "dataset": 1,
    "keyword": "like",
    "messages": [
        {
            "id": 52,
            "dataset": 1,
            "text": "Some sort of thing or other",
            "sender": {
                "id": 2,
                "dataset": 1
                "original_id": 2568434,
                "username": "my_name",
                "full_name": "My Name"
            },
            "time": "2015-02-25T00:23:53Z"
        }
    ]
}










	
class msgvis.apps.api.views.KeywordView(**kwargs)[source]

	Get top 10 keyword results.

Request: GET /api/keyword?dataset=1&q= [...]

{
    "dataset": 1,
    "q": "mudslide oso",
    "keywords": ["mudslide oso", "mudslide oso soup", "mudslide oso ladies"]
}










	
class msgvis.apps.api.views.ResearchQuestionsView(**kwargs)[source]

	Get a list of research questions related to a selection of dimensions and filters.

Request: POST /api/questions

Format: (request without questions key)

{
    "dimensions": ["time", "hashtags"],
    "questions": [
        {
          "id": 5,
          "text": "What is your name?",
          "source": {
            "id": 13,
            "authors": "Thingummy & Bob",
            "link": "http://ijn.com/3453295",
            "title": "Names and such",
            "year": "2001",
            "venue": "International Journal of Names"
          },
          "dimensions": ["time", "author_name"]
        }
    ]
}










	
class msgvis.apps.api.views.DatasetView(**kwargs)[source]

	Get details of a dataset

Request: GET /api/dataset/1






	
class msgvis.apps.api.views.APIRoot(**kwargs)[source]

	The Text Visualization DRG Root API View.
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Development Setup

To run this project, you can either set up your own machine or use a
virtual Ubuntu machine with Vagrant. There are separate instructions for
each below:



	Run in a VM

	Manual Setup






Run in a VM

There is configuration included to run this project inside an Ubuntu
virtual machine controlled by Vagrant.
This is especially recommended on Windows. If you go this route, you can
skip the Manual Setup section below.

Instead, follow these steps:


	Install Vagrant [https://www.vagrantup.com/downloads.html] and
Virtualbox [https://www.virtualbox.org/wiki/Downloads]

	Start the virtual machine.



This will download a basic Ubuntu image, install some additional
software on it, and perform the initial project setup.


Note

If you are on windows: You should run this command in an
Administrator cmd.exe or Powershell.

$ vagrant up





If you are on mac: You need to make sure the setup script has executable permission.

chmod a+x setup/scripts/dev_setup.sh








	Once your Ubuntu VM is started, you can SSH into it with
vagrant ssh. This will use a key-based authentication to log you
into the VM.



You can also log in using any SSH client (e.g. PuTTY), at
localhost:2222. The username and password are both vagrant, or
you can also configure key-based auth: use vagrant ssh-config to
find the private key for accessing the VM.

When you log in, your terminal will automatically drop into a Python
virtualenv and cd to /home/vagrant/textvisdrg.




Manual Setup

You will need to have the following packages installed:


	MySQL 5.5

	Python 2.7 and pip [https://pip.pypa.io/en/latest/installing.html]

	virtualenv [http://virtualenv.readthedocs.org/en/latest/virtualenv.html]

	virtualenvwrapper [http://virtualenvwrapper.readthedocs.org/en/latest/install.html]
(recommended)

	Node.js [https://github.com/joyent/node/wiki/Installing-Node.js-via-package-manager]

	Bower [http://bower.io/]



Once you have the above prerequisites working, clone this repository to
your machine.

Go to the directory where you have cloned the repository and run the
setup script, as below:

$ cd textvisdrg
$ ./setup/scripts/dev_setup.sh





This script will perform the following steps for you:


	Check that your system has the prerequisites available.

	Prompt you for database settings. If it can’t reach the database, it
will give you a snippet of MySQL code needed to create the database
with the supplied settings.

	Create a Python virtual environment. This keeps Python packages
needed for this project from interfering with any other packages you
already have installed on your system.

	Creates a .env file in your project directory that sets
environment variables for Django, most importantly the database
connection settings.

	Installs python packages, NPM packages, and bower packages (using the
fab dependencies command).

	Runs the database migrations (using fab migrate).
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Workflow

This page explains how to develop this software and the various
processes involved. For now, refer to the
fabfile for useful shortcut commands.


Fabric Commands

Define common admin and maintenance tasks here.
For more info: http://docs.fabfile.org/en/latest/


	
fabfile.pip_install(environment='dev')

	Install pip requirements for an environment: test, prod, [dev]






	
fabfile.dependencies(default_env='dev')[source]

	Install requirements for pip, npm, and bower all at once.






	
fabfile.test(settings_module='msgvis.settings.test')

	Run tests






	
fabfile.test_coverage(settings_module='msgvis.settings.test')

	Run tests with coverage






	
fabfile.make_test_data(outfile=path(u'/home/docs/checkouts/readthedocs.org/user_builds/textvisdrg/checkouts/latest/setup/fixtures/test_data.json'))

	Updates the test_data.json file based on what is in the database






	
fabfile.load_test_data(infile=path(u'/home/docs/checkouts/readthedocs.org/user_builds/textvisdrg/checkouts/latest/setup/fixtures/test_data.json'))

	Load test data from test_data.json






	
fabfile.generate_fixtures()[source]

	Regenerate configured fixtures from the database.






	
fabfile.load_fixtures()[source]

	Replaces the database tables with the contents of fixtures.






	
fabfile.import_corpus(dataset_file_or_dir)[source]

	Import a dataset from a file






	
fabfile.restart_webserver()[source]

	Restart a local gunicorn process






	
fabfile.supervisor()[source]

	Starts the supervisor process






	
fabfile.deploy(branch=None)[source]

	SSH into a remote server, run commands to update deployment,
and start the server.

This requires that the server is already running a 
fairly recent copy of the code.

Furthermore, the app must use a






	
fabfile.topic_pipeline(dataset, name='my topic model', num_topics=30)[source]

	Run the topic pipeline on a dataset






	
fabfile.info()[source]

	Print a bunch of info about the environment






	
fabfile.nltk_init()

	Download required nltk corpora






	
fabfile.memcached_status()[source]

	Display the status of the memcached server






Extra Fabric Commands

A collection of runnable fabric tasks.
Make sure to call conf.configure() first!


	
fabutils.tasks.pull()[source]

	Just runs git pull






	
fabutils.tasks.manage(command)[source]

	Run a Django management command.






	
fabutils.tasks.migrate()[source]

	Runs migrations






	
fabutils.tasks.build_static()[source]

	Builds static files for production






	
fabutils.tasks.docs(easy=None)[source]

	Build the documentation






	
fabutils.tasks.runserver()[source]

	Runs the Django development server






	
fabutils.tasks.reset_db()[source]

	Removes all of the tables






	
fabutils.tasks.clear_cache()[source]

	Deletes the cached static files






	
fabutils.tasks.interpolate_env(outpath=None)[source]

	Writes a .env file with variables interpolated from the current environment






	
fabutils.tasks.check_database()[source]

	Makes sure the database is accessible






	
fabutils.tasks.print_env()[source]

	Print the local .env file contents






	
fabutils.tasks.npm_install()[source]

	Install npm requirements






	
fabutils.tasks.bower_install()[source]

	Install bower requirements
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  Source code for fabfile

"""
Define common admin and maintenance tasks here.
For more info: http://docs.fabfile.org/en/latest/
"""

import sys

from path import path
from fabric.api import run, env, prefix, quiet, abort


PROJECT_ROOT = path(__file__).abspath().realpath().dirname()
sys.path.append(PROJECT_ROOT / 'setup')

from fabutils import conf

conf.configure(PROJECT_ROOT, 'msgvis')

from fabutils import factories
from fabutils.tasks import *

pip_requirements = {
    'dev': ('-r requirements/dev.txt',),
    'prod': ('-r requirements/prod.txt',),
    'test': ('-r requirements/test.txt',),
}

required_nltk_corpora = ["stopwords", "punkt", "wordnet"]

pip_install = factories.pip_install_task(pip_requirements, default_env='dev')

[docs]def dependencies(default_env='dev'):
    """Install requirements for pip, npm, and bower all at once."""
    pip_install(default_env)
    npm_install()
    bower_install()
    nltk_init()


test = factories.test_task(default_settings='msgvis.settings.test')
test_coverage = factories.coverage_task(default_settings='msgvis.settings.test')

test_data_path = conf.PROJECT_ROOT / 'setup' / 'fixtures' / 'test_data.json'
make_test_data = factories.make_test_data_task(('base', 'api',  # 'corpus',
                                                'dimensions', 'datatable',
                                                'importer', 'enhance', 'questions',
                                                'auth', '--exclude=auth.Permission'),
                                               test_data_path)
load_test_data = factories.load_test_data_task(test_data_path)


# Model keys to fixture paths from PROJECT_ROOT
model_fixtures = (
    ('corpus.Language', 'msgvis/apps/corpus/fixtures/languages.json'),
    ('corpus.MessageType', 'msgvis/apps/corpus/fixtures/messagetypes.json'),
    ('corpus.Timezone', 'msgvis/apps/corpus/fixtures/timezones.json'),
    ('dimensions', 'msgvis/apps/dimensions/fixtures/dimensions.json'),
    ('questions', 'msgvis/apps/questions/fixtures/questions.json'),
)

[docs]def generate_fixtures():
    """
    Regenerate configured fixtures from the database.
    """
    generated = []
    for model, fixturefile in model_fixtures:
        fabutils.manage_py('dumpdata --indent=2 {model} > {out}'.format(
            model=model,
            out=PROJECT_ROOT / fixturefile,
        ))
        generated.append(fixturefile)

    print "Generated %d fixtures:" % len(generated)
    if len(generated) > 0:
        print " - " + '\n - '.join(generated)



[docs]def load_fixtures():
    """
    Replaces the database tables with the contents of fixtures.
    """
    for model, fixturefile in model_fixtures:
        fabutils.manage_py('syncdata %s' % (PROJECT_ROOT / fixturefile,))



[docs]def import_corpus(dataset_file_or_dir):
    """Import a dataset from a file"""
    dataset_file_or_dir = path(dataset_file_or_dir).abspath().realpath()
    fabutils.manage_py('import_corpus %s' % dataset_file_or_dir)



[docs]def restart_webserver():
    """Restart a local gunicorn process"""
    print green("Restarting gunicorn...")
    fabutils.manage_py('supervisor restart webserver')



[docs]def supervisor():
    """Starts the supervisor process"""
    print green("Supervisor launching...")
    fabutils.manage_py('supervisor')



[docs]def deploy(branch=None):
    """
    SSH into a remote server, run commands to update deployment,
    and start the server.
    
    This requires that the server is already running a 
    fairly recent copy of the code.

    Furthermore, the app must use a
    """

    denv = fabutils.dot_env()

    host = denv.get('DEPLOY_HOST', None)
    virtualenv = denv.get('DEPLOY_VIRTUALENV', None)

    if host is None:
        print red("No DEPLOY_HOST in .env file")
        return
    if virtualenv is None:
        print red("No DEPLOY_VIRTUALENV in .env file")
        return

    env.host_string = host

    with prefix('workon %s' % virtualenv):
        run('which python')
        
        # Check prereqs
        with quiet():
            pips = run('pip freeze')
        if "Fabric" not in pips or 'path.py' not in pips:
            print green("Installing Fabric...")
            run('pip install -q Fabric path.py')

        run('git pull')
        if branch:
            run('git checkout %s' % branch)
            run('git pull')

        run('fab dependencies:prod')
        run('fab print_env check_database migrate')
        run('fab build_static restart_webserver')



[docs]def topic_pipeline(dataset, name="my topic model", num_topics=30):
    """Run the topic pipeline on a dataset"""
    command = "extract_topics --topics %d --name '%s' %s" % (int(num_topics), name, dataset)
    fabutils.manage_py(command)



[docs]def info():
    """Print a bunch of info about the environment"""
    fabutils.env_info()

    print os.linesep, green("---------- Scientific computing packages ------------"), os.linesep
    fabutils.try_load_module('nltk')
    fabutils.try_load_module('gensim')

    numpy = fabutils.try_load_module('numpy')
    if numpy is not None:

        print "  Numpy sysinfo:"
        import numpy.distutils.system_info as sysinfo

        print "   lapack:", sysinfo.get_info('lapack')
        print "     blas:", sysinfo.get_info('blas')
        print "    atlas:", sysinfo.get_info('atlas')



nltk_init = factories.nltk_download_task(required_nltk_corpora)


[docs]def memcached_status():
    """Display the status of the memcached server"""
    denv = fabutils.dot_env(default={})
    if denv.get('MEMCACHED_LOCATION', None) is not None:
        local("watch -n1 -d 'memcstat --servers %s'" % denv.get('MEMCACHED_LOCATION', None))
    else:
        print yellow("Set MEMCACHED_LOCATION in .env")
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  Source code for fabutils.tasks

"""
A collection of runnable fabric tasks.
Make sure to call conf.configure() first!
"""
from path import path
from fabric.api import local, lcd, abort
from fabric.colors import green, yellow, red
import os

from fabutils import conf, utils as fabutils


[docs]def pull():
    """Just runs git pull"""

    print green("Pulling latest code...")
    local('git pull')
    print "Git pull successful."



[docs]def manage(command):
    """Run a Django management command."""
    fabutils.manage_py(command)



[docs]def migrate():
    """Runs migrations"""

    print green("Running migrations...")
    if fabutils.manage_py('migrate'):
        print "Migrations successful."



[docs]def build_static():
    """Builds static files for production"""

    print green("Gathering and preprocessing static files...")
    fabutils.manage_py('collectstatic --noinput -i media')
    fabutils.manage_py('compress')



[docs]def docs(easy=None):
    """Build the documentation"""

    docs_dir = conf.PROJECT_ROOT / 'docs'
    if docs_dir.exists() and (docs_dir / 'Makefile').exists():
        print green("Rebuilding the Sphinx documentation...")
        with lcd(docs_dir):
            if easy is not None:
                local('make clean html')
            else:
                local('make clean html SPHINXOPTS="-n -W -T"')
    else:
        print yellow("No Sphinx documentation to build.")



[docs]def runserver():
    """Runs the Django development server"""

    print green("Running the development webserver...")
    denv = fabutils.dot_env()
    host = denv.get('SERVER_HOST', '0.0.0.0')
    port = denv.get('PORT', '8000')
    fabutils.manage_py('runserver %s:%s' % (host, port))



[docs]def reset_db():
    """Removes all of the tables"""
    fabutils.manage_py("reset_db")



[docs]def clear_cache():
    """Deletes the cached static files"""

    settings = fabutils.django_settings()

    if hasattr(settings, 'COMPRESS_ROOT'):
        cache_dir = settings.COMPRESS_ROOT / settings.COMPRESS_OUTPUT_DIR

        # a safety check
        if cache_dir.exists() and cache_dir.endswith("CACHE"):
            print green("Removing %s" % cache_dir)
            cache_dir.rmdir_p()
            print "Clear cache successful."
    else:
        print yellow("Django not configured for static file compression")


[docs]def interpolate_env(outpath=None):
    """Writes a .env file with variables interpolated from the current environment"""

    if outpath is None:
        outpath = conf.PROJECT_ROOT / '.env'
    else:
        outpath = path(outpath)

    dot_env_path = conf.PROJECT_ROOT / 'setup' / 'templates' / 'dot_env'

    fabutils.django_render(dot_env_path, outpath, os.environ)


[docs]def check_database():
    """Makes sure the database is accessible"""

    if fabutils.test_database():
        print green("Database is available")
    else:
        settings = fabutils.django_settings()
        print red("Database is not available! (%s)" % settings.DATABASES['default']['NAME'])



[docs]def print_env():
    """Print the local .env file contents"""
    denv = fabutils.dot_env()
    import pprint

    pprint.pprint(denv)



[docs]def npm_install():
    """Install npm requirements"""
    print green("Updating npm dependencies...")

    if fabutils.npm_install():
        print "Npm dependency update successful."
    else:
        abort(red("Npm dependency update failed."))


[docs]def bower_install():
    """Install bower requirements"""
    print green("Updating bower dependencies...")

    if fabutils.bower_install():
        print "Bower dependency update successful."
    else:
        abort(red("Bower dependency update failed."))






          

      

      

    


    
        © Copyright 2015, University of Washington.
      Created using Sphinx 1.3.5.
    

  

_modules/msgvis/apps/importer/models.html


    
      Navigation


      
        		
          index


        		
          modules |


        		TextVisDRG 0.1.0 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for msgvis.apps.importer.models

import sys, six
from django.db import IntegrityError
from django.utils.timezone import utc
from urlparse import urlparse

import json
from datetime import datetime
from email.utils import parsedate
from msgvis.apps.questions.models import Article, Question
from msgvis.apps.corpus.models import *
from msgvis.apps.enhance.models import set_message_sentiment


def create_an_user_from_json_obj(user_data, dataset_obj):
    sender, created = Person.objects.get_or_create(dataset=dataset_obj,
                                                   original_id=user_data['id'])
    if user_data.get('screen_name'):
        sender.username = user_data['screen_name']
    if user_data.get('name'):
        sender.full_name = user_data['name']
    if user_data.get('lang'):
        sender.language = Language.objects.get_or_create(code=user_data['lang'])[0]
    if user_data.get('friends_count'):
        sender.friend_count = user_data['friends_count']
    if user_data.get('followers_count'):
        sender.follower_count = user_data['followers_count']
    if user_data.get('statuses_count'):
        sender.message_count = user_data['statuses_count']
    if user_data.get('profile_image_url'):
        sender.profile_image_url = user_data['profile_image_url']
    sender.save()

    return sender


[docs]def create_an_instance_from_json(json_str, dataset_obj):
    """
    Given a dataset object, imports a tweet from json string into
    the dataset.
    """
    tweet_data = json.loads(json_str)
    if tweet_data.get('lang'):
        lang = tweet_data.get('lang')
        if lang != "en":
            return False
    return get_or_create_a_tweet_from_json_obj(tweet_data, dataset_obj)



def get_or_create_language(code):
    lang, created = Language.objects.get_or_create(code=code)
    return lang


def get_or_create_timezone(name):
    zone, created = Timezone.objects.get_or_create(name=name)
    return zone


def get_or_create_messagetype(name):
    mtype, created = MessageType.objects.get_or_create(name=name)
    return mtype


def get_or_create_hashtag(hashtagblob):
    ht, created = Hashtag.objects.get_or_create(text=hashtagblob['text'])
    return ht


def get_or_create_url(urlblob):
    urlparse_results = urlparse(urlblob['expanded_url'])
    domain = urlparse_results.netloc
    url, created = Url.objects.get_or_create(full_url=urlblob['expanded_url'],
                                             domain=domain,
                                             short_url=urlblob['url'])
    return url


def get_or_create_media(mediablob):
    media, created = Media.objects.get_or_create(type=mediablob['type'],
                                                 media_url=mediablob['media_url'])
    return media


def handle_reply_to(status_id, user_id, screen_name, dataset_obj):
    # update original tweet shared_count
    tmp_tweet = {
        'id': status_id,
        'user': {
            'id': user_id,
            'screen_name': screen_name,
        },
        'in_reply_to_status_id': None
    }

    original_tweet = get_or_create_a_tweet_from_json_obj(tmp_tweet, dataset_obj)
    if original_tweet is not None:
        original_tweet.replied_to_count += 1
        original_tweet.save()

        original_tweet.sender.replied_to_count += 1
        original_tweet.sender.save()


def handle_retweet(retweeted_status, dataset_obj):
    # update original tweet shared_count
    original_tweet = get_or_create_a_tweet_from_json_obj(retweeted_status, dataset_obj)
    if original_tweet is not None:
        original_tweet.shared_count += 1
        original_tweet.save()

        original_tweet.sender.shared_count += 1
        original_tweet.sender.save()


def handle_entities(tweet, entities, dataset_obj):
    # hashtags
    if entities.get('hashtags') and len(entities['hashtags']) > 0:
        tweet.contains_hashtag = True
        for hashtag in entities['hashtags']:
            tweet.hashtags.add(get_or_create_hashtag(hashtag))

    # urls
    if entities.get('urls') and len(entities['urls']) > 0:
        tweet.contains_url = True
        for url in entities['urls']:
            tweet.urls.add(get_or_create_url(url))

    # media
    if entities.get('media') and len(entities['media']) > 0:
        tweet.contains_media = True
        for me in entities['media']:
            tweet.media.add(get_or_create_media(me))

    # user_mentions
    if entities.get('user_mentions') and len(entities['user_mentions']) > 0:
        tweet.contains_mention = True
        for mention in entities['user_mentions']:
            mention_obj = create_an_user_from_json_obj(mention, dataset_obj)
            mention_obj.mentioned_count += 1
            mention_obj.save()
            tweet.mentions.add(mention_obj)


[docs]def get_or_create_a_tweet_from_json_obj(tweet_data, dataset_obj):
    """
    Given a dataset object, imports a tweet from json object into
    the dataset.
    """
    if 'in_reply_to_status_id' not in tweet_data:
        return None

    # if tweet_data.get('lang') != 'en':
    #     return None

    tweet, created = Message.objects.get_or_create(dataset=dataset_obj,
                                                   original_id=tweet_data['id'])

    # text
    if tweet_data.get('text'):
        tweet.text = tweet_data['text']

    # created_at
    if tweet_data.get('created_at'):
        tweet.time = datetime(*(parsedate(tweet_data['created_at']))[:6], tzinfo=utc)

    # language
    if tweet_data.get('lang'):
        tweet.language = get_or_create_language(tweet_data['lang'])

    if tweet_data.get('user'):
        # sender
        tweet.sender = create_an_user_from_json_obj(tweet_data['user'], dataset_obj)

        # time_zone
        if tweet_data['user'].get('time_zone'):
            tweet.timezone = get_or_create_timezone(tweet_data['user']['time_zone'])


    # type
    if tweet_data.get('retweeted_status') is not None:
        tweet.type = get_or_create_messagetype("retweet")

        handle_retweet(tweet_data['retweeted_status'], dataset_obj)

    elif tweet_data.get('in_reply_to_status_id') is not None:
        tweet.type = get_or_create_messagetype("reply")

        handle_reply_to(status_id=tweet_data['in_reply_to_status_id'],
                        user_id=tweet_data['in_reply_to_user_id'],
                        screen_name=tweet_data['in_reply_to_screen_name'],
                        dataset_obj=dataset_obj)

    else:
        tweet.type = get_or_create_messagetype('tweet')

    if tweet_data.get('entities'):
        handle_entities(tweet, tweet_data.get('entities'), dataset_obj)

    # sentiment
    set_message_sentiment(tweet, save=False)

    tweet.save()

    return tweet



[docs]def load_research_questions_from_json(json_str):
    """
    Load research questions from json string
    """

    questions = json.loads(json_str)
    for q in questions:
        source = q['source']
        article, created = Article.objects.get_or_create(title=source['title'],
                                                         defaults={'authors': source['authors'],
                                                                   'year': source['year'],
                                                                   'venue': source['venue'],
                                                                   'link': source['link']})
        question = Question(source=article, text=q['text'])
        question.save()
        for dim in q['dimensions']:
            question.add_dimension(dim)
        question.save()

    return True






          

      

      

    


    
        © Copyright 2015, University of Washington.
      Created using Sphinx 1.3.5.
    

  

_static/up.png





_modules/msgvis/apps/importer/management/commands/import_corpus.html


    
      Navigation


      
        		
          index


        		
          modules |


        		TextVisDRG 0.1.0 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for msgvis.apps.importer.management.commands.import_corpus

from django.core.management.base import BaseCommand, CommandError
from msgvis.apps.importer.models import create_an_instance_from_json
from optparse import make_option

from msgvis.apps.corpus.models import Dataset
from django.db import transaction
import traceback
import sys
import path
from time import time
from django.conf import settings

[docs]class Command(BaseCommand):
    """
    Import a corpus of message data into the database.

    .. code-block :: bash

        $ python manage.py import_corpus <file_path>

    """
    args = '<corpus_filename> [...]'
    help = "Import a corpus into the database."
    option_list = BaseCommand.option_list + (
        make_option('-d', '--dataset',
                    action='store',
                    dest='dataset',
                    help='Set a target dataset to add to'
        ),
    )

    def handle(self, *filenames, **options):

        if len(filenames) == 0:
            raise CommandError('At least one filename must be provided.')

        dataset = options.get('dataset', None)
        if not dataset:
            dataset = filenames[0]

        for f in filenames:
            if not path.path(f).exists():
                raise CommandError("Filename %s does not exist" % f)

        start = time()
        dataset_obj, created = Dataset.objects.get_or_create(name=dataset, description=dataset)
        if created:
            print "Created dataset '%s' (%d)" % (dataset_obj.name, dataset_obj.id)
        else:
            print "Adding to existing dataset '%s' (%d)" % (dataset_obj.name, dataset_obj.id)


        for i, corpus_filename in enumerate(filenames):
            with open(corpus_filename, 'rb') as fp:
                if len(filenames) > 1:
                    print "Reading file %d of %d %s" % (i + 1, len(filenames), corpus_filename)
                else:
                    print "Reading file %s" % corpus_filename

                importer = Importer(fp, dataset_obj)
                importer.run()

                min_time, max_time = importer.get_time_range()

                if min_time is not None and \
                    (dataset_obj.start_time is None
                     or dataset_obj.start_time > min_time):
                    dataset_obj.start_time = min_time

                if max_time is not None and \
                    (dataset_obj.end_time is None
                     or dataset_obj.end_time < max_time):
                    dataset_obj.end_time = max_time

        dataset_obj.save()

        print "Dataset '%s' (%d) contains %d messages spanning %s, from %s to %s" % (
            dataset_obj.name, dataset_obj.id, dataset_obj.message_set.count(),
            dataset_obj.end_time - dataset_obj.start_time,
            dataset_obj.start_time, dataset_obj.end_time
        )
        
        print "Time: %.2fs" % (time() - start)



class Importer(object):
    commit_every = 100
    print_every = 1000

    def __init__(self, fp, dataset):
        self.fp = fp
        self.dataset = dataset
        self.line = 0
        self.imported = 0
        self.not_tweets = 0
        self.errors = 0
        self.min_time = None
        self.max_time = None

    def _import_group(self, lines):
        with transaction.atomic(savepoint=False):
            for json_str in lines:

                if len(json_str) > 0:
                    try:
                        message = create_an_instance_from_json(json_str, self.dataset)
                        if message:
                            self.imported += 1

                            if self.min_time is None or self.min_time > message.time:
                                self.min_time = message.time
                            if self.max_time is None or self.max_time < message.time:
                                self.max_time = message.time
                        else:
                            self.not_tweets += 1
                    except:
                        self.errors += 1
                        print >> sys.stderr, "Import error on line %d" % self.line
                        traceback.print_exc()

        #if settings.DEBUG:
            # prevent memory leaks
        #    from django.db import connection
        #    connection.queries = []


    def run(self):
        transaction_group = []

        start = time()

        for json_str in self.fp:
            self.line += 1
            json_str = json_str.strip()
            transaction_group.append(json_str)

            if len(transaction_group) >= self.commit_every:
                self._import_group(transaction_group)
                transaction_group = []

            if self.line > 0 and self.line % self.print_every == 0:
                print "%6.2fs | Reached line %d. Imported: %d; Non-tweets: %d; Errors: %d" % (
                time() - start, self.line, self.imported, self.not_tweets, self.errors)

        if len(transaction_group) >= 0:
            self._import_group(transaction_group)

        print "%6.2fs | Finished %d lines. Imported: %d; Non-tweets: %d; Errors: %d" % (
        time() - start, self.line, self.imported, self.not_tweets, self.errors)

    def get_time_range(self):
        return self.min_time, self.max_time
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  Source code for msgvis.apps.questions.models

from django.db import models
from msgvis.apps.dimensions.models import DimensionKey


[docs]class Article(models.Model):
    """
    A published research article.
    """

    year = models.PositiveIntegerField(null=True, default=None, blank=True)
    """The publication year for the article."""

    authors = models.CharField(max_length=250, default=None, blank=True)
    """A plain-text author list."""

    link = models.CharField(max_length=250, default=None, blank=True)
    """A url to the article."""

    title = models.CharField(max_length=250, default=None, blank=True)
    """The title of the article."""

    venue = models.CharField(max_length=250, default=None, blank=True)
    """The venue where the article was published."""

    def __unicode__(self):
        return self.title


[docs]class Question(models.Model):
    """
    A research question from an :class:`Article`.
    May be associated with a number of :class:`.DimensionKey` objects.
    """

    source = models.ForeignKey(Article, null=True, default=None)
    """The source article for the question."""

    text = models.TextField()
    """The text of the question."""

    dimensions = models.ManyToManyField("dimensions.DimensionKey", through="QuestionDimensionConnection")
    """A set of dimensions related to the question."""


    def add_dimension(self, key):
        count = self.dimensions.count()
        dimension_key, created = DimensionKey.objects.get_or_create(key=key)
        connection = QuestionDimensionConnection(question=self, dimension=dimension_key, count=count + 1)
        connection.save()

    def __unicode__(self):
        return self.text

    @classmethod
[docs]    def get_sample_questions(cls, *dimension_list):
        """
        Given dimensions, return sample research questions.
        """
        final_questions = []
        questions = cls.objects.all()
        total_questions_count = 6

        if len(dimension_list) == 1:
            questions = questions.filter(dimensions__key=dimension_list[0])
            final_questions.extend(questions.order_by('?')[:total_questions_count])

        elif len(dimension_list) == 2:

            questions = questions.filter(dimensions__key=dimension_list[0])
            questions = questions.filter(dimensions__key=dimension_list[1])
            count = int(total_questions_count / 2)
            final_questions.extend(questions.order_by('?')[:count])

            questions = cls.objects.all()
            questions = questions.filter(dimensions__key=dimension_list[0])
            questions = questions.exclude(dimensions__key=dimension_list[1])
            count = int((total_questions_count - len(final_questions)) / 2)
            final_questions.extend(questions.order_by('?')[:count])

            questions = cls.objects.all()
            questions = questions.filter(dimensions__key=dimension_list[1])
            questions = questions.exclude(dimensions__key=dimension_list[0])
            count = total_questions_count - len(final_questions)
            final_questions.extend(questions.order_by('?')[:count])

        if len(final_questions) == 0:
            questions = cls.objects.all()
            final_questions.extend(questions.order_by('?')[:total_questions_count])
            """Consider the case that no dimension in the existing questions matches"""


        return final_questions


    @property
    def ordered_dimensions(self):
        dimensions = self.dimensions.all()
        #dimensions = dimensions.order_by('questions_question_dimensions.id')
        return dimensions


[docs]class QuestionDimensionConnection(models.Model):
    question = models.ForeignKey(Question)
    dimension = models.ForeignKey(DimensionKey)
    count = models.IntegerField()

    class Meta:
        ordering = ["count"]






          

      

      

    


    
        © Copyright 2015, University of Washington.
      Created using Sphinx 1.3.5.
    

  

_modules/msgvis/apps/importer/twitter.html


    
      Navigation


      
        		
          index


        		
          modules |


        		TextVisDRG 0.1.0 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for msgvis.apps.importer.twitter

"""
Utilities for working with Twitter.
"""

try:
    import tweepy
except ImportError:
    tweepy = None


[docs]def tweepy_installed():
    """Return True if tweepy is installed"""
    return tweepy is not None


[docs]def get_tweepy_auth():
    """
    Interactive commands for getting Twitter API authorization.
    Returns a tweepy.OAuthHandler.
    """

    from django.conf import settings

    consumer_key = settings.TWITTER_CONSUMER_KEY
    consumer_secret = settings.TWITTER_CONSUMER_SECRET

    if consumer_key and consumer_secret:
        print "Using consumer key/secret from settings."
    else:
        print "Twitter consumer key/secret not in settings."
        print "You will need to use keys from a Twitter app (https://apps.twitter.com/)"
        consumer_key = raw_input("Consumer key: ")
        consumer_secret = raw_input("Consumer secret: ")

    auth = tweepy.OAuthHandler(consumer_key, consumer_secret, callback='oob')

    access_token = settings.TWITTER_ACCESS_TOKEN
    access_token_secret = settings.TWITTER_ACCESS_TOKEN_SECRET

    if access_token and access_token_secret:
        print "Using access token/secret from settings."
        auth.set_access_token(access_token, access_token_secret)
    else:
        try:
            redirect_url = auth.get_authorization_url()
            print "------"
            print ""
            print "Visit this url:  %s" % redirect_url
            print ""
            print "------"
        except tweepy.TweepError:
            print 'Error! Failed to get request token.'

        # Example w/o callback (desktop)
        verifier = raw_input('Paste the verifier here: ')

        # Convert the verifier into an access token
        try:
            auth.get_access_token(verifier)

            print "Successfully obtained access token."
            print "Copy these variables to your environment to skip this step in the future:"
            print "  TWITTER_CONSUMER_KEY=%s" % auth.consumer_key
            print "  TWITTER_CONSUMER_SECRET=%s" % auth.consumer_secret
            print "  TWITTER_ACCESS_TOKEN=%s" % auth.access_token
            print "  TWITTER_ACCESS_TOKEN_SECRET=%s" % auth.access_token_secret

        except tweepy.TweepError:
            print 'Error! Failed to get access token.'

    return auth


[docs]def get_languages():
    """Get a list of languages supported by Twitter."""
    auth = get_tweepy_auth()
    api = tweepy.API(auth_handler=auth)
    return api.supported_languages()


[docs]def get_timezones(time_zones_mapping_file):
    """Get a list of twitter-supported timezones as name/Olson code pairs."""

    print "Reading time zones from %s" % time_zones_mapping_file

    with open(time_zones_mapping_file, 'rb') as infile:
        mapping = infile.read()
        mapping = mapping.replace(' => ', ':')

        import json
        mapping = json.loads(mapping)
        return mapping.items()
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  Source code for msgvis.apps.corpus.models

import operator
from django.db import models
from django.db.models import Q
from caching.base import CachingManager, CachingMixin

from msgvis.apps.base import models as base_models
from msgvis.apps.corpus import utils

import re

import os
from msgvis.settings.common import DEBUG


[docs]class Dataset(models.Model):
    """A top-level dataset object containing messages."""

    name = models.CharField(max_length=150)
    """The name of the dataset"""

    description = models.TextField()
    """A description of the dataset."""

    created_at = models.DateTimeField(auto_now_add=True)
    """The :py:class:`datetime.datetime` when the dataset was created."""

    start_time = models.DateTimeField(null=True, default=None, blank=True)
    """The time of the first real message in the dataset"""

    end_time = models.DateTimeField(null=True, default=None, blank=True)
    """The time of the last real message in the dataset"""

    has_prefetched_images = models.BooleanField(default=False)

    @property
    def message_count(self):
        return self.message_set.count()

    def __unicode__(self):
        return self.name

[docs]    def get_example_messages(self, filters=[], excludes=[]):
        """Get example messages given some filters (dictionaries containing dimensions and filter params)"""

        messages = self.message_set.all()

        for filter in filters:
            dimension = filter["dimension"]

            # Remove the dimension key
            params = {key: value for key, value in filter.iteritems() if key != "dimension"}

            messages = dimension.filter(messages, **params)

        for exclude in excludes:
            dimension = exclude["dimension"]

            # Remove the dimension key
            params = {key: value for key, value in excludes.iteritems() if key != "dimension"}

            messages = dimension.exclude(messages, **params)

        return messages


    def get_example_messages_by_groups(self, groups, filters=[], excludes=[]):
        include_groups = map(lambda x: int(x['value']), filter(lambda x: x['dimension'].key=='groups', filters))
        if len(include_groups)> 0:
            groups = include_groups
        exclude_groups = map(lambda x: int(x['value']), filter(lambda x: x['dimension'].key=='groups', excludes))
        groups = filter(lambda x: x not in exclude_groups, groups)

        per_group = int(10 / len(groups))
        combined_messages = []
        group_querysets = []
        for group in groups:
            group_obj = self.groups.get(id=group)
            messages = group_obj.messages
            for filterA in filters:
                dimension = filterA["dimension"]

                # Remove the dimension key
                params = {key: value for key, value in filterA.iteritems() if key != "dimension"}
                messages = dimension.filter(messages, **params)

            for exclude in excludes:
                dimension = exclude["dimension"]

                # Remove the dimension key
                params = {key: value for key, value in excludes.iteritems() if key != "dimension"}

                messages = dimension.exclude(messages, **params)

            group_querysets.append(messages)
            #combined_messages.extend(messages[:per_group])
        query = ""
        for idx, queryset in enumerate(group_querysets):
            if idx > 0:
                query += " UNION "
            query += "(%s)" %(utils.quote(str(queryset.query)))
        query = utils.convert_boolean(query)
        queryset = Message.objects.raw(query)
        return queryset

    def get_dictionary(self):
        dictionary = self.dictionary.all()
        if len(dictionary) > 0:
            dictionary = dictionary[0]
            return dictionary
        return None

    def get_advanced_search_results(self, keywords_text, include_types):

        clauses = keywords_text.split(',')
        inclusive_keywords = []
        exclusive_keywords = []
        queryset = self.tweet_words.all()
        message_queryset = self.message_set.all()
        if (len(include_types) > 0):
            message_queryset = message_queryset.filter(utils.levels_or('type__name', map(lambda x: x.name, include_types)))
        final_queryset = self.message_set.none()
        for clause in clauses:
            if clause.startswith("NOT "):
                words = clause[4:].split(' ')
                word_list = utils.get_word_objs(queryset=queryset, text_field_name='original_text', related_field_name="tweet_words__id", words=words)
                if len(word_list) > 0:
                    # TODO: makes this real AND
                    #and_word_list = reduce(operator.or_, word_list)
                    exclusive_keywords.extend(word_list)

            else:
                words = clause.split(' ')
                word_list = utils.get_word_objs(queryset=queryset, text_field_name='original_text', related_field_name="tweet_words__id", words=words)
                if len(word_list) > 0:
                    #and_word_list = reduce(operator.and_, word_list)
                    #inclusive_keywords.append(and_word_list)
                    clause_queryset = message_queryset
                    for or_word_list in word_list:
                        clause_queryset = clause_queryset.filter(or_word_list)


                    final_queryset |= clause_queryset


        queryset = final_queryset


        #if len(inclusive_keywords) > 0:
        #    inclusive_keywords = reduce(operator.or_, inclusive_keywords)
        #    queryset = queryset.filter(inclusive_keywords)

        if len(exclusive_keywords) > 0:
            for word in exclusive_keywords:
                queryset = queryset.exclude(word)

        return queryset.distinct()

    def get_precalc_distribution(self, dimension, search_key=None, page=None, page_size=100, mode=None):
        dimension_key = dimension.key
        distribution = self.distributions.filter(dimension_key=dimension_key)
        if search_key is not None:
            distribution = distribution.filter(level__icontains=search_key)
        distribution = distribution.order_by('-count')
        total_num_levels = distribution.count()
        if page is not None:
            start = (page - 1) * page_size
            end = min(start + page_size, total_num_levels)
            max_page = (total_num_levels / page_size) + 1

            # no level left
            if total_num_levels == 0 or start > total_num_levels:
                return None

            distribution = distribution[start:end]

        else:
            if mode == "omit_others" or mode == "enable_others":
                MAX_CATEGORICAL_LEVELS = 10
                distribution = distribution[:MAX_CATEGORICAL_LEVELS]
            else:
                distribution = distribution.all()

        domains = {}
        domain_labels = {}

        domain = map(lambda x: x.level, distribution)
        labels = dimension.get_domain_labels(domain)

        domains[dimension_key] = domain
        domain_labels[dimension_key] = labels

        table = map(lambda x: {dimension_key: x.level, "value": x.count}, distribution)

        results = {
            "table": table,
            "domains": domains,
            "domain_labels": domain_labels
        }

        return results





[docs]class MessageType(models.Model):
    """The type of a message, e.g. retweet, reply, original, system..."""

    name = models.CharField(max_length=100, unique=True)
    """The name of the message type"""

    def __unicode__(self):
        return self.name



[docs]class Language(CachingMixin, models.Model):
    """Represents the language of a message or a user"""

    code = models.SlugField(max_length=10, unique=True)
    """A short language code like 'en'"""

    name = models.CharField(max_length=100)
    """The full name of the language"""

    objects = CachingManager()

    def __unicode__(self):
        return "%s:%s" % (self.code, self.name)



[docs]class Url(models.Model):
    """A url from a message"""

    domain = models.CharField(max_length=100, db_index=True)
    """The root domain of the url"""

    short_url = models.CharField(max_length=250, blank=True)
    """A shortened url"""

    full_url = models.TextField()
    """The full url"""



[docs]class Hashtag(models.Model):
    """A hashtag in a message"""

    text = base_models.Utf8CharField(max_length=100, db_index=True)
    """The text of the hashtag, without the hash"""



[docs]class Media(models.Model):
    """
    Linked media, e.g. photos or videos.
    """

    type = models.CharField(max_length=50)
    """The kind of media this is."""

    media_url = models.CharField(max_length=250)
    """A url where the media may be accessed"""



[docs]class Timezone(CachingMixin, models.Model):
    """
    The timezone of a message or user
    """

    olson_code = models.CharField(max_length=40, null=True, blank=True, default=None)
    """The timezone code from pytz."""

    name = models.CharField(max_length=150, db_index=True)
    """Another name for the timezone, perhaps the country where it is located?"""

    objects = CachingManager()



[docs]class Person(models.Model):
    """
    A person who sends messages in a dataset.
    """

    class Meta:
        index_together = (
            ('dataset', 'original_id')  # used by the importer
        )

    dataset = models.ForeignKey(Dataset)
    """Which :class:`Dataset` this person belongs to"""

    original_id = models.BigIntegerField(null=True, blank=True, default=None)
    """An external id for the person, e.g. a user id from Twitter"""

    username = base_models.Utf8CharField(max_length=150, null=True, blank=True, default=None)
    """Username is a short system-y name."""

    full_name = base_models.Utf8CharField(max_length=250, null=True, blank=True, default=None)
    """Full name is a longer user-friendly name"""

    language = models.ForeignKey(Language, null=True, blank=True, default=None)
    """The person's primary :class:`Language`"""

    message_count = models.PositiveIntegerField(blank=True, default=0)
    """The number of messages the person produced"""

    replied_to_count = models.PositiveIntegerField(blank=True, default=0)
    """The number of times the person's messages were replied to"""

    shared_count = models.PositiveIntegerField(blank=True, default=0)
    """The number of times the person's messages were shared or retweeted"""

    mentioned_count = models.PositiveIntegerField(blank=True, default=0)
    """The number of times the person was mentioned in other people's messages"""

    friend_count = models.PositiveIntegerField(blank=True, default=0)
    """The number of people this user has connected to"""

    follower_count = models.PositiveIntegerField(blank=True, default=0)
    """The number of people who have connected to this person"""

    profile_image_url = models.TextField(null=True, blank=True, default="")
    """The person's profile image url"""

    def __unicode__(self):
        return self.username

    @property
    def profile_image_processed_url(self):
        url = self.profile_image_url
        if url != "" and self.dataset.has_prefetched_images:
            pattern = re.compile('/[_\.\-\w\d]+\.([\w]+)$')
            results = pattern.search(url)
            if results:
                suffix = results.groups()[0]
                url = "profile_" + str(self.original_id) + "." + suffix

        return url

        


[docs]class Message(models.Model):
    """
    The Message is the central data entity for the dataset.
    """
    class Meta:
        index_together = (
            ('dataset', 'original_id'),  # used by importer
            ('dataset', 'time'),
        )
            
    dataset = models.ForeignKey(Dataset)
    """Which :class:`Dataset` the message belongs to"""

    original_id = models.BigIntegerField(null=True, blank=True, default=None)
    """An external id for the message, e.g. a tweet id from Twitter"""

    type = models.ForeignKey(MessageType, null=True, blank=True, default=None)
    """The :class:`MessageType` Message type: retweet, reply, origin..."""

    sender = models.ForeignKey(Person, null=True, blank=True, default=None)
    """The :class:`Person` who sent the message"""

    time = models.DateTimeField(null=True, blank=True, default=None)
    """The :py:class:`datetime.datetime` (in UTC) when the message was sent"""

    language = models.ForeignKey(Language, null=True, blank=True, default=None)
    """The :class:`Language` of the message."""

    SENTIMENT_POSITIVE = 1
    SENTIMENT_NEUTRAL  = 0
    SENTIMENT_NEGATIVE = -1
    SENTIMENT_CHOICES = (
        (SENTIMENT_POSITIVE, "positive"),
        (SENTIMENT_NEUTRAL,  "neutral"),
        (SENTIMENT_NEGATIVE, "negative")
    )

    sentiment = models.SmallIntegerField(choices=SENTIMENT_CHOICES, null=True, blank=True, default=None)
    """The sentiment label for message."""

    timezone = models.ForeignKey(Timezone, null=True, blank=True, default=None)
    """The :class:`Timezone` of the message."""

    replied_to_count = models.PositiveIntegerField(blank=True, default=0)
    """The number of replies this message received."""

    shared_count = models.PositiveIntegerField(blank=True, default=0)
    """The number of times this message was shared or retweeted."""

    contains_hashtag = models.BooleanField(blank=True, default=False)
    """True if the message has a :class:`Hashtag`."""

    contains_url = models.BooleanField(blank=True, default=False)
    """True if the message has a :class:`Url`."""

    contains_media = models.BooleanField(blank=True, default=False)
    """True if the message has any :class:`Media`."""

    contains_mention = models.BooleanField(blank=True, default=False)
    """True if the message mentions any :class:`Person`."""

    urls = models.ManyToManyField(Url, null=True, blank=True, default=None)
    """The set of :class:`Url` in the message."""

    hashtags = models.ManyToManyField(Hashtag, null=True, blank=True, default=None)
    """The set of :class:`Hashtag` in the message."""

    media = models.ManyToManyField(Media, null=True, blank=True, default=None)
    """The set of :class:`Media` in the message."""

    mentions = models.ManyToManyField(Person, related_name="mentioned_in", null=True, blank=True, default=None)
    """The set of :class:`Person` mentioned in the message."""

    text = base_models.Utf8TextField(null=True, blank=True, default="")
    """The actual text of the message."""

    @property
    def embedded_html(self):
        #return utils.get_embedded_html(self.original_id)
        return utils.render_html_tag(self.text)

    @property
    def media_url(self):
        url = ""
        if self.contains_media:
            url = self.media.all()[0].media_url
            if self.dataset.has_prefetched_images:
                pattern = re.compile('/([_\.\-\w\d]+\.[\w]+)$')
                results = pattern.search(url)
                if results:
                    url = results.groups()[0]
        return url


    def __repr__(self):
        return str(self.time) + " || " + self.text

    def __unicode__(self):
        return self.__repr__()
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  Source code for msgvis.apps.base.views

from django.views import generic
from django.http import Http404
from django.utils.translation import ugettext as _

from msgvis.apps.corpus import models as corpus_models
from django.contrib.auth.decorators import login_required


[docs]class LoginRequiredMixin(object):
    """A mixin that forces a login to view the CBTemplate."""

    @classmethod
    def as_view(cls, **initkwargs):
        view = super(LoginRequiredMixin, cls).as_view(**initkwargs)
        return login_required(view)


[docs]class HomeView(LoginRequiredMixin, generic.TemplateView):
    """The homepage view for the website."""

    template_name = 'home.html'



[docs]class ExplorerView(generic.DetailView):
    """The view for the visualization tool."""

    template_name = 'explorer.html'

    pk_url_kwarg = 'dataset_pk'
    default_dataset_pk = 1

    def get_queryset(self):
        return corpus_models.Dataset.objects.all()


    def get_object(self, queryset=None):

        if queryset is None:
            queryset = self.get_queryset()

        pk = self.kwargs.get(self.pk_url_kwarg, None)
        if pk is None:
            pk = self.default_dataset_pk
            
        queryset = queryset.filter(pk=pk)

        try:
            # Get the single item from the filtered queryset
            obj = queryset.get()
        except queryset.model.DoesNotExist:
            raise Http404(_("No %(verbose_name)s found matching the query") %
                          {'verbose_name': queryset.model._meta.verbose_name})
        return obj



[docs]class GrouperView(LoginRequiredMixin, generic.DetailView):
    """The view for the visualization tool."""

    template_name = 'grouper.html'

    pk_url_kwarg = 'dataset_pk'
    default_dataset_pk = 1

    def get_queryset(self):
        return corpus_models.Dataset.objects.all()


    def get_object(self, queryset=None):

        if queryset is None:
            queryset = self.get_queryset()

        pk = self.kwargs.get(self.pk_url_kwarg, None)
        if pk is None:
            pk = self.default_dataset_pk

        queryset = queryset.filter(pk=pk)

        try:
            # Get the single item from the filtered queryset
            obj = queryset.get()
        except queryset.model.DoesNotExist:
            raise Http404(_("No %(verbose_name)s found matching the query") %
                          {'verbose_name': queryset.model._meta.verbose_name})
        return obj
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  Source code for msgvis.apps.importer.management.commands.import_twitter_timezones

from django.core.management.base import BaseCommand, CommandError

from msgvis.apps.importer import twitter
from msgvis.apps.corpus import models as corpus_models
from path import path

[docs]class Command(BaseCommand):
    """
    Obtains a mapping of the Twitter-supported timezones from the Ruby on Rails TimeZone class.

    Get the mapping dictionary from https://github.com/rails/rails/blob/master/activesupport/lib/active_support/values/time_zone.rb

    .. note::

        Requires `Ruby on Rails <http://rubyonrails.org/download/>`_ to be installed: ``gem install rails``.

    Example:

    .. code-block :: bash

        $ python manage.py import_twitter_timezones setup/time_zone_mapping.rb

    """
    help = "Import Twitter-supported timezones from the Ruby on Rails TimeZone class."
    args = '<time_zone_mapping.rb>'

    def handle(self, time_zone_file=None, *args, **options):

        if not time_zone_file:
            raise CommandError("Copy the MAPPING from https://github.com/rails/rails/blob/master/activesupport/lib/active_support/values/time_zone.rb")

        time_zone_file = path(time_zone_file)
        if not time_zone_file.exists():
            raise CommandError('Time zone file "%s" does not exist' % time_zone_file)

        # Get languages from Twitter
        timezones = twitter.get_timezones(time_zone_file)
        ncreated = 0
        for name, olson in timezones:
            tz, created = corpus_models.Timezone.objects.get_or_create(
                name=name,
                olson_code=olson,
            )
            if created:
                ncreated += 1
        print "Imported %d timezones." % ncreated
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  Source code for msgvis.apps.importer.management.commands.import_twitter_languages

from django.core.management.base import BaseCommand

from msgvis.apps.importer import twitter
from msgvis.apps.corpus import models as corpus_models


[docs]class Command(BaseCommand):
    """
    Import supported languages from the Twitter API into the database.
    If the languages already exist in the database, they will not be duplicated.

    .. note::

        Requires the `tweepy <https://github.com/tweepy/tweepy>`_ Twitter API library:
        ``pip install tweepy``

    Example:

    .. code-block :: bash

        $ python manage.py import_twitter_languages

    """
    help = "Import supported languages from the Twitter API." \
           "If the languages already exist in the database, they will not be duplicated."

    def handle(self, *args, **options):

        if twitter.tweepy_installed():

            # Get languages from Twitter
            tw_languages = twitter.get_languages()
            print "Obtained %d languages from Twitter." % len(tw_languages)

            # Convert to models and create in database
            count_created = 0
            for twlang in tw_languages:
                lang, created = corpus_models.Language.objects.get_or_create(
                    code=twlang['code'],
                    name=twlang['name'],
                )
                if created:
                    count_created += 1

            print "Imported %d languages." % count_created
            print "Database now contains %d languages." % corpus_models.Language.objects.count()

        else:
            raise Exception("Tweepy not installed! Run 'pip install tweepy'.")
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  Source code for msgvis.apps.base.context_processors

from django.conf import settings


[docs]def google_analytics(request):
    """
    Adds a ``GOOGLE_ANALYTICS_ID`` variable to the template
    context.

    Add this to your Django settings:

    ::

        GOOGLE_ANALYTICS_ID = 'UA-XXXXXX-X'

        TEMPLATE_CONTEXT_PROCESSORS += (
            'msgvis.apps.base.context_processors.google_analytics',
        )

    """
    ga_prop_id = getattr(settings, 'GOOGLE_ANALYTICS_ID', False)
    if not settings.DEBUG and ga_prop_id:
        return {
            'GOOGLE_ANALYTICS_ID': ga_prop_id,
        }
    return {}
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  Source code for msgvis.apps.base.models

from django.db import models
from django.db.models import query


[docs]class MappedValuesQuerySet(query.ValuesQuerySet):
    """
    A special ValuesQuerySet that can re-map the dictionary keys
    while they are bing iterated over.

    .. code-block:: python

        valuesQuerySet = queryset.values('some__ugly__field__expression')
        mapped = MappedQuerySet.create_from(valuesQuerySet, {
            'some__ugly__field__expression': 'nice_expression'
        })
        mapped[0]
        # { 'nice_expression': 5 }

    """

    def __init__(self, *args, **kwargs):
        super(MappedValuesQuerySet, self).__init__(*args, **kwargs)
        self.field_map = kwargs.get('field_map', {})

    @classmethod
[docs]    def create_from(cls, values_query_set, field_map):
        """Create a MappedValueQuerySet with a field name mapping dictionary."""
        return values_query_set._clone(cls, field_map=field_map)


    def _clone(self, klass=None, setup=False, **kwargs):
        c = super(MappedValuesQuerySet, self)._clone(klass, setup, **kwargs)
        c.field_map = self.field_map
        return c

    def iterator(self):
        # Purge any extra columns that haven't been explicitly asked for
        extra_names = list(self.query.extra_select)
        field_names = self.field_names
        aggregate_names = list(self.query.aggregate_select)

        names = extra_names + field_names + aggregate_names

        # Remap the fields, but fall back on regular name
        names = [self.field_map.get(name, name) for name in names]

        for row in self.query.get_compiler(self.db).results_iter():
            yield dict(zip(names, row))



class CharsetFieldMixin(object):
    def __init__(self, character_set=None, collation=None, **kwargs):
        self.charset_create_args = {}

        if character_set is not None:
            self.character_set = character_set
            self.charset_create_args['character_set'] = character_set

        if collation is not None:
            self.collation = collation
            self.charset_create_args['collation'] = collation

        super(CharsetFieldMixin, self).__init__(**kwargs)

    def db_parameters(self, connection):
        params = super(CharsetFieldMixin, self).db_parameters(connection)
        if params and 'type' in params \
            and connection.vendor == 'mysql' \
            and (self.character_set is not None or self.collation is not None):

            params['type'] = '%s CHARACTER SET %s COLLATE %s' % (params['type'], self.character_set, self.collation)

        return params

    def deconstruct(self):
        name, path, args, kwargs = super(CharsetFieldMixin, self).deconstruct()
        kwargs.update(self.charset_create_args)
        return name, path, args, kwargs


class Utf8TextField(CharsetFieldMixin, models.TextField):
    character_set = 'utf8mb4'
    collation = 'utf8mb4_general_ci'


class Utf8CharField(CharsetFieldMixin, models.CharField):
    character_set = 'utf8mb4'
    collation = 'utf8mb4_general_ci'
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  Source code for msgvis.apps.base.templatetags.active

import re

from django import template
register = template.Library()

@register.simple_tag
[docs]def active(request, pattern):
    """
    Checks the current request to see if it matches a pattern.
    If so, it returns 'active'.

    To use, add this to your Django template:

    .. code-block:: html

        {% load tags %}
        <li class="{% active request home %}"><a href="/">Home</a></li>

    """
    if re.search(pattern, request.path):
        return 'active'
    return ''
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  Source code for msgvis.apps.api.views

"""
The view classes below define the API endpoints.

+-----------------------------------------------------------------+-----------------+-------------------------------------------------+
| Endpoint                                                        | Url             | Purpose                                         |
+=================================================================+=================+=================================================+
| :class:`Get Data Table <DataTableView>`                         | /api/table      | Get table of counts based on dimensions/filters |
+-----------------------------------------------------------------+-----------------+-------------------------------------------------+
| :class:`Get Example Messages <ExampleMessagesView>`             | /api/messages   | Get example messages for slice of data          |
+-----------------------------------------------------------------+-----------------+-------------------------------------------------+
| :class:`Get Research Questions <ResearchQuestionsView>`         | /api/questions  | Get RQs related to dimensions/filters           |
+-----------------------------------------------------------------+-----------------+-------------------------------------------------+
| Message Context                                                 | /api/context    | Get context for a message                       |
+-----------------------------------------------------------------+-----------------+-------------------------------------------------+
| Snapshots                                                       | /api/snapshots  | Save a visualization snapshot                   |
+-----------------------------------------------------------------+-----------------+-------------------------------------------------+
"""
import types
from django.db import transaction

from rest_framework import status
from rest_framework.views import APIView, Response
from django.core.urlresolvers import NoReverseMatch
from rest_framework.reverse import reverse
from rest_framework.compat import get_resolver_match, OrderedDict
from django.core.context_processors import csrf
from django.views.decorators.csrf import csrf_exempt
from django.db.models import Count
from django.contrib.auth.models import User

from msgvis.apps.api import serializers
from msgvis.apps.corpus import models as corpus_models
from msgvis.apps.questions import models as questions_models
from msgvis.apps.datatable import models as datatable_models
from msgvis.apps.enhance import models as enhance_models
import msgvis.apps.groups.models as groups_models
import json
import logging

logger = logging.getLogger(__name__)

def add_history(user, type, contents):
    history = groups_models.ActionHistory(type=type, contents=json.dumps(contents), from_server=True)
    if user.id is not None and User.objects.filter(id=1).count() != 0:
        user = User.objects.get(id=user.id)
        history.owner = user
    history.save()

[docs]class DataTableView(APIView):
    """
    Get a table of message counts or other statistics based on the current
    dimensions and filters.

    The request should post a JSON object containing a list of one or two
    dimension ids and a list of filters. A ``measure`` may also be specified
    in the request, but the default measure is message count.

    The response will be a JSON object that mimics the request body, but
    with a new ``result`` field added. The result field
    includes a ``table``, which will be a list of objects.

    Each object in the table field represents a cell in a table or a dot
    (for scatterplot-type results). For every dimension in the dimensions
    list (from the request), the result object will include a property keyed
    to the name of the dimension and a value for that dimension. A ``value``
    field provides the requested summary statistic.

    The ``result`` field also includes a ``domains`` object, which
    defines the list of possible values within the selected data
    for each of the dimensions in the request.

    This is the most general output format for results, but later we may
    switch to a more compact format.

    **Request:** ``POST /api/table``

    **Format:** (request without ``result`` key)

    ::

        {
          "dataset": 1,
          "dimensions": ["time"],
          "filters": [
            {
              "dimension": "time",
              "min_time": "2015-02-25T00:23:53Z",
              "max_time": "2015-02-28T00:23:53Z"
            }
          ],
          "result": {
            "table": [
              {
                "value": 35,
                "time": "2015-02-25T00:23:53Z"
              },
              {
                "value": 35,
                "time": "2015-02-26T00:23:53Z"
              },
              {
                "value": 35,
                "time": "2015-02-27T00:23:53Z"
              },
              {
                "value": 35,
                "time": "2015-02-28T00:23:53Z"
              },
              "domains": {
                "time": [
                  "some_time_val",
                  "some_time_val",
                  "some_time_val",
                  "some_time_val"
                ]
              ],
              "domain_labels": {}
        }
    """

    def post(self, request, format=None):
        add_history(self.request.user, 'data-table', request.data)

        input = serializers.DataTableSerializer(data=request.data)
        if input.is_valid():
            data = input.validated_data

            dataset = data['dataset']
            dimensions = data['dimensions']
            filters = data.get('filters', [])
            exclude = data.get('exclude', [])
            search_key = data.get('search_key')
            mode = data.get('mode')
            groups = data.get('groups', [])
            if len(groups) == 0:
                groups = None

            page_size = 100
            page = None
            if data.get('page_size'):
                page_size = data.get('page_size')
                page_size = max(1, int(data.get('page_size')))
            if data.get('page'):
                page = max(1, int(data.get('page')))

            if type(filters) == types.ListType and len(filters) == 0 and \
               type(exclude) == types.ListType and len(exclude) == 0 and len(dimensions) == 1 and dimensions[0].is_categorical():
                result = dataset.get_precalc_distribution(dimension=dimensions[0], search_key=search_key, page=page, page_size=page_size, mode=mode)

            else:

                datatable = datatable_models.DataTable(*dimensions)
                if mode is not None:
                    datatable.set_mode(mode)

                result = datatable.generate(dataset, filters, exclude, page_size, page, search_key, groups)

            # Just add the result key
            response_data = data
            response_data['result'] = result

            output = serializers.DataTableSerializer(response_data)
            return Response(output.data, status=status.HTTP_200_OK)

        return Response(input.errors, status=status.HTTP_400_BAD_REQUEST)



[docs]class ExampleMessagesView(APIView):
    """
    Get some example messages matching the current filters and a focus
    within the visualization.

    **Request:** ``POST /api/messages``

    **Format:**: (request should not have ``messages`` key)

    ::

        {
            "dataset": 1,
            "filters": [
                {
                    "dimension": "time",
                    "min_time": "2015-02-25T00:23:53Z",
                    "max_time": "2015-02-28T00:23:53Z"
                }
            ],
            "focus": [
                {
                    "dimension": "time",
                    "value": "2015-02-28T00:23:53Z"
                }
            ],
            "messages": [
                {
                    "id": 52,
                    "dataset": 1,
                    "text": "Some sort of thing or other",
                    "sender": {
                        "id": 2,
                        "dataset": 1
                        "original_id": 2568434,
                        "username": "my_name",
                        "full_name": "My Name"
                    },
                    "time": "2015-02-25T00:23:53Z"
                }
            ]
        }
    """

    def post(self, request, format=None):
        add_history(self.request.user, 'example-messages', request.data)
        input = serializers.ExampleMessageSerializer(data=request.data)
        if input.is_valid():
            data = input.validated_data

            dataset = data['dataset']

            filters = data.get('filters', [])
            excludes = data.get('excludes', [])
            focus = data.get('focus', [])
            groups = data.get('groups')

            if groups is None:
                example_messages = dataset.get_example_messages(filters + focus, excludes)
            else:
                example_messages = dataset.get_example_messages_by_groups(groups, filters + focus, excludes)

            # Just add the messages key to the response
            response_data = data
            response_data["messages"] = example_messages

            output = serializers.ExampleMessageSerializer(response_data, context={'request': request})
            return Response(output.data, status=status.HTTP_200_OK)

        return Response(input.errors, status=status.HTTP_400_BAD_REQUEST)


[docs]class KeywordMessagesView(APIView):
    """
    Get some example messages matching the keyword.

    **Request:** ``POST /api/search``

    **Format:**: (request should not have ``messages`` key)

    ::

        {
            "dataset": 1,
            "keywords": "soup ladies,food,NOT job",
            "messages": [
                {
                    "id": 52,
                    "dataset": 1,
                    "text": "Some sort of thing or other",
                    "sender": {
                        "id": 2,
                        "dataset": 1
                        "original_id": 2568434,
                        "username": "my_name",
                        "full_name": "My Name"
                    },
                    "time": "2015-02-25T00:23:53Z"
                }
            ]
        }
    """

    def post(self, request, format=None):
        add_history(self.request.user, 'search', request.data)
        input = serializers.KeywordMessageSerializer(data=request.data)
        if input.is_valid():
            data = input.validated_data

            dataset = data['dataset']

            keywords = data.get('keywords') or ""
            types_list = data.get('types_list') or []
            include_types = []
            if len(types_list) > 0:
                include_types = [corpus_models.MessageType.objects.get(name=x) for x in types_list]

            messages = dataset.get_advanced_search_results(keywords, include_types)

            # Just add the messages key to the response
            response_data = data
            response_data["messages"] = messages

            output = serializers.KeywordMessageSerializer(response_data, context={'request': request})
            return Response(output.data, status=status.HTTP_200_OK)

        return Response(input.errors, status=status.HTTP_400_BAD_REQUEST)


[docs]class ActionHistoryView(APIView):
    """
    Add a action history record.

    **Request:** ``POST /api/history``

    **Format:**: (request should not have ``messages`` key)

    ::

        {
           "records": [
               {
                    "type": "click-legend",
                    "contents": "group 10"
                },
                {
                    "type": "group:delete",
                    "contents": "{\\"group\\": 10}"
                }
            ]
        }
    """

    def post(self, request, format=None):
        input = serializers.ActionHistoryListSerializer(data=request.data)
        if input.is_valid():
            data = input.validated_data
            records = []
            owner = None
            if self.request.user is not None:
                user = self.request.user
                if user.id is not None and User.objects.filter(id=1).count() != 0:
                    owner = User.objects.get(id=self.request.user.id)

            for record in data["records"]:
                record_obj = groups_models.ActionHistory(owner=owner, type=record["type"], contents=record["contents"])
                if record.get('created_at'):
                    record_obj.created_at = record.get('created_at')
                records.append(record_obj)

            with transaction.atomic(savepoint=False):
                groups_models.ActionHistory.objects.bulk_create(records)

            return Response(data, status=status.HTTP_200_OK)

        return Response(input.errors, status=status.HTTP_400_BAD_REQUEST)


[docs]class GroupView(APIView):
    """
    Get some example messages matching the keyword.

    **Request:** ``POST /api/group``

    **Format:**: (request should not have ``messages`` key)

    ::

        {
            "dataset": 1,
            "keyword": "like",
            "messages": [
                {
                    "id": 52,
                    "dataset": 1,
                    "text": "Some sort of thing or other",
                    "sender": {
                        "id": 2,
                        "dataset": 1
                        "original_id": 2568434,
                        "username": "my_name",
                        "full_name": "My Name"
                    },
                    "time": "2015-02-25T00:23:53Z"
                }
            ]
        }
    """


    def post(self, request, format=None):
        add_history(self.request.user, 'group:create', request.data)
        input = serializers.GroupSerializer(data=request.data)
        if input.is_valid():
            data = input.validated_data
            group = input.save()
            user = self.request.user
            if user.id is not None and User.objects.filter(id=1).count() != 0:
                owner = User.objects.get(id=self.request.user.id)
                group.owner = owner
                if not data.get('is_search_record'):
                    group.order = groups_models.Group.objects.filter(owner=owner, is_search_record=False).count() + 1
                else:
                    group.is_search_record = True
                    group.order = 0
                group.save()

            # Just add the messages key to the response

            output = serializers.GroupSerializer(group, context={'request': request, 'show_message': False})
            return Response(output.data, status=status.HTTP_200_OK)

        return Response(input.errors, status=status.HTTP_400_BAD_REQUEST)

    def get(self, request, format=None):
        if request.query_params.get('dataset'):
            add_history(self.request.user, 'group:get-list', request.query_params)
            dataset_id = int(request.query_params.get('dataset'))
            groups = groups_models.Group.objects.filter(dataset_id=dataset_id, deleted=False)
            user = self.request.user
            if user.id is not None and User.objects.filter(id=1).count() != 0:
                owner = User.objects.get(id=self.request.user.id)
                groups = groups.filter(owner=owner)
            groups = groups.order_by('order', 'created_at').all()
            output = serializers.GroupSerializer(groups, many=True)
            return Response(output.data, status=status.HTTP_200_OK)
        elif request.query_params.get('group_id'):
            add_history(self.request.user, 'group:get-single-group', request.data)
            group = groups_models.Group.objects.get(id=int(request.query_params.get('group_id')))
            output = serializers.GroupSerializer(group, context={'request': request, 'show_message': True})
            return Response(output.data, status=status.HTTP_200_OK)
        else:
            add_history(self.request.user, 'group:get-all-groups', request.data)
            groups = groups_models.Group.objects.all()
            output = serializers.GroupSerializer(groups, many=True)
            return Response(output.data, status=status.HTTP_200_OK)

    def put(self, request, format=None):
        add_history(self.request.user, 'group:update', request.data)
        input = serializers.GroupSerializer(data=request.data)
        if input.is_valid():
            data = input.validated_data
            group = groups_models.Group.objects.get(id=request.data["id"])
            if data.get('name') is not None:
                group.name = data["name"]
                group.save()
            if data.get('keywords') is not None:
                group.keywords = data.get('keywords')
                group.save()

            if data.get('types_list') is not None:
                type_list = data.get('types_list')
                include_types = map(lambda x: corpus_models.MessageType.objects.get(name=x), type_list)
                group.include_types.clear()
                group.include_types = include_types


            output = serializers.GroupSerializer(group, context={'request': request, 'show_message': False})
            return Response(output.data, status=status.HTTP_200_OK)

        return Response(input.errors, status=status.HTTP_400_BAD_REQUEST)

    def delete(self, request, format=None):
        add_history(self.request.user, 'group:delete', request.query_params)
        if request.query_params.get('id'):
            group = groups_models.Group.objects.get(id=request.query_params.get('id'))
            if group:
                group.deleted = True
                group.save()
            return Response(status=status.HTTP_204_NO_CONTENT)



[docs]class KeywordView(APIView):
    """
    Get top 10 keyword results.

    **Request:** ``GET /api/keyword?dataset=1&q= [...]``

    ::

        {
            "dataset": 1,
            "q": "mudslide oso",
            "keywords": ["mudslide oso", "mudslide oso soup", "mudslide oso ladies"]
        }
    """


    def get(self, request, format=None):
        add_history(self.request.user, 'auto-complete:get-list', request.query_params)
        if request.query_params.get('dataset'):
            dataset_id = request.query_params.get('dataset')
            response_data = {
                "dataset": dataset_id
            }

            if request.query_params.get('q') is None:
                keywords = enhance_models.TweetWord.objects.filter(dataset_id=dataset_id).values('text').distinct()[:20]
                response_data["keywords"] = keywords
                output = serializers.KeywordListSerializer(response_data)
            else:
                q = request.query_params.get('q')
                response_data["q"] = q

                strings = q.split(' ')
                prefix = " ".join(strings[:-1]) + " "
                keyword = strings[-1]
                keywords = enhance_models.PrecalcCategoricalDistribution.objects.filter(dataset_id=dataset_id,
                                                                                        dimension_key="words",
                                                                                        level__istartswith=keyword).order_by('-count')

                response_data["keywords"] = map(lambda x: prefix + x.level, keywords[:20])
                output = serializers.KeywordListSerializer(response_data)

                for idx, keyword in enumerate(output.data['keywords']):
                    output.data['keywords'][idx] = {"text": output.data['keywords'][idx]}

            #output = serializers.GroupListItemSerializer(group, context={'request': request})
            return Response(output.data, status=status.HTTP_200_OK)

        return Response(status=status.HTTP_400_BAD_REQUEST)


[docs]class ResearchQuestionsView(APIView):
    """
    Get a list of research questions related to a selection of dimensions and filters.

    **Request:** ``POST /api/questions``

    **Format:** (request without ``questions`` key)

    ::

        {
            "dimensions": ["time", "hashtags"],
            "questions": [
                {
                  "id": 5,
                  "text": "What is your name?",
                  "source": {
                    "id": 13,
                    "authors": "Thingummy & Bob",
                    "link": "http://ijn.com/3453295",
                    "title": "Names and such",
                    "year": "2001",
                    "venue": "International Journal of Names"
                  },
                  "dimensions": ["time", "author_name"]
                }
            ]
        }
    """

    def post(self, request, format=None):
        input = serializers.SampleQuestionSerializer(data=request.data)
        if input.is_valid():
            data = input.validated_data
            dimension_list = data["dimensions"]
            questions = questions_models.Question.get_sample_questions(*dimension_list)

            response_data = {
                "dimensions": dimension_list,
                "questions": questions
            }

            output = serializers.SampleQuestionSerializer(response_data)
            return Response(output.data, status=status.HTTP_200_OK)

        return Response(input.errors, status=status.HTTP_400_BAD_REQUEST)



[docs]class DatasetView(APIView):
    """
    Get details of a dataset

    **Request:** ``GET /api/dataset/1``
    """


    def get(self, request, format=None):
        if request.query_params.get('id'):
            dataset_id = int(request.query_params.get('id'))
            try:
                dataset = corpus_models.Dataset.objects.get(id=dataset_id)
                output = serializers.DatasetSerializer(dataset)
                return Response(output.data, status=status.HTTP_200_OK)
            except:
                return Response("Dataset not exist", status=status.HTTP_400_BAD_REQUEST)

        return Response("Please specify dataset id", status=status.HTTP_400_BAD_REQUEST)



[docs]class APIRoot(APIView):
    """
    The Text Visualization DRG Root API View.
    """
    root_urls = {}

    def get(self, request, *args, **kwargs):
        ret = OrderedDict()
        namespace = get_resolver_match(request).namespace
        for key, urlconf in self.root_urls.iteritems():
            url_name = urlconf.name
            if namespace:
                url_name = namespace + ':' + url_name
            try:
                ret[key] = reverse(
                    url_name,
                    request=request,
                    format=kwargs.get('format', None)
                )
                print ret[key]
            except NoReverseMatch:
                # Don't bail out if eg. no list routes exist, only detail routes.
                continue

        return Response(ret)
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  Source code for msgvis.apps.api.serializers

"""
This module defines serializers for the main API data objects:

.. autosummary::
    :nosignatures:

    DimensionSerializer
    FilterSerializer
    MessageSerializer
    QuestionSerializer

"""
from django.core.paginator import Paginator

from rest_framework import serializers, pagination

import msgvis.apps.corpus.models as corpus_models
import msgvis.apps.questions.models as questions_models
import msgvis.apps.enhance.models as enhance_models
import msgvis.apps.groups.models as groups_models
from msgvis.apps.dimensions import registry
from django.contrib.auth.models import User

# A simple string field that looks up dimensions on deserialization
class DimensionKeySerializer(serializers.CharField):
    def to_internal_value(self, data):
        return registry.get_dimension(data)

    def to_representation(self, instance):
        return instance.key


[docs]class DimensionSerializer(serializers.Serializer):
    """
    JSON representation of Dimensions for the API.

    Dimension objects describe the variables that users can select to
    visualize the dataset. An example is below:

    ::

        {
          "key": "time",
          "name": "Time",
          "description": "The time the message was sent",
        }
    """

    key = serializers.CharField(read_only=True)
    name = serializers.CharField(read_only=True)
    description = serializers.CharField(read_only=True)

    def to_internal_value(self, data):
        return registry.get_dimension(data['key'])



[docs]class FilterSerializer(serializers.Serializer):
    """
    Filters indicate a subset of the range of a specific dimension. Below is
    an array of three filter objects.

    ::

        [{
          "dimension": "time",
          "min_time": "2010-02-25T00:23:53Z",
          "max_time": "2010-02-28T00:23:53Z"
        },
        {
          "dimension": "words",
          "levels": [
            "cat",
            "dog",
            "alligator"
          ]
        },
        {
          "dimension": "reply_count",
          "max": 100
        }]

    Although every filter has a ``dimension`` field, the specific properties
    vary depending on the type of the dimension and the kind of filter.

    At this time, there are three types of filters:

    -  Quantitative dimensions can be filtered using one or both of the
       ``min`` and ``max`` properties (inclusive).
    -  The time dimension can be filtered using one or both of the ``min_time``
       and ``max_time`` properties (inclusive).
    -  Categorical dimensions can be filtered by specifying an ``include``
       list. All other items are assumed to be excluded.

    The 'value' field may also be used for exact matches.
    """

    dimension = DimensionKeySerializer()

    min = serializers.FloatField(required=False)
    max = serializers.FloatField(required=False)

    min_time = serializers.DateTimeField(required=False)
    max_time = serializers.DateTimeField(required=False)

    levels = serializers.ListSerializer(child=serializers.CharField(allow_null=True, allow_blank=True), required=False)

    value = serializers.CharField(allow_null=True, allow_blank=True, required=False)



class PersonSerializer(serializers.ModelSerializer):
    profile_image_processed_url = serializers.CharField()
    class Meta:
        model = corpus_models.Person
        fields = ('id', 'dataset', 'original_id', 'username', 'full_name', 'profile_image_processed_url', )


[docs]class MessageSerializer(serializers.ModelSerializer):
    """
    JSON representation of :class:`.Message`
    objects for the API.

    Messages are provided in a simple format that is useful for displaying
    examples:

    ::

        {
          "id": 52,
          "dataset": 2,
          "text": "Some sort of thing or other",
          "sender": {
            "id": 2,
            "dataset": 1
            "original_id": 2568434,
            "username": "my_name",
            "full_name": "My Name"
          },
          "time": "2010-02-25T00:23:53Z"
        }

    Additional fields may be added later.
    """

    sender = PersonSerializer()
    embedded_html = serializers.CharField()
    media_url = serializers.CharField()

    class Meta:
        model = corpus_models.Message
        fields = ('id', 'dataset', 'text', 'sender', 'time', 'original_id', 'embedded_html', 'media_url', )



class ArticleSerializer(serializers.ModelSerializer):
    class Meta:
        model = questions_models.Article
        fields = ('id', 'authors', 'link', 'title', 'year', 'venue',)


[docs]class QuestionSerializer(serializers.ModelSerializer):
    """
    JSON representation of a :class:`.Question`
    object for the API.

    Research questions extracted from papers are given in the following
    format:

    ::

        {
          "id": 5,
          "text": "What is your name?",
          "source": {
            "id": 13,
            "authors": "Thingummy & Bob",
            "link": "http://ijn.com/3453295",
            "title": "Names and such",
            "year": "2001",
            "venue": "International Journal of Names"
          },
          "dimensions": ["time", "author_name"]
        }

    The ``source`` object describes a research article reference where the
    question originated.

    The ``dimensions`` list indicates which dimensions the research question
    is associated with.
    """

    source = ArticleSerializer(read_only=True)
    dimensions = serializers.SlugRelatedField(many=True, read_only=True, slug_field='key', source="ordered_dimensions")

    class Meta:
        model = questions_models.Question
        fields = ('id', 'source', 'dimensions', 'text',)
        read_only_fields = fields


class WordSerializer(serializers.ModelSerializer):
    class Meta:
        model = enhance_models.Word

    def to_representation(self, instance):
        return instance.text

class MessageTypeSerializer(serializers.ModelSerializer):
    class Meta:
        model = corpus_models.MessageType

    def to_representation(self, instance):
        return instance.name

class ExampleMessageSerializer(serializers.Serializer):
    dataset = serializers.PrimaryKeyRelatedField(queryset=corpus_models.Dataset.objects.all())
    filters = serializers.ListField(child=FilterSerializer(), required=False)
    focus = serializers.ListField(child=FilterSerializer(), required=False)
    #messages = serializers.ListField(child=MessageSerializer(), required=False, read_only=True)
    groups = serializers.ListField(child=serializers.IntegerField(), required=False)
    messages = serializers.SerializerMethodField('paginated_messages')
    def paginated_messages(self, obj):
        request = self.context.get('request')
        messages_per_page = 10
        page = 1

        if request and request.query_params.get('page'):
            page = request.query_params.get('page')
        if request and request.query_params.get('messages_per_page'):
            messages_per_page = request.query_params.get('messages_per_page')

        paginator = Paginator(obj["messages"][:], messages_per_page)
        messages = paginator.page(page)

        serializer = PaginatedMessageSerializer(messages)
        return serializer.data


class KeywordMessageSerializer(serializers.Serializer):
    dataset = serializers.PrimaryKeyRelatedField(queryset=corpus_models.Dataset.objects.all())
    keywords = serializers.CharField(allow_null=True, allow_blank=True, required=False)
    messages = serializers.SerializerMethodField('paginated_messages')
    types_list = serializers.ListField(child=serializers.CharField(), required=False)

    def paginated_messages(self, obj):
        request = self.context.get('request')
        messages_per_page = 10
        page = 1

        if request and request.query_params.get('page'):
            page = request.query_params.get('page')
        if request and request.query_params.get('messages_per_page'):
            messages_per_page = request.query_params.get('messages_per_page')

        paginator = Paginator(obj["messages"].all(), messages_per_page)
        messages = paginator.page(page)

        serializer = PaginatedMessageSerializer(messages)
        return serializer.data


class KeywordListSerializer(serializers.Serializer):
    dataset = serializers.IntegerField(required=True)
    q = serializers.CharField(allow_null=True, allow_blank=True, required=False)
    keywords = serializers.ListField(child=serializers.CharField(), required=False)


class PaginatedMessageSerializer(pagination.PaginationSerializer):
    class Meta:
        object_serializer_class = MessageSerializer


class GroupSerializer(serializers.ModelSerializer):
    messages = serializers.SerializerMethodField('paginated_messages', required=False)
    message_count = serializers.IntegerField(required=False)
    include_types = MessageTypeSerializer(many=True, required=False)
    types_list = serializers.ListField(child=serializers.CharField(), required=False)
    order = serializers.IntegerField(required=False, read_only=True)
    is_search_record = serializers.BooleanField(default=False)

    class Meta:
        model = groups_models.Group
        fields = ('id', 'owner', 'order', 'created_at', 'dataset', 'name', 'keywords', 'messages', 'message_count', 'include_types', 'types_list', 'is_search_record', )
        read_only_fields = ('owner', 'order', 'created_at', )

    def paginated_messages(self, obj):
        if self.context and self.context.get('show_message'):
            paginator = Paginator(obj.messages.all(), 10)
            page = 1
            request = self.context.get('request')

            if request and request.query_params.get('page'):
                page = request.query_params.get('page')
            messages = paginator.page(page)

            serializer = PaginatedMessageSerializer(messages)
            return serializer.data
        else:
            return None

    def create(self, validated_data):
        group = groups_models.Group.objects.create(dataset=validated_data["dataset"],
                                                   name=validated_data["name"])
        if validated_data.get('keywords'):
            group.keywords = validated_data.get('keywords')
            group.save()
        if validated_data.get('types_list'):
            include_types = [corpus_models.MessageType.objects.get(name=x) for x in validated_data.get('types_list')]
            group.include_types = include_types
        else:
            include_types = corpus_models.MessageType.objects.filter(id > 0).all()
            group.include_types = include_types


        return group

class DatasetSerializer(serializers.ModelSerializer):

    class Meta:
        model = corpus_models.Dataset
        fields = ('id', 'name', 'description', 'message_count', 'has_prefetched_images', )
        read_only_fields = ('id', 'name', 'description', 'message_count', 'has_prefetched_images', )



class SampleQuestionSerializer(serializers.Serializer):
    dimensions = serializers.ListField(child=serializers.CharField(), required=False)
    questions = serializers.ListField(child=QuestionSerializer(), required=False, read_only=True)


class DataTableSerializer(serializers.Serializer):
    dataset = serializers.PrimaryKeyRelatedField(queryset=corpus_models.Dataset.objects.all())
    dimensions = serializers.ListField(child=DimensionKeySerializer())
    filters = serializers.ListField(child=FilterSerializer(), required=False)
    exclude = serializers.ListField(child=FilterSerializer(), required=False)
    result = serializers.DictField(required=False, read_only=True)
    page_size = serializers.IntegerField(required=False)
    page = serializers.IntegerField(required=False)
    search_key = serializers.CharField(allow_null=True, allow_blank=True, required=False)
    mode = serializers.CharField(allow_null=True, allow_blank=True, required=False)
    groups = serializers.ListField(child=serializers.IntegerField(), required=False)

class ActionHistorySerializer(serializers.ModelSerializer):
    created_at = serializers.DateTimeField(required=False)
    class Meta:
        model = groups_models.ActionHistory
        fields = ('id', 'owner', 'type', 'contents', 'created_at', )
        read_only_fields = ('id', )

class ActionHistoryListSerializer(serializers.Serializer):
    records = serializers.ListField(child=ActionHistorySerializer(), required=True)
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  Source code for msgvis.apps.dimensions.models

import operator
import math
from datetime import datetime, timedelta

from django.db import models
from django.db.models import Q
from django.conf import settings
from django.utils import dateformat, timezone

from msgvis.apps.base.models import MappedValuesQuerySet
from msgvis.apps.corpus import models as corpus_models


QUANTITATIVE_DIMENSION_BINS = getattr(settings, 'QUANTITATIVE_DIMENSION_BINS', 50)


def db_vendor():
    from django.db import connection

    return connection.vendor


[docs]def find_messages(queryset):
    """If the given queryset is actually a :class:`.Dataset` model, get its messages queryset."""
    if isinstance(queryset, corpus_models.Dataset):
        queryset = queryset.message_set.all()
    return queryset



[docs]class CategoricalDimension(object):
    """
    A basic categorical dimension class.

    Attributes:

        - key (str): A string id for the dimension (e.g. 'time')
        - name (str): A nicely-formatted name for the dimension (e.g. 'Number of Tweets')
        - description (str): A longer explanation for the dimension (e.g. "The total number of tweets produced by this author.")
        - field_name (str): The name of the field in the database for this dimension (defaults to the key)
                            Related to the Message model: if you want sender name, use sender__name.
    """

    def __init__(self, key, name=None, description=None, field_name=None, domain=None):
        self.key = key
        self.name = name
        self.description = description
        self.field_name = field_name if field_name is not None else key
        if domain is not None:
            self.domain = domain

    def _exact_filter(self, queryset, **kwargs):
        """Filtering for exact value"""
        if 'value' in kwargs:
            if kwargs['value'] is None or kwargs['value'] == "":
                queryset = queryset.filter(Q((self.field_name + "__isnull", True)))
            else:
                if kwargs['value'] == "false":
                    kwargs['value'] = False
                queryset = queryset.filter(Q((self.field_name, kwargs['value'])))
        return queryset

    def _exact_exclude(self, queryset, **kwargs):
        """Excluding an exact value"""
        if 'value' in kwargs:
            if kwargs['value'] is None or kwargs['value'] == "":
                queryset = queryset.exclude(Q((self.field_name + "__isnull", True)))
            else:
                queryset = queryset.exclude(Q((self.field_name, kwargs['value'])))
        return queryset

[docs]    def is_categorical(self):
        """Return True for real categorical dimensions"""
        return True


[docs]    def is_related_categorical(self):
        """Return True for real categorical dimensions"""
        return False


    def get_key_model(self):
        dimension_key_model, created = DimensionKey.objects.get_or_create(key=self.key)
        return dimension_key_model

[docs]    def filter(self, queryset, **kwargs):
        """Apply a filter to a queryset and return the new queryset."""

        # Type checking
        queryset = find_messages(queryset)

        queryset = self._exact_filter(queryset, **kwargs)

        if kwargs.get('levels'):
            filter_ors = []
            for level in kwargs.get('levels'):
                if level is None or str(level).strip() == "":
                    filter_ors.append((self.field_name + "__isnull", True))
                else:
                    if level == "false":
                        level = False
                    filter_ors.append((self.field_name, level))

            queryset = queryset.filter(reduce(operator.or_, [Q(x) for x in filter_ors]))

        return queryset


[docs]    def exclude(self, queryset, **kwargs):
        """Exclude some points from a queryset and return the new queryset."""

        # Type checking
        queryset = find_messages(queryset)

        queryset = self._exact_exclude(queryset, **kwargs)

        for level in kwargs.get('levels'):
            if level is None or str(level).strip() == "":
                queryset = queryset.exclude(Q((self.field_name + "__isnull", True)))
            else:
                queryset = queryset.exclude(Q((self.field_name, level)))

        return queryset


[docs]    def group_by(self, queryset, grouping_key=None, values_list=False, values_list_flat=False, **kwargs):
        """
        Return a ValuesQuerySet that has been grouped by this dimension.
        The group value will be available as grouping_key in the dictionaries.

        The grouping key defaults to the dimension key.

        .. code-block:: python

            messages = dim.group_by(messages, 'value')
            distribution = messages.annotate(count=Count('id'))
            print distribution[0]
            # { 'value': 'hello', 'count': 5 }
        """

        if grouping_key is None:
            grouping_key = self.key

        # Type checking
        queryset = find_messages(queryset)

        # Get the expression that groups this dimension for this queryset
        grouping_expression = self.get_grouping_expression(queryset, **kwargs)

        queryset, internal_key = self.select_grouping_expression(queryset, grouping_expression)

        # Group the data
        queryset = queryset.values(grouping_expression)

        if internal_key == grouping_key:
            return queryset
        else:
            # We need to transform the output to match the requested grouping key
            # queryset = queryset.extra(select={grouping_key: grouping_expression})
            return MappedValuesQuerySet.create_from(queryset, {
                internal_key: grouping_key
            })



[docs]    def select_grouping_expression(self, queryset, expression):
        """
        Add an expression for grouping to the queryset's SELECT.
        Returns the queryset plus the alias for the expression.

        For categorical dimensions this is a no-op.
        Beware if your expression refers to a related table!
        """
        return queryset, expression


[docs]    def get_domain(self, queryset, **kwargs):
        """
        Get the list of values of the dimension, either in natural order or
        sorted by frequency. The values will be drawn from the queryset.
        """

        if hasattr(self, 'domain'):
            return self.domain


        # Type checking
        queryset = find_messages(queryset)

        # Use 'values' to group the queryset
        queryset = self.group_by(queryset, grouping_key='value')

        # Count the messages in each group
        queryset = queryset.annotate(count=models.Count('id'))

        queryset = queryset.order_by('-count')

        return [row['value'] for row in queryset]



[docs]    def get_domain_labels(self, domain):
        """Return a list of labels corresponding to the domain values"""
        if hasattr(self, 'domain_labels'):
            return self.domain_labels
        return None



[docs]    def get_grouping_expression(self, queryset, **kwargs):
        """
        Given a set of messages (possibly filtered),
        returns a string that could be used with QuerySet.values() to
        group the messages by this dimension.
        """
        return self.field_name




[docs]class ChoicesCategoricalDimension(CategoricalDimension):
    """
    A categorical dimension where the values come from
    a choices set.

    Don't use for related fields.
    """

    def __init__(self, key, name=None, description=None, field_name=None, domain=None):
        super(ChoicesCategoricalDimension, self).__init__(key, name, description, field_name, domain)

        field = corpus_models.Message._meta.get_field(field_name)
        self.choices = getattr(field, 'choices', None)
        if self.choices is None:
            raise ValueError("Field %s does not have choices." % field_name)

        self.domain, self.domain_labels = zip(*self.choices)



[docs]class RelatedCategoricalDimension(CategoricalDimension):
    """
    A categorical dimension where the values are in a related table, e.g. sender name.

    Currently doesn't really do much beyond CategoricalDimension.
    """

[docs]    def is_related_categorical(self):
        """Return True for related categorical dimensions"""
        return True




[docs]class QuantitativeDimension(CategoricalDimension):
    """
    A generic quantitative dimension.
    This works for fields on Message or on related fields,
    e.g. field_name=sender__message_count
    """

    grouping_expressions = {
        'mysql': '{bin_size} * FLOOR(`{field_name}` / {bin_size})',
        'sqlite': '{bin_size} * CAST(`{field_name}` / {bin_size} AS INTEGER)',
    }

    def __init__(self, key, name=None, description=None, field_name=None,
                 default_bins=QUANTITATIVE_DIMENSION_BINS,
                 min_bin_size=1):
        super(QuantitativeDimension, self).__init__(key, name, description, field_name)
        self.default_bins = default_bins
        self.min_bin_size = min_bin_size
        self._cached_range_queryset_id = None
        self._cached_range = None

    def is_categorical(self):
        return False

    def filter(self, queryset, **kwargs):
        # Type checking
        queryset = super(QuantitativeDimension, self).filter(queryset, **kwargs)

        if kwargs.get('min'):
            queryset = queryset.filter(Q((self.field_name + "__gte", kwargs['min'])))
        if kwargs.get('max'):
            queryset = queryset.filter(Q((self.field_name + "__lte", kwargs['max'])))
        return queryset

[docs]    def get_range(self, queryset):
        """
        Find a min and max for this dimension, as a tuple.
        If there isn't one, (None, None) is returned.
        """

        # Type checking
        queryset = find_messages(queryset)

        dim_range = queryset.aggregate(min=models.Min(self.field_name),
                                       max=models.Max(self.field_name))

        if dim_range is None:
            return None, None
        else:
            return dim_range['min'], dim_range['max']



    def _get_bin_size(self, min_val, max_val, desired_bins):
        """
        Given the provided min and max, and the desired minimum number of bins,
        return a nice bin size that is at least at least the
        ``min_bin_size`` for this dimension
        """

        bin_size = max(self.min_bin_size,
                       math.floor(float(max_val - min_val) / desired_bins))

        return bin_size

    def _bin_value(self, value, bin_size):
        """Bin the given value"""
        return bin_size * math.floor(value / bin_size)

    def _render_grouping_expression(self, bin_size):
        return self.grouping_expressions[db_vendor()].format(
            field_name=self.field_name,
            bin_size=bin_size
        )

[docs]    def get_grouping_expression(self, queryset, bins=None, bin_size=None, **kwargs):
        """
        Generate a SQL expression for grouping this dimension.
        If you already know the bin size you want, you may provide it.
        Or the number of bins.
        """
        if bin_size is None:
            if bins is None:
                bins = self.default_bins

            if 'min_val' not in kwargs or 'max_val' not in kwargs:
                min_val, max_val = self.get_range(queryset)
            else:
                min_val, max_val = kwargs['min_val'], kwargs['max_val']

            if min_val is None:
                return None

            bin_size = self._get_bin_size(min_val, max_val, bins)

        # Determine a bin size for this field
        if bin_size > self.min_bin_size:
            return self._render_grouping_expression(bin_size)
        else:
            # No need for binning
            return self.field_name


[docs]    def select_grouping_expression(self, queryset, expression):
        """
        Add an expression for grouping to the queryset's SELECT.

        Returns a queryset, grouping_key tuple.
        The grouping_key could be used in values to identify the grouping expression.
        """

        if expression == self.field_name:
            return queryset, self.field_name
        else:
            # This mess is a workaround for QuerySet.extra(select={})
            # because it doesn't work if the value you are selecting
            # contains a %s -- even though Sqlite uses %s as a time format
            # string.

            # Copy the queryset first to avoid problems
            grouping_key = "gk_%s" % self.key
            queryset = queryset._clone()
            queryset.query.extra.update({
                grouping_key: (expression, ())
            })

            return queryset, grouping_key


[docs]    def group_by(self, queryset, grouping_key=None, bins=None, bin_size=None, **kwargs):
        """
        Return a ValuesQuerySet that has been grouped by this dimension.
        The group value will be available as grouping_key in the dictionaries.

        The grouping key defaults to the dimension key.

        If num_bins or bin_size is not provided, an estimate will be used.

        .. code-block:: python

            messages = dim.group_by(messages, 'value', 100)
            distribution = messages.annotate(count=Count('id'))
            print distribution[0]
            # { 'value': 'hello', 'count': 5 }
        """

        # Type checking
        queryset = find_messages(queryset)

        expression = self.get_grouping_expression(queryset, bins=bins, bin_size=bin_size, **kwargs)

        if expression is None:
            # no results
            return queryset.values()

        if expression == self.field_name:

            # We still have to map back to the requested grouping_key
            return MappedValuesQuerySet.create_from(queryset.values(expression), {
                expression: grouping_key
            })

        else:
            # Sometimes this step gets complicated
            queryset, internal_key = self.select_grouping_expression(queryset,
                                                                     expression=expression)

            # Then use values to group by the grouping key.
            queryset = queryset.values(internal_key)

            return MappedValuesQuerySet.create_from(queryset, {
                internal_key: grouping_key,
            })


    def get_domain(self, queryset, bins=None, **kwargs):
        if bins is None:
            bins = self.default_bins

        queryset = find_messages(queryset)

        min_val, max_val = self.get_range(queryset)
        if min_val is None:
            return []

        bin_size = self._get_bin_size(min_val, max_val, bins)
        min_bin = self._bin_value(min_val, bin_size)
        max_bin = self._bin_value(max_val, bin_size)

        return list(self._iter_xrange(min_bin, max_bin, bin_size))

    def _iter_xrange(self, min, max, step):
        max = max + step # bin values are the left side of each bin so we need an extra on the right
        while min <= max:
            yield min
            min += step



[docs]class RelatedQuantitativeDimension(QuantitativeDimension):
    """A quantitative dimension on a related model, e.g. sender message count."""

    # Expressions for grouping when we have to join tables
    grouping_expressions_joined = {
        'mysql': '{bin_size} * FLOOR(`{to_table}`.`{target_field_name}` / {bin_size})',
        'sqlite': '{bin_size} * CAST(`{to_table}`.`{target_field_name}` / {bin_size} AS INTEGER)',
    }

    def __init__(self, key, name=None, description=None, field_name=None,
                 default_bins=QUANTITATIVE_DIMENSION_BINS,
                 min_bin_size=1):
        super(RelatedQuantitativeDimension, self).__init__(key, name, description, field_name,
                                                           default_bins=default_bins, min_bin_size=min_bin_size)

        # e.g. (sender, username)
        self.local_field_name, self.target_field_name = self.field_name.split('__')
        # e.g. (sender, username)
        model = corpus_models.Message
        # Get the django.db.models.related.PathInfo for this relation
        path_infos = model._meta.get_field(self.local_field_name).get_path_info()
        assert len(path_infos) == 1, "I cannot handle long path_infos!"
        self.path_info = path_infos[0]

    def _get_join_condition(self):
        """
        Return a join condition like "`table1`.`field` = `table2`.`field`"

        """
        pi = self.path_info
        assert len(pi.target_fields) == 1, "Complex multi-field joins not supported"
        target_field = pi.target_fields[0]

        return "`{from_table}`.`{from_field}` = `{to_table}`.`{to_field}`".format(
            from_table=pi.from_opts.db_table,
            from_field=pi.join_field.column,
            to_table=pi.to_opts.db_table,
            to_field=target_field.column,
        )

    def _add_manual_join(self, queryset):
        """Add a join to the queryset"""
        to_table = self.path_info.to_opts.db_table

        # Don't join again without need
        if to_table not in queryset.query.extra_tables:
            queryset = queryset.extra(
                tables=[to_table],
                where=[self._get_join_condition()]
            )
        return queryset

    def select_grouping_expression(self, queryset, expression):
        queryset, internal_key = super(RelatedQuantitativeDimension, self).select_grouping_expression(
            queryset,
            expression)

        # We also need to specify the join manually :( :( :(
        queryset = self._add_manual_join(queryset)

        return queryset, internal_key

    def _render_grouping_expression(self, bin_size):
        """Render the grouping expression, with support for manually joined tables"""

        if bin_size == self.min_bin_size:
            # Fall back because we're not even grouping anyway
            return super(RelatedQuantitativeDimension, self)._render_grouping_expression(bin_size)
        else:
            to_table = self.path_info.to_opts.db_table
            return self.grouping_expressions_joined[db_vendor()].format(
                to_table=to_table,
                target_field_name=self.target_field_name,
                bin_size=bin_size
            )



[docs]class TimeDimension(QuantitativeDimension):
    """A dimension for time fields on Message"""

    def filter(self, queryset, **kwargs):

        queryset = super(TimeDimension, self).filter(queryset, **kwargs)

        if kwargs.get('min_time'):
            queryset = queryset.filter(Q((self.field_name + "__gte", kwargs['min_time'])))
        if kwargs.get('max_time'):
            queryset = queryset.filter(Q((self.field_name + "__lte", kwargs['max_time'])))

        return queryset

    # Convert to unix timestamp. Divide by bin size. Floor. Multiply by bin size. Convert to datetime.
    grouping_expressions = {
        'mysql': r"FROM_UNIXTIME({bin_size} * FLOOR(UNIX_TIMESTAMP(`{field_name}`) / {bin_size}))",
        'sqlite': r"DATETIME({bin_size} * CAST(STRFTIME('%%s', `{field_name}`) / {bin_size} AS INTEGER), 'unixepoch')"
    }

    # A range of human-friendly time bin sizes
    # https://github.com/mbostock/d3/blob/master/src/time/scale.js
    # NOTE: these are in milliseconds! (JS uses millis)
    d3_time_scaleSteps = [
        1e3,  # 1-second
        5e3,  # 5-second
        15e3,  # 15-second
        3e4,  # 30-second
        6e4,  # 1-minute
        3e5,  # 5-minute
        9e5,  # 15-minute
        18e5,  # 30-minute
        36e5,  # 1-hour
        108e5,  # 3-hour
        216e5,  # 6-hour
        432e5,  # 12-hour
        864e5,  # 1-day
        1728e5,  # 2-day
        6048e5,  # 1-week
        2592e6,  # 1-month
        7776e6,  # 3-month
        31536e6  # 1-year
    ]

    def _get_bin_size(self, min_val, max_val, desired_bins):
        """
        Determines a bin size for the time interval
        that supplies at least as many bins as minimum_bins,
        unless the time interval spans fewer than minimum_bins seconds.

        See tickMethod() in d3/src/time/scale.js
        """

        # var span = extent[1] - extent[0]
        extent = max_val - min_val

        # target = span / count
        target_size = extent / desired_bins
        target_size_millis = target_size.total_seconds() * 1000

        # Find the first index where the bin size is greater than the target
        # i = d3.bisect(d3_time_scaleSteps, target);
        bisect_index = 0
        for bisect_index, step in enumerate(self.d3_time_scaleSteps):
            if step > target_size_millis:
                break

        if bisect_index == len(self.d3_time_scaleSteps):
            # Default to year if we ran out of bins
            bisect_index = len(self.d3_time_scaleSteps) - 1
        elif bisect_index == 0:
            # A boring case -- just let it be 0
            bisect_index = 0
        else:
            # we're somewhere in the middle
            # do this kinda odd ratio test to decide where to break
            # target / d3_time_scaleSteps[i - 1] < d3_time_scaleSteps[i] / target ? i - 1 : i

            left = float(self.d3_time_scaleSteps[bisect_index - 1])
            right = float(self.d3_time_scaleSteps[bisect_index])
            if target_size_millis / left < right / target_size_millis:
                bisect_index -= 1
            # else just leave it at bisect_index

        return self.d3_time_scaleSteps[bisect_index] / 1000 # back to seconds

    def _bin_value(self, value, bin_size):
        """Bin the given value"""
        timestamp = long(dateformat.format(value, 'U'))
        timestamp = bin_size * math.floor(timestamp / bin_size)
        dt = datetime.utcfromtimestamp(timestamp)
        if settings.USE_TZ:
            return dt.replace(tzinfo=timezone.utc)
        else:
            return dt

    def _iter_xrange(self, min, max, step):
        step = timedelta(seconds=step)
        max = max + step # bin values are the left side of each bin so we need an extra on the right
        while min <= max:
            yield min
            min += step



[docs]class TextDimension(CategoricalDimension):
    """
    A dimension based on the words in a text field.
    """
[docs]    def is_related_categorical(self):
        """Return True for related categorical dimensions"""
        return True




[docs]class DimensionKey(models.Model):
    """
    Dimension names for research questions.
    """

    key = models.CharField(max_length=32, unique=True)
    """The id of the dimension"""

    def __unicode__(self):
        return self.key
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  Source code for msgvis.apps.dimensions.registry

"""
Import this module to get access to dimension instances.

.. code-block:: python

    from msgvis.apps.dimensions import registry
    time = registry.get_dimension('time') # returns a TimeDimension
    time.get_distribution(a_dataset)

"""
from msgvis.apps.dimensions import models

_dimension_registry = {}
_create_params = {}

[docs]def register(dimensionClass, kwargs):
    """Register a dimension"""
    key = kwargs['key']
    if key in _create_params:
        raise KeyError("The dimension %s is already registered." % key)

    _create_params[key] = (dimensionClass, kwargs)


[docs]def get_dimension(dimension_key):
    """Get a specific dimension by key"""

    if dimension_key not in _dimension_registry:
        # Create if it hasn't been instantiated
        dimensionClass, kwargs = _create_params.pop(dimension_key)
        _dimension_registry[kwargs['key']] = dimensionClass(**kwargs)

    return _dimension_registry[dimension_key]



[docs]def get_dimensions():
    """Get a list of all the registered dimensions."""

    # First create all the uninstantiated dimensions
    if len(_create_params) > 0:
        for key in _create_params.keys():
            get_dimension(key)

    return _dimension_registry.values()



[docs]def get_dimension_ids():
    """Get a list of all the dimension keys."""

    # First create all the uninstantiated dimensions
    if len(_create_params) > 0:
        for key in _create_params.keys():
            get_dimension(key)

    return _dimension_registry.keys()





# BEGIN TIME DIMENSIONS
register(models.TimeDimension, dict(
    key='time',
    name='Time',
    description='The time the message was sent',
    field_name='time',
))

register(models.RelatedCategoricalDimension, dict(
    key='timezone',
    name='Timezone',
    description="The message sender's local timezone",
    field_name='timezone__name',
))
# END TIME DIMENSIONS

# BEGIN CONTENT DIMENSIONS
register(models.RelatedCategoricalDimension, dict(
    key='topics',
    name='Topic',
    description='Topics found in the message.',
    field_name='topics__name',
))

register(models.TextDimension, dict(
    key='words',
    name='Keywords',
    description='The words found in the message',
    field_name='tweet_words__text',
))

register(models.RelatedCategoricalDimension, dict(
    key='hashtags',
    name='Hashtags',
    description='Hashtags in the message',
    field_name='hashtags__text',
))

register(models.CategoricalDimension, dict(
    key='contains_hashtag',
    name='Contains a Hashtag',
    description='Contains any hashtag',
    field_name='contains_hashtag',
    domain=[False, True],
))

register(models.RelatedCategoricalDimension, dict(
    key='urls',
    name='Urls',
    description='Urls in the message',
    field_name='urls__domain',
))

register(models.CategoricalDimension, dict(
    key='contains_url',
    name='Contains a Url',
    description='Contains a url',
    field_name='contains_url',
    domain=[False, True],
))

register(models.RelatedCategoricalDimension, dict(
    key='media',
    name='Media',
    description='Photos in the message',
    field_name='media__type',
))

register(models.CategoricalDimension, dict(
    key='contains_media',
    name='Contains Media',
    description='Contains a photo',
    field_name='contains_media',
    domain=[False, True],
))

# END CONTENT DIMENSIONS

# BEGIN META DIMENSIONS
register(models.RelatedCategoricalDimension, dict(
    key='language',
    name='Language',
    description='The language of the message',
    field_name='language__name',
))

register(models.ChoicesCategoricalDimension, dict(
    key='sentiment',
    name='Sentiment',
    description='The sentiment of the message',
    field_name='sentiment',
))
# END META DIMENSIONS

# BEGIN INTERACTIONS DIMENSIONS
register(models.RelatedCategoricalDimension, dict(
    key='type',
    name='Message type',
    description='The type of message',
    field_name='type__name',
))

register(models.QuantitativeDimension, dict(
    key='replies',
    name='Num. Replies',
    description='How many replies the message received',
    field_name='replied_to_count',
))

register(models.QuantitativeDimension, dict(
    key='shares',
    name='Num. Shares',
    description='How many times the message was shared or retweeted',
    field_name='shared_count',
))

register(models.RelatedCategoricalDimension, dict(
    key='mentions',
    name='Mentions',
    description='Usernames mentioned in the message',
    field_name='mentions__username',
))

register(models.CategoricalDimension, dict(
    key='contains_mention',
    name='Contains a mention',
    description='Mentions any username',
    field_name='contains_mention',
    domain=[False, True],
))

# END INTERACTIONS DIMENSIONS

# BEGIN SENDER DIMENSIONS
register(models.RelatedCategoricalDimension, dict(
    key='sender',
    name='Author Name',
    description='The name of the message author',
    field_name='sender__username',
))

register(models.RelatedQuantitativeDimension, dict(
    key='sender_message_count',
    name='Num. Messages',
    description="The author's total number of messages",
    field_name='sender__message_count',
))

register(models.RelatedQuantitativeDimension, dict(
    key='sender_reply_count',
    name='Num. Replies',
    description="The total replies the author has received",
    field_name='sender__replied_to_count',
))

register(models.RelatedQuantitativeDimension, dict(
    key='sender_mention_count',
    name='Num. Mentions',
    description="The total times the author has been mentioned",
    field_name='sender__mentioned_count',
))

register(models.RelatedQuantitativeDimension, dict(
    key='sender_share_count',
    name='Num. Shares',
    description="The total shares or retweets the author has received",
    field_name='sender__shared_count',
))

register(models.RelatedQuantitativeDimension, dict(
    key='sender_friend_count',
    name='Num. Friends',
    description="The number of people the author has connected to",
    field_name='sender__friend_count',
))

register(models.RelatedQuantitativeDimension, dict(
    key='sender_follower_count',
    name='Num. Followers',
    description="The number of people who have connected to the author",
    field_name='sender__follower_count',
))
# END SENDER DIMENSIONS

register(models.RelatedCategoricalDimension, dict(
    key='groups',
    name='Groups',
    description='Groups of message',
    field_name='groups__id',
))
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  Source code for django.db.models.fields.related

from __future__ import unicode_literals

from operator import attrgetter

from django.apps import apps
from django.core import checks
from django.db import connection, connections, router, transaction
from django.db.backends import utils
from django.db.models import signals, Q
from django.db.models.deletion import SET_NULL, SET_DEFAULT, CASCADE
from django.db.models.fields import (AutoField, Field, IntegerField,
    PositiveIntegerField, PositiveSmallIntegerField, FieldDoesNotExist)
from django.db.models.lookups import IsNull
from django.db.models.related import RelatedObject, PathInfo
from django.db.models.query import QuerySet
from django.db.models.sql.datastructures import Col
from django.utils.encoding import force_text, smart_text
from django.utils import six
from django.utils.deprecation import RenameMethodsBase, RemovedInDjango18Warning
from django.utils.translation import ugettext_lazy as _
from django.utils.functional import curry, cached_property
from django.core import exceptions
from django import forms

RECURSIVE_RELATIONSHIP_CONSTANT = 'self'


def add_lazy_relation(cls, field, relation, operation):
    """
    Adds a lookup on ``cls`` when a related field is defined using a string,
    i.e.::

        class MyModel(Model):
            fk = ForeignKey("AnotherModel")

    This string can be:

        * RECURSIVE_RELATIONSHIP_CONSTANT (i.e. "self") to indicate a recursive
          relation.

        * The name of a model (i.e "AnotherModel") to indicate another model in
          the same app.

        * An app-label and model name (i.e. "someapp.AnotherModel") to indicate
          another model in a different app.

    If the other model hasn't yet been loaded -- almost a given if you're using
    lazy relationships -- then the relation won't be set up until the
    class_prepared signal fires at the end of model initialization.

    operation is the work that must be performed once the relation can be resolved.
    """
    # Check for recursive relations
    if relation == RECURSIVE_RELATIONSHIP_CONSTANT:
        app_label = cls._meta.app_label
        model_name = cls.__name__

    else:
        # Look for an "app.Model" relation

        if isinstance(relation, six.string_types):
            try:
                app_label, model_name = relation.split(".")
            except ValueError:
                # If we can't split, assume a model in current app
                app_label = cls._meta.app_label
                model_name = relation
        else:
            # it's actually a model class
            app_label = relation._meta.app_label
            model_name = relation._meta.object_name

    # Try to look up the related model, and if it's already loaded resolve the
    # string right away. If get_model returns None, it means that the related
    # model isn't loaded yet, so we need to pend the relation until the class
    # is prepared.
    try:
        model = cls._meta.apps.get_registered_model(app_label, model_name)
    except LookupError:
        key = (app_label, model_name)
        value = (cls, field, operation)
        cls._meta.apps._pending_lookups.setdefault(key, []).append(value)
    else:
        operation(field, model, cls)


def do_pending_lookups(sender, **kwargs):
    """
    Handle any pending relations to the sending model. Sent from class_prepared.
    """
    key = (sender._meta.app_label, sender.__name__)
    for cls, field, operation in sender._meta.apps._pending_lookups.pop(key, []):
        operation(field, sender, cls)

signals.class_prepared.connect(do_pending_lookups)


class RelatedField(Field):
    def check(self, **kwargs):
        errors = super(RelatedField, self).check(**kwargs)
        errors.extend(self._check_relation_model_exists())
        errors.extend(self._check_referencing_to_swapped_model())
        errors.extend(self._check_clashes())
        return errors

    def _check_relation_model_exists(self):
        rel_is_missing = self.rel.to not in apps.get_models()
        rel_is_string = isinstance(self.rel.to, six.string_types)
        model_name = self.rel.to if rel_is_string else self.rel.to._meta.object_name
        if rel_is_missing and (rel_is_string or not self.rel.to._meta.swapped):
            return [
                checks.Error(
                    ("Field defines a relation with model '%s', which "
                     "is either not installed, or is abstract.") % model_name,
                    hint=None,
                    obj=self,
                    id='fields.E300',
                )
            ]
        return []

    def _check_referencing_to_swapped_model(self):
        if (self.rel.to not in apps.get_models() and
                not isinstance(self.rel.to, six.string_types) and
                self.rel.to._meta.swapped):
            model = "%s.%s" % (
                self.rel.to._meta.app_label,
                self.rel.to._meta.object_name
            )
            return [
                checks.Error(
                    ("Field defines a relation with the model '%s', "
                     "which has been swapped out.") % model,
                    hint="Update the relation to point at 'settings.%s'." % self.rel.to._meta.swappable,
                    obj=self,
                    id='fields.E301',
                )
            ]
        return []

    def _check_clashes(self):
        """ Check accessor and reverse query name clashes. """

        from django.db.models.base import ModelBase

        errors = []
        opts = self.model._meta

        # `f.rel.to` may be a string instead of a model. Skip if model name is
        # not resolved.
        if not isinstance(self.rel.to, ModelBase):
            return []

        # If the field doesn't install backward relation on the target model (so
        # `is_hidden` returns True), then there are no clashes to check and we
        # can skip these fields.
        if self.rel.is_hidden():
            return []

        try:
            self.related
        except AttributeError:
            return []

        # Consider that we are checking field `Model.foreign` and the models
        # are:
        #
        #     class Target(models.Model):
        #         model = models.IntegerField()
        #         model_set = models.IntegerField()
        #
        #     class Model(models.Model):
        #         foreign = models.ForeignKey(Target)
        #         m2m = models.ManyToManyField(Target)

        rel_opts = self.rel.to._meta
        # rel_opts.object_name == "Target"
        rel_name = self.related.get_accessor_name()  # i. e. "model_set"
        rel_query_name = self.related_query_name()  # i. e. "model"
        field_name = "%s.%s" % (opts.object_name,
            self.name)  # i. e. "Model.field"

        # Check clashes between accessor or reverse query name of `field`
        # and any other field name -- i. e. accessor for Model.foreign is
        # model_set and it clashes with Target.model_set.
        potential_clashes = rel_opts.fields + rel_opts.many_to_many
        for clash_field in potential_clashes:
            clash_name = "%s.%s" % (rel_opts.object_name,
                clash_field.name)  # i. e. "Target.model_set"
            if clash_field.name == rel_name:
                errors.append(
                    checks.Error(
                        "Reverse accessor for '%s' clashes with field name '%s'." % (field_name, clash_name),
                        hint=("Rename field '%s', or add/change a related_name "
                              "argument to the definition for field '%s'.") % (clash_name, field_name),
                        obj=self,
                        id='fields.E302',
                    )
                )

            if clash_field.name == rel_query_name:
                errors.append(
                    checks.Error(
                        "Reverse query name for '%s' clashes with field name '%s'." % (field_name, clash_name),
                        hint=("Rename field '%s', or add/change a related_name "
                              "argument to the definition for field '%s'.") % (clash_name, field_name),
                        obj=self,
                        id='fields.E303',
                    )
                )

        # Check clashes between accessors/reverse query names of `field` and
        # any other field accessor -- i. e. Model.foreign accessor clashes with
        # Model.m2m accessor.
        potential_clashes = rel_opts.get_all_related_many_to_many_objects()
        potential_clashes += rel_opts.get_all_related_objects()
        potential_clashes = (r for r in potential_clashes
            if r.field is not self)
        for clash_field in potential_clashes:
            clash_name = "%s.%s" % (  # i. e. "Model.m2m"
                clash_field.model._meta.object_name,
                clash_field.field.name)
            if clash_field.get_accessor_name() == rel_name:
                errors.append(
                    checks.Error(
                        "Reverse accessor for '%s' clashes with reverse accessor for '%s'." % (field_name, clash_name),
                        hint=("Add or change a related_name argument "
                              "to the definition for '%s' or '%s'.") % (field_name, clash_name),
                        obj=self,
                        id='fields.E304',
                    )
                )

            if clash_field.get_accessor_name() == rel_query_name:
                errors.append(
                    checks.Error(
                        "Reverse query name for '%s' clashes with reverse query name for '%s'." % (field_name, clash_name),
                        hint=("Add or change a related_name argument "
                              "to the definition for '%s' or '%s'.") % (field_name, clash_name),
                        obj=self,
                        id='fields.E305',
                    )
                )

        return errors

    def db_type(self, connection):
        '''By default related field will not have a column
           as it relates columns to another table'''
        return None

    def contribute_to_class(self, cls, name, virtual_only=False):
        sup = super(RelatedField, self)

        # Store the opts for related_query_name()
        self.opts = cls._meta

        if hasattr(sup, 'contribute_to_class'):
            sup.contribute_to_class(cls, name, virtual_only=virtual_only)

        if not cls._meta.abstract and self.rel.related_name:
            related_name = force_text(self.rel.related_name) % {
                'class': cls.__name__.lower(),
                'app_label': cls._meta.app_label.lower()
            }
            self.rel.related_name = related_name
        other = self.rel.to
        if isinstance(other, six.string_types) or other._meta.pk is None:
            def resolve_related_class(field, model, cls):
                field.rel.to = model
                field.do_related_class(model, cls)
            add_lazy_relation(cls, self, other, resolve_related_class)
        else:
            self.do_related_class(other, cls)

    @property
    def swappable_setting(self):
        """
        Gets the setting that this is powered from for swapping, or None
        if it's not swapped in / marked with swappable=False.
        """
        if self.swappable:
            # Work out string form of "to"
            if isinstance(self.rel.to, six.string_types):
                to_string = self.rel.to
            else:
                to_string = "%s.%s" % (
                    self.rel.to._meta.app_label,
                    self.rel.to._meta.object_name,
                )
            # See if anything swapped/swappable matches
            for model in apps.get_models(include_swapped=True):
                if model._meta.swapped:
                    if model._meta.swapped == to_string:
                        return model._meta.swappable
                if ("%s.%s" % (model._meta.app_label, model._meta.object_name)) == to_string and model._meta.swappable:
                    return model._meta.swappable
        return None

    def set_attributes_from_rel(self):
        self.name = self.name or (self.rel.to._meta.model_name + '_' + self.rel.to._meta.pk.name)
        if self.verbose_name is None:
            self.verbose_name = self.rel.to._meta.verbose_name
        self.rel.set_field_name()

    def do_related_class(self, other, cls):
        self.set_attributes_from_rel()
        self.related = RelatedObject(other, cls, self)
        if not cls._meta.abstract:
            self.contribute_to_related_class(other, self.related)

    def get_limit_choices_to(self):
        """Returns 'limit_choices_to' for this model field.

        If it is a callable, it will be invoked and the result will be
        returned.
        """
        if callable(self.rel.limit_choices_to):
            return self.rel.limit_choices_to()
        return self.rel.limit_choices_to

    def formfield(self, **kwargs):
        """Passes ``limit_choices_to`` to field being constructed.

        Only passes it if there is a type that supports related fields.
        This is a similar strategy used to pass the ``queryset`` to the field
        being constructed.
        """
        defaults = {}
        if hasattr(self.rel, 'get_related_field'):
            # If this is a callable, do not invoke it here. Just pass
            # it in the defaults for when the form class will later be
            # instantiated.
            limit_choices_to = self.rel.limit_choices_to
            defaults.update({
                'limit_choices_to': limit_choices_to,
            })
        defaults.update(kwargs)
        return super(RelatedField, self).formfield(**defaults)

    def related_query_name(self):
        # This method defines the name that can be used to identify this
        # related object in a table-spanning query. It uses the lower-cased
        # object_name by default, but this can be overridden with the
        # "related_name" option.
        return self.rel.related_query_name or self.rel.related_name or self.opts.model_name


class RenameRelatedObjectDescriptorMethods(RenameMethodsBase):
    renamed_methods = (
        ('get_query_set', 'get_queryset', RemovedInDjango18Warning),
        ('get_prefetch_query_set', 'get_prefetch_queryset', RemovedInDjango18Warning),
    )


class SingleRelatedObjectDescriptor(six.with_metaclass(RenameRelatedObjectDescriptorMethods)):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # a single "remote" value, on the class pointed to by a related field.
    # In the example "place.restaurant", the restaurant attribute is a
    # SingleRelatedObjectDescriptor instance.
    def __init__(self, related):
        self.related = related
        self.cache_name = related.get_cache_name()

    @cached_property
    def RelatedObjectDoesNotExist(self):
        # The exception isn't created at initialization time for the sake of
        # consistency with `ReverseSingleRelatedObjectDescriptor`.
        return type(
            str('RelatedObjectDoesNotExist'),
            (self.related.model.DoesNotExist, AttributeError),
            {}
        )

    def is_cached(self, instance):
        return hasattr(instance, self.cache_name)

    def get_queryset(self, **hints):
        # Gotcha: we return a `Manager` instance (i.e. not a `QuerySet`)!
        return self.related.model._base_manager.db_manager(hints=hints)

    def get_prefetch_queryset(self, instances, queryset=None):
        if queryset is None:
            # Despite its name `get_queryset()` returns an instance of
            # `Manager`, therefore we call `all()` to normalize to `QuerySet`.
            queryset = self.get_queryset().all()
        queryset._add_hints(instance=instances[0])

        rel_obj_attr = attrgetter(self.related.field.attname)
        instance_attr = lambda obj: obj._get_pk_val()
        instances_dict = dict((instance_attr(inst), inst) for inst in instances)
        query = {'%s__in' % self.related.field.name: instances}
        queryset = queryset.filter(**query)

        # Since we're going to assign directly in the cache,
        # we must manage the reverse relation cache manually.
        rel_obj_cache_name = self.related.field.get_cache_name()
        for rel_obj in queryset:
            instance = instances_dict[rel_obj_attr(rel_obj)]
            setattr(rel_obj, rel_obj_cache_name, instance)
        return queryset, rel_obj_attr, instance_attr, True, self.cache_name

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self
        try:
            rel_obj = getattr(instance, self.cache_name)
        except AttributeError:
            related_pk = instance._get_pk_val()
            if related_pk is None:
                rel_obj = None
            else:
                params = {}
                for lh_field, rh_field in self.related.field.related_fields:
                    params['%s__%s' % (self.related.field.name, rh_field.name)] = getattr(instance, rh_field.attname)
                try:
                    rel_obj = self.get_queryset(instance=instance).get(**params)
                except self.related.model.DoesNotExist:
                    rel_obj = None
                else:
                    setattr(rel_obj, self.related.field.get_cache_name(), instance)
            setattr(instance, self.cache_name, rel_obj)
        if rel_obj is None:
            raise self.RelatedObjectDoesNotExist(
                "%s has no %s." % (
                    instance.__class__.__name__,
                    self.related.get_accessor_name()
                )
            )
        else:
            return rel_obj

    def __set__(self, instance, value):
        # The similarity of the code below to the code in
        # ReverseSingleRelatedObjectDescriptor is annoying, but there's a bunch
        # of small differences that would make a common base class convoluted.

        # If null=True, we can assign null here, but otherwise the value needs
        # to be an instance of the related class.
        if value is None and self.related.field.null is False:
            raise ValueError(
                'Cannot assign None: "%s.%s" does not allow null values.' % (
                    instance._meta.object_name,
                    self.related.get_accessor_name(),
                )
            )
        elif value is not None and not isinstance(value, self.related.model):
            raise ValueError(
                'Cannot assign "%r": "%s.%s" must be a "%s" instance.' % (
                    value,
                    instance._meta.object_name,
                    self.related.get_accessor_name(),
                    self.related.opts.object_name,
                )
            )
        elif value is not None:
            if instance._state.db is None:
                instance._state.db = router.db_for_write(instance.__class__, instance=value)
            elif value._state.db is None:
                value._state.db = router.db_for_write(value.__class__, instance=instance)
            elif value._state.db is not None and instance._state.db is not None:
                if not router.allow_relation(value, instance):
                    raise ValueError('Cannot assign "%r": the current database router prevents this relation.' % value)

        related_pk = tuple(getattr(instance, field.attname) for field in self.related.field.foreign_related_fields)
        if None in related_pk:
            raise ValueError(
                'Cannot assign "%r": "%s" instance isn\'t saved in the database.' %
                (value, instance._meta.object_name)
            )

        # Set the value of the related field to the value of the related object's related field
        for index, field in enumerate(self.related.field.local_related_fields):
            setattr(value, field.attname, related_pk[index])

        # Since we already know what the related object is, seed the related
        # object caches now, too. This avoids another db hit if you get the
        # object you just set.
        setattr(instance, self.cache_name, value)
        setattr(value, self.related.field.get_cache_name(), instance)


class ReverseSingleRelatedObjectDescriptor(six.with_metaclass(RenameRelatedObjectDescriptorMethods)):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # a single "remote" value, on the class that defines the related field.
    # In the example "choice.poll", the poll attribute is a
    # ReverseSingleRelatedObjectDescriptor instance.
    def __init__(self, field_with_rel):
        self.field = field_with_rel
        self.cache_name = self.field.get_cache_name()

    @cached_property
    def RelatedObjectDoesNotExist(self):
        # The exception can't be created at initialization time since the
        # related model might not be resolved yet; `rel.to` might still be
        # a string model reference.
        return type(
            str('RelatedObjectDoesNotExist'),
            (self.field.rel.to.DoesNotExist, AttributeError),
            {}
        )

    def is_cached(self, instance):
        return hasattr(instance, self.cache_name)

    def get_queryset(self, **hints):
        rel_mgr = self.field.rel.to._default_manager.db_manager(hints=hints)
        # If the related manager indicates that it should be used for
        # related fields, respect that.
        if getattr(rel_mgr, 'use_for_related_fields', False):
            # Gotcha: we return a `Manager` instance (i.e. not a `QuerySet`)!
            return rel_mgr
        else:
            return QuerySet(self.field.rel.to, hints=hints)

    def get_prefetch_queryset(self, instances, queryset=None):
        if queryset is None:
            # Despite its name `get_queryset()` may return an instance of
            # `Manager`, therefore we call `all()` to normalize to `QuerySet`.
            queryset = self.get_queryset().all()
        queryset._add_hints(instance=instances[0])

        rel_obj_attr = self.field.get_foreign_related_value
        instance_attr = self.field.get_local_related_value
        instances_dict = dict((instance_attr(inst), inst) for inst in instances)
        related_field = self.field.foreign_related_fields[0]

        # FIXME: This will need to be revisited when we introduce support for
        # composite fields. In the meantime we take this practical approach to
        # solve a regression on 1.6 when the reverse manager in hidden
        # (related_name ends with a '+'). Refs #21410.
        # The check for len(...) == 1 is a special case that allows the query
        # to be join-less and smaller. Refs #21760.
        if self.field.rel.is_hidden() or len(self.field.foreign_related_fields) == 1:
            query = {'%s__in' % related_field.name: set(instance_attr(inst)[0] for inst in instances)}
        else:
            query = {'%s__in' % self.field.related_query_name(): instances}
        queryset = queryset.filter(**query)

        # Since we're going to assign directly in the cache,
        # we must manage the reverse relation cache manually.
        if not self.field.rel.multiple:
            rel_obj_cache_name = self.field.related.get_cache_name()
            for rel_obj in queryset:
                instance = instances_dict[rel_obj_attr(rel_obj)]
                setattr(rel_obj, rel_obj_cache_name, instance)
        return queryset, rel_obj_attr, instance_attr, True, self.cache_name

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self
        try:
            rel_obj = getattr(instance, self.cache_name)
        except AttributeError:
            val = self.field.get_local_related_value(instance)
            if None in val:
                rel_obj = None
            else:
                params = dict(
                    (rh_field.attname, getattr(instance, lh_field.attname))
                    for lh_field, rh_field in self.field.related_fields)
                qs = self.get_queryset(instance=instance)
                extra_filter = self.field.get_extra_descriptor_filter(instance)
                if isinstance(extra_filter, dict):
                    params.update(extra_filter)
                    qs = qs.filter(**params)
                else:
                    qs = qs.filter(extra_filter, **params)
                # Assuming the database enforces foreign keys, this won't fail.
                rel_obj = qs.get()
                if not self.field.rel.multiple:
                    setattr(rel_obj, self.field.related.get_cache_name(), instance)
            setattr(instance, self.cache_name, rel_obj)
        if rel_obj is None and not self.field.null:
            raise self.RelatedObjectDoesNotExist(
                "%s has no %s." % (self.field.model.__name__, self.field.name)
            )
        else:
            return rel_obj

    def __set__(self, instance, value):
        # If null=True, we can assign null here, but otherwise the value needs
        # to be an instance of the related class.
        if value is None and self.field.null is False:
            raise ValueError(
                'Cannot assign None: "%s.%s" does not allow null values.' %
                (instance._meta.object_name, self.field.name)
            )
        elif value is not None and not isinstance(value, self.field.rel.to):
            raise ValueError(
                'Cannot assign "%r": "%s.%s" must be a "%s" instance.' % (
                    value,
                    instance._meta.object_name,
                    self.field.name,
                    self.field.rel.to._meta.object_name,
                )
            )
        elif value is not None:
            if instance._state.db is None:
                instance._state.db = router.db_for_write(instance.__class__, instance=value)
            elif value._state.db is None:
                value._state.db = router.db_for_write(value.__class__, instance=instance)
            elif value._state.db is not None and instance._state.db is not None:
                if not router.allow_relation(value, instance):
                    raise ValueError('Cannot assign "%r": the current database router prevents this relation.' % value)

        # If we're setting the value of a OneToOneField to None, we need to clear
        # out the cache on any old related object. Otherwise, deleting the
        # previously-related object will also cause this object to be deleted,
        # which is wrong.
        if value is None:
            # Look up the previously-related object, which may still be available
            # since we've not yet cleared out the related field.
            # Use the cache directly, instead of the accessor; if we haven't
            # populated the cache, then we don't care - we're only accessing
            # the object to invalidate the accessor cache, so there's no
            # need to populate the cache just to expire it again.
            related = getattr(instance, self.cache_name, None)

            # If we've got an old related object, we need to clear out its
            # cache. This cache also might not exist if the related object
            # hasn't been accessed yet.
            if related is not None:
                setattr(related, self.field.related.get_cache_name(), None)

        # Set the value of the related field
        for lh_field, rh_field in self.field.related_fields:
            try:
                setattr(instance, lh_field.attname, getattr(value, rh_field.attname))
            except AttributeError:
                setattr(instance, lh_field.attname, None)

        # Since we already know what the related object is, seed the related
        # object caches now, too. This avoids another db hit if you get the
        # object you just set.
        setattr(instance, self.cache_name, value)
        if value is not None and not self.field.rel.multiple:
            setattr(value, self.field.related.get_cache_name(), instance)


def create_foreign_related_manager(superclass, rel_field, rel_model):
    class RelatedManager(superclass):
        def __init__(self, instance):
            super(RelatedManager, self).__init__()
            self.instance = instance
            self.core_filters = {'%s__exact' % rel_field.name: instance}
            self.model = rel_model

        def __call__(self, **kwargs):
            # We use **kwargs rather than a kwarg argument to enforce the
            # `manager='manager_name'` syntax.
            manager = getattr(self.model, kwargs.pop('manager'))
            manager_class = create_foreign_related_manager(manager.__class__, rel_field, rel_model)
            return manager_class(self.instance)
        do_not_call_in_templates = True

        def get_queryset(self):
            try:
                return self.instance._prefetched_objects_cache[rel_field.related_query_name()]
            except (AttributeError, KeyError):
                db = self._db or router.db_for_read(self.model, instance=self.instance)
                empty_strings_as_null = connections[db].features.interprets_empty_strings_as_nulls
                qs = super(RelatedManager, self).get_queryset()
                qs._add_hints(instance=self.instance)
                if self._db:
                    qs = qs.using(self._db)
                qs = qs.filter(**self.core_filters)
                for field in rel_field.foreign_related_fields:
                    val = getattr(self.instance, field.attname)
                    if val is None or (val == '' and empty_strings_as_null):
                        return qs.none()
                qs._known_related_objects = {rel_field: {self.instance.pk: self.instance}}
                return qs

        def get_prefetch_queryset(self, instances, queryset=None):
            if queryset is None:
                queryset = super(RelatedManager, self).get_queryset()

            queryset._add_hints(instance=instances[0])
            queryset = queryset.using(queryset._db or self._db)

            rel_obj_attr = rel_field.get_local_related_value
            instance_attr = rel_field.get_foreign_related_value
            instances_dict = dict((instance_attr(inst), inst) for inst in instances)
            query = {'%s__in' % rel_field.name: instances}
            queryset = queryset.filter(**query)

            # Since we just bypassed this class' get_queryset(), we must manage
            # the reverse relation manually.
            for rel_obj in queryset:
                instance = instances_dict[rel_obj_attr(rel_obj)]
                setattr(rel_obj, rel_field.name, instance)
            cache_name = rel_field.related_query_name()
            return queryset, rel_obj_attr, instance_attr, False, cache_name

        def add(self, *objs):
            objs = list(objs)
            db = router.db_for_write(self.model, instance=self.instance)
            with transaction.commit_on_success_unless_managed(
                    using=db, savepoint=False):
                for obj in objs:
                    if not isinstance(obj, self.model):
                        raise TypeError("'%s' instance expected, got %r" %
                                        (self.model._meta.object_name, obj))
                    setattr(obj, rel_field.name, self.instance)
                    obj.save()
        add.alters_data = True

        def create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).create(**kwargs)
        create.alters_data = True

        def get_or_create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).get_or_create(**kwargs)
        get_or_create.alters_data = True

        def update_or_create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).update_or_create(**kwargs)
        update_or_create.alters_data = True

        # remove() and clear() are only provided if the ForeignKey can have a value of null.
        if rel_field.null:
            def remove(self, *objs, **kwargs):
                if not objs:
                    return
                bulk = kwargs.pop('bulk', True)
                val = rel_field.get_foreign_related_value(self.instance)
                old_ids = set()
                for obj in objs:
                    # Is obj actually part of this descriptor set?
                    if rel_field.get_local_related_value(obj) == val:
                        old_ids.add(obj.pk)
                    else:
                        raise rel_field.rel.to.DoesNotExist("%r is not related to %r." % (obj, self.instance))
                self._clear(self.filter(pk__in=old_ids), bulk)
            remove.alters_data = True

            def clear(self, **kwargs):
                bulk = kwargs.pop('bulk', True)
                self._clear(self, bulk)
            clear.alters_data = True

            def _clear(self, queryset, bulk):
                db = router.db_for_write(self.model, instance=self.instance)
                queryset = queryset.using(db)
                if bulk:
                    queryset.update(**{rel_field.name: None})
                else:
                    with transaction.commit_on_success_unless_managed(using=db, savepoint=False):
                        for obj in queryset:
                            setattr(obj, rel_field.name, None)
                            obj.save(update_fields=[rel_field.name])
            _clear.alters_data = True

    return RelatedManager


class ForeignRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ForeignKey pointed at them by
    # some other model. In the example "poll.choice_set", the choice_set
    # attribute is a ForeignRelatedObjectsDescriptor instance.
    def __init__(self, related):
        self.related = related   # RelatedObject instance

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        return self.related_manager_cls(instance)

    def __set__(self, instance, value):
        manager = self.__get__(instance)
        # If the foreign key can support nulls, then completely clear the related set.
        # Otherwise, just move the named objects into the set.
        if self.related.field.null:
            manager.clear()
        manager.add(*value)

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related model's default
        # manager.
        return create_foreign_related_manager(
            self.related.model._default_manager.__class__,
            self.related.field,
            self.related.model,
        )


def create_many_related_manager(superclass, rel):
    """Creates a manager that subclasses 'superclass' (which is a Manager)
    and adds behavior for many-to-many related objects."""
    class ManyRelatedManager(superclass):
        def __init__(self, model=None, query_field_name=None, instance=None, symmetrical=None,
                     source_field_name=None, target_field_name=None, reverse=False,
                     through=None, prefetch_cache_name=None):
            super(ManyRelatedManager, self).__init__()
            self.model = model
            self.query_field_name = query_field_name

            source_field = through._meta.get_field(source_field_name)
            source_related_fields = source_field.related_fields

            self.core_filters = {}
            for lh_field, rh_field in source_related_fields:
                self.core_filters['%s__%s' % (query_field_name, rh_field.name)] = getattr(instance, rh_field.attname)

            self.instance = instance
            self.symmetrical = symmetrical
            self.source_field = source_field
            self.target_field = through._meta.get_field(target_field_name)
            self.source_field_name = source_field_name
            self.target_field_name = target_field_name
            self.reverse = reverse
            self.through = through
            self.prefetch_cache_name = prefetch_cache_name
            self.related_val = source_field.get_foreign_related_value(instance)
            if None in self.related_val:
                raise ValueError('"%r" needs to have a value for field "%s" before '
                                 'this many-to-many relationship can be used.' %
                                 (instance, source_field_name))
            # Even if this relation is not to pk, we require still pk value.
            # The wish is that the instance has been already saved to DB,
            # although having a pk value isn't a guarantee of that.
            if instance.pk is None:
                raise ValueError("%r instance needs to have a primary key value before "
                                 "a many-to-many relationship can be used." %
                                 instance.__class__.__name__)

        def __call__(self, **kwargs):
            # We use **kwargs rather than a kwarg argument to enforce the
            # `manager='manager_name'` syntax.
            manager = getattr(self.model, kwargs.pop('manager'))
            manager_class = create_many_related_manager(manager.__class__, rel)
            return manager_class(
                model=self.model,
                query_field_name=self.query_field_name,
                instance=self.instance,
                symmetrical=self.symmetrical,
                source_field_name=self.source_field_name,
                target_field_name=self.target_field_name,
                reverse=self.reverse,
                through=self.through,
                prefetch_cache_name=self.prefetch_cache_name,
            )
        do_not_call_in_templates = True

        def _build_remove_filters(self, removed_vals):
            filters = Q(**{self.source_field_name: self.related_val})
            # No need to add a subquery condition if removed_vals is a QuerySet without
            # filters.
            removed_vals_filters = (not isinstance(removed_vals, QuerySet) or
                                    removed_vals._has_filters())
            if removed_vals_filters:
                filters &= Q(**{'%s__in' % self.target_field_name: removed_vals})
            if self.symmetrical:
                symmetrical_filters = Q(**{self.target_field_name: self.related_val})
                if removed_vals_filters:
                    symmetrical_filters &= Q(
                        **{'%s__in' % self.source_field_name: removed_vals})
                filters |= symmetrical_filters
            return filters

        def get_queryset(self):
            try:
                return self.instance._prefetched_objects_cache[self.prefetch_cache_name]
            except (AttributeError, KeyError):
                qs = super(ManyRelatedManager, self).get_queryset()
                qs._add_hints(instance=self.instance)
                if self._db:
                    qs = qs.using(self._db)
                return qs._next_is_sticky().filter(**self.core_filters)

        def get_prefetch_queryset(self, instances, queryset=None):
            if queryset is None:
                queryset = super(ManyRelatedManager, self).get_queryset()

            queryset._add_hints(instance=instances[0])
            queryset = queryset.using(queryset._db or self._db)

            query = {'%s__in' % self.query_field_name: instances}
            queryset = queryset._next_is_sticky().filter(**query)

            # M2M: need to annotate the query in order to get the primary model
            # that the secondary model was actually related to. We know that
            # there will already be a join on the join table, so we can just add
            # the select.

            # For non-autocreated 'through' models, can't assume we are
            # dealing with PK values.
            fk = self.through._meta.get_field(self.source_field_name)
            join_table = self.through._meta.db_table
            connection = connections[queryset.db]
            qn = connection.ops.quote_name
            queryset = queryset.extra(select=dict(
                ('_prefetch_related_val_%s' % f.attname,
                '%s.%s' % (qn(join_table), qn(f.column))) for f in fk.local_related_fields))
            return (queryset,
                    lambda result: tuple(getattr(result, '_prefetch_related_val_%s' % f.attname) for f in fk.local_related_fields),
                    lambda inst: tuple(getattr(inst, f.attname) for f in fk.foreign_related_fields),
                    False,
                    self.prefetch_cache_name)

        def add(self, *objs):
            if not rel.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use add() on a ManyToManyField which specifies an intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )
            self._add_items(self.source_field_name, self.target_field_name, *objs)

            # If this is a symmetrical m2m relation to self, add the mirror entry in the m2m table
            if self.symmetrical:
                self._add_items(self.target_field_name, self.source_field_name, *objs)
        add.alters_data = True

        def remove(self, *objs):
            if not rel.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use remove() on a ManyToManyField which specifies an intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )
            self._remove_items(self.source_field_name, self.target_field_name, *objs)
        remove.alters_data = True

        def clear(self):
            db = router.db_for_write(self.through, instance=self.instance)

            signals.m2m_changed.send(sender=self.through, action="pre_clear",
                instance=self.instance, reverse=self.reverse,
                model=self.model, pk_set=None, using=db)

            filters = self._build_remove_filters(super(ManyRelatedManager, self).get_queryset().using(db))
            self.through._default_manager.using(db).filter(filters).delete()

            signals.m2m_changed.send(sender=self.through, action="post_clear",
                instance=self.instance, reverse=self.reverse,
                model=self.model, pk_set=None, using=db)
        clear.alters_data = True

        def create(self, **kwargs):
            # This check needs to be done here, since we can't later remove this
            # from the method lookup table, as we do with add and remove.
            if not self.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use create() on a ManyToManyField which specifies an intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            new_obj = super(ManyRelatedManager, self.db_manager(db)).create(**kwargs)
            self.add(new_obj)
            return new_obj
        create.alters_data = True

        def get_or_create(self, **kwargs):
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            obj, created = super(ManyRelatedManager, self.db_manager(db)).get_or_create(**kwargs)
            # We only need to add() if created because if we got an object back
            # from get() then the relationship already exists.
            if created:
                self.add(obj)
            return obj, created
        get_or_create.alters_data = True

        def update_or_create(self, **kwargs):
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            obj, created = super(ManyRelatedManager, self.db_manager(db)).update_or_create(**kwargs)
            # We only need to add() if created because if we got an object back
            # from get() then the relationship already exists.
            if created:
                self.add(obj)
            return obj, created
        update_or_create.alters_data = True

        def _add_items(self, source_field_name, target_field_name, *objs):
            # source_field_name: the PK fieldname in join table for the source object
            # target_field_name: the PK fieldname in join table for the target object
            # *objs - objects to add. Either object instances, or primary keys of object instances.

            # If there aren't any objects, there is nothing to do.
            from django.db.models import Model
            if objs:
                new_ids = set()
                for obj in objs:
                    if isinstance(obj, self.model):
                        if not router.allow_relation(obj, self.instance):
                            raise ValueError(
                                'Cannot add "%r": instance is on database "%s", value is on database "%s"' %
                                (obj, self.instance._state.db, obj._state.db)
                            )
                        fk_val = self.through._meta.get_field(
                            target_field_name).get_foreign_related_value(obj)[0]
                        if fk_val is None:
                            raise ValueError(
                                'Cannot add "%r": the value for field "%s" is None' %
                                (obj, target_field_name)
                            )
                        new_ids.add(fk_val)
                    elif isinstance(obj, Model):
                        raise TypeError(
                            "'%s' instance expected, got %r" %
                            (self.model._meta.object_name, obj)
                        )
                    else:
                        new_ids.add(obj)
                db = router.db_for_write(self.through, instance=self.instance)
                vals = self.through._default_manager.using(db).values_list(target_field_name, flat=True)
                vals = vals.filter(**{
                    source_field_name: self.related_val[0],
                    '%s__in' % target_field_name: new_ids,
                })
                new_ids = new_ids - set(vals)

                if self.reverse or source_field_name == self.source_field_name:
                    # Don't send the signal when we are inserting the
                    # duplicate data row for symmetrical reverse entries.
                    signals.m2m_changed.send(sender=self.through, action='pre_add',
                        instance=self.instance, reverse=self.reverse,
                        model=self.model, pk_set=new_ids, using=db)
                # Add the ones that aren't there already
                self.through._default_manager.using(db).bulk_create([
                    self.through(**{
                        '%s_id' % source_field_name: self.related_val[0],
                        '%s_id' % target_field_name: obj_id,
                    })
                    for obj_id in new_ids
                ])

                if self.reverse or source_field_name == self.source_field_name:
                    # Don't send the signal when we are inserting the
                    # duplicate data row for symmetrical reverse entries.
                    signals.m2m_changed.send(sender=self.through, action='post_add',
                        instance=self.instance, reverse=self.reverse,
                        model=self.model, pk_set=new_ids, using=db)

        def _remove_items(self, source_field_name, target_field_name, *objs):
            # source_field_name: the PK colname in join table for the source object
            # target_field_name: the PK colname in join table for the target object
            # *objs - objects to remove
            if not objs:
                return

            # Check that all the objects are of the right type
            old_ids = set()
            for obj in objs:
                if isinstance(obj, self.model):
                    fk_val = self.target_field.get_foreign_related_value(obj)[0]
                    old_ids.add(fk_val)
                else:
                    old_ids.add(obj)

            db = router.db_for_write(self.through, instance=self.instance)

            # Send a signal to the other end if need be.
            signals.m2m_changed.send(sender=self.through, action="pre_remove",
                instance=self.instance, reverse=self.reverse,
                model=self.model, pk_set=old_ids, using=db)
            target_model_qs = super(ManyRelatedManager, self).get_queryset()
            if target_model_qs._has_filters():
                old_vals = target_model_qs.using(db).filter(**{
                    '%s__in' % self.target_field.related_field.attname: old_ids})
            else:
                old_vals = old_ids
            filters = self._build_remove_filters(old_vals)
            self.through._default_manager.using(db).filter(filters).delete()

            signals.m2m_changed.send(sender=self.through, action="post_remove",
                instance=self.instance, reverse=self.reverse,
                model=self.model, pk_set=old_ids, using=db)

    return ManyRelatedManager


class ManyRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ManyToManyField pointed at them by
    # some other model (rather than having a ManyToManyField themselves).
    # In the example "publication.article_set", the article_set attribute is a
    # ManyRelatedObjectsDescriptor instance.
    def __init__(self, related):
        self.related = related   # RelatedObject instance

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related
        # model's default manager.
        return create_many_related_manager(
            self.related.model._default_manager.__class__,
            self.related.field.rel
        )

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        rel_model = self.related.model

        manager = self.related_manager_cls(
            model=rel_model,
            query_field_name=self.related.field.name,
            prefetch_cache_name=self.related.field.related_query_name(),
            instance=instance,
            symmetrical=False,
            source_field_name=self.related.field.m2m_reverse_field_name(),
            target_field_name=self.related.field.m2m_field_name(),
            reverse=True,
            through=self.related.field.rel.through,
        )

        return manager

    def __set__(self, instance, value):
        if not self.related.field.rel.through._meta.auto_created:
            opts = self.related.field.rel.through._meta
            raise AttributeError("Cannot set values on a ManyToManyField which specifies an intermediary model. Use %s.%s's Manager instead." % (opts.app_label, opts.object_name))

        manager = self.__get__(instance)
        manager.clear()
        manager.add(*value)


class ReverseManyRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ManyToManyField defined in their
    # model (rather than having another model pointed *at* them).
    # In the example "article.publications", the publications attribute is a
    # ReverseManyRelatedObjectsDescriptor instance.
    def __init__(self, m2m_field):
        self.field = m2m_field

    @property
    def through(self):
        # through is provided so that you have easy access to the through
        # model (Book.authors.through) for inlines, etc. This is done as
        # a property to ensure that the fully resolved value is returned.
        return self.field.rel.through

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related model's
        # default manager.
        return create_many_related_manager(
            self.field.rel.to._default_manager.__class__,
            self.field.rel
        )

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        manager = self.related_manager_cls(
            model=self.field.rel.to,
            query_field_name=self.field.related_query_name(),
            prefetch_cache_name=self.field.name,
            instance=instance,
            symmetrical=self.field.rel.symmetrical,
            source_field_name=self.field.m2m_field_name(),
            target_field_name=self.field.m2m_reverse_field_name(),
            reverse=False,
            through=self.field.rel.through,
        )

        return manager

    def __set__(self, instance, value):
        if not self.field.rel.through._meta.auto_created:
            opts = self.field.rel.through._meta
            raise AttributeError("Cannot set values on a ManyToManyField which specifies an intermediary model.  Use %s.%s's Manager instead." % (opts.app_label, opts.object_name))

        manager = self.__get__(instance)
        # clear() can change expected output of 'value' queryset, we force evaluation
        # of queryset before clear; ticket #19816
        value = tuple(value)
        manager.clear()
        manager.add(*value)


class ForeignObjectRel(object):
    def __init__(self, field, to, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        try:
            to._meta
        except AttributeError:  # to._meta doesn't exist, so it must be RECURSIVE_RELATIONSHIP_CONSTANT
            assert isinstance(to, six.string_types), "'to' must be either a model, a model name or the string %r" % RECURSIVE_RELATIONSHIP_CONSTANT

        self.field = field
        self.to = to
        self.related_name = related_name
        self.related_query_name = related_query_name
        self.limit_choices_to = {} if limit_choices_to is None else limit_choices_to
        self.multiple = True
        self.parent_link = parent_link
        self.on_delete = on_delete

    def is_hidden(self):
        "Should the related object be hidden?"
        return self.related_name and self.related_name[-1] == '+'

    def get_joining_columns(self):
        return self.field.get_reverse_joining_columns()

    def get_extra_restriction(self, where_class, alias, related_alias):
        return self.field.get_extra_restriction(where_class, related_alias, alias)

    def set_field_name(self):
        """
        Sets the related field's name, this is not available until later stages
        of app loading, so set_field_name is called from
        set_attributes_from_rel()
        """
        # By default foreign object doesn't relate to any remote field (for
        # example custom multicolumn joins currently have no remote field).
        self.field_name = None

    def get_lookup_constraint(self, constraint_class, alias, targets, sources, lookup_type,
                              raw_value):
        return self.field.get_lookup_constraint(constraint_class, alias, targets, sources,
                                                lookup_type, raw_value)


class ManyToOneRel(ForeignObjectRel):
    def __init__(self, field, to, field_name, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        super(ManyToOneRel, self).__init__(
            field, to, related_name=related_name, limit_choices_to=limit_choices_to,
            parent_link=parent_link, on_delete=on_delete, related_query_name=related_query_name)
        self.field_name = field_name

    def get_related_field(self):
        """
        Returns the Field in the 'to' object to which this relationship is
        tied.
        """
        data = self.to._meta.get_field_by_name(self.field_name)
        if not data[2]:
            raise FieldDoesNotExist("No related field named '%s'" %
                    self.field_name)
        return data[0]

    def set_field_name(self):
        self.field_name = self.field_name or self.to._meta.pk.name


class OneToOneRel(ManyToOneRel):
    def __init__(self, field, to, field_name, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        super(OneToOneRel, self).__init__(field, to, field_name,
                related_name=related_name, limit_choices_to=limit_choices_to,
                parent_link=parent_link, on_delete=on_delete, related_query_name=related_query_name)
        self.multiple = False


class ManyToManyRel(object):
    def __init__(self, to, related_name=None, limit_choices_to=None,
                 symmetrical=True, through=None, through_fields=None,
                 db_constraint=True, related_query_name=None):
        if through and not db_constraint:
            raise ValueError("Can't supply a through model and db_constraint=False")
        if through_fields and not through:
            raise ValueError("Cannot specify through_fields without a through model")
        self.to = to
        self.related_name = related_name
        self.related_query_name = related_query_name
        if limit_choices_to is None:
            limit_choices_to = {}
        self.limit_choices_to = limit_choices_to
        self.symmetrical = symmetrical
        self.multiple = True
        self.through = through
        self.through_fields = through_fields
        self.db_constraint = db_constraint

    def is_hidden(self):
        "Should the related object be hidden?"
        return self.related_name and self.related_name[-1] == '+'

    def get_related_field(self):
        """
        Returns the field in the to' object to which this relationship is tied
        (this is always the primary key on the target model). Provided for
        symmetry with ManyToOneRel.
        """
        return self.to._meta.pk


class ForeignObject(RelatedField):
    requires_unique_target = True
    generate_reverse_relation = True
    related_accessor_class = ForeignRelatedObjectsDescriptor

    def __init__(self, to, from_fields, to_fields, swappable=True, **kwargs):
        self.from_fields = from_fields
        self.to_fields = to_fields
        self.swappable = swappable

        if 'rel' not in kwargs:
            kwargs['rel'] = ForeignObjectRel(
                self, to,
                related_name=kwargs.pop('related_name', None),
                related_query_name=kwargs.pop('related_query_name', None),
                limit_choices_to=kwargs.pop('limit_choices_to', None),
                parent_link=kwargs.pop('parent_link', False),
                on_delete=kwargs.pop('on_delete', CASCADE),
            )
        kwargs['verbose_name'] = kwargs.get('verbose_name', None)

        super(ForeignObject, self).__init__(**kwargs)

    def check(self, **kwargs):
        errors = super(ForeignObject, self).check(**kwargs)
        errors.extend(self._check_unique_target())
        return errors

    def _check_unique_target(self):
        rel_is_string = isinstance(self.rel.to, six.string_types)
        if rel_is_string or not self.requires_unique_target:
            return []

        # Skip if the
        try:
            self.foreign_related_fields
        except FieldDoesNotExist:
            return []

        try:
            self.related
        except AttributeError:
            return []

        has_unique_field = any(rel_field.unique
            for rel_field in self.foreign_related_fields)
        if not has_unique_field and len(self.foreign_related_fields) > 1:
            field_combination = ', '.join("'%s'" % rel_field.name
                for rel_field in self.foreign_related_fields)
            model_name = self.rel.to.__name__
            return [
                checks.Error(
                    "None of the fields %s on model '%s' have a unique=True constraint." % (field_combination, model_name),
                    hint=None,
                    obj=self,
                    id='fields.E310',
                )
            ]
        elif not has_unique_field:
            field_name = self.foreign_related_fields[0].name
            model_name = self.rel.to.__name__
            return [
                checks.Error(
                    ("'%s.%s' must set unique=True "
                     "because it is referenced by a foreign key.") % (model_name, field_name),
                    hint=None,
                    obj=self,
                    id='fields.E311',
                )
            ]
        else:
            return []

    def deconstruct(self):
        name, path, args, kwargs = super(ForeignObject, self).deconstruct()
        kwargs['from_fields'] = self.from_fields
        kwargs['to_fields'] = self.to_fields
        if self.rel.related_name is not None:
            kwargs['related_name'] = self.rel.related_name
        if self.rel.related_query_name is not None:
            kwargs['related_query_name'] = self.rel.related_query_name
        if self.rel.on_delete != CASCADE:
            kwargs['on_delete'] = self.rel.on_delete
        if self.rel.parent_link:
            kwargs['parent_link'] = self.rel.parent_link
        # Work out string form of "to"
        if isinstance(self.rel.to, six.string_types):
            kwargs['to'] = self.rel.to
        else:
            kwargs['to'] = "%s.%s" % (self.rel.to._meta.app_label, self.rel.to._meta.object_name)
        # If swappable is True, then see if we're actually pointing to the target
        # of a swap.
        swappable_setting = self.swappable_setting
        if swappable_setting is not None:
            # If it's already a settings reference, error
            if hasattr(kwargs['to'], "setting_name"):
                if kwargs['to'].setting_name != swappable_setting:
                    raise ValueError("Cannot deconstruct a ForeignKey pointing to a model that is swapped in place of more than one model (%s and %s)" % (kwargs['to'].setting_name, swappable_setting))
            # Set it
            from django.db.migrations.writer import SettingsReference
            kwargs['to'] = SettingsReference(
                kwargs['to'],
                swappable_setting,
            )
        return name, path, args, kwargs

    def resolve_related_fields(self):
        if len(self.from_fields) < 1 or len(self.from_fields) != len(self.to_fields):
            raise ValueError('Foreign Object from and to fields must be the same non-zero length')
        if isinstance(self.rel.to, six.string_types):
            raise ValueError('Related model %r cannot be resolved' % self.rel.to)
        related_fields = []
        for index in range(len(self.from_fields)):
            from_field_name = self.from_fields[index]
            to_field_name = self.to_fields[index]
            from_field = (self if from_field_name == 'self'
                          else self.opts.get_field_by_name(from_field_name)[0])
            to_field = (self.rel.to._meta.pk if to_field_name is None
                        else self.rel.to._meta.get_field_by_name(to_field_name)[0])
            related_fields.append((from_field, to_field))
        return related_fields

    @property
    def related_fields(self):
        if not hasattr(self, '_related_fields'):
            self._related_fields = self.resolve_related_fields()
        return self._related_fields

    @property
    def reverse_related_fields(self):
        return [(rhs_field, lhs_field) for lhs_field, rhs_field in self.related_fields]

    @property
    def local_related_fields(self):
        return tuple(lhs_field for lhs_field, rhs_field in self.related_fields)

    @property
    def foreign_related_fields(self):
        return tuple(rhs_field for lhs_field, rhs_field in self.related_fields)

    def get_local_related_value(self, instance):
        return self.get_instance_value_for_fields(instance, self.local_related_fields)

    def get_foreign_related_value(self, instance):
        return self.get_instance_value_for_fields(instance, self.foreign_related_fields)

    @staticmethod
    def get_instance_value_for_fields(instance, fields):
        ret = []
        opts = instance._meta
        for field in fields:
            # Gotcha: in some cases (like fixture loading) a model can have
            # different values in parent_ptr_id and parent's id. So, use
            # instance.pk (that is, parent_ptr_id) when asked for instance.id.
            if field.primary_key:
                possible_parent_link = opts.get_ancestor_link(field.model)
                if (not possible_parent_link or
                        possible_parent_link.primary_key or
                        possible_parent_link.model._meta.abstract):
                    ret.append(instance.pk)
                    continue
            ret.append(getattr(instance, field.attname))
        return tuple(ret)

    def get_attname_column(self):
        attname, column = super(ForeignObject, self).get_attname_column()
        return attname, None

    def get_joining_columns(self, reverse_join=False):
        source = self.reverse_related_fields if reverse_join else self.related_fields
        return tuple((lhs_field.column, rhs_field.column) for lhs_field, rhs_field in source)

    def get_reverse_joining_columns(self):
        return self.get_joining_columns(reverse_join=True)

    def get_extra_descriptor_filter(self, instance):
        """
        Returns an extra filter condition for related object fetching when
        user does 'instance.fieldname', that is the extra filter is used in
        the descriptor of the field.

        The filter should be either a dict usable in .filter(**kwargs) call or
        a Q-object. The condition will be ANDed together with the relation's
        joining columns.

        A parallel method is get_extra_restriction() which is used in
        JOIN and subquery conditions.
        """
        return {}

    def get_extra_restriction(self, where_class, alias, related_alias):
        """
        Returns a pair condition used for joining and subquery pushdown. The
        condition is something that responds to as_sql(qn, connection) method.

        Note that currently referring both the 'alias' and 'related_alias'
        will not work in some conditions, like subquery pushdown.

        A parallel method is get_extra_descriptor_filter() which is used in
        instance.fieldname related object fetching.
        """
        return None

    def get_path_info(self):
        """
        Get path from this field to the related model.
        """
        opts = self.rel.to._meta
        from_opts = self.model._meta
        return [PathInfo(from_opts, opts, self.foreign_related_fields, self, False, True)]

    def get_reverse_path_info(self):
        """
        Get path from the related model to this field's model.
        """
        opts = self.model._meta
        from_opts = self.rel.to._meta
        pathinfos = [PathInfo(from_opts, opts, (opts.pk,), self.rel, not self.unique, False)]
        return pathinfos

    def get_lookup_constraint(self, constraint_class, alias, targets, sources, lookups,
                              raw_value):
        from django.db.models.sql.where import SubqueryConstraint, AND, OR
        root_constraint = constraint_class()
        assert len(targets) == len(sources)
        if len(lookups) > 1:
            raise exceptions.FieldError('Relation fields do not support nested lookups')
        lookup_type = lookups[0]

        def get_normalized_value(value):
            from django.db.models import Model
            if isinstance(value, Model):
                value_list = []
                for source in sources:
                    # Account for one-to-one relations when sent a different model
                    while not isinstance(value, source.model) and source.rel:
                        source = source.rel.to._meta.get_field(source.rel.field_name)
                    value_list.append(getattr(value, source.attname))
                return tuple(value_list)
            elif not isinstance(value, tuple):
                return (value,)
            return value

        is_multicolumn = len(self.related_fields) > 1
        if (hasattr(raw_value, '_as_sql') or
                hasattr(raw_value, 'get_compiler')):
            root_constraint.add(SubqueryConstraint(alias, [target.column for target in targets],
                                                   [source.name for source in sources], raw_value),
                                AND)
        elif lookup_type == 'isnull':
            root_constraint.add(IsNull(Col(alias, targets[0], sources[0]), raw_value), AND)
        elif (lookup_type == 'exact' or (lookup_type in ['gt', 'lt', 'gte', 'lte']
                                         and not is_multicolumn)):
            value = get_normalized_value(raw_value)
            for target, source, val in zip(targets, sources, value):
                lookup_class = target.get_lookup(lookup_type)
                root_constraint.add(
                    lookup_class(Col(alias, target, source), val), AND)
        elif lookup_type in ['range', 'in'] and not is_multicolumn:
            values = [get_normalized_value(value) for value in raw_value]
            value = [val[0] for val in values]
            lookup_class = targets[0].get_lookup(lookup_type)
            root_constraint.add(lookup_class(Col(alias, targets[0], sources[0]), value), AND)
        elif lookup_type == 'in':
            values = [get_normalized_value(value) for value in raw_value]
            for value in values:
                value_constraint = constraint_class()
                for source, target, val in zip(sources, targets, value):
                    lookup_class = target.get_lookup('exact')
                    lookup = lookup_class(Col(alias, target, source), val)
                    value_constraint.add(lookup, AND)
                root_constraint.add(value_constraint, OR)
        else:
            raise TypeError('Related Field got invalid lookup: %s' % lookup_type)
        return root_constraint

    @property
    def attnames(self):
        return tuple(field.attname for field in self.local_related_fields)

    def get_defaults(self):
        return tuple(field.get_default() for field in self.local_related_fields)

    def contribute_to_class(self, cls, name, virtual_only=False):
        super(ForeignObject, self).contribute_to_class(cls, name, virtual_only=virtual_only)
        setattr(cls, self.name, ReverseSingleRelatedObjectDescriptor(self))

    def contribute_to_related_class(self, cls, related):
        # Internal FK's - i.e., those with a related name ending with '+' -
        # and swapped models don't get a related descriptor.
        if not self.rel.is_hidden() and not related.model._meta.swapped:
            setattr(cls, related.get_accessor_name(), self.related_accessor_class(related))
            # While 'limit_choices_to' might be a callable, simply pass
            # it along for later - this is too early because it's still
            # model load time.
            if self.rel.limit_choices_to:
                cls._meta.related_fkey_lookups.append(self.rel.limit_choices_to)


class ForeignKey(ForeignObject):
    empty_strings_allowed = False
    default_error_messages = {
        'invalid': _('%(model)s instance with pk %(pk)r does not exist.')
    }
    description = _("Foreign Key (type determined by related field)")

    def __init__(self, to, to_field=None, rel_class=ManyToOneRel,
                 db_constraint=True, **kwargs):
        try:
            to._meta.model_name
        except AttributeError:  # to._meta doesn't exist, so it must be RECURSIVE_RELATIONSHIP_CONSTANT
            assert isinstance(to, six.string_types), "%s(%r) is invalid. First parameter to ForeignKey must be either a model, a model name, or the string %r" % (self.__class__.__name__, to, RECURSIVE_RELATIONSHIP_CONSTANT)
        else:
            # For backwards compatibility purposes, we need to *try* and set
            # the to_field during FK construction. It won't be guaranteed to
            # be correct until contribute_to_class is called. Refs #12190.
            to_field = to_field or (to._meta.pk and to._meta.pk.name)

        if 'db_index' not in kwargs:
            kwargs['db_index'] = True

        self.db_constraint = db_constraint

        kwargs['rel'] = rel_class(
            self, to, to_field,
            related_name=kwargs.pop('related_name', None),
            related_query_name=kwargs.pop('related_query_name', None),
            limit_choices_to=kwargs.pop('limit_choices_to', None),
            parent_link=kwargs.pop('parent_link', False),
            on_delete=kwargs.pop('on_delete', CASCADE),
        )
        super(ForeignKey, self).__init__(to, ['self'], [to_field], **kwargs)

    def check(self, **kwargs):
        errors = super(ForeignKey, self).check(**kwargs)
        errors.extend(self._check_on_delete())
        return errors

    def _check_on_delete(self):
        on_delete = getattr(self.rel, 'on_delete', None)
        if on_delete == SET_NULL and not self.null:
            return [
                checks.Error(
                    'Field specifies on_delete=SET_NULL, but cannot be null.',
                    hint='Set null=True argument on the field, or change the on_delete rule.',
                    obj=self,
                    id='fields.E320',
                )
            ]
        elif on_delete == SET_DEFAULT and not self.has_default():
            return [
                checks.Error(
                    'Field specifies on_delete=SET_DEFAULT, but has no default value.',
                    hint='Set a default value, or change the on_delete rule.',
                    obj=self,
                    id='fields.E321',
                )
            ]
        else:
            return []

    def deconstruct(self):
        name, path, args, kwargs = super(ForeignKey, self).deconstruct()
        del kwargs['to_fields']
        del kwargs['from_fields']
        # Handle the simpler arguments
        if self.db_index:
            del kwargs['db_index']
        else:
            kwargs['db_index'] = False
        if self.db_constraint is not True:
            kwargs['db_constraint'] = self.db_constraint
        # Rel needs more work.
        to_meta = getattr(self.rel.to, "_meta", None)
        if self.rel.field_name and (not to_meta or (to_meta.pk and self.rel.field_name != to_meta.pk.name)):
            kwargs['to_field'] = self.rel.field_name
        return name, path, args, kwargs

    @property
    def related_field(self):
        return self.foreign_related_fields[0]

    def get_reverse_path_info(self):
        """
        Get path from the related model to this field's model.
        """
        opts = self.model._meta
        from_opts = self.rel.to._meta
        pathinfos = [PathInfo(from_opts, opts, (opts.pk,), self.rel, not self.unique, False)]
        return pathinfos

    def validate(self, value, model_instance):
        if self.rel.parent_link:
            return
        super(ForeignKey, self).validate(value, model_instance)
        if value is None:
            return

        using = router.db_for_read(model_instance.__class__, instance=model_instance)
        qs = self.rel.to._default_manager.using(using).filter(
            **{self.rel.field_name: value}
        )
        qs = qs.complex_filter(self.get_limit_choices_to())
        if not qs.exists():
            raise exceptions.ValidationError(
                self.error_messages['invalid'],
                code='invalid',
                params={'model': self.rel.to._meta.verbose_name, 'pk': value},
            )

    def get_attname(self):
        return '%s_id' % self.name

    def get_attname_column(self):
        attname = self.get_attname()
        column = self.db_column or attname
        return attname, column

    def get_validator_unique_lookup_type(self):
        return '%s__%s__exact' % (self.name, self.related_field.name)

    def get_default(self):
        "Here we check if the default value is an object and return the to_field if so."
        field_default = super(ForeignKey, self).get_default()
        if isinstance(field_default, self.rel.to):
            return getattr(field_default, self.related_field.attname)
        return field_default

    def get_db_prep_save(self, value, connection):
        if value is None or (value == '' and
                             (not self.related_field.empty_strings_allowed or
                              connection.features.interprets_empty_strings_as_nulls)):
            return None
        else:
            return self.related_field.get_db_prep_save(value, connection=connection)

    def value_to_string(self, obj):
        if not obj:
            # In required many-to-one fields with only one available choice,
            # select that one available choice. Note: For SelectFields
            # we have to check that the length of choices is *2*, not 1,
            # because SelectFields always have an initial "blank" value.
            if not self.blank and self.choices:
                choice_list = self.get_choices_default()
                if len(choice_list) == 2:
                    return smart_text(choice_list[1][0])
        return super(ForeignKey, self).value_to_string(obj)

    def contribute_to_related_class(self, cls, related):
        super(ForeignKey, self).contribute_to_related_class(cls, related)
        if self.rel.field_name is None:
            self.rel.field_name = cls._meta.pk.name

    def formfield(self, **kwargs):
        db = kwargs.pop('using', None)
        if isinstance(self.rel.to, six.string_types):
            raise ValueError("Cannot create form field for %r yet, because "
                             "its related model %r has not been loaded yet" %
                             (self.name, self.rel.to))
        defaults = {
            'form_class': forms.ModelChoiceField,
            'queryset': self.rel.to._default_manager.using(db),
            'to_field_name': self.rel.field_name,
        }
        defaults.update(kwargs)
        return super(ForeignKey, self).formfield(**defaults)

    def db_type(self, connection):
        # The database column type of a ForeignKey is the column type
        # of the field to which it points. An exception is if the ForeignKey
        # points to an AutoField/PositiveIntegerField/PositiveSmallIntegerField,
        # in which case the column type is simply that of an IntegerField.
        # If the database needs similar types for key fields however, the only
        # thing we can do is making AutoField an IntegerField.
        rel_field = self.related_field
        if (isinstance(rel_field, AutoField) or
                (not connection.features.related_fields_match_type and
                isinstance(rel_field, (PositiveIntegerField,
                                       PositiveSmallIntegerField)))):
            return IntegerField().db_type(connection=connection)
        return rel_field.db_type(connection=connection)

    def db_parameters(self, connection):
        return {"type": self.db_type(connection), "check": []}


class OneToOneField(ForeignKey):
    """
    A OneToOneField is essentially the same as a ForeignKey, with the exception
    that always carries a "unique" constraint with it and the reverse relation
    always returns the object pointed to (since there will only ever be one),
    rather than returning a list.
    """
    related_accessor_class = SingleRelatedObjectDescriptor
    description = _("One-to-one relationship")

    def __init__(self, to, to_field=None, **kwargs):
        kwargs['unique'] = True
        super(OneToOneField, self).__init__(to, to_field, OneToOneRel, **kwargs)

    def deconstruct(self):
        name, path, args, kwargs = super(OneToOneField, self).deconstruct()
        if "unique" in kwargs:
            del kwargs['unique']
        return name, path, args, kwargs

    def formfield(self, **kwargs):
        if self.rel.parent_link:
            return None
        return super(OneToOneField, self).formfield(**kwargs)

    def save_form_data(self, instance, data):
        if isinstance(data, self.rel.to):
            setattr(instance, self.name, data)
        else:
            setattr(instance, self.attname, data)


def create_many_to_many_intermediary_model(field, klass):
    from django.db import models
    managed = True
    if isinstance(field.rel.to, six.string_types) and field.rel.to != RECURSIVE_RELATIONSHIP_CONSTANT:
        to_model = field.rel.to
        to = to_model.split('.')[-1]

        def set_managed(field, model, cls):
            field.rel.through._meta.managed = model._meta.managed or cls._meta.managed
        add_lazy_relation(klass, field, to_model, set_managed)
    elif isinstance(field.rel.to, six.string_types):
        to = klass._meta.object_name
        to_model = klass
        managed = klass._meta.managed
    else:
        to = field.rel.to._meta.object_name
        to_model = field.rel.to
        managed = klass._meta.managed or to_model._meta.managed
    name = '%s_%s' % (klass._meta.object_name, field.name)
    if field.rel.to == RECURSIVE_RELATIONSHIP_CONSTANT or to == klass._meta.object_name:
        from_ = 'from_%s' % to.lower()
        to = 'to_%s' % to.lower()
    else:
        from_ = klass._meta.model_name
        to = to.lower()
    meta = type(str('Meta'), (object,), {
        'db_table': field._get_m2m_db_table(klass._meta),
        'managed': managed,
        'auto_created': klass,
        'app_label': klass._meta.app_label,
        'db_tablespace': klass._meta.db_tablespace,
        'unique_together': (from_, to),
        'verbose_name': '%(from)s-%(to)s relationship' % {'from': from_, 'to': to},
        'verbose_name_plural': '%(from)s-%(to)s relationships' % {'from': from_, 'to': to},
        'apps': field.model._meta.apps,
    })
    # Construct and return the new class.
    return type(str(name), (models.Model,), {
        'Meta': meta,
        '__module__': klass.__module__,
        from_: models.ForeignKey(klass, related_name='%s+' % name, db_tablespace=field.db_tablespace, db_constraint=field.rel.db_constraint),
        to: models.ForeignKey(to_model, related_name='%s+' % name, db_tablespace=field.db_tablespace, db_constraint=field.rel.db_constraint)
    })


class ManyToManyField(RelatedField):
    description = _("Many-to-many relationship")

    def __init__(self, to, db_constraint=True, swappable=True, **kwargs):
        try:
            to._meta
        except AttributeError:  # to._meta doesn't exist, so it must be RECURSIVE_RELATIONSHIP_CONSTANT
            assert isinstance(to, six.string_types), "%s(%r) is invalid. First parameter to ManyToManyField must be either a model, a model name, or the string %r" % (self.__class__.__name__, to, RECURSIVE_RELATIONSHIP_CONSTANT)
            # Class names must be ASCII in Python 2.x, so we forcibly coerce it here to break early if there's a problem.
            to = str(to)

        kwargs['verbose_name'] = kwargs.get('verbose_name', None)
        kwargs['rel'] = ManyToManyRel(to,
            related_name=kwargs.pop('related_name', None),
            related_query_name=kwargs.pop('related_query_name', None),
            limit_choices_to=kwargs.pop('limit_choices_to', None),
            symmetrical=kwargs.pop('symmetrical', to == RECURSIVE_RELATIONSHIP_CONSTANT),
            through=kwargs.pop('through', None),
            through_fields=kwargs.pop('through_fields', None),
            db_constraint=db_constraint,
        )

        self.swappable = swappable
        self.db_table = kwargs.pop('db_table', None)
        if kwargs['rel'].through is not None:
            assert self.db_table is None, "Cannot specify a db_table if an intermediary model is used."

        super(ManyToManyField, self).__init__(**kwargs)

    def check(self, **kwargs):
        errors = super(ManyToManyField, self).check(**kwargs)
        errors.extend(self._check_unique(**kwargs))
        errors.extend(self._check_relationship_model(**kwargs))
        return errors

    def _check_unique(self, **kwargs):
        if self.unique:
            return [
                checks.Error(
                    'ManyToManyFields cannot be unique.',
                    hint=None,
                    obj=self,
                    id='fields.E330',
                )
            ]
        return []

    def _check_relationship_model(self, from_model=None, **kwargs):
        if hasattr(self.rel.through, '_meta'):
            qualified_model_name = "%s.%s" % (
                self.rel.through._meta.app_label, self.rel.through.__name__)
        else:
            qualified_model_name = self.rel.through

        errors = []

        if self.rel.through not in apps.get_models(include_auto_created=True):
            # The relationship model is not installed.
            errors.append(
                checks.Error(
                    ("Field specifies a many-to-many relation through model "
                     "'%s', which has not been installed.") %
                    qualified_model_name,
                    hint=None,
                    obj=self,
                    id='fields.E331',
                )
            )

        else:

            assert from_model is not None, \
                "ManyToManyField with intermediate " \
                "tables cannot be checked if you don't pass the model " \
                "where the field is attached to."

            # Set some useful local variables
            to_model = self.rel.to
            from_model_name = from_model._meta.object_name
            if isinstance(to_model, six.string_types):
                to_model_name = to_model
            else:
                to_model_name = to_model._meta.object_name
            relationship_model_name = self.rel.through._meta.object_name
            self_referential = from_model == to_model

            # Check symmetrical attribute.
            if (self_referential and self.rel.symmetrical and
                    not self.rel.through._meta.auto_created):
                errors.append(
                    checks.Error(
                        'Many-to-many fields with intermediate tables must not be symmetrical.',
                        hint=None,
                        obj=self,
                        id='fields.E332',
                    )
                )

            # Count foreign keys in intermediate model
            if self_referential:
                seen_self = sum(from_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)

                if seen_self > 2 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than two foreign keys "
                             "to '%s', which is ambiguous. You must specify "
                             "which two foreign keys Django should use via the "
                             "through_fields keyword argument.") % (self, from_model_name),
                            hint=("Use through_fields to specify which two "
                                  "foreign keys Django should use."),
                            obj=self.rel.through,
                            id='fields.E333',
                        )
                    )

            else:
                # Count foreign keys in relationship model
                seen_from = sum(from_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)
                seen_to = sum(to_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)

                if seen_from > 1 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than one foreign key "
                             "from '%s', which is ambiguous. You must specify "
                             "which foreign key Django should use via the "
                             "through_fields keyword argument.") % (self, from_model_name),
                            hint=('If you want to create a recursive relationship, '
                                  'use ForeignKey("self", symmetrical=False, '
                                  'through="%s").') % relationship_model_name,
                            obj=self,
                            id='fields.E334',
                        )
                    )

                if seen_to > 1 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than one foreign key "
                             "to '%s', which is ambiguous. You must specify "
                             "which foreign key Django should use via the "
                             "through_fields keyword argument.") % (self, to_model_name),
                            hint=('If you want to create a recursive '
                                  'relationship, use ForeignKey("self", '
                                  'symmetrical=False, through="%s").') % relationship_model_name,
                            obj=self,
                            id='fields.E335',
                        )
                    )

                if seen_from == 0 or seen_to == 0:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it does not have a foreign key to '%s' or '%s'.") % (
                                self, from_model_name, to_model_name
                            ),
                            hint=None,
                            obj=self.rel.through,
                            id='fields.E336',
                        )
                    )

        # Validate `through_fields`
        if self.rel.through_fields is not None:
            # Validate that we're given an iterable of at least two items
            # and that none of them is "falsy"
            if not (len(self.rel.through_fields) >= 2 and
                    self.rel.through_fields[0] and self.rel.through_fields[1]):
                errors.append(
                    checks.Error(
                        ("Field specifies 'through_fields' but does not "
                         "provide the names of the two link fields that should be "
                         "used for the relation through model "
                         "'%s'.") % qualified_model_name,
                        hint=("Make sure you specify 'through_fields' as "
                              "through_fields=('field1', 'field2')"),
                        obj=self,
                        id='fields.E337',
                    )
                )

            # Validate the given through fields -- they should be actual
            # fields on the through model, and also be foreign keys to the
            # expected models
            else:
                assert from_model is not None, \
                    "ManyToManyField with intermediate " \
                    "tables cannot be checked if you don't pass the model " \
                    "where the field is attached to."

                source, through, target = from_model, self.rel.through, self.rel.to
                source_field_name, target_field_name = self.rel.through_fields[:2]

                for field_name, related_model in ((source_field_name, source),
                                                  (target_field_name, target)):

                    possible_field_names = []
                    for f in through._meta.fields:
                        if hasattr(f, 'rel') and getattr(f.rel, 'to', None) == related_model:
                            possible_field_names.append(f.name)
                    if possible_field_names:
                        hint = ("Did you mean one of the following foreign "
                                "keys to '%s': %s?") % (related_model._meta.object_name,
                                                        ', '.join(possible_field_names))
                    else:
                        hint = None

                    try:
                        field = through._meta.get_field(field_name)
                    except FieldDoesNotExist:
                        errors.append(
                            checks.Error(
                                ("The intermediary model '%s' has no field '%s'.") % (
                                    qualified_model_name, field_name),
                                hint=hint,
                                obj=self,
                                id='fields.E338',
                            )
                        )
                    else:
                        if not (hasattr(field, 'rel') and
                                getattr(field.rel, 'to', None) == related_model):
                            errors.append(
                                checks.Error(
                                    "'%s.%s' is not a foreign key to '%s'." % (
                                        through._meta.object_name, field_name,
                                        related_model._meta.object_name),
                                    hint=hint,
                                    obj=self,
                                    id='fields.E339',
                                )
                            )

        return errors

    def deconstruct(self):
        name, path, args, kwargs = super(ManyToManyField, self).deconstruct()
        # Handle the simpler arguments
        if self.db_table is not None:
            kwargs['db_table'] = self.db_table
        if self.rel.db_constraint is not True:
            kwargs['db_constraint'] = self.rel.db_constraint
        if self.rel.related_name is not None:
            kwargs['related_name'] = self.rel.related_name
        if self.rel.related_query_name is not None:
            kwargs['related_query_name'] = self.rel.related_query_name
        # Rel needs more work.
        if isinstance(self.rel.to, six.string_types):
            kwargs['to'] = self.rel.to
        else:
            kwargs['to'] = "%s.%s" % (self.rel.to._meta.app_label, self.rel.to._meta.object_name)
        if getattr(self.rel, 'through', None) is not None:
            if isinstance(self.rel.through, six.string_types):
                kwargs['through'] = self.rel.through
            elif not self.rel.through._meta.auto_created:
                kwargs['through'] = "%s.%s" % (self.rel.through._meta.app_label, self.rel.through._meta.object_name)
        # If swappable is True, then see if we're actually pointing to the target
        # of a swap.
        swappable_setting = self.swappable_setting
        if swappable_setting is not None:
            # If it's already a settings reference, error
            if hasattr(kwargs['to'], "setting_name"):
                if kwargs['to'].setting_name != swappable_setting:
                    raise ValueError("Cannot deconstruct a ManyToManyField pointing to a model that is swapped in place of more than one model (%s and %s)" % (kwargs['to'].setting_name, swappable_setting))
            # Set it
            from django.db.migrations.writer import SettingsReference
            kwargs['to'] = SettingsReference(
                kwargs['to'],
                swappable_setting,
            )
        return name, path, args, kwargs

    def _get_path_info(self, direct=False):
        """
        Called by both direct and indirect m2m traversal.
        """
        pathinfos = []
        int_model = self.rel.through
        linkfield1 = int_model._meta.get_field_by_name(self.m2m_field_name())[0]
        linkfield2 = int_model._meta.get_field_by_name(self.m2m_reverse_field_name())[0]
        if direct:
            join1infos = linkfield1.get_reverse_path_info()
            join2infos = linkfield2.get_path_info()
        else:
            join1infos = linkfield2.get_reverse_path_info()
            join2infos = linkfield1.get_path_info()
        pathinfos.extend(join1infos)
        pathinfos.extend(join2infos)
        return pathinfos

    def get_path_info(self):
        return self._get_path_info(direct=True)

    def get_reverse_path_info(self):
        return self._get_path_info(direct=False)

    def get_choices_default(self):
        return Field.get_choices(self, include_blank=False)

    def _get_m2m_db_table(self, opts):
        "Function that can be curried to provide the m2m table name for this relation"
        if self.rel.through is not None:
            return self.rel.through._meta.db_table
        elif self.db_table:
            return self.db_table
        else:
            return utils.truncate_name('%s_%s' % (opts.db_table, self.name),
                                      connection.ops.max_name_length())

    def _get_m2m_attr(self, related, attr):
        "Function that can be curried to provide the source accessor or DB column name for the m2m table"
        cache_attr = '_m2m_%s_cache' % attr
        if hasattr(self, cache_attr):
            return getattr(self, cache_attr)
        if self.rel.through_fields is not None:
            link_field_name = self.rel.through_fields[0]
        else:
            link_field_name = None
        for f in self.rel.through._meta.fields:
            if hasattr(f, 'rel') and f.rel and f.rel.to == related.model and \
                    (link_field_name is None or link_field_name == f.name):
                setattr(self, cache_attr, getattr(f, attr))
                return getattr(self, cache_attr)

    def _get_m2m_reverse_attr(self, related, attr):
        "Function that can be curried to provide the related accessor or DB column name for the m2m table"
        cache_attr = '_m2m_reverse_%s_cache' % attr
        if hasattr(self, cache_attr):
            return getattr(self, cache_attr)
        found = False
        if self.rel.through_fields is not None:
            link_field_name = self.rel.through_fields[1]
        else:
            link_field_name = None
        for f in self.rel.through._meta.fields:
            if hasattr(f, 'rel') and f.rel and f.rel.to == related.parent_model:
                if link_field_name is None and related.model == related.parent_model:
                    # If this is an m2m-intermediate to self,
                    # the first foreign key you find will be
                    # the source column. Keep searching for
                    # the second foreign key.
                    if found:
                        setattr(self, cache_attr, getattr(f, attr))
                        break
                    else:
                        found = True
                elif link_field_name is None or link_field_name == f.name:
                    setattr(self, cache_attr, getattr(f, attr))
                    break
        return getattr(self, cache_attr)

    def value_to_string(self, obj):
        data = ''
        if obj:
            qs = getattr(obj, self.name).all()
            data = [instance._get_pk_val() for instance in qs]
        else:
            # In required many-to-many fields with only one available choice,
            # select that one available choice.
            if not self.blank:
                choices_list = self.get_choices_default()
                if len(choices_list) == 1:
                    data = [choices_list[0][0]]
        return smart_text(data)

    def contribute_to_class(self, cls, name):
        # To support multiple relations to self, it's useful to have a non-None
        # related name on symmetrical relations for internal reasons. The
        # concept doesn't make a lot of sense externally ("you want me to
        # specify *what* on my non-reversible relation?!"), so we set it up
        # automatically. The funky name reduces the chance of an accidental
        # clash.
        if self.rel.symmetrical and (self.rel.to == "self" or self.rel.to == cls._meta.object_name):
            self.rel.related_name = "%s_rel_+" % name

        super(ManyToManyField, self).contribute_to_class(cls, name)

        # The intermediate m2m model is not auto created if:
        #  1) There is a manually specified intermediate, or
        #  2) The class owning the m2m field is abstract.
        #  3) The class owning the m2m field has been swapped out.
        if not self.rel.through and not cls._meta.abstract and not cls._meta.swapped:
            self.rel.through = create_many_to_many_intermediary_model(self, cls)

        # Add the descriptor for the m2m relation
        setattr(cls, self.name, ReverseManyRelatedObjectsDescriptor(self))

        # Set up the accessor for the m2m table name for the relation
        self.m2m_db_table = curry(self._get_m2m_db_table, cls._meta)

        # Populate some necessary rel arguments so that cross-app relations
        # work correctly.
        if isinstance(self.rel.through, six.string_types):
            def resolve_through_model(field, model, cls):
                field.rel.through = model
            add_lazy_relation(cls, self, self.rel.through, resolve_through_model)

    def contribute_to_related_class(self, cls, related):
        # Internal M2Ms (i.e., those with a related name ending with '+')
        # and swapped models don't get a related descriptor.
        if not self.rel.is_hidden() and not related.model._meta.swapped:
            setattr(cls, related.get_accessor_name(), ManyRelatedObjectsDescriptor(related))

        # Set up the accessors for the column names on the m2m table
        self.m2m_column_name = curry(self._get_m2m_attr, related, 'column')
        self.m2m_reverse_name = curry(self._get_m2m_reverse_attr, related, 'column')

        self.m2m_field_name = curry(self._get_m2m_attr, related, 'name')
        self.m2m_reverse_field_name = curry(self._get_m2m_reverse_attr, related, 'name')

        get_m2m_rel = curry(self._get_m2m_attr, related, 'rel')
        self.m2m_target_field_name = lambda: get_m2m_rel().field_name
        get_m2m_reverse_rel = curry(self._get_m2m_reverse_attr, related, 'rel')
        self.m2m_reverse_target_field_name = lambda: get_m2m_reverse_rel().field_name

    def set_attributes_from_rel(self):
        pass

    def value_from_object(self, obj):
        "Returns the value of this field in the given model instance."
        return getattr(obj, self.attname).all()

    def save_form_data(self, instance, data):
        setattr(instance, self.attname, data)

    def formfield(self, **kwargs):
        db = kwargs.pop('using', None)
        defaults = {
            'form_class': forms.ModelMultipleChoiceField,
            'queryset': self.rel.to._default_manager.using(db),
        }
        defaults.update(kwargs)
        # If initial is passed in, it's a list of related objects, but the
        # MultipleChoiceField takes a list of IDs.
        if defaults.get('initial') is not None:
            initial = defaults['initial']
            if callable(initial):
                initial = initial()
            defaults['initial'] = [i._get_pk_val() for i in initial]
        return super(ManyToManyField, self).formfield(**defaults)

    def db_type(self, connection):
        # A ManyToManyField is not represented by a single column,
        # so return None.
        return None

    def db_parameters(self, connection):
        return {"type": None, "check": None}
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