

    
      
          
            
  


Python 和数据科学


Note

这里是 Scott 在学习数据科学所写的学习笔记，欢迎交流与指教。
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入门篇

这一部分主要介绍数据科学的入门内容;包含数据科学的基础工具，如：Jupyter、Linux，以及 Python 基本的数据科学包 Numpy，画图包 Matplotlib;



	1. Linux 基础
	1.1. 为什么使用 Linux 和命令行

	1.2. Linux 安装和配置

	1.3. 基础命令

	1.4. 处理数据常用命令

	1.5. 其他





	2. Jupyter 的安装和使用
	2.1. IPython 和 Jupyter

	2.2. 安装

	2.3. 快捷操作

	2.4. 查看对象信息

	2.5. 魔术命令

	2.6. 转换





	3. 数值计算（Numpy）
	3.1. 数组创建

	3.2. ndarray 对象属性

	3.3. 数组间运算

	3.4. 索引和切片

	3.5. 利用数组做数据处理

	3.6. 其他通用函数





	4. 数据绘图（Matplotlib）
	4.1. Get started

	4.2. Plot types

	4.3. Advanced Features

	4.4. Advanced grid layout





	5. 数据绘图（Seaborn)









          

      

      

    

  

    
      
          
            
  


1. Linux 基础


	Date

	2016-04-03





这一节记录下做数据处理时用到的一些 Linux 和 命令行技巧。大部分命令在 OS
X 系统也适应。


1.1. 为什么使用 Linux 和命令行


Have you ever noticed in the movies when the “super hacker,”— you know, the guy who can break into the ultra-secure military computer in under thirty seconds —sits down at the computer, he never touches a mouse? It’s because movie makers realize that we, as human beings, instinctively know the only way to really get anything done on a computer is by typing on a keyboard.

Most computer users today are only familiar with the graphical user interface (GUI) and have been taught by vendors and pundits that the command line interface (CLI) is a terrifying thing of the past. This is unfortunate, because a good command line interface is a marvelously expressive way of communicating with a computer in much the same way the written word is for human beings. It’s been said that “graphical user interfaces make easy tasks easy, while command line interfaces make difficult tasks possible” and this is still very true today.

—The Linux Command Line







1.2. Linux 安装和配置

如果没有任何编程及命令行基础，推荐使用 Ubuntu，有经验后可转
Debian，包多，稳定。进入系统，安装下
Anaconda [https://anaconda.org/]1，基本的 Python 环境 &
数据工具箱便有了。

再进入终端仿真器，0S X 自带 Terminal，但推荐用 iTerm 2，Debian 是
Konsole，配置下 终极Shell 环境 Oh My ZSH! [http://ohmyz.sh/]

sh -c "$(curl -fsSL https://raw.github.com/robbyrussell/oh-my-zsh/master/tools/install.sh)"





如果提示你没有安装相关的依赖包，那么则需先安装相关依赖包，比如 Ubuntu
则需要想安装 Git、和 zsh 等，

sudo apt-get install git zsh





再装个查看数据、转换数据的小工具 csvkit，

sudo apt-get install csvkit





至此，便可开始数据科学之旅了。




1.3. 基础命令

很多数据问题都可以用命令行解决，而且有些可以解决的非常高效，前提你熟悉一些基础的。
入门级命令，无非这些：

pwd #打印出当前工作目录名
cd #更改目录
ls #列出目录内容
ls #列出目录内容
file #确定文件类型
less #浏览文件内容
cp #复制文件和目录
mv #移动/重命名文件和目录
mkdir #创建目录
rm #删除文件和目录
ln #创建硬链接和符号链接

上面的 # 号代表注释，没有任何意义





入门级命令太简单了，就不介绍了，如果从来没碰过命令行，不熟悉使用可以查看帮助，如ls --help，另外我推荐些好书。


	《笨办法学 Python》 [https://book.douban.com/subject/26264642/]
的附录 Appendix A: Command Line Crash
Course [http://learnpythonthehardway.org/book/appendixa.html]，Python
入门靠的就是它，Zed 的这书绝对是神书，附录的 Command Line
也是写的极好。


	The Linux Command Line [https://billie66.github.io/TLCL/book/],
命令行入门神书，循序渐进，语言幽默，此书激发了我学 Linux 的兴趣。


	《Linux
工具快速教程》 [http://linuxtools-rst.readthedocs.org/zh_CN/latest/index.html]，这本书作者写的比较简洁，比较适合有一定编程经验的人。


	《鸟哥的 Linux
私房菜》 [https://book.douban.com/subject/4889838/],
书虽有点老了，但当做速查手册，翻翻查查，挺好。


	《命令行中的数据科学》 [https://book.douban.com/subject/26387975/],
如何用命令行分析数据的一本书。





重定向和管道符

若你有仔细看过推荐书的任何一本，并做了些许练习，那么你的命令行已经入门了。在介绍命令行处理数据前，我想先谈谈重定向和管道符，若要给
Linux 的符号们举行「频繁使用」比赛，那他们必定是冠军。

平常你在终端里输入ls -l，结果应该类似这样：

➜  Dropbox ls -l
total 704
drwxr-xr-x@ 19 Scott  staff   646B Apr  3 10:27 A.HighlyEffectiveSelf
drwxr-xr-x@  5 Scott  staff   170B Apr  3 09:28 B.CreativePleasure
drwxr-xr-x@ 10 Scott  staff   340B Apr  3 09:10 C.TheArtOfWork
drwxr-xr-x@ 11 Scott  staff   374B Mar 10 12:40 D.HistoricalMemory
drwxr-xr-x@ 12 Scott  staff   408B Apr  3 10:09 E.DataBank
drwxr-xr-x@ 19 Scott  staff   646B Apr  3 09:14 F.BambooBasket
drwxr-xr-x@  5 Scott  staff   170B Mar  9 12:34 G.Other
-rw-r--r--@  1 Scott  staff     0B Apr  3 07:58 Icon?
-rw-rw-r--@  1 Scott  staff   312B Apr  3 16:18 README.md





文件是文件名排序的，若加个管道符 | 呢？

➜  Dropbox ls -l | sort
-rw-r--r--@  1 Scott  staff     0B Apr  3 07:58 Icon
-rw-rw-r--@  1 Scott  staff   312B Apr  3 16:18 README.md
drwxr-xr-x@  5 Scott  staff   170B Apr  3 09:28 B.CreativePleasure
drwxr-xr-x@  5 Scott  staff   170B Mar  9 12:34 G.Other
drwxr-xr-x@ 10 Scott  staff   340B Apr  3 09:10 C.TheArtOfWork
drwxr-xr-x@ 11 Scott  staff   374B Mar 10 12:40 D.HistoricalMemory
drwxr-xr-x@ 12 Scott  staff   408B Apr  3 10:09 E.DataBank
drwxr-xr-x@ 19 Scott  staff   646B Apr  3 09:14 F.BambooBasket
drwxr-xr-x@ 19 Scott  staff   646B Apr  3 10:27 A.HighlyEffectiveSelf
total 704





这里我加了 | 和 sort
命令，你会发现，文件的排序已经变了，变成了文件大小的排序。这个命令和简单解释为ls -l输出了文件排序结果，而
sort 则接受了这个结果，并把它重新按文件的大小进行了排序，所以
| 就是管道的作用，可以从标准输入读取数据，然后再把数据输送到标准输出。这个特性非常有用，意味着你可以进行非常复杂的操作。

而什么是重定向‘>’呢？你用命令行操作的结果正常是直接显示在屏幕上的，那还有别的方式吗？你试试：

ls -l > ex01.txt





你发现，没有任何动静，但工作目录多了一个 ex01.txt 的文件，查看下这个文件试试，

➜  Dropbox cat ex01.txt
total 704
drwxr-xr-x@ 19 Scott  staff  646 Apr  3 10:27 A.HighlyEffectiveSelf
drwxr-xr-x@  5 Scott  staff  170 Apr  3 09:28 B.CreativePleasure
drwxr-xr-x@ 10 Scott  staff  340 Apr  3 09:10 C.TheArtOfWork
drwxr-xr-x@ 11 Scott  staff  374 Mar 10 12:40 D.HistoricalMemory
drwxr-xr-x@ 12 Scott  staff  408 Apr  3 10:09 E.DataBank
drwxr-xr-x@ 19 Scott  staff  646 Apr  3 09:14 F.BambooBasket
drwxr-xr-x@  5 Scott  staff  170 Mar  9 12:34 G.Other
-rw-r--r--@  1 Scott  staff    0 Apr  3 07:58 Icon
-rw-rw-r--@  1 Scott  staff  312 Apr  3 16:18 README.md
-rw-rw-r--   1 Scott  staff    0 Apr  3 16:57 ex01.txt





输出结果已经在这个文件里面了，这就是重定向的特性，允许我们来重定义标准输出送到哪里，在‘>’符号后面接个文件名即可。这点是非常实用的，比如你处理完数据后，肯定希望保存到一个文件里面。另外要注意一点，‘>’会格式化原有文件的内容，所以如果你是添加内容，请采用‘>>’。






1.4. 处理数据常用命令


行过滤

若拿到一个很大的数据后，你肯定不想立马查看所有数据，一没必要，而打开慢，而是想做下行过滤，看看一小部分。常用的行过滤命令有head、tail、seq。

看前10行数据：

➜  ~ head user_service_time.txt
bid service_time    weekday hour    lasttime
17283201    2016-1-27 8:30:00   3   8   3.0
17283201    2016-1-29 9:00:00   5   9   3.0
17283201    2016-2-22 17:00:00  1   17  3.0
17283201    2016-2-25 16:00:00  4   16  3.0
17283201    2016-2-29 16:30:00  1   16  3.0
17283201    2016-3-2 9:00:00    3   9   3.0
17283201    2014-9-19 9:00:07   5   9
17283201    2014-11-3 13:00:00  1   13
17283201    2014-11-22 15:00:00 6   15  3





查看前5行：

head -5 filename





前 n 行：

head -n filename





tail 则跟 head 刚好相反，查看的是尾行。若需要指定某些行则可用
sed 或 awk，如指定
4-6行，可用sed -n '4, 6p' filename，我这里为了好看，用 nl
命令先把行号打印出来。

➜  ~ nl user_service_time.txt | sed -n '4, 6p'
     4  17283201    2016-2-22 17:00:00  1   17  3.0
     5  17283201    2016-2-25 16:00:00  4   16  3.0
     6  17283201    2016-2-29 16:30:00  1   16  3.0
# 查看奇数行
➜  ~ nl user_service_time.txt | head |  awk 'NR%2'
     1  bid service_time    weekday hour    lasttime
     3  17283201    2016-1-29 9:00:00   5   9   3.0
     5  17283201    2016-2-25 16:00:00  4   16  3.0
     7  17283201    2016-3-2 9:00:00    3   9   3.0
     9  17283201    2014-11-3 13:00:00  1   13
# 偶数行
➜  ~ nl user_service_time.txt | head |  awk '(NR+1)%2'
     2  17283201    2016-1-27 8:30:00   3   8   3.0
     4  17283201    2016-2-22 17:00:00  1   17  3.0
     6  17283201    2016-2-29 16:30:00  1   16  3.0
     8  17283201    2014-9-19 9:00:07   5   9
    10  17283201    2014-11-22 15:00:00 6   15  3








列提取

行提取很简单，那么列提取应该如何做呢？

# 把所有缩进符号改为逗号(英文）， 再重定向成 csv 文件, .txt 文件可用 cat，excel 文件则需 in2csv
cat user_service_time.txt | tr '/t' ',' > user_service_time.csv

# 看看前 3 行，有哪些列
➜  ~ head -3 user_service_time.csv | csvlook
|-----------+--------------------+---------+------+-----------|
|  bid      | service_time       | weekday | hour | lasttime  |
|-----------+--------------------+---------+------+-----------|
|  17283201 |  2016-1-27 8:30:00 |  3      |  8   |  3.0      |
|  17283201 |  2016-1-29 9:00:00 |  5      |  9   |  3.0      |
|-----------+--------------------+---------+------+-----------|
# 得知总共有 5 列提取后 3 列 的前 10 行看看
➜  ~ < user_service_time.csv csvcut -c 3-5 | head | csvlook
|----------+------+-----------|
|  weekday | hour | lasttime  |
|----------+------+-----------|
|   3      |  8   |  3.0      |
|   5      |  9   |  3.0      |
|   1      |  17  |  3.0      |
|   4      |  16  |  3.0      |
|   1      |  16  |  3.0      |
|   3      |  9   |  3.0      |
|   5      |  9   |           |
|   1      |  13  |           |
|   6      |  15  |  3        |
|----------+------+-----------|
# 也可以用 -C 来忽略某些行，如忽略 3-5 列的前5行。
➜  ~ < user_service_time.csv csvcut -C 3-5 | head -5 | csvlook
|-----------+----------------------|
|  bid      | service_time         |
|-----------+----------------------|
|  17283201 |  2016-1-27 8:30:00   |
|  17283201 |  2016-1-29 9:00:00   |
|  17283201 |  2016-2-22 17:00:00  |
|  17283201 |  2016-2-25 16:00:00  |
|-----------+----------------------|








grep 查找

# 基本用法是 grep data filename
➜  ~ head user_service_time.txt | grep 29
17283201    2016-1-29 9:00:00   5   9   3.0
17283201    2016-2-29 16:30:00  1   16  3.0








wc 基本统计


	统计行数 wc -l file


	统计单词数 wc -w file


	统计字符数 wc -c file




➜  ~ wc -l user_service_time.txt
    1244 user_service_time.txt
➜  ~ < user_service_time.txt | grep 2016-2 | wc -l
      55








sort 排序


	-n 按数字进行排序


	-d 按字典序进行排序


	-r 逆序排序


	-k N 指定按第N列排序




# 以第 1 列数字反向排序
➜  ~ < user_service_time.csv | sort -nrk 1 | head -4 | csvlook
|-----------------+-------------------+---+---+----|
|  29101041557001 | 2016-3-6 8:30:00  | 7 | 8 | 4  |
|-----------------+-------------------+---+---+----|
|  29101041557001 | 2016-3-13 8:30:00 | 7 | 8 | 4  |
|  29101041557001 | 2016-2-28 8:30:00 | 7 | 8 | 4  |
|  29101041557001 | 2016-2-21 8:30:00 | 7 | 8 | 4  |
|-----------------+-------------------+---+---+----|










1.5. 其他

iconv cut past uniq
等工具也是极好的，只不过用的略少，具体的数据分析则用 Pandas 更方便些。其他的，想到再添加。

Footnotes


	1

	一个打包好 Python 科学计算常用包的平台工具，安装它，也就拥有了Python、NumPy、SciPy、Matplotlib、IPython、Jupyter 等。











          

      

      

    

  

    
      
          
            
  


2. Jupyter 的安装和使用


	Date

	2016-04-04






2.1. IPython 和 Jupyter

IPython 是一个 Python REPl shell，环境远比 Python 自带的强大，而 Jupyter
Notebook 则是一个基于 IPython REPl 的 Web
应用，运行结果可保存为后缀.ipynb，交互性强，所见即所得，数据分析，写分析报告等的不二利器。

官方解释：


The Jupyter Notebook is a web application that allows you to create
and share documents that contain live code, equations,
visualizations and explanatory text. Uses include: data cleaning and
transformation, numerical simulation, statistical modeling, machine
learning and much more.







2.2. 安装

如果有看过我上一篇文章 《用 Linux
处理数据》 [http://scottming.com/2016/04/03/use_linux/#linux--1]
，并安装了
Anaconda [https://www.continuum.io/downloads]，那么你已经有
Jupyter 了，打开终端，输入 jupyter notebook 即可。


远程使用

如果有远程使用的需求，则需把远程服务器配置下。

# 服务器下载 ssh 服务，如 Debian
sudo apt-get install openssh-server
# 不知道 ssh 是否打开，可以把他重启下
sudo service sshd restart





然后可以在局域网用其他电脑访问下，Mac 可直接在终端输入
ssh username@ip, 这里的 ip 指的局域网下的这台服务器的
ip，建议在路由器设置成静态
ip，若在外网使用，则需在路由器里面设置好端口转发。

然后参考官方教程 Running a notebook
server [http://jupyter-notebook.readthedocs.org/en/latest/public_server.html]
配置。


Attention

jupyter_notebook_config.py 这个文件里面 certfile 和 keyfile 的地址应为绝对地址.



一大串输入很麻烦，也易出错，建议打开 .zshrc，并在底部添加一行：

alias jn='jupyter notebook --certfile=/home/scott/.jupyter/mycert.pem --keyfile /home/scott/.jupyter/mykey.key'





这样到其他电脑键入：

jn





若能看到类似下方的输出，证明配置成功了。

[I 09:56:29.937 NotebookApp] The Jupyter Notebook is running at: https://[all ip addresses on your system]:8889/





我的端口配置的是 8889，
你也可以设置成其他的，再到路由器里配置下端口转发，大功告成。如果有用
R，也可用类似的方法配置下 RStudio
Server [https://www.rstudio.com/products/rstudio/download-server/]，超简单。






2.3. 快捷操作

Jupyter Notebook 的快捷键是一大亮点，如果有看过我这篇文章 《让 CapsLock
键更实用》 [http://scottming.com/2016/01/01/remap_keyboard/]1 ，并对 Mac 或 Win 做了配置，那么你熟悉几个
Jupyter 的快捷，用 Jupyter 写报告之类基本上不需要鼠标了。


单元类型 (cell type)

Jupyter Notebook文档由一系列的单元 (cell)
组成，主要用的两类单元是：


	markdown cell，命令模式下，按 m 可将单元切换为
markdown cell 。


	code cell，命令模式下，按 y 可将单元切换为 code cell 。







常用快捷


	查看快捷键帮助: h


	保存: s


	cell 间移动: j, k


	添加 cell: a, b


	删除 cell: dd


	cell 编辑: x, c, v, z


	中断 kernel: ii


	重启 kernel: 00


	注释 code: Ctrl + /







拆分单元 (split cell)

编辑模式下按 control + shift + - 可拆分 c ell






2.4. 查看对象信息

import numpy as np





按 tab 键查看提示信息

np.<tab>





查找 numpy 模块下，名称含有 cos 的对象

np.*cos*?





提供 numpy 模块的帮助信息

np?





提供 numpy 模块更详细的帮助信息

np??





查看 docstring

%pdoc np








2.5. 魔术命令

最常用的是这个 %matplotlib inline，有点类似
ipython --pylab，画图用的；测试程序运行时间则只需把 %time
放在前面。

更多魔术命令可在 Jupyter Notebook 里键入：

%lsmagic








2.6. 转换

# ipynb 文件转为 html
jupyter nbconvert --to html filename.ipynb





更多转换内容，请键入：

jupyter notebook --help





转换 rst、py、md 等格式都是非常方便的，但转
pdf，对中文的支持不好。必须先装 LaTex，LaTex 则需先把字体等调好。

Footnotes


	1

	让键盘更高效的一篇文，昨天顺手把karabiner 配置的 gist 更新了。











          

      

      

    

  

    
      
          
            
  


3. 数值计算（Numpy）


3.1. 数组创建

数组的创建方式有很多，较便捷的方式有以下三种

直接创建



In [1]:






import numpy as np









In [2]:






a = np.array([1, 2, 3, 4, 5])
a









Out[2]:






array([1, 2, 3, 4, 5])







类 range



In [3]:






a = np.arange(10)
a









Out[3]:






array([0, 1, 2, 3, 4, 5, 6, 7, 8, 9])









In [4]:






a = np.arange(1, 10, 2)
a









Out[4]:






array([1, 3, 5, 7, 9])







创建带尾巴的



In [5]:






a = np.linspace(0, 10, 2)
a









Out[5]:






array([  0.,  10.])







更多便捷创建函数







	函数

	功能





	asarray

	将输入转换为 ndarray，若输入本身是 ndarray 就不复制



	ones、ones_like

	根据指定形状和 dtype 创建一个全 1 数组



	zeros、zeros_like

	根据指定形状和 dtype 创建一个全 0 数组



	empty、empty_like

	创建新数组，但只分配内存空间不赋值



	eye、identity

	创建一个正方的N×N单位矩阵（对角线为1，其余为0







在 pandas 中尽量不要使用
np.empty()，这个函数创建的数组里面是有值的，除非你确定创建的这个数组能被完全赋值，否则后面运算起来很麻烦，这些“空值”的布尔类型是
True，而且 dropna() 方法删不掉。想创建空的 Series ，可以使用
Series(np.nan,index=???) 这样。







3.2. ndarray 对象属性

.reshape(shape) 改变数组维度



In [6]:






b = np.linspace(0, 7, 8)
b









Out[6]:






array([ 0.,  1.,  2.,  3.,  4.,  5.,  6.,  7.])









In [7]:






b = np.linspace(0, 7, 8).reshape(2, 4)
b









Out[7]:






array([[ 0.,  1.,  2.,  3.],
       [ 4.,  5.,  6.,  7.]])









In [8]:






b = np.arange(0, 8).reshape(2, 2, 2)
b









Out[8]:






array([[[0, 1],
        [2, 3]],

       [[4, 5],
        [6, 7]]])







.astype(dtype) 改变数组格式



In [9]:






print b.dtype
b













int64








Out[9]:






array([[[0, 1],
        [2, 3]],

       [[4, 5],
        [6, 7]]])









In [10]:






b.astype(float)









Out[10]:






array([[[ 0.,  1.],
        [ 2.,  3.]],

       [[ 4.,  5.],
        [ 6.,  7.]]])







.transpose(*axes) 转置, transpose 的属性一直没搞懂



In [11]:






b = np.arange(8).reshape(2, 4)
b









Out[11]:






array([[0, 1, 2, 3],
       [4, 5, 6, 7]])









In [12]:






b.T









Out[12]:






array([[0, 4],
       [1, 5],
       [2, 6],
       [3, 7]])









In [13]:






b.transpose()









Out[13]:






array([[0, 4],
       [1, 5],
       [2, 6],
       [3, 7]])







.sort 排序



In [14]:






a = np.array([[1,4],[3,1]])









In [15]:






np.sort(a)                # sort along the last axis









Out[15]:






array([[1, 4],
       [1, 3]])









In [16]:






np.sort(a, axis=None)     # sort the flattened array









Out[16]:






array([1, 1, 3, 4])









In [17]:






np.sort(a, axis=0)        # sort along the first axis









Out[17]:






array([[1, 1],
       [3, 4]])







stats 基本统计



In [18]:






arr = np.arange(12).reshape(3,4)









In [19]:






arr









Out[19]:






array([[ 0,  1,  2,  3],
       [ 4,  5,  6,  7],
       [ 8,  9, 10, 11]])









In [20]:






arr.sum()









Out[20]:






66









In [21]:






np.sum(arr)









Out[21]:






66









In [22]:






arr.mean(0) # 列均值









Out[22]:






array([ 4.,  5.,  6.,  7.])









In [23]:






arr.mean(1) # 行均值









Out[23]:






array([ 1.5,  5.5,  9.5])







更多统计方法







	sum

	求和



	mean

	均值



	std，var

	标准差和方差



	min，max

	最小值和最大值



	argmin，argmax

	最小值和最大值的索引



	cumsum

	累积和



	cumprod

	累积积









3.3. 数组间运算



In [24]:






a = np.arange(8).reshape(2, 4)
b = np.ones_like(a)









In [25]:






a + b









Out[25]:






array([[1, 2, 3, 4],
       [5, 6, 7, 8]])









In [26]:






a * 2









Out[26]:






array([[ 0,  2,  4,  6],
       [ 8, 10, 12, 14]])










3.4. 索引和切片

基本索引



In [27]:






foo = np.arange(10)
foo









Out[27]:






array([0, 1, 2, 3, 4, 5, 6, 7, 8, 9])









In [28]:






bar = foo[:5].copy() # 若没有 copy，则 bar 的改变会影响 foo









In [29]:






bar









Out[29]:






array([0, 1, 2, 3, 4])









In [30]:






bar[:] = 1









In [31]:






bar









Out[31]:






array([1, 1, 1, 1, 1])









In [32]:






foo









Out[32]:






array([0, 1, 2, 3, 4, 5, 6, 7, 8, 9])







二维和三维数组如何索引？



In [33]:






arr2d = np.array([[1, 2, 3],[4, 5, 6],[7, 8, 9]])
arr2d









Out[33]:






array([[1, 2, 3],
       [4, 5, 6],
       [7, 8, 9]])









In [34]:






arr2d[2, 0]









Out[34]:






7









In [35]:






arr3d = np.array([[[1, 2, 3],[4, 5, 6]],
                  [[7, 8, 9],[10, 11, 12]]])









In [36]:






arr3d[0]









Out[36]:






array([[1, 2, 3],
       [4, 5, 6]])









In [37]:






arr3d[0, 1, 2]









Out[37]:






6







切片 从第 0 轴开始的



In [38]:






arr2d









Out[38]:






array([[1, 2, 3],
       [4, 5, 6],
       [7, 8, 9]])









In [39]:






arr2d.shape









Out[39]:






(3, 3)









In [40]:






arr2d[:1]









Out[40]:






array([[1, 2, 3]])









In [41]:






arr2d[1:4] # 理论上第0轴没有4这个基数









Out[41]:






array([[4, 5, 6],
       [7, 8, 9]])









In [42]:






arr2d[:2, :1]









Out[42]:






array([[1],
       [4]])







布尔型索引



In [43]:






from numpy.random import randn
data = randn(7, 4) # 生成 7*4 个均值为 0，标准差为 1 的数组
data









Out[43]:






array([[ 0.51659011, -0.14527543,  0.73750985, -0.07181445],
       [-0.26857463,  0.34883972,  0.07129706,  0.95455506],
       [ 0.43307006, -0.04072156, -1.32443926,  0.1124177 ],
       [ 1.39517115, -0.54127346, -0.70176892, -0.21847743],
       [ 2.69939163,  0.9403898 , -0.0578206 ,  0.50806596],
       [-0.41641312, -0.45169815,  0.31717456, -0.34085142],
       [ 0.44102963,  0.96447336, -2.92258682, -1.22429012]])









In [44]:






names = np.array(['Bob', 'Joe', 'Will', 'Bob', 'Will', 'Joe', 'Joe'] )
names == 'Bob'









Out[44]:






array([ True, False, False,  True, False, False, False], dtype=bool)







当两个轴长度一致时，可以用布尔型的数组切片，比如此例切的是 axis 0



In [45]:






data[names == 'Bob']









Out[45]:






array([[ 0.51659011, -0.14527543,  0.73750985, -0.07181445],
       [ 1.39517115, -0.54127346, -0.70176892, -0.21847743]])









In [46]:






data[names == 'Bob', 2:]









Out[46]:






array([[ 0.73750985, -0.07181445],
       [-0.70176892, -0.21847743]])









In [47]:






data[~(names == 'Bob')]









Out[47]:






array([[-0.26857463,  0.34883972,  0.07129706,  0.95455506],
       [ 0.43307006, -0.04072156, -1.32443926,  0.1124177 ],
       [ 2.69939163,  0.9403898 , -0.0578206 ,  0.50806596],
       [-0.41641312, -0.45169815,  0.31717456, -0.34085142],
       [ 0.44102963,  0.96447336, -2.92258682, -1.22429012]])







布尔型数组求并集



In [48]:






mask = (names == "Bob") | (names == "Will")
mask









Out[48]:






array([ True, False,  True,  True,  True, False, False], dtype=bool)









In [49]:






data[mask]









Out[49]:






array([[ 0.51659011, -0.14527543,  0.73750985, -0.07181445],
       [ 0.43307006, -0.04072156, -1.32443926,  0.1124177 ],
       [ 1.39517115, -0.54127346, -0.70176892, -0.21847743],
       [ 2.69939163,  0.9403898 , -0.0578206 ,  0.50806596]])










3.5. 利用数组做数据处理

将条件逻辑表述为数组运算, np.where
是一个极其有用的三元函数，它其实是一个条件运算函数，即 foo if cond else
bar



In [50]:






xarr = np.arange(1.1, 1.6, 0.1)









In [51]:






xarr









Out[51]:






array([ 1.1,  1.2,  1.3,  1.4,  1.5])









In [52]:






yarr = np.arange(2.1, 2.6, 0.1)









In [53]:






yarr









Out[53]:






array([ 2.1,  2.2,  2.3,  2.4,  2.5])









In [54]:






cond = np.array([True, False, True, True, False])







根据 cond 的值选取 xarr 和 yarr 的值



In [55]:






result = [(x if c else y)
         for x, y, c in zip(xarr, yarr, cond)]









In [56]:






result









Out[56]:






[1.1000000000000001,
 2.2000000000000002,
 1.3000000000000003,
 1.4000000000000004,
 2.5000000000000004]







不够简洁，可用 where 改写



In [57]:






result = np.where(cond, xarr, yarr)
result









Out[57]:






array([ 1.1,  2.2,  1.3,  1.4,  2.5])







np.where 的第二个和第三个参数不必是数组，他们都是标量值



In [58]:






arr = randn(4,4)
arr









Out[58]:






array([[ 2.0086379 , -0.33799069,  0.48232499,  0.00343801],
       [-0.54010599,  1.63779772,  1.22284334, -1.34602676],
       [ 0.80309605, -0.82099082, -0.8703366 ,  0.20060704],
       [ 1.10812415, -0.01419402, -0.30237458,  1.30298964]])









In [59]:






np.where(arr > 0, 2, -2) # 正值设置为 2，负值设置为 -2









Out[59]:






array([[ 2, -2,  2,  2],
       [-2,  2,  2, -2],
       [ 2, -2, -2,  2],
       [ 2, -2, -2,  2]])







  └ 这个代码的意思其实就是 >0 则 2，else -2




3.6. 其他通用函数

一元函数







	函数名

	功用





	abs，fabs

	整数、浮点、复数的绝对值，对于非复数，可用更快的 fabs



	sqrt

	平方根，等于 arr**0.5



	square

	平方，等于 arr**2



	exp

	以 e 为底的指数函数



	log，log10，log2，log1p

	以 e 为底的对数函数



	sign

	计算各元素的正负号，1（正），0（零），-1（负）



	ceil

	计算大于等于该值的最小整数



	floor

	计算小于等于该值的最大整数



	rint

	round int，四舍五入到整数



	modf

	将数组的整数和小数部分以两个独立数组的形式返回



	isnan

	返回一个 “哪些值是 NaN” 的布尔型数组



	isfinite，isinf

	返回是否是有穷（无穷）的布尔型数组



	cos，cosh，sin，sinh，tan，tanh

	普通和双曲型三角函数



	arccos，arccosh…等同上

	反三角函数



	logical_not

	计算个元素 not x 的真值，等于 -arr



	unique

	计算元素唯一值并返回排序后的结果






二元函数







	函数名

	功用





	add

	加法，+



	subtract

	减法，-



	multiply

	乘法，*



	divide，floor_divide

	除法和地板除，/ 和 //



	power

	乘方，**



	maximum，fmax

	元素级最大值，fmax 将忽略 NaN



	minimum，fmin

	同上



	mod

	取模，%



	copysign

	将第二数组元素的符号复制给第一数组



	greater(_equal)，less(*equal)，(not*) equal

	字面意义，返回布尔数组



	logical_and，logical_or，logical_xor

	字面意义，返回布尔数组












          

      

      

    

  

    
      
          
            
  


4. 数据绘图（Matplotlib）



In [1]:






%matplotlib inline









In [2]:






import matplotlib as mpl
import matplotlib.pyplot as plt









In [3]:






import numpy as np








4.1. Get started

画布和图型（Figure and Axis)



In [4]:






x = np.linspace(-5, 2, 100)
y1 = x**3 + 5*x**2 + 10
y2 = 3*x**2 + 10*x
y3 = 6*x + 10
y4 = x**2









In [5]:






len(x) # 100 个从-5 — 2 的数值









Out[5]:






100







最简单的创建办法是这样的



In [6]:






plt.plot(x, y1);












[image: ../_images/beginning_04_matplotlib_9_0.png]




plt.subplots 是一种简便的创建图表的办法，他会创建一个新的
Figure，并返回一个数组



In [7]:






fig,ax = plt.subplots(2, 3)












[image: ../_images/beginning_04_matplotlib_11_0.png]






In [8]:






x = np.linspace(-5, 2, 100)
y1 = x**3 + 5*x**2 + 10
y2 = 3*x**2 + 10*x
y3 = 6*x + 10
y4 = x**2









In [9]:






x1 = -3.33;
y5 = x1**3 + 5*x1**2 + 10;
print y5













28.518463








In [10]:






fig, ax = plt.subplots()
ax.plot(x, y1, color="blue", label="y(x)") # 定义x, y, 颜色，图例上显示的东西
ax.plot(x, y2, color="red", label="y'(x)")
ax.plot(x, y3, color="green", label="y''(x)")
ax.set_xlabel("x") # x标签
ax.set_ylabel("y") # y标签
ax.legend(); # 显示图例












[image: ../_images/beginning_04_matplotlib_14_0.png]




更复杂的例子



In [11]:






x = np.linspace(-5, 2, 100)
y1 = x**3 + 5*x**2 + 10
y2 = 3*x**2 + 10*x
y3 = 6*x + 10
y4 = x**2









In [12]:






fig, ax = plt.subplots(figsize=(8, 5)) # 定义画布和图形

ax.plot(x, y1, lw=1.5, color="blue", label=r"$y(x)$")
ax.plot(x, y2, lw=1.5, color="red", label=r"$y'(x)$")
ax.plot(x, y3, lw=1.5, color="green", label=r"$y''(x)$")

# 画线，画点，线是由点组成的，可以理解为多个点就组成了线
ax.plot(x, np.zeros_like(x), lw=0.5, color="black") # lw指的是粗细
ax.plot([-3.33, -3.33], [0, (-3.3)**3 + 5*(-3.3)**2 + 10], lw=0.5, ls="--", color="black")# 有时只要知道 x 就行了
ax.plot([0, 0],[0, 10], lw=0.5, ls="--", color="black") # 这个得把相交的点先求值才行
ax.plot([0], [10], lw=0.5, marker='h', color="blue")
ax.plot([-3.33], [(-3.3)**3 + 5*(-3.3)**2 + 10], lw=0.5, marker='o', color="blue")

ax.set_ylim(-15, 40) # 设定y轴上下限
ax.set_yticks([-10, 0, -5, 10, 20, 30])# 故意加一个 -5，有点违和感
ax.set_xticks([-4, -2, 0, 2])

ax.set_xlabel("$x$", fontsize=18) # 设定字体大小
ax.set_ylabel("$y$", fontsize=18)
ax.legend(loc=0, ncol=3, fontsize=14, frameon=False) # loc 等于自己找位置去，ncol 等于列，最后是不要框框
# plt.style.use('ggplot');









Out[12]:






<matplotlib.legend.Legend at 0x106545410>












[image: ../_images/beginning_04_matplotlib_17_1.png]






In [13]:






yticks = np.arange(-10, 40, 10)









In [14]:






yticks









Out[14]:






array([-10,   0,  10,  20,  30])









In [15]:






ax.legend??









In [16]:






fig = plt.figure(figsize=(8, 2.5), facecolor="#f1f1f1")

# axes coordinates as fractions of the canvas width and height
left, bottom, width, height = -0.1, -0.1, 0.8, 0.8 # 这一句没看懂，明天保存之后看看
ax = fig.add_axes((left, bottom, width, height), axisbg="#e1e1e1")
x = np.linspace(-2, 2, 1000)
y1 = np.cos(40 * x)
y2 = np.exp(-x**2)

ax.plot(x, y1 * y2)
ax.plot(x, y2, 'g')
ax.plot(x, -y2, 'g')

ax.set_xlabel("x")
ax.set_ylabel("y")









Out[16]:






<matplotlib.text.Text at 0x1061f0e90>












[image: ../_images/beginning_04_matplotlib_21_1.png]






In [17]:






fig, ax = plt.subplots(nrows=3, ncols=2)












[image: ../_images/beginning_04_matplotlib_22_0.png]






In [18]:






plt.Axes.bar??







例子 4-7：



In [19]:






x = np.linspace(-5, 5, 5)
y = np.ones_like(x)









In [20]:






x









Out[20]:






array([-5. , -2.5,  0. ,  2.5,  5. ])









In [21]:






y









Out[21]:






array([ 1.,  1.,  1.,  1.,  1.])









In [22]:






def axes_settings(fig, ax, title, ymax):
    ax.set_xticks([]) #??
    ax.set_yticks([])
    ax.set_ylim(0, ymax+1)
    ax.set_title(title)









In [23]:






fig, axes = plt.subplots(1, 4, figsize = (16, 3))












[image: ../_images/beginning_04_matplotlib_29_0.png]




下面两行没还没想清楚



In [ ]:






**??**
x = np.linspace(-5, 5, 5)
y = np.ones_like(x)

def axes_settings(fig, ax, title, ymax):
    ax.set_xticks({}) #??
    ax.set_yticks([])
    ax.set_ylim(0, ymax+1)
    ax.set_title(title)

fig, axes = plt.subplots(1, 4, figsize = (16, 3))

linewidths = [0.5, 1.0, 2.0, 4.0]
for n, linewidth in enumerate(linewidths):
    axes[0].plot(x, y + n, color="blue", linewidth=linewidth)
axes_settings(fig, axes[0], "linewidth", len(linewidths))









In [24]:






# ??
linestyles = ['-', '-.',":"]
for n, linestyle in enumerate(linestyles):
    axes[1].plot(x, y + n, color="")










4.2. Plot types



In [25]:






fignum = 0

def hide_labels(fig, ax): # 隐藏 Labels，如图例，x/y 的属性等
    global fignum    # ？？
    ax.set_xticks([]) # 无 x 轴刻度
    ax.set_yticks([]) # 无 y 轴刻度
    ax.xaxis.set_ticks_position('none') # 无刻度杠
    ax.yaxis.set_ticks_position('none')
    ax.axis('tight')

    fignum += 1









In [26]:






x = np.linspace(-3, 3, 25)
x









Out[26]:






array([-3.  , -2.75, -2.5 , -2.25, -2.  , -1.75, -1.5 , -1.25, -1.  ,
       -0.75, -0.5 , -0.25,  0.  ,  0.25,  0.5 ,  0.75,  1.  ,  1.25,
        1.5 ,  1.75,  2.  ,  2.25,  2.5 ,  2.75,  3.  ])









In [27]:






p = np.arange(-3, 3, 0.25)
p









Out[27]:






array([-3.  , -2.75, -2.5 , -2.25, -2.  , -1.75, -1.5 , -1.25, -1.  ,
       -0.75, -0.5 , -0.25,  0.  ,  0.25,  0.5 ,  0.75,  1.  ,  1.25,
        1.5 ,  1.75,  2.  ,  2.25,  2.5 ,  2.75])









In [28]:






y1 = x**3 + 3*x**2 + 10
y2 = -1.5*x**3 + 10*x**2 - 15
y3 = x**3









In [29]:






fig, ax = plt.subplots(figsize=(4, 3))
ax.plot(x, y1) # plot 是线图
ax.plot(x, y2)
ax.plot(x, y3)
hide_labels(fig, ax)












[image: ../_images/beginning_04_matplotlib_38_0.png]






In [30]:






fig, ax = plt.subplots(figsize=(4, 3))
ax.step(x, y1) # step 是阶梯图
ax.step(x, y2)
# ax.step(x, y3) # 加一条会自己生成红色
hide_labels(fig, ax)












[image: ../_images/beginning_04_matplotlib_39_0.png]






In [31]:






fig, ax = plt.subplots(figsize=(4, 3))
width = 6/50.0 # width 是宽度，0.12 是 x 间隔的一半
ax.bar(x - width/2, y1, width=width, color="blue") # bar 柱型图，主要分析离散数据
ax.bar(x + width/2, y2, width=width, color="green")
hide_labels(fig, ax)  # 没加这条图会变的很小












[image: ../_images/beginning_04_matplotlib_40_0.png]






In [32]:






width









Out[32]:






0.12









In [33]:






6/50 # 没加.0,自然就没有浮点数了









Out[33]:






0









In [34]:






fig, ax = plt.subplots(figsize=(4, 3))
ax.fill_between(x, y1, y2, y3, color="green") # 中间为何是空的，不太明白

hide_labels(fig, ax)












[image: ../_images/beginning_04_matplotlib_43_0.png]






In [35]:






fig, ax = plt.subplots(figsize=(4, 3))
ax.hist(y2, bins=30)
ax.hist(y1,bins=30) # 判断的是连续变量，打成了30组

hide_labels(fig, ax)












[image: ../_images/beginning_04_matplotlib_44_0.png]






In [36]:






fig, ax = plt.subplots(figsize=(4, 3))

ax.errorbar(x, y2, yerr=y1, fmt="o-") # errorbar 应该是误差棒的意思，点的上下线

hide_labels(fig, ax)












[image: ../_images/beginning_04_matplotlib_45_0.png]






In [37]:






fig, ax = plt.subplots(figsize=(4, 3))

ax.stem(x, y2, 'b', markerfmt='bs') # r,是代表颜色，markerfmt 是形状
ax.stem(x, y1, "r", markerfmt='ro') # 这种图主要把x的高度标出来

hide_labels(fig, ax)












[image: ../_images/beginning_04_matplotlib_46_0.png]






In [38]:






ax.stem??









In [39]:






fig, ax = plt.subplots(figsize=(4, 3))

x = np.linspace(0, 5, 50)
ax.scatter(x, -1 + x + 0.25 * x**2 + 2 * np.random.rand(len(x)))
ax.scatter(x, np.sqrt(x) + 2 * np.random.rand(len(x)), color='green') # sqrt是什么含义？？

hide_labels(fig, ax)












[image: ../_images/beginning_04_matplotlib_48_0.png]







4.3. Advanced Features



In [40]:






fig, ax = plt.subplots(figsize=(8, 4))

x = np.linspace(-20, 20, 100)
y = np.sin(x) / x

ax.plot(x, y)

ax.set_ylabel("y label")
ax.set_xlabel("x label")

for label in ax.get_xticklabels() + ax.get_yticklabels(): # get到标度,后循环set
    label.set_rotation(45)  # 然后旋转45度












[image: ../_images/beginning_04_matplotlib_50_0.png]





Axes



In [41]:






fig, axes = plt.subplots(ncols=2, nrows=3) # 生成一个 2*3 的图形画布, 为何这里不能用 ax













[image: ../_images/beginning_04_matplotlib_52_0.png]




data1



In [42]:






fig, axes = plt.subplots(1, 2, figsize=(8, 3.5), sharey=True)  # sharey 则是代表是否同用一个 y 轴

data1 = np.random.randn(200, 2) * np.array([3, 1]) #产生两列符合标准正太分布的100组数据，做了一个广播，第一列乘以3，第二列乘以1，把标准差扩大了
#area2 = (np.random.randn(200) + 0.5) * 100

data2 = np.random.randn(200, 2) * np.array([1, 3]) #data1 是在x的方向扩大了变异度，data2是在y的方向
# area2 = (np.random.randn(200) + 0.5) * 100

# 第一列当作x，第二列当作y,marker是形状，size 是大小，alpha 是透明度
axes[0].scatter(data1[:,0], data1[:,1], color="green", marker="s", s=30, alpha=0.5) # alpha 是大小的意思，上限是1
axes[0].scatter(data2[:,0], data2[:,1], color="blue", marker="o", s=30, alpha=0.5) # 加了另外一组数据之后，由于刻度的变化整个图形也有所变化

axes[1].hist([data1[:,1], data2[:,1]], bins=15, color=["green", "blue"], alpha=0.5, orientation='horizontal');# []是代表有两组图












[image: ../_images/beginning_04_matplotlib_54_0.png]







legends 调节图例



In [43]:






fig, axes = plt.subplots(1, 4, figsize=(16,4))

x = np.linspace(0, 1, 100)

for n in range(4):
    axes[n].plot(x, x, label="y(x) = x" )
    axes[n].plot(x, x + x**2, label="y(x) = x + x**2")
    axes[n].legend(loc=n+1) # 一行把所有的图例都加上了，for 循环的魅力，如果没有+1，则变成 0，0，1，2
    axes[n].set_title("legend(loc=%d)" % (n+1)) # 原来格式化字符还可以这么玩

## ??理解下n=1，2，3，4 时有什么区别












[image: ../_images/beginning_04_matplotlib_56_0.png]









4.4. Advanced grid layout


inset



In [44]:






fig = plt.figure(figsize=(8, 4))

def f(x):
    return 1/(1 + x**2) + 0.1/(1 + ((3 -x)/0.1)**2)

def plot_and_format_axes(ax, x, f, fontsize): ## ?? 定义里面的那张图，x，尺寸
    ax.plot(x, f(x),linewidth=2)
    ax.xaxis.set_major_locator(mpl.ticker.MaxNLocator(5))
    ax.yaxis.set_major_locator(mpl.ticker.MaxNLocator(4))
    ax.set_xlabel(r"$x$", fontsize=fontsize)
    ax.set_ylabel(r"$f(x)$", fontsize=fontsize)

# main graph 主要的图
ax = fig.add_axes([0.1, 0.15, 0.8, 0.8], axisbg="#f5f5f5")
x = np.linspace(-4, 14, 10000) #
plot_and_format_axes(ax, x, f, 18)

# inset
x0, x1 = 2.5, 3.5 # 小图x的上下界
ax = fig.add_axes([0.5, 0.5, 0.38, 0.42], axisbg="none") #这条是定义4个角的位置 axisbg 是？？是没有颜色的意思吗？
x = np.linspace(x0, x1, 1000)
plot_and_format_axes(ax, x, f, 14)

# ？？ 理解下那个小块具体是怎么画出来的












[image: ../_images/beginning_04_matplotlib_59_0.png]






In [45]:






ncols, nrows = 3, 3

fig, axes = plt.subplots(nrows, ncols)

for m in range(nrows):
    for n in range(ncols):
        axes[m, n].set_xticks([]) # 所有的x轴标度干掉,
        axes[m, n].set_yticks([])
        axes[m, n].text(0.5, 0.5, "axes[%d, %d]" % (m, n),
                       horizontalalignment='center') # ？？那个长的我都不想输的单词是说放图里码？












[image: ../_images/beginning_04_matplotlib_60_0.png]






In [46]:






fig, axes = plt.subplots(2, 2, figsize=(6, 6), sharex=True, sharey=True, squeeze=False) # squeeze 可以 y 轴隐藏,yb'ig

x1 = np.random.randn(100) # 生成一维的100个数组
x2 = np.random.randn(100)

axes[0, 0].set_title("Uncorrelated")
axes[0, 0].scatter(x1, x2)

axes[0, 1].set_title("Weakly positively correlated")
axes[0, 1].plot(x1, x1 + x2)

axes[1, 0].set_title("Weakly negatively correlated")
axes[1, 0].scatter(x1, -x1 + x2) # 负相关

axes[1, 1].set_title("Strongly correlated")
axes[1, 1].scatter(x1, x1 + 0.15 * x2) # 减少x2 的分量，强相关了

axes[1, 1].set_xlabel("x")
axes[1, 0].set_ylabel("y")
axes[0, 0].set_ylabel("y")
axes[1, 0].set_xlabel("x")









Out[46]:






<matplotlib.text.Text at 0x1060d0510>












[image: ../_images/beginning_04_matplotlib_61_1.png]




查看 Matplotlib 的 style



In [47]:






print plt.style.available













[u'seaborn-darkgrid', u'seaborn-notebook', u'classic', u'seaborn-ticks', u'grayscale', u'bmh', u'seaborn-talk', u'dark_background', u'ggplot', u'fivethirtyeight', u'seaborn-colorblind', u'seaborn-deep', u'seaborn-whitegrid', u'seaborn-bright', u'seaborn-poster', u'seaborn-muted', u'seaborn-paper', u'seaborn-white', u'seaborn-pastel', u'seaborn-dark', u'seaborn-dark-palette']














          

      

      

    

  

    
      
          
            
  


5. 数据绘图（Seaborn)





          

      

      

    

  

    
      
          
            
  


基础篇

这一部分介绍数据科学的基础内容;



	1. 数据操作（Pandas）

	2. 概率和统计分析（StatsModels）

	3. 数值计算（Scipy）

	4. 线性模型（StatsModels）

	5. 机器学习初步（SKlearn）









          

      

      

    

  

    
      
          
            
  


1. 数据操作（Pandas）


1.1. pandas 对象

引入 pandas 等包，DataFrame、Series 属于常用的，所以直接引入



In [1]:






%matplotlib inline
import matplotlib.pyplot as plt
import numpy as np
import pandas as pd
from pandas import Series, DataFrame







DataFrame 对象：Pandas DataFrame
是一个表格型的数据结构，有行索引也有列索引



In [2]:






from IPython.display import Image
Image(filename='../../image/DataFrame.png', width=400)









Out[2]:






[image: ../_images/base_01_pandas_5_0.png]




Series 对象：类似于一维数组的对象，由一组同样 type
的数组和索引组成



In [3]:






s1 = Series(range(0,4)) # -> 0, 1, 2, 3
s2 = Series(range(1,5)) # -> 1, 2, 3, 4
s3 = s1 + s2 # -> 1, 3, 5, 7
s4 = Series(['a','b'])*3 # -> 'aaa','bbb'







index 对象：即 Series 和 DataFrame 的索引



In [4]:






# 获取索引
df = DataFrame(s1)
idx = s1.index
idx = df.columns # the column index
idx = df.index # the row index









In [5]:






# 索引的一些特性
b = idx.is_monotonic_decreasing
b = idx.is_monotonic_increasing
b = idx.has_duplicates
i = idx.nlevels # multi-level indexe









In [6]:






# 索引的一些方法
a = idx.values # get as numpy array
l = idx.tolist() # get as a python list
# idx = idx.astype(dtype) # change data type
# b = idx.equals(other) # check for equality 看看是否是相同的索引









In [7]:






# union of two indexes 合并两个索引
# idx = idx.union(other)

idx1 = pd.Index([1, 2, 3, 4])
idx2 = pd.Index([3, 4, 5, 6])
idx1.union(idx2)









Out[7]:






Int64Index([1, 2, 3, 4, 5, 6], dtype='int64')









In [8]:






i = idx.nunique() # number unique labels
label = idx.min() # minimum label
label = idx.max() # maximum label







创建 Series 和 DataFrame

http://pandas.pydata.org/pandas-docs/stable/dsintro.html




1.2. DataFrame 入门



In [2]:






df = DataFrame(np.random.randn(10, 4), columns=['A', 'B', 'C', 'D'])







DataFrame 的一些实用查看方法



In [10]:






df.info()













<class 'pandas.core.frame.DataFrame'>
RangeIndex: 10 entries, 0 to 9
Data columns (total 4 columns):
A    10 non-null float64
B    10 non-null float64
C    10 non-null float64
D    10 non-null float64
dtypes: float64(4)
memory usage: 392.0 bytes








In [11]:






n=4
dfh = df.head(n) # 看前 n 行









In [12]:






dft = df.tail(n) # 看后 n 行









In [13]:






dfs = df.describe() # 各类统计信息









In [14]:






top_left_corner_df = df.iloc[:5, :5]









In [15]:






dfT = df.T # transpose rows and cols







DataFrame index 的一些特性



In [16]:






l = df.axes # list row and col indexes
l









Out[16]:






[RangeIndex(start=0, stop=10, step=1),
 Index([u'A', u'B', u'C', u'D'], dtype='object')]









In [17]:






(r, c) = df.axes # from above









In [18]:






s = df.dtypes # Series column data types
s









Out[18]:






A    float64
B    float64
C    float64
D    float64
dtype: object









In [19]:






b = df.empty # True for empty DataFrame
b









Out[19]:






False









In [20]:






i = df.ndim # number of axes (2)
i









Out[20]:






2









In [21]:






t = df.shape # (row-count, column-count)
t









Out[21]:






(10, 4)









In [22]:






(r, c) = df.shape # from above
(r, c)









Out[22]:






(10, 4)









In [23]:






i = df.size # row-count * column-count
i









Out[23]:






40









In [24]:






a = df.values # get a numpy array for df







实用方法



In [27]:






df = DataFrame([1, 23, 3, 5, 2])









In [28]:






dfc = df.copy() # copy a DataFrame
dfr = df.rank() # rank each col (default) 把每个值的地位列出了
dfs = df.sort() # sort each col (default)
# dfc = df.astype(dtype) # type conversion













/Users/Scott/Library/anaconda2/lib/python2.7/site-packages/ipykernel/__main__.py:3: FutureWarning: sort(....) is deprecated, use sort_index(.....)
  app.launch_new_instance()








In [29]:






# 下面的两个方法没怎么搞懂
df.iteritems()# (col-index, Series) pairs
df.iterrows() # (row-index, Series) pairs
# example ... iterating over columns
for (name, series) in df.iteritems():
    print('Col name: ' + str(name))
    print('First value: ' +
        str(series.iat[0]) + '\n')













Col name: 0
First value: 1







通用函数







	method

	##





	df = df.abs()

	absolute values



	df = df.add(o)

	add df, Series or value



	s = df.count()

	non NA/null values



	df = df.cummax()

	(cols default axis)



	df = df.cummin()

	(cols default axis)



	df = df.cumsum()

	(cols default axis)



	df = df.cumprod()

	(cols default axis)



	df = df.diff()

	1st diff (col def axis)



	df = df.div(o)

	div by df, Series, value



	df = df.dot(o)

	matrix dot product



	s = df.max()

	max of axis (col def)



	s = df.mean()

	mean (col default axis)



	s = df.median()

	median (col default)



	s = df.min()

	min of axis (col def)



	df = df.mul(o)

	mul by df Series val



	s = df.sum()

	sum axis (cols default)









1.3. DataFrame Columns 列处理

column 其实也是一个 Series



In [2]:






df = DataFrame(np.random.randn(10, 4), columns=['A', 'B', 'C', 'D'])
idx = df.columns # get col index
label = df.columns[0] # 1st col label
lst = df.columns.tolist() # get as a list









In [31]:






lst









Out[31]:






['A', 'B', 'C', 'D']









In [32]:






label









Out[32]:






'A'









In [33]:






idx









Out[33]:






Index([u'A', u'B', u'C', u'D'], dtype='object')







column 改名



In [34]:






# df.rename(columns={'old':'new'}, inplace=True)
# df = df.rename(columns={'a':1,'b':'x'})







选择 columns, 也就是提取列



In [ ]:






s = df['C'] # select col to Series
df = df[['C']] # select col to df
df = df[['A','B']] # select 2 or more
df = df[['C', 'B', 'A']]# change order 改变排序了
s = df[df.columns[0]] # select by number
f = df[df.columns[[0, 3, 4]] # by number
s = df.pop('C') # get col & drop from df == df['C']







用 python 特性提取列



In [4]:






s = df.A # same as s = df['A'],
# 但不能用 python 特性创建新的 columns
# df['new_col'] = df.a / df.b







添加新的 columns，添加一个 column
是极为方便的，只要能添加一组数据就行



In [6]:






df['new_col'] = range(len(df))
df['new_col'] = np.repeat(np.nan,len(df))
df['random'] = np.random.rand(len(df))
df['index_as_col'] = df.index









In [8]:






df.head(2)









Out[8]:








  
    
      	
      	A
      	B
      	C
      	D
      	new_col
      	random
      	index_as_col
    

  
  
    
      	0
      	0.458326
      	-1.402187
      	0.446208
      	-0.459079
      	NaN
      	0.920599
      	0
    

    
      	1
      	0.366833
      	0.618661
      	-0.727332
      	1.152775
      	NaN
      	0.503750
      	1
    

  







详情参考 [http://pandas.pydata.org/pandas-docs/stable/generated/pandas.DataFrame.append.html]
df1[[‘b’,’c’]] = df2[[‘e’,’f’]] df3 = df1.append(other=df2)

判定函数 pd.Series.where



In [17]:






# 符合 >0 条件的保持原值，其他 =0
df['A'] = df['A'].where(df['A']>0, other=0)
# df['d']=df['a'].where(df.b!=0,other=df.c)







数据格式 转换一列的格式时非常有用。

s = df[‘col’].astype(str) # Series dtype na = df[‘col’].values # numpy
array pl = df[‘col’].tolist() # python list

columns 的一些特性和方法

value = df[‘col’].dtype # type of data value = df[‘col’].size # col
dimensions value = df[‘col’].count()# non-NA count value =
df[‘col’].sum() value = df[‘col’].prod() value = df[‘col’].min() value =
df[‘col’].max() value = df[‘col’].mean() value = df[‘col’].median()
value = df[‘col’].cov(df[‘col2’]) s = df[‘col’].describe() s =
df[‘col’].value_counts()

找出最小值和最大值的位置



In [33]:






df['B'].idxmax()
df['B'].idxmin()









Out[33]:






7







元素级方法

s = df[‘col’].isnull() s = df[‘col’].notnull() # not isnull() s =
df[‘col’].astype(float) s = df[‘col’].round(decimals=0) s =
df[‘col’].diff(periods=1) s = df[‘col’].shift(periods=1) s =
df[‘col’].to_datetime() s = df[‘col’].fillna(0) # replace NaN w 0 s =
df[‘col’].cumsum() s = df[‘col’].cumprod() s =
df[‘col’].pct_change(periods=4) s = df[‘col’].rolling_sum(periods=4,
window=4)



In [42]:






df = df.mul(s, axis=0) # on matched rows,相当于 * other Series 每行都与之相乘









In [47]:






df.columns.get_loc('B')









Out[47]:






0









In [ ]:






df = df.iloc[:, 0:2] # exclusive







获取 columns 的具体位置



In [153]:






df









Out[153]:








  
    
      	
      	year
      	state
      	pop
      	debt
    

  
  
    
      	one
      	2000
      	Ohino
      	1.5
      	NaN
    

    
      	two
      	2001
      	Ohino
      	1.7
      	NaN
    

    
      	three
      	2002
      	Ohino
      	3.6
      	NaN
    

    
      	four
      	2001
      	Nevada
      	2.4
      	NaN
    

    
      	five
      	2002
      	Nevada
      	2.9
      	NaN
    

  







下面那个好像没什么软用



In [167]:






for i in ['pop', 'state']:
    print df.columns.get_loc(i)













2
1








In [152]:






Series(df.columns)









Out[152]:






0     year
1    state
2      pop
3     debt
dtype: object










1.4. DataFrame rows 行处理

获取索引和标签



In [3]:






idx = df.index # get row index
label = df.index[0] # 1st row label
lst = df.index.tolist() # get as a list







改变索引或行名



In [ ]:






df.index = idx # new ad hoc index
df.index = range(len(df)) # set with list
df = df.reset_index() # replace old w new
# note: old index stored as a col in df
df = df.reindex(index=range(len(df)))
df = df.set_index(keys=['r1','r2','etc'])
df.rename(index={'old':'new'},inplace=True)







添加行

待补。

Drop row 删除行

df = df.drop(‘row_label’) df = df.drop(row1) # multi-row df =
df.drop([‘row1’,’row2’]) # multi-row

查找一些行



In [23]:






# fake up some data
data = {1:[1,2,3], 2:[4,1,9], 3:[1,8,27]}
df = pd.DataFrame(data)









In [4]:






# multi-column isin
lf = {1:[1, 3], 3:[8, 27]} # look for
f = df[df[list(lf)].isin(lf).all(axis=1)] # 这里看不太懂







对行做排序



In [ ]:






df_obj.sort(columns = ‘’)#按列名进行排序
df_obj.sort_index(by=[‘’,’’])#多列排序,使用时报该函数已过时,请用sort_values
df_obj.sort_values(by=['',''])同上







索引前奏



In [122]:






df0 = DataFrame({'x': [1, 2, 3], 'y': [3, 4, 5]}, index=[3, 2, 1])
df1 = DataFrame([[1, 2, 3,], [3, 4, 5], [6, 7, 8]], index=[3, 2, 1])









In [118]:






df0









Out[118]:








  
    
      	
      	x
      	y
    

  
  
    
      	3
      	1
      	3
    

    
      	2
      	2
      	4
    

    
      	1
      	3
      	5
    

  









In [120]:






df0[1:2]









Out[120]:








  
    
      	
      	x
      	y
    

  
  
    
      	2
      	2
      	4
    

  









In [17]:






df1









Out[17]:








  
    
      	
      	0
      	1
      	2
    

  
  
    
      	3
      	1
      	2
      	3
    

    
      	2
      	3
      	4
      	5
    

    
      	1
      	6
      	7
      	8
    

  









In [18]:






df1[0]









Out[18]:






3    1
2    3
1    6
Name: 0, dtype: int64









In [19]:






df1[0:2]









Out[19]:








  
    
      	
      	0
      	1
      	2
    

  
  
    
      	3
      	1
      	2
      	3
    

    
      	2
      	3
      	4
      	5
    

  









In [21]:






df1.ix[:, 0:2]









Out[21]:








  
    
      	
      	0
      	1
      	2
    

  
  
    
      	3
      	1
      	2
      	3
    

    
      	2
      	3
      	4
      	5
    

    
      	1
      	6
      	7
      	8
    

  









In [124]:






df0[['x','y']]









Out[124]:








  
    
      	
      	x
      	y
    

  
  
    
      	3
      	1
      	3
    

    
      	2
      	2
      	4
    

    
      	1
      	3
      	5
    

  










1.5. 索引和切片

整数时一般是不包含的，非整数则会包含尾巴（基于 label）



In [41]:






foo = DataFrame([4.5, 7.2, -5.3, 3.6], index=['a', 'b', 'c', 'd'])
bar = DataFrame([4.5, 7.2, -5.3, 3.6], index=range(4))









In [100]:






print(foo)
print '------'
print(bar)













     0
a  4.5
b  7.2
c -5.3
d  3.6
------
     0
0  4.5
1  7.2
2 -5.3
3  3.6








In [99]:






print foo[:2]
print '------'
print bar[:2]
print '------'
print foo[:'c']













     0
a  4.5
b  7.2
------
     0
0  4.5
1  7.2
------
     0
a  4.5
b  7.2
c -5.3






ix[::, ::] 可以接受两套切片（axis=0)横向，(axis=1)列向



In [2]:






data = {'state':['Ohino','Ohino','Ohino','Nevada','Nevada'],
        'year':[2000,2001,2002,2001,2002],
        'pop':[1.5,1.7,3.6,2.4,2.9]}

df = DataFrame(data,index=['one','two','three','four','five'],
               columns=['year','state','pop','debt'])









In [48]:






df









Out[48]:








  
    
      	
      	year
      	state
      	pop
      	debt
    

  
  
    
      	one
      	2000
      	Ohino
      	1.5
      	NaN
    

    
      	two
      	2001
      	Ohino
      	1.7
      	NaN
    

    
      	three
      	2002
      	Ohino
      	3.6
      	NaN
    

    
      	four
      	2001
      	Nevada
      	2.4
      	NaN
    

    
      	five
      	2002
      	Nevada
      	2.9
      	NaN
    

  









In [81]:






df.ix[:, 'state':'pop']









Out[81]:








  
    
      	
      	state
      	pop
    

  
  
    
      	one
      	Ohino
      	1.5
    

    
      	two
      	Ohino
      	1.7
    

    
      	three
      	Ohino
      	3.6
    

    
      	four
      	Nevada
      	2.4
    

    
      	five
      	Nevada
      	2.9
    

  









In [84]:






df.ix[1] # 切的是行，所以说 ix 默认切的行， 也就是 axis=0









Out[84]:






year      2001
state    Ohino
pop        1.7
debt       NaN
Name: two, dtype: object







非 ix

ix 可以说是 pandas 的标准切法，而没有 ix 时，情况就略复杂些了，作者说：


	索引时，选取的是列


	切片时，选取的是行




记住一点，如果你想看单列或少数列的索引，那么直接用 df[‘column’], 其他就



In [6]:






print(type(df['year']))
print(type(df[['year']]))













<class 'pandas.core.series.Series'>
<class 'pandas.core.frame.DataFrame'>








In [128]:






# df['one'] # 会报错，没办法这样索引,这是行
df[['year', 'state']] # 可运行









Out[128]:








  
    
      	
      	year
      	state
    

  
  
    
      	one
      	2000
      	Ohino
    

    
      	two
      	2001
      	Ohino
    

    
      	three
      	2002
      	Ohino
    

    
      	four
      	2001
      	Nevada
    

    
      	five
      	2002
      	Nevada
    

  









In [91]:






df[0:1] # 切第一行，直接 df[0] 是会报错的。而 ix 不会。









Out[91]:








  
    
      	
      	year
      	state
      	pop
      	debt
    

  
  
    
      	one
      	2000
      	Ohino
      	1.5
      	NaN
    

  









In [129]:






df['one':'two'] # 所以他也是可以整数切，也能标签切









Out[129]:








  
    
      	
      	year
      	state
      	pop
      	debt
    

  
  
    
      	one
      	2000
      	Ohino
      	1.5
      	NaN
    

    
      	two
      	2001
      	Ohino
      	1.7
      	NaN
    

  









In [89]:






print(df.columns.tolist())
print(df.index.tolist())













['year', 'state', 'pop', 'debt']
['one', 'two', 'three', 'four', 'five']








In [102]:






df.loc[:, 'year':'state']









Out[102]:








  
    
      	
      	year
      	state
    

  
  
    
      	one
      	2000
      	Ohino
    

    
      	two
      	2001
      	Ohino
    

    
      	three
      	2002
      	Ohino
    

    
      	four
      	2001
      	Nevada
    

    
      	five
      	2002
      	Nevada
    

  









In [104]:






df.iloc[:, 1:2]









Out[104]:








  
    
      	
      	state
    

  
  
    
      	one
      	Ohino
    

    
      	two
      	Ohino
    

    
      	three
      	Ohino
    

    
      	four
      	Nevada
    

    
      	five
      	Nevada
    

  








	.loc[label] 这是严格基于标签的索引


	.iloc[inte] 这是严格基于整数位置的索引


	.ix[] 更像是这两种严格方式的智能整合版。






In [111]:






# df.loc[1:2] 用 label 的去切整数，自然会出错
# df.iloc['two':'three'] 也会出错









In [109]:






df.loc['two':'three']









Out[109]:








  
    
      	
      	year
      	state
      	pop
      	debt
    

  
  
    
      	two
      	2001
      	Ohino
      	1.7
      	NaN
    

    
      	three
      	2002
      	Ohino
      	3.6
      	NaN
    

  









In [105]:






df.iloc[1:2]









Out[105]:








  
    
      	
      	year
      	state
      	pop
      	debt
    

  
  
    
      	two
      	2001
      	Ohino
      	1.7
      	NaN
    

  







小结：


	尽量写两套切片，除非是索引单列则用 df[column]


	多用 iloc 和 loc, 除非你很清晰的基于标签






In [ ]:






# 待补：当标签和整数冲突时









In [ ]:






df2.info() # 说明，ix在这种非整数的整数标签上，他的切片跟loc一样，是基于标签的，而另外两个刚好相反。













          

      

      

    

  

    
      
          
            
  


2. 概率和统计分析（StatsModels）





          

      

      

    

  

    
      
          
            
  


3. 数值计算（Scipy）





          

      

      

    

  

    
      
          
            
  


4. 线性模型（StatsModels）





          

      

      

    

  

    
      
          
            
  


5. 机器学习初步（SKlearn）





          

      

      

    

  

    
      
          
            
  


工具篇

这篇是 Python 数据科学方面的书、好资源、好用工具等;



	1. 书籍推荐

	2. 好资源









          

      

      

    

  

    
      
          
            
  


1. 书籍推荐


Note

看过的一些数据科学好书。




数学：


	漫画微积分 [https://book.douban.com/subject/4010133/]


	漫画线性代数 [https://book.douban.com/subject/4010125/]


	托马斯微积分 [https://book.douban.com/subject/1231399/]


	线性代数及其应用 [https://book.douban.com/subject/1425950/]


	微积分基础:引入Mathematica软件求解 [https://www.amazon.cn/%E5%BE%AE%E7%A7%AF%E5%88%86%E5%9F%BA%E7%A1%80-%E5%BC%95%E5%85%A5Mathematica%E8%BD%AF%E4%BB%B6%E6%B1%82%E8%A7%A3-%E4%BD%99%E6%95%8F/dp/B0011CBNBQ]







统计学


	深入浅出数据分析 [https://book.douban.com/subject/5257905/]


	深入浅出统计学 [https://book.douban.com/subject/7056708/]


	统计学的世界 [https://book.douban.com/subject/1138353/]


	统计思维 [https://book.douban.com/subject/24381562/]


	商务与经济统计 [https://book.douban.com/subject/10557289/]


	赤裸裸的统计学 [https://book.douban.com/subject/25717380/]







Python 基础


	“笨办法”学Python（第3版） [https://book.douban.com/subject/26264642/]


	Beginning Python [https://book.douban.com/subject/1482162/]


	Python核心编程（第二版） [https://book.douban.com/subject/3112503/]


	利用Python进行数据分析 [https://book.douban.com/subject/25779298/]







数据科学基础


	数据科学实战 [https://book.douban.com/subject/26320485/]


	Numerical Python: A Practical Techniques Approach for Industry : A
Practical Techniques Approach for
Industry [https://book.douban.com/subject/26643233/]


	Python for science [http://www.scipy-lectures.org/intro/]







数据挖据


	数据挖掘导论 [https://book.douban.com/subject/5377669/]


	数据挖掘概念与技术 :
概念与技术 [https://book.douban.com/subject/2038599/]


	统计学习方法 [https://book.douban.com/subject/10590856/]


	集体智慧编程 [https://book.douban.com/subject/3288908/]


	机器学习实战 [https://book.douban.com/subject/24703171/]


	机器学习 [https://book.douban.com/subject/26708119/]







数据库


	数据库系统概念 :
（原书第6版） [https://book.douban.com/subject/10548379/]


	深入浅出SQL :
深入浅出SQL [https://book.douban.com/subject/3069630/]


	SQL必知必会 :
（第4版） [https://book.douban.com/subject/24250054/]







网站分析


	网站分析实战 :
如何以数据驱动决策,提升网站价值 [https://book.douban.com/subject/20497858/]


	精通Web Analytics 2.0 :
用户中心科学与在线统计艺术 [https://book.douban.com/subject/6414998/]







R


	数据科学中的R语言 [https://book.douban.com/subject/26576631/]


	R语言实战 [https://book.douban.com/subject/20382244/]


	ggplot2：数据分析与图形艺术 :
数据分析与图形艺术 [https://book.douban.com/subject/24527091/]


	现代统计图形 [https://www.google.co.jp/url?sa=t&rct=j&q=&esrc=s&source=web&cd=3&cad=rja&uact=8&ved=0ahUKEwieuM_p7ujNAhUKopQKHW8NDnkQFggqMAI&url=http%3A%2F%2Fdownload.bioon.com%2Fview%2Fupload%2F201303%2F23231011_8211.pdf&usg=AFQjCNGcXX18jnqx4qbH_8EDDXcYBGnwnw&sig2=kVCB6BpkWQT0nJ_5aW0shQ]







Linux


	鸟哥的Linux私房菜.基础学习篇（第三版） :
基础学习篇 [https://book.douban.com/subject/4889838/]


	命令行中的数据科学 [https://book.douban.com/subject/26387975/]


	The Linux Command Line [http://billie66.github.io/TLCL/]


	Linux工具快速教程 — Linux Tools Quick
Tutorial [http://linuxtools-rst.readthedocs.io/zh_CN/latest/index.html]










          

      

      

    

  

    
      
          
            
  


2. 好资源

这里放 Python 的一些好资源





          

      

      

    

  

    
      
          
            

Index



 




          

      

      

    

  

    
      
          
            
  

for loop



In [1]:






for i=1:10,
    v(i) = 2^i;
end;
v













v =

  Columns 1 through 6

           2           4           8          16          32          64

  Columns 7 through 10

         128         256         512        1024








In [3]:






indices = 1:10;
for i = indices,
  disp(i);
end













1

     2

     3

     4

     5

     6

     7

     8

     9

    10






break and continue



In [4]:






i = 1;
while i <=5
  v(i) = 100;
  i = i+1;
end;









In [5]:






 v













v =

  Columns 1 through 6

         100         100         100         100         100          64

  Columns 7 through 10

         128         256         512        1024








In [6]:






i = 1;
while true,
  v(i) = 999;
  i = i + 1;
  if i == 6,
    break;
  end;
end;









In [7]:






v













v =

  Columns 1 through 6

         999         999         999         999         999          64

  Columns 7 through 10

         128         256         512        1024






if else



In [9]:






v(1) = 2;









In [15]:






if v(1) == 1,
  disp('The value is one');
elseif v(1) == 2,
  disp('The value is two');
else
  disp('The value is not two or one')
end;













The value is two








In [16]:






pwd













ans =

/home/scott/Documents/BookData/source/stf_ml/Linear_Regression_with_Multiple_Variables








In [17]:






squareThisNumber(5)













ans =

    25








In [19]:






[a, b] = squareAndCubeThisNumber(5)













a =

    25


b =

   125








In [20]:






X = [1 1; 1 2; 1 3]













X =

     1     1
     1     2
     1     3








In [21]:






y = [1; 2; 3]













y =

     1
     2
     3








In [22]:






theta = [0;1];









In [24]:






j = costFunctionJ(X, y, theta)













j =

     0








In [25]:






theta = [0;0];
j = costFunctionJ(X, y, theta)













j =

    2.3333








          

      

      

    

  

    
      
          
            
  

Unvectorized implementation

matlab 是从 \(\theta(1)\) 开始，所以是 1:n+1

prediction = 0.0;
for j = 1:n+1,
  prediction = prediction + theta(j) * x(j)
end;





Vectorized implementation

prediction = theta' * x;





把 求 :math:`theta` 向量化

\(\theta - \alpha \xi\)

$:raw-latex:xi `= :raw-latex:frac{1}{m}`:raw-latex:sum{i=1}^M
(h{{:raw-latex:`\theta`}}(x{{(i)}})-y{{(i)}}) x {^{(i)}} $



In [20]:






v = zeros(3,1);
A = [1 2 3; 1 2 3; 1 2 3];
x = [1; 2; 3];
for i = 1:3,
  for j = 1:3,
    v(i) = v(i) + A(i,j) * x(j)
  end
end













v =

     1
     0
     0


v =

     5
     0
     0


v =

    14
     0
     0


v =

    14
     1
     0


v =

    14
     5
     0


v =

    14
    14
     0


v =

    14
    14
     1


v =

    14
    14
     5


v =

    14
    14
    14








In [19]:






A * x













ans =

    14
    14
    14








In [8]:






v(1)













ans =

    14








In [10]:






c = zeros(3, 1)













c =

     0
     0
     0








In [11]:






c(1)













ans =

     0








In [12]:






c(1,:)













ans =

     0








In [14]:






c()













ans =

     0
     0
     0








          

      

      

    

  

    
      
          
            
  



In [1]:






%matplotlib inline

import matplotlib.pyplot as plt
import seaborn as sns
import numpy as np









In [2]:






import pandas as pd









In [3]:






df = pd.read_csv('/home/scott/Dropbox/C.TheArtofWork/cool.csv')









In [6]:






df.Diary = pd.to_datetime(df.Diary.values)









In [7]:






df['ua'] = pd.to_datetime(df.ua.values).time
df['la'] = pd.to_datetime(df.la.values).time
df['lp'] = pd.to_datetime(df.lp.values).time
df['up'] = pd.to_datetime(df.up.values).time









In [19]:






df = df.fillna(method='bfill')
df.head()









Out[19]:








  
    
      	
      	Diary
      	ua
      	la
      	up
      	lp
    

  
  
    
      	0
      	2016-08-01
      	08:28:00
      	08:28:00
      	18:00:00
      	18:01:00
    

    
      	1
      	2016-08-02
      	08:58:00
      	08:58:00
      	18:00:00
      	18:01:00
    

    
      	2
      	2016-08-03
      	08:58:00
      	08:58:00
      	18:01:00
      	18:01:00
    

    
      	3
      	2016-08-04
      	08:52:00
      	09:07:00
      	18:00:00
      	18:00:00
    

    
      	4
      	2016-08-05
      	08:57:00
      	08:58:00
      	18:01:00
      	18:03:00
    

  









In [26]:






fig, ax = plt.subplots(2, 1, figsize=(12, 6))

ax[1].plot(df['Diary'], df['lp'], label='lp')
ax[1].plot(df['Diary'], df['up'], label='up')
ax[0].plot(df['Diary'], df['la'], label='la')
ax[0].plot(df['Diary'], df['ua'], label='ua')

labels = ax[0].get_xticklabels()
plt.setp(labels, rotation=30, fontsize=10)
labels = ax[1].get_xticklabels()
plt.setp(labels, rotation=30, fontsize=10)
fig.tight_layout()












[image: ../../../../_images/stf_ml_Linear_Regression_with_Multiple_Variables_machine-learning-ex1_ex1_Cool_6_0.png]






          

      

      

    

  

    
      
          
            
  



In [1]:






fprintf('load data')













load data








In [2]:






data = load('ex1data1.txt');









In [3]:






length(data)













ans =

    97








In [4]:






n = 97;
X = data(1:n, 1);
y = data(1:n, 2);
m = length(y);

X = [ones(m, 1), X(:,1)];









In [5]:






theta = [0, 0]'













theta =

     0
     0








In [6]:






computeCost(X, y, theta)













ans =

   32.0727








In [7]:






%plot -s 400,300
scatter(X(:,2), y)
hold on

plot(X(:,2), X*theta, '-')












[image: ../../../../_images/stf_ml_Linear_Regression_with_Multiple_Variables_machine-learning-ex1_ex1_Ex01_6_0.png]
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Python Machine Learning - Code Examples




Chapter 5 - Compressing Data via Dimensionality Reduction

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,scipy,matplotlib,scikit-learn













Sebastian Raschka
last updated: 2016-07-26

CPython 3.5.1
IPython 5.0.0

numpy 1.11.1
scipy 0.17.1
matplotlib 1.5.1
scikit-learn 0.17.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Unsupervised dimensionality reduction via principal component
analysis
128


	Total and explained variance


	Feature transformation


	Principal component analysis in
scikit-learn


	Supervised data compression via linear discriminant
analysis


	Computing the scatter matrices


	Selecting linear discriminants for the new feature
subspace


	Projecting samples onto the new feature
space


	LDA via scikit-learn


	Using kernel principal component analysis for nonlinear
mappings


	Kernel functions and the kernel
trick


	Implementing a kernel principal component analysis in
Python


	Example 1 – separating half-moon
shapes


	Example 2 – separating concentric
circles






	Projecting new data points


	Kernel principal component analysis in
scikit-learn


	Summary






In [2]:






from IPython.display import Image









In [3]:






%matplotlib inline












Unsupervised dimensionality reduction via principal component analysis



In [4]:






Image(filename='./images/05_01.png', width=400)









Out[4]:






[image: ../../_images/rasbt_py_ml_book_ch05_ch05_13_0.png]






In [5]:






import pandas as pd

df_wine = pd.read_csv('https://archive.ics.uci.edu/ml/'
                      'machine-learning-databases/wine/wine.data',
                      header=None)

df_wine.columns = ['Class label', 'Alcohol', 'Malic acid', 'Ash',
                   'Alcalinity of ash', 'Magnesium', 'Total phenols',
                   'Flavanoids', 'Nonflavanoid phenols', 'Proanthocyanins',
                   'Color intensity', 'Hue',
                   'OD280/OD315 of diluted wines', 'Proline']

df_wine.head()









Out[5]:








  
    
      	
      	Class label
      	Alcohol
      	Malic acid
      	Ash
      	Alcalinity of ash
      	Magnesium
      	Total phenols
      	Flavanoids
      	Nonflavanoid phenols
      	Proanthocyanins
      	Color intensity
      	Hue
      	OD280/OD315 of diluted wines
      	Proline
    

  
  
    
      	0
      	1
      	14.23
      	1.71
      	2.43
      	15.6
      	127
      	2.80
      	3.06
      	0.28
      	2.29
      	5.64
      	1.04
      	3.92
      	1065
    

    
      	1
      	1
      	13.20
      	1.78
      	2.14
      	11.2
      	100
      	2.65
      	2.76
      	0.26
      	1.28
      	4.38
      	1.05
      	3.40
      	1050
    

    
      	2
      	1
      	13.16
      	2.36
      	2.67
      	18.6
      	101
      	2.80
      	3.24
      	0.30
      	2.81
      	5.68
      	1.03
      	3.17
      	1185
    

    
      	3
      	1
      	14.37
      	1.95
      	2.50
      	16.8
      	113
      	3.85
      	3.49
      	0.24
      	2.18
      	7.80
      	0.86
      	3.45
      	1480
    

    
      	4
      	1
      	13.24
      	2.59
      	2.87
      	21.0
      	118
      	2.80
      	2.69
      	0.39
      	1.82
      	4.32
      	1.04
      	2.93
      	735
    

  








Note:

If the link to the Wine dataset provided above does not work for you,
you can find a local copy in this repository at
./../datasets/wine/wine.data.

Or you could fetch it via



In [6]:






df_wine = pd.read_csv('https://raw.githubusercontent.com/rasbt/python-machine-learning-book/master/code/datasets/wine/wine.data', header=None)

df_wine.columns = ['Class label', 'Alcohol', 'Malic acid', 'Ash',
'Alcalinity of ash', 'Magnesium', 'Total phenols',
'Flavanoids', 'Nonflavanoid phenols', 'Proanthocyanins',
'Color intensity', 'Hue', 'OD280/OD315 of diluted wines', 'Proline']
df_wine.head()









Out[6]:








  
    
      	
      	Class label
      	Alcohol
      	Malic acid
      	Ash
      	Alcalinity of ash
      	Magnesium
      	Total phenols
      	Flavanoids
      	Nonflavanoid phenols
      	Proanthocyanins
      	Color intensity
      	Hue
      	OD280/OD315 of diluted wines
      	Proline
    

  
  
    
      	0
      	1
      	14.23
      	1.71
      	2.43
      	15.6
      	127
      	2.80
      	3.06
      	0.28
      	2.29
      	5.64
      	1.04
      	3.92
      	1065
    

    
      	1
      	1
      	13.20
      	1.78
      	2.14
      	11.2
      	100
      	2.65
      	2.76
      	0.26
      	1.28
      	4.38
      	1.05
      	3.40
      	1050
    

    
      	2
      	1
      	13.16
      	2.36
      	2.67
      	18.6
      	101
      	2.80
      	3.24
      	0.30
      	2.81
      	5.68
      	1.03
      	3.17
      	1185
    

    
      	3
      	1
      	14.37
      	1.95
      	2.50
      	16.8
      	113
      	3.85
      	3.49
      	0.24
      	2.18
      	7.80
      	0.86
      	3.45
      	1480
    

    
      	4
      	1
      	13.24
      	2.59
      	2.87
      	21.0
      	118
      	2.80
      	2.69
      	0.39
      	1.82
      	4.32
      	1.04
      	2.93
      	735
    

  







Splitting the data into 70% training and 30% test subsets.



In [7]:






from sklearn.cross_validation import train_test_split

X, y = df_wine.iloc[:, 1:].values, df_wine.iloc[:, 0].values

X_train, X_test, y_train, y_test = \
    train_test_split(X, y, test_size=0.3, random_state=0)







Standardizing the data.



In [8]:






from sklearn.preprocessing import StandardScaler

sc = StandardScaler()
X_train_std = sc.fit_transform(X_train)
X_test_std = sc.transform(X_test)









Note

Accidentally, I wrote X_test_std = sc.fit_transform(X_test) instead
of X_test_std = sc.transform(X_test). In this case, it wouldn’t make
a big difference since the mean and standard deviation of the test set
should be (quite) similar to the training set. However, as remember from
Chapter 3, the correct way is to re-use parameters from the training set
if we are doing any kind of transformation – the test set should
basically stand for “new, unseen” data.

My initial typo reflects a common mistake is that some people are not
re-using these parameters from the model training/building and
standardize the new data “from scratch.” Here’s simple example to
explain why this is a problem.

Let’s assume we have a simple training set consisting of 3 samples with
1 feature (let’s call this feature “length”):


	train_1: 10 cm -> class_2


	train_2: 20 cm -> class_2


	train_3: 30 cm -> class_1




mean: 20, std.: 8.2

After standardization, the transformed feature values are


	train_std_1: -1.21 -> class_2


	train_std_2: 0 -> class_2


	train_std_3: 1.21 -> class_1




Next, let’s assume our model has learned to classify samples with a
standardized length value < 0.6 as class_2 (class_1 otherwise). So far
so good. Now, let’s say we have 3 unlabeled data points that we want to
classify:


	new_4: 5 cm -> class ?


	new_5: 6 cm -> class ?


	new_6: 7 cm -> class ?




If we look at the “unstandardized “length” values in our training
datast, it is intuitive to say that all of these samples are likely
belonging to class_2. However, if we standardize these by re-computing
standard deviation and and mean you would get similar values as before
in the training set and your classifier would (probably incorrectly)
classify samples 4 and 5 as class 2.


	new_std_4: -1.21 -> class 2


	new_std_5: 0 -> class 2


	new_std_6: 1.21 -> class 1




However, if we use the parameters from your “training set
standardization,” we’d get the values:


	sample5: -18.37 -> class 2


	sample6: -17.15 -> class 2


	sample7: -15.92 -> class 2




The values 5 cm, 6 cm, and 7 cm are much lower than anything we have
seen in the training set previously. Thus, it only makes sense that the
standardized features of the “new samples” are much lower than every
standardized feature in the training set.



Eigendecomposition of the covariance matrix.



In [9]:






import numpy as np
cov_mat = np.cov(X_train_std.T)
eigen_vals, eigen_vecs = np.linalg.eig(cov_mat)

print('\nEigenvalues \n%s' % eigen_vals)














Eigenvalues
[ 4.8923083   2.46635032  1.42809973  1.01233462  0.84906459  0.60181514
  0.52251546  0.08414846  0.33051429  0.29595018  0.16831254  0.21432212
  0.2399553 ]






Note:

Above, I used the
`numpy.linalg.eig <http://docs.scipy.org/doc/numpy/reference/generated/numpy.linalg.eig.html>`__
function to decompose the symmetric covariance matrix into its
eigenvalues and eigenvectors.

>>> eigen_vals, eigen_vecs = np.linalg.eig(cov_mat)
This is not really a "mistake," but probably suboptimal. It would be better to use [`numpy.linalg.eigh`](http://docs.scipy.org/doc/numpy/reference/generated/numpy.linalg.eigh.html) in such cases, which has been designed for [Hermetian matrices](https://en.wikipedia.org/wiki/Hermitian_matrix). The latter always returns real  eigenvalues; whereas the numerically less stable `np.linalg.eig` can decompose nonsymmetric square matrices, you may find that it returns complex eigenvalues in certain cases. (S.R.)






Total and explained variance



In [10]:






tot = sum(eigen_vals)
var_exp = [(i / tot) for i in sorted(eigen_vals, reverse=True)]
cum_var_exp = np.cumsum(var_exp)









In [11]:






import matplotlib.pyplot as plt


plt.bar(range(1, 14), var_exp, alpha=0.5, align='center',
        label='individual explained variance')
plt.step(range(1, 14), cum_var_exp, where='mid',
         label='cumulative explained variance')
plt.ylabel('Explained variance ratio')
plt.xlabel('Principal components')
plt.legend(loc='best')
plt.tight_layout()
# plt.savefig('./figures/pca1.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch05_ch05_29_0.png]







Feature transformation



In [12]:






# Make a list of (eigenvalue, eigenvector) tuples
eigen_pairs = [(np.abs(eigen_vals[i]), eigen_vecs[:, i])
               for i in range(len(eigen_vals))]

# Sort the (eigenvalue, eigenvector) tuples from high to low
eigen_pairs.sort(key=lambda k: k[0], reverse=True)

# Note: I added the `key=lambda k: k[0]` in the sort call above
# just like I used it further below in the LDA section.
# This is to avoid problems if there are ties in the eigenvalue
# arrays (i.e., the sorting algorithm will only regard the
# first element of the tuples, now).









In [13]:






w = np.hstack((eigen_pairs[0][1][:, np.newaxis],
               eigen_pairs[1][1][:, np.newaxis]))
print('Matrix W:\n', w)













Matrix W:
 [[ 0.14669811  0.50417079]
 [-0.24224554  0.24216889]
 [-0.02993442  0.28698484]
 [-0.25519002 -0.06468718]
 [ 0.12079772  0.22995385]
 [ 0.38934455  0.09363991]
 [ 0.42326486  0.01088622]
 [-0.30634956  0.01870216]
 [ 0.30572219  0.03040352]
 [-0.09869191  0.54527081]
 [ 0.30032535 -0.27924322]
 [ 0.36821154 -0.174365  ]
 [ 0.29259713  0.36315461]]






Note Depending on which version of NumPy and LAPACK you are using,
you may obtain the the Matrix W with its signs flipped. E.g., the matrix
shown in the book was printed as:

[[ 0.14669811  0.50417079]
[-0.24224554  0.24216889]
[-0.02993442  0.28698484]
[-0.25519002 -0.06468718]
[ 0.12079772  0.22995385]
[ 0.38934455  0.09363991]
[ 0.42326486  0.01088622]
[-0.30634956  0.01870216]
[ 0.30572219  0.03040352]
[-0.09869191  0.54527081]





Please note that this is not an issue: If \(v\) is an eigenvector of
a matrix \(\Sigma\), we have


\[\Sigma v = \lambda v,\]

where \(\lambda\) is our eigenvalue,

then \(-v\) is also an eigenvector that has the same eigenvalue,
since


\[\Sigma(-v) = -\Sigma v = -\lambda v = \lambda(-v).\]



In [14]:






X_train_pca = X_train_std.dot(w)
colors = ['r', 'b', 'g']
markers = ['s', 'x', 'o']

for l, c, m in zip(np.unique(y_train), colors, markers):
    plt.scatter(X_train_pca[y_train == l, 0],
                X_train_pca[y_train == l, 1],
                c=c, label=l, marker=m)

plt.xlabel('PC 1')
plt.ylabel('PC 2')
plt.legend(loc='lower left')
plt.tight_layout()
# plt.savefig('./figures/pca2.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch05_ch05_35_0.png]






In [15]:






X_train_std[0].dot(w)









Out[15]:






array([ 2.59891628,  0.00484089])










Principal component analysis in scikit-learn



In [16]:






from sklearn.decomposition import PCA

pca = PCA()
X_train_pca = pca.fit_transform(X_train_std)
pca.explained_variance_ratio_









Out[16]:






array([ 0.37329648,  0.18818926,  0.10896791,  0.07724389,  0.06478595,
        0.04592014,  0.03986936,  0.02521914,  0.02258181,  0.01830924,
        0.01635336,  0.01284271,  0.00642076])









In [17]:






plt.bar(range(1, 14), pca.explained_variance_ratio_, alpha=0.5, align='center')
plt.step(range(1, 14), np.cumsum(pca.explained_variance_ratio_), where='mid')
plt.ylabel('Explained variance ratio')
plt.xlabel('Principal components')
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch05_ch05_40_0.png]






In [18]:






pca = PCA(n_components=2)
X_train_pca = pca.fit_transform(X_train_std)
X_test_pca = pca.transform(X_test_std)









In [19]:






plt.scatter(X_train_pca[:, 0], X_train_pca[:, 1])
plt.xlabel('PC 1')
plt.ylabel('PC 2')
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch05_ch05_42_0.png]






In [20]:






from matplotlib.colors import ListedColormap

def plot_decision_regions(X, y, classifier, resolution=0.02):

    # setup marker generator and color map
    markers = ('s', 'x', 'o', '^', 'v')
    colors = ('red', 'blue', 'lightgreen', 'gray', 'cyan')
    cmap = ListedColormap(colors[:len(np.unique(y))])

    # plot the decision surface
    x1_min, x1_max = X[:, 0].min() - 1, X[:, 0].max() + 1
    x2_min, x2_max = X[:, 1].min() - 1, X[:, 1].max() + 1
    xx1, xx2 = np.meshgrid(np.arange(x1_min, x1_max, resolution),
                           np.arange(x2_min, x2_max, resolution))
    Z = classifier.predict(np.array([xx1.ravel(), xx2.ravel()]).T)
    Z = Z.reshape(xx1.shape)
    plt.contourf(xx1, xx2, Z, alpha=0.4, cmap=cmap)
    plt.xlim(xx1.min(), xx1.max())
    plt.ylim(xx2.min(), xx2.max())

    # plot class samples
    for idx, cl in enumerate(np.unique(y)):
        plt.scatter(x=X[y == cl, 0], y=X[y == cl, 1],
                    alpha=0.8, c=cmap(idx),
                    marker=markers[idx], label=cl)







Training logistic regression classifier using the first 2 principal
components.



In [21]:






from sklearn.linear_model import LogisticRegression

lr = LogisticRegression()
lr = lr.fit(X_train_pca, y_train)









In [22]:






plot_decision_regions(X_train_pca, y_train, classifier=lr)
plt.xlabel('PC 1')
plt.ylabel('PC 2')
plt.legend(loc='lower left')
plt.tight_layout()
# plt.savefig('./figures/pca3.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch05_ch05_46_0.png]






In [23]:






plot_decision_regions(X_test_pca, y_test, classifier=lr)
plt.xlabel('PC 1')
plt.ylabel('PC 2')
plt.legend(loc='lower left')
plt.tight_layout()
# plt.savefig('./figures/pca4.png', dpi=300)
plt.show()
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In [24]:






pca = PCA(n_components=None)
X_train_pca = pca.fit_transform(X_train_std)
pca.explained_variance_ratio_









Out[24]:






array([ 0.37329648,  0.18818926,  0.10896791,  0.07724389,  0.06478595,
        0.04592014,  0.03986936,  0.02521914,  0.02258181,  0.01830924,
        0.01635336,  0.01284271,  0.00642076])
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Chapter 6 - Learning Best Practices for Model Evaluation and Hyperparameter Tuning

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scikit-learn













Sebastian Raschka
last updated: 2016-03-25

CPython 3.5.1
IPython 4.0.3

numpy 1.10.4
pandas 0.17.1
matplotlib 1.5.1
scikit-learn 0.17.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Streamlining workflows with
pipelines


	Loading the Breast Cancer Wisconsin
dataset


	Combining transformers and estimators in a
pipeline


	Using k-fold cross-validation to assess model
performance


	The holdout method


	K-fold cross-validation


	Debugging algorithms with learning and validation
curves


	Diagnosing bias and variance problems with learning
curves


	Addressing overfitting and underfitting with validation
curves


	Fine-tuning machine learning models via grid
search


	Tuning hyperparameters via grid
search


	Algorithm selection with nested
cross-validation


	Looking at different performance evaluation
metrics


	Reading a confusion matrix


	Optimizing the precision and recall of a classification
model


	Plotting a receiver operating
characteristic


	The scoring metrics for multiclass
classification


	Summary






In [3]:






from IPython.display import Image









In [ ]:






%matplotlib inline












Streamlining workflows with pipelines

…



In [4]:






import pandas as pd

df = pd.read_csv('https://archive.ics.uci.edu/ml/machine-learning-databases'
                 '/breast-cancer-wisconsin/wdbc.data', header=None)









Out[4]:








  
    
      	
      	0
      	1
      	2
      	3
      	4
      	5
      	6
      	7
      	8
      	9
      	...
      	22
      	23
      	24
      	25
      	26
      	27
      	28
      	29
      	30
      	31
    

  
  
    
      	0
      	842302
      	M
      	17.99
      	10.38
      	122.80
      	1001.0
      	0.11840
      	0.27760
      	0.3001
      	0.14710
      	...
      	25.38
      	17.33
      	184.60
      	2019.0
      	0.1622
      	0.6656
      	0.7119
      	0.2654
      	0.4601
      	0.11890
    

    
      	1
      	842517
      	M
      	20.57
      	17.77
      	132.90
      	1326.0
      	0.08474
      	0.07864
      	0.0869
      	0.07017
      	...
      	24.99
      	23.41
      	158.80
      	1956.0
      	0.1238
      	0.1866
      	0.2416
      	0.1860
      	0.2750
      	0.08902
    

    
      	2
      	84300903
      	M
      	19.69
      	21.25
      	130.00
      	1203.0
      	0.10960
      	0.15990
      	0.1974
      	0.12790
      	...
      	23.57
      	25.53
      	152.50
      	1709.0
      	0.1444
      	0.4245
      	0.4504
      	0.2430
      	0.3613
      	0.08758
    

    
      	3
      	84348301
      	M
      	11.42
      	20.38
      	77.58
      	386.1
      	0.14250
      	0.28390
      	0.2414
      	0.10520
      	...
      	14.91
      	26.50
      	98.87
      	567.7
      	0.2098
      	0.8663
      	0.6869
      	0.2575
      	0.6638
      	0.17300
    

    
      	4
      	84358402
      	M
      	20.29
      	14.34
      	135.10
      	1297.0
      	0.10030
      	0.13280
      	0.1980
      	0.10430
      	...
      	22.54
      	16.67
      	152.20
      	1575.0
      	0.1374
      	0.2050
      	0.4000
      	0.1625
      	0.2364
      	0.07678
    

  


5 rows × 32 columns








In [5]:






df.shape









Out[5]:






(569, 32)








Note:

If the link to the Breast Cancer Wisconsin dataset dataset provided
above does not work for you, you can find a local copy in this
repository at
./../datasets/wdbc/wdbc.data.

Or you could fetch it via



In [6]:






df = pd.read_csv('https://raw.githubusercontent.com/rasbt/python-machine-learning-book/master/code/datasets/wdbc/wdbc.data', header=None)
df.head()









Out[6]:








  
    
      	
      	0
      	1
      	2
      	3
      	4
      	5
      	6
      	7
      	8
      	9
      	...
      	22
      	23
      	24
      	25
      	26
      	27
      	28
      	29
      	30
      	31
    

  
  
    
      	0
      	842302
      	M
      	17.99
      	10.38
      	122.80
      	1001.0
      	0.11840
      	0.27760
      	0.3001
      	0.14710
      	...
      	25.38
      	17.33
      	184.60
      	2019.0
      	0.1622
      	0.6656
      	0.7119
      	0.2654
      	0.4601
      	0.11890
    

    
      	1
      	842517
      	M
      	20.57
      	17.77
      	132.90
      	1326.0
      	0.08474
      	0.07864
      	0.0869
      	0.07017
      	...
      	24.99
      	23.41
      	158.80
      	1956.0
      	0.1238
      	0.1866
      	0.2416
      	0.1860
      	0.2750
      	0.08902
    

    
      	2
      	84300903
      	M
      	19.69
      	21.25
      	130.00
      	1203.0
      	0.10960
      	0.15990
      	0.1974
      	0.12790
      	...
      	23.57
      	25.53
      	152.50
      	1709.0
      	0.1444
      	0.4245
      	0.4504
      	0.2430
      	0.3613
      	0.08758
    

    
      	3
      	84348301
      	M
      	11.42
      	20.38
      	77.58
      	386.1
      	0.14250
      	0.28390
      	0.2414
      	0.10520
      	...
      	14.91
      	26.50
      	98.87
      	567.7
      	0.2098
      	0.8663
      	0.6869
      	0.2575
      	0.6638
      	0.17300
    

    
      	4
      	84358402
      	M
      	20.29
      	14.34
      	135.10
      	1297.0
      	0.10030
      	0.13280
      	0.1980
      	0.10430
      	...
      	22.54
      	16.67
      	152.20
      	1575.0
      	0.1374
      	0.2050
      	0.4000
      	0.1625
      	0.2364
      	0.07678
    

  


5 rows × 32 columns








In [7]:






from sklearn.preprocessing import LabelEncoder
X = df.loc[:, 2:].values
y = df.loc[:, 1].values
le = LabelEncoder()
y = le.fit_transform(y)
le.transform(['M', 'B'])









Out[7]:






array([1, 0])









In [8]:






from sklearn.cross_validation import train_test_split

X_train, X_test, y_train, y_test = \
    train_test_split(X, y, test_size=0.20, random_state=1)








Combining transformers and estimators in a pipeline



In [9]:






from sklearn.preprocessing import StandardScaler
from sklearn.decomposition import PCA
from sklearn.linear_model import LogisticRegression
from sklearn.pipeline import Pipeline

pipe_lr = Pipeline([('scl', StandardScaler()),
                    ('pca', PCA(n_components=2)),
                    ('clf', LogisticRegression(random_state=1))])

pipe_lr.fit(X_train, y_train)
print('Test Accuracy: %.3f' % pipe_lr.score(X_test, y_test))
y_pred = pipe_lr.predict(X_test)













Test Accuracy: 0.947








In [10]:






Image(filename='./images/06_01.png', width=500)









Out[10]:
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Bonus Material - A Simple Logistic Regression Implementation

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib













Sebastian Raschka
Last updated: 12/22/2015

CPython 3.5.1
IPython 4.0.1

numpy 1.10.2
pandas 0.17.1
matplotlib 1.5.0








In [2]:






# to install watermark just uncomment the following line:
#%install_ext https://raw.githubusercontent.com/rasbt/watermark/master/watermark.py








Overview

Please see Chapter 3 for more details on logistic regression.


[image: ]





Implementing logistic regression in Python

The following implementation is similar to the Adaline implementation in
Chapter 2 except that we replace the sum of
squared errors cost function with the logistic cost function


\[J(\mathbf{w}) = \sum_{i=1}^{m} - y^{(i)} log \bigg( \phi\big(z^{(i)}\big) \bigg) - \big(1 - y^{(i)}\big) log\bigg(1-\phi\big(z^{(i)}\big)\bigg).\]



In [3]:






class LogisticRegression(object):
    """LogisticRegression classifier.

    Parameters
    ------------
    eta : float
        Learning rate (between 0.0 and 1.0)
    n_iter : int
        Passes over the training dataset.

    Attributes
    -----------
    w_ : 1d-array
        Weights after fitting.
    cost_ : list
        Cost in every epoch.

    """
    def __init__(self, eta=0.01, n_iter=50):
        self.eta = eta
        self.n_iter = n_iter

    def fit(self, X, y):
        """ Fit training data.

        Parameters
        ----------
        X : {array-like}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.
        y : array-like, shape = [n_samples]
            Target values.

        Returns
        -------
        self : object

        """
        self.w_ = np.zeros(1 + X.shape[1])
        self.cost_ = []
        for i in range(self.n_iter):
            y_val = self.activation(X)
            errors = (y - y_val)
            neg_grad = X.T.dot(errors)
            self.w_[1:] += self.eta * neg_grad
            self.w_[0] += self.eta * errors.sum()
            self.cost_.append(self._logit_cost(y, self.activation(X)))
        return self

    def _logit_cost(self, y, y_val):
        logit = -y.dot(np.log(y_val)) - ((1 - y).dot(np.log(1 - y_val)))
        return logit

    def _sigmoid(self, z):
        return 1.0 / (1.0 + np.exp(-z))

    def net_input(self, X):
        """Calculate net input"""
        return np.dot(X, self.w_[1:]) + self.w_[0]

    def activation(self, X):
        """ Activate the logistic neuron"""
        z = self.net_input(X)
        return self._sigmoid(z)

    def predict_proba(self, X):
        """
        Predict class probabilities for X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.

        Returns
        ----------
          Class 1 probability : float

        """
        return activation(X)

    def predict(self, X):
        """
        Predict class labels for X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.

        Returns
        ----------
        class : int
            Predicted class label.

        """
        # equivalent to np.where(self.activation(X) >= 0.5, 1, 0)
        return np.where(self.net_input(X) >= 0.0, 1, 0)








Reading-in the Iris data



In [4]:






import pandas as pd

df = pd.read_csv('https://archive.ics.uci.edu/ml/'
        'machine-learning-databases/iris/iris.data', header=None)
df.tail()









Out[4]:








  
    
      	
      	0
      	1
      	2
      	3
      	4
    

  
  
    
      	145
      	6.7
      	3.0
      	5.2
      	2.3
      	Iris-virginica
    

    
      	146
      	6.3
      	2.5
      	5.0
      	1.9
      	Iris-virginica
    

    
      	147
      	6.5
      	3.0
      	5.2
      	2.0
      	Iris-virginica
    

    
      	148
      	6.2
      	3.4
      	5.4
      	2.3
      	Iris-virginica
    

    
      	149
      	5.9
      	3.0
      	5.1
      	1.8
      	Iris-virginica
    

  









In [5]:






import numpy as np

# select setosa and versicolor
y = df.iloc[0:100, 4].values
y = np.where(y == 'Iris-setosa', 1, 0)

# extract sepal length and petal length
X = df.iloc[0:100, [0, 2]].values

# standardize features
X_std = np.copy(X)
X_std[:,0] = (X[:,0] - X[:,0].mean()) / X[:,0].std()
X_std[:,1] = (X[:,1] - X[:,1].mean()) / X[:,1].std()










A function for plotting decision regions



In [6]:






from matplotlib.colors import ListedColormap

def plot_decision_regions(X, y, classifier, resolution=0.02):

    # setup marker generator and color map
    markers = ('s', 'x', 'o', '^', 'v')
    colors = ('red', 'blue', 'lightgreen', 'gray', 'cyan')
    cmap = ListedColormap(colors[:len(np.unique(y))])

    # plot the decision surface
    x1_min, x1_max = X[:, 0].min() - 1, X[:, 0].max() + 1
    x2_min, x2_max = X[:, 1].min() - 1, X[:, 1].max() + 1
    xx1, xx2 = np.meshgrid(np.arange(x1_min, x1_max, resolution),
                         np.arange(x2_min, x2_max, resolution))
    Z = classifier.predict(np.array([xx1.ravel(), xx2.ravel()]).T)
    Z = Z.reshape(xx1.shape)
    plt.contourf(xx1, xx2, Z, alpha=0.4, cmap=cmap)
    plt.xlim(xx1.min(), xx1.max())
    plt.ylim(xx2.min(), xx2.max())

    # plot class samples
    for idx, cl in enumerate(np.unique(y)):
        plt.scatter(x=X[y == cl, 0], y=X[y == cl, 1],
                    alpha=0.8, c=cmap(idx),
                    marker=markers[idx], label=cl)









In [7]:






%matplotlib inline
import matplotlib.pyplot as plt

lr = LogisticRegression(n_iter=500, eta=0.2).fit(X_std, y)
plt.plot(range(1, len(lr.cost_) + 1), np.log10(lr.cost_))
plt.xlabel('Epochs')
plt.ylabel('Cost')
plt.title('Logistic Regression - Learning rate 0.01')

plt.tight_layout()
plt.show()












[image: ../../_images/rasbt_py_ml_book_bonus_logistic_regression_16_0.png]






In [8]:






plot_decision_regions(X_std, y, classifier=lr)
plt.title('Logistic Regression - Gradient Descent')
plt.xlabel('sepal length [standardized]')
plt.ylabel('petal length [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()












[image: ../../_images/rasbt_py_ml_book_bonus_logistic_regression_17_0.png]
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Python Machine Learning - Code Examples




Bonus Material - An Extended Nested Cross-Validation Example

For an explanation of nested cross-validation, please see:


	Chapter 6, section “Algorithm-selection-with-nested-cross-validation”
(open the code example via
nbviewer [http://nbviewer.ipython.org/github/rasbt/python-machine-learning-book/blob/master/code/ch06/ch06.ipynb#Algorithm-selection-with-nested-cross-validation])


	FAQ, section: How do I evaluate a
model? [https://github.com/rasbt/python-machine-learning-book/blob/master/faq/evaluate-a-model.md]




Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scikit-learn













Sebastian Raschka
Last updated: 11/30/2015

CPython 3.5.0
IPython 4.0.0

numpy 1.10.1
pandas 0.17.1
matplotlib 1.5.0
scikit-learn 0.17







Dataset and Estimator Setup



In [2]:






from sklearn.grid_search import GridSearchCV
from sklearn.pipeline import Pipeline
from sklearn.preprocessing import StandardScaler
from sklearn.svm import SVC
from sklearn.datasets import load_iris
from sklearn.cross_validation import train_test_split


# load and split data
iris = load_iris()
X, y = iris.data, iris.target
X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.20, random_state=42)

# pipeline setup
cls = SVC(C=10.0, kernel='rbf', gamma=0.1, decision_function_shape='ovr')
kernel_svm = Pipeline([('std', StandardScaler()),
                       ('svc', cls)])

# gridsearch setup
param_grid = [
  {'svc__C': [1, 10, 100, 1000],
   'svc__gamma': [0.001, 0.0001],
   'svc__kernel': ['rbf']},
 ]


# setup multiple GridSearchCV objects, 1 for each algorithm

gs_svm = GridSearchCV(estimator=kernel_svm,
                       param_grid=param_grid,
                       scoring='accuracy',
                       n_jobs=-1,
                       cv=5,
                       verbose=0,
                       refit=True,
                       pre_dispatch='2*n_jobs')









A. Nested Crossvalidation - Quick Version

Here, the cross_val_function runs the 5 outer loops, and the the
GridSearch object (gs) peforms the hyperparameter optimization
during the 5 inner loops.



In [5]:






import numpy as np

from sklearn.cross_validation import cross_val_score
scores = cross_val_score(gs_svm, X_train, y_train, scoring='accuracy', cv=5)
print('\nAverage Accuracy %.2f +/- %.2f' % (np.mean(scores), np.std(scores)))














Average Accuracy 0.95 +/- 0.06









B. Nested Crossvalidation - Manual Approach Printing the Model Parameters



In [10]:






from sklearn.cross_validation import StratifiedKFold
from sklearn.metrics import accuracy_score
import numpy as np

params = []
scores = []

skfold = StratifiedKFold(y=y_train, n_folds=5, shuffle=False, random_state=1)
for train_idx, test_idx in skfold:
    gs_svm.fit(X_train[train_idx], y_train[train_idx])
    y_pred = gs_svm.predict(X_train[test_idx])
    acc = accuracy_score(y_true=y_train[test_idx], y_pred=y_pred)
    params.append(gs_svm.best_params_)
    scores.append(acc)









In [11]:






print('SVM models:')
for idx, m in enumerate(zip(params, scores)):
    print('%s. Acc: %.2f Params: %s' % (idx+1, m[1], m[0]))
print('\nAverage Accuracy %.2f +/- %.2f' % (np.mean(scores), np.std(scores)))













SVM models:
1. Acc: 0.96 Params: {'svc__C': 100, 'svc__gamma': 0.001, 'svc__kernel': 'rbf'}
2. Acc: 1.00 Params: {'svc__C': 100, 'svc__gamma': 0.001, 'svc__kernel': 'rbf'}
3. Acc: 0.83 Params: {'svc__C': 1000, 'svc__gamma': 0.001, 'svc__kernel': 'rbf'}
4. Acc: 1.00 Params: {'svc__C': 100, 'svc__gamma': 0.001, 'svc__kernel': 'rbf'}
5. Acc: 0.96 Params: {'svc__C': 100, 'svc__gamma': 0.001, 'svc__kernel': 'rbf'}

Average Accuracy 0.95 +/- 0.06









Regular K-fold CV to Optimize the Model on the Complete Training Set

Repeat the nested cross-validation for different algorithms. Then, pick
the “best” algorithm (not the best model!). Next, use the complete
training set to tune the best algorithm via grid search:



In [12]:






gs_svm.fit(X_train, y_train)
print('Best parameters %s' % gs_svm.best_params_)













Best parameters {'svc__C': 100, 'svc__gamma': 0.001, 'svc__kernel': 'rbf'}








In [14]:






train_acc = accuracy_score(y_true=y_train, y_pred=gs_svm.predict(X_train))
test_acc = accuracy_score(y_true=y_test, y_pred=gs_svm.predict(X_test))
print('Training accuracy: %.2f' % train_acc)
print('Test accuracy: %.2f' % test_acc)
print('Parameters: %s' % gs_svm.best_params_)













Training accuracy: 0.97
Test accuracy: 0.97
Parameters: {'svc__C': 100, 'svc__gamma': 0.001, 'svc__kernel': 'rbf'}
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Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -v -d













Sebastian Raschka 12/29/2015

CPython 3.5.1
IPython 4.0.1








In [2]:






# to install watermark just uncomment the following line:
#%install_ext https://raw.githubusercontent.com/rasbt/watermark/master/watermark.py








Bonus Material - Reading MNIST into NumPy arrays

Here, I provide some instructions for reading in the MNIST dataset of
handwritten digits into NumPy arrays. The dataset consists of the
following files:


	Training set images: train-images-idx3-ubyte.gz (9.9 MB, 47 MB
unzipped, 60,000 samples)


	Training set labels: train-labels-idx1-ubyte.gz (29 KB, 60 KB
unzipped, 60,000 labels)


	Test set images: t10k-images-idx3-ubyte.gz (1.6 MB, 7.8 MB, 10,000
samples)


	Test set labels: t10k-labels-idx1-ubyte.gz (5 KB, 10 KB unzipped,
10,000 labels)




Dataset source: http://yann.lecun.com/exdb/mnist/


After downloading the files, I recommend to unzip the files using the
Unix/Linux gzip tool from the terminal for efficiency, e.g., using the
command

gzip *ubyte.gz -d

in your local MNIST download directory.



Next, we define a simple function to read in the training or test images
and corresponding labels.



In [3]:






import os
import struct
import numpy as np

def load_mnist(path, which='train'):

    if which == 'train':
        labels_path = os.path.join(path, 'train-labels-idx1-ubyte')
        images_path = os.path.join(path, 'train-images-idx3-ubyte')
    elif which == 'test':
        labels_path = os.path.join(path, 't10k-labels-idx1-ubyte')
        images_path = os.path.join(path, 't10k-images-idx3-ubyte')
    else:
        raise AttributeError('`which` must be "train" or "test"')

    with open(labels_path, 'rb') as lbpath:
        magic, n = struct.unpack('>II', lbpath.read(8))
        labels = np.fromfile(lbpath, dtype=np.uint8)

    with open(images_path, 'rb') as imgpath:
        magic, n, rows, cols = struct.unpack('>IIII', imgpath.read(16))
        images = np.fromfile(imgpath, dtype=np.uint8).reshape(len(labels), 784)

    return images, labels







The returned images NumPy array will have the shape
\(n \times m\), where \(n\) is the number of samples, and
\(m\) is the number of features. The images in the MNIST dataset
consist of \(28 \times 28\) pixels, and each pixel is represented by
a grayscale intensity value. Here, we unroll the \(28 \times 28\)
images into 1D row vectors, which represent the rows in our matrix; thus
\(m=784\).

You may wonder why we read in the labels in such a strange way:

magic, n = struct.unpack('>II', lbpath.read(8))
labels = np.fromfile(lbpath, dtype=np.int8)





This is to accomodate the way the labels where stored, which is
described in the excerpt from the MNIST website:

[offset] [type]          [value]          [description]
0000     32 bit integer  0x00000801(2049) magic number (MSB first)
0004     32 bit integer  60000            number of items
0008     unsigned byte   ??               label
0009     unsigned byte   ??               label
........
xxxx     unsigned byte   ??               label
So, we first read in the “magic number” (describes a file format or
protocol) and the “number of items” from the file buffer before we read
the following bytes into a NumPy array using the fromfile method.

The fmt parameter value '>II' that we passed as an argument to
struct.unpack can be composed into:


	‘>’: big-endian (defines the order in which a sequence of bytes is
stored)


	‘I’: unsigned int




If everything executed correctly, we should now have a label vector of
\(60,000\) instances, and a \(60,000 \times 784\) image feature
matrix.



In [5]:






X, y = load_mnist(path='/Users/Sebastian/Desktop/', which='train')
print('Labels: %d' % y.shape[0])
print('Rows: %d, columns: %d' % (X.shape[0], X.shape[1]))













Labels: 60000
Rows: 60000, columns: 784






To check if the pixels were retrieved correctly, let us print a few
images:



In [6]:






import matplotlib.pyplot as plt
%matplotlib inline

def plot_digit(X, y, idx):
    img = X[idx].reshape(28,28)
    plt.imshow(img, cmap='Greys',  interpolation='nearest')
    plt.title('true label: %d' % y[idx])
    plt.show()

for i in range(4):
    plot_digit(X, y, i)
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[image: ../../_images/rasbt_py_ml_book_bonus_reading_mnist_16_3.png]




Lastly, we can save the NumPy arrays as CSV files for more convenient
retrievel, however, I wouldn’t recommend storing the 60,000 samples as
CSV files due to the enormous file size.



In [5]:






np.savetxt('train_img.csv', X[:3000, :], delimiter=',', fmt='%i')
np.savetxt('train_labels.csv', y[:3000], delimiter=',', fmt='%i')









In [6]:






X = np.genfromtxt('train_img.csv', delimiter=',', dtype=int)
y = np.genfromtxt('train_labels.csv', delimiter=',', dtype=int)
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Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -v -d -p scikit-learn,numpy,scipy













Sebastian Raschka 2016-03-23

CPython 3.5.1
IPython 4.0.3

scikit-learn 0.17.1
numpy 1.10.4
scipy 0.17.0








In [2]:






# to install watermark just uncomment the following line:
#%install_ext https://raw.githubusercontent.com/rasbt/watermark/master/watermark.py








Bonus Material - Scikit-learn Model Persistence using JSON

In many situations, it is desirable to store away a trained model for
future use. These situations where we want to persist a model could be
the deployment of a model in a web application, for example, or
scientific reproducibility of our experiments.

I
wrote [http://nbviewer.jupyter.org/github/rasbt/python-machine-learning-book/blob/master/code/ch09/ch09.ipynb#Serializing-fitted-scikit-learn-estimators]
a little bit about serializing scikit-learn models using pickle in
context of the web applications that we developed in chapter 8. Also,
you can find an excellent tutorial
section [http://scikit-learn.org/stable/modules/model_persistence.html]
on scikit-learn’s website. Honestly, I would say that pickling Python
objects via the
`pickle <https://docs.python.org/3.5/library/pickle.html>`__,
`dill <https://pypi.python.org/pypi/dill>`__ or
`joblib <https://pythonhosted.org/joblib/>`__ modules is probably
the most convenient approach to model persistence. However, pickling
Python objects can sometimes be a little bit problematic, for example,
deserializing a model in Python 3.x that was originally pickled in
Python 2.7x and vice versa. Also, pickle offers different protocols
(currently the protocols 0-4), which are not necessarily backwards
compatible. Thus, to prepare for the worst case scenario – corrupted
pickle files or version incompatibilities – there’s at least one other
(a little bit more tedious) way to model persistence using
JSON [http://www.json.org].


JSON (JavaScript Object Notation) is a lightweight data-interchange
format. It is easy for humans to read and write. It is easy for
machines to parse and generate. It is based on a subset of the
JavaScript Programming Language, Standard ECMA-262 3rd Edition -
December 1999. JSON is a text format that is completely language
independent but uses conventions that are familiar to programmers of
the C-family of languages, including C, C++, C#, Java, JavaScript,
Perl, Python, and many others. These properties make JSON an ideal
data-interchange language. [Source: http://www.json.org]




One of the advantages of JSON is that it is a human-readable format. So,
if push comes to shove, we should still be able to read the parameter
files and model coefficients “manually” and assign these values to the
respective scikit-learn estimator or build our own model to reproduce
scientific results.

Let’s see how that works … First, let us train a simple logistic
regression classifier on Iris:



In [3]:






%matplotlib inline
from sklearn.linear_model import LogisticRegression
from sklearn.datasets import load_iris
import matplotlib.pyplot as plt
from mlxtend.evaluate import plot_decision_regions

iris = load_iris()
y, X = iris.target, iris.data[:, [0, 2]]  # only use 2 features
lr = LogisticRegression(C=100.0,
                        class_weight=None,
                        dual=False,
                        fit_intercept=True,
                        intercept_scaling=1,
                        max_iter=100,
                        multi_class='multinomial',
                        n_jobs=1,
                        penalty='l2',
                        random_state=1,
                        solver='newton-cg',
                        tol=0.0001,
                        verbose=0,
                        warm_start=False)
lr.fit(X, y)
plot_decision_regions(X=X, y=y, clf=lr, legend=2)
plt.xlabel('sepal length')
plt.ylabel('petal length')
plt.show()












[image: ../../_images/rasbt_py_ml_book_bonus_scikit-model-to-json_9_0.png]




Luckily, we don’t have to retype or copy & paste all the estimator
parameters manually if we want to store them away. To get a dictionary
of these parameters, we can simply use the handy “get_params” method:



In [4]:






lr.get_params()









Out[4]:






{'C': 100.0,
 'class_weight': None,
 'dual': False,
 'fit_intercept': True,
 'intercept_scaling': 1,
 'max_iter': 100,
 'multi_class': 'multinomial',
 'n_jobs': 1,
 'penalty': 'l2',
 'random_state': 1,
 'solver': 'newton-cg',
 'tol': 0.0001,
 'verbose': 0,
 'warm_start': False}







Storing them in JSON format is easy, we simply import the json
module from Python’s standard library and dump the dictionary to a file:



In [5]:






import json

with open('./sckit-model-to-json/params.json', 'w', encoding='utf-8') as outfile:
   json.dump(lr.get_params(), outfile)







When we read the file, we can see that the JSON file is just a 1-to-1
copy of our Python dictionary in text format:



In [6]:






with open('./sckit-model-to-json/params.json', 'r', encoding='utf-8') as infile:
    print(infile.read())













{"dual": false, "max_iter": 100, "warm_start": false, "verbose": 0, "C": 100.0, "class_weight": null, "random_state": 1, "fit_intercept": true, "multi_class": "multinomial", "intercept_scaling": 1, "penalty": "l2", "solver": "newton-cg", "n_jobs": 1, "tol": 0.0001}






Now, the trickier part is to identify the “fit” parameters of the
estimator, i.e., the parameters of our logistic regression model.
However, in practice it’s actually pretty straight forward to figure it
out by heading over to the respective documentation
page [http://scikit-learn.org/stable/modules/generated/sklearn.linear_model.LogisticRegression.html]:
Just look out for the “attributes” in the “Attribute” section that have
a trailing underscore (thanks, scikit-learn team, for the beautifully
thought-out API!). In case of logistic regression, we are interested in
the weights .coef_, the bias unit .intercept_, and the
classes_ and n_iter_ attributes.



In [7]:






attrs = [i for i in dir(lr) if i.endswith('_') and not i.endswith('__')]
print(attrs)













['classes_', 'coef_', 'intercept_', 'n_iter_']








In [8]:






attr_dict = {i: getattr(lr, i) for i in attrs}







In order to deserialize NumPy arrays to JSON objects, we need to cast
the arrays to (nested) Python lists first, however, it’s not that much
of a hassle thanks to the tolist method. (Also, consider saving the
attributes to separate JSON files, e.g., intercept.json and coef.json,
for clarity.)



In [9]:






import numpy as np

for k in attr_dict:
    if isinstance(attr_dict[k], np.ndarray):
        attr_dict[k] = attr_dict[k].tolist()







Now, we are ready to dump our “attribute dictionary” to a JSON file:



In [10]:






with open('./sckit-model-to-json/attributes.json', 'w', encoding='utf-8') as outfile:
   json.dump(attr_dict,
             outfile,
             separators=(',', ':'),
             sort_keys=True,
             indent=4)







If everything went fine, our JSON file should look like this – in
plaintext format:



In [11]:






with open('./sckit-model-to-json/attributes.json', 'r', encoding='utf-8') as infile:
    print(infile.read())













{
    "classes_":[
        0,
        1,
        2
    ],
    "coef_":[
        [
            0.42625236403173844,
            -8.557501546363858
        ],
        [
            1.5644231337040186,
            -1.6783659020502222
        ],
        [
            -1.990675497337773,
            10.235867448186507
        ]
    ],
    "intercept_":[
        27.533384852155145,
        4.18509910962595,
        -31.71848396177913
    ],
    "n_iter_":[
        27
    ]
}






With similar ease, we can now use json’s loads method to read
the data back from the “.json” files and re-assign them to Python
objects. (Imagine the following happens in a new Python session.)



In [12]:






import codecs
import json

obj_text = codecs.open('./sckit-model-to-json/params.json', 'r', encoding='utf-8').read()
params = json.loads(obj_text)

obj_text = codecs.open('./sckit-model-to-json/attributes.json', 'r', encoding='utf-8').read()
attributes = json.loads(obj_text)







Finally, we just need to initialize a default LogisticRegression
estimator, feed it the desired parameters via the set_params method,
and reassign the other attributes using Python’s built-in setattr
(don’t forget to recast the Python lists to NumPy arrays, though!):



In [13]:






%matplotlib inline
from sklearn.linear_model import LogisticRegression
from sklearn.datasets import load_iris
import matplotlib.pyplot as plt
from mlxtend.evaluate import plot_decision_regions
import numpy as np

iris = load_iris()
y, X = iris.target, iris.data[:, [0, 2]]  # only use 2 features
lr = LogisticRegression()

lr.set_params(**params)
for k in attributes:
    if isinstance(attributes[k], list):
        setattr(lr, k, np.array(attributes[k]))
    else:
        setattr(lr, k, attributes[k])


plot_decision_regions(X=X, y=y, clf=lr, legend=2)
plt.xlabel('sepal length')
plt.ylabel('petal length')
plt.show()
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Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p matplotlib,numpy,scipy













Sebastian Raschka
last updated: 2016-06-05

CPython 3.5.1
IPython 4.2.0

matplotlib 1.5.1
numpy 1.11.0
scipy 0.17.0








In [2]:






# to install watermark just uncomment the following line:
#%install_ext https://raw.githubusercontent.com/rasbt/watermark/master/watermark.py









In [3]:






%matplotlib inline








Bonus Material - Softmax Regression

Softmax Regression (synonyms: Multinomial Logistic, Maximum Entropy
Classifier, or just Multi-class Logistic Regression) is a
generalization of logistic regression that we can use for multi-class
classification (under the assumption that the classes are mutually
exclusive). In contrast, we use the (standard) Logistic Regression
model in binary classification tasks.

Below is a schematic of a Logistic Regression model that we discussed
in Chapter 3.


[image: ]


In Softmax Regression (SMR), we replace the sigmoid logistic function
by the so-called softmax function \(\phi_{softmax}(\cdot)\).


\[P(y=j \mid z^{(i)}) = \phi_{softmax}(z^{(i)}) = \frac{e^{z^{(i)}}}{\sum_{j=0}^{k} e^{z_{k}^{(i)}}},\]

where we define the net input z as


\[z = w_1x_1 + ... + w_mx_m  + b= \sum_{l=0}^{m} w_l x_l + b= \mathbf{w}^T\mathbf{x} + b.\]


(w is the weight vector, \(\mathbf{x}\) is the feature vector
of 1 training sample, and \(b\) is the bias unit.)

Now, this softmax function computes the probability that this training
sample \(\mathbf{x}^{(i)}\) belongs to class \(j\) given the
weight and net input \(z^{(i)}\). So, we compute the probability
\(p(y = j \mid \mathbf{x^{(i)}; w}_j)\) for each class label in
\(j = 1, \ldots, k.\). Note the normalization term in the
denominator which causes these class probabilities to sum up to one.




[image: ]


To illustrate the concept of softmax, let us walk through a concrete
example. Let’s assume we have a training set consisting of 4 samples
from 3 different classes (0, 1, and 2)


	\(x_0 \rightarrow \text{class }0\)


	\(x_1 \rightarrow \text{class }1\)


	\(x_2 \rightarrow \text{class }2\)


	\(x_3 \rightarrow \text{class }2\)






In [4]:






import numpy as np
y = np.array([0, 1, 2, 2])







First, we want to encode the class labels into a format that we can more
easily work with; we apply one-hot encoding:



In [5]:






y_enc = (np.arange(np.max(y) + 1) == y[:, None]).astype(float)
print('one-hot encoding:\n', y_enc)













one-hot encoding:
 [[ 1.  0.  0.]
 [ 0.  1.  0.]
 [ 0.  0.  1.]
 [ 0.  0.  1.]]






A sample that belongs to class 0 (the first row) has a 1 in the first
cell, a sample that belongs to class 2 has a 1 in the second cell of its
row, and so forth.

Next, let us define the feature matrix of our 4 training samples. Here,
we assume that our dataset consists of 2 features; thus, we create a 4x2
dimensional matrix of our samples and features. Similarly, we create a
2x3 dimensional weight matrix (one row per feature and one column for
each class).



In [6]:






X = np.array([[0.1, 0.5],
              [1.1, 2.3],
              [-1.1, -2.3],
              [-1.5, -2.5]])

W = np.array([[0.1, 0.2, 0.3],
              [0.1, 0.2, 0.3]])

bias = np.array([0.01, 0.1, 0.1])

print('Inputs X:\n', X)
print('\nWeights W:\n', W)
print('\nbias:\n', bias)













Inputs X:
 [[ 0.1  0.5]
 [ 1.1  2.3]
 [-1.1 -2.3]
 [-1.5 -2.5]]

Weights W:
 [[ 0.1  0.2  0.3]
 [ 0.1  0.2  0.3]]

bias:
 [ 0.01  0.1   0.1 ]






To compute the net input, we multiply the 4x2 matrix feature matrix
X with the 2x3 (n_features x n_classes) weight matrix W, which
yields a 4x3 output matrix (n_samples x n_classes) to which we then
add the bias unit:


\[\mathbf{Z} = \mathbf{X}\mathbf{W} + \mathbf{b}.\]



In [7]:






X = np.array([[0.1, 0.5],
              [1.1, 2.3],
              [-1.1, -2.3],
              [-1.5, -2.5]])

W = np.array([[0.1, 0.2, 0.3],
              [0.1, 0.2, 0.3]])

bias = np.array([0.01, 0.1, 0.1])

print('Inputs X:\n', X)
print('\nWeights W:\n', W)
print('\nbias:\n', bias)













Inputs X:
 [[ 0.1  0.5]
 [ 1.1  2.3]
 [-1.1 -2.3]
 [-1.5 -2.5]]

Weights W:
 [[ 0.1  0.2  0.3]
 [ 0.1  0.2  0.3]]

bias:
 [ 0.01  0.1   0.1 ]








In [8]:






def net_input(X, W, b):
    return (X.dot(W) + b)

net_in = net_input(X, W, bias)
print('net input:\n', net_in)













net input:
 [[ 0.07  0.22  0.28]
 [ 0.35  0.78  1.12]
 [-0.33 -0.58 -0.92]
 [-0.39 -0.7  -1.1 ]]






Now, it’s time to compute the softmax activation that we discussed
earlier:


\[P(y=j \mid z^{(i)}) = \phi_{softmax}(z^{(i)}) = \frac{e^{z^{(i)}}}{\sum_{j=0}^{k} e^{z_{k}^{(i)}}}.\]



In [9]:






def softmax(z):
    return (np.exp(z.T) / np.sum(np.exp(z), axis=1)).T

smax = softmax(net_in)
print('softmax:\n', smax)













softmax:
 [[ 0.29450637  0.34216758  0.36332605]
 [ 0.21290077  0.32728332  0.45981591]
 [ 0.42860913  0.33380113  0.23758974]
 [ 0.44941979  0.32962558  0.22095463]]







As we can see, the values for each sample (row) nicely sum up to 1
now. E.g., we can say that the first sample

[ 0.29450637  0.34216758  0.36332605] has a 29.45% probability to
belong to class 0.



Now, in order to turn these probabilities back into class labels, we
could simply take the argmax-index position of each row:


[[ 0.29450637 0.34216758 0.36332605] -> 2

[ 0.21290077 0.32728332 0.45981591] -> 2

[ 0.42860913 0.33380113 0.23758974] -> 0

[ 0.44941979 0.32962558 0.22095463]] -> 0





In [10]:






def to_classlabel(z):
    return z.argmax(axis=1)

print('predicted class labels: ', to_classlabel(smax))













predicted class labels:  [2 2 0 0]






As we can see, our predictions are terribly wrong, since the correct
class labels are [0, 1, 2, 2]. Now, in order to train our logistic
model (e.g., via an optimization algorithm such as gradient descent), we
need to define a cost function \(J(\cdot)\) that we want to
minimize:


\[J(\mathbf{W}; \mathbf{b}) = \frac{1}{n} \sum_{i=1}^{n} H(T_i, O_i),\]

which is the average of all cross-entropies over our \(n\) training
samples. The cross-entropy function is defined as


\[H(T_i, O_i) = -\sum_m T_i \cdot log(O_i).\]

Here the \(T\) stands for “target” (i.e., the true class labels)
and the \(O\) stands for output – the computed probability via
softmax; not the predicted class label.



In [11]:






def cross_entropy(output, y_target):
    return - np.sum(np.log(output) * (y_target), axis=1)

xent = cross_entropy(smax, y_enc)
print('Cross Entropy:', xent)













Cross Entropy: [ 1.22245465  1.11692907  1.43720989  1.50979788]








In [12]:






def cost(output, y_target):
    return np.mean(cross_entropy(output, y_target))

J_cost = cost(smax, y_enc)
print('Cost: ', J_cost)













Cost:  1.32159787159






In order to learn our softmax model – determining the weight
coefficients – via gradient descent, we then need to compute the
derivative


\[\nabla \mathbf{w}_j \, J(\mathbf{W}; \mathbf{b}).\]

I don’t want to walk through the tedious details here, but this cost
derivative turns out to be simply:


\[\nabla \mathbf{w}_j \, J(\mathbf{W}; \mathbf{b}) = \frac{1}{n} \sum^{n}_{i=0} \big[\mathbf{x}^{(i)}\ \big(O_i - T_i \big) \big]\]

We can then use the cost derivate to update the weights in opposite
direction of the cost gradient with learning rate \(\eta\):


\[\mathbf{w}_j := \mathbf{w}_j - \eta \nabla \mathbf{w}_j \, J(\mathbf{W}; \mathbf{b})\]

for each class


\[j \in \{0, 1, ..., k\}\]

(note that \(\mathbf{w}_j\) is the weight vector for the class
\(y=j\)), and we update the bias units


\[\mathbf{b}_j := \mathbf{b}_j   - \eta \bigg[ \frac{1}{n} \sum^{n}_{i=0} \big(O_i - T_i  \big) \bigg].\]

As a penalty against complexity, an approach to reduce the variance of
our model and decrease the degree of overfitting by adding additional
bias, we can further add a regularization term such as the L2 term with
the regularization parameter \(\lambda\):

L2: \(\frac{\lambda}{2} ||\mathbf{w}||_{2}^{2}\),

where


\[||\mathbf{w}||_{2}^{2} = \sum^{m}_{l=0} \sum^{k}_{j=0} w_{i, j}\]

so that our cost function becomes


\[J(\mathbf{W}; \mathbf{b}) = \frac{1}{n} \sum_{i=1}^{n} H(T_i, O_i) + \frac{\lambda}{2} ||\mathbf{w}||_{2}^{2}\]

and we define the “regularized” weight update as


\[\mathbf{w}_j := \mathbf{w}_j -  \eta \big[\nabla \mathbf{w}_j \, J(\mathbf{W}) + \lambda \mathbf{w}_j \big].\]

(Please note that we don’t regularize the bias term.)




SoftmaxRegression Code

Bringing the concepts together, we could come up with an implementation
as follows:



In [13]:






# Sebastian Raschka 2016
# Implementation of the mulitnomial logistic regression algorithm for
# classification.

# Author: Sebastian Raschka <sebastianraschka.com>
#
# License: BSD 3 clause

import numpy as np
from time import time
#from .._base import _BaseClassifier
#from .._base import _BaseMultiClass


class SoftmaxRegression(object):

    """Softmax regression classifier.

    Parameters
    ------------
    eta : float (default: 0.01)
        Learning rate (between 0.0 and 1.0)
    epochs : int (default: 50)
        Passes over the training dataset.
        Prior to each epoch, the dataset is shuffled
        if `minibatches > 1` to prevent cycles in stochastic gradient descent.
    l2 : float
        Regularization parameter for L2 regularization.
        No regularization if l2=0.0.
    minibatches : int (default: 1)
        The number of minibatches for gradient-based optimization.
        If 1: Gradient Descent learning
        If len(y): Stochastic Gradient Descent (SGD) online learning
        If 1 < minibatches < len(y): SGD Minibatch learning
    n_classes : int (default: None)
        A positive integer to declare the number of class labels
        if not all class labels are present in a partial training set.
        Gets the number of class labels automatically if None.
    random_seed : int (default: None)
        Set random state for shuffling and initializing the weights.

    Attributes
    -----------
    w_ : 2d-array, shape={n_features, 1}
      Model weights after fitting.
    b_ : 1d-array, shape={1,}
      Bias unit after fitting.
    cost_ : list
        List of floats, the average cross_entropy for each epoch.

    """
    def __init__(self, eta=0.01, epochs=50,
                 l2=0.0,
                 minibatches=1,
                 n_classes=None,
                 random_seed=None):

        self.eta = eta
        self.epochs = epochs
        self.l2 = l2
        self.minibatches = minibatches
        self.n_classes = n_classes
        self.random_seed = random_seed

    def _fit(self, X, y, init_params=True):
        if init_params:
            if self.n_classes is None:
                self.n_classes = np.max(y) + 1
            self._n_features = X.shape[1]

            self.b_, self.w_ = self._init_params(
                weights_shape=(self._n_features, self.n_classes),
                bias_shape=(self.n_classes,),
                random_seed=self.random_seed)
            self.cost_ = []

        y_enc = self._one_hot(y=y, n_labels=self.n_classes, dtype=np.float)

        for i in range(self.epochs):
            for idx in self._yield_minibatches_idx(
                    n_batches=self.minibatches,
                    data_ary=y,
                    shuffle=True):
                # givens:
                # w_ -> n_feat x n_classes
                # b_  -> n_classes

                # net_input, softmax and diff -> n_samples x n_classes:
                net = self._net_input(X[idx], self.w_, self.b_)
                softm = self._softmax(net)
                diff = softm - y_enc[idx]
                mse = np.mean(diff, axis=0)

                # gradient -> n_features x n_classes
                grad = np.dot(X[idx].T, diff)

                # update in opp. direction of the cost gradient
                self.w_ -= (self.eta * grad +
                            self.eta * self.l2 * self.w_)
                self.b_ -= (self.eta * np.sum(diff, axis=0))

            # compute cost of the whole epoch
            net = self._net_input(X, self.w_, self.b_)
            softm = self._softmax(net)
            cross_ent = self._cross_entropy(output=softm, y_target=y_enc)
            cost = self._cost(cross_ent)
            self.cost_.append(cost)
        return self

    def fit(self, X, y, init_params=True):
        """Learn model from training data.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.
        y : array-like, shape = [n_samples]
            Target values.
        init_params : bool (default: True)
            Re-initializes model parametersprior to fitting.
            Set False to continue training with weights from
            a previous model fitting.

        Returns
        -------
        self : object

        """
        if self.random_seed is not None:
            np.random.seed(self.random_seed)
        self._fit(X=X, y=y, init_params=init_params)
        self._is_fitted = True
        return self

    def _predict(self, X):
        probas = self.predict_proba(X)
        return self._to_classlabels(probas)

    def predict(self, X):
        """Predict targets from X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.

        Returns
        ----------
        target_values : array-like, shape = [n_samples]
          Predicted target values.

        """
        if not self._is_fitted:
            raise AttributeError('Model is not fitted, yet.')
        return self._predict(X)

    def predict_proba(self, X):
        """Predict class probabilities of X from the net input.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.

        Returns
        ----------
        Class probabilties : array-like, shape= [n_samples, n_classes]

        """
        net = self._net_input(X, self.w_, self.b_)
        softm = self._softmax(net)
        return softm

    def _net_input(self, X, W, b):
        return (X.dot(W) + b)

    def _softmax(self, z):
        return (np.exp(z.T) / np.sum(np.exp(z), axis=1)).T

    def _cross_entropy(self, output, y_target):
        return - np.sum(np.log(output) * (y_target), axis=1)

    def _cost(self, cross_entropy):
        L2_term = self.l2 * np.sum(self.w_ ** 2)
        cross_entropy = cross_entropy + L2_term
        return 0.5 * np.mean(cross_entropy)

    def _to_classlabels(self, z):
        return z.argmax(axis=1)

    def _init_params(self, weights_shape, bias_shape=(1,), dtype='float64',
                     scale=0.01, random_seed=None):
        """Initialize weight coefficients."""
        if random_seed:
            np.random.seed(random_seed)
        w = np.random.normal(loc=0.0, scale=scale, size=weights_shape)
        b = np.zeros(shape=bias_shape)
        return b.astype(dtype), w.astype(dtype)

    def _one_hot(self, y, n_labels, dtype):
        """Returns a matrix where each sample in y is represented
           as a row, and each column represents the class label in
           the one-hot encoding scheme.

        Example:

            y = np.array([0, 1, 2, 3, 4, 2])
            mc = _BaseMultiClass()
            mc._one_hot(y=y, n_labels=5, dtype='float')

            np.array([[1., 0., 0., 0., 0.],
                      [0., 1., 0., 0., 0.],
                      [0., 0., 1., 0., 0.],
                      [0., 0., 0., 1., 0.],
                      [0., 0., 0., 0., 1.],
                      [0., 0., 1., 0., 0.]])

        """
        mat = np.zeros((len(y), n_labels))
        for i, val in enumerate(y):
            mat[i, val] = 1
        return mat.astype(dtype)

    def _yield_minibatches_idx(self, n_batches, data_ary, shuffle=True):
            indices = np.arange(data_ary.shape[0])

            if shuffle:
                indices = np.random.permutation(indices)
            if n_batches > 1:
                remainder = data_ary.shape[0] % n_batches

                if remainder:
                    minis = np.array_split(indices[:-remainder], n_batches)
                    minis[-1] = np.concatenate((minis[-1],
                                                indices[-remainder:]),
                                               axis=0)
                else:
                    minis = np.array_split(indices, n_batches)

            else:
                minis = (indices,)

            for idx_batch in minis:
                yield idx_batch

    def _shuffle_arrays(self, arrays):
        """Shuffle arrays in unison."""
        r = np.random.permutation(len(arrays[0]))
        return [ary[r] for ary in arrays]








Example 1 - Gradient Descent



In [14]:






from mlxtend.data import iris_data
from mlxtend.evaluate import plot_decision_regions
import matplotlib.pyplot as plt

# Loading Data

X, y = iris_data()
X = X[:, [0, 3]] # sepal length and petal width

# standardize
X[:,0] = (X[:,0] - X[:,0].mean()) / X[:,0].std()
X[:,1] = (X[:,1] - X[:,1].mean()) / X[:,1].std()

lr = SoftmaxRegression(eta=0.01, epochs=10, minibatches=1, random_seed=0)
lr.fit(X, y)

plot_decision_regions(X, y, clf=lr)
plt.title('Softmax Regression - Gradient Descent')
plt.show()

plt.plot(range(len(lr.cost_)), lr.cost_)
plt.xlabel('Iterations')
plt.ylabel('Cost')
plt.show()












[image: ../../_images/rasbt_py_ml_book_bonus_softmax-regression_35_0.png]
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Continue training for another 800 epochs by calling the fit method
with init_params=False.



In [15]:






lr.epochs = 800

lr.fit(X, y, init_params=False)

plot_decision_regions(X, y, clf=lr)
plt.title('Softmax Regression - Stochastic Gradient Descent')
plt.show()

plt.plot(range(len(lr.cost_)), lr.cost_)
plt.xlabel('Iterations')
plt.ylabel('Cost')
plt.show()
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Predicting Class Labels



In [16]:






y_pred = lr.predict(X)
print('Last 3 Class Labels: %s' % y_pred[-3:])













Last 3 Class Labels: [2 2 2]









Predicting Class Probabilities



In [17]:






y_pred = lr.predict_proba(X)
print('Last 3 Class Labels:\n %s' % y_pred[-3:])













Last 3 Class Labels:
 [[  1.22579350e-09   1.22074818e-02   9.87792517e-01]
 [  1.84962350e-12   3.99742930e-04   9.99600257e-01]
 [  3.10919973e-07   1.37047172e-01   8.62952517e-01]]











Example 2 - Stochastic Gradient Descent



In [18]:






from mlxtend.data import iris_data
from mlxtend.evaluate import plot_decision_regions
from mlxtend.classifier import SoftmaxRegression
import matplotlib.pyplot as plt

# Loading Data

X, y = iris_data()
X = X[:, [0, 3]] # sepal length and petal width

# standardize
X[:,0] = (X[:,0] - X[:,0].mean()) / X[:,0].std()
X[:,1] = (X[:,1] - X[:,1].mean()) / X[:,1].std()

lr = SoftmaxRegression(eta=0.05, epochs=200, minibatches=len(y), random_seed=0)
lr.fit(X, y)

plot_decision_regions(X, y, clf=lr)
plt.title('Softmax Regression - Stochastic Gradient Descent')
plt.show()

plt.plot(range(len(lr.cost_)), lr.cost_)
plt.xlabel('Iterations')
plt.ylabel('Cost')
plt.show()












[image: ../../_images/rasbt_py_ml_book_bonus_softmax-regression_43_0.png]









[image: ../../_images/rasbt_py_ml_book_bonus_softmax-regression_43_1.png]










          

      

      

    

  

  
    
    Python Machine Learning - Code Examples
    

    
 
  
  

    
      
          
            
  

Sebastian Raschka [http://sebastianraschka.com], 2015

https://github.com/rasbt/python-machine-learning-book


Python Machine Learning - Code Examples




Bonus Material - A Basic Pipeline and Grid Search Setup

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scikit-learn













Sebastian Raschka
Last updated: 01/20/2016

CPython 3.5.1
IPython 4.0.1

numpy 1.10.1
pandas 0.17.1
matplotlib 1.5.0
scikit-learn 0.17








In [2]:






from sklearn.grid_search import GridSearchCV
from sklearn.pipeline import Pipeline
from sklearn.preprocessing import StandardScaler
from sklearn.svm import SVC
from sklearn.datasets import load_iris
from sklearn.cross_validation import train_test_split


# load and split data
iris = load_iris()
X, y = iris.data, iris.target
X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.20, random_state=42)

# pipeline setup
cls = SVC(C=10.0,
          kernel='rbf',
          gamma=0.1,
          decision_function_shape='ovr')

kernel_svm = Pipeline([('std', StandardScaler()),
                       ('svc', cls)])

# gridsearch setup
param_grid = [
  {'svc__C': [1, 10, 100, 1000],
   'svc__gamma': [0.001, 0.0001],
   'svc__kernel': ['rbf']},
 ]

gs = GridSearchCV(estimator=kernel_svm,
                  param_grid=param_grid,
                  scoring='accuracy',
                  n_jobs=-1,
                  cv=5,
                  verbose=1,
                  refit=True,
                  pre_dispatch='2*n_jobs')

# run gridearch
gs.fit(X_train, y_train)













Fitting 5 folds for each of 8 candidates, totalling 40 fits












[Parallel(n_jobs=-1)]: Done  40 out of  40 | elapsed:    0.2s finished








Out[2]:






GridSearchCV(cv=5, error_score='raise',
       estimator=Pipeline(steps=[('std', StandardScaler(copy=True, with_mean=True, with_std=True)), ('svc', SVC(C=10.0, cache_size=200, class_weight=None, coef0=0.0,
  decision_function_shape='ovr', degree=3, gamma=0.1, kernel='rbf',
  max_iter=-1, probability=False, random_state=None, shrinking=True,
  tol=0.001, verbose=False))]),
       fit_params={}, iid=True, n_jobs=-1,
       param_grid=[{'svc__kernel': ['rbf'], 'svc__C': [1, 10, 100, 1000], 'svc__gamma': [0.001, 0.0001]}],
       pre_dispatch='2*n_jobs', refit=True, scoring='accuracy', verbose=1)









In [3]:






print('Best GS Score %.2f' % gs.best_score_)
print('best GS Params %s' % gs.best_params_)


# prediction on the training set
y_pred = gs.predict(X_train)
train_acc = (y_train == y_pred).sum()/len(y_train)
print('\nTrain Accuracy: %.2f' % (train_acc))

# evaluation on the test set
y_pred = gs.predict(X_test)
test_acc = (y_test == y_pred).sum()/len(y_test)
print('\nTest Accuracy: %.2f' % (test_acc))













Best GS Score 0.96
best GS Params {'svc__kernel': 'rbf', 'svc__C': 100, 'svc__gamma': 0.001}

Train Accuracy: 0.97

Test Accuracy: 0.97







A Note about GridSearchCV’s best_score_ attribute

Please note that gs.best_score_ is the average k-fold
cross-validation score. I.e., if we have a GridSearchCV object with
5-fold cross-validation (like the one above), the best_score_
attribute returns the average score over the 5-folds of the best model.
To illustrate this with an example:



In [4]:






from sklearn.cross_validation import StratifiedKFold, cross_val_score
from sklearn.linear_model import LogisticRegression
import numpy as np

np.random.seed(0)
np.set_printoptions(precision=6)
y = [np.random.randint(3) for i in range(25)]
X = (y + np.random.randn(25)).reshape(-1, 1)

cv5_idx = list(StratifiedKFold(y, n_folds=5, shuffle=False, random_state=0))
cross_val_score(LogisticRegression(random_state=123), X, y, cv=cv5_idx)









Out[4]:






array([ 0.6,  0.4,  0.6,  0.2,  0.6])







By executing the code above, we created a simple data set of random
integers that shall represent our class labels. Next, we fed the indices
of 5 cross-validation folds (cv3_idx) to the cross_val_score
scorer, which returned 5 accuracy scores – these are the 5 accuracy
values for the 5 test folds.

Next, let us use the GridSearchCV object and feed it the same 5
cross-validation sets (via the pre-generated cv3_idx indices):



In [5]:






from sklearn.grid_search import GridSearchCV
gs = GridSearchCV(LogisticRegression(), {}, cv=cv5_idx, verbose=3).fit(X, y)













Fitting 5 folds for each of 1 candidates, totalling 5 fits
[CV]  ................................................................
[CV] ....................................... , score=0.600000 -   0.0s
[CV]  ................................................................
[CV] ....................................... , score=0.400000 -   0.0s
[CV]  ................................................................
[CV] ....................................... , score=0.600000 -   0.0s
[CV]  ................................................................
[CV] ....................................... , score=0.200000 -   0.0s
[CV]  ................................................................
[CV] ....................................... , score=0.600000 -   0.0s












[Parallel(n_jobs=1)]: Done   5 out of   5 | elapsed:    0.0s finished







As we can see, the scores for the 5 folds are exactly the same as the
ones from cross_val_score earlier.

Now, the best_score_ attribute of the GridSearchCV object, which
becomes available after fitting, returns the average accuracy
score of the best model:





In [6]:






gs.best_score_









Out[6]:






0.47999999999999998







As we can see, the result above is consistent with the average score
computed the cross_val_score.



In [7]:






cross_val_score(LogisticRegression(), X, y, cv=cv5_idx).mean()









Out[7]:






0.47999999999999998
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Chapter 13 - Parallelizing Neural Network Training with Theano

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,matplotlib,theano,keras













Sebastian Raschka
Last updated: 08/27/2015

CPython 3.4.3
IPython 4.0.0

numpy 1.9.2
matplotlib 1.4.3
theano 0.7.0
keras 0.1.2






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Building, compiling, and running expressions with
Theano


	What is Theano?


	First steps with Theano


	Configuring Theano


	Working with array structures


	Wrapping things up – a linear regression
example


	Choosing activation functions for feedforward neural
networks


	Logistic function recap


	Estimating probabilities in multi-class classification via the
softmax
function


	Broadening the output spectrum by using a hyperbolic
tangent


	Training neural networks efficiently using
Keras


	Summary






In [1]:






from IPython.display import Image









In [ ]:






%matplotlib inline












Building, compiling, and running expressions with Theano

Depending on your system setup, it is typically sufficient to install
Theano via

pip install Theano





For more help with the installation, please see:
http://deeplearning.net/software/theano/install.html



In [3]:






Image(filename='./images/13_01.png', width=500)









Out[3]:






[image: ../../_images/rasbt_py_ml_book_ch13_ch13_13_0.png]




…

Introducing the TensorType variables. For a complete list, see
http://deeplearning.net/software/theano/library/tensor/basic.html#all-fully-typed-constructors



In [3]:






import theano
from theano import tensor as T









In [4]:






# initialize
x1 = T.scalar()
w1 = T.scalar()
w0 = T.scalar()
z1 = w1 * x1 + w0

# compile
net_input = theano.function(inputs=[w1, x1, w0], outputs=z1)

# execute
net_input(2.0, 1.0, 0.5)









Out[4]:






array(2.5)







Configuring Theano. For more options, see -
http://deeplearning.net/software/theano/library/config.html -
http://deeplearning.net/software/theano/library/floatX.html



In [5]:






print(theano.config.floatX)













float64








In [6]:






theano.config.floatX = 'float32'







To change the float type globally, execute

export THEANO_FLAGS=floatX=float32





in your bash shell. Or execute Python script as

THEANO_FLAGS=floatX=float32 python your_script.py





Running Theano on GPU(s). For prerequisites, please see:
http://deeplearning.net/software/theano/tutorial/using_gpu.html

Note that float32 is recommended for GPUs; float64 on GPUs is
currently still relatively slow.



In [7]:






print(theano.config.device)













cpu






You can run a Python script on CPU via:

THEANO_FLAGS=device=cpu,floatX=float64 python your_script.py





or GPU via

THEANO_FLAGS=device=gpu,floatX=float32 python your_script.py





It may also be convenient to create a .theanorc file in your home
directory to make those configurations permanent. For example, to always
use float32, execute

echo -e "\n[global]\nfloatX=float32\n" >> ~/.theanorc





Or, create a .theanorc file manually with the following contents

[global]
floatX = float32
device = gpu







In [13]:






import numpy as np

# initialize
# if you are running Theano on 64 bit mode,
# you need to use dmatrix instead of fmatrix
x = T.fmatrix(name='x')
x_sum = T.sum(x, axis=0)

# compile
calc_sum = theano.function(inputs=[x], outputs=x_sum)

# execute (Python list)
ary = [[1, 2, 3], [1, 2, 3]]
print('Column sum:', calc_sum(ary))

# execute (NumPy array)
ary = np.array([[1, 2, 3], [1, 2, 3]], dtype=theano.config.floatX)
print('Column sum:', calc_sum(ary))













Column sum: [ 2.  4.  6.]
Column sum: [ 2.  4.  6.]






Updating shared arrays. More info about memory management in Theano can
be found here:
http://deeplearning.net/software/theano/tutorial/aliasing.html



In [9]:






# initialize
x = T.fmatrix(name='x')
w = theano.shared(np.asarray([[0.0, 0.0, 0.0]],
                             dtype=theano.config.floatX))
z = x.dot(w.T)
update = [[w, w + 1.0]]

# compile
net_input = theano.function(inputs=[x],
                            updates=update,
                            outputs=z)

# execute
data = np.array([[1, 2, 3]], dtype=theano.config.floatX)
for i in range(5):
    print('z%d:' % i, net_input(data))













z0: [[ 0.]]
z1: [[ 6.]]
z2: [[ 12.]]
z3: [[ 18.]]
z4: [[ 24.]]






We can use the givens variable to insert values into the graph
before compiling it. Using this approach we can reduce the number of
transfers from RAM (via CPUs) to GPUs to speed up learning with shared
variables. If we use inputs, a datasets is transferred from the CPU
to the GPU multiple times, for example, if we iterate over a dataset
multiple times (epochs) during gradient descent. Via givens, we can
keep the dataset on the GPU if it fits (e.g., a mini-batch).



In [10]:






# initialize
data = np.array([[1, 2, 3]],
                dtype=theano.config.floatX)
x = T.fmatrix(name='x')
w = theano.shared(np.asarray([[0.0, 0.0, 0.0]],
                             dtype=theano.config.floatX))
z = x.dot(w.T)
update = [[w, w + 1.0]]

# compile
net_input = theano.function(inputs=[],
                            updates=update,
                            givens={x: data},
                            outputs=z)

# execute
for i in range(5):
    print('z:', net_input())













z: [[ 0.]]
z: [[ 6.]]
z: [[ 12.]]
z: [[ 18.]]
z: [[ 24.]]






Creating some training data.



In [20]:






import numpy as np
X_train = np.asarray([[0.0], [1.0], [2.0], [3.0], [4.0],
                      [5.0], [6.0], [7.0], [8.0], [9.0]],
                     dtype=theano.config.floatX)

y_train = np.asarray([1.0, 1.3, 3.1, 2.0, 5.0,
                      6.3, 6.6, 7.4, 8.0, 9.0],
                     dtype=theano.config.floatX)







Implementing the training function.



In [21]:






import theano
from theano import tensor as T
import numpy as np

def train_linreg(X_train, y_train, eta, epochs):

    costs = []
    # Initialize arrays
    eta0 = T.fscalar('eta0')
    y = T.fvector(name='y')
    X = T.fmatrix(name='X')
    w = theano.shared(np.zeros(
                      shape=(X_train.shape[1] + 1),
                      dtype=theano.config.floatX),
                      name='w')

    # calculate cost
    net_input = T.dot(X, w[1:]) + w[0]
    errors = y - net_input
    cost = T.sum(T.pow(errors, 2))

    # perform gradient update
    gradient = T.grad(cost, wrt=w)
    update = [(w, w - eta0 * gradient)]

    # compile model
    train = theano.function(inputs=[eta0],
                            outputs=cost,
                            updates=update,
                            givens={X: X_train,
                                    y: y_train})

    for _ in range(epochs):
        costs.append(train(eta))

    return costs, w







Plotting the sum of squared errors cost vs epochs.



In [22]:






import matplotlib.pyplot as plt

costs, w = train_linreg(X_train, y_train, eta=0.001, epochs=10)

plt.plot(range(1, len(costs)+1), costs)

plt.tight_layout()
plt.xlabel('Epoch')
plt.ylabel('Cost')
plt.tight_layout()
# plt.savefig('./figures/cost_convergence.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch13_ch13_45_0.png]




Making predictions.



In [23]:






def predict_linreg(X, w):
    Xt = T.matrix(name='X')
    net_input = T.dot(Xt, w[1:]) + w[0]
    predict = theano.function(inputs=[Xt], givens={w: w}, outputs=net_input)
    return predict(X)

plt.scatter(X_train, y_train, marker='s', s=50)
plt.plot(range(X_train.shape[0]),
         predict_linreg(X_train, w),
         color='gray',
         marker='o',
         markersize=4,
         linewidth=3)

plt.xlabel('x')
plt.ylabel('y')

plt.tight_layout()
# plt.savefig('./figures/linreg.png', dpi=300)
plt.show()
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Choosing activation functions for feedforward neural networks

…

The logistic function, often just called “sigmoid function” is in fact a
special case of a sigmoid function.

Net input \(z\):


\[\begin{split}z =  w_1x_{1} + \dots + w_mx_{m} = \sum_{j=1}^{m} x_{j}w_{j} \\ = \mathbf{w}^T\mathbf{x}\end{split}\]

Logistic activation function:


\[\phi_{logistic}(z) = \frac{1}{1 +  e^{-z}}\]

Output range: (0, 1)



In [29]:






# note that first element (X[0] = 1) to denote bias unit

X = np.array([[1, 1.4, 1.5]])
w = np.array([0.0, 0.2, 0.4])

def net_input(X, w):
    z = X.dot(w)
    return z

def logistic(z):
    return 1.0 / (1.0 + np.exp(-z))

def logistic_activation(X, w):
    z = net_input(X, w)
    return logistic(z)

print('P(y=1|x) = %.3f' % logistic_activation(X, w)[0])













P(y=1|x) = 0.707






Now, imagine a MLP perceptron with 3 hidden units + 1 bias unit in the
hidden unit. The output layer consists of 3 output units.



In [30]:






# W : array, shape = [n_output_units, n_hidden_units+1]
#          Weight matrix for hidden layer -> output layer.
# note that first column (A[:][0] = 1) are the bias units
W = np.array([[1.1, 1.2, 1.3, 0.5],
              [0.1, 0.2, 0.4, 0.1],
              [0.2, 0.5, 2.1, 1.9]])

# A : array, shape = [n_hidden+1, n_samples]
#          Activation of hidden layer.
# note that first element (A[0][0] = 1) is for the bias units

A = np.array([[1.0],
              [0.1],
              [0.3],
              [0.7]])

# Z : array, shape = [n_output_units, n_samples]
#          Net input of output layer.

Z = W.dot(A)
y_probas = logistic(Z)
print('Probabilities:\n', y_probas)













Probabilities:
 [[ 0.87653295]
 [ 0.57688526]
 [ 0.90114393]]








In [31]:






y_class = np.argmax(Z, axis=0)
print('predicted class label: %d' % y_class[0])













predicted class label: 2






The softmax function is a generalization of the logistic function and
allows us to compute meaningful class-probalities in multi-class
settings (multinomial logistic regression).


\[P(y=j|z) =\phi_{softmax}(z) = \frac{e^{z_j}}{\sum_{k=1}^K e^{z_k}}\]

the input to the function is the result of K distinct linear functions,
and the predicted probability for the j’th class given a sample vector x
is:

Output range: (0, 1)



In [32]:






def softmax(z):
    return np.exp(z) / np.sum(np.exp(z))

def softmax_activation(X, w):
    z = net_input(X, w)
    return softmax(z)









In [33]:






y_probas = softmax(Z)
print('Probabilities:\n', y_probas)













Probabilities:
 [[ 0.40386493]
 [ 0.07756222]
 [ 0.51857284]]








In [34]:






y_probas.sum()









Out[34]:






1.0









In [35]:






y_class = np.argmax(Z, axis=0)
y_class









Out[35]:






array([2])







Another special case of a sigmoid function, it can be interpreted as a
rescaled version of the logistic function.


\[\phi_{tanh}(z) = \frac{e^{z}-e^{-z}}{e^{z}+e^{-z}}\]

Output range: (-1, 1)



In [36]:






def tanh(z):
    e_p = np.exp(z)
    e_m = np.exp(-z)
    return (e_p - e_m) / (e_p + e_m)









In [37]:






import matplotlib.pyplot as plt

z = np.arange(-5, 5, 0.005)
log_act = logistic(z)
tanh_act = tanh(z)

# alternatives:
# from scipy.special import expit
# log_act = expit(z)
# tanh_act = np.tanh(z)

plt.ylim([-1.5, 1.5])
plt.xlabel('net input $z$')
plt.ylabel('activation $\phi(z)$')
plt.axhline(1, color='black', linestyle='--')
plt.axhline(0.5, color='black', linestyle='--')
plt.axhline(0, color='black', linestyle='--')
plt.axhline(-1, color='black', linestyle='--')

plt.plot(z, tanh_act,
         linewidth=2,
         color='black',
         label='tanh')
plt.plot(z, log_act,
         linewidth=2,
         color='lightgreen',
         label='logistic')

plt.legend(loc='lower right')
plt.tight_layout()
# plt.savefig('./figures/activation.png', dpi=300)
plt.show()
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In [6]:






Image(filename='./images/13_05.png', width=700)









Out[6]:
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Training neural networks efficiently using Keras


Loading MNIST


	Download the 4 MNIST datasets from http://yann.lecun.com/exdb/mnist/





	train-images-idx3-ubyte.gz: training set images (9912422 bytes)


	train-labels-idx1-ubyte.gz: training set labels (28881 bytes)


	t10k-images-idx3-ubyte.gz: test set images (1648877 bytes)


	t10k-labels-idx1-ubyte.gz: test set labels (4542 bytes)





	Unzip those files




3 Copy the unzipped files to a directory ./mnist



In [33]:






import os
import struct
import numpy as np

def load_mnist(path, kind='train'):
    """Load MNIST data from `path`"""
    labels_path = os.path.join(path,
                               '%s-labels-idx1-ubyte' % kind)
    images_path = os.path.join(path,
                               '%s-images-idx3-ubyte' % kind)

    with open(labels_path, 'rb') as lbpath:
        magic, n = struct.unpack('>II',
                                 lbpath.read(8))
        labels = np.fromfile(lbpath,
                             dtype=np.uint8)

    with open(images_path, 'rb') as imgpath:
        magic, num, rows, cols = struct.unpack(">IIII",
                                               imgpath.read(16))
        images = np.fromfile(imgpath,
                             dtype=np.uint8).reshape(len(labels), 784)

    return images, labels









In [34]:






X_train, y_train = load_mnist('mnist', kind='train')
print('Rows: %d, columns: %d' % (X_train.shape[0], X_train.shape[1]))













Rows: 60000, columns: 784








In [35]:






X_test, y_test = load_mnist('mnist', kind='t10k')
print('Rows: %d, columns: %d' % (X_test.shape[0], X_test.shape[1]))













Rows: 10000, columns: 784









Multi-layer Perceptron in Keras

Once you have Theano installed,
Keras [https://github.com/fchollet/keras] can be installed via

pip install Keras





In order to run the following code via GPU, you can execute the Python
script that was placed in this directory via

THEANO_FLAGS=mode=FAST_RUN,device=gpu,floatX=float32 python mnist_keras_mlp.py







In [43]:






import theano

theano.config.floatX = 'float32'
X_train = X_train.astype(theano.config.floatX)
X_test = X_test.astype(theano.config.floatX)







One-hot encoding of the class variable:



In [38]:






from keras.utils import np_utils

print('First 3 labels: ', y_train[:3])

y_train_ohe = np_utils.to_categorical(y_train)
print('\nFirst 3 labels (one-hot):\n', y_train_ohe[:3])













First 3 labels:  [5 0 4]

First 3 labels (one-hot):
 [[ 0.  0.  0.  0.  0.  1.  0.  0.  0.  0.]
 [ 1.  0.  0.  0.  0.  0.  0.  0.  0.  0.]
 [ 0.  0.  0.  0.  1.  0.  0.  0.  0.  0.]]








In [49]:






from keras.models import Sequential
from keras.layers.core import Dense
from keras.optimizers import SGD

np.random.seed(1)

model = Sequential()
model.add(Dense(input_dim=X_train.shape[1],
                output_dim=50,
                init='uniform',
                activation='tanh'))

model.add(Dense(input_dim=50,
                output_dim=50,
                init='uniform',
                activation='tanh'))

model.add(Dense(input_dim=50,
                output_dim=y_train_ohe.shape[1],
                init='uniform',
                activation='softmax'))

sgd = SGD(lr=0.001, decay=1e-7, momentum=.9)
model.compile(loss='categorical_crossentropy', optimizer=sgd)

model.fit(X_train, y_train_ohe,
          nb_epoch=50,
          batch_size=300,
          verbose=1,
          validation_split=0.1,
          show_accuracy=True)













Train on 54000 samples, validate on 6000 samples
Epoch 0
54000/54000 [==============================] - 1s - loss: 2.2290 - acc: 0.3592 - val_loss: 2.1094 - val_acc: 0.5342
Epoch 1
54000/54000 [==============================] - 1s - loss: 1.8850 - acc: 0.5279 - val_loss: 1.6098 - val_acc: 0.5617
Epoch 2
54000/54000 [==============================] - 1s - loss: 1.3903 - acc: 0.5884 - val_loss: 1.1666 - val_acc: 0.6707
Epoch 3
54000/54000 [==============================] - 1s - loss: 1.0592 - acc: 0.6936 - val_loss: 0.8961 - val_acc: 0.7615
Epoch 4
54000/54000 [==============================] - 1s - loss: 0.8528 - acc: 0.7666 - val_loss: 0.7288 - val_acc: 0.8290
Epoch 5
54000/54000 [==============================] - 1s - loss: 0.7187 - acc: 0.8191 - val_loss: 0.6122 - val_acc: 0.8603
Epoch 6
54000/54000 [==============================] - 1s - loss: 0.6278 - acc: 0.8426 - val_loss: 0.5347 - val_acc: 0.8762
Epoch 7
54000/54000 [==============================] - 1s - loss: 0.5592 - acc: 0.8621 - val_loss: 0.4707 - val_acc: 0.8920
Epoch 8
54000/54000 [==============================] - 1s - loss: 0.4978 - acc: 0.8751 - val_loss: 0.4288 - val_acc: 0.9033
Epoch 9
54000/54000 [==============================] - 1s - loss: 0.4583 - acc: 0.8847 - val_loss: 0.3935 - val_acc: 0.9035
Epoch 10
54000/54000 [==============================] - 1s - loss: 0.4213 - acc: 0.8911 - val_loss: 0.3553 - val_acc: 0.9088
Epoch 11
54000/54000 [==============================] - 1s - loss: 0.3972 - acc: 0.8955 - val_loss: 0.3405 - val_acc: 0.9083
Epoch 12
54000/54000 [==============================] - 1s - loss: 0.3740 - acc: 0.9022 - val_loss: 0.3251 - val_acc: 0.9170
Epoch 13
54000/54000 [==============================] - 1s - loss: 0.3611 - acc: 0.9030 - val_loss: 0.3032 - val_acc: 0.9183
Epoch 14
54000/54000 [==============================] - 1s - loss: 0.3479 - acc: 0.9064 - val_loss: 0.2972 - val_acc: 0.9248
Epoch 15
54000/54000 [==============================] - 1s - loss: 0.3309 - acc: 0.9099 - val_loss: 0.2778 - val_acc: 0.9250
Epoch 16
54000/54000 [==============================] - 1s - loss: 0.3264 - acc: 0.9103 - val_loss: 0.2838 - val_acc: 0.9208
Epoch 17
54000/54000 [==============================] - 1s - loss: 0.3136 - acc: 0.9136 - val_loss: 0.2689 - val_acc: 0.9223
Epoch 18
54000/54000 [==============================] - 1s - loss: 0.3031 - acc: 0.9156 - val_loss: 0.2634 - val_acc: 0.9313
Epoch 19
54000/54000 [==============================] - 1s - loss: 0.2988 - acc: 0.9169 - val_loss: 0.2579 - val_acc: 0.9288
Epoch 20
54000/54000 [==============================] - 1s - loss: 0.2909 - acc: 0.9180 - val_loss: 0.2494 - val_acc: 0.9310
Epoch 21
54000/54000 [==============================] - 1s - loss: 0.2848 - acc: 0.9202 - val_loss: 0.2478 - val_acc: 0.9307
Epoch 22
54000/54000 [==============================] - 1s - loss: 0.2804 - acc: 0.9194 - val_loss: 0.2423 - val_acc: 0.9343
Epoch 23
54000/54000 [==============================] - 1s - loss: 0.2728 - acc: 0.9235 - val_loss: 0.2387 - val_acc: 0.9327
Epoch 24
54000/54000 [==============================] - 1s - loss: 0.2673 - acc: 0.9241 - val_loss: 0.2265 - val_acc: 0.9385
Epoch 25
54000/54000 [==============================] - 1s - loss: 0.2611 - acc: 0.9253 - val_loss: 0.2270 - val_acc: 0.9347
Epoch 26
54000/54000 [==============================] - 1s - loss: 0.2676 - acc: 0.9225 - val_loss: 0.2210 - val_acc: 0.9367
Epoch 27
54000/54000 [==============================] - 1s - loss: 0.2528 - acc: 0.9261 - val_loss: 0.2241 - val_acc: 0.9373
Epoch 28
54000/54000 [==============================] - 1s - loss: 0.2511 - acc: 0.9264 - val_loss: 0.2170 - val_acc: 0.9403
Epoch 29
54000/54000 [==============================] - 1s - loss: 0.2433 - acc: 0.9293 - val_loss: 0.2165 - val_acc: 0.9412
Epoch 30
54000/54000 [==============================] - 1s - loss: 0.2465 - acc: 0.9279 - val_loss: 0.2135 - val_acc: 0.9367
Epoch 31
54000/54000 [==============================] - 1s - loss: 0.2383 - acc: 0.9306 - val_loss: 0.2138 - val_acc: 0.9427
Epoch 32
54000/54000 [==============================] - 1s - loss: 0.2349 - acc: 0.9310 - val_loss: 0.2066 - val_acc: 0.9423
Epoch 33
54000/54000 [==============================] - 1s - loss: 0.2301 - acc: 0.9334 - val_loss: 0.2054 - val_acc: 0.9440
Epoch 34
54000/54000 [==============================] - 1s - loss: 0.2371 - acc: 0.9317 - val_loss: 0.1991 - val_acc: 0.9480
Epoch 35
54000/54000 [==============================] - 1s - loss: 0.2256 - acc: 0.9352 - val_loss: 0.1982 - val_acc: 0.9450
Epoch 36
54000/54000 [==============================] - 1s - loss: 0.2313 - acc: 0.9323 - val_loss: 0.2092 - val_acc: 0.9403
Epoch 37
54000/54000 [==============================] - 1s - loss: 0.2230 - acc: 0.9341 - val_loss: 0.1993 - val_acc: 0.9445
Epoch 38
54000/54000 [==============================] - 1s - loss: 0.2261 - acc: 0.9336 - val_loss: 0.1891 - val_acc: 0.9463
Epoch 39
54000/54000 [==============================] - 1s - loss: 0.2166 - acc: 0.9369 - val_loss: 0.1943 - val_acc: 0.9452
Epoch 40
54000/54000 [==============================] - 1s - loss: 0.2128 - acc: 0.9370 - val_loss: 0.1952 - val_acc: 0.9435
Epoch 41
54000/54000 [==============================] - 1s - loss: 0.2200 - acc: 0.9351 - val_loss: 0.1918 - val_acc: 0.9468
Epoch 42
54000/54000 [==============================] - 2s - loss: 0.2107 - acc: 0.9383 - val_loss: 0.1831 - val_acc: 0.9483
Epoch 43
54000/54000 [==============================] - 1s - loss: 0.2020 - acc: 0.9411 - val_loss: 0.1906 - val_acc: 0.9443
Epoch 44
54000/54000 [==============================] - 1s - loss: 0.2082 - acc: 0.9388 - val_loss: 0.1838 - val_acc: 0.9457
Epoch 45
54000/54000 [==============================] - 1s - loss: 0.2048 - acc: 0.9402 - val_loss: 0.1817 - val_acc: 0.9488
Epoch 46
54000/54000 [==============================] - 1s - loss: 0.2012 - acc: 0.9417 - val_loss: 0.1876 - val_acc: 0.9480
Epoch 47
54000/54000 [==============================] - 1s - loss: 0.1996 - acc: 0.9423 - val_loss: 0.1792 - val_acc: 0.9502
Epoch 48
54000/54000 [==============================] - 1s - loss: 0.1921 - acc: 0.9430 - val_loss: 0.1791 - val_acc: 0.9505
Epoch 49
54000/54000 [==============================] - 1s - loss: 0.1907 - acc: 0.9432 - val_loss: 0.1749 - val_acc: 0.9482








Out[49]:






<keras.callbacks.History at 0x10df582e8>









In [50]:






y_train_pred = model.predict_classes(X_train, verbose=0)
print('First 3 predictions: ', y_train_pred[:3])













First 3 predictions:  [5 0 4]








In [51]:






train_acc = np.sum(y_train == y_train_pred, axis=0) / X_train.shape[0]
print('Training accuracy: %.2f%%' % (train_acc * 100))













Training accuracy: 94.51%








In [53]:






y_test_pred = model.predict_classes(X_test, verbose=0)
test_acc = np.sum(y_test == y_test_pred, axis=0) / X_test.shape[0]
print('Test accuracy: %.2f%%' % (test_acc * 100))













Test accuracy: 94.39%











Summary

…
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Chapter 8 - Applying Machine Learning To Sentiment Analysis

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [2]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scikit-learn,nltk













The watermark extension is already loaded. To reload it, use:
  %reload_ext watermark
Sebastian Raschka
last updated: 2016-06-30

CPython 3.5.1
IPython 4.2.0

numpy 1.11.0
pandas 0.18.1
matplotlib 1.5.1
scikit-learn 0.17.1
nltk 3.2.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Obtaining the IMDb movie review
dataset


	Introducing the bag-of-words
model


	Transforming words into feature
vectors


	Assessing word relevancy via term frequency-inverse document
frequency


	Cleaning text data


	Processing documents into
tokens


	Training a logistic regression model for document
classification


	Working with bigger data – online algorithms and out-of-core
learning


	Summary









Obtaining the IMDb movie review dataset

The IMDB movie review set can be downloaded from
http://ai.stanford.edu/~amaas/data/sentiment/. After downloading the
dataset, decompress the files.


	If you are working with Linux or MacOS X, open a new terminal windowm
cd into the download directory and execute




tar -zxf aclImdb_v1.tar.gz


	If you are working with Windows, download an archiver such as
7Zip [http://www.7-zip.org] to extract the files from the
download archive.





Compatibility Note:

I received an email from a reader who was having troubles with reading
the movie review texts due to encoding issues. Typically, Python’s
default encoding is set to 'utf-8', which shouldn’t cause troubles
when running this IPython notebook. You can simply check the encoding on
your machine by firing up a new Python interpreter from the command line
terminal and execute

>>> import sys
>>> sys.getdefaultencoding()





If the returned result is not 'utf-8', you probably need to
change your Python’s encoding to 'utf-8', for example by typing
export PYTHONIOENCODING=utf8 in your terminal shell prior to running
this IPython notebook. (Note that this is a temporary change, and it
needs to be executed in the same shell that you’ll use to launch
ipython notebook.

Alternatively, you can replace the lines

with open(os.path.join(path, file), 'r') as infile:
...
pd.read_csv('./movie_data.csv')
...
df.to_csv('./movie_data.csv', index=False)





by

with open(os.path.join(path, file), 'r', encoding='utf-8') as infile:
...
pd.read_csv('./movie_data.csv', encoding='utf-8')
...
df.to_csv('./movie_data.csv', index=False, encoding='utf-8')





in the following cells to achieve the desired effect.



In [3]:






import pyprind
import pandas as pd
import os

# change the `basepath` to the directory of the
# unzipped movie dataset

#basepath = '/Users/Sebastian/Desktop/aclImdb/'
basepath = './aclImdb'

labels = {'pos': 1, 'neg': 0}
pbar = pyprind.ProgBar(50000)
df = pd.DataFrame()
for s in ('test', 'train'):
    for l in ('pos', 'neg'):
        path = os.path.join(basepath, s, l)
        for file in os.listdir(path):
            with open(os.path.join(path, file), 'r', encoding='utf-8') as infile:
                txt = infile.read()
            df = df.append([[txt, labels[l]]], ignore_index=True)
            pbar.update()
df.columns = ['review', 'sentiment']













0%                          100%
[##############################] | ETA: 00:00:00
Total time elapsed: 00:06:23






Shuffling the DataFrame:



In [4]:






import numpy as np

np.random.seed(0)
df = df.reindex(np.random.permutation(df.index))







Optional: Saving the assembled data as CSV file:



In [5]:






df.to_csv('./movie_data.csv', index=False)









In [6]:






import pandas as pd

df = pd.read_csv('./movie_data.csv')
df.head(3)









Out[6]:








  
    
      	
      	review
      	sentiment
    

  
  
    
      	0
      	In 1974, the teenager Martha Moxley (Maggie Gr...
      	1
    

    
      	1
      	OK... so... I really like Kris Kristofferson a...
      	0
    

    
      	2
      	***SPOILER*** Do not read this, if you think a...
      	0
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Chapter 1 - Giving Computers the Ability to Learn from Data


Overview


	Building intelligent machines to transform data into
knowledge


	The three different types of machine
learning


	Making predictions about the future with supervised
learning


	Classification for predicting class
labels


	Regression for predicting continuous
outcomes






	Solving interactive problems with reinforcement
learning


	Discovering hidden structures with unsupervised
learning


	Finding subgroups with
clustering


	Dimensionality reduction for data
compression


	An introduction to the basic terminology and
notations










	A roadmap for building machine learning
systems


	Preprocessing - getting data into
shape


	Training and selecting a predictive
model


	Evaluating models and predicting unseen data
instances






	Using Python for machine
learning


	Installing Python packages


	Summary






In [1]:






from IPython.display import Image












Building intelligent machines to transform data into knowledge

…




The three different types of machine learning



In [2]:






Image(filename='./images/01_01.png', width=500)









Out[2]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_10_0.png]






In [3]:






Image(filename='./images/01_02.png', width=500)









Out[3]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_13_0.png]





Classification for predicting class labels



In [4]:






Image(filename='./images/01_03.png', width=300)









Out[4]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_16_0.png]







Regression for predicting continuous outcomes



In [5]:






Image(filename='./images/01_04.png', width=300)









Out[5]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_19_0.png]





Solving interactive problems with reinforcement learning



In [6]:






Image(filename='./images/01_05.png', width=300)









Out[6]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_22_0.png]







Discovering hidden structures with unsupervised learning

…






Finding subgroups with clustering



In [7]:






Image(filename='./images/01_06.png', width=300)









Out[7]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_27_0.png]







Dimensionality reduction for data compression



In [8]:






Image(filename='./images/01_07.png', width=500)









Out[8]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_30_0.png]







An introduction to the basic terminology and notations



In [9]:






Image(filename='./images/01_08.png', width=500)









Out[9]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_33_0.png]









A roadmap for building machine learning systems



In [10]:






Image(filename='./images/01_09.png', width=700)









Out[10]:






[image: ../../_images/rasbt_py_ml_book_ch01_ch01_36_0.png]




…

…

…




Using Python for machine learning

…




Installing Python packages

…




Summary

…
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Chapter 12 - Training Artificial Neural Networks for Image Recognition

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,scipy,matplotlib













Sebastian Raschka
last updated: 2016-05-28

CPython 3.5.1
IPython 4.2.0

numpy 1.11.0
scipy 0.17.0
matplotlib 1.5.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Modeling complex functions with artificial neural
networks


	Single-layer neural network
recap


	Introducing the multi-layer neural network
architecture


	Activating a neural network via forward
propagation


	Classifying handwritten digits


	Obtaining the MNIST dataset


	Implementing a multi-layer
perceptron


	Training an artificial neural
network


	Computing the logistic cost
function


	Training neural networks via
backpropagation


	Developing your intuition for
backpropagation


	Debugging neural networks with gradient
checking


	Convergence in neural networks


	Other neural network
architectures


	Convolutional Neural Networks


	Recurrent Neural Networks


	A few last words about neural network
implementation


	Summary






In [2]:






from IPython.display import Image









In [3]:






%matplotlib inline












Modeling complex functions with artificial neural networks

…



In [4]:






Image(filename='./images/12_01.png', width=600)









Out[4]:






[image: ../../_images/rasbt_py_ml_book_ch12_ch12_14_0.png]






In [5]:






Image(filename='./images/12_02.png', width=400)









Out[5]:






[image: ../../_images/rasbt_py_ml_book_ch12_ch12_17_0.png]






In [6]:






Image(filename='./images/12_03.png', width=500)









Out[6]:






[image: ../../_images/rasbt_py_ml_book_ch12_ch12_18_0.png]






In [7]:






Image(filename='./images/12_04.png', width=500)









Out[7]:






[image: ../../_images/rasbt_py_ml_book_ch12_ch12_21_0.png]







Classifying handwritten digits

…

The MNIST dataset is publicly available at
http://yann.lecun.com/exdb/mnist/ and consists of the following four
parts:


	Training set images: train-images-idx3-ubyte.gz (9.9 MB, 47 MB
unzipped, 60,000 samples)


	Training set labels: train-labels-idx1-ubyte.gz (29 KB, 60 KB
unzipped, 60,000 labels)


	Test set images: t10k-images-idx3-ubyte.gz (1.6 MB, 7.8 MB, 10,000
samples)


	Test set labels: t10k-labels-idx1-ubyte.gz (5 KB, 10 KB unzipped,
10,000 labels)




In this section, we will only be working with a subset of MNIST, thus,
we only need to download the training set images and training set
labels. After downloading the files, I recommend unzipping the files
using the Unix/Linux gzip tool from the terminal for efficiency, e.g.,
using the command

gzip *ubyte.gz -d





in your local MNIST download directory, or, using your favorite
unzipping tool if you are working with a machine running on Microsoft
Windows. The images are stored in byte form, and using the following
function, we will read them into NumPy arrays that we will use to train
our MLP.



In [8]:






import os
import struct
import numpy as np

def load_mnist(path, kind='train'):
    """Load MNIST data from `path`"""
    labels_path = os.path.join(path,
                               '%s-labels-idx1-ubyte' % kind)
    images_path = os.path.join(path,
                               '%s-images-idx3-ubyte' % kind)

    with open(labels_path, 'rb') as lbpath:
        magic, n = struct.unpack('>II',
                                 lbpath.read(8))
        labels = np.fromfile(lbpath,
                             dtype=np.uint8)

    with open(images_path, 'rb') as imgpath:
        magic, num, rows, cols = struct.unpack(">IIII",
                                               imgpath.read(16))
        images = np.fromfile(imgpath,
                             dtype=np.uint8).reshape(len(labels), 784)

    return images, labels









In [9]:






X_train, y_train = load_mnist('mnist/', kind='train')
print('Rows: %d, columns: %d' % (X_train.shape[0], X_train.shape[1]))













Rows: 60000, columns: 784








In [10]:






X_test, y_test = load_mnist('mnist/', kind='t10k')
print('Rows: %d, columns: %d' % (X_test.shape[0], X_test.shape[1]))













Rows: 10000, columns: 784






Visualize the first digit of each class:



In [11]:






import matplotlib.pyplot as plt

fig, ax = plt.subplots(nrows=2, ncols=5, sharex=True, sharey=True,)
ax = ax.flatten()
for i in range(10):
    img = X_train[y_train == i][0].reshape(28, 28)
    ax[i].imshow(img, cmap='Greys', interpolation='nearest')

ax[0].set_xticks([])
ax[0].set_yticks([])
plt.tight_layout()
# plt.savefig('./figures/mnist_all.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch12_ch12_31_0.png]




Visualize 25 different versions of “7”:



In [12]:






fig, ax = plt.subplots(nrows=5, ncols=5, sharex=True, sharey=True,)
ax = ax.flatten()
for i in range(25):
    img = X_train[y_train == 7][i].reshape(28, 28)
    ax[i].imshow(img, cmap='Greys', interpolation='nearest')

ax[0].set_xticks([])
ax[0].set_yticks([])
plt.tight_layout()
# plt.savefig('./figures/mnist_7.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch12_ch12_33_0.png]




Uncomment the following lines to optionally save the data in CSV format.
However, note that those CSV files will take up a substantial amount of
storage space:


	train_img.csv 1.1 GB (gigabytes)


	train_labels.csv 1.4 MB (megabytes)


	test_img.csv 187.0 MB


	test_labels 144 KB (kilobytes)






In [13]:






# np.savetxt('train_img.csv', X_train, fmt='%i', delimiter=',')
# np.savetxt('train_labels.csv', y_train, fmt='%i', delimiter=',')
# X_train = np.genfromtxt('train_img.csv', dtype=int, delimiter=',')
# y_train = np.genfromtxt('train_labels.csv', dtype=int, delimiter=',')

# np.savetxt('test_img.csv', X_test, fmt='%i', delimiter=',')
# np.savetxt('test_labels.csv', y_test, fmt='%i', delimiter=',')
# X_test = np.genfromtxt('test_img.csv', dtype=int, delimiter=',')
# y_test = np.genfromtxt('test_labels.csv', dtype=int, delimiter=',')










In [14]:






import numpy as np
from scipy.special import expit
import sys


class NeuralNetMLP(object):
    """ Feedforward neural network / Multi-layer perceptron classifier.

    Parameters
    ------------
    n_output : int
        Number of output units, should be equal to the
        number of unique class labels.
    n_features : int
        Number of features (dimensions) in the target dataset.
        Should be equal to the number of columns in the X array.
    n_hidden : int (default: 30)
        Number of hidden units.
    l1 : float (default: 0.0)
        Lambda value for L1-regularization.
        No regularization if l1=0.0 (default)
    l2 : float (default: 0.0)
        Lambda value for L2-regularization.
        No regularization if l2=0.0 (default)
    epochs : int (default: 500)
        Number of passes over the training set.
    eta : float (default: 0.001)
        Learning rate.
    alpha : float (default: 0.0)
        Momentum constant. Factor multiplied with the
        gradient of the previous epoch t-1 to improve
        learning speed
        w(t) := w(t) - (grad(t) + alpha*grad(t-1))
    decrease_const : float (default: 0.0)
        Decrease constant. Shrinks the learning rate
        after each epoch via eta / (1 + epoch*decrease_const)
    shuffle : bool (default: True)
        Shuffles training data every epoch if True to prevent circles.
    minibatches : int (default: 1)
        Divides training data into k minibatches for efficiency.
        Normal gradient descent learning if k=1 (default).
    random_state : int (default: None)
        Set random state for shuffling and initializing the weights.

    Attributes
    -----------
    cost_ : list
      Sum of squared errors after each epoch.

    """
    def __init__(self, n_output, n_features, n_hidden=30,
                 l1=0.0, l2=0.0, epochs=500, eta=0.001,
                 alpha=0.0, decrease_const=0.0, shuffle=True,
                 minibatches=1, random_state=None):

        np.random.seed(random_state)
        self.n_output = n_output
        self.n_features = n_features
        self.n_hidden = n_hidden
        self.w1, self.w2 = self._initialize_weights()
        self.l1 = l1
        self.l2 = l2
        self.epochs = epochs
        self.eta = eta
        self.alpha = alpha
        self.decrease_const = decrease_const
        self.shuffle = shuffle
        self.minibatches = minibatches

    def _encode_labels(self, y, k):
        """Encode labels into one-hot representation

        Parameters
        ------------
        y : array, shape = [n_samples]
            Target values.

        Returns
        -----------
        onehot : array, shape = (n_labels, n_samples)

        """
        onehot = np.zeros((k, y.shape[0]))
        for idx, val in enumerate(y):
            onehot[val, idx] = 1.0
        return onehot

    def _initialize_weights(self):
        """Initialize weights with small random numbers."""
        w1 = np.random.uniform(-1.0, 1.0,
                               size=self.n_hidden*(self.n_features + 1))
        w1 = w1.reshape(self.n_hidden, self.n_features + 1)
        w2 = np.random.uniform(-1.0, 1.0,
                               size=self.n_output*(self.n_hidden + 1))
        w2 = w2.reshape(self.n_output, self.n_hidden + 1)
        return w1, w2

    def _sigmoid(self, z):
        """Compute logistic function (sigmoid)

        Uses scipy.special.expit to avoid overflow
        error for very small input values z.

        """
        # return 1.0 / (1.0 + np.exp(-z))
        return expit(z)

    def _sigmoid_gradient(self, z):
        """Compute gradient of the logistic function"""
        sg = self._sigmoid(z)
        return sg * (1.0 - sg)

    def _add_bias_unit(self, X, how='column'):
        """Add bias unit (column or row of 1s) to array at index 0"""
        if how == 'column':
            X_new = np.ones((X.shape[0], X.shape[1] + 1))
            X_new[:, 1:] = X
        elif how == 'row':
            X_new = np.ones((X.shape[0] + 1, X.shape[1]))
            X_new[1:, :] = X
        else:
            raise AttributeError('`how` must be `column` or `row`')
        return X_new

    def _feedforward(self, X, w1, w2):
        """Compute feedforward step

        Parameters
        -----------
        X : array, shape = [n_samples, n_features]
            Input layer with original features.
        w1 : array, shape = [n_hidden_units, n_features]
            Weight matrix for input layer -> hidden layer.
        w2 : array, shape = [n_output_units, n_hidden_units]
            Weight matrix for hidden layer -> output layer.

        Returns
        ----------
        a1 : array, shape = [n_samples, n_features+1]
            Input values with bias unit.
        z2 : array, shape = [n_hidden, n_samples]
            Net input of hidden layer.
        a2 : array, shape = [n_hidden+1, n_samples]
            Activation of hidden layer.
        z3 : array, shape = [n_output_units, n_samples]
            Net input of output layer.
        a3 : array, shape = [n_output_units, n_samples]
            Activation of output layer.

        """
        a1 = self._add_bias_unit(X, how='column')
        z2 = w1.dot(a1.T)
        a2 = self._sigmoid(z2)
        a2 = self._add_bias_unit(a2, how='row')
        z3 = w2.dot(a2)
        a3 = self._sigmoid(z3)
        return a1, z2, a2, z3, a3

    def _L2_reg(self, lambda_, w1, w2):
        """Compute L2-regularization cost"""
        return (lambda_/2.0) * (np.sum(w1[:, 1:] ** 2) +
                                np.sum(w2[:, 1:] ** 2))

    def _L1_reg(self, lambda_, w1, w2):
        """Compute L1-regularization cost"""
        return (lambda_/2.0) * (np.abs(w1[:, 1:]).sum() +
                                np.abs(w2[:, 1:]).sum())

    def _get_cost(self, y_enc, output, w1, w2):
        """Compute cost function.

        Parameters
        ----------
        y_enc : array, shape = (n_labels, n_samples)
            one-hot encoded class labels.
        output : array, shape = [n_output_units, n_samples]
            Activation of the output layer (feedforward)
        w1 : array, shape = [n_hidden_units, n_features]
            Weight matrix for input layer -> hidden layer.
        w2 : array, shape = [n_output_units, n_hidden_units]
            Weight matrix for hidden layer -> output layer.

        Returns
        ---------
        cost : float
            Regularized cost.

        """
        term1 = -y_enc * (np.log(output))
        term2 = (1.0 - y_enc) * np.log(1.0 - output)
        cost = np.sum(term1 - term2)
        L1_term = self._L1_reg(self.l1, w1, w2)
        L2_term = self._L2_reg(self.l2, w1, w2)
        cost = cost + L1_term + L2_term
        return cost

    def _get_gradient(self, a1, a2, a3, z2, y_enc, w1, w2):
        """ Compute gradient step using backpropagation.

        Parameters
        ------------
        a1 : array, shape = [n_samples, n_features+1]
            Input values with bias unit.
        a2 : array, shape = [n_hidden+1, n_samples]
            Activation of hidden layer.
        a3 : array, shape = [n_output_units, n_samples]
            Activation of output layer.
        z2 : array, shape = [n_hidden, n_samples]
            Net input of hidden layer.
        y_enc : array, shape = (n_labels, n_samples)
            one-hot encoded class labels.
        w1 : array, shape = [n_hidden_units, n_features]
            Weight matrix for input layer -> hidden layer.
        w2 : array, shape = [n_output_units, n_hidden_units]
            Weight matrix for hidden layer -> output layer.

        Returns
        ---------
        grad1 : array, shape = [n_hidden_units, n_features]
            Gradient of the weight matrix w1.
        grad2 : array, shape = [n_output_units, n_hidden_units]
            Gradient of the weight matrix w2.

        """
        # backpropagation
        sigma3 = a3 - y_enc
        z2 = self._add_bias_unit(z2, how='row')
        sigma2 = w2.T.dot(sigma3) * self._sigmoid_gradient(z2)
        sigma2 = sigma2[1:, :]
        grad1 = sigma2.dot(a1)
        grad2 = sigma3.dot(a2.T)

        # regularize
        grad1[:, 1:] += (w1[:, 1:] * (self.l1 + self.l2))
        grad2[:, 1:] += (w2[:, 1:] * (self.l1 + self.l2))

        return grad1, grad2

    def predict(self, X):
        """Predict class labels

        Parameters
        -----------
        X : array, shape = [n_samples, n_features]
            Input layer with original features.

        Returns:
        ----------
        y_pred : array, shape = [n_samples]
            Predicted class labels.

        """
        if len(X.shape) != 2:
            raise AttributeError('X must be a [n_samples, n_features] array.\n'
                                 'Use X[:,None] for 1-feature classification,'
                                 '\nor X[[i]] for 1-sample classification')

        a1, z2, a2, z3, a3 = self._feedforward(X, self.w1, self.w2)
        y_pred = np.argmax(z3, axis=0)
        return y_pred

    def fit(self, X, y, print_progress=False):
        """ Learn weights from training data.

        Parameters
        -----------
        X : array, shape = [n_samples, n_features]
            Input layer with original features.
        y : array, shape = [n_samples]
            Target class labels.
        print_progress : bool (default: False)
            Prints progress as the number of epochs
            to stderr.

        Returns:
        ----------
        self

        """
        self.cost_ = []
        X_data, y_data = X.copy(), y.copy()
        y_enc = self._encode_labels(y, self.n_output)

        delta_w1_prev = np.zeros(self.w1.shape)
        delta_w2_prev = np.zeros(self.w2.shape)

        for i in range(self.epochs):

            # adaptive learning rate
            self.eta /= (1 + self.decrease_const*i)

            if print_progress:
                sys.stderr.write('\rEpoch: %d/%d' % (i+1, self.epochs))
                sys.stderr.flush()

            if self.shuffle:
                idx = np.random.permutation(y_data.shape[0])
                X_data, y_enc = X_data[idx], y_enc[:, idx]

            mini = np.array_split(range(y_data.shape[0]), self.minibatches)
            for idx in mini:

                # feedforward
                a1, z2, a2, z3, a3 = self._feedforward(X_data[idx],
                                                       self.w1,
                                                       self.w2)
                cost = self._get_cost(y_enc=y_enc[:, idx],
                                      output=a3,
                                      w1=self.w1,
                                      w2=self.w2)
                self.cost_.append(cost)

                # compute gradient via backpropagation
                grad1, grad2 = self._get_gradient(a1=a1, a2=a2,
                                                  a3=a3, z2=z2,
                                                  y_enc=y_enc[:, idx],
                                                  w1=self.w1,
                                                  w2=self.w2)

                delta_w1, delta_w2 = self.eta * grad1, self.eta * grad2
                self.w1 -= (delta_w1 + (self.alpha * delta_w1_prev))
                self.w2 -= (delta_w2 + (self.alpha * delta_w2_prev))
                delta_w1_prev, delta_w2_prev = delta_w1, delta_w2

        return self









In [15]:






nn = NeuralNetMLP(n_output=10,
                  n_features=X_train.shape[1],
                  n_hidden=50,
                  l2=0.1,
                  l1=0.0,
                  epochs=1000,
                  eta=0.001,
                  alpha=0.001,
                  decrease_const=0.00001,
                  minibatches=50,
                  shuffle=True,
                  random_state=1)









In [16]:






nn.fit(X_train, y_train, print_progress=True)













Epoch: 1000/1000








Out[16]:






<__main__.NeuralNetMLP at 0x113abb780>









In [17]:






import matplotlib.pyplot as plt

plt.plot(range(len(nn.cost_)), nn.cost_)
plt.ylim([0, 2000])
plt.ylabel('Cost')
plt.xlabel('Epochs * 50')
plt.tight_layout()
# plt.savefig('./figures/cost.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch12_ch12_41_0.png]






In [18]:






batches = np.array_split(range(len(nn.cost_)), 1000)
cost_ary = np.array(nn.cost_)
cost_avgs = [np.mean(cost_ary[i]) for i in batches]









In [19]:






plt.plot(range(len(cost_avgs)), cost_avgs, color='red')
plt.ylim([0, 2000])
plt.ylabel('Cost')
plt.xlabel('Epochs')
plt.tight_layout()
#plt.savefig('./figures/cost2.png', dpi=300)
plt.show()
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In [20]:






y_train_pred = nn.predict(X_train)

if sys.version_info < (3, 0):
    acc = ((np.sum(y_train == y_train_pred, axis=0)).astype('float') /
           X_train.shape[0])
else:
    acc = np.sum(y_train == y_train_pred, axis=0) / X_train.shape[0]

print('Training accuracy: %.2f%%' % (acc * 100))













Training accuracy: 97.59%








In [21]:






y_test_pred = nn.predict(X_test)

if sys.version_info < (3, 0):
    acc = ((np.sum(y_test == y_test_pred, axis=0)).astype('float') /
           X_test.shape[0])
else:
    acc = np.sum(y_test == y_test_pred, axis=0) / X_test.shape[0]

print('Test accuracy: %.2f%%' % (acc * 100))













Test accuracy: 95.62%








In [22]:






miscl_img = X_test[y_test != y_test_pred][:25]
correct_lab = y_test[y_test != y_test_pred][:25]
miscl_lab = y_test_pred[y_test != y_test_pred][:25]

fig, ax = plt.subplots(nrows=5, ncols=5, sharex=True, sharey=True,)
ax = ax.flatten()
for i in range(25):
    img = miscl_img[i].reshape(28, 28)
    ax[i].imshow(img, cmap='Greys', interpolation='nearest')
    ax[i].set_title('%d) t: %d p: %d' % (i+1, correct_lab[i], miscl_lab[i]))

ax[0].set_xticks([])
ax[0].set_yticks([])
plt.tight_layout()
# plt.savefig('./figures/mnist_miscl.png', dpi=300)
plt.show()
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In [23]:






miscl_img = X_test[y_test != y_test_pred][:25]
correct_lab = y_test[y_test != y_test_pred][:25]
miscl_lab= y_test_pred[y_test != y_test_pred][:25]

fig, ax = plt.subplots(nrows=5, ncols=5, sharex=True, sharey=True,)
ax = ax.flatten()
for i in range(25):
    img = miscl_img[i].reshape(28, 28)
    ax[i].imshow(img, cmap='Greys', interpolation='nearest')
    ax[i].set_title('%d) t: %d p: %d' % (i+1, correct_lab[i], miscl_lab[i]))

ax[0].set_xticks([])
ax[0].set_yticks([])
plt.tight_layout()
# plt.savefig('./figures/mnist_miscl.png', dpi=300)
plt.show()
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Training an artificial neural network

…



In [24]:






Image(filename='./images/12_10.png', width=300)









Out[24]:






[image: ../../_images/rasbt_py_ml_book_ch12_ch12_52_0.png]






In [25]:






Image(filename='./images/12_11.png', width=400)









Out[25]:
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In [26]:






Image(filename='./images/12_12.png', width=500)









Out[26]:
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Developing your intuition for backpropagation

…




Debugging neural networks with gradient checking



In [27]:






Image(filename='./images/12_13.png', width=500)









Out[27]:
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In [6]:






from scipy import __version__ as scipy_ver
from numpy import __version__ as numpy_ver

print('The following code requires NumPy >= 1.9.1. Your NumPy version is %s.' % (numpy_ver))
print('The following code requires SciPy >= 0.14.0. Your SciPy version is %s. ' % (scipy_ver))













The following code requires NumPy >= 1.9.1. Your NumPy version is 1.11.0.
The following code requires SciPy >= 0.14.0. Your SciPy version is 0.17.0.








In [5]:






import numpy as np
from scipy.special import expit
import sys


class MLPGradientCheck(object):
    """ Feedforward neural network / Multi-layer perceptron classifier.

    Parameters
    ------------
    n_output : int
        Number of output units, should be equal to the
        number of unique class labels.
    n_features : int
        Number of features (dimensions) in the target dataset.
        Should be equal to the number of columns in the X array.
    n_hidden : int (default: 30)
        Number of hidden units.
    l1 : float (default: 0.0)
        Lambda value for L1-regularization.
        No regularization if l1=0.0 (default)
    l2 : float (default: 0.0)
        Lambda value for L2-regularization.
        No regularization if l2=0.0 (default)
    epochs : int (default: 500)
        Number of passes over the training set.
    eta : float (default: 0.001)
        Learning rate.
    alpha : float (default: 0.0)
        Momentum constant. Factor multiplied with the
        gradient of the previous epoch t-1 to improve
        learning speed
        w(t) := w(t) - (grad(t) + alpha*grad(t-1))
    decrease_const : float (default: 0.0)
        Decrease constant. Shrinks the learning rate
        after each epoch via eta / (1 + epoch*decrease_const)
    shuffle : bool (default: False)
        Shuffles training data every epoch if True to prevent circles.
    minibatches : int (default: 1)
        Divides training data into k minibatches for efficiency.
        Normal gradient descent learning if k=1 (default).
    random_state : int (default: None)
        Set random state for shuffling and initializing the weights.

    Attributes
    -----------
    cost_ : list
        Sum of squared errors after each epoch.

    """
    def __init__(self, n_output, n_features, n_hidden=30,
                 l1=0.0, l2=0.0, epochs=500, eta=0.001,
                 alpha=0.0, decrease_const=0.0, shuffle=True,
                 minibatches=1, random_state=None):

        np.random.seed(random_state)
        self.n_output = n_output
        self.n_features = n_features
        self.n_hidden = n_hidden
        self.w1, self.w2 = self._initialize_weights()
        self.l1 = l1
        self.l2 = l2
        self.epochs = epochs
        self.eta = eta
        self.alpha = alpha
        self.decrease_const = decrease_const
        self.shuffle = shuffle
        self.minibatches = minibatches

    def _encode_labels(self, y, k):
        """Encode labels into one-hot representation

        Parameters
        ------------
        y : array, shape = [n_samples]
            Target values.

        Returns
        -----------
        onehot : array, shape = (n_labels, n_samples)

        """
        onehot = np.zeros((k, y.shape[0]))
        for idx, val in enumerate(y):
            onehot[val, idx] = 1.0
        return onehot

    def _initialize_weights(self):
        """Initialize weights with small random numbers."""
        w1 = np.random.uniform(-1.0, 1.0,
                               size=self.n_hidden*(self.n_features + 1))
        w1 = w1.reshape(self.n_hidden, self.n_features + 1)
        w2 = np.random.uniform(-1.0, 1.0,
                               size=self.n_output*(self.n_hidden + 1))
        w2 = w2.reshape(self.n_output, self.n_hidden + 1)
        return w1, w2

    def _sigmoid(self, z):
        """Compute logistic function (sigmoid)

        Uses scipy.special.expit to avoid overflow
        error for very small input values z.

        """
        # return 1.0 / (1.0 + np.exp(-z))
        return expit(z)

    def _sigmoid_gradient(self, z):
        """Compute gradient of the logistic function"""
        sg = self._sigmoid(z)
        return sg * (1.0 - sg)

    def _add_bias_unit(self, X, how='column'):
        """Add bias unit (column or row of 1s) to array at index 0"""
        if how == 'column':
            X_new = np.ones((X.shape[0], X.shape[1] + 1))
            X_new[:, 1:] = X
        elif how == 'row':
            X_new = np.ones((X.shape[0]+1, X.shape[1]))
            X_new[1:, :] = X
        else:
            raise AttributeError('`how` must be `column` or `row`')
        return X_new

    def _feedforward(self, X, w1, w2):
        """Compute feedforward step

        Parameters
        -----------
        X : array, shape = [n_samples, n_features]
            Input layer with original features.
        w1 : array, shape = [n_hidden_units, n_features]
            Weight matrix for input layer -> hidden layer.
        w2 : array, shape = [n_output_units, n_hidden_units]
            Weight matrix for hidden layer -> output layer.

        Returns
        ----------
        a1 : array, shape = [n_samples, n_features+1]
            Input values with bias unit.
        z2 : array, shape = [n_hidden, n_samples]
            Net input of hidden layer.
        a2 : array, shape = [n_hidden+1, n_samples]
            Activation of hidden layer.
        z3 : array, shape = [n_output_units, n_samples]
            Net input of output layer.
        a3 : array, shape = [n_output_units, n_samples]
            Activation of output layer.

        """
        a1 = self._add_bias_unit(X, how='column')
        z2 = w1.dot(a1.T)
        a2 = self._sigmoid(z2)
        a2 = self._add_bias_unit(a2, how='row')
        z3 = w2.dot(a2)
        a3 = self._sigmoid(z3)
        return a1, z2, a2, z3, a3

    def _L2_reg(self, lambda_, w1, w2):
        """Compute L2-regularization cost"""
        return (lambda_/2.0) * (np.sum(w1[:, 1:] ** 2) +
                                np.sum(w2[:, 1:] ** 2))

    def _L1_reg(self, lambda_, w1, w2):
        """Compute L1-regularization cost"""
        return (lambda_/2.0) * (np.abs(w1[:, 1:]).sum() +
                                np.abs(w2[:, 1:]).sum())

    def _get_cost(self, y_enc, output, w1, w2):
        """Compute cost function.

        Parameters
        ----------
        y_enc : array, shape = (n_labels, n_samples)
            one-hot encoded class labels.
        output : array, shape = [n_output_units, n_samples]
            Activation of the output layer (feedforward)
        w1 : array, shape = [n_hidden_units, n_features]
            Weight matrix for input layer -> hidden layer.
        w2 : array, shape = [n_output_units, n_hidden_units]
            Weight matrix for hidden layer -> output layer.

        Returns
        ---------
        cost : float
            Regularized cost.

        """
        term1 = -y_enc * (np.log(output))
        term2 = (1.0 - y_enc) * np.log(1.0 - output)
        cost = np.sum(term1 - term2)
        L1_term = self._L1_reg(self.l1, w1, w2)
        L2_term = self._L2_reg(self.l2, w1, w2)
        cost = cost + L1_term + L2_term
        return cost

    def _get_gradient(self, a1, a2, a3, z2, y_enc, w1, w2):
        """ Compute gradient step using backpropagation.

        Parameters
        ------------
        a1 : array, shape = [n_samples, n_features+1]
            Input values with bias unit.
        a2 : array, shape = [n_hidden+1, n_samples]
            Activation of hidden layer.
        a3 : array, shape = [n_output_units, n_samples]
            Activation of output layer.
        z2 : array, shape = [n_hidden, n_samples]
            Net input of hidden layer.
        y_enc : array, shape = (n_labels, n_samples)
            one-hot encoded class labels.
        w1 : array, shape = [n_hidden_units, n_features]
            Weight matrix for input layer -> hidden layer.
        w2 : array, shape = [n_output_units, n_hidden_units]
            Weight matrix for hidden layer -> output layer.

        Returns
        ---------
        grad1 : array, shape = [n_hidden_units, n_features]
            Gradient of the weight matrix w1.
        grad2 : array, shape = [n_output_units, n_hidden_units]
            Gradient of the weight matrix w2.

        """
        # backpropagation
        sigma3 = a3 - y_enc
        z2 = self._add_bias_unit(z2, how='row')
        sigma2 = w2.T.dot(sigma3) * self._sigmoid_gradient(z2)
        sigma2 = sigma2[1:, :]
        grad1 = sigma2.dot(a1)
        grad2 = sigma3.dot(a2.T)

        # regularize
        grad1[:, 1:] += (w1[:, 1:] * (self.l1 + self.l2))
        grad2[:, 1:] += (w2[:, 1:] * (self.l1 + self.l2))

        return grad1, grad2

    def _gradient_checking(self, X, y_enc, w1, w2, epsilon, grad1, grad2):
        """ Apply gradient checking (for debugging only)

        Returns
        ---------
        relative_error : float
          Relative error between the numerically
          approximated gradients and the backpropagated gradients.

        """
        num_grad1 = np.zeros(np.shape(w1))
        epsilon_ary1 = np.zeros(np.shape(w1))
        for i in range(w1.shape[0]):
            for j in range(w1.shape[1]):
                epsilon_ary1[i, j] = epsilon
                a1, z2, a2, z3, a3 = self._feedforward(X,
                                                       w1 - epsilon_ary1, w2)
                cost1 = self._get_cost(y_enc, a3, w1-epsilon_ary1, w2)
                a1, z2, a2, z3, a3 = self._feedforward(X,
                                                       w1 + epsilon_ary1, w2)
                cost2 = self._get_cost(y_enc, a3, w1 + epsilon_ary1, w2)
                num_grad1[i, j] = (cost2 - cost1) / (2.0 * epsilon)
                epsilon_ary1[i, j] = 0

        num_grad2 = np.zeros(np.shape(w2))
        epsilon_ary2 = np.zeros(np.shape(w2))
        for i in range(w2.shape[0]):
            for j in range(w2.shape[1]):
                epsilon_ary2[i, j] = epsilon
                a1, z2, a2, z3, a3 = self._feedforward(X, w1,
                                                       w2 - epsilon_ary2)
                cost1 = self._get_cost(y_enc, a3, w1, w2 - epsilon_ary2)
                a1, z2, a2, z3, a3 = self._feedforward(X, w1,
                                                       w2 + epsilon_ary2)
                cost2 = self._get_cost(y_enc, a3, w1, w2 + epsilon_ary2)
                num_grad2[i, j] = (cost2 - cost1) / (2.0 * epsilon)
                epsilon_ary2[i, j] = 0

        num_grad = np.hstack((num_grad1.flatten(), num_grad2.flatten()))
        grad = np.hstack((grad1.flatten(), grad2.flatten()))
        norm1 = np.linalg.norm(num_grad - grad)
        norm2 = np.linalg.norm(num_grad)
        norm3 = np.linalg.norm(grad)
        relative_error = norm1 / (norm2 + norm3)
        return relative_error

    def predict(self, X):
        """Predict class labels

        Parameters
        -----------
        X : array, shape = [n_samples, n_features]
            Input layer with original features.

        Returns:
        ----------
        y_pred : array, shape = [n_samples]
            Predicted class labels.

        """
        if len(X.shape) != 2:
            raise AttributeError('X must be a [n_samples, n_features] array.\n'
                                 'Use X[:,None] for 1-feature classification,'
                                 '\nor X[[i]] for 1-sample classification')

        a1, z2, a2, z3, a3 = self._feedforward(X, self.w1, self.w2)
        y_pred = np.argmax(z3, axis=0)
        return y_pred

    def fit(self, X, y, print_progress=False):
        """ Learn weights from training data.

        Parameters
        -----------
        X : array, shape = [n_samples, n_features]
            Input layer with original features.
        y : array, shape = [n_samples]
            Target class labels.
        print_progress : bool (default: False)
            Prints progress as the number of epochs
            to stderr.

        Returns:
        ----------
        self

        """
        self.cost_ = []
        X_data, y_data = X.copy(), y.copy()
        y_enc = self._encode_labels(y, self.n_output)

        delta_w1_prev = np.zeros(self.w1.shape)
        delta_w2_prev = np.zeros(self.w2.shape)

        for i in range(self.epochs):

            # adaptive learning rate
            self.eta /= (1 + self.decrease_const*i)

            if print_progress:
                sys.stderr.write('\rEpoch: %d/%d' % (i+1, self.epochs))
                sys.stderr.flush()

            if self.shuffle:
                idx = np.random.permutation(y_data.shape[0])
                X_data, y_enc = X_data[idx], y_enc[idx]

            mini = np.array_split(range(y_data.shape[0]), self.minibatches)
            for idx in mini:

                # feedforward
                a1, z2, a2, z3, a3 = self._feedforward(X[idx],
                                                       self.w1,
                                                       self.w2)
                cost = self._get_cost(y_enc=y_enc[:, idx],
                                      output=a3,
                                      w1=self.w1,
                                      w2=self.w2)
                self.cost_.append(cost)

                # compute gradient via backpropagation
                grad1, grad2 = self._get_gradient(a1=a1, a2=a2,
                                                  a3=a3, z2=z2,
                                                  y_enc=y_enc[:, idx],
                                                  w1=self.w1,
                                                  w2=self.w2)

                # start gradient checking
                grad_diff = self._gradient_checking(X=X_data[idx],
                                                    y_enc=y_enc[:, idx],
                                                    w1=self.w1,
                                                    w2=self.w2,
                                                    epsilon=1e-5,
                                                    grad1=grad1,
                                                    grad2=grad2)


                if grad_diff <= 1e-7:
                    print('Ok: %s' % grad_diff)
                elif grad_diff <= 1e-4:
                    print('Warning: %s' % grad_diff)
                else:
                    print('PROBLEM: %s' % grad_diff)

                # update weights; [alpha * delta_w_prev] for momentum learning
                delta_w1, delta_w2 = self.eta * grad1, self.eta * grad2
                self.w1 -= (delta_w1 + (self.alpha * delta_w1_prev))
                self.w2 -= (delta_w2 + (self.alpha * delta_w2_prev))
                delta_w1_prev, delta_w2_prev = delta_w1, delta_w2

        return self









In [29]:






nn_check = MLPGradientCheck(n_output=10,
                            n_features=X_train.shape[1],
                            n_hidden=10,
                            l2=0.0,
                            l1=0.0,
                            epochs=10,
                            eta=0.001,
                            alpha=0.0,
                            decrease_const=0.0,
                            minibatches=1,
                            shuffle=False,
                            random_state=1)









In [30]:






nn_check.fit(X_train[:5], y_train[:5], print_progress=False)













Ok: 2.55068505986e-10
Ok: 2.93547837023e-10
Ok: 2.37449571314e-10
Ok: 3.08194323691e-10
Ok: 3.38249440642e-10
Ok: 3.57890221135e-10
Ok: 2.19231256383e-10
Ok: 2.36583740198e-10
Ok: 3.43584860701e-10
Ok: 2.13345208113e-10








Out[30]:






<__main__.MLPGradientCheck at 0x1134f7ef0>










Convergence in neural networks



In [31]:






Image(filename='./images/12_14.png', width=500)









Out[31]:
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Other neural network architectures

…



In [32]:






Image(filename='./images/12_15.png', width=400)









Out[32]:






[image: ../../_images/rasbt_py_ml_book_ch12_ch12_73_0.png]






In [33]:






Image(filename='./images/12_16.png', width=700)









Out[33]:
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In [34]:






Image(filename='./images/12_17.png', width=400)









Out[34]:






[image: ../../_images/rasbt_py_ml_book_ch12_ch12_77_0.png]







A few last words about neural network implementation

…
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Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scikit-learn













Sebastian Raschka
last updated: 2016-03-25

CPython 3.5.1
IPython 4.0.3

numpy 1.10.4
pandas 0.17.1
matplotlib 1.5.1
scikit-learn 0.17.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.
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In [3]:






from IPython.display import Image
%matplotlib inline












Choosing a classification algorithm

…




First steps with scikit-learn

Loading the Iris dataset from scikit-learn. Here, the third column
represents the petal length, and the fourth column the petal width of
the flower samples. The classes are already converted to integer labels
where 0=Iris-Setosa, 1=Iris-Versicolor, 2=Iris-Virginica.



In [4]:






from sklearn import datasets
import numpy as np

iris = datasets.load_iris()
X = iris.data[:, [2, 3]]
y = iris.target

print('Class labels:', np.unique(y))













Class labels: [0 1 2]






Splitting data into 70% training and 30% test data:



In [5]:






from sklearn.cross_validation import train_test_split

X_train, X_test, y_train, y_test = train_test_split(
    X, y, test_size=0.3, random_state=0)







Standardizing the features:



In [6]:






from sklearn.preprocessing import StandardScaler

sc = StandardScaler()
sc.fit(X_train)
X_train_std = sc.transform(X_train) # 标准化
X_test_std = sc.transform(X_test)







Redefining the plot_decision_region function from chapter 2:



In [7]:






from sklearn.linear_model import Perceptron

ppn = Perceptron(n_iter=40, eta0=0.1, random_state=0)
ppn.fit(X_train_std, y_train)









Out[7]:






Perceptron(alpha=0.0001, class_weight=None, eta0=0.1, fit_intercept=True,
      n_iter=40, n_jobs=1, penalty=None, random_state=0, shuffle=True,
      verbose=0, warm_start=False)









In [8]:






y_test.shape









Out[8]:






(45,)









In [9]:






y_pred = ppn.predict(X_test_std)
print('Misclassified samples: %d' % (y_test != y_pred).sum())













Misclassified samples: 4








In [10]:






from sklearn.metrics import accuracy_score

print('Accuracy: %.2f' % accuracy_score(y_test, y_pred))













Accuracy: 0.91








In [11]:






from matplotlib.colors import ListedColormap
import matplotlib.pyplot as plt
import warnings


def versiontuple(v):
    return tuple(map(int, (v.split("."))))


def plot_decision_regions(X, y, classifier, test_idx=None, resolution=0.02):

    # setup marker generator and color map
    markers = ('s', 'x', 'o', '^', 'v')
    colors = ('red', 'blue', 'lightgreen', 'gray', 'cyan')
    cmap = ListedColormap(colors[:len(np.unique(y))])

    # plot the decision surface
    x1_min, x1_max = X[:, 0].min() - 1, X[:, 0].max() + 1
    x2_min, x2_max = X[:, 1].min() - 1, X[:, 1].max() + 1
    xx1, xx2 = np.meshgrid(np.arange(x1_min, x1_max, resolution),
                           np.arange(x2_min, x2_max, resolution))
    Z = classifier.predict(np.array([xx1.ravel(), xx2.ravel()]).T)
    Z = Z.reshape(xx1.shape)
    plt.contourf(xx1, xx2, Z, alpha=0.4, cmap=cmap)
    plt.xlim(xx1.min(), xx1.max())
    plt.ylim(xx2.min(), xx2.max())

    for idx, cl in enumerate(np.unique(y)):
        plt.scatter(x=X[y == cl, 0], y=X[y == cl, 1],
                    alpha=0.8, c=cmap(idx),
                    marker=markers[idx], label=cl)

    # highlight test samples
    if test_idx:
        # plot all samples
        if not versiontuple(np.__version__) >= versiontuple('1.9.0'):
            X_test, y_test = X[list(test_idx), :], y[list(test_idx)]
            warnings.warn('Please update to NumPy 1.9.0 or newer')
        else:
            X_test, y_test = X[test_idx, :], y[test_idx]

        plt.scatter(X_test[:, 0],
                    X_test[:, 1],
                    c='',
                    alpha=1.0,
                    linewidths=1,
                    marker='o',
                    s=55, label='test set')







Training a perceptron model using the standardized training data:



In [12]:






X_combined_std = np.vstack((X_train_std, X_test_std))
y_combined = np.hstack((y_train, y_test))

plot_decision_regions(X=X_combined_std, y=y_combined,
                      classifier=ppn, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')

plt.tight_layout()
# plt.savefig('./figures/iris_perceptron_scikit.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_29_0.png]







Modeling class probabilities via logistic regression

…


Logistic regression intuition and conditional probabilities



In [13]:






import matplotlib.pyplot as plt
import numpy as np


def sigmoid(z):
    return 1.0 / (1.0 + np.exp(-z))

z = np.arange(-7, 7, 0.1)
phi_z = sigmoid(z)

plt.plot(z, phi_z)
plt.axvline(0.0, color='k')
plt.ylim(-0.1, 1.1)
plt.xlabel('z')
plt.ylabel('$\phi (z)$')

# y axis ticks and gridline
plt.yticks([0.0, 0.5, 1.0])
ax = plt.gca()
ax.yaxis.grid(True)

plt.tight_layout()
# plt.savefig('./figures/sigmoid.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_34_0.png]






In [14]:






Image(filename='./images/03_03.png', width=500)









Out[14]:






[image: ../../_images/rasbt_py_ml_book_ch03_ch03_35_0.png]







Learning the weights of the logistic cost function



In [15]:






def cost_1(z):
    return - np.log(sigmoid(z))


def cost_0(z):
    return - np.log(1 - sigmoid(z))

z = np.arange(-10, 10, 0.1)
phi_z = sigmoid(z)

c1 = [cost_1(x) for x in z]
plt.plot(phi_z, c1, label='J(w) if y=1')

c0 = [cost_0(x) for x in z]
plt.plot(phi_z, c0, linestyle='--', label='J(w) if y=0')

plt.ylim(0.0, 5.1)
plt.xlim([0, 1])
plt.xlabel('$\phi$(z)')
plt.ylabel('J(w)')
plt.legend(loc='best')
plt.tight_layout()
# plt.savefig('./figures/log_cost.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_38_0.png]







Training a logistic regression model with scikit-learn



In [16]:






from sklearn.linear_model import LogisticRegression

lr = LogisticRegression(C=1000.0, random_state=0)
lr.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=lr, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/logistic_regression.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_41_0.png]






In [17]:






lr.predict_proba(X_test_std[0, :])













/Users/Sebastian/miniconda3/lib/python3.5/site-packages/sklearn/utils/validation.py:386: DeprecationWarning: Passing 1d arrays as data is deprecated in 0.17 and willraise ValueError in 0.19. Reshape your data either using X.reshape(-1, 1) if your data has a single feature or X.reshape(1, -1) if it contains a single sample.
  DeprecationWarning)








Out[17]:






array([[  2.05743774e-11,   6.31620264e-02,   9.36837974e-01]])










Tackling overfitting via regularization



In [18]:






Image(filename='./images/03_06.png', width=700)









Out[18]:






[image: ../../_images/rasbt_py_ml_book_ch03_ch03_45_0.png]






In [19]:






weights, params = [], []
for c in np.arange(-5, 5):
    lr = LogisticRegression(C=10**c, random_state=0)
    lr.fit(X_train_std, y_train)
    weights.append(lr.coef_[1])
    params.append(10**c)

weights = np.array(weights)
plt.plot(params, weights[:, 0],
         label='petal length')
plt.plot(params, weights[:, 1], linestyle='--',
         label='petal width')
plt.ylabel('weight coefficient')
plt.xlabel('C')
plt.legend(loc='upper left')
plt.xscale('log')
# plt.savefig('./figures/regression_path.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_46_0.png]









Maximum margin classification with support vector machines



In [20]:






Image(filename='./images/03_07.png', width=700)









Out[20]:






[image: ../../_images/rasbt_py_ml_book_ch03_ch03_49_0.png]




…



In [21]:






Image(filename='./images/03_08.png', width=600)









Out[21]:






[image: ../../_images/rasbt_py_ml_book_ch03_ch03_53_0.png]






In [22]:






from sklearn.svm import SVC

svm = SVC(kernel='linear', C=1.0, random_state=0)
svm.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=svm, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/support_vector_machine_linear.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_54_0.png]







Solving non-linear problems using a kernel SVM



In [23]:






import matplotlib.pyplot as plt
import numpy as np

np.random.seed(0)
X_xor = np.random.randn(200, 2)
y_xor = np.logical_xor(X_xor[:, 0] > 0,
                       X_xor[:, 1] > 0)
y_xor = np.where(y_xor, 1, -1)

plt.scatter(X_xor[y_xor == 1, 0],
            X_xor[y_xor == 1, 1],
            c='b', marker='x',
            label='1')
plt.scatter(X_xor[y_xor == -1, 0],
            X_xor[y_xor == -1, 1],
            c='r',
            marker='s',
            label='-1')

plt.xlim([-3, 3])
plt.ylim([-3, 3])
plt.legend(loc='best')
plt.tight_layout()
# plt.savefig('./figures/xor.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_58_0.png]






In [24]:






Image(filename='./images/03_11.png', width=700)









Out[24]:






[image: ../../_images/rasbt_py_ml_book_ch03_ch03_59_0.png]






In [25]:






svm = SVC(kernel='rbf', random_state=0, gamma=0.10, C=10.0)
svm.fit(X_xor, y_xor)
plot_decision_regions(X_xor, y_xor,
                      classifier=svm)

plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/support_vector_machine_rbf_xor.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_62_0.png]






In [26]:






from sklearn.svm import SVC

svm = SVC(kernel='rbf', random_state=0, gamma=0.2, C=1.0)
svm.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=svm, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/support_vector_machine_rbf_iris_1.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch03_ch03_63_0.png]






In [27]:






svm = SVC(kernel='rbf', random_state=0, gamma=100.0, C=1.0)
svm.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=svm, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/support_vector_machine_rbf_iris_2.png', dpi=300)
plt.show()
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Decision tree learning



In [28]:






Image(filename='./images/03_15.png', width=500)









Out[28]:
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In [30]:






import matplotlib.pyplot as plt
import numpy as np


def gini(p):
    return p * (1 - p) + (1 - p) * (1 - (1 - p))


def entropy(p):
    return - p * np.log2(p) - (1 - p) * np.log2((1 - p))


def error(p):
    return 1 - np.max([p, 1 - p])

x = np.arange(0.0, 1.0, 0.01)

ent = [entropy(p) if p != 0 else None for p in x]
sc_ent = [e * 0.5 if e else None for e in ent]
err = [error(i) for i in x]

fig = plt.figure()
ax = plt.subplot(111)
for i, lab, ls, c, in zip([ent, sc_ent, gini(x), err],
                          ['Entropy', 'Entropy (scaled)',
                           'Gini Impurity', 'Misclassification Error'],
                          ['-', '-', '--', '-.'],
                          ['black', 'lightgray', 'red', 'green', 'cyan']):
    line = ax.plot(x, i, label=lab, linestyle=ls, lw=2, color=c)

ax.legend(loc='upper center', bbox_to_anchor=(0.5, 1.15),
          ncol=3, fancybox=True, shadow=False)

ax.axhline(y=0.5, linewidth=1, color='k', linestyle='--')
ax.axhline(y=1.0, linewidth=1, color='k', linestyle='--')
plt.ylim([0, 1.1])
plt.xlabel('p(i=1)')
plt.ylabel('Impurity Index')
plt.tight_layout()
#plt.savefig('./figures/impurity.png', dpi=300, bbox_inches='tight')
plt.show()
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In [31]:






from sklearn.tree import DecisionTreeClassifier

tree = DecisionTreeClassifier(criterion='entropy', max_depth=3, random_state=0)
tree.fit(X_train, y_train)

X_combined = np.vstack((X_train, X_test))
y_combined = np.hstack((y_train, y_test))
plot_decision_regions(X_combined, y_combined,
                      classifier=tree, test_idx=range(105, 150))

plt.xlabel('petal length [cm]')
plt.ylabel('petal width [cm]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/decision_tree_decision.png', dpi=300)
plt.show()
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In [32]:






from sklearn.tree import export_graphviz

export_graphviz(tree,
                out_file='tree.dot',
                feature_names=['petal length', 'petal width'])









In [33]:






Image(filename='./images/03_18.png', width=600)









Out[33]:
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In [34]:






from sklearn.ensemble import RandomForestClassifier

forest = RandomForestClassifier(criterion='entropy',
                                n_estimators=10,
                                random_state=1,
                                n_jobs=2)
forest.fit(X_train, y_train)

plot_decision_regions(X_combined, y_combined,
                      classifier=forest, test_idx=range(105, 150))

plt.xlabel('petal length [cm]')
plt.ylabel('petal width [cm]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/random_forest.png', dpi=300)
plt.show()
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K-nearest neighbors - a lazy learning algorithm



In [35]:






Image(filename='./images/03_20.png', width=400)









Out[35]:
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In [36]:






from sklearn.neighbors import KNeighborsClassifier

knn = KNeighborsClassifier(n_neighbors=5, p=2, metric='minkowski')
knn.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=knn, test_idx=range(105, 150))

plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/k_nearest_neighbors.png', dpi=300)
plt.show()
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plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scikit-learn
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see: https://github.com/rasbt/watermark.
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In [3]:






from IPython.display import Image
%matplotlib inline












Choosing a classification algorithm

…




First steps with scikit-learn

Loading the Iris dataset from scikit-learn. Here, the third column
represents the petal length, and the fourth column the petal width of
the flower samples. The classes are already converted to integer labels
where 0=Iris-Setosa, 1=Iris-Versicolor, 2=Iris-Virginica.



In [4]:






from sklearn import datasets
import numpy as np

iris = datasets.load_iris()
X = iris.data[:, [2, 3]]
y = iris.target

print('Class labels:', np.unique(y))













Class labels: [0 1 2]






Splitting data into 70% training and 30% test data:



In [5]:






from sklearn.cross_validation import train_test_split

X_train, X_test, y_train, y_test = train_test_split(
    X, y, test_size=0.3, random_state=0)







Standardizing the features:



In [6]:






from sklearn.preprocessing import StandardScaler

sc = StandardScaler()
sc.fit(X_train)
X_train_std = sc.transform(X_train)
X_test_std = sc.transform(X_test)







Redefining the plot_decision_region function from chapter 2:



In [7]:






from sklearn.linear_model import Perceptron

ppn = Perceptron(n_iter=40, eta0=0.1, random_state=0)
ppn.fit(X_train_std, y_train)









Out[7]:






Perceptron(alpha=0.0001, class_weight=None, eta0=0.1, fit_intercept=True,
      n_iter=40, n_jobs=1, penalty=None, random_state=0, shuffle=True,
      verbose=0, warm_start=False)









In [8]:






y_test.shape









Out[8]:






(45,)









In [9]:






y_pred = ppn.predict(X_test_std)
print('Misclassified samples: %d' % (y_test != y_pred).sum())













Misclassified samples: 4








In [10]:






from sklearn.metrics import accuracy_score

print('Accuracy: %.2f' % accuracy_score(y_test, y_pred))













Accuracy: 0.91








In [11]:






from matplotlib.colors import ListedColormap
import matplotlib.pyplot as plt
import warnings


def versiontuple(v):
    return tuple(map(int, (v.split("."))))


def plot_decision_regions(X, y, classifier, test_idx=None, resolution=0.02):

    # setup marker generator and color map
    markers = ('s', 'x', 'o', '^', 'v')
    colors = ('red', 'blue', 'lightgreen', 'gray', 'cyan')
    cmap = ListedColormap(colors[:len(np.unique(y))])

    # plot the decision surface
    x1_min, x1_max = X[:, 0].min() - 1, X[:, 0].max() + 1
    x2_min, x2_max = X[:, 1].min() - 1, X[:, 1].max() + 1
    xx1, xx2 = np.meshgrid(np.arange(x1_min, x1_max, resolution),
                           np.arange(x2_min, x2_max, resolution))
    Z = classifier.predict(np.array([xx1.ravel(), xx2.ravel()]).T)
    Z = Z.reshape(xx1.shape)
    plt.contourf(xx1, xx2, Z, alpha=0.4, cmap=cmap)
    plt.xlim(xx1.min(), xx1.max())
    plt.ylim(xx2.min(), xx2.max())

    for idx, cl in enumerate(np.unique(y)):
        plt.scatter(x=X[y == cl, 0], y=X[y == cl, 1],
                    alpha=0.8, c=cmap(idx),
                    marker=markers[idx], label=cl)

    # highlight test samples
    if test_idx:
        # plot all samples
        if not versiontuple(np.__version__) >= versiontuple('1.9.0'):
            X_test, y_test = X[list(test_idx), :], y[list(test_idx)]
            warnings.warn('Please update to NumPy 1.9.0 or newer')
        else:
            X_test, y_test = X[test_idx, :], y[test_idx]

        plt.scatter(X_test[:, 0],
                    X_test[:, 1],
                    c='',
                    alpha=1.0,
                    linewidths=1,
                    marker='o',
                    s=55, label='test set')







Training a perceptron model using the standardized training data:



In [12]:






X_combined_std = np.vstack((X_train_std, X_test_std))
y_combined = np.hstack((y_train, y_test))

plot_decision_regions(X=X_combined_std, y=y_combined,
                      classifier=ppn, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')

plt.tight_layout()
# plt.savefig('./figures/iris_perceptron_scikit.png', dpi=300)
plt.show()
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Modeling class probabilities via logistic regression

…


Logistic regression intuition and conditional probabilities



In [13]:






import matplotlib.pyplot as plt
import numpy as np


def sigmoid(z):
    return 1.0 / (1.0 + np.exp(-z))

z = np.arange(-7, 7, 0.1)
phi_z = sigmoid(z)

plt.plot(z, phi_z)
plt.axvline(0.0, color='k')
plt.ylim(-0.1, 1.1)
plt.xlabel('z')
plt.ylabel('$\phi (z)$')

# y axis ticks and gridline
plt.yticks([0.0, 0.5, 1.0])
ax = plt.gca()
ax.yaxis.grid(True)

plt.tight_layout()
# plt.savefig('./figures/sigmoid.png', dpi=300)
plt.show()
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In [14]:






Image(filename='./images/03_03.png', width=500)









Out[14]:
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Learning the weights of the logistic cost function



In [15]:






def cost_1(z):
    return - np.log(sigmoid(z))


def cost_0(z):
    return - np.log(1 - sigmoid(z))

z = np.arange(-10, 10, 0.1)
phi_z = sigmoid(z)

c1 = [cost_1(x) for x in z]
plt.plot(phi_z, c1, label='J(w) if y=1')

c0 = [cost_0(x) for x in z]
plt.plot(phi_z, c0, linestyle='--', label='J(w) if y=0')

plt.ylim(0.0, 5.1)
plt.xlim([0, 1])
plt.xlabel('$\phi$(z)')
plt.ylabel('J(w)')
plt.legend(loc='best')
plt.tight_layout()
# plt.savefig('./figures/log_cost.png', dpi=300)
plt.show()
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Training a logistic regression model with scikit-learn



In [16]:






from sklearn.linear_model import LogisticRegression

lr = LogisticRegression(C=1000.0, random_state=0)
lr.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=lr, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/logistic_regression.png', dpi=300)
plt.show()
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In [17]:






lr.predict_proba(X_test_std[0, :])













/Users/Sebastian/miniconda3/lib/python3.5/site-packages/sklearn/utils/validation.py:386: DeprecationWarning: Passing 1d arrays as data is deprecated in 0.17 and willraise ValueError in 0.19. Reshape your data either using X.reshape(-1, 1) if your data has a single feature or X.reshape(1, -1) if it contains a single sample.
  DeprecationWarning)








Out[17]:






array([[  2.05743774e-11,   6.31620264e-02,   9.36837974e-01]])










Tackling overfitting via regularization



In [18]:






Image(filename='./images/03_06.png', width=700)









Out[18]:
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In [19]:






weights, params = [], []
for c in np.arange(-5, 5):
    lr = LogisticRegression(C=10**c, random_state=0)
    lr.fit(X_train_std, y_train)
    weights.append(lr.coef_[1])
    params.append(10**c)

weights = np.array(weights)
plt.plot(params, weights[:, 0],
         label='petal length')
plt.plot(params, weights[:, 1], linestyle='--',
         label='petal width')
plt.ylabel('weight coefficient')
plt.xlabel('C')
plt.legend(loc='upper left')
plt.xscale('log')
# plt.savefig('./figures/regression_path.png', dpi=300)
plt.show()
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Maximum margin classification with support vector machines



In [20]:






Image(filename='./images/03_07.png', width=700)









Out[20]:
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…



In [21]:






Image(filename='./images/03_08.png', width=600)









Out[21]:
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In [22]:






from sklearn.svm import SVC

svm = SVC(kernel='linear', C=1.0, random_state=0)
svm.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=svm, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/support_vector_machine_linear.png', dpi=300)
plt.show()
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Solving non-linear problems using a kernel SVM



In [23]:






import matplotlib.pyplot as plt
import numpy as np

np.random.seed(0)
X_xor = np.random.randn(200, 2)
y_xor = np.logical_xor(X_xor[:, 0] > 0,
                       X_xor[:, 1] > 0)
y_xor = np.where(y_xor, 1, -1)

plt.scatter(X_xor[y_xor == 1, 0],
            X_xor[y_xor == 1, 1],
            c='b', marker='x',
            label='1')
plt.scatter(X_xor[y_xor == -1, 0],
            X_xor[y_xor == -1, 1],
            c='r',
            marker='s',
            label='-1')

plt.xlim([-3, 3])
plt.ylim([-3, 3])
plt.legend(loc='best')
plt.tight_layout()
# plt.savefig('./figures/xor.png', dpi=300)
plt.show()
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In [24]:






Image(filename='./images/03_11.png', width=700)









Out[24]:
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In [25]:






svm = SVC(kernel='rbf', random_state=0, gamma=0.10, C=10.0)
svm.fit(X_xor, y_xor)
plot_decision_regions(X_xor, y_xor,
                      classifier=svm)

plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/support_vector_machine_rbf_xor.png', dpi=300)
plt.show()
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In [26]:






from sklearn.svm import SVC

svm = SVC(kernel='rbf', random_state=0, gamma=0.2, C=1.0)
svm.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=svm, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/support_vector_machine_rbf_iris_1.png', dpi=300)
plt.show()
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In [27]:






svm = SVC(kernel='rbf', random_state=0, gamma=100.0, C=1.0)
svm.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=svm, test_idx=range(105, 150))
plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/support_vector_machine_rbf_iris_2.png', dpi=300)
plt.show()
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Decision tree learning



In [28]:






Image(filename='./images/03_15.png', width=500)









Out[28]:
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In [30]:






import matplotlib.pyplot as plt
import numpy as np


def gini(p):
    return p * (1 - p) + (1 - p) * (1 - (1 - p))


def entropy(p):
    return - p * np.log2(p) - (1 - p) * np.log2((1 - p))


def error(p):
    return 1 - np.max([p, 1 - p])

x = np.arange(0.0, 1.0, 0.01)

ent = [entropy(p) if p != 0 else None for p in x]
sc_ent = [e * 0.5 if e else None for e in ent]
err = [error(i) for i in x]

fig = plt.figure()
ax = plt.subplot(111)
for i, lab, ls, c, in zip([ent, sc_ent, gini(x), err],
                          ['Entropy', 'Entropy (scaled)',
                           'Gini Impurity', 'Misclassification Error'],
                          ['-', '-', '--', '-.'],
                          ['black', 'lightgray', 'red', 'green', 'cyan']):
    line = ax.plot(x, i, label=lab, linestyle=ls, lw=2, color=c)

ax.legend(loc='upper center', bbox_to_anchor=(0.5, 1.15),
          ncol=3, fancybox=True, shadow=False)

ax.axhline(y=0.5, linewidth=1, color='k', linestyle='--')
ax.axhline(y=1.0, linewidth=1, color='k', linestyle='--')
plt.ylim([0, 1.1])
plt.xlabel('p(i=1)')
plt.ylabel('Impurity Index')
plt.tight_layout()
#plt.savefig('./figures/impurity.png', dpi=300, bbox_inches='tight')
plt.show()
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In [31]:






from sklearn.tree import DecisionTreeClassifier

tree = DecisionTreeClassifier(criterion='entropy', max_depth=3, random_state=0)
tree.fit(X_train, y_train)

X_combined = np.vstack((X_train, X_test))
y_combined = np.hstack((y_train, y_test))
plot_decision_regions(X_combined, y_combined,
                      classifier=tree, test_idx=range(105, 150))

plt.xlabel('petal length [cm]')
plt.ylabel('petal width [cm]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/decision_tree_decision.png', dpi=300)
plt.show()
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In [32]:






from sklearn.tree import export_graphviz

export_graphviz(tree,
                out_file='tree.dot',
                feature_names=['petal length', 'petal width'])









In [33]:






Image(filename='./images/03_18.png', width=600)









Out[33]:
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In [34]:






from sklearn.ensemble import RandomForestClassifier

forest = RandomForestClassifier(criterion='entropy',
                                n_estimators=10,
                                random_state=1,
                                n_jobs=2)
forest.fit(X_train, y_train)

plot_decision_regions(X_combined, y_combined,
                      classifier=forest, test_idx=range(105, 150))

plt.xlabel('petal length [cm]')
plt.ylabel('petal width [cm]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/random_forest.png', dpi=300)
plt.show()
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K-nearest neighbors - a lazy learning algorithm



In [35]:






Image(filename='./images/03_20.png', width=400)









Out[35]:
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In [36]:






from sklearn.neighbors import KNeighborsClassifier

knn = KNeighborsClassifier(n_neighbors=5, p=2, metric='minkowski')
knn.fit(X_train_std, y_train)

plot_decision_regions(X_combined_std, y_combined,
                      classifier=knn, test_idx=range(105, 150))

plt.xlabel('petal length [standardized]')
plt.ylabel('petal width [standardized]')
plt.legend(loc='upper left')
plt.tight_layout()
# plt.savefig('./figures/k_nearest_neighbors.png', dpi=300)
plt.show()
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…
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Chapter 11 - Working with Unlabeled Data – Clustering Analysis
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the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scipy,scikit-learn













Sebastian Raschka
last updated: 2016-06-24

CPython 3.5.1
IPython 4.2.0

numpy 1.11.0
pandas 0.18.1
matplotlib 1.5.1
scipy 0.17.1
scikit-learn 0.17.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Grouping objects by similarity using
k-means


	K-means++


	Hard versus soft clustering


	Using the elbow method to find the optimal number of
clusters


	Quantifying the quality of clustering via silhouette
plots


	Organizing clusters as a hierarchical
tree


	Performing hierarchical clustering on a distance
matrix


	Attaching dendrograms to a heat
map


	Applying agglomerative clustering via
scikit-learn


	Locating regions of high density via
DBSCAN


	Summary






In [2]:






from IPython.display import Image









In [3]:






%matplotlib inline












Grouping objects by similarity using k-means



In [4]:






from sklearn.datasets import make_blobs
X, y = make_blobs(n_samples=150,
                  n_features=2,
                  centers=3,
                  cluster_std=0.5,
                  shuffle=True,
                  random_state=0)









In [5]:






import matplotlib.pyplot as plt

plt.scatter(X[:, 0], X[:, 1], c='white', marker='o', s=50)
plt.grid()
plt.tight_layout()
#plt.savefig('./figures/spheres.png', dpi=300)
plt.show()
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In [6]:






from sklearn.cluster import KMeans

km = KMeans(n_clusters=3,
            init='random',
            n_init=10,
            max_iter=300,
            tol=1e-04,
            random_state=0)
y_km = km.fit_predict(X)

plt.scatter(X[y_km == 0, 0],
            X[y_km == 0, 1],
            s=50,
            c='lightgreen',
            marker='s',
            label='cluster 1')
plt.scatter(X[y_km == 1, 0],
            X[y_km == 1, 1],
            s=50,
            c='orange',
            marker='o',
            label='cluster 2')
plt.scatter(X[y_km == 2, 0],
            X[y_km == 2, 1],
            s=50,
            c='lightblue',
            marker='v',
            label='cluster 3')
plt.scatter(km.cluster_centers_[:, 0],
            km.cluster_centers_[:, 1],
            s=250,
            marker='*',
            c='red',
            label='centroids')
plt.legend()
plt.grid()
plt.tight_layout()
#plt.savefig('./figures/centroids.png', dpi=300)
plt.show()
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…

…



In [7]:






print('Distortion: %.2f' % km.inertia_)













Distortion: 72.48








In [8]:






distortions = []
for i in range(1, 11):
    km = KMeans(n_clusters=i,
                init='k-means++',
                n_init=10,
                max_iter=300,
                random_state=0)
    km.fit(X)
    distortions.append(km.inertia_)
plt.plot(range(1, 11), distortions, marker='o')
plt.xlabel('Number of clusters')
plt.ylabel('Distortion')
plt.tight_layout()
#plt.savefig('./figures/elbow.png', dpi=300)
plt.show()
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In [9]:






import numpy as np
from matplotlib import cm
from sklearn.metrics import silhouette_samples

km = KMeans(n_clusters=3,
            init='k-means++',
            n_init=10,
            max_iter=300,
            tol=1e-04,
            random_state=0)
y_km = km.fit_predict(X)

cluster_labels = np.unique(y_km)
n_clusters = cluster_labels.shape[0]
silhouette_vals = silhouette_samples(X, y_km, metric='euclidean')
y_ax_lower, y_ax_upper = 0, 0
yticks = []
for i, c in enumerate(cluster_labels):
    c_silhouette_vals = silhouette_vals[y_km == c]
    c_silhouette_vals.sort()
    y_ax_upper += len(c_silhouette_vals)
    color = cm.jet(float(i) / n_clusters)
    plt.barh(range(y_ax_lower, y_ax_upper), c_silhouette_vals, height=1.0,
             edgecolor='none', color=color)

    yticks.append((y_ax_lower + y_ax_upper) / 2.)
    y_ax_lower += len(c_silhouette_vals)

silhouette_avg = np.mean(silhouette_vals)
plt.axvline(silhouette_avg, color="red", linestyle="--")

plt.yticks(yticks, cluster_labels + 1)
plt.ylabel('Cluster')
plt.xlabel('Silhouette coefficient')

plt.tight_layout()
# plt.savefig('./figures/silhouette.png', dpi=300)
plt.show()
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Comparison to “bad” clustering:



In [10]:






km = KMeans(n_clusters=2,
            init='k-means++',
            n_init=10,
            max_iter=300,
            tol=1e-04,
            random_state=0)
y_km = km.fit_predict(X)

plt.scatter(X[y_km == 0, 0],
            X[y_km == 0, 1],
            s=50,
            c='lightgreen',
            marker='s',
            label='cluster 1')
plt.scatter(X[y_km == 1, 0],
            X[y_km == 1, 1],
            s=50,
            c='orange',
            marker='o',
            label='cluster 2')

plt.scatter(km.cluster_centers_[:, 0], km.cluster_centers_[:, 1],
            s=250, marker='*', c='red', label='centroids')
plt.legend()
plt.grid()
plt.tight_layout()
#plt.savefig('./figures/centroids_bad.png', dpi=300)
plt.show()
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In [11]:






cluster_labels = np.unique(y_km)
n_clusters = cluster_labels.shape[0]
silhouette_vals = silhouette_samples(X, y_km, metric='euclidean')
y_ax_lower, y_ax_upper = 0, 0
yticks = []
for i, c in enumerate(cluster_labels):
    c_silhouette_vals = silhouette_vals[y_km == c]
    c_silhouette_vals.sort()
    y_ax_upper += len(c_silhouette_vals)
    color = cm.jet(float(i) / n_clusters)
    plt.barh(range(y_ax_lower, y_ax_upper), c_silhouette_vals, height=1.0,
             edgecolor='none', color=color)

    yticks.append((y_ax_lower + y_ax_upper) / 2.)
    y_ax_lower += len(c_silhouette_vals)

silhouette_avg = np.mean(silhouette_vals)
plt.axvline(silhouette_avg, color="red", linestyle="--")

plt.yticks(yticks, cluster_labels + 1)
plt.ylabel('Cluster')
plt.xlabel('Silhouette coefficient')

plt.tight_layout()
# plt.savefig('./figures/silhouette_bad.png', dpi=300)
plt.show()
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Organizing clusters as a hierarchical tree



In [12]:






Image(filename='./images/11_05.png', width=400)









Out[12]:
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In [13]:






import pandas as pd
import numpy as np

np.random.seed(123)

variables = ['X', 'Y', 'Z']
labels = ['ID_0', 'ID_1', 'ID_2', 'ID_3', 'ID_4']

X = np.random.random_sample([5, 3])*10
df = pd.DataFrame(X, columns=variables, index=labels)
df









Out[13]:








  
    
      	
      	X
      	Y
      	Z
    

  
  
    
      	ID_0
      	6.964692
      	2.861393
      	2.268515
    

    
      	ID_1
      	5.513148
      	7.194690
      	4.231065
    

    
      	ID_2
      	9.807642
      	6.848297
      	4.809319
    

    
      	ID_3
      	3.921175
      	3.431780
      	7.290497
    

    
      	ID_4
      	4.385722
      	0.596779
      	3.980443
    

  









In [14]:






from scipy.spatial.distance import pdist, squareform

row_dist = pd.DataFrame(squareform(pdist(df, metric='euclidean')),
                        columns=labels,
                        index=labels)
row_dist









Out[14]:








  
    
      	
      	ID_0
      	ID_1
      	ID_2
      	ID_3
      	ID_4
    

  
  
    
      	ID_0
      	0.000000
      	4.973534
      	5.516653
      	5.899885
      	3.835396
    

    
      	ID_1
      	4.973534
      	0.000000
      	4.347073
      	5.104311
      	6.698233
    

    
      	ID_2
      	5.516653
      	4.347073
      	0.000000
      	7.244262
      	8.316594
    

    
      	ID_3
      	5.899885
      	5.104311
      	7.244262
      	0.000000
      	4.382864
    

    
      	ID_4
      	3.835396
      	6.698233
      	8.316594
      	4.382864
      	0.000000
    

  







We can either pass a condensed distance matrix (upper triangular) from
the pdist function, or we can pass the “original” data array and
define the metric='euclidean' argument in linkage. However, we
should not pass the squareform distance matrix, which would yield
different distance values although the overall clustering could be the
same.



In [15]:






# 1. incorrect approach: Squareform distance matrix

from scipy.cluster.hierarchy import linkage

row_clusters = linkage(row_dist, method='complete', metric='euclidean')
pd.DataFrame(row_clusters,
             columns=['row label 1', 'row label 2',
                      'distance', 'no. of items in clust.'],
             index=['cluster %d' % (i + 1)
                    for i in range(row_clusters.shape[0])])









Out[15]:








  
    
      	
      	row label 1
      	row label 2
      	distance
      	no. of items in clust.
    

  
  
    
      	cluster 1
      	0.0
      	4.0
      	6.521973
      	2.0
    

    
      	cluster 2
      	1.0
      	2.0
      	6.729603
      	2.0
    

    
      	cluster 3
      	3.0
      	5.0
      	8.539247
      	3.0
    

    
      	cluster 4
      	6.0
      	7.0
      	12.444824
      	5.0
    

  









In [16]:






# 2. correct approach: Condensed distance matrix

row_clusters = linkage(pdist(df, metric='euclidean'), method='complete')
pd.DataFrame(row_clusters,
             columns=['row label 1', 'row label 2',
                      'distance', 'no. of items in clust.'],
             index=['cluster %d' % (i + 1)
                    for i in range(row_clusters.shape[0])])









Out[16]:








  
    
      	
      	row label 1
      	row label 2
      	distance
      	no. of items in clust.
    

  
  
    
      	cluster 1
      	0.0
      	4.0
      	3.835396
      	2.0
    

    
      	cluster 2
      	1.0
      	2.0
      	4.347073
      	2.0
    

    
      	cluster 3
      	3.0
      	5.0
      	5.899885
      	3.0
    

    
      	cluster 4
      	6.0
      	7.0
      	8.316594
      	5.0
    

  









In [17]:






# 3. correct approach: Input sample matrix

pd.DataFrame(row_clusters,
             columns=['row label 1', 'row label 2',
                      'distance', 'no. of items in clust.'],
             index=['cluster %d' % (i + 1)
                    for i in range(row_clusters.shape[0])])









Out[17]:








  
    
      	
      	row label 1
      	row label 2
      	distance
      	no. of items in clust.
    

  
  
    
      	cluster 1
      	0.0
      	4.0
      	3.835396
      	2.0
    

    
      	cluster 2
      	1.0
      	2.0
      	4.347073
      	2.0
    

    
      	cluster 3
      	3.0
      	5.0
      	5.899885
      	3.0
    

    
      	cluster 4
      	6.0
      	7.0
      	8.316594
      	5.0
    

  









In [18]:






from scipy.cluster.hierarchy import dendrogram

# make dendrogram black (part 1/2)
# from scipy.cluster.hierarchy import set_link_color_palette
# set_link_color_palette(['black'])

row_dendr = dendrogram(row_clusters,
                       labels=labels,
                       # make dendrogram black (part 2/2)
                       # color_threshold=np.inf
                       )
plt.tight_layout()
plt.ylabel('Euclidean distance')
#plt.savefig('./figures/dendrogram.png', dpi=300,
#            bbox_inches='tight')
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch11_ch11_41_0.png]






In [20]:






# plot row dendrogram
fig = plt.figure(figsize=(8, 8), facecolor='white')
axd = fig.add_axes([0.09, 0.1, 0.2, 0.6])

# note: for matplotlib < v1.5.1, please use orientation='right'
row_dendr = dendrogram(row_clusters, orientation='left')

# reorder data with respect to clustering
df_rowclust = df.ix[row_dendr['leaves'][::-1]]

axd.set_xticks([])
axd.set_yticks([])

# remove axes spines from dendrogram
for i in axd.spines.values():
        i.set_visible(False)

# plot heatmap
axm = fig.add_axes([0.23, 0.1, 0.6, 0.6])  # x-pos, y-pos, width, height
cax = axm.matshow(df_rowclust, interpolation='nearest', cmap='hot_r')
fig.colorbar(cax)
axm.set_xticklabels([''] + list(df_rowclust.columns))
axm.set_yticklabels([''] + list(df_rowclust.index))

# plt.savefig('./figures/heatmap.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch11_ch11_44_0.png]






In [16]:






from sklearn.cluster import AgglomerativeClustering

ac = AgglomerativeClustering(n_clusters=2,
                             affinity='euclidean',
                             linkage='complete')
labels = ac.fit_predict(X)
print('Cluster labels: %s' % labels)













Cluster labels: [0 1 1 0 0]









Locating regions of high density via DBSCAN



In [5]:






Image(filename='./images/11_11.png', width=500)









Out[5]:






[image: ../../_images/rasbt_py_ml_book_ch11_ch11_50_0.png]






In [17]:






from sklearn.datasets import make_moons

X, y = make_moons(n_samples=200, noise=0.05, random_state=0)
plt.scatter(X[:, 0], X[:, 1])
plt.tight_layout()
# plt.savefig('./figures/moons.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch11_ch11_51_0.png]




K-means and hierarchical clustering:



In [18]:






f, (ax1, ax2) = plt.subplots(1, 2, figsize=(8, 3))

km = KMeans(n_clusters=2, random_state=0)
y_km = km.fit_predict(X)
ax1.scatter(X[y_km == 0, 0], X[y_km == 0, 1],
            c='lightblue', marker='o', s=40, label='cluster 1')
ax1.scatter(X[y_km == 1, 0], X[y_km == 1, 1],
            c='red', marker='s', s=40, label='cluster 2')
ax1.set_title('K-means clustering')

ac = AgglomerativeClustering(n_clusters=2,
                             affinity='euclidean',
                             linkage='complete')
y_ac = ac.fit_predict(X)
ax2.scatter(X[y_ac == 0, 0], X[y_ac == 0, 1], c='lightblue',
            marker='o', s=40, label='cluster 1')
ax2.scatter(X[y_ac == 1, 0], X[y_ac == 1, 1], c='red',
            marker='s', s=40, label='cluster 2')
ax2.set_title('Agglomerative clustering')

plt.legend()
plt.tight_layout()
#plt.savefig('./figures/kmeans_and_ac.png', dpi=300)
plt.show()
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Density-based clustering:



In [19]:






from sklearn.cluster import DBSCAN

db = DBSCAN(eps=0.2, min_samples=5, metric='euclidean')
y_db = db.fit_predict(X)
plt.scatter(X[y_db == 0, 0], X[y_db == 0, 1],
            c='lightblue', marker='o', s=40,
            label='cluster 1')
plt.scatter(X[y_db == 1, 0], X[y_db == 1, 1],
            c='red', marker='s', s=40,
            label='cluster 2')
plt.legend()
plt.tight_layout()
#plt.savefig('./figures/moons_dbscan.png', dpi=300)
plt.show()
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Chapter 10 - Predicting Continuous Target Variables with Regression Analysis

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scikit-learn,seaborn













Sebastian Raschka
last updated: 2016-04-12

CPython 3.5.1
IPython 4.0.3

numpy 1.10.4
pandas 0.17.1
matplotlib 1.5.0
scikit-learn 0.17.1
seaborn 0.6.0






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Introducing a simple linear regression
model


	Exploring the Housing Dataset


	Visualizing the important characteristics of a
dataset


	Implementing an ordinary least squares linear regression
model


	Solving regression for regression parameters with gradient
descent


	Estimating the coefficient of a regression model via
scikit-learn


	Fitting a robust regression model using
RANSAC


	Evaluating the performance of linear regression
models


	Using regularized methods for
regression


	Turning a linear regression model into a curve - polynomial
regression


	Modeling nonlinear relationships in the Housing
Dataset


	Dealing with nonlinear relationships using random
forests


	Decision tree regression


	Random forest regression






	Summary






In [3]:






from IPython.display import Image









In [4]:






%matplotlib inline












Introducing a simple linear regression model



In [5]:






Image(filename='./images/10_01.png', width=500)









Out[5]:






[image: ../../_images/rasbt_py_ml_book_ch10_ch10_13_0.png]







Exploring the Housing dataset

Source: https://archive.ics.uci.edu/ml/datasets/Housing

Attributes:


1. CRIM      per capita crime rate by town
2. ZN        proportion of residential land zoned for lots over
                 25,000 sq.ft.
3. INDUS     proportion of non-retail business acres per town
4. CHAS      Charles River dummy variable (= 1 if tract bounds
                 river; 0 otherwise)
5. NOX       nitric oxides concentration (parts per 10 million)
6. RM        average number of rooms per dwelling
7. AGE       proportion of owner-occupied units built prior to 1940
8. DIS       weighted distances to five Boston employment centres
9. RAD       index of accessibility to radial highways
10. TAX      full-value property-tax rate per $10,000
11. PTRATIO  pupil-teacher ratio by town
12. B        1000(Bk - 0.63)^2 where Bk is the proportion of blacks
                 by town
13. LSTAT    % lower status of the population
14. MEDV     Median value of owner-occupied homes in $1000's



In [7]:






import pandas as pd

df = pd.read_csv('https://archive.ics.uci.edu/ml/machine-learning-databases/'
                 'housing/housing.data',
                 header=None,
                 sep='\s+')

df.columns = ['CRIM', 'ZN', 'INDUS', 'CHAS',
              'NOX', 'RM', 'AGE', 'DIS', 'RAD',
              'TAX', 'PTRATIO', 'B', 'LSTAT', 'MEDV']
df.head()









Out[7]:








  
    
      	
      	CRIM
      	ZN
      	INDUS
      	CHAS
      	NOX
      	RM
      	AGE
      	DIS
      	RAD
      	TAX
      	PTRATIO
      	B
      	LSTAT
      	MEDV
    

  
  
    
      	0
      	0.00632
      	18
      	2.31
      	0
      	0.538
      	6.575
      	65.2
      	4.0900
      	1
      	296
      	15.3
      	396.90
      	4.98
      	24.0
    

    
      	1
      	0.02731
      	0
      	7.07
      	0
      	0.469
      	6.421
      	78.9
      	4.9671
      	2
      	242
      	17.8
      	396.90
      	9.14
      	21.6
    

    
      	2
      	0.02729
      	0
      	7.07
      	0
      	0.469
      	7.185
      	61.1
      	4.9671
      	2
      	242
      	17.8
      	392.83
      	4.03
      	34.7
    

    
      	3
      	0.03237
      	0
      	2.18
      	0
      	0.458
      	6.998
      	45.8
      	6.0622
      	3
      	222
      	18.7
      	394.63
      	2.94
      	33.4
    

    
      	4
      	0.06905
      	0
      	2.18
      	0
      	0.458
      	7.147
      	54.2
      	6.0622
      	3
      	222
      	18.7
      	396.90
      	5.33
      	36.2
    

  








Note:

If the link to the Housing dataset provided above does not work for you,
you can find a local copy in this repository at
./../datasets/housing/housing.data.

Or you could fetch it via



In [6]:






df = pd.read_csv('https://raw.githubusercontent.com/rasbt/python-machine-learning-book/master/code/datasets/housing/housing.data',
                  header=None, sep='\s+')

df.columns = ['CRIM', 'ZN', 'INDUS', 'CHAS',
              'NOX', 'RM', 'AGE', 'DIS', 'RAD',
              'TAX', 'PTRATIO', 'B', 'LSTAT', 'MEDV']
df.head()









Out[6]:








  
    
      	
      	CRIM
      	ZN
      	INDUS
      	CHAS
      	NOX
      	RM
      	AGE
      	DIS
      	RAD
      	TAX
      	PTRATIO
      	B
      	LSTAT
      	MEDV
    

  
  
    
      	0
      	0.00632
      	18
      	2.31
      	0
      	0.538
      	6.575
      	65.2
      	4.0900
      	1
      	296
      	15.3
      	396.90
      	4.98
      	24.0
    

    
      	1
      	0.02731
      	0
      	7.07
      	0
      	0.469
      	6.421
      	78.9
      	4.9671
      	2
      	242
      	17.8
      	396.90
      	9.14
      	21.6
    

    
      	2
      	0.02729
      	0
      	7.07
      	0
      	0.469
      	7.185
      	61.1
      	4.9671
      	2
      	242
      	17.8
      	392.83
      	4.03
      	34.7
    

    
      	3
      	0.03237
      	0
      	2.18
      	0
      	0.458
      	6.998
      	45.8
      	6.0622
      	3
      	222
      	18.7
      	394.63
      	2.94
      	33.4
    

    
      	4
      	0.06905
      	0
      	2.18
      	0
      	0.458
      	7.147
      	54.2
      	6.0622
      	3
      	222
      	18.7
      	396.90
      	5.33
      	36.2
    

  








Visualizing the important characteristics of a dataset



In [8]:






import matplotlib.pyplot as plt
import seaborn as sns


sns.set(style='whitegrid', context='notebook')
cols = ['LSTAT', 'INDUS', 'NOX', 'RM', 'MEDV']

sns.pairplot(df[cols], size=2.5)
plt.tight_layout()
# plt.savefig('./figures/scatter.png', dpi=300)
plt.show()













/Users/sebastian/miniconda3/lib/python3.5/site-packages/matplotlib/__init__.py:872: UserWarning: axes.color_cycle is deprecated and replaced with axes.prop_cycle; please use the latter.
  warnings.warn(self.msg_depr % (key, alt_key))
/Users/sebastian/miniconda3/lib/python3.5/site-packages/matplotlib/__init__.py:892: UserWarning: axes.color_cycle is deprecated and replaced with axes.prop_cycle; please use the latter.
  warnings.warn(self.msg_depr % (key, alt_key))
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In [9]:






import numpy as np


cm = np.corrcoef(df[cols].values.T)
sns.set(font_scale=1.5)
hm = sns.heatmap(cm,
                 cbar=True,
                 annot=True,
                 square=True,
                 fmt='.2f',
                 annot_kws={'size': 15},
                 yticklabels=cols,
                 xticklabels=cols)

# plt.tight_layout()
# plt.savefig('./figures/corr_mat.png', dpi=300)
plt.show()













/Users/sebastian/miniconda3/lib/python3.5/site-packages/matplotlib/__init__.py:872: UserWarning: axes.color_cycle is deprecated and replaced with axes.prop_cycle; please use the latter.
  warnings.warn(self.msg_depr % (key, alt_key))
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In [10]:






sns.reset_orig()
%matplotlib inline
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Chapter 7 - Combining Different Models for Ensemble Learning

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scipy,scikit-learn













Sebastian Raschka
last updated: 2016-06-11

CPython 3.5.1
IPython 4.2.0

numpy 1.11.0
pandas 0.18.0
matplotlib 1.5.1
scipy 0.17.1
scikit-learn 0.17.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Learning with ensembles


	Implementing a simple majority vote
classifier


	Combining different algorithms for classification with majority
vote


	Evaluating and tuning the ensemble
classifier


	Bagging – building an ensemble of classifiers from bootstrap
samples


	Leveraging weak learners via adaptive
boosting


	Summary






In [2]:






from IPython.display import Image









In [3]:






%matplotlib inline












Learning with ensembles



In [4]:






Image(filename='./images/07_01.png', width=500)









Out[4]:






[image: ../../_images/rasbt_py_ml_book_ch07_ch07_13_0.png]






In [5]:






Image(filename='./images/07_02.png', width=500)









Out[5]:






[image: ../../_images/rasbt_py_ml_book_ch07_ch07_14_0.png]






In [6]:






from scipy.misc import comb
import math

def ensemble_error(n_classifier, error):
    k_start = math.ceil(n_classifier / 2.0)
    probs = [comb(n_classifier, k) * error**k * (1-error)**(n_classifier - k)
             for k in range(k_start, n_classifier + 1)]
    return sum(probs)







Note

For historical reasons, Python 2.7’s math.ceil returns a float
instead of an integer like in Python 3.x. Although Although this book
was written for Python >3.4, let’s make it compatible to Python 2.7 by
casting it to an it explicitely:



In [8]:






from scipy.misc import comb
import math

def ensemble_error(n_classifier, error):
    k_start = int(math.ceil(n_classifier / 2.0))
    probs = [comb(n_classifier, k) * error**k * (1-error)**(n_classifier - k)
             for k in range(k_start, n_classifier + 1)]
    return sum(probs)









In [9]:






ensemble_error(n_classifier=11, error=0.25)









Out[9]:






0.034327507019042969









In [8]:






import numpy as np

error_range = np.arange(0.0, 1.01, 0.01)
ens_errors = [ensemble_error(n_classifier=11, error=error)
              for error in error_range]









In [9]:






import matplotlib.pyplot as plt

plt.plot(error_range,
         ens_errors,
         label='Ensemble error',
         linewidth=2)

plt.plot(error_range,
         error_range,
         linestyle='--',
         label='Base error',
         linewidth=2)

plt.xlabel('Base error')
plt.ylabel('Base/Ensemble error')
plt.legend(loc='upper left')
plt.grid()
plt.tight_layout()
# plt.savefig('./figures/ensemble_err.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch07_ch07_20_0.png]







Implementing a simple majority vote classifier



In [10]:






import numpy as np

np.argmax(np.bincount([0, 0, 1],
                      weights=[0.2, 0.2, 0.6]))









Out[10]:






1









In [11]:






ex = np.array([[0.9, 0.1],
               [0.8, 0.2],
               [0.4, 0.6]])

p = np.average(ex,
               axis=0,
               weights=[0.2, 0.2, 0.6])
p









Out[11]:






array([ 0.58,  0.42])









In [12]:






np.argmax(p)









Out[12]:






0









In [41]:






from sklearn.base import BaseEstimator
from sklearn.base import ClassifierMixin
from sklearn.preprocessing import LabelEncoder
from sklearn.externals import six
from sklearn.base import clone
from sklearn.pipeline import _name_estimators
import numpy as np
import operator


class MajorityVoteClassifier(BaseEstimator,
                             ClassifierMixin):
    """ A majority vote ensemble classifier

    Parameters
    ----------
    classifiers : array-like, shape = [n_classifiers]
      Different classifiers for the ensemble

    vote : str, {'classlabel', 'probability'} (default='label')
      If 'classlabel' the prediction is based on the argmax of
        class labels. Else if 'probability', the argmax of
        the sum of probabilities is used to predict the class label
        (recommended for calibrated classifiers).

    weights : array-like, shape = [n_classifiers], optional (default=None)
      If a list of `int` or `float` values are provided, the classifiers
      are weighted by importance; Uses uniform weights if `weights=None`.

    """
    def __init__(self, classifiers, vote='classlabel', weights=None):

        self.classifiers = classifiers
        self.named_classifiers = {key: value for key, value
                                  in _name_estimators(classifiers)}
        self.vote = vote
        self.weights = weights

    def fit(self, X, y):
        """ Fit classifiers.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            Matrix of training samples.

        y : array-like, shape = [n_samples]
            Vector of target class labels.

        Returns
        -------
        self : object

        """
        if self.vote not in ('probability', 'classlabel'):
            raise ValueError("vote must be 'probability' or 'classlabel'"
                             "; got (vote=%r)"
                             % self.vote)

        if self.weights and len(self.weights) != len(self.classifiers):
            raise ValueError('Number of classifiers and weights must be equal'
                             '; got %d weights, %d classifiers'
                             % (len(self.weights), len(self.classifiers)))

        # Use LabelEncoder to ensure class labels start with 0, which
        # is important for np.argmax call in self.predict
        self.lablenc_ = LabelEncoder()
        self.lablenc_.fit(y)
        self.classes_ = self.lablenc_.classes_
        self.classifiers_ = []
        for clf in self.classifiers:
            fitted_clf = clone(clf).fit(X, self.lablenc_.transform(y))
            self.classifiers_.append(fitted_clf)
        return self

    def predict(self, X):
        """ Predict class labels for X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            Matrix of training samples.

        Returns
        ----------
        maj_vote : array-like, shape = [n_samples]
            Predicted class labels.

        """
        if self.vote == 'probability':
            maj_vote = np.argmax(self.predict_proba(X), axis=1)
        else:  # 'classlabel' vote

            #  Collect results from clf.predict calls
            predictions = np.asarray([clf.predict(X)
                                      for clf in self.classifiers_]).T

            maj_vote = np.apply_along_axis(
                                      lambda x:
                                      np.argmax(np.bincount(x,
                                                weights=self.weights)),
                                      axis=1,
                                      arr=predictions)
        maj_vote = self.lablenc_.inverse_transform(maj_vote)
        return maj_vote

    def predict_proba(self, X):
        """ Predict class probabilities for X.

        Parameters
        ----------
        X : {array-like, sparse matrix}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.

        Returns
        ----------
        avg_proba : array-like, shape = [n_samples, n_classes]
            Weighted average probability for each class per sample.

        """
        probas = np.asarray([clf.predict_proba(X)
                             for clf in self.classifiers_])
        avg_proba = np.average(probas, axis=0, weights=self.weights)
        return avg_proba

    def get_params(self, deep=True):
        """ Get classifier parameter names for GridSearch"""
        if not deep:
            return super(MajorityVoteClassifier, self).get_params(deep=False)
        else:
            out = self.named_classifiers.copy()
            for name, step in six.iteritems(self.named_classifiers):
                for key, value in six.iteritems(step.get_params(deep=True)):
                    out['%s__%s' % (name, key)] = value
            return out









In [42]:






from sklearn import datasets
from sklearn.cross_validation import train_test_split
from sklearn.preprocessing import StandardScaler
from sklearn.preprocessing import LabelEncoder

iris = datasets.load_iris()
X, y = iris.data[50:, [1, 2]], iris.target[50:]
le = LabelEncoder()
y = le.fit_transform(y)

X_train, X_test, y_train, y_test =\
       train_test_split(X, y,
                        test_size=0.5,
                        random_state=1)









In [43]:






from sklearn.cross_validation import cross_val_score
from sklearn.linear_model import LogisticRegression
from sklearn.tree import DecisionTreeClassifier
from sklearn.neighbors import KNeighborsClassifier
from sklearn.pipeline import Pipeline
import numpy as np

clf1 = LogisticRegression(penalty='l2',
                          C=0.001,
                          random_state=0)

clf2 = DecisionTreeClassifier(max_depth=1,
                              criterion='entropy',
                              random_state=0)

clf3 = KNeighborsClassifier(n_neighbors=1,
                            p=2,
                            metric='minkowski')

pipe1 = Pipeline([['sc', StandardScaler()],
                  ['clf', clf1]])
pipe3 = Pipeline([['sc', StandardScaler()],
                  ['clf', clf3]])

clf_labels = ['Logistic Regression', 'Decision Tree', 'KNN']

print('10-fold cross validation:\n')
for clf, label in zip([pipe1, clf2, pipe3], clf_labels):
    scores = cross_val_score(estimator=clf,
                             X=X_train,
                             y=y_train,
                             cv=10,
                             scoring='roc_auc')
    print("ROC AUC: %0.2f (+/- %0.2f) [%s]"
          % (scores.mean(), scores.std(), label))













10-fold cross validation:

ROC AUC: 0.92 (+/- 0.20) [Logistic Regression]
ROC AUC: 0.92 (+/- 0.15) [Decision Tree]
ROC AUC: 0.93 (+/- 0.10) [KNN]








In [44]:






# Majority Rule (hard) Voting

mv_clf = MajorityVoteClassifier(classifiers=[pipe1, clf2, pipe3])

clf_labels += ['Majority Voting']
all_clf = [pipe1, clf2, pipe3, mv_clf]

for clf, label in zip(all_clf, clf_labels):
    scores = cross_val_score(estimator=clf,
                             X=X_train,
                             y=y_train,
                             cv=10,
                             scoring='roc_auc')
    print("ROC AUC: %0.2f (+/- %0.2f) [%s]"
          % (scores.mean(), scores.std(), label))













ROC AUC: 0.92 (+/- 0.20) [Logistic Regression]
ROC AUC: 0.92 (+/- 0.15) [Decision Tree]
ROC AUC: 0.93 (+/- 0.10) [KNN]
ROC AUC: 0.97 (+/- 0.10) [Majority Voting]









Evaluating and tuning the ensemble classifier



In [45]:






from sklearn.metrics import roc_curve
from sklearn.metrics import auc

colors = ['black', 'orange', 'blue', 'green']
linestyles = [':', '--', '-.', '-']
for clf, label, clr, ls \
        in zip(all_clf,
               clf_labels, colors, linestyles):

    # assuming the label of the positive class is 1
    y_pred = clf.fit(X_train,
                     y_train).predict_proba(X_test)[:, 1]
    fpr, tpr, thresholds = roc_curve(y_true=y_test,
                                     y_score=y_pred)
    roc_auc = auc(x=fpr, y=tpr)
    plt.plot(fpr, tpr,
             color=clr,
             linestyle=ls,
             label='%s (auc = %0.2f)' % (label, roc_auc))

plt.legend(loc='lower right')
plt.plot([0, 1], [0, 1],
         linestyle='--',
         color='gray',
         linewidth=2)

plt.xlim([-0.1, 1.1])
plt.ylim([-0.1, 1.1])
plt.grid()
plt.xlabel('False Positive Rate')
plt.ylabel('True Positive Rate')

# plt.tight_layout()
# plt.savefig('./figures/roc.png', dpi=300)
plt.show()












[image: ../../_images/rasbt_py_ml_book_ch07_ch07_34_0.png]






In [46]:






sc = StandardScaler()
X_train_std = sc.fit_transform(X_train)









In [47]:






from itertools import product

all_clf = [pipe1, clf2, pipe3, mv_clf]

x_min = X_train_std[:, 0].min() - 1
x_max = X_train_std[:, 0].max() + 1
y_min = X_train_std[:, 1].min() - 1
y_max = X_train_std[:, 1].max() + 1

xx, yy = np.meshgrid(np.arange(x_min, x_max, 0.1),
                     np.arange(y_min, y_max, 0.1))

f, axarr = plt.subplots(nrows=2, ncols=2,
                        sharex='col',
                        sharey='row',
                        figsize=(7, 5))

for idx, clf, tt in zip(product([0, 1], [0, 1]),
                        all_clf, clf_labels):
    clf.fit(X_train_std, y_train)

    Z = clf.predict(np.c_[xx.ravel(), yy.ravel()])
    Z = Z.reshape(xx.shape)

    axarr[idx[0], idx[1]].contourf(xx, yy, Z, alpha=0.3)

    axarr[idx[0], idx[1]].scatter(X_train_std[y_train==0, 0],
                                  X_train_std[y_train==0, 1],
                                  c='blue',
                                  marker='^',
                                  s=50)

    axarr[idx[0], idx[1]].scatter(X_train_std[y_train==1, 0],
                                  X_train_std[y_train==1, 1],
                                  c='red',
                                  marker='o',
                                  s=50)

    axarr[idx[0], idx[1]].set_title(tt)

plt.text(-3.5, -4.5,
         s='Sepal width [standardized]',
         ha='center', va='center', fontsize=12)
plt.text(-10.5, 4.5,
         s='Petal length [standardized]',
         ha='center', va='center',
         fontsize=12, rotation=90)

plt.tight_layout()
# plt.savefig('./figures/voting_panel', bbox_inches='tight', dpi=300)
plt.show()
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In [48]:






mv_clf.get_params()









Out[48]:






{'decisiontreeclassifier': DecisionTreeClassifier(class_weight=None, criterion='entropy', max_depth=1,
             max_features=None, max_leaf_nodes=None, min_samples_leaf=1,
             min_samples_split=2, min_weight_fraction_leaf=0.0,
             presort=False, random_state=0, splitter='best'),
 'decisiontreeclassifier__class_weight': None,
 'decisiontreeclassifier__criterion': 'entropy',
 'decisiontreeclassifier__max_depth': 1,
 'decisiontreeclassifier__max_features': None,
 'decisiontreeclassifier__max_leaf_nodes': None,
 'decisiontreeclassifier__min_samples_leaf': 1,
 'decisiontreeclassifier__min_samples_split': 2,
 'decisiontreeclassifier__min_weight_fraction_leaf': 0.0,
 'decisiontreeclassifier__presort': False,
 'decisiontreeclassifier__random_state': 0,
 'decisiontreeclassifier__splitter': 'best',
 'pipeline-1': Pipeline(steps=[['sc', StandardScaler(copy=True, with_mean=True, with_std=True)], ['clf', LogisticRegression(C=0.001, class_weight=None, dual=False, fit_intercept=True,
           intercept_scaling=1, max_iter=100, multi_class='ovr', n_jobs=1,
           penalty='l2', random_state=0, solver='liblinear', tol=0.0001,
           verbose=0, warm_start=False)]]),
 'pipeline-1__clf': LogisticRegression(C=0.001, class_weight=None, dual=False, fit_intercept=True,
           intercept_scaling=1, max_iter=100, multi_class='ovr', n_jobs=1,
           penalty='l2', random_state=0, solver='liblinear', tol=0.0001,
           verbose=0, warm_start=False),
 'pipeline-1__clf__C': 0.001,
 'pipeline-1__clf__class_weight': None,
 'pipeline-1__clf__dual': False,
 'pipeline-1__clf__fit_intercept': True,
 'pipeline-1__clf__intercept_scaling': 1,
 'pipeline-1__clf__max_iter': 100,
 'pipeline-1__clf__multi_class': 'ovr',
 'pipeline-1__clf__n_jobs': 1,
 'pipeline-1__clf__penalty': 'l2',
 'pipeline-1__clf__random_state': 0,
 'pipeline-1__clf__solver': 'liblinear',
 'pipeline-1__clf__tol': 0.0001,
 'pipeline-1__clf__verbose': 0,
 'pipeline-1__clf__warm_start': False,
 'pipeline-1__sc': StandardScaler(copy=True, with_mean=True, with_std=True),
 'pipeline-1__sc__copy': True,
 'pipeline-1__sc__with_mean': True,
 'pipeline-1__sc__with_std': True,
 'pipeline-1__steps': [['sc',
   StandardScaler(copy=True, with_mean=True, with_std=True)],
  ['clf',
   LogisticRegression(C=0.001, class_weight=None, dual=False, fit_intercept=True,
             intercept_scaling=1, max_iter=100, multi_class='ovr', n_jobs=1,
             penalty='l2', random_state=0, solver='liblinear', tol=0.0001,
             verbose=0, warm_start=False)]],
 'pipeline-2': Pipeline(steps=[['sc', StandardScaler(copy=True, with_mean=True, with_std=True)], ['clf', KNeighborsClassifier(algorithm='auto', leaf_size=30, metric='minkowski',
            metric_params=None, n_jobs=1, n_neighbors=1, p=2,
            weights='uniform')]]),
 'pipeline-2__clf': KNeighborsClassifier(algorithm='auto', leaf_size=30, metric='minkowski',
            metric_params=None, n_jobs=1, n_neighbors=1, p=2,
            weights='uniform'),
 'pipeline-2__clf__algorithm': 'auto',
 'pipeline-2__clf__leaf_size': 30,
 'pipeline-2__clf__metric': 'minkowski',
 'pipeline-2__clf__metric_params': None,
 'pipeline-2__clf__n_jobs': 1,
 'pipeline-2__clf__n_neighbors': 1,
 'pipeline-2__clf__p': 2,
 'pipeline-2__clf__weights': 'uniform',
 'pipeline-2__sc': StandardScaler(copy=True, with_mean=True, with_std=True),
 'pipeline-2__sc__copy': True,
 'pipeline-2__sc__with_mean': True,
 'pipeline-2__sc__with_std': True,
 'pipeline-2__steps': [['sc',
   StandardScaler(copy=True, with_mean=True, with_std=True)],
  ['clf',
   KNeighborsClassifier(algorithm='auto', leaf_size=30, metric='minkowski',
              metric_params=None, n_jobs=1, n_neighbors=1, p=2,
              weights='uniform')]]}









In [49]:






from sklearn.grid_search import GridSearchCV

params = {'decisiontreeclassifier__max_depth': [1, 2],
          'pipeline-1__clf__C': [0.001, 0.1, 100.0]}

grid = GridSearchCV(estimator=mv_clf,
                    param_grid=params,
                    cv=10,
                    scoring='roc_auc')
grid.fit(X_train, y_train)

for params, mean_score, scores in grid.grid_scores_:
    print("%0.3f+/-%0.2f %r"
          % (mean_score, scores.std() / 2.0, params))













0.967+/-0.05 {'decisiontreeclassifier__max_depth': 1, 'pipeline-1__clf__C': 0.001}
0.967+/-0.05 {'decisiontreeclassifier__max_depth': 1, 'pipeline-1__clf__C': 0.1}
1.000+/-0.00 {'decisiontreeclassifier__max_depth': 1, 'pipeline-1__clf__C': 100.0}
0.967+/-0.05 {'decisiontreeclassifier__max_depth': 2, 'pipeline-1__clf__C': 0.001}
0.967+/-0.05 {'decisiontreeclassifier__max_depth': 2, 'pipeline-1__clf__C': 0.1}
1.000+/-0.00 {'decisiontreeclassifier__max_depth': 2, 'pipeline-1__clf__C': 100.0}








In [50]:






print('Best parameters: %s' % grid.best_params_)
print('Accuracy: %.2f' % grid.best_score_)













Best parameters: {'decisiontreeclassifier__max_depth': 1, 'pipeline-1__clf__C': 100.0}
Accuracy: 1.00







Note

By default, the default setting for refit in GridSearchCV is
True (i.e., GridSeachCV(..., refit=True)), which means that we
can use the fitted GridSearchCV estimator to make predictions via
the predict method, for example:



grid = GridSearchCV(estimator=mv_clf,
                    param_grid=params,
                    cv=10,
                    scoring='roc_auc')
grid.fit(X_train, y_train)
y_pred = grid.predict(X_test)





In addition, the “best” estimator can directly be accessed via the
best_estimator_ attribute.



In [34]:






grid.best_estimator_.classifiers









Out[34]:






[Pipeline(steps=[['sc', StandardScaler(copy=True, with_mean=True, with_std=True)], ['clf', LogisticRegression(C=100.0, class_weight=None, dual=False, fit_intercept=True,
           intercept_scaling=1, max_iter=100, multi_class='ovr', n_jobs=1,
           penalty='l2', random_state=0, solver='liblinear', tol=0.0001,
           verbose=0, warm_start=False)]]),
 DecisionTreeClassifier(class_weight=None, criterion='entropy', max_depth=1,
             max_features=None, max_leaf_nodes=None, min_samples_leaf=1,
             min_samples_split=2, min_weight_fraction_leaf=0.0,
             presort=False, random_state=0, splitter='best'),
 Pipeline(steps=[['sc', StandardScaler(copy=True, with_mean=True, with_std=True)], ['clf', KNeighborsClassifier(algorithm='auto', leaf_size=30, metric='minkowski',
            metric_params=None, n_jobs=1, n_neighbors=1, p=2,
            weights='uniform')]])]









In [39]:






mv_clf = grid.best_estimator_









In [51]:






mv_clf.set_params(**grid.best_estimator_.get_params())









Out[51]:






MajorityVoteClassifier(classifiers=[Pipeline(steps=[['sc', StandardScaler(copy=True, with_mean=True, with_std=True)], ['clf', LogisticRegression(C=100.0, class_weight=None, dual=False, fit_intercept=True,
          intercept_scaling=1, max_iter=100, multi_class='ovr', n_jobs=1,
          penalty='l2', random_state=0, solv...ski',
           metric_params=None, n_jobs=1, n_neighbors=1, p=2,
           weights='uniform')]])],
            vote='classlabel', weights=None)









In [52]:






mv_clf









Out[52]:






MajorityVoteClassifier(classifiers=[Pipeline(steps=[['sc', StandardScaler(copy=True, with_mean=True, with_std=True)], ['clf', LogisticRegression(C=100.0, class_weight=None, dual=False, fit_intercept=True,
          intercept_scaling=1, max_iter=100, multi_class='ovr', n_jobs=1,
          penalty='l2', random_state=0, solv...ski',
           metric_params=None, n_jobs=1, n_neighbors=1, p=2,
           weights='uniform')]])],
            vote='classlabel', weights=None)










Bagging – Building an ensemble of classifiers from bootstrap samples



In [23]:






Image(filename='./images/07_06.png', width=500)









Out[23]:
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In [24]:






Image(filename='./images/07_07.png', width=400)









Out[24]:
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In [25]:






import pandas as pd

df_wine = pd.read_csv('https://archive.ics.uci.edu/ml/'
                      'machine-learning-databases/wine/wine.data',
                      header=None)

df_wine.columns = ['Class label', 'Alcohol', 'Malic acid', 'Ash',
                   'Alcalinity of ash', 'Magnesium', 'Total phenols',
                   'Flavanoids', 'Nonflavanoid phenols', 'Proanthocyanins',
                   'Color intensity', 'Hue', 'OD280/OD315 of diluted wines',
                   'Proline']

# drop 1 class
df_wine = df_wine[df_wine['Class label'] != 1]

y = df_wine['Class label'].values
X = df_wine[['Alcohol', 'Hue']].values









In [26]:






from sklearn.preprocessing import LabelEncoder
from sklearn.cross_validation import train_test_split

le = LabelEncoder()
y = le.fit_transform(y)

X_train, X_test, y_train, y_test =\
            train_test_split(X, y,
                             test_size=0.40,
                             random_state=1)









In [29]:






from sklearn.ensemble import BaggingClassifier
from sklearn.tree import DecisionTreeClassifier

tree = DecisionTreeClassifier(criterion='entropy',
                              max_depth=None,
                              random_state=1)

bag = BaggingClassifier(base_estimator=tree,
                        n_estimators=500,
                        max_samples=1.0,
                        max_features=1.0,
                        bootstrap=True,
                        bootstrap_features=False,
                        n_jobs=1,
                        random_state=1)









In [31]:






from sklearn.metrics import accuracy_score

tree = tree.fit(X_train, y_train)
y_train_pred = tree.predict(X_train)
y_test_pred = tree.predict(X_test)

tree_train = accuracy_score(y_train, y_train_pred)
tree_test = accuracy_score(y_test, y_test_pred)
print('Decision tree train/test accuracies %.3f/%.3f'
      % (tree_train, tree_test))

bag = bag.fit(X_train, y_train)
y_train_pred = bag.predict(X_train)
y_test_pred = bag.predict(X_test)

bag_train = accuracy_score(y_train, y_train_pred)
bag_test = accuracy_score(y_test, y_test_pred)
print('Bagging train/test accuracies %.3f/%.3f'
      % (bag_train, bag_test))













Decision tree train/test accuracies 1.000/0.833
Bagging train/test accuracies 1.000/0.896








In [32]:






import numpy as np
import matplotlib.pyplot as plt

x_min = X_train[:, 0].min() - 1
x_max = X_train[:, 0].max() + 1
y_min = X_train[:, 1].min() - 1
y_max = X_train[:, 1].max() + 1

xx, yy = np.meshgrid(np.arange(x_min, x_max, 0.1),
                     np.arange(y_min, y_max, 0.1))

f, axarr = plt.subplots(nrows=1, ncols=2,
                        sharex='col',
                        sharey='row',
                        figsize=(8, 3))


for idx, clf, tt in zip([0, 1],
                        [tree, bag],
                        ['Decision Tree', 'Bagging']):
    clf.fit(X_train, y_train)

    Z = clf.predict(np.c_[xx.ravel(), yy.ravel()])
    Z = Z.reshape(xx.shape)

    axarr[idx].contourf(xx, yy, Z, alpha=0.3)
    axarr[idx].scatter(X_train[y_train == 0, 0],
                       X_train[y_train == 0, 1],
                       c='blue', marker='^')

    axarr[idx].scatter(X_train[y_train == 1, 0],
                       X_train[y_train == 1, 1],
                       c='red', marker='o')

    axarr[idx].set_title(tt)

axarr[0].set_ylabel('Alcohol', fontsize=12)
plt.text(10.2, -1.2,
         s='Hue',
         ha='center', va='center', fontsize=12)

plt.tight_layout()
# plt.savefig('./figures/bagging_region.png',
#            dpi=300,
#            bbox_inches='tight')
plt.show()
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Leveraging weak learners via adaptive boosting



In [33]:






Image(filename='./images/07_09.png', width=400)









Out[33]:
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In [34]:






Image(filename='./images/07_10.png', width=500)









Out[34]:
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In [35]:






from sklearn.ensemble import AdaBoostClassifier

tree = DecisionTreeClassifier(criterion='entropy',
                              max_depth=1,
                              random_state=0)

ada = AdaBoostClassifier(base_estimator=tree,
                         n_estimators=500,
                         learning_rate=0.1,
                         random_state=0)









In [90]:






tree = tree.fit(X_train, y_train)
y_train_pred = tree.predict(X_train)
y_test_pred = tree.predict(X_test)

tree_train = accuracy_score(y_train, y_train_pred)
tree_test = accuracy_score(y_test, y_test_pred)
print('Decision tree train/test accuracies %.3f/%.3f'
      % (tree_train, tree_test))

ada = ada.fit(X_train, y_train)
y_train_pred = ada.predict(X_train)
y_test_pred = ada.predict(X_test)

ada_train = accuracy_score(y_train, y_train_pred)
ada_test = accuracy_score(y_test, y_test_pred)
print('AdaBoost train/test accuracies %.3f/%.3f'
      % (ada_train, ada_test))













Decision tree train/test accuracies 0.845/0.854
AdaBoost train/test accuracies 1.000/0.875








In [37]:






x_min, x_max = X_train[:, 0].min() - 1, X_train[:, 0].max() + 1
y_min, y_max = X_train[:, 1].min() - 1, X_train[:, 1].max() + 1
xx, yy = np.meshgrid(np.arange(x_min, x_max, 0.1),
                     np.arange(y_min, y_max, 0.1))

f, axarr = plt.subplots(1, 2, sharex='col', sharey='row', figsize=(8, 3))


for idx, clf, tt in zip([0, 1],
                        [tree, ada],
                        ['Decision Tree', 'AdaBoost']):
    clf.fit(X_train, y_train)

    Z = clf.predict(np.c_[xx.ravel(), yy.ravel()])
    Z = Z.reshape(xx.shape)

    axarr[idx].contourf(xx, yy, Z, alpha=0.3)
    axarr[idx].scatter(X_train[y_train == 0, 0],
                       X_train[y_train == 0, 1],
                       c='blue', marker='^')
    axarr[idx].scatter(X_train[y_train == 1, 0],
                       X_train[y_train == 1, 1],
                       c='red', marker='o')
    axarr[idx].set_title(tt)

axarr[0].set_ylabel('Alcohol', fontsize=12)
plt.text(10.2, -1.2,
         s='Hue',
         ha='center', va='center', fontsize=12)

plt.tight_layout()
# plt.savefig('./figures/adaboost_region.png',
#           dpi=300,
#           bbox_inches='tight')
plt.show()
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Chapter 9 - Embedding a Machine Learning Model into a Web Application

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,nltk













Sebastian Raschka
Last updated: 08/20/2015

CPython 3.4.3
IPython 3.2.1

numpy 1.9.2
pandas 0.16.2
matplotlib 1.4.3
nltk 3.0.4






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Chapter 8 recap - Training a model for movie review
classification


	Serializing fitted scikit-learn
estimators


	Setting up a SQLite database for data storage Developing a web
application with
Flask


	Our first Flask web
application


	Form validation and rendering


	Turning the movie classifier into a web
application


	Deploying the web application to a public
server


	Updating the movie review
classifier


	Summary




The code for the Flask web applications can be found in the following
directories:


	1st_flask_app_1/: A simple Flask web app


	1st_flask_app_2/: 1st_flask_app_1 extended with flexible form
validation and rendering


	movieclassifier/: The movie classifier embedded in a web
application


	movieclassifier_with_update/: same as movieclassifier but
with update from sqlite database upon start




To run the web applications locally, cd into the respective
directory (as listed above) and execute the main-application script, for
example,

cd ./1st_flask_app_1
python3 app.py





Now, you should see something like

* Running on http://127.0.0.1:5000/
* Restarting with reloader





in your terminal. Next, open a web browsert and enter the address
displayed in your terminal (typically http://127.0.0.1:5000/) to view
the web application.

Link to a live example application built with this tutorial:
http://raschkas.pythonanywhere.com/.



In [1]:






from IPython.display import Image












Chapter 8 recap - Training a model for movie review classification

This section is a recap of the logistic regression model that was
trained in the last section of Chapter 6. Execute the folling code
blocks to train a model that we will serialize in the next section.



In [2]:






import numpy as np
import re
from nltk.corpus import stopwords

stop = stopwords.words('english')
porter = PorterStemmer()

def tokenizer(text):
    text = re.sub('<[^>]*>', '', text)
    emoticons = re.findall('(?::|;|=)(?:-)?(?:\)|\(|D|P)', text.lower())
    text = re.sub('[\W]+', ' ', text.lower()) + ' '.join(emoticons).replace('-', '')
    tokenized = [w for w in text.split() if w not in stop]
    return tokenized

def stream_docs(path):
    with open(path, 'r') as csv:
        next(csv) # skip header
        for line in csv:
            text, label = line[:-3], int(line[-2])
            yield text, label









In [5]:






next(stream_docs(path='./movie_data.csv'))









Out[5]:






('"In 1974, the teenager Martha Moxley (Maggie Grace) moves to the high-class area of Belle Haven, Greenwich, Connecticut. On the Mischief Night, eve of Halloween, she was murdered in the backyard of her house and her murder remained unsolved. Twenty-two years later, the writer Mark Fuhrman (Christopher Meloni), who is a former LA detective that has fallen in disgrace for perjury in O.J. Simpson trial and moved to Idaho, decides to investigate the case with his partner Stephen Weeks (Andrew Mitchell) with the purpose of writing a book. The locals squirm and do not welcome them, but with the support of the retired detective Steve Carroll (Robert Forster) that was in charge of the investigation in the 70\'s, they discover the criminal and a net of power and money to cover the murder.<br /><br />""Murder in Greenwich"" is a good TV movie, with the true story of a murder of a fifteen years old girl that was committed by a wealthy teenager whose mother was a Kennedy. The powerful and rich family used their influence to cover the murder for more than twenty years. However, a snoopy detective and convicted perjurer in disgrace was able to disclose how the hideous crime was committed. The screenplay shows the investigation of Mark and the last days of Martha in parallel, but there is a lack of the emotion in the dramatization. My vote is seven.<br /><br />Title (Brazil): Not Available"',
 1)








Note

The pickling-section may be a bit tricky so that I included simpler test
scripts in this directory (pickle-test-scripts/) to check if your
environment is set up correctly. Basically, it is just a trimmed-down
version of the relevant sections from Ch08, including a very small
movie_review_data subset.

Executing

python pickle-dump-test.py





will train a small classification model from the
movie_data_small.csv and create the 2 pickle files

stopwords.pkl
classifier.pkl





Next, if you execute

python pickle-load-test.py





You should see the following 2 lines as output:

Prediction: positive
Probability: 85.71%
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Chapter 4 - Building Good Training Sets – Data Pre-Processing

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib,scikit-learn













Sebastian Raschka
last updated: 2016-05-18

CPython 3.5.1
IPython 4.0.3

numpy 1.11.0
pandas 0.18.0
matplotlib 1.5.1
scikit-learn 0.17.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Dealing with missing data


	Eliminating samples or features with missing
values


	Imputing missing values


	Understanding the scikit-learn estimator
API


	Handling categorical data


	Mapping ordinal features


	Encoding class labels


	Performing one-hot encoding on nominal
features


	Partitioning a dataset in training and test
sets


	Bringing features onto the same
scale


	Selecting meaningful features


	Sparse solutions with L1
regularization


	Sequential feature selection
algorithms


	Assessing feature importance with random
forests


	Summary






In [3]:






from IPython.display import Image









In [4]:






%matplotlib inline












Dealing with missing data



In [5]:






import pandas as pd
from io import StringIO

csv_data = '''A,B,C,D
1.0,2.0,3.0,4.0
5.0,6.0,,8.0
10.0,11.0,12.0,'''

# If you are using Python 2.7, you need
# to convert the string to unicode:
# csv_data = unicode(csv_data)

df = pd.read_csv(StringIO(csv_data))
df









Out[5]:








  
    
      	
      	A
      	B
      	C
      	D
    

  
  
    
      	0
      	1.0
      	2.0
      	3.0
      	4.0
    

    
      	1
      	5.0
      	6.0
      	NaN
      	8.0
    

    
      	2
      	10.0
      	11.0
      	12.0
      	NaN
    

  









In [6]:






df.isnull().sum()









Out[6]:






A    0
B    0
C    1
D    1
dtype: int64









In [7]:






df.dropna()









Out[7]:








  
    
      	
      	A
      	B
      	C
      	D
    

  
  
    
      	0
      	1.0
      	2.0
      	3.0
      	4.0
    

  









In [8]:






df.dropna(axis=1)









Out[8]:








  
    
      	
      	A
      	B
    

  
  
    
      	0
      	1.0
      	2.0
    

    
      	1
      	5.0
      	6.0
    

    
      	2
      	10.0
      	11.0
    

  









In [9]:






# only drop rows where all columns are NaN
df.dropna(how='all')









Out[9]:








  
    
      	
      	A
      	B
      	C
      	D
    

  
  
    
      	0
      	1.0
      	2.0
      	3.0
      	4.0
    

    
      	1
      	5.0
      	6.0
      	NaN
      	8.0
    

    
      	2
      	10.0
      	11.0
      	12.0
      	NaN
    

  









In [10]:






# drop rows that have not at least 4 non-NaN values
df.dropna(thresh=4)









Out[10]:








  
    
      	
      	A
      	B
      	C
      	D
    

  
  
    
      	0
      	1.0
      	2.0
      	3.0
      	4.0
    

  









In [11]:






# only drop rows where NaN appear in specific columns (here: 'C')
df.dropna(subset=['C'])









Out[11]:








  
    
      	
      	A
      	B
      	C
      	D
    

  
  
    
      	0
      	1.0
      	2.0
      	3.0
      	4.0
    

    
      	2
      	10.0
      	11.0
      	12.0
      	NaN
    

  









In [12]:






from sklearn.preprocessing import Imputer

imr = Imputer(missing_values='NaN', strategy='mean', axis=0)
imr = imr.fit(df)
imputed_data = imr.transform(df.values)
imputed_data









Out[12]:






array([[  1. ,   2. ,   3. ,   4. ],
       [  5. ,   6. ,   7.5,   8. ],
       [ 10. ,  11. ,  12. ,   6. ]])









In [13]:






df.values









Out[13]:






array([[  1.,   2.,   3.,   4.],
       [  5.,   6.,  nan,   8.],
       [ 10.,  11.,  12.,  nan]])









In [14]:






Image(filename='./images/04_04.png', width=400)









Out[14]:






[image: ../../_images/rasbt_py_ml_book_ch04_ch04_28_0.png]






In [15]:






Image(filename='./images/04_05.png', width=400)









Out[15]:






[image: ../../_images/rasbt_py_ml_book_ch04_ch04_29_0.png]







Handling categorical data



In [16]:






import pandas as pd

df = pd.DataFrame([['green', 'M', 10.1, 'class1'],
                   ['red', 'L', 13.5, 'class2'],
                   ['blue', 'XL', 15.3, 'class1']])

df.columns = ['color', 'size', 'price', 'classlabel']
df









Out[16]:








  
    
      	
      	color
      	size
      	price
      	classlabel
    

  
  
    
      	0
      	green
      	M
      	10.1
      	class1
    

    
      	1
      	red
      	L
      	13.5
      	class2
    

    
      	2
      	blue
      	XL
      	15.3
      	class1
    

  









In [17]:






size_mapping = {'XL': 3,
                'L': 2,
                'M': 1}

df['size'] = df['size'].map(size_mapping)
df









Out[17]:








  
    
      	
      	color
      	size
      	price
      	classlabel
    

  
  
    
      	0
      	green
      	1
      	10.1
      	class1
    

    
      	1
      	red
      	2
      	13.5
      	class2
    

    
      	2
      	blue
      	3
      	15.3
      	class1
    

  









In [18]:






inv_size_mapping = {v: k for k, v in size_mapping.items()}
df['size'].map(inv_size_mapping)









Out[18]:






0     M
1     L
2    XL
Name: size, dtype: object









In [19]:






import numpy as np

class_mapping = {label: idx for idx, label in enumerate(np.unique(df['classlabel']))}
class_mapping









Out[19]:






{'class1': 0, 'class2': 1}









In [20]:






df['classlabel'] = df['classlabel'].map(class_mapping)
df









Out[20]:








  
    
      	
      	color
      	size
      	price
      	classlabel
    

  
  
    
      	0
      	green
      	1
      	10.1
      	0
    

    
      	1
      	red
      	2
      	13.5
      	1
    

    
      	2
      	blue
      	3
      	15.3
      	0
    

  









In [21]:






inv_class_mapping = {v: k for k, v in class_mapping.items()}
df['classlabel'] = df['classlabel'].map(inv_class_mapping)
df









Out[21]:








  
    
      	
      	color
      	size
      	price
      	classlabel
    

  
  
    
      	0
      	green
      	1
      	10.1
      	class1
    

    
      	1
      	red
      	2
      	13.5
      	class2
    

    
      	2
      	blue
      	3
      	15.3
      	class1
    

  









In [22]:






from sklearn.preprocessing import LabelEncoder

class_le = LabelEncoder()
y = class_le.fit_transform(df['classlabel'].values)
y









Out[22]:






array([0, 1, 0])









In [23]:






class_le.inverse_transform(y)









Out[23]:






array(['class1', 'class2', 'class1'], dtype=object)









In [24]:






X = df[['color', 'size', 'price']].values

color_le = LabelEncoder()
X[:, 0] = color_le.fit_transform(X[:, 0])
X









Out[24]:






array([[1, 1, 10.1],
       [2, 2, 13.5],
       [0, 3, 15.3]], dtype=object)









In [25]:






from sklearn.preprocessing import OneHotEncoder

ohe = OneHotEncoder(categorical_features=[0])
ohe.fit_transform(X).toarray()









Out[25]:






array([[  0. ,   1. ,   0. ,   1. ,  10.1],
       [  0. ,   0. ,   1. ,   2. ,  13.5],
       [  1. ,   0. ,   0. ,   3. ,  15.3]])









In [26]:






pd.get_dummies(df[['price', 'color', 'size']])









Out[26]:








  
    
      	
      	price
      	size
      	color_blue
      	color_green
      	color_red
    

  
  
    
      	0
      	10.1
      	1
      	0.0
      	1.0
      	0.0
    

    
      	1
      	13.5
      	2
      	0.0
      	0.0
      	1.0
    

    
      	2
      	15.3
      	3
      	1.0
      	0.0
      	0.0
    

  










Partitioning a dataset in training and test sets



In [27]:






df_wine = pd.read_csv('https://archive.ics.uci.edu/'
                      'ml/machine-learning-databases/wine/wine.data',
                      header=None)

df_wine.columns = ['Class label', 'Alcohol', 'Malic acid', 'Ash',
                   'Alcalinity of ash', 'Magnesium', 'Total phenols',
                   'Flavanoids', 'Nonflavanoid phenols', 'Proanthocyanins',
                   'Color intensity', 'Hue', 'OD280/OD315 of diluted wines',
                   'Proline']

print('Class labels', np.unique(df_wine['Class label']))
df_wine.head()













Class labels [1 2 3]








Out[27]:








  
    
      	
      	Class label
      	Alcohol
      	Malic acid
      	Ash
      	Alcalinity of ash
      	Magnesium
      	Total phenols
      	Flavanoids
      	Nonflavanoid phenols
      	Proanthocyanins
      	Color intensity
      	Hue
      	OD280/OD315 of diluted wines
      	Proline
    

  
  
    
      	0
      	1
      	14.23
      	1.71
      	2.43
      	15.6
      	127
      	2.80
      	3.06
      	0.28
      	2.29
      	5.64
      	1.04
      	3.92
      	1065
    

    
      	1
      	1
      	13.20
      	1.78
      	2.14
      	11.2
      	100
      	2.65
      	2.76
      	0.26
      	1.28
      	4.38
      	1.05
      	3.40
      	1050
    

    
      	2
      	1
      	13.16
      	2.36
      	2.67
      	18.6
      	101
      	2.80
      	3.24
      	0.30
      	2.81
      	5.68
      	1.03
      	3.17
      	1185
    

    
      	3
      	1
      	14.37
      	1.95
      	2.50
      	16.8
      	113
      	3.85
      	3.49
      	0.24
      	2.18
      	7.80
      	0.86
      	3.45
      	1480
    

    
      	4
      	1
      	13.24
      	2.59
      	2.87
      	21.0
      	118
      	2.80
      	2.69
      	0.39
      	1.82
      	4.32
      	1.04
      	2.93
      	735
    

  








Note:

If the link to the Wine dataset provided above does not work for you,
you can find a local copy in this repository at
./../datasets/wine/wine.data.

Or you could fetch it via



In [28]:






df_wine = pd.read_csv('https://raw.githubusercontent.com/rasbt/python-machine-learning-book/master/code/datasets/wine/wine.data', header=None)

df_wine.columns = ['Class label', 'Alcohol', 'Malic acid', 'Ash',
'Alcalinity of ash', 'Magnesium', 'Total phenols',
'Flavanoids', 'Nonflavanoid phenols', 'Proanthocyanins',
'Color intensity', 'Hue', 'OD280/OD315 of diluted wines', 'Proline']
df_wine.head()









Out[28]:








  
    
      	
      	Class label
      	Alcohol
      	Malic acid
      	Ash
      	Alcalinity of ash
      	Magnesium
      	Total phenols
      	Flavanoids
      	Nonflavanoid phenols
      	Proanthocyanins
      	Color intensity
      	Hue
      	OD280/OD315 of diluted wines
      	Proline
    

  
  
    
      	0
      	1
      	14.23
      	1.71
      	2.43
      	15.6
      	127
      	2.80
      	3.06
      	0.28
      	2.29
      	5.64
      	1.04
      	3.92
      	1065
    

    
      	1
      	1
      	13.20
      	1.78
      	2.14
      	11.2
      	100
      	2.65
      	2.76
      	0.26
      	1.28
      	4.38
      	1.05
      	3.40
      	1050
    

    
      	2
      	1
      	13.16
      	2.36
      	2.67
      	18.6
      	101
      	2.80
      	3.24
      	0.30
      	2.81
      	5.68
      	1.03
      	3.17
      	1185
    

    
      	3
      	1
      	14.37
      	1.95
      	2.50
      	16.8
      	113
      	3.85
      	3.49
      	0.24
      	2.18
      	7.80
      	0.86
      	3.45
      	1480
    

    
      	4
      	1
      	13.24
      	2.59
      	2.87
      	21.0
      	118
      	2.80
      	2.69
      	0.39
      	1.82
      	4.32
      	1.04
      	2.93
      	735
    

  









In [29]:






from sklearn.cross_validation import train_test_split

X, y = df_wine.iloc[:, 1:].values, df_wine.iloc[:, 0].values

X_train, X_test, y_train, y_test = \
    train_test_split(X, y, test_size=0.3, random_state=0)
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Chapter 2 - Training Machine Learning Algorithms for Classification

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib













Sebastian Raschka
last updated: 2016-03-07

CPython 3.5.1
IPython 4.0.3

numpy 1.10.4
pandas 0.17.1
matplotlib 1.5.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Artificial neurons - a brief glimpse into the early history of
machine
learning


	Implementing a perceptron learning algorithm in
Python


	Training a perceptron model on the Iris
dataset






	Adaptive linear neurons and the convergence of
learning


	Minimizing cost functions with gradient
descent


	Implementing an Adaptive Linear Neuron in
Python


	Large scale machine learning and stochastic gradient
descent






	Summary






In [2]:






from IPython.display import Image












Artificial neurons - a brief glimpse into the early history of machine learning



In [3]:






Image(filename='./images/02_01.png', width=500)









Out[3]:






[image: ../../_images/rasbt_py_ml_book_ch02_ch02_11_0.png]






In [5]:






Image(filename='./images/02_02.png', width=500)









Out[5]:






[image: ../../_images/rasbt_py_ml_book_ch02_ch02_12_0.png]






In [6]:






Image(filename='./images/02_03.png', width=600)









Out[6]:






[image: ../../_images/rasbt_py_ml_book_ch02_ch02_13_0.png]






In [7]:






 Image(filename='./images/02_04.png', width=600)









Out[7]:






[image: ../../_images/rasbt_py_ml_book_ch02_ch02_14_0.png]







Implementing a perceptron learning algorithm in Python



In [1]:






import numpy as np


class Perceptron(object):
    """Perceptron classifier.

    Parameters
    ------------
    eta : float
        Learning rate (between 0.0 and 1.0) # 学习率
    n_iter : int
        Passes over the training dataset. # 步数

    Attributes
    -----------
    w_ : 1d-array
        Weights after fitting.
    errors_ : list
        Number of misclassifications in every epoch. # 错误分类

    """
    def __init__(self, eta=0.01, n_iter=10):
        self.eta = eta
        self.n_iter = n_iter

    def fit(self, X, y):
        """Fit training data.

        Parameters
        ----------
        X : {array-like}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.
        y : array-like, shape = [n_samples]
            Target values.

        Returns
        -------
        self : object

        """
        self.w_ = np.zeros(1 + X.shape[1]) # n+1 维的向量
        self.errors_ = []

        for _ in range(self.n_iter):
            errors = 0
            for xi, target in zip(X, y):
                update = self.eta * (target - self.predict(xi))
                self.w_[1:] += update * xi
                self.w_[0] += update
                errors += int(update != 0.0)
            self.errors_.append(errors)
        return self

    def net_input(self, X):
        """Calculate net input"""
        return np.dot(X, self.w_[1:]) + self.w_[0]

    def predict(self, X):
        """Return class label after unit step"""
        return np.where(self.net_input(X) >= 0.0, 1, -1)







Additional Note

I received a note by a reader who asked about the net input function:


On page 27, you describe the code.

the net_input method simply calculates the vector product wTx
However, there is more than a simple vector product in the code:


def net_input(self, X):

“”“Calculate net input”“”

return np.dot(X, self.w_[1:]) + self.w_[0]



In addition to the dot product, there is an addition. The text does
not mention anything about what is this + self.w_[0] Can you (or
anyone) explain why that’s there?






Sorry that I went over that so briefly. The self.w_[0] is basically
the “threshold” or so-called “bias unit.” I simply included the bias
unit in the weight vector, which makes the math part easier, but on the
other hand, it may make the code more confusing as you mentioned.

Let’s say we have a 3x2 dimensional dataset X (3 training samples
with 2 features). Also, let’s just assume we have a weight 2 for
feature 1 and a weight 3 for feature 2, and we set the bias unit to
4.

import numpy as np
>>> bias = 4.
>>> X = np.array([[2., 3.],
...              [4., 5.],
...              [6., 7.]])
>>> w = np.array([bias, 2., 3.])





In order to match the mathematical notation, we would have to add a
vector of 1s to compute the dot-product:

>>> ones = np.ones((X.shape[0], 1))
>>> X_with1 = np.hstack((ones, X))
>>> X_with1
>>> np.dot(X_with1, w)
array([ 17.,  27.,  37.])





However, I thought that adding a vector of 1s to the training array each
time we want to make a prediction would be fairly inefficient. So,
instead, we can just “add” the bias unit (w[0]) to the do product
(it’s equivalent, since 1.0 * w_0 = w_0:

>>> np.dot(X, w[1:]) + w[0]
array([ 17.,  27.,  37.])





Maybe it is helpful to walk through the matrix-vector multiplication by
hand. E.g.,

| 1  2  3 |   | 4 |   | 1*4 + 2*2 + 3*3 |   | 17 |
| 1  4  5 | x | 2 | = | 1*4 + 4*2 + 5*3 | = | 27 |
| 1  6  7 |   | 3 |   | 1*4 + 6*2 + 7*3 |   | 37 |





which is the same as

| 2  3 |   | 4 |          | 2*2 + 3*3 |          | 13 + bias |   | 17 |
| 4  5 | x | 2 | + bias = | 4*2 + 5*3 | + bias = | 23 + bias | = | 27 |
| 6  7 |   | 3 |          | 6*2 + 7*3 |          | 33 + bias |   | 37 |





…


Reading-in the Iris data



In [4]:






import pandas as pd

df = pd.read_csv('https://archive.ics.uci.edu/ml/'
        'machine-learning-databases/iris/iris.data', header=None)
df.tail()









Out[4]:
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Chapter 2 - Training Machine Learning Algorithms for Classification

Note that the optional watermark extension is a small IPython notebook
plugin that I developed to make the code reproducible. You can just skip
the following line(s).



In [1]:






%load_ext watermark
%watermark -a 'Sebastian Raschka' -u -d -v -p numpy,pandas,matplotlib













Sebastian Raschka
last updated: 2016-03-07

CPython 3.5.1
IPython 4.0.3

numpy 1.10.4
pandas 0.17.1
matplotlib 1.5.1






The use of ``watermark`` is optional. You can install this IPython
extension via “``pip install watermark``”. For more information, please
see: https://github.com/rasbt/watermark.


Overview


	Artificial neurons - a brief glimpse into the early history of
machine
learning


	Implementing a perceptron learning algorithm in
Python


	Training a perceptron model on the Iris
dataset






	Adaptive linear neurons and the convergence of
learning


	Minimizing cost functions with gradient
descent


	Implementing an Adaptive Linear Neuron in
Python


	Large scale machine learning and stochastic gradient
descent






	Summary






In [2]:






from IPython.display import Image












Artificial neurons - a brief glimpse into the early history of machine learning



In [3]:






Image(filename='./images/02_01.png', width=500)









Out[3]:
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In [5]:






Image(filename='./images/02_02.png', width=500)









Out[5]:
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In [6]:






Image(filename='./images/02_03.png', width=600)









Out[6]:
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In [7]:






 Image(filename='./images/02_04.png', width=600)









Out[7]:
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Implementing a perceptron learning algorithm in Python



In [1]:






import numpy as np


class Perceptron(object):
    """Perceptron classifier.

    Parameters
    ------------
    eta : float
        Learning rate (between 0.0 and 1.0)
    n_iter : int
        Passes over the training dataset.

    Attributes
    -----------
    w_ : 1d-array
        Weights after fitting.
    errors_ : list
        Number of misclassifications in every epoch.

    """
    def __init__(self, eta=0.01, n_iter=10):
        self.eta = eta
        self.n_iter = n_iter

    def fit(self, X, y):
        """Fit training data.

        Parameters
        ----------
        X : {array-like}, shape = [n_samples, n_features]
            Training vectors, where n_samples is the number of samples and
            n_features is the number of features.
        y : array-like, shape = [n_samples]
            Target values.

        Returns
        -------
        self : object

        """
        self.w_ = np.zeros(1 + X.shape[1])
        self.errors_ = []

        for _ in range(self.n_iter):
            errors = 0
            for xi, target in zip(X, y):
                update = self.eta * (target - self.predict(xi))
                self.w_[1:] += update * xi
                self.w_[0] += update
                errors += int(update != 0.0)
            self.errors_.append(errors)
        return self

    def net_input(self, X):
        """Calculate net input"""
        return np.dot(X, self.w_[1:]) + self.w_[0]

    def predict(self, X):
        """Return class label after unit step"""
        return np.where(self.net_input(X) >= 0.0, 1, -1)







Additional Note

I received a note by a reader who asked about the net input function:


On page 27, you describe the code.

the net_input method simply calculates the vector product wTx
However, there is more than a simple vector product in the code:


def net_input(self, X):

“”“Calculate net input”“”

return np.dot(X, self.w_[1:]) + self.w_[0]



In addition to the dot product, there is an addition. The text does
not mention anything about what is this + self.w_[0] Can you (or
anyone) explain why that’s there?






Sorry that I went over that so briefly. The self.w_[0] is basically
the “threshold” or so-called “bias unit.” I simply included the bias
unit in the weight vector, which makes the math part easier, but on the
other hand, it may make the code more confusing as you mentioned.

Let’s say we have a 3x2 dimensional dataset X (3 training samples
with 2 features). Also, let’s just assume we have a weight 2 for
feature 1 and a weight 3 for feature 2, and we set the bias unit to
4.

import numpy as np
>>> bias = 4.
>>> X = np.array([[2., 3.],
...              [4., 5.],
...              [6., 7.]])
>>> w = np.array([bias, 2., 3.])





In order to match the mathematical notation, we would have to add a
vector of 1s to compute the dot-product:

>>> ones = np.ones((X.shape[0], 1))
>>> X_with1 = np.hstack((ones, X))
>>> X_with1
>>> np.dot(X_with1, w)
array([ 17.,  27.,  37.])





However, I thought that adding a vector of 1s to the training array each
time we want to make a prediction would be fairly inefficient. So,
instead, we can just “add” the bias unit (w[0]) to the do product
(it’s equivalent, since 1.0 * w_0 = w_0:

>>> np.dot(X, w[1:]) + w[0]
array([ 17.,  27.,  37.])





Maybe it is helpful to walk through the matrix-vector multiplication by
hand. E.g.,

| 1  2  3 |   | 4 |   | 1*4 + 2*2 + 3*3 |   | 17 |
| 1  4  5 | x | 2 | = | 1*4 + 4*2 + 5*3 | = | 27 |
| 1  6  7 |   | 3 |   | 1*4 + 6*2 + 7*3 |   | 37 |





which is the same as

| 2  3 |   | 4 |          | 2*2 + 3*3 |          | 13 + bias |   | 17 |
| 4  5 | x | 2 | + bias = | 4*2 + 5*3 | + bias = | 23 + bias | = | 27 |
| 6  7 |   | 3 |          | 6*2 + 7*3 |          | 33 + bias |   | 37 |





…


Reading-in the Iris data



In [4]:






import pandas as pd

df = pd.read_csv('https://archive.ics.uci.edu/ml/'
        'machine-learning-databases/iris/iris.data', header=None)
df.tail()









Out[4]:
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