

    
      
          
            
  
rejected

Rejected is a AMQP consumer daemon and message processing framework. It allows
for rapid development of message processing consumers by handling all of the
core functionality of communicating with RabbitMQ and management of consumer
processes.

Rejected runs as a master process with multiple consumer configurations that are
each run it an isolated process. It has the ability to collect statistical
data from the consumer processes and report on it.

Rejected supports Python 2.7 and 3.4+.

[image: Version] [https://pypi.python.org/pypi/rejected] [image: Status] [https://travis-ci.org/gmr/rejected] [image: Climate] [https://codeclimate.com/github/gmr/rejected] [image: License] [https://rejected.readthedocs.org]


Features


	Automatic exception handling including connection management and consumer restarting


	Smart consumer classes that can automatically decode and deserialize message bodies based upon message headers


	Metrics logging and submission to statsd and InfluxDB


	Built-in profiling of consumer code


	Ability to write asynchronous code in consumers allowing for parallel communication with external resources







Installation

rejected is available from the Python Package Index [https://preview-pypi.python.org/project/rejected/]
and can be installed by running pip install rejected.

For additional dependencies for optional features:



	To install HTML support, run pip install rejected[html]


	To install InfluxDB support, run pip install rejected[influxdb]


	To install MessagePack support, run pip install rejected[msgpack]


	To install Sentry support, run pip install rejected[sentry]


	For testing, including all dependencies, run pip install rejected[testing]










Getting Started



	Consumer Examples

	Configuration File Syntax
	Application

	Daemon

	Logging





	Configuration Example

	Command-Line Options
	Help












API Documentation



	Consumer API
	Message Type Validation

	Republishing of Dropped Messages

	Consumer Classes

	Exceptions





	Testing Support
	Example












Issues

Please report any issues to the Github repo at https://github.com/gmr/rejected/issues




Source

rejected source is available on Github at  https://github.com/gmr/rejected




Version History

See Changelog
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Consumer Examples

The following example illustrates a very simple consumer that simply logs each
message body as it’s received.

from rejected import consumer
import logging

__version__ = '1.0.0'

LOGGER = logging.getLogger(__name__)


class ExampleConsumer(consumer.Consumer):

    def process(self):
        LOGGER.info(self.body)





All interaction with RabbitMQ with regard to connection management and message
handling, including acknowledgements and rejections are automatically handled
for you.

The __version__ variable provides context in the rejected log files when
consumers are started and can be useful for investigating consumer behaviors in
production.

In this next example, a contrived ExampleConsumer._connect_to_database method
is added that will return False. When ExampleConsumer.process evaluates
if it could connect to the database and finds it can not, it will raise a
rejected.consumer.ConsumerException which will requeue the message
in RabbitMQ and increment an error counter. When too many errors occur, rejected
will automatically restart the consumer after a brief quiet period. For more
information on these exceptions, check out the consumer API documentation.

from rejected import consumer
import logging

__version__ = '1.0.0'

LOGGER = logging.getLogger(__name__)


class ExampleConsumer(consumer.Consumer):

    def _connect_to_database(self):
        return False

    def process(self):
        if not self._connect_to_database:
            raise consumer.ConsumerException('Database error')

        LOGGER.info(self.body)





Some consumers are also publishers. In this next example, the message body will
be republished to a new exchange on the same RabbitMQ connection:

from rejected import consumer
import logging

__version__ = '1.0.0'

LOGGER = logging.getLogger(__name__)


class ExampleConsumer(consumer.PublishingConsumer):

    def process(self):
        LOGGER.info(self.body)
        self.publish('new-exchange', 'routing-key', {}, self.body)





Note that the previous example extends rejected.consumer.PublishingConsumer
instead of rejected.consumer.Consumer. For more information about what
base consumer classes exist, be sure to check out the consumer API documentation.





          

      

      

    

  

    
      
          
            
  
Configuration File Syntax

The rejected configuration uses YAML [http://yaml.org] as the markup language.
YAML’s format, like Python code is whitespace dependent for control structure in
blocks. If you’re having problems with your rejected configuration, the first
thing you should do is ensure that the YAML syntax is correct. yamllint.com [http://yamllint.com]
is a good resource for validating that your configuration file can be parsed.

The configuration file is split into three main sections: Application, Daemon, and Logging.

The example configuration file provides a good starting
point for creating your own configuration file.


Application

The application section of the configuration is broken down into multiple top-level options:







	poll_interval

	How often rejected should poll consumer processes for status in seconds (int/float)



	sentry_dsn

	If Sentry support is installed, optionally set a global DSN for all consumers (str)



	stats

	Enable and configure statsd metric submission (obj)



	Connections

	A subsection with RabbitMQ connection information for consumers (obj)



	Consumers

	Where each consumer type is configured (obj)







stats








	stats

	




	
	log

	Toggle  top-level logging of consumer process stats (bool)



	
	influxdb

	Configure the submission of per-message measurements to InfluxDB (obj)



	
	statsd

	Configure the submission of per-message measurements to statsd (obj)









influxdb








	stats > influxdb

	




	
	scheme

	The scheme to use when submitting metrics to the InfluxDB server. Default: http (str)



	
	host

	The hostname or ip address of the InfluxDB server. Default: localhost (str)



	
	port

	The port of the influxdb server. Default: 8086 (int)



	
	user

	An optional username to use when submitting measurements. (str)



	
	password

	An optional password to use when submitting measurements. (str)



	
	database

	The InfluxDB database to submit measurements to. Default: rejected (str)









statsd








	stats > statsd

	




	
	enabled

	Toggle statsd reporting off and on (bool)



	
	prefix

	An optional prefix to use when creating the statsd metric path (str)



	
	host

	The hostname or ip address of the statsd server (str)



	
	port

	The port of the statsd server. Default: 8125 (int)



	
	include_hostname

	Include the hostname in the measurement path. Default: True (bool)



	
	tcp

	Use TCP to connect to statsd (true/false). Default: false (str)









Connections

Each RabbitMQ connection entry should be a nested object with a unique name with connection attributes.








	Connection Name

	




	
	host

	The hostname or ip address of the RabbitMQ server (str)



	port

	The port of the RabbitMQ server (int)



	vhost

	The virtual host to connect to (str)



	user

	The username to connect as (str)



	pass

	The password to use (str)



	ssl

	Optional: whether to connect via SSL (boolean) default: False



	heartbeat_interval

	Optional: the AMQP heartbeat interval (int) default: 300 sec









Consumers

Each consumer entry should be a nested object with a unique name with consumer attributes.








	Consumer Name

	




	
	consumer

	The package.module.Class path to the consumer code (str)



	connections

	The connections to connect to (list) - See Consumer Connections



	qty

	The number of consumers per connection to run (int)



	queue

	The RabbitMQ queue name to consume from (str)



	ack

	Explicitly acknowledge messages (no_ack = not ack) (bool)



	max_errors

	Number of errors encountered before restarting a consumer (int)



	sentry_dsn

	If Sentry support is installed, set a consumer specific sentry DSN (str)



	drop_exchange

	The exchange to publish a message to when it is dropped. If not specified,
dropped messages are not republished anywhere.



	drop_invalid_messages

	Drop a message if the type property doesn’t match the specified message type (str)



	message_type

	Used to validate the message type of a message before processing. This attribute
can be set to a string that is matched against the AMQP message type or a list of
acceptable message types. (str, array)



	error_exchange

	The exchange to publish messages that raise
ProcessingException to (str)



	error_max_retry

	The number of ProcessingException raised on a message
before a message is dropped. If not specified messages will never be dropped (int)



	influxdb_measurement

	When using InfluxDB, the measurement name for per-message measurements.
Defaults to the consumer name. (str)



	config

	Free-form key-value configuration section for the consumer (obj)









Consumer Connections

The consumer connections configuration allows for one or more connections to be
made by a single consumer. This configuration section supports two formats. If
a list of connection names are specified, the consumer will connect to and consume
from the all of the specified connections.

Consumer Name:
    connections:
      - connection1
      - connection2





If the connections list include structured values, additional settings can be
set. For example, you may want to consume from one RabbitMQ broker and publish to
another, as is illustrated below:

Consumer Name:
    connections:
      - name: connection1
        consume: True
        publisher_confirmation: False
      - name: connection2
        consume: False
        publisher_confirmation: True





In the above example, the consumer will have two connections, connection1 and
connection2. It will only consume from connection1 but can publish
messages connection2 by specifying the connection name in the
publish_message() method.


Structured Connections

When specifying a structured consumer connection, the following attributes are
available.








	Consumer Name > connections

	




	
	name

	The connection name, as specified in the Connections section of
the application configuration.



	consume

	Specify if the connection should consume on the connection. (bool)



	
	publisher_confirmation

	Enable publisher confirmations. (bool)













Daemon

This section contains the settings required to run the application as a daemon. They are as follows:







	user

	The username to run as when the process is daemonized (bool)



	group

	Optional The group name to switch to when the process is daemonized (str)



	pidfile

	The pidfile to write when the process is daemonized (str)









Logging

rejected uses logging.config.dictConfig [https://docs.python.org/3/library/logging.config.html#module-logging.config] to create a flexible method for configuring the python standard logging module. If rejected is being run in Python 2.6, logutils.dictconfig.dictConfig [https://pypi.python.org/pypi/logutils] is used instead.

The following basic example illustrates all of the required sections in the dictConfig format, implemented in YAML:

version: 1
formatters: []
verbose:
  format: '%(levelname) -10s %(asctime)s %(process)-6d %(processName) -15s %(name) -10s %(funcName) -20s: %(message)s'
  datefmt: '%Y-%m-%d %H:%M:%S'
handlers:
  console:
    class: logging.StreamHandler
    formatter: verbose
    debug_only: True
loggers:
  rejected:
    handlers: [console]
    level: INFO
    propagate: true
  myconsumer:
    handlers: [console]
    level: DEBUG
    propagate: true
disable_existing_loggers: true
incremental: false






Note

The debug_only node of the Logging > handlers > console section is not part of the standard dictConfig format. Please see the Logging Caveats section below for more information.




Logging Caveats

In order to allow for customizable console output when running in the foreground and no console output when daemonized, a debug_only node has been added to the standard dictConfig format in the handler section. This method is evaluated when logging is configured and if present, it is removed prior to passing the dictionary to dictConfig if present.

If the value is set to true and the application is not running in the foreground, the configuration for the handler and references to it will be removed from the configuration dictionary.




Troubleshooting

If you find that your application is not logging anything or sending output to the terminal, ensure that you have created a logger section in your configuration for your consumer package. For example if your Consumer instance is named myconsumer.MyConsumer make sure there is a myconsumer logger in the logging configuration.









          

      

      

    

  

    
      
          
            
  
Configuration Example

The following example will configure rejected to a consumer that connects to two
different RabbitMQ servers, running two instances per connection, for a total
of four consumer processes. It will consume from a queue named generated_messages
and provides configuration for the consumer code itself that would consist of a dict
with the keys foo and bar.

%YAML 1.2
---
Application:
  poll_interval: 10.0
  stats:
    log: True
    influxdb:
      host: localhost
      port: 8086
      database: rejected
    statsd:
      host: localhost
      port: 8125
  Connections:
    rabbit1:
      host: rabbit1
      port: 5672
      user: rejected
      pass: password
      ssl: False
      vhost: /
      heartbeat_interval: 300
    rabbit2:
      host: rabbit2
      port: 5672
      user: rejected
      pass: password
      ssl: False
      vhost: /
      heartbeat_interval: 300
  Consumers:
    example:
      consumer: example.Consumer
      connections:
        - rabbit1
        - name: rabbit2
          consume: False
      drop_exchange: dlxname
      qty: 2
      queue: generated_messages
      dynamic_qos: True
      ack: True
      max_errors: 100
      config:
        foo: True
        bar: baz

Daemon:
  user: rejected
  group: daemon
  pidfile: /var/run/rejected.pid

Logging:
  version: 1
  formatters:
    verbose:
      format: "%(levelname) -10s %(asctime)s %(process)-6d %(processName) -25s %(name) -30s %(funcName) -30s: %(message)s"
      datefmt: "%Y-%m-%d %H:%M:%S"
    syslog:
      format: "%(levelname)s <PID %(process)d:%(processName)s> %(name)s.%(funcName)s(): %(message)s"
  filters: []
  handlers:
    console:
      class: logging.StreamHandler
      formatter: verbose
      debug_only: false
    syslog:
      class: logging.handlers.SysLogHandler
      facility: daemon
      address: /var/run/syslog
      #address: /dev/log
      formatter: syslog
  loggers:
    example:
      level: INFO
      propagate: true
      handlers: [console, syslog]
    helper:
      level: INFO
      propagate: true
      handlers: [console, syslog]
    rejected:
      level: INFO
      propagate: true
      handlers: [console, syslog]
    sprockets_influxdb:
      level: WARNING
      propagate: false
      handlers: [console, syslog]
  root:
    level: INFO
    propagate: true
    handlers: [console, syslog]
  disable_existing_loggers: true
  incremental: false









          

      

      

    

  

    
      
          
            
  
Command-Line Options

The rejected command line application allows you to spawn the rejected process
as a daemon. Additionally it has options for running interactively (-f), which
along with the -o switch for specifying a single consumer to run and -q
to specify quantity, makes for easier debugging.

If you specify -P /path/to/write/data/to, rejected will automatically enable
cProfile [https://docs.python.org/3/library/profile.html#module-cProfile], writing the profiling data to the path specified. This can
be used in conjunction with graphviz to diagram code execution and hotspots.


Help

usage: rejected [-h] [-c CONFIG] [-f] [-P PROFILE] [-o CONSUMER]
                     [-p PREPEND_PATH] [-q QUANTITY]

RabbitMQ consumer framework

optional arguments:
  -h, --help            show this help message and exit
  -c CONFIG, --config CONFIG
                        Path to the configuration file
  -f, --foreground      Run the application interactively
  -P PROFILE, --profile PROFILE
                        Profile the consumer modules, specifying the output
                        directory.
  -o CONSUMER, --only CONSUMER
                        Only run the consumer specified
  -p PREPEND_PATH, --prepend-path PREPEND_PATH
                        Prepend the python path with the value.
  -q QUANTITY, --qty QUANTITY
                        Run the specified quanty of consumer processes when
                        used in conjunction with -o











          

      

      

    

  

    
      
          
            
  
Consumer API

The Consumer and
SmartConsumer classes to extend
for consumer applications.

While the Consumer class provides all
the structure required for implementing a rejected consumer,
the SmartConsumer adds
functionality designed to make writing consumers even easier. When messages
are received by consumers extending SmartConsumer,
if the message’s content_type property contains one of the supported mime-types,
the message body will automatically be deserialized, making the deserialized
message body available via the body attribute. Additionally, should one of
the supported content_encoding types (gzip or bzip2) be specified in the
message’s property, it will automatically be decoded.


Message Type Validation

In any of the consumer base classes, if the MESSAGE_TYPE attribute is set,
the type property of incoming messages will be validated against when a message is
received, checking for string equality against the MESSAGE_TYPE attribute.
If they are not matched, the consumer will not process the message and will drop the
message without an exception if the DROP_INVALID_MESSAGES attribute is set to
True. If it is False, a MessageException is raised.




Republishing of Dropped Messages

If the consumer is configured by specifying DROP_EXCHANGE as an attribute of
the consumer class or in the consumer configuration with the drop_exchange
configuration variable, when a message is dropped, it is published to that
exchange prior to the message being rejected in RabbitMQ. When the
message is republished, four new values are added to the AMQP headers
message property: X-Dropped-By, X-Dropped-Reason, X-Dropped-Timestamp,
X-Original-Exchange.

The X-Dropped-By header value contains the configured name of the
consumer that dropped the message. X-Dropped-Reason contains the
reason the message was dropped (eg invalid message type or maximum error
count). X-Dropped-Timestamp value contains the ISO-8601 formatted
timestamp of when the message was dropped. Finally, the
X-Original-Exchange value contains the original exchange that the
message was published to.




Consumer Classes



	Consumer

	SmartConsumer








Exceptions

There are three exception types that consumer applications should raise to handle
problems that may arise when processing a message. When these exceptions are raised,
rejected will reject the message delivery, letting RabbitMQ know that there was
a failure.

The ConsumerException should be
raised when there is a problem in the consumer itself, such as inability to contact
a database server or other resources. When a
ConsumerException is raised,
the message will be rejected and requeued, adding it back to the RabbitMQ it
was delivered back to. Additionally, rejected keeps track of consumer exceptions
and will shutdown the consumer process and start a new one once a consumer has
exceeded its configured maximum error count within a 60 second window. The
default maximum error count is 5.

The MessageException should be
raised when there is a problem with the message. When this exception is raised,
the message will be rejected on the RabbitMQ server without requeue, discarding
the message. This should be done when there is a problem with the message itself,
such as a malformed payload or non-supported properties like content-type
or type.

If a consumer raises a ProcessingException, the
message that was being processed will be republished to the exchange
specified by the error exchange configuration value or the
ERROR_EXCHANGE attribute of the consumer’s class. The message will be
published using the routing key that was last used for the message. The
original message body and properties will be used and two additional
header property values may be added:


	X-Processing-Exception contains the string value of the exception that was




raised, if specified.
- X-Processing-Exceptions contains the quantity of processing exceptions
that have been raised for the message.

In combination with a queue that has x-message-ttl set
and x-dead-letter-exchange that points to the original exchange for the
queue the consumer is consuming off of, you can implement a delayed retry
cycle for messages that are failing to process due to external resource or
service issues.

If ERROR_MAX_RETRY is set on the class, the headers for each method
will be inspected and if the value of X-Processing-Exceptions is
greater than or equal to the ERROR_MAX_RETRY value, the message will
be dropped.


Note

If unhandled exceptions are raised by a consumer, they will be caught by rejected, logged, and turned into a ConsumerException.




	
class rejected.consumer.RejectedException(*args, **kwargs)[source]

	Base exception for Consumer related
exceptions.

If provided, the metric will be used to automatically record exception
metric counts using the path
[prefix].[consumer-name].exceptions.[exception-type].[metric].

Positional and keyword arguments are used to format the value that is
passed in when providing the string value of the exception.


	Parameters

	
	value (str [https://docs.python.org/3/library/stdtypes.html#str]) – An optional value used in string representation


	metric (str [https://docs.python.org/3/library/stdtypes.html#str]) – An optional value for auto-instrumentation of exceptions









New in version 3.19.0.








	
class rejected.consumer.ConsumerException(*args, **kwargs)[source]

	May be called when processing a message to indicate a problem that the
Consumer may be experiencing that should cause it to stop.


	Parameters

	
	value (str [https://docs.python.org/3/library/stdtypes.html#str]) – An optional value used in string representation


	metric (str [https://docs.python.org/3/library/stdtypes.html#str]) – An optional value for auto-instrumentation of exceptions













	
class rejected.consumer.MessageException(*args, **kwargs)[source]

	Invoke when a message should be rejected and not re-queued, but not due
to a processing error that should cause the consumer to stop.


	Parameters

	
	value (str [https://docs.python.org/3/library/stdtypes.html#str]) – An optional value used in string representation


	metric (str [https://docs.python.org/3/library/stdtypes.html#str]) – An optional value for auto-instrumentation of exceptions













	
class rejected.consumer.ProcessingException(*args, **kwargs)[source]

	Invoke when a message should be rejected and not re-queued, but not due
to a processing error that should cause the consumer to stop. This should
be used for when you want to reject a message which will be republished to
a retry queue, without anything being stated about the exception.


	Parameters

	
	value (str [https://docs.python.org/3/library/stdtypes.html#str]) – An optional value used in string representation


	metric (str [https://docs.python.org/3/library/stdtypes.html#str]) – An optional value for auto-instrumentation of exceptions


















          

      

      

    

  

    
      
          
            
  
Consumer


	
class rejected.consumer.Consumer(settings, process, drop_invalid_messages=None, message_type=None, error_exchange=None, error_max_retry=None, drop_exchange=None)[source]

	Base consumer class that defines the contract between rejected and
consumer applications.

In any of the consumer base classes, if the message_type is specified
in the configuration (or set with the MESSAGE_TYPE attribute), the
type property of incoming messages will be validated against when a
message is received. If there is no match, the consumer will not
process the message and will drop the message without an exception if the
drop_invalid_messages setting is set to True in the configuration
(or if the DROP_INVALID_MESSAGES attribute is set to True).
If it is False, a MessageException is raised.

If DROP_EXCHANGE is specified either as an attribute of the consumer
class or in the consumer configuration, if a message is dropped, it is
published to the that exchange prior to rejecting the message in RabbitMQ.
When the message is republished, four new values are added to the AMQP
headers message property: X-Dropped-By, X-Dropped-Reason,
X-Dropped-Timestamp, X-Original-Exchange.

The X-Dropped-By header value contains the configured name of the
consumer that dropped the message. X-Dropped-Reason contains the
reason the message was dropped (eg invalid message type or maximum error
count). X-Dropped-Timestamp value contains the ISO-8601 formatted
timestamp of when the message was dropped. Finally, the
X-Original-Exchange value contains the original exchange that the
message was published to.

If a consumer raises a ProcessingException, the
message that was being processed will be republished to the exchange
specified by the error exchange configuration value or the
ERROR_EXCHANGE attribute of the consumer’s class. The message will be
published using the routing key that was last used for the message. The
original message body and properties will be used and two additional
header property values may be added:



	
	X-Processing-Exception contains the string value of the

	exception that was raised, if specified.







	
	X-Processing-Exceptions contains the quantity of processing

	exceptions that have been raised for the message.












In combination with a queue that has x-message-ttl set
and x-dead-letter-exchange that points to the original exchange for the
queue the consumer is consuming off of, you can implement a delayed retry
cycle for messages that are failing to process due to external resource or
service issues.

If error_max_retry is specified in the configuration or
ERROR_MAX_RETRY is set on the class, the headers for each method
will be inspected and if the value of X-Processing-Exceptions is
greater than or equal to the specified value, the message will
be dropped.

As of 3.18.6, the MESSAGE_AGE_KEY class level attribute contains the
default key part to used when recording stats for the message age. You can
also override the message_age_key()
method to create compound keys. For example, to create a key that includes
the message priority:

class Consumer(consumer.Consumer):

    def message_age_key(self):
        return 'priority-{}.message_age'.format(self.priority or 0)






Note

Since 3.17, Consumer and
PublishingConsumer have been combined
into the same class.



As of 3.19.13, the ACK_PROCESSING_EXCEPTIONS class level attribute
allows you to ack messages that raise a
ProcessingException instead of rejecting them,
allowing for dead-lettered messages to be constrained to
 Defaults to `False.


	
app_id

	Access the current message’s app-id property as an attribute of
the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
body

	Access the opaque body from the current message.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
content_encoding

	Access the current message’s content-encoding AMQP message
property as an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
content_type

	Access the current message’s content-type AMQP message property
as an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
correlation_id

	Access the current message’s correlation-id AMAP message
property as an attribute of the consumer class. If the message does not
have a correlation-id then, each message is assigned a new UUIDv4
based correlation-id value.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
exchange

	Access the AMQP exchange the message was published to as an
attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
expiration

	Access the current message’s expiration AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
finish()[source]

	Finishes message processing for the current message. If this is
called in prepare(), the
process() method is not invoked
for the current message.






	
headers

	Access the current message’s headers AMQP message property as an
attribute of the consumer class.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
initialize()[source]

	Extend this method for any initialization tasks that occur only when
the Consumer class is created.






	
io_loop

	Access the tornado.ioloop.IOLoop [https://www.tornadoweb.org/en/latest/ioloop.html#tornado.ioloop.IOLoop] instance for the
current message.


New in version 3.18.4.




	Return type

	tornado.ioloop.IOLoop [https://www.tornadoweb.org/en/latest/ioloop.html#tornado.ioloop.IOLoop]










	
message_age_key()[source]

	Return the key part that is used in submitting message age stats.
Override this method to change the key part. This could be used to
include message priority in the key, for example.


New in version 3.18.6.




	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
message_id

	Access the current message’s message-id AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
message_type

	Access the current message’s type AMQP message property as an
attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
name

	Property returning the name of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
on_blocked(name)[source]

	Called when a connection for this consumer is blocked.

Override this method to respond to being blocked.


New in version 3.17.




	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – The connection name that is blocked










	
on_finish()[source]

	Called after a message has been processed.

Override this method to perform cleanup, logging, etc.
This method is a counterpart to
prepare().  on_finish may
not produce any output, as it is called after all processing has
taken place.

If an exception is raised during the processing of a message,
prepare() is not invoked.


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.








	
on_unblocked(name)[source]

	Called when a connection for this consumer is unblocked.

Override this method to respond to being blocked.


New in version 3.17.




	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – The connection name that is blocked










	
prepare()[source]

	Called when a message is received before
process().


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.



If this method returns a Future [https://www.tornadoweb.org/en/latest/concurrent.html#tornado.concurrent.Future], execution
will not proceed until the Future has completed.






	
priority

	Access the current message’s priority AMQP message property as
an attribute of the consumer class.


	Return type

	int [https://docs.python.org/3/library/functions.html#int]










	
process()[source]

	Extend this method for implementing your Consumer logic.

If the message can not be processed and the Consumer should stop after
n failures to process messages, raise the
ConsumerException.


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.




	Raises

	rejected.consumer.ConsumerException



	Raises

	rejected.consumer.MessageException



	Raises

	rejected.consumer.ProcessingException










	
properties

	Access the current message’s AMQP message properties in dict form as
an attribute of the consumer class.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
publish_message(exchange, routing_key, properties, body, channel=None)[source]

	Publish a message to RabbitMQ on the same channel the original
message was received on.


	Parameters

	
	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – The exchange to publish to


	routing_key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The routing key to publish with


	properties (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – The message properties


	body (str [https://docs.python.org/3/library/stdtypes.html#str]) – The message body


	channel (str [https://docs.python.org/3/library/stdtypes.html#str]) – The channel/connection name to use. If it is not
specified, the channel that the message was delivered on is used.













	
redelivered

	Indicates if the current message has been redelivered.


	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]










	
reply(response_body, properties, auto_id=True, exchange=None, reply_to=None)[source]

	Reply to the received message.

If auto_id is True [https://docs.python.org/3/library/constants.html#True], a new UUIDv4 value will be generated
for the message_id AMQP message property. The correlation_id
AMQP message property will be set to the message_id of the
original message. In addition, the timestamp will be assigned the
current time of the message. If auto_id is False [https://docs.python.org/3/library/constants.html#False], neither
the message_id and the correlation_id AMQP properties will be
changed in the properties.

If exchange is not set, the exchange the message was received on
will be used.

If reply_to is set in the original properties,
it will be used as the routing key. If the reply_to is not set
in the properties and it is not passed in, a ValueError [https://docs.python.org/3/library/exceptions.html#ValueError] will be
raised. If reply to is set in the properties, it will be cleared out
prior to the message being republished.


	Parameters

	
	response_body (any) – The message body to send


	properties (rejected.data.Properties) – Message properties to use


	auto_id (bool [https://docs.python.org/3/library/functions.html#bool]) – Automatically shuffle message_id &
correlation_id


	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – Override the exchange to publish to


	reply_to (str [https://docs.python.org/3/library/stdtypes.html#str]) – Override the reply_to AMQP property






	Raises

	ValueError [https://docs.python.org/3/library/exceptions.html#ValueError]










	
reply_to

	Access the current message’s reply-to AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
returned

	Indicates if the message was delivered by consumer previously and
returned from RabbitMQ.


New in version 3.17.




	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]










	
routing_key

	Access the routing key for the current message.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
send_exception_to_sentry(exc_info)[source]

	Send an exception to Sentry if enabled.


	Parameters

	exc_info (tuple [https://docs.python.org/3/library/stdtypes.html#tuple]) – exception information as returned from
sys.exc_info() [https://docs.python.org/3/library/sys.html#sys.exc_info]










	
sentry_client

	Access the Sentry raven Client instance or None

Use this object to add tags or additional context to Sentry
error reports (see raven.base.Client.tags_context() [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client.tags_context]) or
to report messages (via raven.base.Client.captureMessage() [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client.captureMessage])
directly to Sentry.


	Return type

	raven.base.Client [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client]










	
set_sentry_context(tag, value)[source]

	Set a context tag in Sentry for the given key and value.


	Parameters

	
	tag (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context tag name


	value (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context value













	
settings

	Access the consumer settings as specified by the config section
for the consumer in the rejected configuration.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
shutdown()[source]

	Override to cleanly shutdown when rejected is stopping the consumer.

This could be used for closing database connections or other such
activities.






	
stats_add_duration(key, duration)[source]

	Add a duration to the per-message measurements


New in version 3.19.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds













	
stats_add_timing(key, duration)[source]

	Add a timing to the per-message measurements


New in version 3.13.0.




Deprecated since version 3.19.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds













	
stats_incr(key, value=1)[source]

	Increment the specified key in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_set_tag(key, value=1)[source]

	Set the specified tag/value in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_set_value(key, value=1)[source]

	Set the specified key/value in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_track_duration(key)[source]

	Time around a context and add to the the per-message measurements


New in version 3.13.0.




Deprecated since version 3.19.0.




	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key for the timing to track










	
statsd_add_timing(key, duration)[source]

	Add a timing to the per-message measurements


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds









Deprecated since version 3.13.0.








	
statsd_incr(key, value=1)[source]

	Increment the specified key in the per-message measurements


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by









Deprecated since version 3.13.0.








	
statsd_track_duration(key)[source]

	Time around a context and add to the the per-message measurements


	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key for the timing to track






Deprecated since version 3.13.0.








	
timestamp

	Access the unix epoch timestamp value from the AMQP message
properties of the current message.


	Return type

	int [https://docs.python.org/3/library/functions.html#int]










	
unset_sentry_context(tag)[source]

	Remove a context tag from sentry


	Parameters

	tag (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context tag to remove










	
user_id

	Access the user-id AMQP message property from the current
message’s properties.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
yield_to_ioloop()[source]

	Function that will allow Rejected to process IOLoop events while
in a tight-loop inside an asynchronous consumer.










	
class rejected.consumer.PublishingConsumer(*args, **kwargs)[source]

	Deprecated, functionality moved to rejected.consumer.Consumer


Deprecated since version 3.17.0.




	
app_id

	Access the current message’s app-id property as an attribute of
the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
body

	Access the opaque body from the current message.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
content_encoding

	Access the current message’s content-encoding AMQP message
property as an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
content_type

	Access the current message’s content-type AMQP message property
as an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
correlation_id

	Access the current message’s correlation-id AMAP message
property as an attribute of the consumer class. If the message does not
have a correlation-id then, each message is assigned a new UUIDv4
based correlation-id value.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
exchange

	Access the AMQP exchange the message was published to as an
attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
expiration

	Access the current message’s expiration AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
finish()

	Finishes message processing for the current message. If this is
called in prepare(), the
process() method is not invoked
for the current message.






	
headers

	Access the current message’s headers AMQP message property as an
attribute of the consumer class.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
initialize()

	Extend this method for any initialization tasks that occur only when
the Consumer class is created.






	
io_loop

	Access the tornado.ioloop.IOLoop [https://www.tornadoweb.org/en/latest/ioloop.html#tornado.ioloop.IOLoop] instance for the
current message.


New in version 3.18.4.




	Return type

	tornado.ioloop.IOLoop [https://www.tornadoweb.org/en/latest/ioloop.html#tornado.ioloop.IOLoop]










	
message_age_key()

	Return the key part that is used in submitting message age stats.
Override this method to change the key part. This could be used to
include message priority in the key, for example.


New in version 3.18.6.




	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
message_id

	Access the current message’s message-id AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
message_type

	Access the current message’s type AMQP message property as an
attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
name

	Property returning the name of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
on_blocked(name)

	Called when a connection for this consumer is blocked.

Override this method to respond to being blocked.


New in version 3.17.




	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – The connection name that is blocked










	
on_finish()

	Called after a message has been processed.

Override this method to perform cleanup, logging, etc.
This method is a counterpart to
prepare().  on_finish may
not produce any output, as it is called after all processing has
taken place.

If an exception is raised during the processing of a message,
prepare() is not invoked.


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.








	
on_unblocked(name)

	Called when a connection for this consumer is unblocked.

Override this method to respond to being blocked.


New in version 3.17.




	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – The connection name that is blocked










	
prepare()

	Called when a message is received before
process().


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.



If this method returns a Future [https://www.tornadoweb.org/en/latest/concurrent.html#tornado.concurrent.Future], execution
will not proceed until the Future has completed.






	
priority

	Access the current message’s priority AMQP message property as
an attribute of the consumer class.


	Return type

	int [https://docs.python.org/3/library/functions.html#int]










	
process()

	Extend this method for implementing your Consumer logic.

If the message can not be processed and the Consumer should stop after
n failures to process messages, raise the
ConsumerException.


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.




	Raises

	rejected.consumer.ConsumerException



	Raises

	rejected.consumer.MessageException



	Raises

	rejected.consumer.ProcessingException










	
properties

	Access the current message’s AMQP message properties in dict form as
an attribute of the consumer class.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
publish_message(exchange, routing_key, properties, body, channel=None)

	Publish a message to RabbitMQ on the same channel the original
message was received on.


	Parameters

	
	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – The exchange to publish to


	routing_key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The routing key to publish with


	properties (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – The message properties


	body (str [https://docs.python.org/3/library/stdtypes.html#str]) – The message body


	channel (str [https://docs.python.org/3/library/stdtypes.html#str]) – The channel/connection name to use. If it is not
specified, the channel that the message was delivered on is used.













	
redelivered

	Indicates if the current message has been redelivered.


	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]










	
reply(response_body, properties, auto_id=True, exchange=None, reply_to=None)

	Reply to the received message.

If auto_id is True [https://docs.python.org/3/library/constants.html#True], a new UUIDv4 value will be generated
for the message_id AMQP message property. The correlation_id
AMQP message property will be set to the message_id of the
original message. In addition, the timestamp will be assigned the
current time of the message. If auto_id is False [https://docs.python.org/3/library/constants.html#False], neither
the message_id and the correlation_id AMQP properties will be
changed in the properties.

If exchange is not set, the exchange the message was received on
will be used.

If reply_to is set in the original properties,
it will be used as the routing key. If the reply_to is not set
in the properties and it is not passed in, a ValueError [https://docs.python.org/3/library/exceptions.html#ValueError] will be
raised. If reply to is set in the properties, it will be cleared out
prior to the message being republished.


	Parameters

	
	response_body (any) – The message body to send


	properties (rejected.data.Properties) – Message properties to use


	auto_id (bool [https://docs.python.org/3/library/functions.html#bool]) – Automatically shuffle message_id &
correlation_id


	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – Override the exchange to publish to


	reply_to (str [https://docs.python.org/3/library/stdtypes.html#str]) – Override the reply_to AMQP property






	Raises

	ValueError [https://docs.python.org/3/library/exceptions.html#ValueError]










	
reply_to

	Access the current message’s reply-to AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
returned

	Indicates if the message was delivered by consumer previously and
returned from RabbitMQ.


New in version 3.17.




	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]










	
routing_key

	Access the routing key for the current message.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
send_exception_to_sentry(exc_info)

	Send an exception to Sentry if enabled.


	Parameters

	exc_info (tuple [https://docs.python.org/3/library/stdtypes.html#tuple]) – exception information as returned from
sys.exc_info() [https://docs.python.org/3/library/sys.html#sys.exc_info]










	
sentry_client

	Access the Sentry raven Client instance or None

Use this object to add tags or additional context to Sentry
error reports (see raven.base.Client.tags_context() [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client.tags_context]) or
to report messages (via raven.base.Client.captureMessage() [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client.captureMessage])
directly to Sentry.


	Return type

	raven.base.Client [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client]










	
set_sentry_context(tag, value)

	Set a context tag in Sentry for the given key and value.


	Parameters

	
	tag (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context tag name


	value (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context value













	
settings

	Access the consumer settings as specified by the config section
for the consumer in the rejected configuration.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
shutdown()

	Override to cleanly shutdown when rejected is stopping the consumer.

This could be used for closing database connections or other such
activities.






	
stats_add_duration(key, duration)

	Add a duration to the per-message measurements


New in version 3.19.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds













	
stats_add_timing(key, duration)

	Add a timing to the per-message measurements


New in version 3.13.0.




Deprecated since version 3.19.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds













	
stats_incr(key, value=1)

	Increment the specified key in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_set_tag(key, value=1)

	Set the specified tag/value in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_set_value(key, value=1)

	Set the specified key/value in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_track_duration(key)

	Time around a context and add to the the per-message measurements


New in version 3.13.0.




Deprecated since version 3.19.0.




	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key for the timing to track










	
statsd_add_timing(key, duration)

	Add a timing to the per-message measurements


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds









Deprecated since version 3.13.0.








	
statsd_incr(key, value=1)

	Increment the specified key in the per-message measurements


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by









Deprecated since version 3.13.0.








	
statsd_track_duration(key)

	Time around a context and add to the the per-message measurements


	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key for the timing to track






Deprecated since version 3.13.0.








	
timestamp

	Access the unix epoch timestamp value from the AMQP message
properties of the current message.


	Return type

	int [https://docs.python.org/3/library/functions.html#int]










	
unset_sentry_context(tag)

	Remove a context tag from sentry


	Parameters

	tag (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context tag to remove










	
user_id

	Access the user-id AMQP message property from the current
message’s properties.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
yield_to_ioloop()

	Function that will allow Rejected to process IOLoop events while
in a tight-loop inside an asynchronous consumer.













          

      

      

    

  

    
      
          
            
  
SmartConsumer


	
class rejected.consumer.SmartConsumer(settings, process, drop_invalid_messages=None, message_type=None, error_exchange=None, error_max_retry=None, drop_exchange=None)[source]

	Base class to ease the implementation of strongly typed message
consumers that validate and automatically decode and deserialize the
inbound message body based upon the message properties. Additionally,
should one of the supported content_encoding types (gzip or
bzip2) be specified in the message’s property, it will automatically
be decoded.

When publishing a message, the message can be automatically serialized
and encoded. If the content_type property is specified, the consumer
will attempt to automatically serialize the message body. If the
content_encoding property is specified using a supported encoding
(gzip or bzip2), it will automatically be encoded as well.

Supported MIME types for automatic serialization and deserialization are:



	application/json


	application/pickle


	application/x-pickle


	application/x-plist


	application/x-vnd.python.pickle


	application/vnd.python.pickle


	text/csv


	text/html (with beautifulsoup4 installed)


	text/xml (with beautifulsoup4 installed)


	text/yaml


	text/x-yaml







In any of the consumer base classes, if the MESSAGE_TYPE attribute is
set, the type property of incoming messages will be validated against
when a message is received, checking for string equality against the
MESSAGE_TYPE attribute. If they are not matched, the consumer will not
process the message and will drop the message without an exception if the
DROP_INVALID_MESSAGES attribute is set to True. If it is False,
a ConsumerException is raised.


Note

Since 3.17, SmartConsumer and
SmartPublishingConsumer have been combined
into the same class.




	
app_id

	Access the current message’s app-id property as an attribute of
the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
body

	Return the message body, unencoded if needed,
deserialized if possible.


	Return type

	any










	
content_encoding

	Access the current message’s content-encoding AMQP message
property as an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
content_type

	Access the current message’s content-type AMQP message property
as an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
correlation_id

	Access the current message’s correlation-id AMAP message
property as an attribute of the consumer class. If the message does not
have a correlation-id then, each message is assigned a new UUIDv4
based correlation-id value.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
exchange

	Access the AMQP exchange the message was published to as an
attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
expiration

	Access the current message’s expiration AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
finish()

	Finishes message processing for the current message. If this is
called in prepare(), the
process() method is not invoked
for the current message.






	
headers

	Access the current message’s headers AMQP message property as an
attribute of the consumer class.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
initialize()

	Extend this method for any initialization tasks that occur only when
the Consumer class is created.






	
io_loop

	Access the tornado.ioloop.IOLoop [https://www.tornadoweb.org/en/latest/ioloop.html#tornado.ioloop.IOLoop] instance for the
current message.


New in version 3.18.4.




	Return type

	tornado.ioloop.IOLoop [https://www.tornadoweb.org/en/latest/ioloop.html#tornado.ioloop.IOLoop]










	
message_age_key()

	Return the key part that is used in submitting message age stats.
Override this method to change the key part. This could be used to
include message priority in the key, for example.


New in version 3.18.6.




	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
message_id

	Access the current message’s message-id AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
message_type

	Access the current message’s type AMQP message property as an
attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
name

	Property returning the name of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
on_blocked(name)

	Called when a connection for this consumer is blocked.

Override this method to respond to being blocked.


New in version 3.17.




	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – The connection name that is blocked










	
on_finish()

	Called after a message has been processed.

Override this method to perform cleanup, logging, etc.
This method is a counterpart to
prepare().  on_finish may
not produce any output, as it is called after all processing has
taken place.

If an exception is raised during the processing of a message,
prepare() is not invoked.


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.








	
on_unblocked(name)

	Called when a connection for this consumer is unblocked.

Override this method to respond to being blocked.


New in version 3.17.




	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – The connection name that is blocked










	
prepare()

	Called when a message is received before
process().


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.



If this method returns a Future [https://www.tornadoweb.org/en/latest/concurrent.html#tornado.concurrent.Future], execution
will not proceed until the Future has completed.






	
priority

	Access the current message’s priority AMQP message property as
an attribute of the consumer class.


	Return type

	int [https://docs.python.org/3/library/functions.html#int]










	
process()

	Extend this method for implementing your Consumer logic.

If the message can not be processed and the Consumer should stop after
n failures to process messages, raise the
ConsumerException.


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.




	Raises

	rejected.consumer.ConsumerException



	Raises

	rejected.consumer.MessageException



	Raises

	rejected.consumer.ProcessingException










	
properties

	Access the current message’s AMQP message properties in dict form as
an attribute of the consumer class.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
publish_message(exchange, routing_key, properties, body, no_serialization=False, no_encoding=False, channel=None)[source]

	Publish a message to RabbitMQ on the same channel the original
message was received on.

By default, if you pass a non-string object to the body and the
properties have a supported content-type set, the body will be
auto-serialized in the specified content-type.

If the properties do not have a timestamp set, it will be set to the
current time.

If you specify a content-encoding in the properties and the encoding is
supported, the body will be auto-encoded.

Both of these behaviors can be disabled by setting no_serialization or
no_encoding to True.


	Parameters

	
	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – The exchange to publish to


	routing_key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The routing key to publish with


	properties (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – The message properties


	body (mixed) – The message body to publish


	no_serialization (bool [https://docs.python.org/3/library/functions.html#bool]) – Turn off auto-serialization of the body


	no_encoding (bool [https://docs.python.org/3/library/functions.html#bool]) – Turn off auto-encoding of the body


	channel (str [https://docs.python.org/3/library/stdtypes.html#str]) – The channel/connection name to use. If it is not
specified, the channel that the message was delivered on is used.













	
redelivered

	Indicates if the current message has been redelivered.


	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]










	
reply(response_body, properties, auto_id=True, exchange=None, reply_to=None)

	Reply to the received message.

If auto_id is True [https://docs.python.org/3/library/constants.html#True], a new UUIDv4 value will be generated
for the message_id AMQP message property. The correlation_id
AMQP message property will be set to the message_id of the
original message. In addition, the timestamp will be assigned the
current time of the message. If auto_id is False [https://docs.python.org/3/library/constants.html#False], neither
the message_id and the correlation_id AMQP properties will be
changed in the properties.

If exchange is not set, the exchange the message was received on
will be used.

If reply_to is set in the original properties,
it will be used as the routing key. If the reply_to is not set
in the properties and it is not passed in, a ValueError [https://docs.python.org/3/library/exceptions.html#ValueError] will be
raised. If reply to is set in the properties, it will be cleared out
prior to the message being republished.


	Parameters

	
	response_body (any) – The message body to send


	properties (rejected.data.Properties) – Message properties to use


	auto_id (bool [https://docs.python.org/3/library/functions.html#bool]) – Automatically shuffle message_id &
correlation_id


	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – Override the exchange to publish to


	reply_to (str [https://docs.python.org/3/library/stdtypes.html#str]) – Override the reply_to AMQP property






	Raises

	ValueError [https://docs.python.org/3/library/exceptions.html#ValueError]










	
reply_to

	Access the current message’s reply-to AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
returned

	Indicates if the message was delivered by consumer previously and
returned from RabbitMQ.


New in version 3.17.




	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]










	
routing_key

	Access the routing key for the current message.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
send_exception_to_sentry(exc_info)

	Send an exception to Sentry if enabled.


	Parameters

	exc_info (tuple [https://docs.python.org/3/library/stdtypes.html#tuple]) – exception information as returned from
sys.exc_info() [https://docs.python.org/3/library/sys.html#sys.exc_info]










	
sentry_client

	Access the Sentry raven Client instance or None

Use this object to add tags or additional context to Sentry
error reports (see raven.base.Client.tags_context() [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client.tags_context]) or
to report messages (via raven.base.Client.captureMessage() [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client.captureMessage])
directly to Sentry.


	Return type

	raven.base.Client [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client]










	
set_sentry_context(tag, value)

	Set a context tag in Sentry for the given key and value.


	Parameters

	
	tag (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context tag name


	value (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context value













	
settings

	Access the consumer settings as specified by the config section
for the consumer in the rejected configuration.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
shutdown()

	Override to cleanly shutdown when rejected is stopping the consumer.

This could be used for closing database connections or other such
activities.






	
stats_add_duration(key, duration)

	Add a duration to the per-message measurements


New in version 3.19.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds













	
stats_add_timing(key, duration)

	Add a timing to the per-message measurements


New in version 3.13.0.




Deprecated since version 3.19.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds













	
stats_incr(key, value=1)

	Increment the specified key in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_set_tag(key, value=1)

	Set the specified tag/value in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_set_value(key, value=1)

	Set the specified key/value in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_track_duration(key)

	Time around a context and add to the the per-message measurements


New in version 3.13.0.




Deprecated since version 3.19.0.




	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key for the timing to track










	
statsd_add_timing(key, duration)

	Add a timing to the per-message measurements


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds









Deprecated since version 3.13.0.








	
statsd_incr(key, value=1)

	Increment the specified key in the per-message measurements


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by









Deprecated since version 3.13.0.








	
statsd_track_duration(key)

	Time around a context and add to the the per-message measurements


	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key for the timing to track






Deprecated since version 3.13.0.








	
timestamp

	Access the unix epoch timestamp value from the AMQP message
properties of the current message.


	Return type

	int [https://docs.python.org/3/library/functions.html#int]










	
unset_sentry_context(tag)

	Remove a context tag from sentry


	Parameters

	tag (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context tag to remove










	
user_id

	Access the user-id AMQP message property from the current
message’s properties.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
yield_to_ioloop()

	Function that will allow Rejected to process IOLoop events while
in a tight-loop inside an asynchronous consumer.










	
class rejected.consumer.SmartPublishingConsumer(*args, **kwargs)[source]

	Deprecated, functionality moved to
rejected.consumer.SmartConsumer



Deprecated since version 3.17.0.







	
app_id

	Access the current message’s app-id property as an attribute of
the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
body

	Return the message body, unencoded if needed,
deserialized if possible.


	Return type

	any










	
content_encoding

	Access the current message’s content-encoding AMQP message
property as an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
content_type

	Access the current message’s content-type AMQP message property
as an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
correlation_id

	Access the current message’s correlation-id AMAP message
property as an attribute of the consumer class. If the message does not
have a correlation-id then, each message is assigned a new UUIDv4
based correlation-id value.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
exchange

	Access the AMQP exchange the message was published to as an
attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
expiration

	Access the current message’s expiration AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
finish()

	Finishes message processing for the current message. If this is
called in prepare(), the
process() method is not invoked
for the current message.






	
headers

	Access the current message’s headers AMQP message property as an
attribute of the consumer class.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
initialize()

	Extend this method for any initialization tasks that occur only when
the Consumer class is created.






	
io_loop

	Access the tornado.ioloop.IOLoop [https://www.tornadoweb.org/en/latest/ioloop.html#tornado.ioloop.IOLoop] instance for the
current message.


New in version 3.18.4.




	Return type

	tornado.ioloop.IOLoop [https://www.tornadoweb.org/en/latest/ioloop.html#tornado.ioloop.IOLoop]










	
message_age_key()

	Return the key part that is used in submitting message age stats.
Override this method to change the key part. This could be used to
include message priority in the key, for example.


New in version 3.18.6.




	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
message_id

	Access the current message’s message-id AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
message_type

	Access the current message’s type AMQP message property as an
attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
name

	Property returning the name of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
on_blocked(name)

	Called when a connection for this consumer is blocked.

Override this method to respond to being blocked.


New in version 3.17.




	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – The connection name that is blocked










	
on_finish()

	Called after a message has been processed.

Override this method to perform cleanup, logging, etc.
This method is a counterpart to
prepare().  on_finish may
not produce any output, as it is called after all processing has
taken place.

If an exception is raised during the processing of a message,
prepare() is not invoked.


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.








	
on_unblocked(name)

	Called when a connection for this consumer is unblocked.

Override this method to respond to being blocked.


New in version 3.17.




	Parameters

	name (str [https://docs.python.org/3/library/stdtypes.html#str]) – The connection name that is blocked










	
prepare()

	Called when a message is received before
process().


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.



If this method returns a Future [https://www.tornadoweb.org/en/latest/concurrent.html#tornado.concurrent.Future], execution
will not proceed until the Future has completed.






	
priority

	Access the current message’s priority AMQP message property as
an attribute of the consumer class.


	Return type

	int [https://docs.python.org/3/library/functions.html#int]










	
process()

	Extend this method for implementing your Consumer logic.

If the message can not be processed and the Consumer should stop after
n failures to process messages, raise the
ConsumerException.


Note

Asynchronous support: Decorate this method with
tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine] to make it asynchronous.




	Raises

	rejected.consumer.ConsumerException



	Raises

	rejected.consumer.MessageException



	Raises

	rejected.consumer.ProcessingException










	
properties

	Access the current message’s AMQP message properties in dict form as
an attribute of the consumer class.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
publish_message(exchange, routing_key, properties, body, no_serialization=False, no_encoding=False, channel=None)

	Publish a message to RabbitMQ on the same channel the original
message was received on.

By default, if you pass a non-string object to the body and the
properties have a supported content-type set, the body will be
auto-serialized in the specified content-type.

If the properties do not have a timestamp set, it will be set to the
current time.

If you specify a content-encoding in the properties and the encoding is
supported, the body will be auto-encoded.

Both of these behaviors can be disabled by setting no_serialization or
no_encoding to True.


	Parameters

	
	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – The exchange to publish to


	routing_key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The routing key to publish with


	properties (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – The message properties


	body (mixed) – The message body to publish


	no_serialization (bool [https://docs.python.org/3/library/functions.html#bool]) – Turn off auto-serialization of the body


	no_encoding (bool [https://docs.python.org/3/library/functions.html#bool]) – Turn off auto-encoding of the body


	channel (str [https://docs.python.org/3/library/stdtypes.html#str]) – The channel/connection name to use. If it is not
specified, the channel that the message was delivered on is used.













	
redelivered

	Indicates if the current message has been redelivered.


	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]










	
reply(response_body, properties, auto_id=True, exchange=None, reply_to=None)

	Reply to the received message.

If auto_id is True [https://docs.python.org/3/library/constants.html#True], a new UUIDv4 value will be generated
for the message_id AMQP message property. The correlation_id
AMQP message property will be set to the message_id of the
original message. In addition, the timestamp will be assigned the
current time of the message. If auto_id is False [https://docs.python.org/3/library/constants.html#False], neither
the message_id and the correlation_id AMQP properties will be
changed in the properties.

If exchange is not set, the exchange the message was received on
will be used.

If reply_to is set in the original properties,
it will be used as the routing key. If the reply_to is not set
in the properties and it is not passed in, a ValueError [https://docs.python.org/3/library/exceptions.html#ValueError] will be
raised. If reply to is set in the properties, it will be cleared out
prior to the message being republished.


	Parameters

	
	response_body (any) – The message body to send


	properties (rejected.data.Properties) – Message properties to use


	auto_id (bool [https://docs.python.org/3/library/functions.html#bool]) – Automatically shuffle message_id &
correlation_id


	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – Override the exchange to publish to


	reply_to (str [https://docs.python.org/3/library/stdtypes.html#str]) – Override the reply_to AMQP property






	Raises

	ValueError [https://docs.python.org/3/library/exceptions.html#ValueError]










	
reply_to

	Access the current message’s reply-to AMQP message property as
an attribute of the consumer class.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
returned

	Indicates if the message was delivered by consumer previously and
returned from RabbitMQ.


New in version 3.17.




	Return type

	bool [https://docs.python.org/3/library/functions.html#bool]










	
routing_key

	Access the routing key for the current message.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
send_exception_to_sentry(exc_info)

	Send an exception to Sentry if enabled.


	Parameters

	exc_info (tuple [https://docs.python.org/3/library/stdtypes.html#tuple]) – exception information as returned from
sys.exc_info() [https://docs.python.org/3/library/sys.html#sys.exc_info]










	
sentry_client

	Access the Sentry raven Client instance or None

Use this object to add tags or additional context to Sentry
error reports (see raven.base.Client.tags_context() [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client.tags_context]) or
to report messages (via raven.base.Client.captureMessage() [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client.captureMessage])
directly to Sentry.


	Return type

	raven.base.Client [https://raven.readthedocs.io/en/latest/usage.html#raven.base.Client]










	
set_sentry_context(tag, value)

	Set a context tag in Sentry for the given key and value.


	Parameters

	
	tag (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context tag name


	value (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context value













	
settings

	Access the consumer settings as specified by the config section
for the consumer in the rejected configuration.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
shutdown()

	Override to cleanly shutdown when rejected is stopping the consumer.

This could be used for closing database connections or other such
activities.






	
stats_add_duration(key, duration)

	Add a duration to the per-message measurements


New in version 3.19.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds













	
stats_add_timing(key, duration)

	Add a timing to the per-message measurements


New in version 3.13.0.




Deprecated since version 3.19.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds













	
stats_incr(key, value=1)

	Increment the specified key in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_set_tag(key, value=1)

	Set the specified tag/value in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_set_value(key, value=1)

	Set the specified key/value in the per-message measurements


New in version 3.13.0.




	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by













	
stats_track_duration(key)

	Time around a context and add to the the per-message measurements


New in version 3.13.0.




Deprecated since version 3.19.0.




	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key for the timing to track










	
statsd_add_timing(key, duration)

	Add a timing to the per-message measurements


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to add the timing to


	duration (int|float) – The timing value in seconds









Deprecated since version 3.13.0.








	
statsd_incr(key, value=1)

	Increment the specified key in the per-message measurements


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment the key by









Deprecated since version 3.13.0.








	
statsd_track_duration(key)

	Time around a context and add to the the per-message measurements


	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key for the timing to track






Deprecated since version 3.13.0.








	
timestamp

	Access the unix epoch timestamp value from the AMQP message
properties of the current message.


	Return type

	int [https://docs.python.org/3/library/functions.html#int]










	
unset_sentry_context(tag)

	Remove a context tag from sentry


	Parameters

	tag (str [https://docs.python.org/3/library/stdtypes.html#str]) – The context tag to remove










	
user_id

	Access the user-id AMQP message property from the current
message’s properties.


	Return type

	str [https://docs.python.org/3/library/stdtypes.html#str]










	
yield_to_ioloop()

	Function that will allow Rejected to process IOLoop events while
in a tight-loop inside an asynchronous consumer.













          

      

      

    

  

    
      
          
            
  
Testing Support

The rejected.testing.AsyncTestCase provides a based class for the
easy creation of tests for your consumers. The test cases exposes multiple
methods to make it easy to setup a consumer and process messages. It is
build on top of tornado.testing.AsyncTestCase [https://www.tornadoweb.org/en/latest/testing.html#tornado.testing.AsyncTestCase] which extends
unittest.TestCase [https://docs.python.org/3/library/unittest.html#unittest.TestCase].

To get started, override the
rejected.testing.AsyncTestCase.get_consumer() method.

Next, the rejected.testing.AsyncTestCase.get_settings() method can be
overridden to define the settings that are passed into the consumer.

Finally, to invoke your Consumer as if it were receiving a message, the
process_message() method should be
invoked.


Note

Tests are asynchronous, so each test should be decorated with
gen_test().




Example

The following example expects that when the message is processed by the
consumer, the consumer will raise a MessageException.

from rejected import consumer, testing

import my_package


class ConsumerTestCase(testing.AsyncTestCase):

    def get_consumer(self):
        return my_package.Consumer

    def get_settings(self):
        return {'remote_url': 'http://foo'}

    @testing.gen_test
    def test_consumer_raises_message_exception(self):
        with self.assertRaises(consumer.MessageException):
            yield self.process_message({'foo': 'bar'})






	
class rejected.testing.AsyncTestCase(methodName: str = 'runTest')[source]

	tornado.testing.AsyncTestCase [https://www.tornadoweb.org/en/latest/testing.html#tornado.testing.AsyncTestCase] subclass for testing
Consumer classes.


	
create_message(message, properties=None, exchange='rejected', routing_key='test')[source]

	Create a message instance for use with the consumer in testing.


	Parameters

	
	message (any) – the body of the message to create


	properties (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – AMQP message properties


	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – The exchange the message should appear to be from


	routing_key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The message’s routing key






	Return type

	rejected.data.Message










	
get_consumer()[source]

	Override to return the consumer class for testing.


	Return type

	rejected.consumer.Consumer










	
get_settings()[source]

	Override this method to provide settings to the consumer during
construction. These settings should be from the config stanza
of the Consumer configuration.


	Return type

	dict [https://docs.python.org/3/library/stdtypes.html#dict]










	
measurement

	Return the rejected.data.Measurement for the currently
assigned measurement object to the consumer.


	Return type

	rejected.data.Measurement










	
process_message(message_body=None, content_type='application/json', message_type=None, properties=None, exchange='rejected', routing_key='routing-key')[source]

	Process a message as if it were being delivered by RabbitMQ. When
invoked, an AMQP message will be locally created and passed into the
consumer. With using the default values for the method, if you pass in
a JSON serializable object, the message body will automatically be
JSON serialized.

If an exception is not raised, a Measurement
instance is returned that will contain all of the measurements
collected during the processing of the message.

Example:

class ConsumerTestCase(testing.AsyncTestCase):

    @testing.gen_test
    def test_consumer_raises_message_exception(self):
        with self.assertRaises(consumer.MessageException):
            result = yield self.process_message({'foo': 'bar'})






Note

This method is a co-routine and must be yielded to ensure
that your tests are functioning properly.




	Parameters

	
	message_body (any) – the body of the message to create


	content_type (str [https://docs.python.org/3/library/stdtypes.html#str]) – The mime type


	message_type (str [https://docs.python.org/3/library/stdtypes.html#str]) – identifies the type of message to create


	properties (dict [https://docs.python.org/3/library/stdtypes.html#dict]) – AMQP message properties


	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – The exchange the message should appear to be from


	routing_key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The message’s routing key






	Raises

	rejected.consumer.ConsumerException



	Raises

	rejected.consumer.MessageException



	Raises

	rejected.consumer.ProcessingException



	Return type

	rejected.data.Measurement










	
published_messages

	Return a list of PublishedMessage
that are extracted from all calls to
basic_publish() [https://pika.readthedocs.io/en/latest/modules/channel.html#pika.channel.Channel.basic_publish] that are invoked during the
test. The properties attribute is the
pika.spec.BasicProperties [https://pika.readthedocs.io/en/latest/modules/spec.html#pika.spec.BasicProperties]
instance that was created during publishing.


New in version 3.18.9.




	Returns

	list([PublishedMessage])










	
setUp()[source]

	Hook method for setting up the test fixture before exercising it.






	
tearDown()[source]

	Hook method for deconstructing the test fixture after testing it.










	
class rejected.testing.PublishedMessage(exchange, routing_key, properties, body)[source]

	Contains information about messages published during a test when
using rejected.testing.AsyncTestCase.


	Parameters

	
	exchange (str [https://docs.python.org/3/library/stdtypes.html#str]) – The exchange the message was published to


	routing_key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The routing key the message was published with


	properties (pika.spec.BasicProperties [https://pika.readthedocs.io/en/latest/modules/spec.html#pika.spec.BasicProperties]) – AMQP message properties


	body (bytes [https://docs.python.org/3/library/stdtypes.html#bytes]) – AMQP message body









New in version 3.18.9.








	
rejected.testing.gen_test(func: Optional[Callable[[...], Union[collections.abc.Generator, Coroutine]]] = None, timeout: Optional[float] = None) → Union[Callable[[...], None], Callable[[Callable[[...], Union[collections.abc.Generator, Coroutine]]], Callable[[...], None]]][source]

	Testing equivalent of tornado.gen.coroutine() [https://www.tornadoweb.org/en/latest/gen.html#tornado.gen.coroutine], to be applied to test
methods.
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Rejected Data Objects

Rejected data objects


	
class rejected.data.Measurement[source]

	Common Measurement Object that provides common methods for collecting
and exposes measurement data that is submitted in
rejected.process.Process and rejected.consumer.Consumer
for submission to statsd or influxdb.







	Attributes





	counters

	Counters that are affected by
decr() and
incr()



	durations

	List of duration values (float or int)



	tags

	Tag key/value pairs for use with InfluxDB



	values

	Numeric values such as integers, gauges,
and such.







New in version 3.13.0.




	
add_duration(key, value)[source]

	Add a duration for the specified key


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The value name


	value (float [https://docs.python.org/3/library/functions.html#float]) – The value









New in version 3.19.0.








	
decr(key, value=1)[source]

	Decrement a counter.


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to decrement


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to decrement by













	
incr(key, value=1)[source]

	Increment a counter.


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The key to increment


	value (int [https://docs.python.org/3/library/functions.html#int]) – The value to increment by













	
set_tag(key, value)[source]

	Set a tag. This is only used for InfluxDB measurements.


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The tag name


	value (str [https://docs.python.org/3/library/stdtypes.html#str] or bool [https://docs.python.org/3/library/functions.html#bool] or int [https://docs.python.org/3/library/functions.html#int]) – The tag value













	
set_value(key, value)[source]

	Set a value.


	Parameters

	
	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The value name


	value (int [https://docs.python.org/3/library/functions.html#int] or float [https://docs.python.org/3/library/functions.html#float]) – The value













	
track_duration(key)[source]

	Context manager that sets a value with the duration of time that it
takes to execute whatever it is wrapping.


	Parameters

	key (str [https://docs.python.org/3/library/stdtypes.html#str]) – The timing name














	
class rejected.data.Message(connection, channel, method, properties, body, returned=False)[source]

	Class for containing all the attributes about a message object creating a
flatter, move convenient way to access the data while supporting the legacy
methods that were previously in place in rejected < 2.0







	Attributes





	body

	The AMQP message body



	connection

	The name of the connection that the
message was received on.



	channel

	The channel that the message was
was received on.



	consumer_tag

	The consumer tag registered with RabbitMQ
that identifies which consumer registered
to receive this message.



	delivery_tag

	The delivery tag that represents the
deliver of this message with RabbitMQ.



	exchange

	The exchange the message was published to



	method

	The pika.spec.Basic.Deliver [https://pika.readthedocs.io/en/latest/modules/spec.html#pika.spec.Basic.Deliver] or
pika.spec.Basic.Return [https://pika.readthedocs.io/en/latest/modules/spec.html#pika.spec.Basic.Return] object
that represents how the message was
received by rejected.



	properties

	The BasicProperties [https://pika.readthedocs.io/en/latest/modules/spec.html#pika.spec.BasicProperties]
object that represents the message’s AMQP
properties.



	redelivered

	A flag that indicates the message was
previously delivered by RabbitMQ.



	returned

	A flag that indicates the message was
returned by RabbitMQ.



	routing_key

	The routing key that was used to deliver
the message.











	
class rejected.data.Properties(properties=None)[source]

	A class that represents all of the field attributes of AMQP’s
Basic.Properties.







	Attributes





	app_id

	Creating application id



	content_type

	MIME content type



	content_encoding

	MIME content encoding



	correlation_id

	Application correlation identifier



	delivery_mode

	Non-persistent (1) or persistent (2)



	expiration

	Message expiration specification



	headers

	Message header field table



	message_id

	Application message identifier



	priority

	Message priority, 0 to 9



	reply_to

	Address to reply to



	timestamp

	Message timestamp



	type

	Message type name



	user_id

	Creating user id














          

      

      

    

  

    
      
          
            
  
Changelog


3.20.10


	FIXED a bug in rejected.testing PublishedMessage body and properties being swapped for republished messages  #41 [https://github.com/gmr/rejected/pull/41] - nvllsvm [https://github.com/nvllsvm]







3.20.9


	FIXED a bug in rejected.testing that was introduced in 3.20.8  #37 [https://github.com/gmr/rejected/pull/37] - nvllsvm [https://github.com/nvllsvm]


	FIXED a compatibility issue with Python 3.9  #38 [https://github.com/gmr/rejected/pull/38] - nvllsvm [https://github.com/nvllsvm]







3.20.8


	FIXED a bug in rejected.testing when using only positional arguments #36 [https://github.com/gmr/rejected/pull/36] - nvllsvm [https://github.com/nvllsvm]


	FIXED a defect in string formatting when raising an exception due to a missing setting







3.20.7


	Loosen the pin on pyyaml due to security issue







3.20.6


	FIXED an issue when TCP statsd fails to connect not calling the tcp on close callback







3.20.5


	When TCP statsd is enabled and the statsd client can not connect, shutdown rejected.process.Process


	
	Only log TCP statsd send_metric failures when the client believes it is connected

	
	If send_metric failure occurs and it believes it’s connected, shutdown rejected.process.Process










	Log state on AMQP connection failure







3.20.4


	FIXED initialize() getting called twice in rejected.testing







3.20.3


	Catch an operational exceptions when checking if a process is still alive







3.20.2


	Catch a few operational exceptions when starting a consumer process







3.20.1


	Don’t expect asyncio’s Futures to have exc_info().







3.20.0


	flake8 cleanup


	Update pins and minor fixes allowing support for Tornado 6, pika 0.13







3.19.21


	Better handle RabbitMQ connection failures, forced connection close, broker shutdowns, etc







3.19.20


	Address odd on_channel_closed() behavior with
spinning connection creation when pika.exceptions.ConnectionClosed [https://pika.readthedocs.io/en/latest/modules/exceptions.html#pika.exceptions.ConnectionClosed]
while trying to create a new channel.







3.19.19


	FIXED rejected.consumer.RejectedException to not blow up when an exception
was created with no args or kwargs.







3.19.18


	FIXED rejected.consumer.RejectedException log message formatting when
using format strings in the passed in value.







3.19.17


	Ensure exceptions are cast to strings when logging in rejected.consumer.Consumer







3.19.16


	FIXED on_open() when pika raises
pika.exceptions.ConnectionClosed [https://pika.readthedocs.io/en/latest/modules/exceptions.html#pika.exceptions.ConnectionClosed] when trying to create a new channel.







3.19.15


	FIXED on_channel_closed() when pika raises
pika.exceptions.ConnectionClosed [https://pika.readthedocs.io/en/latest/modules/exceptions.html#pika.exceptions.ConnectionClosed] when trying to create a new channel.







3.19.14


	Fix misnamed ACK_PROCESSING_EXCEPTIONS constant in processing logic


	Hard pin to pika 0.12.0 due to breaking changes in 0.13







3.19.13


	FIXED rejected.consumer.RejectedException to pull the metric and value
args from the kwargs instead of explicitly defining them. This allows for
consumers prior to 3.19 to experience the same metric style behavior as
before.


	ADDED ACK_PROCESSING_EXCEPTIONS class level attribute to rejected.consumer.Consumer
that allows a consumer to ack a ProcessingException
instead of rejecting it, constraining the use of dead-lettering in RbbitMQ
to :exc:`~rejected.consumer.MessageException`s.







3.19.12


	Loosen the pika pin to work with Python 3.7







3.19.11


	FIXED consumer cancellation handling to shutdown the connection







3.19.10


	Address shutdown and dead process bugs







3.19.9


	TCP statsd wants a linefeed







3.19.8


	FIXED statsd TCP configuration setting bug (str vs bool)


	Log setup exceptions







3.19.7


	ADDED ability to connect to statsd via TCP for submitting metrics







3.19.6


	ADDED ability to disable including the hostname when submitting stats to statsd







3.19.5


	Add SSL connection flag support to configuration #20 [https://github.com/gmr/rejected/pull/20] - code-fabriek [https://github.com/code-fabriek]


	Fix documentation for rejected.data.Measurement


	Alter logging levels for connection failures


	Add rejected.testing.AsyncTestCase.measurement







3.19.4


	Try to handle a MCP process cleanup race condition better (Sentry REJECTED-DA)







3.19.3


	Really fix a bug with the processing time and message age metrics







3.19.2


	Fix a bug with the processing time and message age metrics


	Catch a timeout when waiting on a zombie







3.19.1


	Fix a bug in the new durations code







3.19.0


	Sentry client changes:
- Do not assign version, let the client figure that out
- Do not specify the versions of loaded modules, let the client figure that out


	Add rejected.data.Measurement.add_duration, changing the behavior of
recorded durations, creating a stack of timings instead of a single timing
for the key. For InfluxDB submissions, if there is a only a single value,
that metric will continue to submit as previous versions. If there are multiple,
the average, min, max, median, and 95th percentile values will be submitted.


	Add rejected.consumer.Consumer.stats_add_duration


	Deprecate rejected.consumer.Consumer.stats_add_timing


	Deprecate rejected.consumer.Consumer.stats_add_timing


	Consumer tags are now in the format [consumer-name]-[os PID]


	Created a base exception class rejected.consumer.RejectedException


	rejected.consumer.ConsumerException, rejected.consumer.MessageException,
and rejected.consumer.ProcessingException extend rejected.consumer.RejectedException


	If a rejected.consumer.ConsumerException, rejected.consumer.MessageException,
or rejected.consumer.ProcessingException are passed a keyword of metric,
the consumer will automatically instrument a counter (statsd) or tag (InfluxDB)
using the metric value.


	rejected.consumer.ConsumerException, rejected.consumer.MessageException,
and rejected.consumer.ProcessingException now support “new style” string formatting,
automatically applying the args and keyword args that are passed into the creation
of the exception.


	Logging levels for exceptions changed:
- rejected.consumer.ConsumerException are logged with error
- rejected.consumer.MessageException are logged with info
- rejected.consumer.ProcessingException are logged with warning


	Fix the handling of child startup failures in the MCP


	Fix a bug where un-configured consumers caused an exception in the MCP


	Handle the edge case when a connection specified in the consumer config does not exist


	Refactor how the version of the consumer module or package is determined


	Add ProcessingException as a top-level package export


	Fix misc docstrings


	Fix the use of SIGABRT being used from child processes to notify the MCP when
processes exit, instead register for SIGCHLD in the MCP.







3.18.9


	Added rejected.testing.AsyncTestCase.published_messages() and rejected.testing.PublishedMessage


	Updated testing documentation


	Updated the setup.py extras install for testing to install all testing dependencies


	Made raven optional in rejected.testing







3.18.8


	Fix the mocks in rejected.testing







3.18.7


	Fix child process errors in shutdown


	Fix unfiltered connection list returned to a process, introduced in 3.18.4







3.18.6


	Move message age stat to Consumer, add method to override key







3.18.5


	Treat NotImplementedError as an unhandled exception







3.18.4


	Handle UNHANDLED_EXCEPTION in rejected.testing


	Add the rejected.consumer.Consumer.io_loop property


	Add the testing setup.py extras_require entry







3.18.3


	Fix rejected.consumer.Consumer.require_setting







3.18.2


	Fix the republishing of dropped messages







3.18.1


	Fix ProcessingException AMQP header property assignment







3.18.0


	Add connection as an attribute of channel in rejected.testing


	Refactor how error text is extracted in rejected.consumer.Consumer.execute


	When a message raises a ProcessingException, the string value of the exception is added to the AMQP message headers property


	Messages dropped by a consumer can now be republished to a different exchange







3.17.4


	Don’t start consuming until all connections are ready, fix shutdown







3.17.3


	Fix publisher confirmations







3.17.2


	Don’t blow up if stats is not defined in config







3.17.1


	Documentation updates


	Fix the test for Consumer configuration







3.17.0


	rejected.testing updates


	Add automatic assignment of correlation-id to rejected.consumer.Consumer


	Only use sentry_client if it’s configured


	Behavior change: Don’t spawn a process per connection, Spawn qty consumers with N connections


	Add State.is_active


	Add attributes for the connection the message was received on and if the message was published by the consumer and returned by RabbitMQ


	Deprecate PublishingConsumer and SmartPublishingConsumer, folding them into Consumer and SmartConsumer respectively


	Refactor to not have a singular channel instance, but rather a dict of channels for all connections


	Add the ability to specify a channel to publish a message on, defaulting to the channel the message was delivered on


	Add a property that indicates the current message that is being processed was returned by RabbitMQ


	Change Consumer._execute and Consumer._set_channel to be “public” but will hide from docs.


	
	Major Process refactor

	
	Create a new Connection class to isolate direct AMQP connection/channel management from the Process class.


	Alter Process to allow for multiple connections. This allows a consumer to consume from multiple AMQP broker connections or have AMQP broker connections that are not used for consuming. This could be useful for consuming from one broker and publishing to another broker in a different data center.


	Add new enabled flag in the config for statsd and influxdb stats monitoring


	Add a new behavior that puts pending messages sent into a collections.deque when a consumer is processing instead of just blocking on message delivery until processing is done. This could have a negative impact on memory utilization for consumers with large messages, but can be controlled by the qos_prefetch setting.


	Process now sends messages returned from RabbitMQ to the Consumer


	Process now will notify a consumer when RabbitMQ blocks and unblocks a connection















3.16.7


	Allow for any AMQP properties when testing







3.16.6


	Refactor and cleanup Sentry configuration and behavior







3.16.5


	Fix InfluxDB error metrics







3.16.4


	Update logging levels in rejected.consumer.Consumer._execute


	Set exception error strings in per-request measurements







3.16.3


	Better exception logging/sentry use in async consumers







3.16.2


	Fix a bug using -o in Python 3







3.16.1


	Add rejected.consumer.Consumer.send_exception_to_sentry







3.16.0


	Add rejected.testing testing framework







3.15.1


	Ensure that message age is always a float







3.15.0


	
	Sentry Updates

	
	Catch all top-level startup exceptions and send them to sentry


	Fix the sending of consumer exceptions to sentry















3.14.0


	Cleanup the shutdown and provide way to bypass cache in active_processes


	If a consumer has not responded back with stats info after 3 attempts, it will be shutdown and a new consumer will take its place.


	Add the consumer name to the extra values for logging







3.13.4


	Properly handle finishing in rejected.consumer.Consumer.prepare


	Fix default/class level config of error exchange, etc







3.13.3


	Fix rejected.consumer.Consumer.stats_track_duration







3.13.2


	Better backwards compatibility with rejected.consumer.Consumer “stats” commands







3.13.1


	
	Bugfixes:

	
	Construct the proper InfluxDB base URL


	Fix the mixin __init__ signature to support the new kwargs


	Remove overly verbose logging















3.13.0


	Remove Python 2.6 support


	Documentation Updates


	consumer.Consumer: Accept multiple MESSAGE_TYPEs.


	PublishingConsumer: Remove routing key from metric.


	Add per-consumer sentry configuration


	Refactor Consumer stats and statsd support


	
	Update to use the per-message measurement

	
	Changes how we submit measurements to statsd
- Drops some redundant measurements that were submitted
- Renames the exception measurement names


	Adds support for InfluxDB


















          

      

      

    

  

    
      
          
            
  All modules for which code is available
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  Source code for rejected.consumer

"""
The :py:class:`Consumer`, and :py:class:`SmartConsumer` provide base
classes to extend for consumer applications.

While the :py:class:`Consumer` class provides all the structure required for
implementing a rejected consumer, the :py:class:`SmartConsumer` adds
functionality designed to make writing consumers even easier. When messages
are received by consumers extending :py:class:`SmartConsumer`, if the message's
``content_type`` property contains one of the supported mime-types, the message
body will automatically be deserialized, making the deserialized message body
available via the ``body`` attribute. Additionally, should one of the supported
``content_encoding`` types (``gzip`` or ``bzip2``) be specified in the
message's property, it will automatically be decoded.

Supported `SmartConsumer` MIME types are:

 - application/msgpack (with u-msgpack-python installed)
 - application/json
 - application/pickle
 - application/x-pickle
 - application/x-plist
 - application/x-vnd.python.pickle
 - application/vnd.python.pickle
 - text/csv
 - text/html (with beautifulsoup4 installed)
 - text/xml (with beautifulsoup4 installed)
 - text/yaml
 - text/x-yaml

"""
import bz2
import contextlib
import csv
import datetime
import io
import json
import logging
import pickle
import plistlib
import sys
import time
import uuid
import warnings
import zlib

import pika
from pika import exceptions
from tornado import concurrent, gen, locks
import yaml

from . import data, log

LOGGER = logging.getLogger(__name__)

# Optional imports
try:
    import bs4
except ImportError:
    LOGGER.warning('BeautifulSoup not found, disabling html and xml support')
    bs4 = None

try:
    import umsgpack
except ImportError:
    LOGGER.warning('umsgpack not found, disabling msgpack support')
    umsgpack = None

# Python3 Support
try:
    unicode()
except NameError:
    unicode = str


DEFAULT_CHANNEL = 'default'
_DROPPED_MESSAGE = 'X-Rejected-Dropped'
_PROCESSING_EXCEPTIONS = 'X-Processing-Exceptions'
_EXCEPTION_FROM = 'X-Exception-From'

BS4_MIME_TYPES = ('text/html', 'text/xml')
PICKLE_MIME_TYPES = ('application/pickle', 'application/x-pickle',
                     'application/x-vnd.python.pickle',
                     'application/vnd.python.pickle')
YAML_MIME_TYPES = ('text/yaml', 'text/x-yaml')


[docs]class Consumer(object):
    """Base consumer class that defines the contract between rejected and
    consumer applications.

    In any of the consumer base classes, if the ``message_type`` is specified
    in the configuration (or set with the ``MESSAGE_TYPE`` attribute), the
    ``type`` property of incoming messages will be validated against when a
    message is received. If there is no match, the consumer will not
    process the message and will drop the message without an exception if the
    ``drop_invalid_messages`` setting is set to ``True`` in the configuration
    (or if the ``DROP_INVALID_MESSAGES`` attribute is set to ``True``).
    If it is ``False``, a :exc:`~rejected.consumer.MessageException` is raised.

    If ``DROP_EXCHANGE`` is specified either as an attribute of the consumer
    class or in the consumer configuration, if a message is dropped, it is
    published to the that exchange prior to rejecting the message in RabbitMQ.
    When the message is republished, four new values are added to the AMQP
    ``headers`` message property: ``X-Dropped-By``, ``X-Dropped-Reason``,
    ``X-Dropped-Timestamp``, ``X-Original-Exchange``.

    The ``X-Dropped-By`` header value contains the configured name of the
    consumer that dropped the message. ``X-Dropped-Reason`` contains the
    reason the message was dropped (eg invalid message type or maximum error
    count). ``X-Dropped-Timestamp`` value contains the ISO-8601 formatted
    timestamp of when the message was dropped. Finally, the
    ``X-Original-Exchange`` value contains the original exchange that the
    message was published to.

    If a consumer raises a :exc:`~rejected.consumer.ProcessingException`, the
    message that was being processed will be republished to the exchange
    specified by the ``error`` exchange configuration value or the
    ``ERROR_EXCHANGE`` attribute of the consumer's class. The message will be
    published using the routing key that was last used for the message. The
    original message body and properties will be used and two additional
    header property values may be added:

        - ``X-Processing-Exception`` contains the string value of the
            exception that was raised, if specified.
        - ``X-Processing-Exceptions`` contains the quantity of processing
            exceptions that have been raised for the message.

    In combination with a queue that has ``x-message-ttl`` set
    and ``x-dead-letter-exchange`` that points to the original exchange for the
    queue the consumer is consuming off of, you can implement a delayed retry
    cycle for messages that are failing to process due to external resource or
    service issues.

    If ``error_max_retry`` is specified in the configuration or
    ``ERROR_MAX_RETRY`` is set on the class, the headers for each method
    will be inspected and if the value of ``X-Processing-Exceptions`` is
    greater than or equal to the specified value, the message will
    be dropped.

    As of 3.18.6, the ``MESSAGE_AGE_KEY`` class level attribute contains the
    default key part to used when recording stats for the message age. You can
    also override the :py:meth:`~rejected.consumer.Consumer.message_age_key`
    method to create compound keys. For example, to create a key that includes
    the message priority:

    .. code:: python

        class Consumer(consumer.Consumer):

            def message_age_key(self):
                return 'priority-{}.message_age'.format(self.priority or 0)

    .. note:: Since 3.17, :class:`~rejected.consumer.Consumer` and
        :class:`~rejected.consumer.PublishingConsumer` have been combined
        into the same class.

    As of 3.19.13, the ``ACK_PROCESSING_EXCEPTIONS`` class level attribute
    allows you to ack messages that raise a
    :exc:`~rejected.consumer.ProcessingException` instead of rejecting them,
    allowing for dead-lettered messages to be constrained to
    :exc:`~rejected.consumer.MessageException`s only. Defaults to `False`.

    """
    DROP_EXCHANGE = None
    DROP_INVALID_MESSAGES = False
    MESSAGE_TYPE = None
    ERROR_EXCHANGE = 'errors'
    ERROR_MAX_RETRY = None
    MESSAGE_AGE_KEY = 'message_age'
    ACK_PROCESSING_EXCEPTIONS = False

    def __init__(self, settings, process,
                 drop_invalid_messages=None,
                 message_type=None,
                 error_exchange=None,
                 error_max_retry=None,
                 drop_exchange=None):
        """Creates a new instance of the :class:`~rejected.consumer.Consumer`
        class. To perform initialization tasks, extend
        :meth:`~rejected.consumer.Consumer.initialize`.

        """
        self._channels = {}
        self._correlation_id = None
        self._drop_exchange = drop_exchange or self.DROP_EXCHANGE
        self._drop_invalid = drop_invalid_messages or \
            self.DROP_INVALID_MESSAGES
        self._error_exchange = error_exchange or self.ERROR_EXCHANGE
        self._error_max_retry = error_max_retry or self.ERROR_MAX_RETRY
        self._finished = False
        self._message = None
        self._message_type = message_type or self.MESSAGE_TYPE
        self._measurement = None
        self._message_body = None
        self._process = process
        self._settings = settings
        self._yield_condition = locks.Condition()

        # Create a logger that attaches correlation ID to the record
        self._logger = logging.getLogger(
            settings.get('_import_module', __name__))
        self.logger = log.CorrelationAdapter(self._logger, self)

        # Set a Sentry context for the consumer
        self.set_sentry_context('consumer', self.name)

        # Run any child object specified initialization
        self.initialize()

[docs]    def initialize(self):
        """Extend this method for any initialization tasks that occur only when
        the :class:`~rejected.consumer.Consumer` class is created.

        """
        pass


[docs]    def prepare(self):
        """Called when a message is received before
        :meth:`~rejected.consumer.Consumer.process`.

        .. note:: Asynchronous support: Decorate this method with
            :func:`tornado.gen.coroutine` to make it asynchronous.

        If this method returns a :class:`~tornado.concurrent.Future`, execution
        will not proceed until the Future has completed.

        """
        pass


[docs]    def process(self):
        """Extend this method for implementing your Consumer logic.

        If the message can not be processed and the Consumer should stop after
        n failures to process messages, raise the
        :exc:`~rejected.consumer.ConsumerException`.

        .. note:: Asynchronous support: Decorate this method with
            :func:`tornado.gen.coroutine` to make it asynchronous.

        :raises: :exc:`rejected.consumer.ConsumerException`
        :raises: :exc:`rejected.consumer.MessageException`
        :raises: :exc:`rejected.consumer.ProcessingException`

        """
        raise NotImplementedError


[docs]    def message_age_key(self):
        """Return the key part that is used in submitting message age stats.
        Override this method to change the key part. This could be used to
        include message priority in the key, for example.

        .. versionadded:: 3.18.6

        :rtype: str

        """
        return self.MESSAGE_AGE_KEY


[docs]    def on_finish(self):
        """Called after a message has been processed.

        Override this method to perform cleanup, logging, etc.
        This method is a counterpart to
        :meth:`~rejected.consumer.Consumer.prepare`.  ``on_finish`` may
        not produce any output, as it is called after all processing has
        taken place.

        If an exception is raised during the processing of a message,
        :meth:`~rejected.consumer.Consumer.prepare` is not invoked.

        .. note:: Asynchronous support: Decorate this method with
            :func:`tornado.gen.coroutine` to make it asynchronous.

        """
        self.logger.debug('on_finished invoked')


[docs]    def on_blocked(self, name):
        """Called when a connection for this consumer is blocked.

        Override this method to respond to being blocked.

        .. versionadded:: 3.17

        :param str name: The connection name that is blocked

        """
        self.logger.debug('Connection %s has been blocked', name)


[docs]    def on_unblocked(self, name):
        """Called when a connection for this consumer is unblocked.

        Override this method to respond to being blocked.

        .. versionadded:: 3.17

        :param str name: The connection name that is blocked

        """
        self.logger.debug('Connection %s has been unblocked', name)


[docs]    def shutdown(self):
        """Override to cleanly shutdown when rejected is stopping the consumer.

        This could be used for closing database connections or other such
        activities.

        """
        self.logger.debug('shutdown invoked')


    """Utility Methods for use by Consumer Code"""

[docs]    def finish(self):
        """Finishes message processing for the current message. If this is
        called in :meth:`~rejected.consumer.Consumer.prepare`, the
        :meth:`~rejected.consumer.Consumer.process` method is not invoked
        for the current message.

        """
        if self._finished:
            self.logger.warning('Finished called when already finished')
            return
        self._finished = True
        self.on_finish()


[docs]    def publish_message(self, exchange, routing_key, properties, body,
                        channel=None):
        """Publish a message to RabbitMQ on the same channel the original
        message was received on.

        :param str exchange: The exchange to publish to
        :param str routing_key: The routing key to publish with
        :param dict properties: The message properties
        :param str body: The message body
        :param str channel: The channel/connection name to use. If it is not
            specified, the channel that the message was delivered on is used.

        """
        self.logger.debug('Publishing message to %s:%s (%s)',
                          exchange, routing_key, channel)
        with self._measurement.track_duration(
                'publish.{}.{}'.format(exchange, routing_key)):
            self._publish_channel(channel).basic_publish(
                exchange=exchange,
                routing_key=routing_key,
                properties=self._get_pika_properties(properties),
                body=body)


[docs]    def reply(self, response_body, properties,
              auto_id=True,
              exchange=None,
              reply_to=None):
        """Reply to the received message.

        If ``auto_id`` is :data:`True`, a new UUIDv4 value will be generated
        for the ``message_id`` AMQP message property. The ``correlation_id``
        AMQP message property will be set to the ``message_id`` of the
        original message. In addition, the ``timestamp`` will be assigned the
        current time of the message. If ``auto_id`` is :data:`False`, neither
        the ``message_id`` and the ``correlation_id`` AMQP properties will be
        changed in the properties.

        If ``exchange`` is not set, the exchange the message was received on
        will be used.

        If ``reply_to`` is set in the original properties,
        it will be used as the routing key. If the ``reply_to`` is not set
        in the properties and it is not passed in, a :exc:`ValueError` will be
        raised. If reply to is set in the properties, it will be cleared out
        prior to the message being republished.

        :param any response_body: The message body to send
        :param properties: Message properties to use
        :type properties: :class:`rejected.data.Properties`
        :param bool auto_id: Automatically shuffle ``message_id`` &
            ``correlation_id``
        :param str exchange: Override the exchange to publish to
        :param str reply_to: Override the ``reply_to`` AMQP property
        :raises: :exc:`ValueError`

        """
        if not properties.reply_to and not reply_to:
            raise ValueError('Missing reply_to in properties or as argument')

        if auto_id and properties.message_id:
            properties.app_id = __name__
            properties.correlation_id = properties.message_id
            properties.message_id = str(uuid.uuid4())
            properties.timestamp = int(time.time())
            self.logger.debug('New message_id: %s', properties.message_id)
            self.logger.debug('Correlation_id: %s', properties.correlation_id)

        # Redefine the reply to if needed
        reply_to = reply_to or properties.reply_to

        # Wipe out reply_to if it's set
        if properties.reply_to:
            properties.reply_to = None

        self.publish_message(exchange or self._message.exchange, reply_to,
                             dict(properties), response_body)


[docs]    def send_exception_to_sentry(self, exc_info):
        """Send an exception to Sentry if enabled.

        :param tuple exc_info: exception information as returned from
            :func:`sys.exc_info`

        """
        self._process.send_exception_to_sentry(exc_info)


[docs]    def set_sentry_context(self, tag, value):
        """Set a context tag in Sentry for the given key and value.

        :param str tag: The context tag name
        :param str value: The context value

        """
        if self.sentry_client:
            self.logger.debug(
                'Setting sentry context for %s to %s', tag, value)
            self.sentry_client.tags_context({tag: value})


[docs]    def stats_add_duration(self, key, duration):
        """Add a duration to the per-message measurements

        .. versionadded:: 3.19.0

        :param str key: The key to add the timing to
        :param int|float duration: The timing value in seconds

        """
        if not self._measurement:
            LOGGER.warning('stats_add_timing invoked outside execution')
            return
        self._measurement.add_duration(key, duration)


[docs]    def stats_add_timing(self, key, duration):
        """Add a timing to the per-message measurements

        .. versionadded:: 3.13.0
        .. deprecated:: 3.19.0

        :param str key: The key to add the timing to
        :param int|float duration: The timing value in seconds

        """
        warnings.warn('Deprecated, use Consumer.stats_add_duration',
                      DeprecationWarning)
        self.stats_add_duration(key, duration)


[docs]    def statsd_add_timing(self, key, duration):
        """Add a timing to the per-message measurements

        :param str key: The key to add the timing to
        :param int|float duration: The timing value in seconds

        .. deprecated:: 3.13.0

        """
        warnings.warn('Deprecated, use Consumer.stats_add_duration',
                      DeprecationWarning)
        self.stats_add_duration(key, duration)


[docs]    def stats_incr(self, key, value=1):
        """Increment the specified key in the per-message measurements

        .. versionadded:: 3.13.0

        :param str key: The key to increment
        :param int value: The value to increment the key by

        """
        if not self._measurement:
            LOGGER.warning('stats_incr invoked outside execution')
            return
        self._measurement.incr(key, value)


[docs]    def statsd_incr(self, key, value=1):
        """Increment the specified key in the per-message measurements

        :param str key: The key to increment
        :param int value: The value to increment the key by

        .. deprecated:: 3.13.0

        """
        warnings.warn('Deprecated, use Consumer.stats_incr',
                      DeprecationWarning)
        self.stats_incr(key, value)


[docs]    def stats_set_tag(self, key, value=1):
        """Set the specified tag/value in the per-message measurements

        .. versionadded:: 3.13.0

        :param str key: The key to increment
        :param int value: The value to increment the key by

        """
        if not self._measurement:
            LOGGER.warning('stats_set_tag invoked outside execution')
            return
        self._measurement.set_tag(key, value)


[docs]    def stats_set_value(self, key, value=1):
        """Set the specified key/value in the per-message measurements

        .. versionadded:: 3.13.0

        :param str key: The key to increment
        :param int value: The value to increment the key by

        """
        if not self._measurement:
            LOGGER.warning('stats_set_value invoked outside execution')
            return
        self._measurement.set_value(key, value)


[docs]    @contextlib.contextmanager
    def stats_track_duration(self, key):
        """Time around a context and add to the the per-message measurements

        .. versionadded:: 3.13.0
        .. deprecated:: 3.19.0

        :param str key: The key for the timing to track

        """
        start_time = time.time()
        try:
            yield
        finally:
            self.stats_add_duration(
                key, max(start_time, time.time()) - start_time)


[docs]    def statsd_track_duration(self, key):
        """Time around a context and add to the the per-message measurements

        :param str key: The key for the timing to track

        .. deprecated:: 3.13.0

        """
        warnings.warn('Deprecated, use Consumer.stats_track_duration',
                      DeprecationWarning)
        return self.stats_track_duration(key)


[docs]    def unset_sentry_context(self, tag):
        """Remove a context tag from sentry

        :param str tag: The context tag to remove

        """
        if self.sentry_client:
            self.sentry_client.tags.pop(tag, None)


[docs]    @gen.coroutine
    def yield_to_ioloop(self):
        """Function that will allow Rejected to process IOLoop events while
        in a tight-loop inside an asynchronous consumer.

        """
        try:
            yield self._yield_condition.wait(
                self._message.channel.connection.ioloop.time() + 0.001)
        except gen.TimeoutError:
            pass


    """Quick-access properties"""

    @property
    def app_id(self):
        """Access the current message's ``app-id`` property as an attribute of
        the consumer class.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.properties.app_id

    @property
    def body(self):
        """Access the opaque body from the current message.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.body

    @property
    def content_encoding(self):
        """Access the current message's ``content-encoding`` AMQP message
        property as an attribute of the consumer class.

        :rtype: str

        """
        if not self._message:
            return None
        return (self._message.properties.content_encoding or
                '').lower() or None

    @property
    def content_type(self):
        """Access the current message's ``content-type`` AMQP message property
        as an attribute of the consumer class.

        :rtype: str

        """
        if not self._message:
            return None
        return (self._message.properties.content_type or '').lower() or None

    @property
    def correlation_id(self):
        """Access the current message's ``correlation-id`` AMAP message
        property as an attribute of the consumer class. If the message does not
        have a ``correlation-id`` then, each message is assigned a new UUIDv4
        based ``correlation-id`` value.

        :rtype: str

        """
        return self._correlation_id

    @property
    def exchange(self):
        """Access the AMQP exchange the message was published to as an
        attribute of the consumer class.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.exchange

    @property
    def expiration(self):
        """Access the current message's ``expiration`` AMQP message property as
        an attribute of the consumer class.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.properties.expiration

    @property
    def headers(self):
        """Access the current message's ``headers`` AMQP message property as an
        attribute of the consumer class.

        :rtype: dict

        """
        if not self._message:
            return None
        return self._message.properties.headers or {}

    @property
    def io_loop(self):
        """Access the :py:class:`tornado.ioloop.IOLoop` instance for the
        current message.

        .. versionadded:: 3.18.4

        :rtype: tornado.ioloop.IOLoop

        """
        return self._message.channel.connection.ioloop

    @property
    def message_id(self):
        """Access the current message's ``message-id`` AMQP message property as
        an attribute of the consumer class.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.properties.message_id

    @property
    def name(self):
        """Property returning the name of the consumer class.

        :rtype: str

        """
        return self.__class__.__name__

    @property
    def priority(self):
        """Access the current message's ``priority`` AMQP message property as
        an attribute of the consumer class.

        :rtype: int

        """
        if not self._message:
            return None
        return self._message.properties.priority

    @property
    def properties(self):
        """Access the current message's AMQP message properties in dict form as
        an attribute of the consumer class.

        :rtype: dict

        """
        if not self._message:
            return None
        return dict(self._message.properties)

    @property
    def redelivered(self):
        """Indicates if the current message has been redelivered.

        :rtype: bool

        """
        if not self._message:
            return None
        return self._message.redelivered

    @property
    def reply_to(self):
        """Access the current message's ``reply-to`` AMQP message property as
        an attribute of the consumer class.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.properties.reply_to

    @property
    def returned(self):
        """Indicates if the message was delivered by consumer previously and
        returned from RabbitMQ.

        .. versionadded:: 3.17

        :rtype: bool

        """
        if not self._message:
            return None
        return self._message.redelivered

    @property
    def routing_key(self):
        """Access the routing key for the current message.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.routing_key

    @property
    def message_type(self):
        """Access the current message's ``type`` AMQP message property as an
        attribute of the consumer class.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.properties.type

    @property
    def sentry_client(self):
        """Access the Sentry raven ``Client`` instance or ``None``

        Use this object to add tags or additional context to Sentry
        error reports (see :meth:`raven.base.Client.tags_context`) or
        to report messages (via :meth:`raven.base.Client.captureMessage`)
        directly to Sentry.

        :rtype: :class:`raven.base.Client`

        """
        if hasattr(self._process, 'sentry_client'):
            return self._process.sentry_client

    @property
    def settings(self):
        """Access the consumer settings as specified by the ``config`` section
        for the consumer in the rejected configuration.

        :rtype: dict

        """
        return self._settings

    @property
    def timestamp(self):
        """Access the unix epoch timestamp value from the AMQP message
        properties of the current message.

        :rtype: int

        """
        if not self._message:
            return None
        return self._message.properties.timestamp

    @property
    def user_id(self):
        """Access the ``user-id`` AMQP message property from the current
        message's properties.

        :rtype: str

        """
        if not self._message:
            return None
        return self._message.properties.user_id

    """Internal Methods"""

    @gen.coroutine
    def execute(self, message_in, measurement):
        """Process the message from RabbitMQ. To implement logic for processing
        a message, extend Consumer._process, not this method.

        This for internal use and should not be extended or used directly.

        :param message_in: The message to process
        :type message_in: :class:`rejected.data.Message`
        :param measurement: For collecting per-message instrumentation
        :type measurement: :class:`rejected.data.Measurement`
        :rtype: bool

        """
        LOGGER.debug('Received: %r', message_in)
        self._clear()
        self._message = message_in
        self._measurement = measurement

        # If timestamp is set, record age of the message coming in
        if message_in.properties.timestamp:
            message_age = float(
                max(message_in.properties.timestamp, time.time()) -
                message_in.properties.timestamp)
            if message_age > 0:
                measurement.add_duration(self.message_age_key(), message_age)

        # Ensure there is a correlation ID
        self._correlation_id = message_in.properties.correlation_id or \
            message_in.properties.message_id or \
            str(uuid.uuid4())

        if self.message_type:
            self.set_sentry_context('type', self.message_type)

        # Validate the message type if the child sets MESSAGE_TYPE
        if self._message_type:
            if isinstance(self._message_type, (tuple, list, set)):
                message_supported = self.message_type in self._message_type
            else:
                message_supported = self.message_type == self._message_type

            if not message_supported:
                self.logger.warning('Received unsupported message type: %s',
                                    self.message_type)
                # Should the message be dropped or returned to the broker?
                if self._drop_invalid:
                    if self._drop_exchange:
                        self._republish_dropped_message('invalid type')
                    raise gen.Return(data.MESSAGE_DROP)
                raise gen.Return(data.MESSAGE_EXCEPTION)

        # Check the number of ProcessingErrors and possibly drop the message
        if (self._error_max_retry and
                _PROCESSING_EXCEPTIONS in self.headers):
            if self.headers[_PROCESSING_EXCEPTIONS] >= self._error_max_retry:
                self.logger.warning('Dropping message with %i deaths due to '
                                    'ERROR_MAX_RETRY',
                                    self.headers[_PROCESSING_EXCEPTIONS])
                if self._drop_exchange:
                    self._republish_dropped_message(
                        'max retries ({})'.format(
                            self.headers[_PROCESSING_EXCEPTIONS]))
                raise gen.Return(data.MESSAGE_DROP)

        result = None
        try:
            result = self.prepare()
            if concurrent.is_future(result):
                yield result
            if not self._finished:
                result = self.process()
                if concurrent.is_future(result):
                    yield result
                    self.logger.debug('Post yield of future process')
        except KeyboardInterrupt:
            self.logger.debug('CTRL-C')
            self._process.reject(message_in.delivery_tag, True)
            self._process.stop()
            raise gen.Return(data.MESSAGE_REQUEUE)

        except exceptions.ChannelClosed as error:
            self.logger.critical('Channel closed while processing %s: %s',
                                 message_in.delivery_tag, error)
            self._measurement.set_tag('exception', error.__class__.__name__)
            raise gen.Return(None)

        except exceptions.ConnectionClosed as error:
            self.logger.critical('Connection closed while processing %s: %s',
                                 message_in.delivery_tag, str(error))
            self._measurement.set_tag('exception', error.__class__.__name__)
            raise gen.Return(None)

        except ConsumerException as error:
            self.logger.error('ConsumerException processing delivery %s: %s',
                              message_in.delivery_tag, str(error))
            self._measurement.set_tag('exception', error.__class__.__name__)
            if error.metric:
                self._measurement.set_tag('error', error.metric)
            raise gen.Return(data.CONSUMER_EXCEPTION)

        except MessageException as error:
            self.logger.info('MessageException processing delivery %s: %s',
                             message_in.delivery_tag, str(error))
            self._measurement.set_tag('exception', error.__class__.__name__)
            if error.metric:
                self._measurement.set_tag('error', error.metric)
            raise gen.Return(data.MESSAGE_EXCEPTION)

        except ProcessingException as error:
            self.logger.warning(
                'ProcessingException processing delivery %s: %s',
                message_in.delivery_tag, str(error))
            self._measurement.set_tag('exception', error.__class__.__name__)
            if error.metric:
                self._measurement.set_tag('error', error.metric)
            self._republish_processing_error(
                error.metric or error.__class__.__name__)
            raise gen.Return(data.PROCESSING_EXCEPTION)

        except NotImplementedError as error:
            self.log_exception('NotImplementedError processing delivery'
                               ' %s: %s', message_in.delivery_tag, error)
            self._measurement.set_tag('exception', 'UnhandledException')
            raise gen.Return(data.UNHANDLED_EXCEPTION)

        except Exception as error:
            exc_info = sys.exc_info()
            if concurrent.is_future(result):
                error = result.exception()
                try:
                    exc_info = result.exc_info()
                except AttributeError:
                    pass
            self.log_exception('Exception processing delivery %s: %s',
                               message_in.delivery_tag, str(error),
                               exc_info=exc_info)
            self._measurement.set_tag('exception', 'UnhandledException')
            raise gen.Return(data.UNHANDLED_EXCEPTION)

        if not self._finished:
            self.finish()
        self.logger.debug('Post finish')
        raise gen.Return(data.MESSAGE_ACK)

    def log_exception(self, msg_format, *args, **kwargs):
        """Customize the logging of uncaught exceptions.

        :param str msg_format: format of msg to log with ``self.logger.error``
        :param args: positional arguments to pass to ``self.logger.error``
        :param kwargs: keyword args to pass into ``self.logger.error``
        :keyword bool send_to_sentry: if omitted or *truthy*, this keyword
            will send the captured exception to Sentry (if enabled).

        This for internal use and should not be extended or used directly.

        By default, this method will log the message using
        :meth:`logging.Logger.error` and send the exception to Sentry.
        If an exception is currently active, then the traceback will be
        logged at the debug level.

        """
        self.logger.error(msg_format, *args)
        exc_info = kwargs.get('exc_info', sys.exc_info())
        if all(exc_info):
            exc_type, exc_value, tb = exc_info
            exc_name = exc_type.__name__
            self.logger.exception('Processor handled %s: %s', exc_name,
                                  exc_value, exc_info=exc_info)
        self._process.send_exception_to_sentry(exc_info)

    def on_confirmation(self, name, delivered, delivery_tag):
        """Called when a message is confirmed by RabbitMQ.

        This for internal use and should not be extended or used directly.

        .. todo:: integrate this with message publishing

        :param str name: The RabbitMQ connection that confirmed the delivery
        :param bool delivered: Was the message was successfully delivered
        :param str delivery_tag: The delivery tag for the message

        """
        pass

    def require_setting(self, name, feature='this feature'):
        """Raises an exception if the given app setting is not defined.

        This for internal use and should not be extended or used directly.

        :param str name: The parameter name
        :param str feature: A friendly name for the setting feature

        """
        if name not in self.settings:
            raise Exception(
                'You must define the "{}" setting in to use {}'.format(
                    name, feature))

    def set_channel(self, name, channel):
        """Assign the _channel attribute to the channel that was passed in.

        This for internal use and should not be extended or used directly.

        :param str name: The channel connection name
        :param channel: The channel to assign
        :type channel: :class:`pika.channel.Channel`

        """
        self._channels[name] = channel

    @property
    def _channel(self):
        """Return the channel of the message that is currently being processed.

        :rtype: :class:`pika.channel.Channel`

        """
        if not self._message:
            return None
        return self._message.channel

    def _clear(self):
        """Resets all assigned data for the current message."""
        self._finished = False
        self._message = None
        self._message_body = None

    @staticmethod
    def _get_pika_properties(properties_in):
        """Return a :class:`pika.spec.BasicProperties` object for a
        :class:`rejected.data.Properties` object.

        :param dict properties_in: Properties to convert
        :rtype: :class:`pika.spec.BasicProperties`

        """
        properties = pika.BasicProperties()
        for key in properties_in or {}:
            if properties_in.get(key) is not None:
                setattr(properties, key, properties_in.get(key))
        return properties

    def _publish_channel(self, name=None):
        """Return the channel to publish onm optionally specifying the channel
        name to use.

        :param str name:
        :rtype: pika.channel.Channel

        """
        if not name:
            return self._message.channel
        try:
            return self._channels[name]
        except KeyError:
            raise ValueError('Channel {} not found'.format(name))

    def _republish_dropped_message(self, reason):
        """Republish the original message that was received it is being dropped
        by the consumer.

        This for internal use and should not be extended or used directly.

        :param str reason: The reason the message was dropped

        """
        self.logger.debug('Republishing due to ProcessingException')
        properties = dict(self._message.properties) or {}
        if 'headers' not in properties or not properties['headers']:
            properties['headers'] = {}
        properties['headers']['X-Dropped-By'] = self.name
        properties['headers']['X-Dropped-Reason'] = reason
        properties['headers']['X-Dropped-Timestamp'] = \
            datetime.datetime.utcnow().isoformat()
        properties['headers']['X-Original-Exchange'] = self._message.exchange
        properties['headers']['X-Original-Queue'] = self._process.queue_name

        self._message.channel.basic_publish(
            exchange=self._drop_exchange,
            routing_key=self._message.routing_key,
            body=self._message.body,
            properties=pika.BasicProperties(**properties))

    def _republish_processing_error(self, error):
        """Republish the original message that was received because a
        :exc:`~rejected.consumer.ProcessingException` was raised.

        This for internal use and should not be extended or used directly.

        Add a header that keeps track of how many times this has happened
        for this message.

        :param str error: The string value for the exception

        """
        self.logger.debug('Republishing due to ProcessingException')
        properties = dict(self._message.properties) or {}
        if 'headers' not in properties or not properties['headers']:
            properties['headers'] = {}

        properties['headers']['X-Original-Exchange'] = self._message.exchange
        properties['headers']['X-Original-Queue'] = self._process.queue_name

        if error:
            properties['headers']['X-Processing-Exception'] = error

        if _PROCESSING_EXCEPTIONS not in properties['headers']:
            properties['headers'][_PROCESSING_EXCEPTIONS] = 1
        else:
            try:
                properties['headers'][_PROCESSING_EXCEPTIONS] += 1
            except TypeError:
                properties['headers'][_PROCESSING_EXCEPTIONS] = 1

        self._message.channel.basic_publish(
            exchange=self._error_exchange,
            routing_key=self._message.routing_key,
            body=self._message.body,
            properties=pika.BasicProperties(**properties))



[docs]class PublishingConsumer(Consumer):
    """Deprecated, functionality moved to :class:`rejected.consumer.Consumer`

    .. deprecated:: 3.17.0

    """
    def __init__(self, *args, **kwargs):
        warnings.warn('PublishingConsumer deprecated, all functionality moved'
                      'to Consumer', category=DeprecationWarning)
        super(PublishingConsumer, self).__init__(*args, **kwargs)



[docs]class SmartConsumer(Consumer):
    """Base class to ease the implementation of strongly typed message
    consumers that validate and automatically decode and deserialize the
    inbound message body based upon the message properties. Additionally,
    should one of the supported ``content_encoding`` types (``gzip`` or
    ``bzip2``) be specified in the message's property, it will automatically
    be decoded.

    When publishing a message, the message can be automatically serialized
    and encoded. If the ``content_type`` property is specified, the consumer
    will attempt to automatically serialize the message body. If the
    ``content_encoding`` property is specified using a supported encoding
    (``gzip`` or ``bzip2``), it will automatically be encoded as well.

    *Supported MIME types for automatic serialization and deserialization are:*

     - application/json
     - application/pickle
     - application/x-pickle
     - application/x-plist
     - application/x-vnd.python.pickle
     - application/vnd.python.pickle
     - text/csv
     - text/html (with beautifulsoup4 installed)
     - text/xml (with beautifulsoup4 installed)
     - text/yaml
     - text/x-yaml

    In any of the consumer base classes, if the ``MESSAGE_TYPE`` attribute is
    set, the ``type`` property of incoming messages will be validated against
    when a message is received, checking for string equality against the
    ``MESSAGE_TYPE`` attribute. If they are not matched, the consumer will not
    process the message and will drop the message without an exception if the
    ``DROP_INVALID_MESSAGES`` attribute is set to ``True``. If it is ``False``,
    a :py:class:`ConsumerException` is raised.

    .. note:: Since 3.17, :class:`~rejected.consumer.SmartConsumer` and
        :class:`~rejected.consumer.SmartPublishingConsumer` have been combined
        into the same class.

    """
[docs]    def publish_message(self, exchange, routing_key, properties, body,
                        no_serialization=False,
                        no_encoding=False,
                        channel=None):
        """Publish a message to RabbitMQ on the same channel the original
        message was received on.

        By default, if you pass a non-string object to the body and the
        properties have a supported content-type set, the body will be
        auto-serialized in the specified content-type.

        If the properties do not have a timestamp set, it will be set to the
        current time.

        If you specify a content-encoding in the properties and the encoding is
        supported, the body will be auto-encoded.

        Both of these behaviors can be disabled by setting no_serialization or
        no_encoding to True.

        :param str exchange: The exchange to publish to
        :param str routing_key: The routing key to publish with
        :param dict properties: The message properties
        :param mixed body: The message body to publish
        :param bool no_serialization: Turn off auto-serialization of the body
        :param bool no_encoding: Turn off auto-encoding of the body
        :param str channel: The channel/connection name to use. If it is not
            specified, the channel that the message was delivered on is used.

        """
        # Auto-serialize the content if needed
        is_string = (isinstance(body, str) or
                     isinstance(body, bytes) or
                     isinstance(body, unicode))
        if (not no_serialization and not is_string and
                properties.get('content_type')):
            self.logger.debug('Auto-serializing message body')
            body = self._auto_serialize(properties.get('content_type'), body)

        # Auto-encode the message body if needed
        if not no_encoding and properties.get('content_encoding'):
            self.logger.debug('Auto-encoding message body')
            body = self._auto_encode(properties.get('content_encoding'), body)

        # Publish the message
        self.logger.debug('Publishing message to %s:%s', exchange, routing_key)
        self._publish_channel(channel).basic_publish(
            exchange=exchange, routing_key=routing_key,
            properties=self._get_pika_properties(properties), body=body)


    @property
    def body(self):
        """Return the message body, unencoded if needed,
        deserialized if possible.

        :rtype: any

        """
        # Return a materialized view of the body if it has been previously set
        if self._message_body:
            return self._message_body

        # Handle bzip2 compressed content
        elif self.content_encoding == 'bzip2':
            self._message_body = self._decode_bz2(self._message.body)

        # Handle zlib compressed content
        elif self.content_encoding == 'gzip':
            self._message_body = self._decode_gzip(self._message.body)

        # Else we want to assign self._message.body to self._message_body
        else:
            self._message_body = self._message.body

        # Handle the auto-deserialization
        if self.content_type == 'application/json':
            self._message_body = self._load_json_value(self._message_body)

        elif umsgpack and self.content_type == 'application/msgpack':
            self._message_body = self._load_msgpack_value(self._message_body)

        elif self.content_type in PICKLE_MIME_TYPES:
            self._message_body = self._load_pickle_value(self._message_body)

        elif self.content_type == 'application/x-plist':
            self._message_body = self._load_plist_value(self._message_body)

        elif self.content_type == 'text/csv':
            self._message_body = self._load_csv_value(self._message_body)

        elif bs4 and self.content_type in BS4_MIME_TYPES:
            self._message_body = self._load_bs4_value(self._message_body)

        elif self.content_type in YAML_MIME_TYPES:
            self._message_body = self._load_yaml_value(self._message_body)

        # Return the message body
        return self._message_body

    def _auto_encode(self, content_encoding, value):
        """Based upon the value of the content_encoding, encode the value.

        :param str content_encoding: The content encoding type (gzip, bzip2)
        :param str value: The value to encode
        :rtype: value

        """
        if content_encoding == 'gzip':
            return self._encode_gzip(value)

        if content_encoding == 'bzip2':
            return self._encode_bz2(value)

        self.logger.warning(
            'Invalid content-encoding specified for auto-encoding')
        return value

    def _auto_serialize(self, content_type, value):
        """Auto-serialization of the value based upon the content-type value.

        :param str content_type: The content type to serialize
        :param any value: The value to serialize
        :rtype: str

        """
        if content_type == 'application/json':
            self.logger.debug('Auto-serializing content as JSON')
            return self._dump_json_value(value)

        elif umsgpack and content_type == 'application/msgpack':
            self.logger.debug('Auto-serializing content as msgpack')
            return self._dump_msgpack_value(value)

        elif content_type in PICKLE_MIME_TYPES:
            self.logger.debug('Auto-serializing content as Pickle')
            return self._dump_pickle_value(value)

        elif content_type == 'application/x-plist':
            self.logger.debug('Auto-serializing content as plist')
            return self._dump_plist_value(value)

        elif content_type == 'text/csv':
            self.logger.debug('Auto-serializing content as csv')
            return self._dump_csv_value(value)

        # If it's XML or HTML auto
        elif (bs4 and isinstance(value, bs4.BeautifulSoup) and
              content_type in ('text/html', 'text/xml')):
            self.logger.debug('Dumping BS4 object into HTML or XML')
            return self._dump_bs4_value(value)

        # If it's YAML, load the content via pyyaml into a dict
        elif self.content_type in YAML_MIME_TYPES:
            self.logger.debug('Auto-serializing content as YAML')
            return self._dump_yaml_value(value)

        self.logger.warning(
            'Invalid content-type specified for auto-serialization')
        return value

    @staticmethod
    def _decode_bz2(value):
        """Return a bz2 decompressed value

        :param bytes value: Compressed value
        :rtype: str

        """
        return bz2.decompress(value)

    @staticmethod
    def _decode_gzip(value):
        """Return a zlib decompressed value

        :param bytes value: Compressed value
        :rtype: str

        """
        return zlib.decompress(value)

    @staticmethod
    def _dump_bs4_value(value):
        """Return a BeautifulSoup object as a string

        :param bs4.BeautifulSoup value: The object to return a string from
        :rtype: str

        """
        return str(value)

    @staticmethod
    def _dump_csv_value(value):
        """Take a list of lists and return it as a CSV value

        :param list value: A list of lists to return as a CSV
        :rtype: str

        """
        buff = io.StringIO()
        writer = csv.writer(buff, quotechar='"', quoting=csv.QUOTE_ALL)
        writer.writerows(value)
        buff.seek(0)
        value = buff.read()
        buff.close()
        return value

    @staticmethod
    def _dump_json_value(value):
        """Serialize a value into JSON

        :param object value: The value to serialize
        :rtype: bytes

        """
        return json.dumps(value, ensure_ascii=True).encode('utf-8')

    @staticmethod
    def _dump_msgpack_value(value):
        """Serialize a value into MessagePack

        :param object value: The value to serialize
        :type value: str or dict or list
        :rtype: bytes

        """
        return umsgpack.packb(value)

    @staticmethod
    def _dump_pickle_value(value):
        """Serialize a value into the pickle format

        :param object value: The object to pickle
        :rtype: bytes

        """
        return pickle.dumps(value)

    @staticmethod
    def _dump_plist_value(value):
        """Create a plist value from a dictionary

        :param dict value: The value to make the plist from
        :rtype: bytes

        """
        if hasattr(plistlib, 'dumps'):
            return plistlib.dumps(value)
        try:
            return plistlib.writePlistToString(value).encode('utf-8')
        except AttributeError:
            return plistlib.writePlistToBytes(value)

    @staticmethod
    def _dump_yaml_value(value):
        """Dump an object into a YAML string

        :param object value: The value to dump as a YAML string
        :rtype: str

        """
        return yaml.dump(value)

    @staticmethod
    def _encode_bz2(value):
        """Return a bzip2 compressed value

        :param str value: Uncompressed value
        :rtype: bytes

        """
        if not isinstance(value, bytes):
            value = value.encode('utf-8')
        return bz2.compress(value)

    @staticmethod
    def _encode_gzip(value):
        """Return zlib compressed value

        :param str value: Uncompressed value
        :rtype: bytes

        """
        if not isinstance(value, bytes):
            value = value.encode('utf-8')
        return zlib.compress(value)

    @staticmethod
    def _load_bs4_value(value):
        """Load an HTML or XML string into an lxml etree object.

        :param str value: The HTML or XML string
        :rtype: bs4.BeautifulSoup
        :raises: ConsumerException

        """
        if not bs4:
            raise ConsumerException('BeautifulSoup4 is not enabled')
        if isinstance(value, bytes):
            value = value.decode('utf-8')
        return bs4.BeautifulSoup(value)

    @staticmethod
    def _load_csv_value(value):
        """Create a csv.DictReader instance for the sniffed dialect for the
        value passed in.

        :param str value: The CSV value
        :rtype: csv.DictReader

        """
        if isinstance(value, bytes):
            value = value.decode('utf-8')
        csv_buffer = io.StringIO(value)
        dialect = csv.Sniffer().sniff(csv_buffer.read(1024))
        csv_buffer.seek(0)
        return csv.DictReader(csv_buffer, dialect=dialect)

    def _load_json_value(self, value):
        """Deserialize a JSON string returning the native Python data type
        for the value.

        :param str value: The JSON string
        :rtype: object

        """
        if isinstance(value, bytes):
            value = value.decode('utf-8')
        try:
            return json.loads(value)
        except ValueError as error:
            self.logger.exception('Could not decode message body: %s', error)
            raise MessageException(error)

    def _load_msgpack_value(self, value):
        """Deserialize a msgpack string returning the native Python data type
        for the value.

        :param str value: The msgpack string
        :rtype: object

        """
        try:
            return umsgpack.unpackb(value)
        except ValueError as error:
            self.logger.exception('Could not decode message body: %s', error)
            raise MessageException(error)

    @staticmethod
    def _load_pickle_value(value):
        """Deserialize a pickle string returning the native Python data type
        for the value.

        :param bytes value: The pickle string
        :rtype: object

        """
        return pickle.loads(value)

    @staticmethod
    def _load_plist_value(value):
        """Deserialize a plist string returning the native Python data type
        for the value.

        :param bytes value: The pickle string
        :rtype: dict

        """
        if hasattr(plistlib, 'loads'):
            return plistlib.loads(value)
        try:
            return plistlib.readPlistFromString(value)
        except AttributeError:
            return plistlib.readPlistFromBytes(value)

    @staticmethod
    def _load_yaml_value(value):
        """Load an YAML string into an dict object.

        :param str value: The YAML string
        :rtype: any
        :raises: ConsumerException

        """
        return yaml.load(value)



[docs]class SmartPublishingConsumer(SmartConsumer):
    """Deprecated, functionality moved to
    :class:`rejected.consumer.SmartConsumer`

        .. deprecated:: 3.17.0

    """

    def __init__(self, *args, **kwargs):
        warnings.warn('SmartPublishingConsumer deprecated, all functionality '
                      'moved to SmartConsumer', category=DeprecationWarning)
        super(SmartPublishingConsumer, self).__init__(*args, **kwargs)



[docs]class RejectedException(Exception):
    """Base exception for :py:class:`~rejected.consumer.Consumer` related
    exceptions.

    If provided, the metric will be used to automatically record exception
    metric counts using the path
    `[prefix].[consumer-name].exceptions.[exception-type].[metric]`.

    Positional and keyword arguments are used to format the value that is
    passed in when providing the string value of the exception.

    :param str value: An optional value used in string representation
    :param str metric: An optional value for auto-instrumentation of exceptions

    .. versionadded:: 3.19.0

    """
    METRIC_NAME = 'rejected-exception'

    def __init__(self, *args, **kwargs):
        if len(args) > 1:
            self.args = args[1:] if 'value' not in kwargs else args
        else:
            self.args = args
        self.metric = kwargs.pop('metric', None)
        self.value = kwargs.pop('value', '{!r} {!r}' if not args else args[0])
        self.kwargs = kwargs

    def __str__(self):
        if not self.args and not self.kwargs:
            return repr(self)
        return self.value.format(*self.args, **self.kwargs)

    def __repr__(self):
        if not self.args and not self.kwargs:
            return '{}()'.format(self.__class__.__name__)
        return '{}({})'.format(self.__class__.__name__, str(self))



[docs]class ConsumerException(RejectedException):
    """May be called when processing a message to indicate a problem that the
    Consumer may be experiencing that should cause it to stop.

    :param str value: An optional value used in string representation
    :param str metric: An optional value for auto-instrumentation of exceptions

    """
    def __init__(self, *args, **kwargs):
        super(ConsumerException, self).__init__(*args, **kwargs)



[docs]class MessageException(RejectedException):
    """Invoke when a message should be rejected and not re-queued, but not due
    to a processing error that should cause the consumer to stop.

    :param str value: An optional value used in string representation
    :param str metric: An optional value for auto-instrumentation of exceptions

    """
    def __init__(self, *args, **kwargs):
        super(MessageException, self).__init__(*args, **kwargs)



[docs]class ProcessingException(RejectedException):
    """Invoke when a message should be rejected and not re-queued, but not due
    to a processing error that should cause the consumer to stop. This should
    be used for when you want to reject a message which will be republished to
    a retry queue, without anything being stated about the exception.

    :param str value: An optional value used in string representation
    :param str metric: An optional value for auto-instrumentation of exceptions

    """
    def __init__(self, *args, **kwargs):
        super(ProcessingException, self).__init__(*args, **kwargs)





          

      

      

    

  

    
      
          
            
  Source code for rejected.data

"""
Rejected data objects

"""
import collections
import contextlib
import copy
import time

MESSAGE_ACK = 1
MESSAGE_DROP = 2
MESSAGE_REQUEUE = 3

CONSUMER_EXCEPTION = 10
MESSAGE_EXCEPTION = 11
PROCESSING_EXCEPTION = 12
UNHANDLED_EXCEPTION = 13


class Data(object):

    __slots__ = []

    def __iter__(self):
        """Iterate the attributes and values as key, value pairs.

        :rtype: tuple

        """
        for attribute in self.__slots__:
            yield (attribute, getattr(self, attribute))

    def __repr__(self):
        """Return a string representation of the object and all of its
        attributes.

        :rtype: str

        """
        items = ['%s=%s' % (k, getattr(self, k))
                 for k in self.__slots__ if getattr(self, k)]
        return '<%s(%s)>' % (self.__class__.__name__, items)


[docs]class Message(Data):
    """Class for containing all the attributes about a message object creating a
    flatter, move convenient way to access the data while supporting the legacy
    methods that were previously in place in rejected < 2.0

    +------------------------------------------------------------------+
    | Attributes                                                       |
    +======================+===========================================+
    | :attr:`body`         |The AMQP message body                      |
    +----------------------+-------------------------------------------+
    | :attr:`connection`   | The name of the connection that the       |
    |                      | message was received on.                  |
    +----------------------+-------------------------------------------+
    | :attr:`channel`      | The channel that the message was          |
    |                      | was received on.                          |
    +----------------------+-------------------------------------------+
    | :attr:`consumer_tag` | The consumer tag registered with RabbitMQ |
    |                      | that identifies which consumer registered |
    |                      | to receive this message.                  |
    +----------------------+-------------------------------------------+
    | :attr:`delivery_tag` | The delivery tag that represents the      |
    |                      | deliver of this message with RabbitMQ.    |
    +----------------------+-------------------------------------------+
    | :attr:`exchange`     | The exchange the message was published to |
    +----------------------+-------------------------------------------+
    | :attr:`method`       | The :class:`pika.spec.Basic.Deliver` or   |
    |                      | :class:`pika.spec.Basic.Return` object    |
    |                      | that represents how the message was       |
    |                      | received by rejected.                     |
    +----------------------+-------------------------------------------+
    | :attr:`properties`   | The :class:`~pika.spec.BasicProperties`   |
    |                      | object that represents the message's AMQP |
    |                      | properties.                               |
    +----------------------+-------------------------------------------+
    | :attr:`redelivered`  | A flag that indicates the message was     |
    |                      | previously delivered by RabbitMQ.         |
    +----------------------+-------------------------------------------+
    | :attr:`returned`     | A flag that indicates the message was     |
    |                      | returned by RabbitMQ.                     |
    +----------------------+-------------------------------------------+
    | :attr:`routing_key`  | The routing key that was used to deliver  |
    |                      | the message.                              |
    +----------------------+-------------------------------------------+

    """
    __slots__ = ['connection', 'channel', 'method', 'properties', 'body',
                 'consumer_tag', 'delivery_tag', 'exchange', 'redelivered',
                 'routing_key', 'returned']

    def __init__(self, connection, channel, method, properties, body,
                 returned=False):
        """Initialize a message setting the attributes from the given channel,
        method, header and body.

        :param str connection: The connection name for the message
        :param channel: The channel the message was received on
        :type channel: pika.channel.Channel
        :param pika.frames.Method method: pika Method Frame object
        :param pika.spec.BasicProperties properties: message properties
        :param str body: Opaque message body
        :param bool returned: Indicates the message was returned

        """
        self.connection = connection
        self.channel = channel
        self.method = method
        self.properties = Properties(properties)
        self.body = copy.copy(body)
        self.returned = returned

        # Map method properties
        self.consumer_tag = method.consumer_tag
        self.delivery_tag = method.delivery_tag
        self.exchange = method.exchange
        self.redelivered = method.redelivered
        self.routing_key = method.routing_key



[docs]class Properties(Data):
    """A class that represents all of the field attributes of AMQP's
    ``Basic.Properties``.

    +-----------------------------------------------------------------+
    | Attributes                                                      |
    +==========================+======================================+
    | :attr:`app_id`           | Creating application id              |
    +--------------------------+--------------------------------------+
    | :attr:`content_type`     | MIME content type                    |
    +--------------------------+--------------------------------------+
    | :attr:`content_encoding` | MIME content encoding                |
    +--------------------------+--------------------------------------+
    | :attr:`correlation_id`   | Application correlation identifier   |
    +--------------------------+--------------------------------------+
    | :attr:`delivery_mode`    | Non-persistent (1) or persistent (2) |
    +--------------------------+--------------------------------------+
    | :attr:`expiration`       | Message expiration specification     |
    +--------------------------+--------------------------------------+
    | :attr:`headers`          | Message header field table           |
    +--------------------------+--------------------------------------+
    | :attr:`message_id`       | Application message identifier       |
    +--------------------------+--------------------------------------+
    | :attr:`priority`         | Message priority, 0 to 9             |
    +--------------------------+--------------------------------------+
    | :attr:`reply_to`         | Address to reply to                  |
    +--------------------------+--------------------------------------+
    | :attr:`timestamp`        | Message timestamp                    |
    +--------------------------+--------------------------------------+
    | :attr:`type`             | Message type name                    |
    +--------------------------+--------------------------------------+
    | :attr:`user_id`          | Creating user id                     |
    +--------------------------+--------------------------------------+

    """
    __slots__ = ['app_id', 'content_type', 'content_encoding',
                 'correlation_id', 'delivery_mode', 'expiration', 'headers',
                 'priority', 'reply_to', 'message_id', 'timestamp', 'type',
                 'user_id']

    def __init__(self, properties=None):
        """Create a base object to contain all of the properties we need

        :param pika.spec.BasicProperties properties: pika.spec.BasicProperties

        """
        for attr in self.__slots__:
            setattr(self, attr, None)
            if properties and getattr(properties, attr):
                setattr(self, attr, getattr(properties, attr))



[docs]class Measurement(object):
    """Common Measurement Object that provides common methods for collecting
    and exposes measurement data that is submitted in
    :class:`rejected.process.Process` and :class:`rejected.consumer.Consumer`
    for submission to statsd or influxdb.

    +-------------------------------------------------------------------+
    | Attributes                                                        |
    +===================+===============================================+
    | :attr:`counters`  | Counters that are affected by                 |
    |                   | :meth:`~rejected.data.Measurement.decr` and   |
    |                   | :meth:`~rejected.data.Measurement.incr`       |
    +-------------------+-----------------------------------------------+
    | :attr:`durations` | List of duration values (float or int)        |
    +-------------------+-----------------------------------------------+
    | :attr:`tags`      | Tag key/value pairs for use with InfluxDB     |
    +-------------------+-----------------------------------------------+
    | :attr:`values`    | Numeric values such as integers, gauges,      |
    |                   | and such.                                     |
    +-------------------+-----------------------------------------------+

    .. versionadded:: 3.13.0

    """
    def __init__(self):
        self.durations = {}
        self.counters = collections.Counter()
        self.tags = {}
        self.values = {}

[docs]    def decr(self, key, value=1):
        """Decrement a counter.

        :param str key: The key to decrement
        :param int value: The value to decrement by

        """
        self.counters[key] -= value


[docs]    def incr(self, key, value=1):
        """Increment a counter.

        :param str key: The key to increment
        :param int value: The value to increment by

        """
        self.counters[key] += value


[docs]    def add_duration(self, key, value):
        """Add a duration for the specified key

        :param str key: The value name
        :param float value: The value

        .. versionadded:: 3.19.0

        """
        if key not in self.durations:
            self.durations[key] = []
        self.durations[key].append(value)


[docs]    def set_tag(self, key, value):
        """Set a tag. This is only used for InfluxDB measurements.

        :param str key: The tag name
        :param value: The tag value
        :type value: str or bool or int

        """
        self.tags[key] = value


[docs]    def set_value(self, key, value):
        """Set a value.

        :param str key: The value name
        :type value: int or float
        :param value: The value

        """
        self.values[key] = value


[docs]    @contextlib.contextmanager
    def track_duration(self, key):
        """Context manager that sets a value with the duration of time that it
        takes to execute whatever it is wrapping.

        :param str key: The timing name

        """
        if key not in self.durations:
            self.durations[key] = []
        start_time = time.time()
        try:
            yield
        finally:
            self.durations[key].append(
                max(start_time, time.time()) - start_time)






          

      

      

    

  

    
      
          
            
  Source code for rejected.testing

"""
The :class:`rejected.testing.AsyncTestCase` provides a based class for the
easy creation of tests for your consumers. The test cases exposes multiple
methods to make it easy to setup a consumer and process messages. It is
build on top of :class:`tornado.testing.AsyncTestCase` which extends
:class:`unittest.TestCase`.

To get started, override the
:meth:`rejected.testing.AsyncTestCase.get_consumer` method.

Next, the :meth:`rejected.testing.AsyncTestCase.get_settings` method can be
overridden to define the settings that are passed into the consumer.

Finally, to invoke your Consumer as if it were receiving a message, the
:meth:`~rejected.testing.AsyncTestCase.process_message` method should be
invoked.

.. note:: Tests are asynchronous, so each test should be decorated with
            :meth:`~rejected.testing.gen_test`.

Example
-------
The following example expects that when the message is processed by the
consumer, the consumer will raise a :exc:`~rejected.consumer.MessageException`.

.. code:: python

    from rejected import consumer, testing

    import my_package


    class ConsumerTestCase(testing.AsyncTestCase):

        def get_consumer(self):
            return my_package.Consumer

        def get_settings(self):
            return {'remote_url': 'http://foo'}

        @testing.gen_test
        def test_consumer_raises_message_exception(self):
            with self.assertRaises(consumer.MessageException):
                yield self.process_message({'foo': 'bar'})

"""
import json
import time
import uuid
try:
    from unittest import mock
except ImportError:
    import mock

from helper import config
from pika import channel, spec
from pika.adapters import tornado_connection
from tornado import gen, ioloop, testing

try:
    import raven
except ImportError:
    raven = None

from . import consumer, data, process

gen_test = testing.gen_test
"""Testing equivalent of :func:`tornado.gen.coroutine`, to be applied to test
methods.

"""


[docs]class AsyncTestCase(testing.AsyncTestCase):
    """:class:`tornado.testing.AsyncTestCase` subclass for testing
    :class:`~rejected.consumer.Consumer` classes.

    """
    _consumer = None

[docs]    def setUp(self):
        super(AsyncTestCase, self).setUp()
        self.correlation_id = str(uuid.uuid4())
        self.process = self._create_process()
        self.consumer = self._create_consumer()
        self.channel = self.process.connections['mock'].channel


[docs]    def tearDown(self):
        super(AsyncTestCase, self).tearDown()
        if not self.consumer._finished:
            self.consumer.finish()


    @property
    def published_messages(self):
        """Return a list of :class:`~rejected.testing.PublishedMessage`
        that are extracted from all calls to
        :meth:`~pika.channel.Channel.basic_publish` that are invoked during the
        test. The properties attribute is the
        :class:`pika.spec.BasicProperties`
        instance that was created during publishing.

        .. versionadded:: 3.18.9

        :returns: list([:class:`~rejected.testing.PublishedMessage`])

        """
        return [
            PublishedMessage(
                body=c[2]['body'],
                exchange=c[2]['exchange'],
                properties=c[2]['properties'],
                routing_key=c[2]['routing_key'])
            for c in self.channel.basic_publish.mock_calls
        ]

[docs]    def get_consumer(self):
        """Override to return the consumer class for testing.

        :rtype: :class:`rejected.consumer.Consumer`

        """
        return consumer.Consumer


[docs]    def get_settings(self):
        """Override this method to provide settings to the consumer during
        construction. These settings should be from the `config` stanza
        of the Consumer configuration.

        :rtype: dict

        """
        return {}


[docs]    def create_message(self, message, properties=None,
                       exchange='rejected', routing_key='test'):
        """Create a message instance for use with the consumer in testing.

        :param any message: the body of the message to create
        :param dict properties: AMQP message properties
        :param str exchange: The exchange the message should appear to be from
        :param str routing_key: The message's routing key
        :rtype: :class:`rejected.data.Message`

        """
        if not properties:
            properties = {}
        if isinstance(message, dict) and \
                properties.get('content_type') == 'application/json':
            message = json.dumps(message)
        return data.Message(
            connection='mock',
            channel=self.process.connections['mock'].channel,
            method=spec.Basic.Deliver(
                'ctag0', 1, False, exchange, routing_key),
            properties=spec.BasicProperties(
                app_id=properties.get('app_id', 'rejected.testing'),
                content_encoding=properties.get('content_encoding'),
                content_type=properties.get('content_type'),
                correlation_id=properties.get(
                    'correlation_id', self.correlation_id),
                delivery_mode=properties.get('delivery_mode', 1),
                expiration=properties.get('expiration'),
                headers=properties.get('headers'),
                message_id=properties.get('message_id', str(uuid.uuid4())),
                priority=properties.get('priority'),
                reply_to=properties.get('reply_to'),
                timestamp=properties.get('timestamp', int(time.time())),
                type=properties.get('type'),
                user_id=properties.get('user_id')
            ), body=message, returned=False)


    @property
    def measurement(self):
        """Return the :py:class:`rejected.data.Measurement` for the currently
        assigned measurement object to the consumer.

        :rtype: :class:`rejected.data.Measurement`

        """
        return self.consumer._measurement

[docs]    @gen.coroutine
    def process_message(self,
                        message_body=None,
                        content_type='application/json',
                        message_type=None,
                        properties=None,
                        exchange='rejected',
                        routing_key='routing-key'):
        """Process a message as if it were being delivered by RabbitMQ. When
        invoked, an AMQP message will be locally created and passed into the
        consumer. With using the default values for the method, if you pass in
        a JSON serializable object, the message body will automatically be
        JSON serialized.

        If an exception is not raised, a :class:`~rejected.data.Measurement`
        instance is returned that will contain all of the measurements
        collected during the processing of the message.

        Example:

        .. code:: python

            class ConsumerTestCase(testing.AsyncTestCase):

                @testing.gen_test
                def test_consumer_raises_message_exception(self):
                    with self.assertRaises(consumer.MessageException):
                        result = yield self.process_message({'foo': 'bar'})


        .. note:: This method is a co-routine and must be yielded to ensure
                  that your tests are functioning properly.

        :param any message_body: the body of the message to create
        :param str content_type: The mime type
        :param str message_type: identifies the type of message to create
        :param dict properties: AMQP message properties
        :param str exchange: The exchange the message should appear to be from
        :param str routing_key: The message's routing key
        :raises: :exc:`rejected.consumer.ConsumerException`
        :raises: :exc:`rejected.consumer.MessageException`
        :raises: :exc:`rejected.consumer.ProcessingException`
        :rtype: :class:`rejected.data.Measurement`

        """
        properties = properties or {}
        properties.setdefault('content_type', content_type)
        properties.setdefault('correlation_id', self.correlation_id)
        properties.setdefault('timestamp', int(time.time()))
        properties.setdefault('type', message_type)

        measurement = data.Measurement()

        result = yield self.consumer.execute(
            self.create_message(message_body, properties,
                                exchange, routing_key),
            measurement)
        if result == data.CONSUMER_EXCEPTION:
            raise consumer.ConsumerException()
        elif result == data.MESSAGE_EXCEPTION:
            raise consumer.MessageException()
        elif result == data.PROCESSING_EXCEPTION:
            raise consumer.ProcessingException()
        elif result == data.UNHANDLED_EXCEPTION:
            raise AssertionError('UNHANDLED_EXCEPTION')
        raise gen.Return(measurement)


    @staticmethod
    def _create_channel():
        return mock.Mock(spec=channel.Channel)

    def _create_connection(self):
        obj = mock.Mock(spec=tornado_connection.TornadoConnection)
        obj.ioloop = ioloop.IOLoop.current()
        obj.channel = self._create_channel()
        obj.channel.connection = obj
        return obj

    def _create_consumer(self):
        """Creates the per-test instance of the consumer that is going to be
        tested.

        :rtype: rejected.consumer.Consumer

        """
        cls = self.get_consumer()
        obj = cls(config.Data(self.get_settings()), self.process)
        obj._message = self.create_message('dummy')
        obj.set_channel('mock', self.process.connections['mock'].channel)
        return obj

    def _create_process(self):
        obj = mock.Mock(spec=process.Process)
        obj.connections = {'mock': self._create_connection()}
        obj.sentry_client = mock.Mock(spec=raven.Client) if raven else None
        return obj



[docs]class PublishedMessage(object):
    """Contains information about messages published during a test when
    using :class:`rejected.testing.AsyncTestCase`.

    :param str exchange: The exchange the message was published to
    :param str routing_key: The routing key the message was published with
    :param pika.spec.BasicProperties properties: AMQP message properties
    :param bytes body: AMQP message body

    .. versionadded:: 3.18.9

    """
    __slots__ = ['exchange', 'routing_key', 'properties', 'body']

    def __init__(self, exchange, routing_key, properties, body):
        """Create a new instance of the object.

        :param str exchange: The exchange the message was published to
        :param str routing_key: The routing key the message was published with
        :param pika.spec.BasicProperties properties: AMQP message properties
        :param bytes body: AMQP message body

        """
        self.exchange = exchange
        self.routing_key = routing_key
        self.properties = properties
        self.body = body

    def __repr__(self):
        """Return the string representation of the object.

        :rtype: str

        """
        return '<PublishedMessage exchange="{}" routing_key="{}">'.format(
            self.exchange, self.routing_key)





          

      

      

    

  

    
      
          
            
  Source code for tornado.testing

"""Support classes for automated testing.

* `AsyncTestCase` and `AsyncHTTPTestCase`:  Subclasses of unittest.TestCase
  with additional support for testing asynchronous (`.IOLoop`-based) code.

* `ExpectLog`: Make test logs less spammy.

* `main()`: A simple test runner (wrapper around unittest.main()) with support
  for the tornado.autoreload module to rerun the tests when code changes.
"""

import asyncio
from collections.abc import Generator
import functools
import inspect
import logging
import os
import re
import signal
import socket
import sys
import unittest

from tornado import gen
from tornado.httpclient import AsyncHTTPClient, HTTPResponse
from tornado.httpserver import HTTPServer
from tornado.ioloop import IOLoop, TimeoutError
from tornado import netutil
from tornado.platform.asyncio import AsyncIOMainLoop
from tornado.process import Subprocess
from tornado.log import app_log
from tornado.util import raise_exc_info, basestring_type
from tornado.web import Application

import typing
from typing import Tuple, Any, Callable, Type, Dict, Union, Optional
from types import TracebackType

if typing.TYPE_CHECKING:
    # Coroutine wasn't added to typing until 3.5.3, so only import it
    # when mypy is running and use forward references.
    from typing import Coroutine  # noqa: F401

    _ExcInfoTuple = Tuple[
        Optional[Type[BaseException]], Optional[BaseException], Optional[TracebackType]
    ]


_NON_OWNED_IOLOOPS = AsyncIOMainLoop


def bind_unused_port(reuse_port: bool = False) -> Tuple[socket.socket, int]:
    """Binds a server socket to an available port on localhost.

    Returns a tuple (socket, port).

    .. versionchanged:: 4.4
       Always binds to ``127.0.0.1`` without resolving the name
       ``localhost``.
    """
    sock = netutil.bind_sockets(
        0, "127.0.0.1", family=socket.AF_INET, reuse_port=reuse_port
    )[0]
    port = sock.getsockname()[1]
    return sock, port


def get_async_test_timeout() -> float:
    """Get the global timeout setting for async tests.

    Returns a float, the timeout in seconds.

    .. versionadded:: 3.1
    """
    env = os.environ.get("ASYNC_TEST_TIMEOUT")
    if env is not None:
        try:
            return float(env)
        except ValueError:
            pass
    return 5


class _TestMethodWrapper(object):
    """Wraps a test method to raise an error if it returns a value.

    This is mainly used to detect undecorated generators (if a test
    method yields it must use a decorator to consume the generator),
    but will also detect other kinds of return values (these are not
    necessarily errors, but we alert anyway since there is no good
    reason to return a value from a test).
    """

    def __init__(self, orig_method: Callable) -> None:
        self.orig_method = orig_method

    def __call__(self, *args: Any, **kwargs: Any) -> None:
        result = self.orig_method(*args, **kwargs)
        if isinstance(result, Generator) or inspect.iscoroutine(result):
            raise TypeError(
                "Generator and coroutine test methods should be"
                " decorated with tornado.testing.gen_test"
            )
        elif result is not None:
            raise ValueError("Return value from test method ignored: %r" % result)

    def __getattr__(self, name: str) -> Any:
        """Proxy all unknown attributes to the original method.

        This is important for some of the decorators in the `unittest`
        module, such as `unittest.skipIf`.
        """
        return getattr(self.orig_method, name)


class AsyncTestCase(unittest.TestCase):
    """`~unittest.TestCase` subclass for testing `.IOLoop`-based
    asynchronous code.

    The unittest framework is synchronous, so the test must be
    complete by the time the test method returns. This means that
    asynchronous code cannot be used in quite the same way as usual
    and must be adapted to fit. To write your tests with coroutines,
    decorate your test methods with `tornado.testing.gen_test` instead
    of `tornado.gen.coroutine`.

    This class also provides the (deprecated) `stop()` and `wait()`
    methods for a more manual style of testing. The test method itself
    must call ``self.wait()``, and asynchronous callbacks should call
    ``self.stop()`` to signal completion.

    By default, a new `.IOLoop` is constructed for each test and is available
    as ``self.io_loop``.  If the code being tested requires a
    global `.IOLoop`, subclasses should override `get_new_ioloop` to return it.

    The `.IOLoop`'s ``start`` and ``stop`` methods should not be
    called directly.  Instead, use `self.stop <stop>` and `self.wait
    <wait>`.  Arguments passed to ``self.stop`` are returned from
    ``self.wait``.  It is possible to have multiple ``wait``/``stop``
    cycles in the same test.

    Example::

        # This test uses coroutine style.
        class MyTestCase(AsyncTestCase):
            @tornado.testing.gen_test
            def test_http_fetch(self):
                client = AsyncHTTPClient()
                response = yield client.fetch("http://www.tornadoweb.org")
                # Test contents of response
                self.assertIn("FriendFeed", response.body)

        # This test uses argument passing between self.stop and self.wait.
        class MyTestCase2(AsyncTestCase):
            def test_http_fetch(self):
                client = AsyncHTTPClient()
                client.fetch("http://www.tornadoweb.org/", self.stop)
                response = self.wait()
                # Test contents of response
                self.assertIn("FriendFeed", response.body)
    """

    def __init__(self, methodName: str = "runTest") -> None:
        super().__init__(methodName)
        self.__stopped = False
        self.__running = False
        self.__failure = None  # type: Optional[_ExcInfoTuple]
        self.__stop_args = None  # type: Any
        self.__timeout = None  # type: Optional[object]

        # It's easy to forget the @gen_test decorator, but if you do
        # the test will silently be ignored because nothing will consume
        # the generator.  Replace the test method with a wrapper that will
        # make sure it's not an undecorated generator.
        setattr(self, methodName, _TestMethodWrapper(getattr(self, methodName)))

        # Not used in this class itself, but used by @gen_test
        self._test_generator = None  # type: Optional[Union[Generator, Coroutine]]

    def setUp(self) -> None:
        super().setUp()
        self.io_loop = self.get_new_ioloop()
        self.io_loop.make_current()

    def tearDown(self) -> None:
        # Native coroutines tend to produce warnings if they're not
        # allowed to run to completion. It's difficult to ensure that
        # this always happens in tests, so cancel any tasks that are
        # still pending by the time we get here.
        asyncio_loop = self.io_loop.asyncio_loop  # type: ignore
        if hasattr(asyncio, "all_tasks"):  # py37
            tasks = asyncio.all_tasks(asyncio_loop)  # type: ignore
        else:
            tasks = asyncio.Task.all_tasks(asyncio_loop)
        # Tasks that are done may still appear here and may contain
        # non-cancellation exceptions, so filter them out.
        tasks = [t for t in tasks if not t.done()]
        for t in tasks:
            t.cancel()
        # Allow the tasks to run and finalize themselves (which means
        # raising a CancelledError inside the coroutine). This may
        # just transform the "task was destroyed but it is pending"
        # warning into a "uncaught CancelledError" warning, but
        # catching CancelledErrors in coroutines that may leak is
        # simpler than ensuring that no coroutines leak.
        if tasks:
            done, pending = self.io_loop.run_sync(lambda: asyncio.wait(tasks))
            assert not pending
            # If any task failed with anything but a CancelledError, raise it.
            for f in done:
                try:
                    f.result()
                except asyncio.CancelledError:
                    pass

        # Clean up Subprocess, so it can be used again with a new ioloop.
        Subprocess.uninitialize()
        self.io_loop.clear_current()
        if not isinstance(self.io_loop, _NON_OWNED_IOLOOPS):
            # Try to clean up any file descriptors left open in the ioloop.
            # This avoids leaks, especially when tests are run repeatedly
            # in the same process with autoreload (because curl does not
            # set FD_CLOEXEC on its file descriptors)
            self.io_loop.close(all_fds=True)
        super().tearDown()
        # In case an exception escaped or the StackContext caught an exception
        # when there wasn't a wait() to re-raise it, do so here.
        # This is our last chance to raise an exception in a way that the
        # unittest machinery understands.
        self.__rethrow()

    def get_new_ioloop(self) -> IOLoop:
        """Returns the `.IOLoop` to use for this test.

        By default, a new `.IOLoop` is created for each test.
        Subclasses may override this method to return
        `.IOLoop.current()` if it is not appropriate to use a new
        `.IOLoop` in each tests (for example, if there are global
        singletons using the default `.IOLoop`) or if a per-test event
        loop is being provided by another system (such as
        ``pytest-asyncio``).
        """
        return IOLoop()

    def _handle_exception(
        self, typ: Type[Exception], value: Exception, tb: TracebackType
    ) -> bool:
        if self.__failure is None:
            self.__failure = (typ, value, tb)
        else:
            app_log.error(
                "multiple unhandled exceptions in test", exc_info=(typ, value, tb)
            )
        self.stop()
        return True

    def __rethrow(self) -> None:
        if self.__failure is not None:
            failure = self.__failure
            self.__failure = None
            raise_exc_info(failure)

    def run(
        self, result: Optional[unittest.TestResult] = None
    ) -> Optional[unittest.TestResult]:
        ret = super().run(result)
        # As a last resort, if an exception escaped super.run() and wasn't
        # re-raised in tearDown, raise it here.  This will cause the
        # unittest run to fail messily, but that's better than silently
        # ignoring an error.
        self.__rethrow()
        return ret

    def stop(self, _arg: Any = None, **kwargs: Any) -> None:
        """Stops the `.IOLoop`, causing one pending (or future) call to `wait()`
        to return.

        Keyword arguments or a single positional argument passed to `stop()` are
        saved and will be returned by `wait()`.

        .. deprecated:: 5.1

           `stop` and `wait` are deprecated; use ``@gen_test`` instead.
        """
        assert _arg is None or not kwargs
        self.__stop_args = kwargs or _arg
        if self.__running:
            self.io_loop.stop()
            self.__running = False
        self.__stopped = True

    def wait(
        self,
        condition: Optional[Callable[..., bool]] = None,
        timeout: Optional[float] = None,
    ) -> Any:
        """Runs the `.IOLoop` until stop is called or timeout has passed.

        In the event of a timeout, an exception will be thrown. The
        default timeout is 5 seconds; it may be overridden with a
        ``timeout`` keyword argument or globally with the
        ``ASYNC_TEST_TIMEOUT`` environment variable.

        If ``condition`` is not ``None``, the `.IOLoop` will be restarted
        after `stop()` until ``condition()`` returns ``True``.

        .. versionchanged:: 3.1
           Added the ``ASYNC_TEST_TIMEOUT`` environment variable.

        .. deprecated:: 5.1

           `stop` and `wait` are deprecated; use ``@gen_test`` instead.
        """
        if timeout is None:
            timeout = get_async_test_timeout()

        if not self.__stopped:
            if timeout:

                def timeout_func() -> None:
                    try:
                        raise self.failureException(
                            "Async operation timed out after %s seconds" % timeout
                        )
                    except Exception:
                        self.__failure = sys.exc_info()
                    self.stop()

                self.__timeout = self.io_loop.add_timeout(
                    self.io_loop.time() + timeout, timeout_func
                )
            while True:
                self.__running = True
                self.io_loop.start()
                if self.__failure is not None or condition is None or condition():
                    break
            if self.__timeout is not None:
                self.io_loop.remove_timeout(self.__timeout)
                self.__timeout = None
        assert self.__stopped
        self.__stopped = False
        self.__rethrow()
        result = self.__stop_args
        self.__stop_args = None
        return result


class AsyncHTTPTestCase(AsyncTestCase):
    """A test case that starts up an HTTP server.

    Subclasses must override `get_app()`, which returns the
    `tornado.web.Application` (or other `.HTTPServer` callback) to be tested.
    Tests will typically use the provided ``self.http_client`` to fetch
    URLs from this server.

    Example, assuming the "Hello, world" example from the user guide is in
    ``hello.py``::

        import hello

        class TestHelloApp(AsyncHTTPTestCase):
            def get_app(self):
                return hello.make_app()

            def test_homepage(self):
                response = self.fetch('/')
                self.assertEqual(response.code, 200)
                self.assertEqual(response.body, 'Hello, world')

    That call to ``self.fetch()`` is equivalent to ::

        self.http_client.fetch(self.get_url('/'), self.stop)
        response = self.wait()

    which illustrates how AsyncTestCase can turn an asynchronous operation,
    like ``http_client.fetch()``, into a synchronous operation. If you need
    to do other asynchronous operations in tests, you'll probably need to use
    ``stop()`` and ``wait()`` yourself.
    """

    def setUp(self) -> None:
        super().setUp()
        sock, port = bind_unused_port()
        self.__port = port

        self.http_client = self.get_http_client()
        self._app = self.get_app()
        self.http_server = self.get_http_server()
        self.http_server.add_sockets([sock])

    def get_http_client(self) -> AsyncHTTPClient:
        return AsyncHTTPClient()

    def get_http_server(self) -> HTTPServer:
        return HTTPServer(self._app, **self.get_httpserver_options())

    def get_app(self) -> Application:
        """Should be overridden by subclasses to return a
        `tornado.web.Application` or other `.HTTPServer` callback.
        """
        raise NotImplementedError()

    def fetch(
        self, path: str, raise_error: bool = False, **kwargs: Any
    ) -> HTTPResponse:
        """Convenience method to synchronously fetch a URL.

        The given path will be appended to the local server's host and
        port.  Any additional keyword arguments will be passed directly to
        `.AsyncHTTPClient.fetch` (and so could be used to pass
        ``method="POST"``, ``body="..."``, etc).

        If the path begins with http:// or https://, it will be treated as a
        full URL and will be fetched as-is.

        If ``raise_error`` is ``True``, a `tornado.httpclient.HTTPError` will
        be raised if the response code is not 200. This is the same behavior
        as the ``raise_error`` argument to `.AsyncHTTPClient.fetch`, but
        the default is ``False`` here (it's ``True`` in `.AsyncHTTPClient`)
        because tests often need to deal with non-200 response codes.

        .. versionchanged:: 5.0
           Added support for absolute URLs.

        .. versionchanged:: 5.1

           Added the ``raise_error`` argument.

        .. deprecated:: 5.1

           This method currently turns any exception into an
           `.HTTPResponse` with status code 599. In Tornado 6.0,
           errors other than `tornado.httpclient.HTTPError` will be
           passed through, and ``raise_error=False`` will only
           suppress errors that would be raised due to non-200
           response codes.

        """
        if path.lower().startswith(("http://", "https://")):
            url = path
        else:
            url = self.get_url(path)
        return self.io_loop.run_sync(
            lambda: self.http_client.fetch(url, raise_error=raise_error, **kwargs),
            timeout=get_async_test_timeout(),
        )

    def get_httpserver_options(self) -> Dict[str, Any]:
        """May be overridden by subclasses to return additional
        keyword arguments for the server.
        """
        return {}

    def get_http_port(self) -> int:
        """Returns the port used by the server.

        A new port is chosen for each test.
        """
        return self.__port

    def get_protocol(self) -> str:
        return "http"

    def get_url(self, path: str) -> str:
        """Returns an absolute url for the given path on the test server."""
        return "%s://127.0.0.1:%s%s" % (self.get_protocol(), self.get_http_port(), path)

    def tearDown(self) -> None:
        self.http_server.stop()
        self.io_loop.run_sync(
            self.http_server.close_all_connections, timeout=get_async_test_timeout()
        )
        self.http_client.close()
        del self.http_server
        del self._app
        super().tearDown()


class AsyncHTTPSTestCase(AsyncHTTPTestCase):
    """A test case that starts an HTTPS server.

    Interface is generally the same as `AsyncHTTPTestCase`.
    """

    def get_http_client(self) -> AsyncHTTPClient:
        return AsyncHTTPClient(force_instance=True, defaults=dict(validate_cert=False))

    def get_httpserver_options(self) -> Dict[str, Any]:
        return dict(ssl_options=self.get_ssl_options())

    def get_ssl_options(self) -> Dict[str, Any]:
        """May be overridden by subclasses to select SSL options.

        By default includes a self-signed testing certificate.
        """
        return AsyncHTTPSTestCase.default_ssl_options()

    @staticmethod
    def default_ssl_options() -> Dict[str, Any]:
        # Testing keys were generated with:
        # openssl req -new -keyout tornado/test/test.key \
        #                     -out tornado/test/test.crt -nodes -days 3650 -x509
        module_dir = os.path.dirname(__file__)
        return dict(
            certfile=os.path.join(module_dir, "test", "test.crt"),
            keyfile=os.path.join(module_dir, "test", "test.key"),
        )

    def get_protocol(self) -> str:
        return "https"


@typing.overload
def gen_test(
    *, timeout: Optional[float] = None
) -> Callable[[Callable[..., Union[Generator, "Coroutine"]]], Callable[..., None]]:
    pass


@typing.overload  # noqa: F811
def gen_test(func: Callable[..., Union[Generator, "Coroutine"]]) -> Callable[..., None]:
    pass


[docs]def gen_test(  # noqa: F811
    func: Optional[Callable[..., Union[Generator, "Coroutine"]]] = None,
    timeout: Optional[float] = None,
) -> Union[
    Callable[..., None],
    Callable[[Callable[..., Union[Generator, "Coroutine"]]], Callable[..., None]],
]:
    """Testing equivalent of ``@gen.coroutine``, to be applied to test methods.

    ``@gen.coroutine`` cannot be used on tests because the `.IOLoop` is not
    already running.  ``@gen_test`` should be applied to test methods
    on subclasses of `AsyncTestCase`.

    Example::

        class MyTest(AsyncHTTPTestCase):
            @gen_test
            def test_something(self):
                response = yield self.http_client.fetch(self.get_url('/'))

    By default, ``@gen_test`` times out after 5 seconds. The timeout may be
    overridden globally with the ``ASYNC_TEST_TIMEOUT`` environment variable,
    or for each test with the ``timeout`` keyword argument::

        class MyTest(AsyncHTTPTestCase):
            @gen_test(timeout=10)
            def test_something_slow(self):
                response = yield self.http_client.fetch(self.get_url('/'))

    Note that ``@gen_test`` is incompatible with `AsyncTestCase.stop`,
    `AsyncTestCase.wait`, and `AsyncHTTPTestCase.fetch`. Use ``yield
    self.http_client.fetch(self.get_url())`` as shown above instead.

    .. versionadded:: 3.1
       The ``timeout`` argument and ``ASYNC_TEST_TIMEOUT`` environment
       variable.

    .. versionchanged:: 4.0
       The wrapper now passes along ``*args, **kwargs`` so it can be used
       on functions with arguments.

    """
    if timeout is None:
        timeout = get_async_test_timeout()

    def wrap(f: Callable[..., Union[Generator, "Coroutine"]]) -> Callable[..., None]:
        # Stack up several decorators to allow us to access the generator
        # object itself.  In the innermost wrapper, we capture the generator
        # and save it in an attribute of self.  Next, we run the wrapped
        # function through @gen.coroutine.  Finally, the coroutine is
        # wrapped again to make it synchronous with run_sync.
        #
        # This is a good case study arguing for either some sort of
        # extensibility in the gen decorators or cancellation support.
        @functools.wraps(f)
        def pre_coroutine(self, *args, **kwargs):
            # type: (AsyncTestCase, *Any, **Any) -> Union[Generator, Coroutine]
            # Type comments used to avoid pypy3 bug.
            result = f(self, *args, **kwargs)
            if isinstance(result, Generator) or inspect.iscoroutine(result):
                self._test_generator = result
            else:
                self._test_generator = None
            return result

        if inspect.iscoroutinefunction(f):
            coro = pre_coroutine
        else:
            coro = gen.coroutine(pre_coroutine)

        @functools.wraps(coro)
        def post_coroutine(self, *args, **kwargs):
            # type: (AsyncTestCase, *Any, **Any) -> None
            try:
                return self.io_loop.run_sync(
                    functools.partial(coro, self, *args, **kwargs), timeout=timeout
                )
            except TimeoutError as e:
                # run_sync raises an error with an unhelpful traceback.
                # If the underlying generator is still running, we can throw the
                # exception back into it so the stack trace is replaced by the
                # point where the test is stopped. The only reason the generator
                # would not be running would be if it were cancelled, which means
                # a native coroutine, so we can rely on the cr_running attribute.
                if self._test_generator is not None and getattr(
                    self._test_generator, "cr_running", True
                ):
                    self._test_generator.throw(type(e), e)
                    # In case the test contains an overly broad except
                    # clause, we may get back here.
                # Coroutine was stopped or didn't raise a useful stack trace,
                # so re-raise the original exception which is better than nothing.
                raise

        return post_coroutine

    if func is not None:
        # Used like:
        #     @gen_test
        #     def f(self):
        #         pass
        return wrap(func)
    else:
        # Used like @gen_test(timeout=10)
        return wrap



# Without this attribute, nosetests will try to run gen_test as a test
# anywhere it is imported.
gen_test.__test__ = False  # type: ignore


class ExpectLog(logging.Filter):
    """Context manager to capture and suppress expected log output.

    Useful to make tests of error conditions less noisy, while still
    leaving unexpected log entries visible.  *Not thread safe.*

    The attribute ``logged_stack`` is set to ``True`` if any exception
    stack trace was logged.

    Usage::

        with ExpectLog('tornado.application', "Uncaught exception"):
            error_response = self.fetch("/some_page")

    .. versionchanged:: 4.3
       Added the ``logged_stack`` attribute.
    """

    def __init__(
        self,
        logger: Union[logging.Logger, basestring_type],
        regex: str,
        required: bool = True,
        level: Optional[int] = None,
    ) -> None:
        """Constructs an ExpectLog context manager.

        :param logger: Logger object (or name of logger) to watch.  Pass
            an empty string to watch the root logger.
        :param regex: Regular expression to match.  Any log entries on
            the specified logger that match this regex will be suppressed.
        :param required: If true, an exception will be raised if the end of
            the ``with`` statement is reached without matching any log entries.
        :param level: A constant from the ``logging`` module indicating the
            expected log level. If this parameter is provided, only log messages
            at this level will be considered to match. Additionally, the
            supplied ``logger`` will have its level adjusted if necessary
            (for the duration of the ``ExpectLog`` to enable the expected
            message.

        .. versionchanged:: 6.1
           Added the ``level`` parameter.
        """
        if isinstance(logger, basestring_type):
            logger = logging.getLogger(logger)
        self.logger = logger
        self.regex = re.compile(regex)
        self.required = required
        self.matched = False
        self.logged_stack = False
        self.level = level
        self.orig_level = None  # type: Optional[int]

    def filter(self, record: logging.LogRecord) -> bool:
        if record.exc_info:
            self.logged_stack = True
        message = record.getMessage()
        if self.regex.match(message):
            if self.level is not None and record.levelno != self.level:
                app_log.warning(
                    "Got expected log message %r at unexpected level (%s vs %s)"
                    % (message, logging.getLevelName(self.level), record.levelname)
                )
                return True
            self.matched = True
            return False
        return True

    def __enter__(self) -> "ExpectLog":
        if self.level is not None and self.level < self.logger.getEffectiveLevel():
            self.orig_level = self.logger.level
            self.logger.setLevel(self.level)
        self.logger.addFilter(self)
        return self

    def __exit__(
        self,
        typ: "Optional[Type[BaseException]]",
        value: Optional[BaseException],
        tb: Optional[TracebackType],
    ) -> None:
        if self.orig_level is not None:
            self.logger.setLevel(self.orig_level)
        self.logger.removeFilter(self)
        if not typ and self.required and not self.matched:
            raise Exception("did not get expected log message")


def main(**kwargs: Any) -> None:
    """A simple test runner.

    This test runner is essentially equivalent to `unittest.main` from
    the standard library, but adds support for Tornado-style option
    parsing and log formatting. It is *not* necessary to use this
    `main` function to run tests using `AsyncTestCase`; these tests
    are self-contained and can run with any test runner.

    The easiest way to run a test is via the command line::

        python -m tornado.testing tornado.test.web_test

    See the standard library ``unittest`` module for ways in which
    tests can be specified.

    Projects with many tests may wish to define a test script like
    ``tornado/test/runtests.py``.  This script should define a method
    ``all()`` which returns a test suite and then call
    `tornado.testing.main()`.  Note that even when a test script is
    used, the ``all()`` test suite may be overridden by naming a
    single test on the command line::

        # Runs all tests
        python -m tornado.test.runtests
        # Runs one test
        python -m tornado.test.runtests tornado.test.web_test

    Additional keyword arguments passed through to ``unittest.main()``.
    For example, use ``tornado.testing.main(verbosity=2)``
    to show many test details as they are run.
    See http://docs.python.org/library/unittest.html#unittest.main
    for full argument list.

    .. versionchanged:: 5.0

       This function produces no output of its own; only that produced
       by the `unittest` module (previously it would add a PASS or FAIL
       log message).
    """
    from tornado.options import define, options, parse_command_line

    define(
        "exception_on_interrupt",
        type=bool,
        default=True,
        help=(
            "If true (default), ctrl-c raises a KeyboardInterrupt "
            "exception.  This prints a stack trace but cannot interrupt "
            "certain operations.  If false, the process is more reliably "
            "killed, but does not print a stack trace."
        ),
    )

    # support the same options as unittest's command-line interface
    define("verbose", type=bool)
    define("quiet", type=bool)
    define("failfast", type=bool)
    define("catch", type=bool)
    define("buffer", type=bool)

    argv = [sys.argv[0]] + parse_command_line(sys.argv)

    if not options.exception_on_interrupt:
        signal.signal(signal.SIGINT, signal.SIG_DFL)

    if options.verbose is not None:
        kwargs["verbosity"] = 2
    if options.quiet is not None:
        kwargs["verbosity"] = 0
    if options.failfast is not None:
        kwargs["failfast"] = True
    if options.catch is not None:
        kwargs["catchbreak"] = True
    if options.buffer is not None:
        kwargs["buffer"] = True

    if __name__ == "__main__" and len(argv) == 1:
        print("No tests specified", file=sys.stderr)
        sys.exit(1)
    # In order to be able to run tests by their fully-qualified name
    # on the command line without importing all tests here,
    # module must be set to None.  Python 3.2's unittest.main ignores
    # defaultTest if no module is given (it tries to do its own
    # test discovery, which is incompatible with auto2to3), so don't
    # set module if we're not asking for a specific test.
    if len(argv) > 1:
        unittest.main(module=None, argv=argv, **kwargs)  # type: ignore
    else:
        unittest.main(defaultTest="all", argv=argv, **kwargs)


if __name__ == "__main__":
    main()
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