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python-sjsclient

Python bindings to Spark Job Server API.


Features


	Supports Spark Jobserver 0.6.0+






Library Installation

$ pip install python-sjsclient








Getting started

First create a client instance:

>>> from sjsclient import client
>>> sjs = client.Client("http://JOB_SERVER_URL:PORT")





Uploading a jar to Spark Jobserver:

>>> jar_file_path = os.path.join("path", "to", "jar")
>>> jar_blob = open(jar_file_path, 'rb').read()
>>> app = sjs.apps.create("test_app", jar_blob)





Uploading a python egg to Spark Jobserver:

>>> from sjsclient import app
>>> egg_file_path = os.path.join("path", "to", "egg")
>>> egg_blob = open(egg_file_path, 'rb').read()
>>> app = sjs.apps.create("test_python_app", egg_blob, app.AppType.PYTHON)





Listing available apps:

>>> for app in sjs.apps.list():
...     print app.name
...
test_app
my_streaming_app





Creating an adhoc job:

>>> test_app = sjs.apps.get("test_app")
>>> class_path = "spark.jobserver.VeryShortDoubleJob"
>>> config = {"test_config": "test_config_value"}
>>> job = sjs.jobs.create(test_app, class_path, conf=config)
>>> print("Job Status: ", job.status)
Job Status: STARTED





Polling for job status:

>>> job = sjs.jobs.create(...)
>>> while job.status != "FINISHED":
>>>     time.sleep(2)
>>>     job = sjs.jobs.get(job.jobId)





Getting job config:

>>> config = {"test_config": "test_config_value"}
>>> job = sjs.jobs.create(test_app, class_path, conf=config)
>>> job_config = job.get_config()
>>> print("test_config value: ", job_config["test_config"])
test_config_value: test_config_value





Listing jobs:

>>> for job in sjs.jobs.list():
...     print job.jobId
...
8c5bd52f-6486-44ee-9ac3-a8327ee40494
24b67573-3115-49c7-983c-d0eff0499b71
99c8be9e-a0ec-42dd-8a2c-9a8680bc5051
bb82f712-d4b4-43a4-8e4d-e4bb272e85db





Limiting jobs list:

>>> for job in sjs.jobs.list(limit=1):
...     print job.jobId
...
8c5bd52f-6486-44ee-9ac3-a8327ee40494





Creating a named context:

>>> ctx_config = {'num-cpu-cores': '1', 'memory-per-node': '512m'}
>>> ctx = sjs.contexts.create("test_context", ctx_config)





Running a job in a named context:

>>> test_app = sjs.apps.get("test_app")
>>> test_ctx = sjs.contexts.get("test_context")
>>> config = {"test_config": "test_config_value"}
>>> job = sjs.jobs.create(test_app, class_path, ctx=test_ctx, conf=config)
>>> print("Job Status: ", job.status)
Job Status: STARTED








Documentation

http://python-sjsclient.readthedocs.org




Discussion list

spark-jobserver google group: https://groups.google.com/forum/#!forum/spark-jobserver




Requirements


	Python >= 2.7.0






License

python-sjsclient is offered under the Apache 2 license.




Source code

The latest developer version is available in a github repository:
https://github.com/spark-jobserver/python-sjsclient
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Client API Reference








Client


	
class sjsclient.client.Client(endpoint, auth=None)[source]

	Bases: object

Client for Spark Job Server








App


	
class sjsclient.app.App(manager, attrs=None)[source]

	Bases: sjsclient.base.Resource

An app is a spark application.


	
name = None

	Name of the App






	
time = None

	App creation time










	
class sjsclient.app.AppManager(client)[source]

	Bases: sjsclient.base.ResourceManager

Manage App resources.


	
base_path = 'binaries'

	




	
create(name, app_binary, app_type='java')[source]

	Create an app.





	Parameters:	
	name – Descriptive name of application

	app_binary – Application binary

	app_type – App type, for example java or python, default: java






	Return type:	App












	
delete(name)[source]

	Delete a specific App.





	Parameters:	name – The name of the App to delete.










	
get(name)[source]

	Get a specific App.





	Parameters:	name – The name of the App to get.


	Return type:	App










	
list()[source]

	Lists Apps.






	
resource_class

	alias of App










	
class sjsclient.app.AppType[source]

	Bases: object

A helper class that contains app types


	
JAVA = 'java'

	




	
PYTHON = 'python'

	




	
static get_header(app_type)[source]

	










Job


	
class sjsclient.job.Job(manager, attrs=None)[source]

	Bases: sjsclient.base.Resource

A Spark job.


	
classpath = None

	Main java class path






	
context = None

	Context name






	
delete()[source]

	Delete job.






	
duration = None

	Time taken by the job to finish






	
get_config()[source]

	Get job configuration.






	
jobId = None

	Job ID






	
result = None

	Response from Spark.






	
status = None

	Jobs status










	
class sjsclient.job.JobConfig[source]

	Bases: dict

A Spark job config dictionary.






	
class sjsclient.job.JobManager(client)[source]

	Bases: sjsclient.base.ResourceManager

Manage Job resources.


	
base_path = 'jobs'

	




	
create(app, class_path, conf=None, ctx=None, sync=False)[source]

	Create a Spark job.





	Parameters:	
	app – Instance of App

	class_path – Main class path of spark job.

	conf – Configuration json

	ctx – Instance of Context

	sync – Set to True for synchronous job creation






	Return type:	Job












	
delete(job_id)[source]

	Delete a specific Job.





	Parameters:	job_id – The jobId of the Job to get.










	
get(job_id)[source]

	Get a specific Job. This returns more information than create.





	Parameters:	job_id – The jobId of the Job to get.


	Return type:	Job










	
get_config(job_id)[source]

	Get job configuration.





	Parameters:	job_id – The jobId of the Job to get.


	Return type:	JobConfig










	
resource_class

	alias of Job










	
class sjsclient.job.JobStatus[source]

	Bases: object

A Helper class that contains the job status


	
ERROR = 'ERROR'

	




	
FINISHED = 'FINISHED'

	




	
RUNNING = 'RUNNING'

	










Context


	
class sjsclient.context.Context(manager, attrs=None)[source]

	Bases: sjsclient.base.Resource

A Spark context.


	
delete()[source]

	Delete context.










	
class sjsclient.context.ContextManager(client)[source]

	Bases: sjsclient.base.ResourceManager

Manage Context resources.


	
base_path = 'contexts'

	




	
create(name, params=None)[source]

	Create a Spark context.





	Parameters:	
	name – Descriptive name of context

	params – Dictionary of context parameters






	Return type:	Context












	
delete(name)[source]

	Delete a specific Context.





	Parameters:	name – The name of the Context to delete.










	
get(name)[source]

	Get a specific Context.





	Parameters:	name – The name of the Context to get.


	Return type:	Context










	
resource_class

	alias of Context
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  Source code for sjsclient.job

# -*- coding: utf-8 -*-
from sjsclient import base
from sjsclient import utils


[docs]class JobStatus(object):
    """A Helper class that contains the job status"""

    RUNNING = "RUNNING"
    FINISHED = "FINISHED"
    ERROR = "ERROR"



[docs]class Job(base.Resource):
    """A Spark job."""

    #: Job ID
    jobId = None
    #: Context name
    context = None
    #: Jobs status
    status = None
    #: Time taken by the job to finish
    duration = None
    #: Main java class path
    classpath = None
    #: Response from Spark.
    result = None

    def __repr__(self):
        return "<Job: %s>" % self.jobId

[docs]    def delete(self):
        """Delete job."""

        return self.manager.delete(self.jobId)


[docs]    def get_config(self):
        """Get job configuration."""

        return self.manager.get_config(self.jobId)




[docs]class JobConfig(dict):
    """A Spark job config dictionary."""
    pass



[docs]class JobManager(base.ResourceManager):
    """Manage :class:`Job` resources."""

    base_path = "jobs"
    resource_class = Job

    def _create_resource(self, data):
        job = self.resource_class(self, data)
        return job

[docs]    def create(self, app, class_path, conf=None, ctx=None, sync=False):
        """Create a Spark job.

        :param app: Instance of :class:`App`
        :param class_path: Main class path of spark job.
        :param conf: Configuration json
        :param ctx: Instance of :class:`Context`
        :param sync: Set to `True` for synchronous job creation
        :rtype: :class:`Job`
        """

        url = self.base_path
        params = {'appName': app.name,
                  'classPath': class_path}
        if ctx:
            params['context'] = ctx.name

        if sync:
            params['sync'] = 'true'

        resp = self.client._post(url, data=conf, params=params).json()
        return self._create_resource(resp)


[docs]    def get(self, job_id):
        """Get a specific Job. This returns more information than create.

        :param job_id: The jobId of the :class:`Job` to get.
        :rtype: :class:`Job`
        """

        url = utils.urljoin(self.base_path, job_id)
        resp = self.client._get(url).json()
        return self._create_resource(resp)


[docs]    def delete(self, job_id):
        """Delete a specific Job.

        :param job_id: The jobId of the :class:`Job` to get.
        """
        url = self.base_path
        url = utils.urljoin(url, job_id)
        resp = self.client._delete(url)
        return resp


[docs]    def get_config(self, job_id):
        """Get job configuration.

        :param job_id: The jobId of the :class:`Job` to get.
        :rtype: :class:`JobConfig`
        """

        url = utils.urljoin(self.base_path, job_id, "config")
        resp = self.client._get(url).json()
        return JobConfig(resp)
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  Source code for sjsclient.context

# -*- coding: utf-8 -*-

from sjsclient import base
from sjsclient import exceptions
from sjsclient import utils


[docs]class Context(base.Resource):
    """A Spark context."""

    def __repr__(self):
        return "<Context: %s>" % self.name

[docs]    def delete(self):
        """Delete context."""

        return self.manager.delete(self.name)




[docs]class ContextManager(base.ResourceManager):
    """Manage :class:`Context` resources."""

    base_path = "contexts"
    resource_class = Context

    def _create_resource(self, data):
        return self.resource_class(self, dict(name=data))

[docs]    def create(self, name, params=None):
        """Create a Spark context.

        :param name: Descriptive name of context
        :param params: Dictionary of context parameters
        :rtype: :class:`Context`
        """

        url = utils.urljoin(self.base_path, name)
        self.client._post(url, params=params)
        return self._create_resource(name)


[docs]    def delete(self, name):
        """Delete a specific Context.

        :param name: The name of the :class:`Context` to delete.
        """

        url = self.base_path
        url = utils.urljoin(url, name)
        resp = self.client._delete(url)
        return resp


[docs]    def get(self, name):
        """Get a specific Context.

        :param name: The name of the :class:`Context` to get.
        :rtype: :class:`Context`
        """

        if name not in [x.name for x in self.list()]:
            msg = "Context {} not found.".format(name)
            raise exceptions.NotFoundException(msg)

        return self._create_resource(name)
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  All modules for which code is available


		sjsclient.app


		sjsclient.client


		sjsclient.context


		sjsclient.job
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  Source code for sjsclient.app

# -*- coding: utf-8 -*-

import time

from sjsclient import base
from sjsclient import exceptions
from sjsclient import utils


[docs]class AppType(object):
    """A helper class that contains app types"""

    JAVA = "java"
    PYTHON = "python"
    _APP_TYPES_HEADER_MAP = {
        JAVA: "application/java-archive",
        PYTHON: "application/python-archive"
    }

    @staticmethod
[docs]    def get_header(app_type):
        return AppType._APP_TYPES_HEADER_MAP[app_type]




[docs]class App(base.Resource):
    """An app is a spark application."""

    #: Name of the App
    name = None
    #: App creation time
    time = None

    def __repr__(self):
        return "<App: %s>" % self.name



[docs]class AppManager(base.ResourceManager):
    """Manage :class:`App` resources."""

    base_path = "binaries"
    resource_class = App

[docs]    def create(self, name, app_binary, app_type=AppType.JAVA):
        """Create an app.

        :param name: Descriptive name of application
        :param app_binary: Application binary
        :param app_type: App type, for example java or python, default: java
        :rtype: :class:`App`
        """
        headers = {'Content-Type': AppType.get_header(app_type)}
        url = self.base_path
        url = utils.urljoin(url, name)
        # Strange that it is not JSON
        self.client._post(url, data=app_binary, headers=headers)
        time.sleep(1)
        return self.get(name)


[docs]    def delete(self, name):
        """Delete a specific App.

        :param name: The name of the :class:`App` to delete.
        """

        url = self.base_path
        url = utils.urljoin(url, name)
        resp = self.client._delete(url)
        return resp


[docs]    def get(self, name):
        """Get a specific App.

        :param name: The name of the :class:`App` to get.
        :rtype: :class:`App`
        """

        url = self.base_path
        resp = self.client._get(url).json()

        if name not in resp:
            msg = "App {} not found.".format(name)
            raise exceptions.NotFoundException(msg)

        data = {"name": name, "time": resp[name]}
        return self._create_resource(data)


[docs]    def list(self):
        """Lists Apps."""

        url = self.base_path
        resp = self.client._get(url).json()
        for k, v in resp.items():
            data_dict = {"name": k, "time": v}
            yield self._create_resource(data_dict)
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Features



		Supports Spark Jobserver 0.6.0+








Library Installation


$ pip install python-sjsclient









Getting started


First create a client instance:


>>> from sjsclient import client
>>> sjs = client.Client("http://JOB_SERVER_URL:PORT")






Uploading a jar to Spark Jobserver:


>>> jar_file_path = os.path.join("path", "to", "jar")
>>> jar_blob = open(jar_file_path, 'rb').read()
>>> app = sjs.apps.create("test_app", jar_blob)






Uploading a python egg to Spark Jobserver:


>>> from sjsclient import app
>>> egg_file_path = os.path.join("path", "to", "egg")
>>> egg_blob = open(egg_file_path, 'rb').read()
>>> app = sjs.apps.create("test_python_app", egg_blob, app.AppType.PYTHON)






Listing available apps:


>>> for app in sjs.apps.list():
...     print app.name
...
test_app
my_streaming_app






Creating an adhoc job:


>>> test_app = sjs.apps.get("test_app")
>>> class_path = "spark.jobserver.VeryShortDoubleJob"
>>> config = {"test_config": "test_config_value"}
>>> job = sjs.jobs.create(test_app, class_path, conf=config)
>>> print("Job Status: ", job.status)
Job Status: STARTED






Creating a synchronous adhoc job:


>>> job = sjs.jobs.create(test_app, class_path, conf=config, sync=True)
>>> print(job.result)
[2, 4, 6]






Polling for job status:


>>> job = sjs.jobs.create(...)
>>> while job.status != "FINISHED":
>>>     time.sleep(2)
>>>     job = sjs.jobs.get(job.jobId)






Getting job config:


>>> config = {"test_config": "test_config_value"}
>>> job = sjs.jobs.create(test_app, class_path, conf=config)
>>> job_config = job.get_config()
>>> print("test_config value: ", job_config["test_config"])
test_config_value: test_config_value






Listing jobs:


>>> for job in sjs.jobs.list():
...     print job.jobId
...
8c5bd52f-6486-44ee-9ac3-a8327ee40494
24b67573-3115-49c7-983c-d0eff0499b71
99c8be9e-a0ec-42dd-8a2c-9a8680bc5051
bb82f712-d4b4-43a4-8e4d-e4bb272e85db






Limiting jobs list:


>>> for job in sjs.jobs.list(limit=1):
...     print job.jobId
...
8c5bd52f-6486-44ee-9ac3-a8327ee40494






Creating a named context:


>>> ctx_config = {'num-cpu-cores': '1', 'memory-per-node': '512m'}
>>> ctx = sjs.contexts.create("test_context", ctx_config)






Running a job in a named context:


>>> test_app = sjs.apps.get("test_app")
>>> test_ctx = sjs.contexts.get("test_context")
>>> config = {"test_config": "test_config_value"}
>>> job = sjs.jobs.create(test_app, class_path, ctx=test_ctx, conf=config)
>>> print("Job Status: ", job.status)
Job Status: STARTED









Documentation


http://python-sjsclient.readthedocs.org





Discussion list


spark-jobserver google group: https://groups.google.com/forum/#!forum/spark-jobserver





Requirements



		Python >= 2.7.0








License


python-sjsclient is offered under the Apache 2 license.





Source code


The latest developer version is available in a github repository:
https://github.com/spark-jobserver/python-sjsclient
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# -*- coding: utf-8 -*-
import requests

from sjsclient import app
from sjsclient import context
from sjsclient import exceptions
from sjsclient import job
from sjsclient import utils


[docs]class Client(object):
    """Client for Spark Job Server"""

    def __init__(self, endpoint, auth=None):
        self.endpoint = endpoint
        self.auth = auth
        self.jobs = job.JobManager(self)
        self.apps = app.AppManager(self)
        self.contexts = context.ContextManager(self)

    def _get(self, path, **kwargs):
        """Perform an HTTP GET request."""
        return self._request(path, 'GET', **kwargs)

    def _post(self, path, **kwargs):
        """Perform an HTTP POST request."""
        return self._request(path, 'POST', **kwargs)

    def _put(self, path, **kwargs):
        """Perform an HTTP PUT request."""
        return self._request(path, 'PUT', **kwargs)

    def _delete(self, path, **kwargs):
        """Perform an HTTP DELETE request."""
        return self._request(path, 'DELETE', **kwargs)

    def _request(self, path, method, **kwargs):
        url = utils.urljoin(self.endpoint, path)
        http = requests.Session()
        if self.auth:
            kwargs['auth'] = self.auth
        resp = http.request(method, url, **kwargs)

        try:
            resp.raise_for_status()
        except requests.RequestException as e:
            if resp.status_code == 404:
                exc_type = exceptions.NotFoundException
            else:
                exc_type = exceptions.HttpException
            raise exc_type(str(e),
                           details=self._parse_error_response(resp),
                           status_code=resp.status_code)
        return resp

    def _parse_error_response(self, resp):
        try:
            message = resp.json()['status']
        except ValueError:
            message = resp.text
        return message
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Usage


First create a client instance:


>>> from sjsclient import client
>>> sjs = client.Client("http://JOB_SERVER_URL:PORT")






Then call methods on its managers:


>>> sjs.apps.list()
>>> for app in sjs.apps.list():
...     print app.name
...
824d89f1-224d-4083-8129-363b79849939
36bb9cd3-054a-4ed7-a9f8-956a542c2357


>>> for job in sjs.jobs.list():
...     print job.jobId
...
8c5bd52f-6486-44ee-9ac3-a8327ee40494
24b67573-3115-49c7-983c-d0eff0499b71
99c8be9e-a0ec-42dd-8a2c-9a8680bc5051
bb82f712-d4b4-43a4-8e4d-e4bb272e85db






For more information, see the reference:




		Client API Reference
		Client


		App


		Job


		Context
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Installation


At the command line:


$ pip install python-sjsclient






Or, if you have virtualenvwrapper installed:


$ mkvirtualenv python-sjsclient
$ pip install python-sjsclient
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