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HP-ELM documentation

HP-ELM is a high performance Neural Network toolbox for solving large problems, especially
in Big Data. It supports datasets of any size and GPU acceleration, both with modest memory
consumption and fast non-iterative optimization. Train a neural network with 32000 neurons on MNIST
dataset in 1 minute on your desktop! [*]




	[*]	Neural Network with 32000 sigmoid neurons trained on MNIST training set with 60000 samples,
at Intel i7-4790K(4.6GHz), 16GB RAM, GTX Titan Black — 62.8 seconds.





Extreme Learning Machines (ELM)

Extreme Learning Machine is a training algorithm for Single hidden Layer Feed-forward Neural
networks (SLFN). It’s distinctive feature is random selection of input weights, after which
the output weights are computed in one step. The one-step solution provides a huge speedup
(> x1000) compared to iterative training algorithms for SLFN like error back-propagation (BP),
also known as Multilayer Perceptron (MLP). ELM accuracy with default settings is comparable
to MLP, so it is a ready-available fast replacement for MLP for any practical purposes.

ELM follows an opposite “philosophy” to a popular Deep Learning methodology, that aims for
the best accuracy in the world in complex tasks at a cost of a very long training time,
easily x1,000,000 compared to ELM. Deep Learning also incurs great development costs
because it requires highly skilled scientific personnel for model tuning and many man-years
of work. While Deep Learning fits best for global challenges like machine translation and
self-driving vehicles, ELM is the best model for anything else: prototyping, any low-cost or
short-term projects, and for obtaining results on Big Data in reasonable time.




Parallel HP-ELM on multiple machines

HP-ELM uses all cores of a single machine, and is easily run on multiple machines that can access shared storage.
See the manual and working example here: Running HP-ELM in parallel.


References for ELM


	Main website [http://www.ntu.edu.sg/home/egbhuang/]

	Recent surway [https://scholar.google.fi/scholar?cluster=10231859643125368934&hl=en&as_sdt=0,5]

	HPELM toolbox paper [http://ieeexplore.ieee.org/xpl/articleDetails.jsp?arnumber=7140733&punumber%3D6287639]
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Running HP-ELM in parallel

An ELM model is very easy to run in parallel. Its solution has two main steps: compute helper matrices \(HH\)
and \(HT\) (99% runtime for large dataset and many hidden neurons) and solve output matrix \(B\) from \(HH\)
and \(HT\) (1% runtime). Partial matrices \(HH^p\) and \(HT^p\) are computed from different parts of input data
independently, and then simply summed together: \(HH = HH^1 + HH^2 + ... + HH^n\), \(HT = HT^1 + HT^2 + ... + HT^n\).
The final solution of \(B\) cannot be easily split across multiple computers, but it is very fast anyway.


Note

On a single computer HP-ELM already uses all the cores. Parallel HP-ELM takes advantage of distributing work across
multiple machines, for instance on a computer cluster.



An example of running HP-ELM in parallel is given below. Separate code blocks are in different files.


	Put data on a disk in HDF5 format. For example:


X = np.random.rand(1000, 10)
T = np.random.rand(1000, 3)
hX = modules.make_hdf5(X, "dataX.hdf5")
hT = modules.make_hdf5(T, "dataT.hdf5")










	Create an HP-ELM model with neurons, and save it to a file.


model0 = HPELM(10, 3)
model0.add_neurons(10, 'lin')
model0.add_neurons(5, 'tanh')
model0.add_neurons(15, 'sigm')
model0.save("fmodel.h5")










	Compute partial matrices \(HH^p, HT^p\) on different machines in parallel by running different Python scripts.
All scripts can read data from the same data files (then you need to set parameters istart and icount that
specify where to start reading data and how many rows to read). Scripts can also read data from separate
files which you have prepared and distributed, or even from the given Numpy matrices (not sure about that :).

All scripts write their partial matrices \(HH^p, HT^p\) to the same files on disk, incrementing existing data
in these files. Writes are multiprocess-safe using file locks (from fasteners library). HP-ELM will create starting
files with zero matrices \(HH, HT\) for you if they don’t exist yet.


Note

The folder where \(HH, HT\) files are located must be writable by all parallel scripts, because they use
auxiliary files as write locks.



model1 = HPELM(10, 3)
model1.load("model.pkl")
model1.add_data("dataX.hdf5", "dataT.hdf5", istart=0, icount=100, fHH="HH.hdf5", fHT="HT.hdf5")





model2 = HPELM(10, 3)
model2.load("model.pkl")
model2.add_data("dataX.hdf5", "dataT.hdf5", istart=100, icount=100, fHH="HH.hdf5", fHT="HT.hdf5")





model3 = HPELM(10, 3)
model3.load("model.pkl")
model3.add_data("dataX.hdf5", "dataT.hdf5", istart=200, icount=800, fHH="HH.hdf5", fHT="HT.hdf5")







	Run final solution step on one machine, and save the trained model. You can then get your predictions.

model4 = HPELM(10, 3)
model4.load("model.pkl")
model4.solve_corr("HH.hdf5", "HT.hdf5")
model4.save("model.pkl")





model5 = HPELM(10, 3)
model5.load("model.pkl")
model5.predict("dataX.hdf5", "predictedY.hdf5")
err_train = model5.error("dataX.hdf5", "predictedY.hdf5")
print "Training error is", err_train
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Library Reference

Description of classes and methods in HP-ELM toolbox.



	ELM

	HPELM

	SLFN Solvers

	Model Structure Selection

	HDF5 Tools
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	Multiresponce Sparse Regression v2
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ELM

Created on Mon Oct 27 17:48:33 2014

@author: akusok


	
class hpelm.elm.ELM(inputs, outputs, classification='', w=None, batch=1000, accelerator=None, precision='double', norm=None, tprint=5)[source]

	Bases: object

Interface for training Extreme Learning Machines (ELM).





	Parameters:	
	inputs (int) – dimensionality of input data, or number of data features

	outputs (int) – dimensionality of output data, or number of classes

	classification ('c'/'wc'/'ml', optional) – train ELM for classfication (‘c’) / weighted classification (‘wc’) /
multi-label classification (‘ml’). For weighted classification you can provide weights in w. ELM will
compute and use the corresponding classification error instead of Mean Squared Error.

	w (vector, optional) – weights vector for weighted classification, lenght (outputs * 1).

	batch (int, optional) – batch size for data processing in ELM, reduces memory requirements. Does not work
for model structure selection (validation, cross-validation, Leave-One-Out). Can be changed later directly
as a class attribute.

	accelerator ("GPU"/"basic", optional) – type of accelerated ELM to use: None, ‘GPU’, ‘basic’, ...

	precision (optional) – data precision to use, supports signle (‘single’, ‘32’ or numpy.float32) or double
(‘double’, ‘64’ or numpy.float64). Single precision is faster but may cause numerical errors. Majority
of GPUs work in single precision. Default: double.

	norm (double, optinal) – L2-normalization parameter, None gives the default value.

	tprint (int, optional) – ELM reports its progess every tprint seconds or after every batch,
whatever takes longer.









Class attributes; attributes that simply store initialization or train() parameters are omitted.


	
nnet

	object

Implementation of neural network with computational methods, but without
complex logic. Different implementations are given by different classes: for Python, for GPU, etc.
See hpelm.nnets folder for particular files. You can implement your own computational algorithm
by inheriting from hpelm.nnets.SLFN and overwriting some methods.






	
flist

	list of strings

Awailable types of neurons, use them when adding new neurons.






Note

Below the ‘matrix’ type means a 2-dimensional Numpy.ndarray.




	
add_data(X, T)[source]

	Feed new training data (X,T) to ELM model in batches; does not solve ELM itself.

Helper method that updates intermediate solution parameters HH and HT, which are used for solving ELM later.
Updates accumulate, so this method can be called multiple times with different parts of training data.
To reset accumulated training data, use ELM.nnet.reset().

For training an ELM use ELM.train() instead.





	Parameters:	
	X (matrix) – input training data

	T (matrix) – output training data














	
add_neurons(number, func, W=None, B=None)[source]

	Adds neurons to ELM model. ELM is created empty, and needs some neurons to work.

Add neurons to an empty ELM model, or add more neurons to a model that already has some.

Random weights W and biases B are generated automatically if not provided explicitly.
Maximum number of neurons is limited by the available RAM and computational power, a sensible limit
would be 1000 neurons for an average size dataset and 15000 for the largest datasets. ELM becomes slower after
3000 neurons because computational complexity is proportional to a qube of number of neurons.

This method checks and prepares neurons, they are actually stored in solver object.





	Parameters:	
	number (int) – number of neurons to add

	func (string) – type of neurons: “lin” for linear, “sigm” or “tanh” for non-linear,
“rbf_l1”, “rbf_l2” or “rbf_linf” for radial basis function neurons.

	W (matrix, optional) – random projection matrix size (inputs * number). For ‘rbf_‘ neurons,
W stores centroids of radial basis functions in transposed form.

	B (vector, optional) – bias vector of size (number * 1), a 1-dimensional Numpy.ndarray object.
For ‘rbf_‘ neurons, B gives widths of radial basis functions.














	
confusion(T, Y)[source]

	Computes confusion matrix for classification.

Confusion matrix \(C\) such that element \(C_{i,j}\) equals to the number of observations known
to be class \(i\) but predicted to be class \(j\).





	Parameters:	
	T (matrix) – true outputs or classes, size (N * outputs)

	Y (matrix) – predicted outputs by ELM model, size (N * outputs)






	Returns:	conf –
confusion matrix, size (outputs * outputs)




	Return type:	matrix












	
error(T, Y)[source]

	Calculate error of model predictions.

Computes Mean Squared Error (MSE) between model predictions Y and true outputs T.
For classification, computes mis-classification error.
For multi-label classification, correct classes are all with Y>0.5.

For weighted classification the error is an average weighted True Positive Rate,
or percentage of correctly predicted samples for each class, multiplied by weight
of that class and averaged. If you want something else, just write it yourself :)
See https://en.wikipedia.org/wiki/Confusion_matrix for details.

Another option is to use scikit-learn’s performance metrics. Transform Y and T into scikit’s
format by y_true = T.argmax[1], y_pred = Y.argmax[1].
http://scikit-learn.org/stable/modules/classes.html#module-sklearn.metrics





	Parameters:	
	T (matrix) – true outputs.

	Y (matrix) – ELM model predictions, can be computed with predict() function.






	Returns:	e –
MSE for regression / classification error for classification.




	Return type:	double












	
load(fname)[source]

	Load ELM model data from a file.

Load requires an ELM object, and it uses solver type, precision and batch size from that ELM object.





	Parameters:	fname (string) – filename to load model from.










	
predict(X)[source]

	Predict outputs Y for the given input data X.





	Parameters:	X (matrix) – input data of size (N * inputs)


	Returns:	Y –
output data or predicted classes, size (N * outputs).


	Return type:	matrix










	
project(X)[source]

	Get ELM’s hidden layer representation of input data.





	Parameters:	X (matrix) – input data, size (N * inputs)


	Returns:	H –
hidden layer representation matrix, size (N * number_of_neurons)


	Return type:	matrix










	
save(fname)[source]

	Save ELM model with current parameters.

Model does not save a particular solver, precision batch size. They are obtained from
a new ELM when loading the model (so one can switch to another solver, for instance).

Also ranking and max number of neurons are not saved, because they
are runtime training info irrelevant after the training completes.





	Parameters:	fname (string) – filename to save model into.










	
train(X, T, *args, **kwargs)[source]

	Universal training interface for ELM model with model structure selection.

Model structure selection takes more time and requires all data to fit into memory. Optimal pruning (‘OP’,
effectively an L1-regularization) takes the most time but gives the smallest and best performing model.
Choosing a classification forces ELM to use classification error in model structure selection,
and in error() method output.





	Parameters:	
	X (matrix) – input data matrix, size (N * inputs)

	T (matrix) – outputs data matrix, size (N * outputs)

	'V'/'CV'/'LOO' (sting, choose one) – model structure selection: select optimal number of neurons using
a validation set (‘V’), cross-validation (‘CV’) or Leave-One-Out (‘LOO’)

	'OP' (string, use with 'V'/'CV'/'LOO') – choose best neurons instead of random ones, training takes longer;
equivalent to L1-regularization

	'c'/'wc'/'ml'/'r' (string, choose one) – train ELM for classification (‘c’), classification with weighted
classes (‘wc’), multi-label classification (‘ml’) with several correct classes per data sample, or
regression (‘r’) without any classification. In classification, number of outputs is the number
of classes; correct class(es) for each sample has value 1 and incorrect classes have 0.
Overwrites parameters given an ELM initialization time.






	Keyword Arguments:

		
	Xv (matrix, use with ‘V’) –
validation set input data, size (Nv * inputs)

	Tv (matrix, use with ‘V’) –
validation set outputs data, size (Nv * outputs)

	k (int, use with ‘CV’) –
number of splits for cross-validation, k>=3

	kmax (int, optional, use with ‘OP’) –
maximum number of neurons to keep in ELM

	batch (int, optional) –
batch size for ELM, overwrites batch size from the initialization






	Returns:	e –
test error for cross-validation, computed from one separate test chunk in each


split of data during the cross-validation procedure









	Return type:	double, for ‘CV’
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HPELM

Created on Mon Oct 27 17:48:33 2014

@author: akusok


	
class hpelm.hp_elm.HPELM(inputs, outputs, classification='', w=None, batch=1000, accelerator=None, precision='double', norm=None, tprint=5)[source]

	Bases: hpelm.elm.ELM

Interface for training High-Performance Extreme Learning Machines (HP-ELM).





	Parameters:	
	inputs (int) – dimensionality of input data, or number of data features

	outputs (int) – dimensionality of output data, or number of classes

	classification ('c'/'wc'/'ml', optional) – train ELM for classfication (‘c’) / weighted classification (‘wc’) /
multi-label classification (‘ml’). For weighted classification you can provide weights in w. ELM will
compute and use the corresponding classification error instead of Mean Squared Error.

	w (vector, optional) – weights vector for weighted classification, lenght (outputs * 1).

	batch (int, optional) – batch size for data processing in ELM, reduces memory requirements. Does not work
for model structure selection (validation, cross-validation, Leave-One-Out). Can be changed later directly
as a class attribute.

	accelerator (string, optional) – type of accelerated ELM to use: None, ‘GPU’, ...

	precision (optional) – data precision to use, supports signle (‘single’, ‘32’ or numpy.float32) or double
(‘double’, ‘64’ or numpy.float64). Single precision is faster but may cause numerical errors. Majority
of GPUs work in single precision. Default: double.

	norm (double, optinal) – L2-normalization parameter, None gives the default value.

	tprint (int, optional) – ELM reports its progess every tprint seconds or after every batch,
whatever takes longer.









Class attributes; attributes that simply store initialization or train() parameters are omitted.


	
nnet

	object

Implementation of neural network with computational methods, but without
complex logic. Different implementations are given by different classes: for Python, for GPU, etc.
See hpelm.nnets folder for particular files. You can implement your own computational algorithm
by inheriting from hpelm.nnets.SLFN and overwriting some methods.






	
flist

	list of strings

Awailable types of neurons, use them when adding new neurons.






Note

The ‘hdf5’ type denotes a name of HDF5 file type with a single 2-dimensional array inside. HPELM uses PyTables
interface to HDF5: http://www.pytables.org/. For HDF5 array examples, see
http://www.pytables.org/usersguide/libref/homogenous_storage.html. Array name is irrelevant,
but there must be only one array per HDF5 file.

A 2-dimensional Numpy.ndarray can also be used.




	
add_data(fX, fT, istart=0, icount=inf, fHH=None, fHT=None)[source]

	Feed new training data (X,T) to HP-ELM model in batches: does not solve ELM itself.

This method prepares an intermediate solution data, that takes the most time. After that, obtaining
the solution is fast.

The intermediate solution consists of two matrices: HH and HT. They can be in memory for a model computed
at once, or stored on disk for a model computed in parts or in parallel.

For iterative solution, provide file names for on-disk matrices in the input parameters fHH and fHT.
They will be created if they don’t exist, or new results will be merged with the existing ones. This method is
multiprocess-safe for parallel writing into files fHH and fHT, that allows you to easily compute ELM
in parallel. The multiprocess-safeness uses Python module ‘fasteners’ and a lock file, which is named
fHH+’.lock’ and fHT+’.lock’.





	Parameters:	
	fX (hdf5) – (part of) input training data size (N * inputs)

	fT (hdf5) – 

	istart (int, optional) – index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.

	icount (int, optional) – number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...

	fHT (fHH,) – file names for storing HH and HT matrices. Files are created if they don’t
exist, or new result is added to the existing files if they exist. Parallel writing to the same
fHH, fHT files is multiprocess-safe, made specially for parallel training of HP-ELM. Another use
is to split a very long training of huge ELM into smaller parts, so the training can be interrupted
and resumed later.














	
add_data_async(fX, fT, istart=0, icount=inf, fHH=None, fHT=None)[source]

	Version of add_data() with asyncronous I/O. See add_data() for reference.

Spawns new processes using Python’s multiprocessing module, and requires more memory than non-async version.






	
error(fT, fY, istart=0, icount=inf)[source]

	Calculate error of model predictions of HPELM.

Computes Mean Squared Error (MSE) between model predictions Y and true outputs T.
For classification, computes mis-classification error.
For multi-label classification, correct classes are all with Y>0.5.

For weighted classification the error is an average weighted True Positive Rate,
or percentage of correctly predicted samples for each class, multiplied by weight
of that class and averaged. If you want something else, just write it yourself :)
See https://en.wikipedia.org/wiki/Confusion_matrix for details.





	Parameters:	
	fT (hdf5) – hdf5 filename with true outputs

	fY (hdf5) – hdf5 filename with predicted outputs

	istart (int, optional) – index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.

	icount (int, optional) – number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...






	Returns:	e –
MSE for regression / classification error for classification.




	Return type:	double












	
predict(fX, fY=None, istart=0, icount=inf)[source]

	Iterative predict outputs and save them to HDF5, can use custom range.





	Parameters:	
	fX (hdf5) – hdf5 filename or Numpy matrix with input data from which outputs are predicted

	fY (hdf5) – hdf5 filename or Numpy matrix to store output data into, if ‘None’ then Numpy matrix
is generated automatically.

	istart (int, optional) – index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.

	icount (int, optional) – number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...














	
predict_async(fX, fY, istart=0, icount=inf)[source]

	Version of predict() with asyncronous I/O. See predict() for reference.

Spawns new processes using Python’s multiprocessing module, and requires more memory than non-async version.






	
project(fX, fH=None, istart=0, icount=inf)[source]

	Iteratively project input data from HDF5 into HPELM hidden layer, and save in another HDF5.





	Parameters:	
	fX (hdf5) – hdf5 filename or Numpy matrix with input data to project

	fH (hdf5) – hdf5 filename or Numpy matrix to store projected inputs, if ‘None’ then Numpy matrix
is generated automatically.

	istart (int, optional) – index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.

	icount (int, optional) – number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...














	
solve_corr(fHH, fHT)[source]

	Solves an ELM model with the given (covariance) fHH and (correlation) fHT HDF5 files.





	Parameters:	
	fHH (hdf5) – an hdf5 file with intermediate solution data

	fHT (hdf5) – an hdf5 file with intermediate solution data














	
train(fX, fT, *args, **kwargs)[source]

	Universal training interface for HP-ELM model.

Always trains a basic ELM model without model structure selection.
L2-regularization is available as norm parameter at HPELM initialization.
Number of neurons selection with validation set for trained HPELM is available in train_hpv() method.





	Parameters:	
	fX (hdf5) – input data on disk, size (N * inputs)

	fT (hdf5) – outputs data on disk, size (N * outputs)

	'c'/'wc'/'ml' (string, choose one) – train HPELM for classification (‘c’), classification with weighted
classes (‘wc’) or multi-label classification (‘ml’) with several correct classes per data sample.
In classification, number of outputs is the number of classes; correct class(es) for each sample
has value 1 and incorrect classes have 0.






	Keyword Arguments:

		
	istart (int, optional) –
index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.

	icount (int, optional) –
number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...

	batch (int, optional) –
batch size for ELM, overwrites batch size from the initialization














	
train_async(fX, fT, *args, **kwargs)[source]

	Training HPELM with asyncronous I/O, good for network drives, etc. See train() for reference.

Spawns new processes using Python’s multiprocessing module.






	
validation_corr(fHH, fHT, fXv, fTv, steps=10)[source]

	Quick batch error evaluation with different numbers of neurons on a validation set.

Only feasible implementation of model structure selection with HP-ELM. This method makes a single pass
over the validation data, computing errors for all numbers of neurons at once. It requires HDF5 files with
matrices HH and HT: fHH and fHT, obtained from add_data(..., fHH, fHT) method.

The method writes the best solution to the HPELM model.





	Parameters:	
	fHH (string) – name of HDF5 file with HH matrix

	fHT (string) – name of HDF5 file with HT matrix

	fXv (string) – name of HDF5 file with validation dataset inputs

	fTv (string) – name of HDF5 file with validation dataset outputs

	steps (int or vector) – amount of different numbers of neurons to test, choosen uniformly on a logarithmic
scale from 3 to number of neurons in HPELM. Can be given exactly as a vector.






	Returns:	Ls –
numbers of neurons used by validation_corr() method
errs (vector): corresponding errors for number of neurons in Ls, with classification error if model


is run for classification




confs (list of matrix): list of confusion matrices corresponding to elements in Ls (empty for regression)






	Return type:	vector
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SLFN Solvers

Background solvers for Single Layer Feed-forward Network (SLFN) that do all heavy-lifting
computations, a separate solver accelerates computations for separate hardware (GPU, etc.).
Interface is defined by SLFN class.

Use different solvers by passing optional parameter accelerator to ELM or HPELM.

Basic SLFN solver that follows paper notations, defines interface for all solvers.

Created on Sun Sep  6 11:18:55 2015
@author: akusok


	
class hpelm.nnets.slfn.SLFN(inputs, outputs, norm=None, precision=<type 'numpy.float64'>)[source]

	Bases: object

Single Layer Feed-forward Network (SLFN), the neural network that ELM trains.

This implementation is not the fastest but very simple, and it defines interface.
Gives correct output, other solvers should provide the same output as this guy.





	Parameters:	
	outputs (int) – number of outputs, or classes for classification

	norm (double) – output weights normalization parameter (Tikhonov normalizaion, or
ridge regression), large values provides smaller (= better) weights but worse model accuracy

	precision (Numpy.float32/64) – solver precision, float32 is faster but may be worse, most GPU
work fast only in float32.










	
neurons

	list

a list of different types of neurons, initially empty. One neuron type is a tuple
(‘number of neurons’, ‘function_type’, W, Bias), neurons is a list of [neuron_type_1, neuron_type_2, ...].






	
func

	dict

a dictionary of transformation function type, key is a neuron type (= function name)
and value is the function itself. A single function takes input parameters X, W, B, and outputs
corresponding H for its neuron type.






	
HH, HT

	matrix

intermediate covariance matrices used in ELM solution. Can be computed and stored in GPU
memory for accelerated SLFN. They are not needed once ELM is solved and they can take a lot of memory
with large numbers of neurons, so one can delete them with reset() method. They are omitted when
an ELM model is saved.






	
B

	matrix

output solution matrix of SLFN. A trained ELM needs only neurons and B to predict outputs
for new input data.






	
add_batch(X, T, wc=None)[source]

	Add a batch of training data to an iterative solution, weighted if neeed.

The batch is processed as a whole, the training data is splitted in ELM.add_data() method.
With parameters HH_out, HT_out, the output will be put into these matrices instead of model.





	Parameters:	
	X (matrix) – input data matrix size (N * inputs)

	T (matrix) – output data matrix size (N * outputs)

	wc (vector) – vector of weights for data samples, one weight per sample, size (N * 1)

	HT_out (HH_out,) – output matrices to add batch result into, always given together














	
add_neurons(number, func, W, B)[source]

	Add prepared neurons to the SLFN, merge with existing ones.

Adds a number of specific neurons to SLFN network. Weights and biases
must be provided for that function.

If neurons of such type already exist, they are merged together.





	Parameters:	
	number (int) – the number of new neurons to add

	func (str) – transformation function of hidden layer. Linear function creates a linear model.

	W (matrix) – a 2-D matrix of neuron weights, size (inputs * number)

	B (vector) – a 1-D vector of neuron biases, size (number * 1)














	
fix_affinity()[source]

	Numpy processor core affinity fix.

Fixes a problem if all Numpy processes are pushed to CPU core 0.






	
get_B()[source]

	Return B as a numpy array.






	
get_corr()[source]

	Return current correlation matrices.






	
get_neurons()[source]

	Return current neurons.





	Returns:	neurons –
current neurons in the model


	Return type:	list of tuples (number/int, func/string, W/matrix, B/vector










	
reset()[source]

	Resets intermediate training results, releases memory that they use.

Keeps solution of ELM, so a trained ELM remains operational.
Can be called to free memory after an ELM is trained.






	
set_B(B)[source]

	Set B as a numpy array.





	Parameters:	B (matrix) – output layer weights matrix, size (L * outputs)










	
set_corr(HH, HT)[source]

	Set pre-computed correlation matrices.





	Parameters:	
	HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)

	HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)














	
solve()[source]

	Redirects to solve_corr, to avoid duplication of code.






	
solve_corr(HH, HT)[source]

	Compute output weights B for given HH and HT.

Simple but inefficient version, see a better one in solver_python.





	Parameters:	
	HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)

	HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)

















This is a fast Python implementation of SLFN.

Created on Sun Sep  6 11:18:55 2015
@author: akusok


	
class hpelm.nnets.slfn_python.SLFNPython(inputs, outputs, norm=None, precision=<type 'numpy.float64'>)[source]

	Bases: hpelm.nnets.slfn.SLFN

Single Layer Feed-forward Network (SLFN), the neural network that ELM trains.


	
add_batch(X, T, wc=None)[source]

	Add a batch using Symmetric Rank-K matrix update for HH.






	
get_corr()[source]

	Return current correlation matrices.






	
solve_corr(HH, HT)[source]

	Compute output weights B for given HH and HT.

Simple but inefficient version, see a better one in solver_python.





	Parameters:	
	HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)

	HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)

















Nvidia GPU-accelerated solver based on Scikit-CUDA, works without compiling anything.

GPU computations run in asyncronous mode: GPU is processing one batch of data while CPU prepares
the next batch. Loads GPU for 100% without waiting times, very fast and efficient. The requied
Scikit-CUDA is a single-line install in Linux: pip install scikit-cuda. Tested on CUDA 7.

Created on Sat Sep 12 13:10:23 2015
@author: akusok


	
class hpelm.nnets.slfn_skcuda.SLFNSkCUDA(inputs, outputs, norm=None, precision=<type 'numpy.float64'>)[source]

	Bases: hpelm.nnets.slfn.SLFN

Single Layer Feed-forward Network (SLFN) implementation on GPU with pyCUDA.

To choose a specific GPU, use environmental variable CUDA_DEVICE, for exampe
CUDA_DEVICE=0 python myscript1.py & CUDA_DEVICE=1 python myscript2.py.

In single precision, only upper triangular part of HH matrix is computed to speedup the method.


	
add_batch(X, T, wc=None)[source]

	Add a batch of training data to an iterative solution, weighted if neeed.

The batch is processed as a whole, the training data is splitted in ELM.add_data() method.
With parameters HH_out, HT_out, the output will be put into these matrices instead of model.





	Parameters:	
	X (matrix) – input data matrix size (N * inputs)

	T (matrix) – output data matrix size (N * outputs)

	wc (vector) – vector of weights for data samples, one weight per sample, size (N * 1)

	HT_out (HH_out,) – output matrices to add batch result into, always given together














	
add_neurons(number, func, W, B)[source]

	Add prepared neurons to the SLFN, merge with existing ones.

Adds a number of specific neurons to SLFN network. Weights and biases
must be provided for that function.

If neurons of such type already exist, they are merged together.





	Parameters:	
	number (int) – the number of new neurons to add

	func (str) – transformation function of hidden layer. Linear function creates a linear model.

	W (matrix) – a 2-D matrix of neuron weights, size (inputs * number)

	B (vector) – a 1-D vector of neuron biases, size (number * 1)














	
get_B()[source]

	Return B as a numpy array.






	
get_corr()[source]

	Return current correlation matrices.






	
get_neurons()[source]

	Return current neurons.





	Returns:	neurons –
current neurons in the model


	Return type:	list of tuples (number/int, func/string, W/matrix, B/vector










	
reset()[source]

	Resets intermediate training results, releases memory that they use.

Keeps solution of ELM, so a trained ELM remains operational.
Can be called to free memory after an ELM is trained.






	
set_B(B)[source]

	Set B as a numpy array.





	Parameters:	B (matrix) – output layer weights matrix, size (L * outputs)










	
set_corr(HH, HT)[source]

	Set pre-computed correlation matrices.





	Parameters:	
	HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)

	HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)














	
solve()[source]

	Compute output weights B, with fix for unstable solution.






	
solve_corr(HH, HT)[source]

	Compute output weights B for given HH and HT.

Simple but inefficient version, see a better one in solver_python.





	Parameters:	
	HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)

	HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)
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Model Structure Selection

These modules detect an optimal number of neurons in ELM, and remove extra unnecessary neurons.
They are used in ELM.train() if you give optional flag
V (validation), CV (cross-validation) or LOO (Leave-One-Out validation).

Created on Mon Oct 27 17:48:33 2014

@author: akusok


	
hpelm.mss_v.train_v(self, X, T, Xv, Tv)[source]

	Model structure selection with a validation set.

Trains ELM, validates model and sets an optimal validated solution.





	Parameters:	
	self (ELM) – ELM object that calls train_v()

	X (matrix) – training set inputs

	T (matrix) – training set outputs

	Xv (matrix) – validation set inputs

	Tv (matrix) – validation set outputs













Created on Mon Oct 27 17:48:33 2014

@author: akusok


	
hpelm.mss_cv.train_cv(self, X, T, k)[source]

	Model structure selection with cross-validation.

Trains ELM, cross-validates model and sets an optimal validated solution.





	Parameters:	
	self (ELM) – ELM object that calls train_v()

	X (matrix) – training set inputs

	T (matrix) – training set outputs

	k (int) – number of parts to split the dataset into, k-2 parts are used for training and 2 parts are
left out: 1 for validation and 1 for test; repeated k times until all parts have been left out for
validation and test, and results averaged over these k repetitions.






	Returns:	err_t –
error for the optimal model, computed in the ‘cross-testing’ manner on data part
which is not used for training or validation




	Return type:	double











Created on Mon Oct 27 17:48:33 2014

@author: akusok


	
hpelm.mss_loo.train_loo(self, X, T)[source]

	Model structure selection with Leave-One-Out (LOO) validation.

Trains ELM, validates model with LOO and sets an optimal validated solution. Effect is similar to
cross-validation with k==N, but ELM has explicit formula of solution for LOO without iterating k times.





	Parameters:	
	self (ELM) – ELM object that calls train_v()

	X (matrix) – training set inputs

	T (matrix) – training set outputs
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HDF5 Tools

Different tools to work with datasets in HDF5 file format.

Created on Thu Apr  2 21:12:46 2015

@author: akusok


	
hpelm.modules.hdf5_tools.make_hdf5(data, h5file, dtype=<type 'numpy.float64'>, delimiter=' ', skiprows=0, comp_level=0)[source]

	Makes an HDF5 file from whatever given data.





	Parameters:	
	data – 
	input data in Numpy.ndarray or filename, or a shape tuple





	h5file – 
	name (and path) of the output HDF5 file





	delimiter – 
	data delimiter for text, csv files





	comp_level – 
	compression level of the HDF5 file


















	
hpelm.modules.hdf5_tools.normalize_hdf5(h5file, mean=None, std=None, batch=None)[source]

	Calculates and applies normalization to data in HDF5 file.





	Parameters:	
	mean – 
	known vector of mean values





	std – 
	known vector of standard deviations





	batch – 
	number of rows to read at once, default is a native batch size
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Multiresponce Sparse Regression


	
hpelm.modules.mrsr.mrsr(X, T, kmax)[source]

	Multiresponse Sparse Regression (MRSR) algorithm in Python, accelerated by Numpy.

Finds most relevant inputs for a regression problem with multiple outputs, returns
these inputs one-by-one. Fast implementation, but has complexity O(2^m) for m features in output.





	Parameters:	
	T (matrix) – an (n x p) matrix of targets. The columns of T should have zero mean and same scale (e.g. equal variance).

	X (matrix) – an (n x m) matrix of regressors. The columns of X should have zero mean and same scale (e.g. equal variance).

	kmax (int) – an integer fixing the number of steps to be run, which equals to the maximum number of regressors in the model.






	Returns:	i1 –
a (1 x kmax) vector of indices revealing the order in which the regressors enter model.




	Return type:	vector








	Reference:

	Timo Simila, Jarkko Tikka. Multiresponse sparse regression with
application to multidimensional scaling. International Conference
on Artificial Neural Networks (ICANN). Warsaw, Poland. September
11-15, 2005. LNCS 3697, pp. 97-102.










Multiresponce Sparse Regression v2


	
hpelm.modules.mrsr2.mrsr2(X, T, kmax, norm=2)[source]

	Multi-Responce Sparse Regression implementation with linear scaling in number of outputs.

Basically an L1-regularized regression with multiple outputs, regularization considers all outputs together,
method returns the best input features one by one and can be stopped early. Compared to an original MRSR this method
is slower for small problems, but has a linear complexity in the number of outputs instead of exponential one,
so it is suitable for auto-encoders and other tasks with large output dimensionality.





	Parameters:	
	T (matrix) – an (n x p) matrix of targets. The columns of T should have zero mean and same scale (e.g. equal variance).

	X (matrix) – an (n x m) matrix of regressors. The columns of X should have zero mean and same scale (e.g. equal variance).

	kmax (int) – an integer fixing the number of steps to be run, which equals to the maximum number of regressors in the model.

	norm (from Numpy.linalg.norm) – norm to use in MRSR2, can be 1 for L1 or 2 for L2 norm, default 2.






	Returns:	i1 –
a (1 x kmax) vector of indices revealing the order in which the regressors enter model.




	Return type:	vector








	Reference:

	Better MRSR implementation according to:
“Common subset selection of inputs in multiresponse regression” by
Timo Similä and Jarkko Tikka, International Joint Conference on Neural Networks 2006



Created on Sun Jan 26 13:48:54 2014
@author: Anton Akusok
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hpelm.elm module


Created on Mon Oct 27 17:48:33 2014


@author: akusok



		
class hpelm.elm.ELM(inputs, outputs, classification='', w=None, batch=1000, accelerator=None, precision='double', norm=None, tprint=5)[source]


		Bases: object


Interface for training Extreme Learning Machines (ELM).






		Parameters:		
		inputs (int) – dimensionality of input data, or number of data features


		outputs (int) – dimensionality of output data, or number of classes


		classification ('c'/'wc'/'ml', optional) – train ELM for classfication (‘c’) / weighted classification (‘wc’) /
multi-label classification (‘ml’). For weighted classification you can provide weights in w. ELM will
compute and use the corresponding classification error instead of Mean Squared Error.


		w (vector, optional) – weights vector for weighted classification, lenght (outputs * 1).


		batch (int, optional) – batch size for data processing in ELM, reduces memory requirements. Does not work
for model structure selection (validation, cross-validation, Leave-One-Out). Can be changed later directly
as a class attribute.


		accelerator ("GPU"/"basic", optional) – type of accelerated ELM to use: None, ‘GPU’, ‘basic’, ...


		precision (optional) – data precision to use, supports signle (‘single’, ‘32’ or numpy.float32) or double
(‘double’, ‘64’ or numpy.float64). Single precision is faster but may cause numerical errors. Majority
of GPUs work in single precision. Default: double.


		norm (double, optinal) – L2-normalization parameter, None gives the default value.


		tprint (int, optional) – ELM reports its progess every tprint seconds or after every batch,
whatever takes longer.













Class attributes; attributes that simply store initialization or train() parameters are omitted.



		
nnet


		object


Implementation of neural network with computational methods, but without
complex logic. Different implementations are given by different classes: for Python, for GPU, etc.
See hpelm.nnets folder for particular files. You can implement your own computational algorithm
by inheriting from hpelm.nnets.SLFN and overwriting some methods.









		
flist


		list of strings


Awailable types of neurons, use them when adding new neurons.









Note


Below the ‘matrix’ type means a 2-dimensional Numpy.ndarray.





		
add_data(X, T)[source]


		Feed new training data (X,T) to ELM model in batches; does not solve ELM itself.


Helper method that updates intermediate solution parameters HH and HT, which are used for solving ELM later.
Updates accumulate, so this method can be called multiple times with different parts of training data.
To reset accumulated training data, use ELM.nnet.reset().


For training an ELM use ELM.train() instead.






		Parameters:		
		X (matrix) – input training data


		T (matrix) – output training data




















		
add_neurons(number, func, W=None, B=None)[source]


		Adds neurons to ELM model. ELM is created empty, and needs some neurons to work.


Add neurons to an empty ELM model, or add more neurons to a model that already has some.


Random weights W and biases B are generated automatically if not provided explicitly.
Maximum number of neurons is limited by the available RAM and computational power, a sensible limit
would be 1000 neurons for an average size dataset and 15000 for the largest datasets. ELM becomes slower after
3000 neurons because computational complexity is proportional to a qube of number of neurons.


This method checks and prepares neurons, they are actually stored in solver object.






		Parameters:		
		number (int) – number of neurons to add


		func (string) – type of neurons: “lin” for linear, “sigm” or “tanh” for non-linear,
“rbf_l1”, “rbf_l2” or “rbf_linf” for radial basis function neurons.


		W (matrix, optional) – random projection matrix size (inputs * number). For ‘rbf_‘ neurons,
W stores centroids of radial basis functions in transposed form.


		B (vector, optional) – bias vector of size (number * 1), a 1-dimensional Numpy.ndarray object.
For ‘rbf_‘ neurons, B gives widths of radial basis functions.




















		
confusion(T, Y)[source]


		Computes confusion matrix for classification.


Confusion matrix \(C\) such that element \(C_{i,j}\) equals to the number of observations known
to be class \(i\) but predicted to be class \(j\).






		Parameters:		
		T (matrix) – true outputs or classes, size (N * outputs)


		Y (matrix) – predicted outputs by ELM model, size (N * outputs)









		Returns:		conf –
confusion matrix, size (outputs * outputs)






		Return type:		matrix

















		
error(T, Y)[source]


		Calculate error of model predictions.


Computes Mean Squared Error (MSE) between model predictions Y and true outputs T.
For classification, computes mis-classification error.
For multi-label classification, correct classes are all with Y>0.5.


For weighted classification the error is an average weighted True Positive Rate,
or percentage of correctly predicted samples for each class, multiplied by weight
of that class and averaged. If you want something else, just write it yourself :)
See https://en.wikipedia.org/wiki/Confusion_matrix for details.


Another option is to use scikit-learn’s performance metrics. Transform Y and T into scikit’s
format by y_true = T.argmax[1], y_pred = Y.argmax[1].
http://scikit-learn.org/stable/modules/classes.html#module-sklearn.metrics






		Parameters:		
		T (matrix) – true outputs.


		Y (matrix) – ELM model predictions, can be computed with predict() function.









		Returns:		e –
MSE for regression / classification error for classification.






		Return type:		double

















		
load(fname)[source]


		Load ELM model data from a file.


Load requires an ELM object, and it uses solver type, precision and batch size from that ELM object.






		Parameters:		fname (string) – filename to load model from.














		
predict(X)[source]


		Predict outputs Y for the given input data X.






		Parameters:		X (matrix) – input data of size (N * inputs)



		Returns:		Y –
output data or predicted classes, size (N * outputs).



		Return type:		matrix














		
project(X)[source]


		Get ELM’s hidden layer representation of input data.






		Parameters:		X (matrix) – input data, size (N * inputs)



		Returns:		H –
hidden layer representation matrix, size (N * number_of_neurons)



		Return type:		matrix














		
save(fname)[source]


		Save ELM model with current parameters.


Model does not save a particular solver, precision batch size. They are obtained from
a new ELM when loading the model (so one can switch to another solver, for instance).


Also ranking and max number of neurons are not saved, because they
are runtime training info irrelevant after the training completes.






		Parameters:		fname (string) – filename to save model into.














		
train(X, T, *args, **kwargs)[source]


		Universal training interface for ELM model with model structure selection.


Model structure selection takes more time and requires all data to fit into memory. Optimal pruning (‘OP’,
effectively an L1-regularization) takes the most time but gives the smallest and best performing model.
Choosing a classification forces ELM to use classification error in model structure selection,
and in error() method output.






		Parameters:		
		X (matrix) – input data matrix, size (N * inputs)


		T (matrix) – outputs data matrix, size (N * outputs)


		'V'/'CV'/'LOO' (sting, choose one) – model structure selection: select optimal number of neurons using
a validation set (‘V’), cross-validation (‘CV’) or Leave-One-Out (‘LOO’)


		'OP' (string, use with 'V'/'CV'/'LOO') – choose best neurons instead of random ones, training takes longer;
equivalent to L1-regularization


		'c'/'wc'/'ml'/'r' (string, choose one) – train ELM for classification (‘c’), classification with weighted
classes (‘wc’), multi-label classification (‘ml’) with several correct classes per data sample, or
regression (‘r’) without any classification. In classification, number of outputs is the number
of classes; correct class(es) for each sample has value 1 and incorrect classes have 0.
Overwrites parameters given an ELM initialization time.









		Keyword Arguments:


		 		
		Xv (matrix, use with ‘V’) –
validation set input data, size (Nv * inputs)


		Tv (matrix, use with ‘V’) –
validation set outputs data, size (Nv * outputs)


		k (int, use with ‘CV’) –
number of splits for cross-validation, k>=3


		kmax (int, optional, use with ‘OP’) –
maximum number of neurons to keep in ELM


		batch (int, optional) –
batch size for ELM, overwrites batch size from the initialization









		Returns:		

e –
test error for cross-validation, computed from one separate test chunk in each



split of data during the cross-validation procedure













		Return type:		double, for ‘CV’

























hpelm.hp_elm module


Created on Mon Oct 27 17:48:33 2014


@author: akusok



		
class hpelm.hp_elm.HPELM(inputs, outputs, classification='', w=None, batch=1000, accelerator=None, precision='double', norm=None, tprint=5)[source]


		Bases: hpelm.elm.ELM


Interface for training High-Performance Extreme Learning Machines (HP-ELM).






		Parameters:		
		inputs (int) – dimensionality of input data, or number of data features


		outputs (int) – dimensionality of output data, or number of classes


		classification ('c'/'wc'/'ml', optional) – train ELM for classfication (‘c’) / weighted classification (‘wc’) /
multi-label classification (‘ml’). For weighted classification you can provide weights in w. ELM will
compute and use the corresponding classification error instead of Mean Squared Error.


		w (vector, optional) – weights vector for weighted classification, lenght (outputs * 1).


		batch (int, optional) – batch size for data processing in ELM, reduces memory requirements. Does not work
for model structure selection (validation, cross-validation, Leave-One-Out). Can be changed later directly
as a class attribute.


		accelerator (string, optional) – type of accelerated ELM to use: None, ‘GPU’, ...


		precision (optional) – data precision to use, supports signle (‘single’, ‘32’ or numpy.float32) or double
(‘double’, ‘64’ or numpy.float64). Single precision is faster but may cause numerical errors. Majority
of GPUs work in single precision. Default: double.


		norm (double, optinal) – L2-normalization parameter, None gives the default value.


		tprint (int, optional) – ELM reports its progess every tprint seconds or after every batch,
whatever takes longer.













Class attributes; attributes that simply store initialization or train() parameters are omitted.



		
nnet


		object


Implementation of neural network with computational methods, but without
complex logic. Different implementations are given by different classes: for Python, for GPU, etc.
See hpelm.nnets folder for particular files. You can implement your own computational algorithm
by inheriting from hpelm.nnets.SLFN and overwriting some methods.









		
flist


		list of strings


Awailable types of neurons, use them when adding new neurons.









Note


The ‘hdf5’ type denotes a name of HDF5 file type with a single 2-dimensional array inside. HPELM uses PyTables
interface to HDF5: http://www.pytables.org/. For HDF5 array examples, see
http://www.pytables.org/usersguide/libref/homogenous_storage.html. Array name is irrelevant,
but there must be only one array per HDF5 file.


A 2-dimensional Numpy.ndarray can also be used.





		
add_data(fX, fT, istart=0, icount=inf, fHH=None, fHT=None)[source]


		Feed new training data (X,T) to HP-ELM model in batches: does not solve ELM itself.


This method prepares an intermediate solution data, that takes the most time. After that, obtaining
the solution is fast.


The intermediate solution consists of two matrices: HH and HT. They can be in memory for a model computed
at once, or stored on disk for a model computed in parts or in parallel.


For iterative solution, provide file names for on-disk matrices in the input parameters fHH and fHT.
They will be created if they don’t exist, or new results will be merged with the existing ones. This method is
multiprocess-safe for parallel writing into files fHH and fHT, that allows you to easily compute ELM
in parallel. The multiprocess-safeness uses Python module ‘fasteners’ and a lock file, which is named
fHH+’.lock’ and fHT+’.lock’.






		Parameters:		
		fX (hdf5) – (part of) input training data size (N * inputs)


		fT (hdf5) – 


		istart (int, optional) – index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.


		icount (int, optional) – number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...


		fHT (fHH,) – file names for storing HH and HT matrices. Files are created if they don’t
exist, or new result is added to the existing files if they exist. Parallel writing to the same
fHH, fHT files is multiprocess-safe, made specially for parallel training of HP-ELM. Another use
is to split a very long training of huge ELM into smaller parts, so the training can be interrupted
and resumed later.




















		
add_data_async(fX, fT, istart=0, icount=inf, fHH=None, fHT=None)[source]


		Version of add_data() with asyncronous I/O. See add_data() for reference.


Spawns new processes using Python’s multiprocessing module, and requires more memory than non-async version.









		
error(fT, fY, istart=0, icount=inf)[source]


		Calculate error of model predictions of HPELM.


Computes Mean Squared Error (MSE) between model predictions Y and true outputs T.
For classification, computes mis-classification error.
For multi-label classification, correct classes are all with Y>0.5.


For weighted classification the error is an average weighted True Positive Rate,
or percentage of correctly predicted samples for each class, multiplied by weight
of that class and averaged. If you want something else, just write it yourself :)
See https://en.wikipedia.org/wiki/Confusion_matrix for details.






		Parameters:		
		fT (hdf5) – hdf5 filename with true outputs


		fY (hdf5) – hdf5 filename with predicted outputs


		istart (int, optional) – index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.


		icount (int, optional) – number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...









		Returns:		e –
MSE for regression / classification error for classification.






		Return type:		double

















		
predict(fX, fY=None, istart=0, icount=inf)[source]


		Iterative predict outputs and save them to HDF5, can use custom range.






		Parameters:		
		fX (hdf5) – hdf5 filename or Numpy matrix with input data from which outputs are predicted


		fY (hdf5) – hdf5 filename or Numpy matrix to store output data into, if ‘None’ then Numpy matrix
is generated automatically.


		istart (int, optional) – index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.


		icount (int, optional) – number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...




















		
predict_async(fX, fY, istart=0, icount=inf)[source]


		Version of predict() with asyncronous I/O. See predict() for reference.


Spawns new processes using Python’s multiprocessing module, and requires more memory than non-async version.









		
project(fX, fH=None, istart=0, icount=inf)[source]


		Iteratively project input data from HDF5 into HPELM hidden layer, and save in another HDF5.






		Parameters:		
		fX (hdf5) – hdf5 filename or Numpy matrix with input data to project


		fH (hdf5) – hdf5 filename or Numpy matrix to store projected inputs, if ‘None’ then Numpy matrix
is generated automatically.


		istart (int, optional) – index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.


		icount (int, optional) – number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...




















		
solve_corr(fHH, fHT)[source]


		Solves an ELM model with the given (covariance) fHH and (correlation) fHT HDF5 files.






		Parameters:		
		fHH (hdf5) – an hdf5 file with intermediate solution data


		fHT (hdf5) – an hdf5 file with intermediate solution data




















		
train(fX, fT, *args, **kwargs)[source]


		Universal training interface for HP-ELM model.


Always trains a basic ELM model without model structure selection.
L2-regularization is available as norm parameter at HPELM initialization.
Number of neurons selection with validation set for trained HPELM is available in train_hpv() method.






		Parameters:		
		fX (hdf5) – input data on disk, size (N * inputs)


		fT (hdf5) – outputs data on disk, size (N * outputs)


		'c'/'wc'/'ml' (string, choose one) – train HPELM for classification (‘c’), classification with weighted
classes (‘wc’) or multi-label classification (‘ml’) with several correct classes per data sample.
In classification, number of outputs is the number of classes; correct class(es) for each sample
has value 1 and incorrect classes have 0.









		Keyword Arguments:


		 		
		istart (int, optional) –
index of first data sample to use from fX, istart < N. If not given,
all data from fX is used. Sample with index istart is used for training, indexing is 0-based.


		icount (int, optional) –
number of data samples to use from fX, starting from istart, automatically
adjusted to istart + icount <= N. If not given, all data starting from start is used.
The last sample used for training is istart`+`icount-1, so you can index data as:
istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...


		batch (int, optional) –
batch size for ELM, overwrites batch size from the initialization




















		
train_async(fX, fT, *args, **kwargs)[source]


		Training HPELM with asyncronous I/O, good for network drives, etc. See train() for reference.


Spawns new processes using Python’s multiprocessing module.









		
validation_corr(fHH, fHT, fXv, fTv, steps=10)[source]


		Quick batch error evaluation with different numbers of neurons on a validation set.


Only feasible implementation of model structure selection with HP-ELM. This method makes a single pass
over the validation data, computing errors for all numbers of neurons at once. It requires HDF5 files with
matrices HH and HT: fHH and fHT, obtained from add_data(..., fHH, fHT) method.


The method writes the best solution to the HPELM model.






		Parameters:		
		fHH (string) – name of HDF5 file with HH matrix


		fHT (string) – name of HDF5 file with HT matrix


		fXv (string) – name of HDF5 file with validation dataset inputs


		fTv (string) – name of HDF5 file with validation dataset outputs


		steps (int or vector) – amount of different numbers of neurons to test, choosen uniformly on a logarithmic
scale from 3 to number of neurons in HPELM. Can be given exactly as a vector.









		Returns:		

Ls –
numbers of neurons used by validation_corr() method
errs (vector): corresponding errors for number of neurons in Ls, with classification error if model



is run for classification






confs (list of matrix): list of confusion matrices corresponding to elements in Ls (empty for regression)









		Return type:		vector

























hpelm.mss_cv module


Created on Mon Oct 27 17:48:33 2014


@author: akusok



		
hpelm.mss_cv.train_cv(self, X, T, k)[source]


		Model structure selection with cross-validation.


Trains ELM, cross-validates model and sets an optimal validated solution.






		Parameters:		
		self (ELM) – ELM object that calls train_v()


		X (matrix) – training set inputs


		T (matrix) – training set outputs


		k (int) – number of parts to split the dataset into, k-2 parts are used for training and 2 parts are
left out: 1 for validation and 1 for test; repeated k times until all parts have been left out for
validation and test, and results averaged over these k repetitions.









		Returns:		err_t –
error for the optimal model, computed in the ‘cross-testing’ manner on data part
which is not used for training or validation






		Return type:		double



















hpelm.mss_loo module


Created on Mon Oct 27 17:48:33 2014


@author: akusok



		
hpelm.mss_loo.train_loo(self, X, T)[source]


		Model structure selection with Leave-One-Out (LOO) validation.


Trains ELM, validates model with LOO and sets an optimal validated solution. Effect is similar to
cross-validation with k==N, but ELM has explicit formula of solution for LOO without iterating k times.






		Parameters:		
		self (ELM) – ELM object that calls train_v()


		X (matrix) – training set inputs


		T (matrix) – training set outputs






















hpelm.mss_v module


Created on Mon Oct 27 17:48:33 2014


@author: akusok



		
hpelm.mss_v.train_v(self, X, T, Xv, Tv)[source]


		Model structure selection with a validation set.


Trains ELM, validates model and sets an optimal validated solution.






		Parameters:		
		self (ELM) – ELM object that calls train_v()


		X (matrix) – training set inputs


		T (matrix) – training set outputs


		Xv (matrix) – validation set inputs


		Tv (matrix) – validation set outputs






















Module contents


Created on Aug 18, 2014


@author: akusoka1








          

      

      

    


    
        © Copyright 2015, Anton Akusok.
      Created using Sphinx 1.3.5.
    

  

hpelm.tests.html


    
      Navigation


      
        		
          index


        		
          modules |


        		hpelm 1.0.3 documentation »

 
      


    


    
      
          
            
  
hpelm.tests package



Submodules





hpelm.tests.test_acceptance module


Created on Mon Oct 27 14:12:41 2014


@author: akusok



		
class hpelm.tests.test_acceptance.TestAcceptance(methodName='runTest')[source]


		Bases: unittest.case.TestCase



		
test_basic_elm_single_machine()[source]


		Just run an ELM with sine function and check training MSE.









		
test_xor_one_neuron_solved()[source]


		ELM should be able to solve XOR problem.

















hpelm.tests.test_corr_hpelm module


Copy of test_correctness.py
Created on Wed Sep 23 21:15:18 2015


@author: akusok



		
class hpelm.tests.test_corr_hpelm.TestCorrectness(methodName='runTest')[source]


		Bases: unittest.case.TestCase



		
makefile()[source]


		






		
makeh5(data)[source]


		






		
setUp()[source]


		






		
tearDown()[source]


		






		
test_AddDataAsyncToFile_MultipleAdditions()[source]


		






		
test_AddDataAsyncToFile_SingleAddition()[source]


		






		
test_AddDataToFile_MixedSequentialAsync()[source]


		






		
test_AddDataToFile_MultipleAdditions()[source]


		






		
test_AddDataToFile_SingleAddition()[source]


		






		
test_AddNeurons_InitBias_BiasInModel()[source]


		






		
test_AddNeurons_InitDefault_BiasWNotZero()[source]


		






		
test_AddNeurons_InitTwiceBiasW_CorrectlyMerged()[source]


		






		
test_AddNeurons_InitW_WInModel()[source]


		






		
test_ClassificationError_Works()[source]


		






		
test_DifferentNumberOfSamples_RaiseError()[source]


		






		
test_HPELM_tprint()[source]


		






		
test_LinearNeurons_DefaultMatrix_Identity()[source]


		






		
test_LinearNeurons_MoreThanInputs_Truncated()[source]


		






		
test_MultiLabelClassError_Works()[source]


		






		
test_NonNumpyInputs_RaiseError()[source]


		






		
test_NonNumpyTargets_RaiseError()[source]


		






		
test_OneDimensionInputs_RunsCorrectly()[source]


		






		
test_OneDimensionTargets2_RunsCorrectly()[source]


		






		
test_OneDimensionTargets_RunsCorrectly()[source]


		






		
test_PredictAsync_Works()[source]


		






		
test_Predict_Works()[source]


		






		
test_Project_Works()[source]


		






		
test_RegressionError_Works()[source]


		






		
test_SLFN_AddLinearNeurons_GotThem()[source]


		






		
test_SLFN_AddNeuronsTwice_GotThem()[source]


		






		
test_SLFN_AddRbfL1Neurons_GotThem()[source]


		






		
test_SLFN_AddRbfL2Neurons_GotThem()[source]


		






		
test_SLFN_AddRbfLinfNeurons_GotThem()[source]


		






		
test_SLFN_AddSigmoidalNeurons_GotThem()[source]


		






		
test_SLFN_AddTanhNeurons_GotThem()[source]


		






		
test_SLFN_AddTwoNeuronTypes_GotThem()[source]


		






		
test_SLFN_AddUfuncNeurons_GotThem()[source]


		






		
test_SolveCorr_Works()[source]


		






		
test_TrainAsyncIndexed_Works()[source]


		






		
test_TrainAsyncWeighted_Works()[source]


		






		
test_TrainAsync_Works()[source]


		






		
test_TrainIcount_HasEffect()[source]


		






		
test_TrainIcount_Works()[source]


		






		
test_TrainIstart_HasEffect()[source]


		






		
test_TrainIstart_Works()[source]


		






		
test_TrainWithoutNeurons_RaiseError()[source]


		






		
test_ValidationCorr_ReturnsConfusion()[source]


		






		
test_ValidationCorr_Works()[source]


		






		
test_WeightedClassError_Works()[source]


		






		
test_WeightedClassification_DefaultWeightsWork()[source]


		






		
test_WeightedClassification_Works()[source]


		






		
test_WrongDimensionalityInputs_RaiseError()[source]


		






		
test_WrongDimensionalityTargets_RaiseError()[source]


		






		
test_ZeroInputs_RunsCorrectly()[source]


		






		
tfiles = None


		














hpelm.tests.test_correctness module


Created on Mon Oct 27 14:12:41 2014


@author: akusok



		
class hpelm.tests.test_correctness.TestCorrectness(methodName='runTest')[source]


		Bases: unittest.case.TestCase



		
test_AddNeurons_InitBias_BiasInModel()[source]


		






		
test_AddNeurons_InitDefault_BiasWNotZero()[source]


		






		
test_AddNeurons_InitTwiceBiasW_CorrectlyMerged()[source]


		






		
test_AddNeurons_InitW_WInModel()[source]


		






		
test_ClassificationError_Works()[source]


		






		
test_Classification_Works()[source]


		






		
test_Classification_WorksCorreclty()[source]


		






		
test_ConfusionELM_Classification()[source]


		






		
test_ConfusionELM_Multilabel()[source]


		






		
test_DifferentNumberOfSamples_RaiseError()[source]


		






		
test_ELMWithBatch_SetsBatch()[source]


		






		
test_ELM_SaveLoad()[source]


		






		
test_InitELM_SetNorm()[source]


		






		
test_LinearNeurons_DefaultMatrix_Identity()[source]


		






		
test_LinearNeurons_MoreThanInputs_Truncated()[source]


		






		
test_LoadELM_WrongFile()[source]


		






		
test_MRSR2_Works()[source]


		






		
test_MRSR_Works()[source]


		






		
test_MultiLabelClassError_Works()[source]


		






		
test_MultiLabelClassification_Works()[source]


		






		
test_NonNumpyInputs_RaiseError()[source]


		






		
test_NonNumpyTargets_RaiseError()[source]


		






		
test_OneDimensionInputs_RunsCorrectly()[source]


		






		
test_OneDimensionTargets2_RunsCorrectly()[source]


		






		
test_OneDimensionTargets_RunsCorrectly()[source]


		






		
test_PrecisionELM_UsesPrecision()[source]


		






		
test_ProjectELM_WorksCorrectly()[source]


		






		
test_RegressionError_Works()[source]


		






		
test_SLFN_AddLinearNeurons_GotThem()[source]


		






		
test_SLFN_AddNeuronsTwice_GotThem()[source]


		






		
test_SLFN_AddRbfL1Neurons_GotThem()[source]


		






		
test_SLFN_AddRbfL2Neurons_GotThem()[source]


		






		
test_SLFN_AddRbfLinfNeurons_GotThem()[source]


		






		
test_SLFN_AddSigmoidalNeurons_GotThem()[source]


		






		
test_SLFN_AddTanhNeurons_GotThem()[source]


		






		
test_SLFN_AddTwoNeuronTypes_GotThem()[source]


		






		
test_SLFN_AddUfuncNeurons_GotThem()[source]


		






		
test_SaveELM_WrongFile()[source]


		






		
test_StrCustomNeurons_DisplaysName()[source]


		






		
test_Str_Works()[source]


		






		
test_TrainWithBatch_OverwritesBatch()[source]


		






		
test_TrainWithoutNeurons_RaiseError()[source]


		






		
test_WeightedClassError_Works()[source]


		






		
test_WeightedClassification_ClassWithLargerWeightWins()[source]


		






		
test_WeightedClassification_DefaultWeightsWork()[source]


		






		
test_WeightedClassification_Works()[source]


		






		
test_WrongDimensionalityInputs_RaiseError()[source]


		






		
test_WrongDimensionalityTargets_RaiseError()[source]


		






		
test_ZeroInputs_RunsCorrectly()[source]


		














hpelm.tests.unittest_elm module


Created on Tue Mar 15 22:04:41 2016


@author: akusok



		
class hpelm.tests.unittest_elm.TestCorrectness(methodName='runTest')[source]


		Bases: unittest.case.TestCase



		
test_AddNeurons_WorksWithLongType()[source]


		






		
test_ClassificationError_CorrectWithMultipleClasses()[source]


		






		
test_CrossValidation_ReturnsError()[source]


		






		
test_LOO_CanSelectMoreThanOneNeuron()[source]


		






		
test_LOOandOP_CanSelectMoreThanOneNeuron()[source]


		






		
test_MultilabelError_CorrectWithMultipleClasses()[source]


		














hpelm.tests.unittest_hpelm module


Created on Tue Mar 15 22:06:28 2016


@author: akusok



		
class hpelm.tests.unittest_hpelm.TestHPELM(methodName='runTest')[source]


		Bases: unittest.case.TestCase



		
setUp()[source]


		






		
tearDown()[source]


		






		
test_ClassificationError_CorrectWithMultipleClasses()[source]


		






		
test_MultilabelError_CorrectWithMultipleClasses()[source]


		






		
test_SaveEmptyModel_CanLoad()[source]


		












		
class hpelm.tests.unittest_hpelm.TestParallelELM(methodName='runTest')[source]


		Bases: unittest.case.TestCase



		
setUp()[source]


		






		
tearDown()[source]


		






		
test_ParallelBasicPython_Works()[source]


		














Module contents
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hpelm.nnets.slfn module


Basic SLFN solver that follows paper notations, defines interface for all solvers.


Created on Sun Sep  6 11:18:55 2015
@author: akusok



		
class hpelm.nnets.slfn.SLFN(inputs, outputs, norm=None, precision=<type 'numpy.float64'>)[source]


		Bases: object


Single Layer Feed-forward Network (SLFN), the neural network that ELM trains.


This implementation is not the fastest but very simple, and it defines interface.
Gives correct output, other solvers should provide the same output as this guy.






		Parameters:		
		outputs (int) – number of outputs, or classes for classification


		norm (double) – output weights normalization parameter (Tikhonov normalizaion, or
ridge regression), large values provides smaller (= better) weights but worse model accuracy


		precision (Numpy.float32/64) – solver precision, float32 is faster but may be worse, most GPU
work fast only in float32.














		
neurons


		list


a list of different types of neurons, initially empty. One neuron type is a tuple
(‘number of neurons’, ‘function_type’, W, Bias), neurons is a list of [neuron_type_1, neuron_type_2, ...].









		
func


		dict


a dictionary of transformation function type, key is a neuron type (= function name)
and value is the function itself. A single function takes input parameters X, W, B, and outputs
corresponding H for its neuron type.









		
HH, HT


		matrix


intermediate covariance matrices used in ELM solution. Can be computed and stored in GPU
memory for accelerated SLFN. They are not needed once ELM is solved and they can take a lot of memory
with large numbers of neurons, so one can delete them with reset() method. They are omitted when
an ELM model is saved.









		
B


		matrix


output solution matrix of SLFN. A trained ELM needs only neurons and B to predict outputs
for new input data.









		
add_batch(X, T, wc=None)[source]


		Add a batch of training data to an iterative solution, weighted if neeed.


The batch is processed as a whole, the training data is splitted in ELM.add_data() method.
With parameters HH_out, HT_out, the output will be put into these matrices instead of model.






		Parameters:		
		X (matrix) – input data matrix size (N * inputs)


		T (matrix) – output data matrix size (N * outputs)


		wc (vector) – vector of weights for data samples, one weight per sample, size (N * 1)


		HT_out (HH_out,) – output matrices to add batch result into, always given together




















		
add_neurons(number, func, W, B)[source]


		Add prepared neurons to the SLFN, merge with existing ones.


Adds a number of specific neurons to SLFN network. Weights and biases
must be provided for that function.


If neurons of such type already exist, they are merged together.






		Parameters:		
		number (int) – the number of new neurons to add


		func (str) – transformation function of hidden layer. Linear function creates a linear model.


		W (matrix) – a 2-D matrix of neuron weights, size (inputs * number)


		B (vector) – a 1-D vector of neuron biases, size (number * 1)




















		
fix_affinity()[source]


		Numpy processor core affinity fix.


Fixes a problem if all Numpy processes are pushed to CPU core 0.









		
get_B()[source]


		Return B as a numpy array.









		
get_corr()[source]


		Return current correlation matrices.









		
get_neurons()[source]


		Return current neurons.






		Returns:		neurons –
current neurons in the model



		Return type:		list of tuples (number/int, func/string, W/matrix, B/vector














		
reset()[source]


		Resets intermediate training results, releases memory that they use.


Keeps solution of ELM, so a trained ELM remains operational.
Can be called to free memory after an ELM is trained.









		
set_B(B)[source]


		Set B as a numpy array.






		Parameters:		B (matrix) – output layer weights matrix, size (L * outputs)














		
set_corr(HH, HT)[source]


		Set pre-computed correlation matrices.






		Parameters:		
		HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)


		HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)




















		
solve()[source]


		Redirects to solve_corr, to avoid duplication of code.









		
solve_corr(HH, HT)[source]


		Compute output weights B for given HH and HT.


Simple but inefficient version, see a better one in solver_python.






		Parameters:		
		HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)


		HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)




























hpelm.nnets.slfn_python module


This is a fast Python implementation of SLFN.


Created on Sun Sep  6 11:18:55 2015
@author: akusok



		
class hpelm.nnets.slfn_python.SLFNPython(inputs, outputs, norm=None, precision=<type 'numpy.float64'>)[source]


		Bases: hpelm.nnets.slfn.SLFN


Single Layer Feed-forward Network (SLFN), the neural network that ELM trains.



		
add_batch(X, T, wc=None)[source]


		Add a batch using Symmetric Rank-K matrix update for HH.









		
get_corr()[source]


		Return current correlation matrices.









		
solve_corr(HH, HT)[source]


		Compute output weights B for given HH and HT.


Simple but inefficient version, see a better one in solver_python.






		Parameters:		
		HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)


		HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)




























hpelm.nnets.slfn_skcuda module


Nvidia GPU-accelerated solver based on Scikit-CUDA, works without compiling anything.


GPU computations run in asyncronous mode: GPU is processing one batch of data while CPU prepares
the next batch. Loads GPU for 100% without waiting times, very fast and efficient. The requied
Scikit-CUDA is a single-line install in Linux: pip install scikit-cuda. Tested on CUDA 7.


Created on Sat Sep 12 13:10:23 2015
@author: akusok



		
class hpelm.nnets.slfn_skcuda.SLFNSkCUDA(inputs, outputs, norm=None, precision=<type 'numpy.float64'>)[source]


		Bases: hpelm.nnets.slfn.SLFN


Single Layer Feed-forward Network (SLFN) implementation on GPU with pyCUDA.


To choose a specific GPU, use environmental variable CUDA_DEVICE, for exampe
CUDA_DEVICE=0 python myscript1.py & CUDA_DEVICE=1 python myscript2.py.


In single precision, only upper triangular part of HH matrix is computed to speedup the method.



		
add_batch(X, T, wc=None)[source]


		Add a batch of training data to an iterative solution, weighted if neeed.


The batch is processed as a whole, the training data is splitted in ELM.add_data() method.
With parameters HH_out, HT_out, the output will be put into these matrices instead of model.






		Parameters:		
		X (matrix) – input data matrix size (N * inputs)


		T (matrix) – output data matrix size (N * outputs)


		wc (vector) – vector of weights for data samples, one weight per sample, size (N * 1)


		HT_out (HH_out,) – output matrices to add batch result into, always given together




















		
add_neurons(number, func, W, B)[source]


		Add prepared neurons to the SLFN, merge with existing ones.


Adds a number of specific neurons to SLFN network. Weights and biases
must be provided for that function.


If neurons of such type already exist, they are merged together.






		Parameters:		
		number (int) – the number of new neurons to add


		func (str) – transformation function of hidden layer. Linear function creates a linear model.


		W (matrix) – a 2-D matrix of neuron weights, size (inputs * number)


		B (vector) – a 1-D vector of neuron biases, size (number * 1)




















		
get_B()[source]


		Return B as a numpy array.









		
get_corr()[source]


		Return current correlation matrices.









		
get_neurons()[source]


		Return current neurons.






		Returns:		neurons –
current neurons in the model



		Return type:		list of tuples (number/int, func/string, W/matrix, B/vector














		
reset()[source]


		Resets intermediate training results, releases memory that they use.


Keeps solution of ELM, so a trained ELM remains operational.
Can be called to free memory after an ELM is trained.









		
set_B(B)[source]


		Set B as a numpy array.






		Parameters:		B (matrix) – output layer weights matrix, size (L * outputs)














		
set_corr(HH, HT)[source]


		Set pre-computed correlation matrices.






		Parameters:		
		HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)


		HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)




















		
solve()[source]


		Compute output weights B, with fix for unstable solution.









		
solve_corr(HH, HT)[source]


		Compute output weights B for given HH and HT.


Simple but inefficient version, see a better one in solver_python.






		Parameters:		
		HH (matrix) – covariance matrix of hidden layer represenation H, size (L * L)


		HT (matrix) – correlation matrix between H and outputs T, size (L * outputs)
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Submodules





hpelm.modules.hdf5_tools module


Different tools to work with datasets in HDF5 file format.


Created on Thu Apr  2 21:12:46 2015


@author: akusok



		
hpelm.modules.hdf5_tools.make_hdf5(data, h5file, dtype=<type 'numpy.float64'>, delimiter=' ', skiprows=0, comp_level=0)[source]


		Makes an HDF5 file from whatever given data.






		Parameters:		
		data – 
		input data in Numpy.ndarray or filename, or a shape tuple








		h5file – 
		name (and path) of the output HDF5 file








		delimiter – 
		data delimiter for text, csv files








		comp_level – 
		compression level of the HDF5 file


























		
hpelm.modules.hdf5_tools.normalize_hdf5(h5file, mean=None, std=None, batch=None)[source]


		Calculates and applies normalization to data in HDF5 file.






		Parameters:		
		mean – 
		known vector of mean values








		std – 
		known vector of standard deviations








		batch – 
		number of rows to read at once, default is a native batch size




























hpelm.modules.mrsr module



		
hpelm.modules.mrsr.mrsr(X, T, kmax)[source]


		Multiresponse Sparse Regression (MRSR) algorithm in Python, accelerated by Numpy.


Finds most relevant inputs for a regression problem with multiple outputs, returns
these inputs one-by-one. Fast implementation, but has complexity O(2^m) for m features in output.






		Parameters:		
		T (matrix) – an (n x p) matrix of targets. The columns of T should have zero mean and same scale (e.g. equal variance).


		X (matrix) – an (n x m) matrix of regressors. The columns of X should have zero mean and same scale (e.g. equal variance).


		kmax (int) – an integer fixing the number of steps to be run, which equals to the maximum number of regressors in the model.









		Returns:		i1 –
a (1 x kmax) vector of indices revealing the order in which the regressors enter model.






		Return type:		vector











		Reference:


		Timo Simila, Jarkko Tikka. Multiresponse sparse regression with
application to multidimensional scaling. International Conference
on Artificial Neural Networks (ICANN). Warsaw, Poland. September
11-15, 2005. LNCS 3697, pp. 97-102.














hpelm.modules.mrsr2 module



		
hpelm.modules.mrsr2.mrsr2(X, T, kmax, norm=2)[source]


		Multi-Responce Sparse Regression implementation with linear scaling in number of outputs.


Basically an L1-regularized regression with multiple outputs, regularization considers all outputs together,
method returns the best input features one by one and can be stopped early. Compared to an original MRSR this method
is slower for small problems, but has a linear complexity in the number of outputs instead of exponential one,
so it is suitable for auto-encoders and other tasks with large output dimensionality.






		Parameters:		
		T (matrix) – an (n x p) matrix of targets. The columns of T should have zero mean and same scale (e.g. equal variance).


		X (matrix) – an (n x m) matrix of regressors. The columns of X should have zero mean and same scale (e.g. equal variance).


		kmax (int) – an integer fixing the number of steps to be run, which equals to the maximum number of regressors in the model.


		norm (from Numpy.linalg.norm) – norm to use in MRSR2, can be 1 for L1 or 2 for L2 norm, default 2.









		Returns:		i1 –
a (1 x kmax) vector of indices revealing the order in which the regressors enter model.






		Return type:		vector











		Reference:


		Better MRSR implementation according to:
“Common subset selection of inputs in multiresponse regression” by
Timo Similä and Jarkko Tikka, International Joint Conference on Neural Networks 2006





Created on Sun Jan 26 13:48:54 2014
@author: Anton Akusok











hpelm.modules.rbf_param module


Created on Thu Apr 16 12:10:02 2015


@author: akusok



		
hpelm.modules.rbf_param.rbf_param(data, k, kind='sqeuclidean')[source]


		Calculates parameters for RBF neurons.






		Parameters:		data – 
		a matrix or an HDF5 file
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@author: akusok
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  Source code for hpelm.mss_cv

# -*- coding: utf-8 -*-
"""
Created on Mon Oct 27 17:48:33 2014

@author: akusok
"""

import numpy as np


[docs]def train_cv(self, X, T, k):
    """Model structure selection with cross-validation.

    Trains ELM, cross-validates model and sets an optimal validated solution.

    Args:
        self (ELM): ELM object that calls `train_v()`
        X (matrix): training set inputs
        T (matrix): training set outputs
        k (int): number of parts to split the dataset into, k-2 parts are used for training and 2 parts are
            left out: 1 for validation and 1 for test; repeated k times until all parts have been left out for
            validation and test, and results averaged over these k repetitions.

    Returns:
        err_t (double): error for the optimal model, computed in the 'cross-testing' manner on data part
        which is not used for training or validation
    """
    N = X.shape[0]
    L = self.nnet.L
    c = self.nnet.outputs

    idxk = []
    for i in range(k):
        idxk.append(np.arange(N)[i::k])

    datak = []
    for i in range(k):
        items = [(i+j) % k for j in range(k)]
        idx_tr = np.hstack([idxk[j] for j in items[:-2]])
        idx_vl = idxk[items[-2]]
        idx_ts = idxk[items[-1]]
        Xtr = X[idx_tr]
        Ttr = T[idx_tr]
        Xvl = X[idx_vl]
        Tvl = T[idx_vl]
        Xts = X[idx_ts]
        Tts = T[idx_ts]
        self.nnet.reset()
        self.nnet.add_batch(Xtr, Ttr)
        HH, HT = self.nnet.get_corr()
        Hvl = self.nnet._project(Xvl)
        Hts = self.nnet._project(Xts)
        rank, L = self._ranking(Hvl.shape[1], Hvl, Tvl)
        datak.append((HH, HT, Hvl, Tvl, Hts, Tts, rank))

    e = np.ones((L+1,)) * -1  # errors for all numbers of neurons

    err = 0
    for HH, HT, Hvl, Tvl, _, _, _ in datak:
        B = self.nnet.solve_corr(HH, HT)
        Yvl = np.dot(Hvl, B)
        err += self._error(Tvl, Yvl) / k
    penalty = err * 0.01 / L  # penalty is 1% of error at max(L)
    e[L] = err + L * penalty

    # MYOPT function
    # [iA  iB  iC  iD  iE] interval points,
    # halve the interval each time

    # initialize intervals
    iA = 3
    iE = L
    l = iE - iA
    iB = iA + l/4
    iC = iA + l/2
    iD = iA + 3*l/4

    # TODO: tell about single-letter matrix notations in the whole code
    l = 1000  # run the while loop at least once
    while l > 2:
        # calculate errors at points
        for idx in [iA, iB, iC, iD, iE]:
            if e[idx] == -1:  # skip already calculated errors
                err = 0
                for HH, HT, Hvl, Tvl, _, _, rank in datak:
                    rank1 = rank[:idx]
                    HH1 = HH[rank1, :][:, rank1]
                    HT1 = HT[rank1, :]
                    B = self.nnet.solve_corr(HH1, HT1)
                    Yvl = np.dot(Hvl[:, rank1], B)
                    err += self._error(Tvl, Yvl) / k
                e[idx] = err + idx * penalty

        m = min(e[iA], e[iB], e[iC], e[iD], e[iE])  # find minimum element

        # halve the search interval
        if m in (e[iA], e[iB]):
            iE = iC
            iC = iB
        elif m in (e[iD], e[iE]):
            iA = iC
            iC = iD
        else:
            iA = iB
            iE = iD
        l = iE - iA
        iB = iA + l/4
        iD = iA + (3*l)/4

    k_opt = [n1 for n1 in [iA, iB, iC, iD, iE] if e[n1] == m][0]  # find minimum index
    best_L = rank[:k_opt]

    # get test error
    err_t = 0
    for HH, HT, _, _, Hts, Tts, _ in datak:
        B = self.nnet.solve_corr(HH, HT)
        Yts = np.dot(Hts, B)
        err_t += self._error(Tts, Yts) / k

    self.nnet._prune(best_L)
    self.nnet.add_batch(X, T)
    self.nnet.solve()
#    print "%d of %d neurons selected with a Cross-Validation" % (len(best_nn), nn)
#    print "the Cross-Validation test error is %f" % err_ts
#    if len(best_nn) > nn*0.9:
#        print "Hint: try re-training with more hidden neurons"
    return err_t
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  Source code for hpelm.mss_v

# -*- coding: utf-8 -*-
"""
Created on Mon Oct 27 17:48:33 2014

@author: akusok
"""

import numpy as np


[docs]def train_v(self, X, T, Xv, Tv):
    """Model structure selection with a validation set.

    Trains ELM, validates model and sets an optimal validated solution.

    Args:
        self (ELM): ELM object that calls `train_v()`
        X (matrix): training set inputs
        T (matrix): training set outputs
        Xv (matrix): validation set inputs
        Tv (matrix): validation set outputs
    """
    self.add_data(X, T)
    HH, HT = self.nnet.get_corr()
    B = self.nnet.solve_corr(HH, HT)
    Hv = self.nnet._project(Xv)
    L = self.nnet.L
    e = np.ones((L+1,)) * -1  # errors for all numbers of neurons
    rank, L = self._ranking(L, Hv, Tv)  # create ranking of neurons

    Yv = np.dot(Hv, B)
    err = self._error(Tv, Yv)
    # TODO: replace penalty by Akaike-BIC criterion
    penalty = err*0.01 / L  # penalty is 1% of error at max(L)
    e[L] = err + L*penalty

    # MYOPT function
    # [iA  iB  iC  iD  iE] interval points,
    # halve the interval each time

    # initialize intervals
    iA = 1
    iE = L
    l = iE - iA
    iB = iA + l/4
    iC = iA + l/2
    iD = iA + 3*l/4

    l = 3  # run the while loop at least once
    while l > 2:
        # calculate errors at points
        for idx in [iA, iB, iC, iD, iE]:
            if e[idx] == -1:  # skip already calculated errors
                rank1 = rank[:idx]
                HH1 = HH[rank1, :][:, rank1]
                HT1 = HT[rank1, :]
                B = self.nnet.solve_corr(HH1, HT1)
                Yv = np.dot(Hv[:, rank1], B)
                e[idx] = self._error(Tv, Yv) + idx*penalty

        m = min(e[iA], e[iB], e[iC], e[iD], e[iE])  # find minimum element

        # halve the search interval
        if m in (e[iA], e[iB]):
            iE = iC
            iC = iB
        elif m in (e[iD], e[iE]):
            iA = iC
            iC = iD
        else:
            iA = iB
            iE = iD
        l = iE - iA
        iB = iA + l/4
        iD = iA + (3*l)/4

    k_opt = [n1 for n1 in [iA, iB, iC, iD, iE] if e[n1] == m][0]  # find minimum index
    best_L = rank[:k_opt]

    self.nnet._prune(best_L)
    self.nnet.add_batch(X, T)
    self.nnet.solve()

#    print "%d of %d neurons selected with a validation set" % (len(best_nn), nn)
#    if len(best_nn) > nn*0.9:
#        print "Hint: try re-training with more hidden neurons"
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  Source code for hpelm.mss_loo

# -*- coding: utf-8 -*-
"""
Created on Mon Oct 27 17:48:33 2014

@author: akusok
"""

import numpy as np


[docs]def train_loo(self, X, T):
    """Model structure selection with Leave-One-Out (LOO) validation.

    Trains ELM, validates model with LOO and sets an optimal validated solution. Effect is similar to
    cross-validation with k==N, but ELM has explicit formula of solution for LOO without iterating k times.

    Args:
        self (ELM): ELM object that calls `train_v()`
        X (matrix): training set inputs
        T (matrix): training set outputs
    """

    H = self.nnet._project(X)
    self.add_data(X, T)
    HH, HT = self.nnet.get_corr()

    N = X.shape[0]
    L = self.nnet.L
    e = np.ones((L+1,)) * -1  # errors for all numbers of neurons
    rank, L = self._ranking(L, H, T)  # create ranking of neurons

    # PRESS_LOO
    P = np.linalg.inv(HH)
    Bt = np.dot(P, HT)
    R = np.ones((N,)) - np.einsum('ij,ji->i', np.dot(H, P), H.T)
    Y = np.dot(H, Bt)
    err = self._error(T, Y, R)

    penalty = err * 0.01 / L  # penalty is 1% of error at max(L)
    e[L] = err + L * penalty

    # MYOPT function
    # [iA  iB  iC  iD  iE] interval points,
    # halve the interval each time

    # initialize intervals
    iA = 1
    iE = L
    l = iE - iA
    iB = iA + l/4
    iC = iA + l/2
    iD = iA + 3*l/4

    l = 1000  # run the while loop at least once
    while l > 2:
        # calculate errors at points
        for idx in [iA, iB, iC, iD, iE]:
            if e[idx] == -1:  # skip already calculated errors
                rank1 = rank[:idx]
                # H1 = H[:, rank1]
                H1 = np.take(H, rank1, 1)
                HH1 = HH[rank1, :][:, rank1]
                HT1 = HT[rank1, :]

                P = np.linalg.inv(HH1)
                Bt1 = np.dot(P, HT1)
                R = np.ones((N,)) - np.einsum('ij,ji->i', np.dot(H1, P), H1.T)
                Y1 = np.dot(H1, Bt1)
                err = self._error(T, Y1, R)
                e[idx] = err + idx * penalty

        m = min(e[iA], e[iB], e[iC], e[iD], e[iE])  # find minimum element

        # halve the search interval
        if m in (e[iA], e[iB]):
            iE = iC
            iC = iB
        elif m in (e[iD], e[iE]):
            iA = iC
            iC = iD
        else:
            iA = iB
            iE = iD
        l = iE - iA
        iB = iA + l/4
        iD = iA + (3*l)/4

    k_opt = [n1 for n1 in [iA, iB, iC, iD, iE] if e[n1] == m][0]  # find minimum index
    best_L = rank[:k_opt]

    self.nnet._prune(best_L)
    self.nnet.add_batch(X, T)
    self.nnet.solve()

#    print "%d of %d neurons selected with a LOO validation" % (len(best_nn), nn)
#    if len(best_nn) > nn*0.9:
#        print "Hint: try re-training with more hidden neurons"
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  Source code for hpelm.hp_elm

# -*- coding: utf-8 -*-
"""
Created on Mon Oct 27 17:48:33 2014

@author: akusok
"""

import numpy as np
import multiprocessing as mp
from time import time
from .modules import make_hdf5, _ireader, _iwriter, _prepare_fHH, _write_fHH
from tables import open_file
from .elm import ELM


[docs]class HPELM(ELM):
    """Interface for training High-Performance Extreme Learning Machines (HP-ELM).

    Args:
        inputs (int): dimensionality of input data, or number of data features
        outputs (int): dimensionality of output data, or number of classes
        classification ('c'/'wc'/'ml', optional): train ELM for classfication ('c') / weighted classification ('wc') /
            multi-label classification ('ml'). For weighted classification you can provide weights in `w`. ELM will
            compute and use the corresponding classification error instead of Mean Squared Error.
        w (vector, optional): weights vector for weighted classification, lenght (`outputs` * 1).
        batch (int, optional): batch size for data processing in ELM, reduces memory requirements. Does not work
            for model structure selection (validation, cross-validation, Leave-One-Out). Can be changed later directly
            as a class attribute.
        accelerator (string, optional): type of accelerated ELM to use: None, 'GPU', ...
        precision (optional): data precision to use, supports signle ('single', '32' or numpy.float32) or double
            ('double', '64' or numpy.float64). Single precision is faster but may cause numerical errors. Majority
            of GPUs work in single precision. Default: **double**.
        norm (double, optinal): L2-normalization parameter, **None** gives the default value.
        tprint (int, optional): ELM reports its progess every `tprint` seconds or after every batch,
            whatever takes longer.

    Class attributes; attributes that simply store initialization or `train()` parameters are omitted.

    Attributes:
        nnet (object): Implementation of neural network with computational methods, but without
            complex logic. Different implementations are given by different classes: for Python, for GPU, etc.
            See ``hpelm.nnets`` folder for particular files. You can implement your own computational algorithm
            by inheriting from ``hpelm.nnets.SLFN`` and overwriting some methods.
        flist (list of strings): Awailable types of neurons, use them when adding new neurons.

    Note:
        The 'hdf5' type denotes a name of HDF5 file type with a single 2-dimensional array inside. HPELM uses PyTables
        interface to HDF5: http://www.pytables.org/. For HDF5 array examples, see
        http://www.pytables.org/usersguide/libref/homogenous_storage.html. Array name is irrelevant,
        but there must be **only one array per HDF5 file**.

        A 2-dimensional Numpy.ndarray can also be used.
    """

[docs]    def train(self, fX, fT, *args, **kwargs):
        """Universal training interface for HP-ELM model.

        Always trains a basic ELM model without model structure selection.
        L2-regularization is available as `norm` parameter at HPELM initialization.
        Number of neurons selection with validation set for trained HPELM is available in `train_hpv()` method.

        Args:
            fX (hdf5): input data on disk, size (N * `inputs`)
            fT (hdf5): outputs data on disk, size (N * `outputs`)
            'c'/'wc'/'ml' (string, choose one): train HPELM for classification ('c'), classification with weighted
                classes ('wc') or multi-label classification ('ml') with several correct classes per data sample.
                In classification, number of `outputs` is the number of classes; correct class(es) for each sample
                has value 1 and incorrect classes have 0.

        Keyword Args:
            istart (int, optional): index of first data sample to use from `fX`, `istart` < N. If not given,
                all data from `fX` is used. Sample with index `istart` is used for training, indexing is 0-based.
            icount (int, optional): number of data samples to use from `fX`, starting from `istart`, automatically
                adjusted to `istart` + `icount` <= N. If not given, all data starting from `start` is used.
                The last sample used for training is `istart`+`icount`-1, so you can index data as:
                istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...
            batch (int, optional): batch size for ELM, overwrites batch size from the initialization
        """
        # TODO: move to h5py, because I don't need pyTables features
        # TODO: move to h5py with MPI async IO (driver='mpio')
        # TODO: explain why I don't support parallel processing (huge amount of data to transfer, or fast enough)
        X, T = self._checkdata(fX, fT)
        self._train_parse_args(args, kwargs)

        istart = 0
        icount = np.inf
        if "istart" in kwargs.keys():
            istart = max(0, int(kwargs["istart"]))
        if "icount" in kwargs.keys():
            icount = kwargs["icount"]
        self.add_data(X, T, istart=istart, icount=icount)
        self.nnet.solve()


[docs]    def add_data(self, fX, fT, istart=0, icount=np.inf, fHH=None, fHT=None):
        """Feed new training data (X,T) to HP-ELM model in batches: does not solve ELM itself.

        This method prepares an intermediate solution data, that takes the most time. After that, obtaining
        the solution is fast.

        The intermediate solution consists of two matrices: `HH` and `HT`. They can be in memory for a model computed
        at once, or stored on disk for a model computed in parts or in parallel.

        For iterative solution, provide file names for on-disk matrices in the input parameters `fHH` and `fHT`.
        They will be created if they don't exist, or new results will be merged with the existing ones. This method is
        multiprocess-safe for parallel writing into files `fHH` and `fHT`, that allows you to easily compute ELM
        in parallel. The multiprocess-safeness uses Python module 'fasteners' and a lock file, which is named
        fHH+'.lock' and fHT+'.lock'.

        Args:
            fX (hdf5): (part of) input training data size (N * `inputs`)
            fT (hdf5) (part of) output training data size (N * `outputs`)
            istart (int, optional): index of first data sample to use from `fX`, `istart` < N. If not given,
                all data from `fX` is used. Sample with index `istart` is used for training, indexing is 0-based.
            icount (int, optional): number of data samples to use from `fX`, starting from `istart`, automatically
                adjusted to `istart` + `icount` <= N. If not given, all data starting from `start` is used.
                The last sample used for training is `istart`+`icount`-1, so you can index data as:
                istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...
            fHH, fHT (string, optional): file names for storing HH and HT matrices. Files are created if they don't
                exist, or new result is added to the existing files if they exist. Parallel writing to the same
                `fHH`, `fHT` files is multiprocess-safe, made specially for parallel training of HP-ELM. Another use
                is to split a very long training of huge ELM into smaller parts, so the training can be interrupted
                and resumed later.

        """
        # initialize
        assert len(self.nnet.neurons) > 0, "Add neurons to ELM before using it"
        X, T = self._checkdata(fX, fT)
        N = X.shape[0]
        _prepare_fHH(fHH, fHT, self.nnet, self.precision)
        # custom range adjustments
        icount = min(icount, N - istart)
        nb = int(np.ceil(float(icount) / self.batch))  # number of batches

        # weighted classification initialization
        if self.classification == "wc" and self.wc is None:
            ns = np.zeros((self.nnet.outputs,))
            for b in xrange(nb):  # batch sum is much faster
                start = b*self.batch + istart
                stop = min((b+1)*self.batch + istart, icount + istart)
                ns += T[start:stop].sum(axis=0)
            ns = ns.astype(self.precision)
            self.wc = ns.sum() / ns  # class weights normalized to number of samples

        # main loop over all the data
        t = time()
        t0 = time()
        eta = 0
        wc_vector = None
        for b in xrange(nb):
            start = b*self.batch + istart
            stop = min((b+1)*self.batch + istart, icount + istart)
            Xb = X[start:stop]
            Tb = T[start:stop]
            if self.classification == "wc":
                wc_vector = self.wc[np.where(Tb == 1)[1]]  # weights for samples in the batch

            self.nnet.add_batch(Xb, Tb, wc_vector)

            # report time
            eta = int(((time()-t0) / (b+1)) * (nb-b-1))
            if time() - t > self.tprint:
                print("processing batch %d/%d, eta %d:%02d:%02d" % (b+1, nb, eta/3600, (eta % 3600)/60, eta % 60))
                t = time()

        # if storing output to disk
        if fHH is not None and fHT is not None:
            HH, HT = self.nnet.get_corr()
            HH[np.diag_indices_from(HH)] -= self.nnet.norm  # norm is already included
            _write_fHH(fHH, fHT, HH, HT)


[docs]    def solve_corr(self, fHH, fHT):
        """Solves an ELM model with the given (covariance) fHH and (correlation) fHT HDF5 files.

        Args:
            fHH (hdf5): an hdf5 file with intermediate solution data
            fHT (hdf5): an hdf5 file with intermediate solution data
        """
        HH, HT = self._checkcorr(fHH, fHT)
        B = self.nnet.solve_corr(HH, HT)
        self.nnet.set_B(B)


[docs]    def predict(self, fX, fY=None, istart=0, icount=np.inf):
        """Iterative predict outputs and save them to HDF5, can use custom range.

        Args:
            fX (hdf5): hdf5 filename or Numpy matrix with input data from which outputs are predicted
            fY (hdf5): hdf5 filename or Numpy matrix to store output data into, if 'None' then Numpy matrix
                is generated automatically.
            istart (int, optional): index of first data sample to use from `fX`, `istart` < N. If not given,
                all data from `fX` is used. Sample with index `istart` is used for training, indexing is 0-based.
            icount (int, optional): number of data samples to use from `fX`, starting from `istart`, automatically
                adjusted to `istart` + `icount` <= N. If not given, all data starting from `start` is used.
                The last sample used for training is `istart`+`icount`-1, so you can index data as:
                istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...
        """
        # TODO: Accept Numpy arrays in addition to HDF5 files
        assert len(self.nnet.neurons) > 0, "Add neurons to ELM and train it before using"
        assert self.nnet.B is not None, "Train ELM before predicting"
        X, _ = self._checkdata(fX, None)
        N = X.shape[0]
        # custom range adjustments
        icount = min(icount, N - istart)
        nb = int(np.ceil(float(icount) / self.batch))  # number of batches
        # make file to store results
        if isinstance(fY, basestring):
            make_hdf5((icount, self.nnet.outputs), fY, dtype=self.precision)
            h5 = open_file(fY, "a")
            for Y in h5.walk_nodes():
                pass  # find a node with whatever name
        elif fY is None:  # create Numpy array
            Y = np.zeros((icount, self.nnet.outputs), dtype=self.precision)
        else:  # fY is Numpy array
            _, Y = self._checkdata(None, fY)

        t = time()
        t0 = time()
        eta = 0
        for b in xrange(0, nb):
            start = b*self.batch + istart
            stop = min((b+1)*self.batch + istart, icount + istart)

            # get data
            Xb = X[start:stop]
            # process data
            Yb = self.nnet._predict(Xb)
            # write data
            Y[start-istart:stop-istart] = Yb

            # report time
            eta = int(((time()-t0) / (b+1)) * (nb-b-1))
            if time() - t > self.tprint:
                print("processing batch %d/%d, eta %d:%02d:%02d" % (b+1, nb, eta/3600, (eta % 3600)/60, eta % 60))
                t = time()

        if isinstance(fY, basestring):
            h5.flush()
            h5.close()
        elif fY is None:
            return Y


[docs]    def project(self, fX, fH=None, istart=0, icount=np.inf):
        """Iteratively project input data from HDF5 into HPELM hidden layer, and save in another HDF5.

        Args:
            fX (hdf5): hdf5 filename or Numpy matrix with input data to project
            fH (hdf5): hdf5 filename or Numpy matrix to store projected inputs, if 'None' then Numpy matrix
                is generated automatically.
            istart (int, optional): index of first data sample to use from `fX`, `istart` < N. If not given,
                all data from `fX` is used. Sample with index `istart` is used for training, indexing is 0-based.
            icount (int, optional): number of data samples to use from `fX`, starting from `istart`, automatically
                adjusted to `istart` + `icount` <= N. If not given, all data starting from `start` is used.
                The last sample used for training is `istart`+`icount`-1, so you can index data as:
                istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...
        """
        assert len(self.nnet.neurons) > 0, "Add neurons to ELM before using it"
        X, _ = self._checkdata(fX, None)
        N = X.shape[0]
        # custom range adjustments
        icount = min(icount, N - istart)
        nb = int(np.ceil(float(icount) / self.batch))  # number of batches
        # make file to store results
        if isinstance(fH, basestring):
            make_hdf5((icount, self.nnet.L), fH, dtype=self.precision)
            h5 = open_file(fH, "a")
            for H in h5.walk_nodes():
                pass  # find a node with whatever name
        elif fH is None:  # create Numpy array
            H = np.zeros((icount, self.nnet.L), dtype=self.precision)
        else:  # fY is Numpy array
            assert fH.shape[0] >= icount, "Numpy matrix fH has not enough rows to store projected inputs"
            assert fH.shape[1] == self.nnet.L, "Numpy matrix fH must have same number of columns as number of neurons"
            H = fH

        t = time()
        t0 = time()
        for b in xrange(0, nb):
            start = b*self.batch + istart
            stop = min((b+1)*self.batch + istart, icount + istart)

            # get data
            Xb = X[start:stop]
            # process data
            Hb = self.nnet._project(Xb)
            # write data
            H[start-start:stop-istart] = Hb

            # report time
            eta = int(((time()-t0) / (b+1)) * (nb-b-1))
            if time() - t > self.tprint:
                print("processing batch %d/%d, eta %d:%02d:%02d" % (b+1, nb, eta/3600, (eta % 3600)/60, eta % 60))
                t = time()

        if isinstance(fH, basestring):
            h5.flush()
            h5.close()
        elif fH is None:
            return H


[docs]    def error(self, fT, fY, istart=0, icount=np.inf):
        """Calculate error of model predictions of HPELM.

        Computes Mean Squared Error (MSE) between model predictions Y and true outputs T.
        For classification, computes mis-classification error.
        For multi-label classification, correct classes are all with Y>0.5.

        For weighted classification the error is an average weighted True Positive Rate,
        or percentage of correctly predicted samples for each class, multiplied by weight
        of that class and averaged. If you want something else, just write it yourself :)
        See https://en.wikipedia.org/wiki/Confusion_matrix for details.

        Args:
            fT (hdf5): hdf5 filename with true outputs
            fY (hdf5): hdf5 filename with predicted outputs
            istart (int, optional): index of first data sample to use from `fX`, `istart` < N. If not given,
                all data from `fX` is used. Sample with index `istart` is used for training, indexing is 0-based.
            icount (int, optional): number of data samples to use from `fX`, starting from `istart`, automatically
                adjusted to `istart` + `icount` <= N. If not given, all data starting from `start` is used.
                The last sample used for training is `istart`+`icount`-1, so you can index data as:
                istart_1=0, icount_1=1000; istart_2=1000, icount_2=1000; istart_3=2000, icount_3=1000, ...

        Returns:
            e (double): MSE for regression / classification error for classification.
        """
        _, T = self._checkdata(None, fT)
        _, Y = self._checkdata(None, fY)
        return self._error(T, Y, istart=istart, icount=icount)


    def _error(self, T, Y, istart=0, icount=np.inf):
        """Iterative batch error calcualtion.

        Args:
            T (matrix): true outputs for error calculation
            Y (matrix): predicted outputs for error calculation
            istart (int): index of first sample to process
            icount (int): number of samples to process
        """
        N = T.shape[0]
        icount = min(icount, N - istart)
        nb = int(np.ceil(float(icount) / self.batch))  # number of batches

        if self.classification == "c":
            err = 0
            for b in xrange(nb):
                start = b*self.batch + istart
                stop = min((b+1)*self.batch + istart, icount + istart)
                Tb = np.array(T[start:stop])
                Yb = np.array(Y[start:stop])
                errb = np.mean(Yb.argmax(1) != Tb.argmax(1))
                err += errb * float(stop-start)/icount

        elif self.classification == "wc":  # weighted classification
            c = T.shape[1]
            errc = np.zeros(c)
            countc = np.zeros(c)
            for b in xrange(nb):
                start = b*self.batch + istart
                stop = min((b+1)*self.batch + istart, icount + istart)
                Tb = np.array(T[start:stop])
                Yb = np.array(Y[start:stop])
                for i in xrange(c):  # per-class MSE
                    idx = np.where(Tb[:, i] == 1)[0]
                    if len(idx) > 0:
                        err1 = np.not_equal(Yb[idx].argmax(1), i)
                        errc[i] += err1.sum()
                        countc[i] += len(idx)
            errc = errc / countc  # get mean value
            err = np.sum(errc * self.wc) / np.sum(self.wc)

        elif self.classification == "ml":
            err = 0
            for b in xrange(nb):
                start = b*self.batch + istart
                stop = min((b+1)*self.batch + istart, icount + istart)
                Tb = np.array(T[start:stop])
                Yb = np.array(Y[start:stop])
                errb = np.not_equal(Yb > 0.5, Tb > 0.5).mean()
                err += errb * float(stop-start)/icount

        else:  # MSE error
            err = 0
            for b in xrange(nb):
                start = b*self.batch + istart
                stop = min((b+1)*self.batch + istart, icount + istart)
                Tb = T[start:stop]
                Yb = Y[start:stop]
                errb = np.mean((Tb - Yb)**2)
                err += errb * float(stop-start)/icount

        return err

[docs]    def validation_corr(self, fHH, fHT, fXv, fTv, steps=10):
        """Quick batch error evaluation with different numbers of neurons on a validation set.

        Only feasible implementation of model structure selection with HP-ELM. This method makes a single pass
        over the validation data, computing errors for all numbers of neurons at once. It requires HDF5 files with
        matrices HH and HT: `fHH` and `fHT`, obtained from `add_data(..., fHH, fHT)` method.

        The method writes the best solution to the HPELM model.

        Args:
            fHH (string): name of HDF5 file with HH matrix
            fHT (string): name of HDF5 file with HT matrix
            fXv (string): name of HDF5 file with validation dataset inputs
            fTv (string): name of HDF5 file with validation dataset outputs
            steps (int or vector): amount of different numbers of neurons to test, choosen uniformly on a logarithmic
                scale from 3 to number of neurons in HPELM. Can be given exactly as a vector.

        Returns:
            Ls (vector): numbers of neurons used by `validation_corr()` method
            errs (vector): corresponding errors for number of neurons in `Ls`, with classification error if model
                is run for classification
            confs (list of matrix): list of confusion matrices corresponding to elements in Ls (empty for regression)
        """
        X, T = self._checkdata(fXv, fTv)
        HH, HT = self._checkcorr(fHH, fHT)
        N = X.shape[0]
        L = self.nnet.L
        classification = self.classification is not None

        Ls = np.logspace(np.log(3), np.log(L), steps, base=np.e, endpoint=True)
        Ls = np.ceil(Ls).astype(np.int)
        Ls = np.unique(Ls)  # numbers of neurons to check
        k = Ls.shape[0]
        errs = np.zeros((k,))  # errors for these numbers of neurons
        nb = int(np.ceil(float(N) / self.batch))

        Betas = []  # keep all betas in memory
        confs = []
        for l in Ls:
            Betas.append(self.nnet.solve_corr(HH[:l, :l], HT[:l, :]))
            if classification: confs.append(np.zeros((self.nnet.outputs, self.nnet.outputs)))

        t = time()
        t0 = time()
        for b in xrange(nb):
            start = b*self.batch
            stop = min((b+1)*self.batch, N)
            Tb = np.array(T[start:stop])
            Xb = np.array(X[start:stop])
            Hb = self.nnet._project(Xb)
            for i in xrange(k):
                hb1 = Hb[:, :Ls[i]]
                Yb = np.dot(hb1, Betas[i])
                errs[i] += self._error(Tb, Yb) * float(stop-start)/N
                if classification: confs[i] += self.confusion(Tb, Yb)
            # report time
            eta = int(((time()-t0) / (b+1)) * (nb-b-1))
            if time() - t > self.tprint:
                print("processing batch %d/%d, eta %d:%02d:%02d" % (b+1, nb, eta/3600, (eta % 3600)/60, eta % 60))
                t = time()

        k_opt = np.argmin(errs)
        best_L = Ls[k_opt]
        self.nnet._prune(np.arange(best_L))
        self.nnet.set_B(Betas[k_opt])
        del Betas
        print("%d of %d neurons selected with a validation set" % (best_L, L))
        if best_L > L*0.9:
            print("Hint: try re-training with more hidden neurons")
        return Ls, errs, confs


    # async-IO versions of methods

[docs]    def train_async(self, fX, fT, *args, **kwargs):
        """Training HPELM with asyncronous I/O, good for network drives, etc. See `train()` for reference.

        Spawns new processes using Python's `multiprocessing` module.
        """
        X, T = self._checkdata(fX, fT)
        self._train_parse_args(args, kwargs)

        istart = 0
        icount = np.inf
        if "istart" in kwargs.keys():
            istart = max(0, int(kwargs["istart"]))
        if "icount" in kwargs.keys():
            icount = kwargs["icount"]
        self.add_data_async(fX, fT, istart=istart, icount=icount)
        self.nnet.solve()


[docs]    def add_data_async(self, fX, fT, istart=0, icount=np.inf, fHH=None, fHT=None):
        """Version of `add_data()` with asyncronous I/O. See `add_data()` for reference.

        Spawns new processes using Python's `multiprocessing` module, and requires more memory than non-async version.
        """
        # initialize
        assert len(self.nnet.neurons) > 0, "Add neurons to ELM before using it"
        X, T = self._checkdata(fX, fT)
        N = X.shape[0]
        # TODO: adapt for GPU solver
        _prepare_fHH(fHH, fHT, self.nnet, self.precision)
        # custom range adjustments
        icount = min(icount, N - istart)
        nb = int(np.ceil(float(icount) / self.batch))

        # weighted classification initialization
        if self.classification == "wc" and self.wc is None:
            ns = np.zeros((self.nnet.outputs,))
            for b in xrange(nb):  # batch sum is much faster
                start = b*self.batch + istart
                stop = min((b+1)*self.batch + istart, icount + istart)
                ns += T[start:stop].sum(axis=0)
            ns = ns.astype(self.precision)
            self.wc = ns.sum() / ns  # class weights normalized to number of samples

        # close X and T files opened by _checkdata()
        h5 = self.opened_hdf5.pop()
        h5.close()
        h5 = self.opened_hdf5.pop()
        h5.close()

        # start async reader and writer for HDF5 files
        qX_in = mp.Queue()
        qX_out = mp.Queue(1)
        readerX = mp.Process(target=_ireader, args=(fX, qX_in, qX_out))
        readerX.daemon = True
        readerX.start()
        qT_in = mp.Queue()
        qT_out = mp.Queue(1)
        readerT = mp.Process(target=_ireader, args=(fT, qT_in, qT_out))
        readerT.daemon = True
        readerT.start()

        # main loop over all the data
        t = time()
        t0 = time()
        eta = 0
        wc_vector = None
        for b in xrange(0, nb+1):
            start_next = b*self.batch + istart
            stop_next = min((b+1)*self.batch + istart, icount + istart)
            # prefetch data
            qX_in.put((start_next, stop_next))  # asyncronous reading of next data batch
            qT_in.put((start_next, stop_next))

            if b > 0:  # first iteration only prefetches data
                Xb = qX_out.get()
                Tb = qT_out.get()
                if self.classification == "wc":
                    wc_vector = self.wc[np.where(Tb == 1)[1]]  # weights for samples in the batch

                self.nnet.add_batch(Xb, Tb, wc_vector)

            # report time
            eta = int(((time()-t0) / (b+1)) * (nb-b-1))
            if time() - t > self.tprint:
                print("processing batch %d/%d, eta %d:%02d:%02d" % (b+1, nb, eta/3600, (eta % 3600)/60, eta % 60))
                t = time()

        # close async reader and writer
        readerX.join()
        readerT.join()

        # if storing output to disk
        if fHH is not None and fHT is not None:
            HH, HT = self.nnet.get_corr()
            HH[np.diag_indices_from(HH)] -= self.nnet.norm  # norm is already included
            _write_fHH(fHH, fHT, HH, HT)


[docs]    def predict_async(self, fX, fY, istart=0, icount=np.inf):
        """Version of `predict()` with asyncronous I/O. See `predict()` for reference.

        Spawns new processes using Python's `multiprocessing` module, and requires more memory than non-async version.
        """
        assert len(self.nnet.neurons) > 0, "Add neurons to ELM and train it before using"
        assert self.nnet.B is not None, "Train ELM before predicting"
        X, _ = self._checkdata(fX, None)
        N = X.shape[0]
        # custom range adjustments
        icount = min(icount, N - istart)
        nb = int(np.ceil(float(icount) / self.batch))  # number of batches
        # make file to store results
        make_hdf5((icount, self.nnet.outputs), fY)

        # start async reader and writer for HDF5 files
        qr_in = mp.Queue()
        qr_out = mp.Queue(1)
        reader = mp.Process(target=_ireader, args=(fX, qr_in, qr_out))
        reader.daemon = True
        reader.start()
        qw_in = mp.Queue(1)
        writer = mp.Process(target=_iwriter, args=(fY, qw_in))
        writer.daemon = True
        writer.start()

        t = time()
        t0 = time()
        eta = 0
        for b in xrange(0, nb+1):
            start_next = b*self.batch + istart
            stop_next = min((b+1)*self.batch + istart, icount + istart)
            # prefetch data
            qr_in.put((start_next, stop_next))  # asyncronous reading of next data batch

            if b > 0:  # first iteration only prefetches data
                # get data
                Xb = qr_out.get()
                # process data
                Yb = self.nnet._predict(Xb)
                # save data
                qw_in.put((Yb, start-istart, stop-istart))

            start = start_next
            stop = stop_next
            # report time
            eta = int(((time()-t0) / (b+1)) * (nb-b-1))
            if time() - t > self.tprint:
                print("processing batch %d/%d, eta %d:%02d:%02d" % (b+1, nb, eta/3600, (eta % 3600)/60, eta % 60))
                t = time()

        qw_in.put(None)
        reader.join()
        writer.join()


    def _checkcorr(self, fHH, fHT):
        """Analog of `_checkdata()` for correlation matrices.
        """
        try:
            h5 = open_file(fHH, "r")
        except:
            raise IOError("Cannot read HDF5 file at %s" % fHH)
        node = None
        for node in h5.walk_nodes():
            pass  # find a node with whatever name
        if node:
            HH = node[:]
        else:
            raise IOError("Empty HDF5 file at %s" % fHH)
        h5.close()

        try:
            h5 = open_file(fHT, "r")
        except:
            raise IOError("Cannot read HDF5 file at %s" % fHT)
        node = None
        for node in h5.walk_nodes():
            pass  # find a node with whatever name
        if node:
            HT = node[:]
        else:
            raise IOError("Empty HDF5 file at %s" % fHT)
        h5.close()

        L = self.nnet.L
        c = self.nnet.outputs
        assert len(self.nnet.neurons) > 0, "Cannot solve ELM without neurons"
        assert HH.shape[0] == L and HH.shape[1] == L, "HH has wrong shape: (%d,%d) expected, (%d,%d) found" \
                                                      % (L, L, HH.shape[0], HH.shape[1])
        assert HT.shape[0] == L and HT.shape[1] == c, "HT has wrong shape: (%d,%d) expected, (%d,%d) found" \
                                                      % (L, c, HH.shape[0], HH.shape[1])
        return HH, HT
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  Source code for hpelm.tests.test_acceptance

# -*- coding: utf-8 -*-
"""
Created on Mon Oct 27 14:12:41 2014

@author: akusok
"""

from unittest import TestCase
import numpy as np

import hpelm


# noinspection PyArgumentList
[docs]class TestAcceptance(TestCase):

[docs]    def test_basic_elm_single_machine(self):
        """Just run an ELM with sine function and check training MSE.
        """
        n = 1000
        err = 0.2
        Y = np.linspace(-1, 1, num=n)
        X = np.sin(16 * Y) * Y + np.random.randn(n) * err

        elm = hpelm.ELM(1, 1)
        elm.add_neurons(3, "sigm")
        print(elm.nnet.get_B())
        elm.train(X, Y)
        print(elm.nnet.get_B())
        Yt = elm.predict(X)

        MSE = np.mean((Y - Yt) ** 2)
        self.assertLess(MSE, 0.5)


[docs]    def test_xor_one_neuron_solved(self):
        """ELM should be able to solve XOR problem.
        """
        X = np.array([[0, 0],
                      [1, 1],
                      [1, 0],
                      [0, 1]])
        Y = np.array([1, 1, -1, -1])
        for _ in range(100):  # try 100 random initializations to solve XOR problem
            try:
                elm = hpelm.ELM(2, 1)
                elm.add_neurons(1, "sigm")
                elm.train(X, Y)
                Yh = elm.predict(X)
                self.assertGreater(Yh[0], 0)
                self.assertGreater(Yh[1], 0)
                self.assertLess(Y[2], 0)
                self.assertLess(Y[3], 0)
                nn = sum([n[0] for n in elm.nnet.neurons])
                self.assertEqual(nn, 1)  # one neuron in the ELM
                return
            except AssertionError:
                pass
        self.fail("Cannot train 1 neuron to solve XOR problem in 100 re-initializations")
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  Source code for hpelm.tests.unittest_elm

# -*- coding: utf-8 -*-
"""
Created on Tue Mar 15 22:04:41 2016

@author: akusok
"""

import os
import tempfile
from unittest import TestCase
import numpy as np
import sys


from hpelm import ELM

[docs]class TestCorrectness(TestCase):

[docs]    def test_AddNeurons_WorksWithLongType(self):
        if sys.version_info[0] == 2:
            ltype = long
        else:
            ltype = int
        model = ELM(3, 2)
        L = ltype(10)
        model.add_neurons(L, 'tanh')


[docs]    def test_CrossValidation_ReturnsError(self):
        model = ELM(5, 2)
        model.add_neurons(10, 'tanh')
        X = np.random.rand(100, 5)
        T = np.random.rand(100, 2)
        err = model.train(X, T, 'CV', k=3)
        self.assertIsNotNone(err)


[docs]    def test_ClassificationError_CorrectWithMultipleClasses(self):
        T = np.zeros((100, 5))
        T[:, 0] = 1
        Y = np.zeros((100, 5))
        Y[:, 1] = 1
        model = ELM(1, 5, classification='c')
        self.assertEqual(1, model.error(T, Y))


[docs]    def test_MultilabelError_CorrectWithMultipleClasses(self):
        T = np.zeros((100, 5))
        T[:, 0] = 1
        Y = np.zeros((100, 5))
        Y[:, 1] = 1
        model = ELM(1, 5, classification='ml')
        self.assertEqual(0.4, model.error(T, Y))


[docs]    def test_LOO_CanSelectMoreThanOneNeuron(self):
        X = np.random.rand(100, 5)
        T = np.random.rand(100, 2)
        for _ in range(10):
            model = ELM(5, 2)
            model.add_neurons(5, 'lin')
            model.train(X, T, 'LOO')
            max1 = model.nnet.L
            if max1 > 1:
                break
        self.assertGreater(max1, 1)


[docs]    def test_LOOandOP_CanSelectMoreThanOneNeuron(self):
        X = np.random.rand(100, 5)
        T = np.random.rand(100, 2)
        for _ in range(10):
            model = ELM(5, 2)
            model.add_neurons(5, 'lin')
            model.train(X, T, 'LOO', 'OP')
            max2 = model.nnet.L
            if max2 > 1:
                break
        self.assertGreater(max2, 1)
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  Source code for hpelm.elm

# -*- coding: utf-8 -*-
"""
Created on Mon Oct 27 17:48:33 2014

@author: akusok
"""

import numpy as np
from six.moves import cPickle
from six import integer_types
from tables import open_file
from .nnets.slfn import SLFN
from .nnets.slfn_python import SLFNPython
from .modules import mrsr, mrsr2
from .mss_v import train_v
from .mss_cv import train_cv
from .mss_loo import train_loo


[docs]class ELM(object):
    """Interface for training Extreme Learning Machines (ELM).

    Args:
        inputs (int): dimensionality of input data, or number of data features
        outputs (int): dimensionality of output data, or number of classes
        classification ('c'/'wc'/'ml', optional): train ELM for classfication ('c') / weighted classification ('wc') /
            multi-label classification ('ml'). For weighted classification you can provide weights in `w`. ELM will
            compute and use the corresponding classification error instead of Mean Squared Error.
        w (vector, optional): weights vector for weighted classification, lenght (`outputs` * 1).
        batch (int, optional): batch size for data processing in ELM, reduces memory requirements. Does not work
            for model structure selection (validation, cross-validation, Leave-One-Out). Can be changed later directly
            as a class attribute.
        accelerator ("GPU"/"basic", optional): type of accelerated ELM to use: None, 'GPU', 'basic', ...
        precision (optional): data precision to use, supports signle ('single', '32' or numpy.float32) or double
            ('double', '64' or numpy.float64). Single precision is faster but may cause numerical errors. Majority
            of GPUs work in single precision. Default: **double**.
        norm (double, optinal): L2-normalization parameter, **None** gives the default value.
        tprint (int, optional): ELM reports its progess every `tprint` seconds or after every batch,
            whatever takes longer.

    Class attributes; attributes that simply store initialization or `train()` parameters are omitted.

    Attributes:
        nnet (object): Implementation of neural network with computational methods, but without
            complex logic. Different implementations are given by different classes: for Python, for GPU, etc.
            See ``hpelm.nnets`` folder for particular files. You can implement your own computational algorithm
            by inheriting from ``hpelm.nnets.SLFN`` and overwriting some methods.
        flist (list of strings): Awailable types of neurons, use them when adding new neurons.

    Note:
        Below the 'matrix' type means a 2-dimensional Numpy.ndarray.
    """
    # TODO: note about HDF5 instead of matrix for Matlab compatibility

    def __init__(self, inputs, outputs, classification="", w=None, batch=1000, accelerator=None,
                 precision='double', norm=None, tprint=5):
        assert isinstance(inputs, integer_types), "Number of inputs must be integer"
        assert isinstance(outputs, integer_types), "Number of outputs must be integer"
        assert batch > 0, "Batch should be positive"

        self.batch = int(batch)
        self.precision = np.float64

        if precision in (np.float32, np.float64):
            self.precision = precision
        elif 'double' in precision.lower() or '64' in precision:
            self.precision = np.float64
        elif 'single' in precision or '32' in precision:
            self.precision = np.float32
        else:
            print("Unknown precision parameter: %s, using double precision" % precision)

        # create SLFN solver to do actual computations
        self.accelerator = accelerator
        if accelerator is "GPU":
            print("Using CUDA GPU acceleration with Scikit-CUDA")
            from nnets.slfn_skcuda import SLFNSkCUDA
            self.nnet = SLFNSkCUDA(inputs, outputs, precision=self.precision, norm=norm)
        elif accelerator is "basic":
            print("Using slower basic Python solver")
            self.nnet = SLFN(inputs, outputs, precision=self.precision, norm=norm)
        else: # double precision Numpy solver
            self.nnet = SLFNPython(inputs, outputs, precision=self.precision, norm=norm)

        # init other stuff
        self.classification = None  # train ELM for classification
        if classification.lower() in ("c", "wc", "ml", "mc"):  # allow 'mc'=='ml' for compatibility
            self.classification = classification.replace("mc", "ml")
        self.wc = None  # weighted classification weights
        if w is not None:
            w = np.array(w)
            assert len(w) == outputs, "Number of class weights must be equal to the number of classes"
            self.wc = w
        self.opened_hdf5 = []  # list of opened HDF5 files, they are closed in ELM descructor
        self.ranking = None
        self.kmax_op = None
        self.tprint = tprint  # time intervals in seconds to report ETA
        self.flist = ("lin", "sigm", "tanh", "rbf_l1", "rbf_l2", "rbf_linf")  # supported neuron types

    def __str__(self):
        s = "ELM with %d inputs and %d outputs\n" % (self.nnet.inputs, self.nnet.outputs)
        s += "Hidden layer neurons: "
        for n, func, _, _ in self.nnet.neurons:
            s += "%d %s, " % (n, func)
        s = s[:-2]
        return s

    def _train_parse_args(self, args, kwargs):
        """Parse training args and set corresponding class variables."""
        assert len(self.nnet.neurons) > 0, "Add neurons to ELM before training it"
        args = [a.upper() for a in args]  # make all arguments upper case

        # reset parameters
        self.nnet.reset()  # remove previous training
        self.ranking = None
        self.kmax_op = None
        self.classification = None  # c / wc / ml
        self.wc = None  # weigths for weighted classification

        # check exclusive parameters
        assert len(set(args).intersection({"V", "CV", "LOO"})) <= 1, "Use only one of V / CV / LOO"
        msg = "Use only one of: C (classification) / WC (weighted classification) / ML (multi-label classification)"
        assert len(set(args).intersection({"C", "WC", "ML", "MC"})) <= 1, msg

        # parse parameters
        for a in args:
            if a == "OP":
                self.ranking = "OP"
                if "kmax" in kwargs.keys():
                    self.kmax_op = int(kwargs["kmax"])
            if a == "C":
                assert self.nnet.outputs > 1, "Classification outputs must have 1 output per class"
                self.classification = "c"
            if a == "WC":
                assert self.nnet.outputs > 1, "Classification outputs must have 1 output per class"
                self.classification = "wc"
                if 'w' in kwargs.keys():
                    w = np.array(kwargs['w'])
                    assert len(w) == self.nnet.outputs, "Number of class weights must be equal to the number of classes"
                    self.wc = w
            if a == "ML" or a == "MC":
                assert self.nnet.outputs > 1, "Classification outputs must have 1 output per class"
                self.classification = "ml"
            if a == "R":
                self.classification = None  # reset to regression

        if "batch" in kwargs.keys():
            self.batch = int(kwargs["batch"])

[docs]    def train(self, X, T, *args, **kwargs):
        """Universal training interface for ELM model with model structure selection.

        Model structure selection takes more time and requires all data to fit into memory. Optimal pruning ('OP',
        effectively an L1-regularization) takes the most time but gives the smallest and best performing model.
        Choosing a classification forces ELM to use classification error in model structure selection,
        and in `error()` method output.

        Args:
            X (matrix): input data matrix, size (N * `inputs`)
            T (matrix): outputs data matrix, size (N * `outputs`)
            'V'/'CV'/'LOO' (sting, choose one): model structure selection: select optimal number of neurons using
                a validation set ('V'), cross-validation ('CV') or Leave-One-Out ('LOO')
            'OP' (string, use with 'V'/'CV'/'LOO'): choose best neurons instead of random ones, training takes longer;
                equivalent to L1-regularization
            'c'/'wc'/'ml'/'r' (string, choose one): train ELM for classification ('c'), classification with weighted
                classes ('wc'), multi-label classification ('ml') with several correct classes per data sample, or
                regression ('r') without any classification. In classification, number of `outputs` is the number
                of classes; correct class(es) for each sample has value 1 and incorrect classes have 0.
                Overwrites parameters given an ELM initialization time.

        Keyword Args:
            Xv (matrix, use with 'V'): validation set input data, size (Nv * `inputs`)
            Tv (matrix, use with 'V'): validation set outputs data, size (Nv * `outputs`)
            k (int, use with 'CV'): number of splits for cross-validation, k>=3
            kmax (int, optional, use with 'OP'): maximum number of neurons to keep in ELM
            batch (int, optional): batch size for ELM, overwrites batch size from the initialization

        Returns:
            e (double, for 'CV'): test error for cross-validation, computed from one separate test chunk in each
                split of data during the cross-validation procedure
        """
        X, T = self._checkdata(X, T)
        self._train_parse_args(args, kwargs)

        # TODO: test upper case and lower case 'V', ...
        # train ELM with desired model structure selection
        if "V" in args:  # use validation set
            assert "Xv" in kwargs.keys(), "Provide validation dataset (Xv)"
            assert "Tv" in kwargs.keys(), "Provide validation outputs (Tv)"
            Xv = kwargs['Xv']
            Tv = kwargs['Tv']
            Xv, Tv = self._checkdata(Xv, Tv)
            train_v(self, X, T, Xv, Tv)
        elif "CV" in args:  # use cross-validation
            assert "k" in kwargs.keys(), "Provide Cross-Validation number of splits (k)"
            k = kwargs['k']
            assert k >= 3, "Use at least k=3 splits for Cross-Validation"
            e = train_cv(self, X, T, k)
            return e
        elif "LOO" in args:  # use Leave-One-Out error on training set
            train_loo(self, X, T)
        else:  # basic training algorithm
            self.add_data(X, T)
            self.nnet.solve()

        # TODO: Adaptive ELM model for timeseries (someday)

[docs]    def add_data(self, X, T):
        """Feed new training data (X,T) to ELM model in batches; does not solve ELM itself.

        Helper method that updates intermediate solution parameters HH and HT, which are used for solving ELM later.
        Updates accumulate, so this method can be called multiple times with different parts of training data.
        To reset accumulated training data, use `ELM.nnet.reset()`.

        For training an ELM use `ELM.train()` instead.

        Args:
            X (matrix): input training data
            T (matrix): output training data
        """
        # initialize batch size
        nb = int(np.ceil(float(X.shape[0]) / self.batch))
        wc_vector = None

        # find automatic weights if none are given
        if self.classification == "wc" and self.wc is None:
            ns = T.sum(axis=0).astype(self.precision)  # number of samples in classes
            self.wc = ns.sum() / ns  # weights of classes

        for X0, T0 in zip(np.array_split(X, nb, axis=0),
                          np.array_split(T, nb, axis=0)):
            if self.classification == "wc":
                wc_vector = self.wc[np.where(T0 == 1)[1]]  # weights for samples in the batch
            self.nnet.add_batch(X0, T0, wc_vector)


[docs]    def add_neurons(self, number, func, W=None, B=None):
        """Adds neurons to ELM model. ELM is created empty, and needs some neurons to work.

        Add neurons to an empty ELM model, or add more neurons to a model that already has some.

        Random weights `W` and biases `B` are generated automatically if not provided explicitly.
        Maximum number of neurons is limited by the available RAM and computational power, a sensible limit
        would be 1000 neurons for an average size dataset and 15000 for the largest datasets. ELM becomes slower after
        3000 neurons because computational complexity is proportional to a qube of number of neurons.

        This method checks and prepares neurons, they are actually stored in `solver` object.

        Args:
            number (int): number of neurons to add
            func (string): type of neurons: "lin" for linear, "sigm" or "tanh" for non-linear,
                "rbf_l1", "rbf_l2" or "rbf_linf" for radial basis function neurons.
            W (matrix, optional): random projection matrix size (`inputs` * `number`). For 'rbf_' neurons,
                W stores centroids of radial basis functions in transposed form.
            B (vector, optional): bias vector of size (`number` * 1), a 1-dimensional Numpy.ndarray object.
                For 'rbf_' neurons, B gives widths of radial basis functions.
        """
        assert isinstance(number, integer_types), "Number of neurons must be integer"
        assert (func in self.flist or isinstance(func, np.ufunc)),\
            "'%s' neurons not suppored: use a standard neuron function or a custom <numpy.ufunc>" % func
        assert isinstance(W, (np.ndarray, type(None))), "Projection matrix (W) must be a Numpy ndarray"
        assert isinstance(B, (np.ndarray, type(None))), "Bias vector (B) must be a Numpy ndarray"
        inputs = self.nnet.inputs

        # default neuron initializer
        if W is None:
            if func == "lin":  # copying input features for linear neurons
                number = min(number, inputs)  # cannot have more linear neurons than features
                W = np.eye(inputs, number)
            else:
                W = np.random.randn(inputs, number)
                if func not in ("rbf_l1", "rbf_l2", "rbf_linf"):
                    W *= 3.0 / inputs**0.5  # high dimensionality fix
        if B is None:
            B = np.random.randn(number)
            if func in ("rbf_l2", "rbf_l1", "rbf_linf"):
                B = np.abs(B)
                B *= inputs
            if func == "lin":
                B = np.zeros((number,))
        msg = "W must be size [inputs, neurons] (expected [%d,%d])" % (inputs, number)
        assert W.shape == (inputs, number), msg
        assert B.shape == (number,), "B must be size [neurons] (expected [%d])" % number
        # set to correct precision
        W = W.astype(self.precision)
        B = B.astype(self.precision)

        # add prepared neurons to the model
        self.nnet.add_neurons(number, func, W, B)


[docs]    def error(self, T, Y):
        """Calculate error of model predictions.

        Computes Mean Squared Error (MSE) between model predictions Y and true outputs T.
        For classification, computes mis-classification error.
        For multi-label classification, correct classes are all with Y>0.5.

        For weighted classification the error is an average weighted True Positive Rate,
        or percentage of correctly predicted samples for each class, multiplied by weight
        of that class and averaged. If you want something else, just write it yourself :)
        See https://en.wikipedia.org/wiki/Confusion_matrix for details.

        Another option is to use scikit-learn's performance metrics. Transform `Y` and `T` into scikit's
        format by ``y_true = T.argmax[1]``, ``y_pred = Y.argmax[1]``.
        http://scikit-learn.org/stable/modules/classes.html#module-sklearn.metrics

        Args:
            T (matrix): true outputs.
            Y (matrix): ELM model predictions, can be computed with `predict()` function.

        Returns:
            e (double): MSE for regression / classification error for classification.
        """
        _, T = self._checkdata(None, T)
        _, Y = self._checkdata(None, Y)
        return self._error(T, Y)


[docs]    def confusion(self, T, Y):
        """Computes confusion matrix for classification.

        Confusion matrix :math:`C` such that element :math:`C_{i,j}` equals to the number of observations known
        to be class :math:`i` but predicted to be class :math:`j`.

        Args:
            T (matrix): true outputs or classes, size (N * `outputs`)
            Y (matrix): predicted outputs by ELM model, size (N * `outputs`)

        Returns:
            conf (matrix): confusion matrix, size (`outputs` * `outputs`)
        """
        # TODO: ELM type can be assigned at creation time: "c", "wc", "ml"
        assert self.classification in ("c", "wc", "ml"), "Confusion matrix works only for regression"
        _, T = self._checkdata(None, T)
        _, Y = self._checkdata(None, Y)
        N = T.shape[0]
        nb = int(np.ceil(float(N) / self.batch))  # number of batches

        C = self.nnet.outputs
        conf = np.zeros((C, C))

        if self.classification in ("c", "wc"):
            for b in xrange(nb):
                start = b*self.batch
                stop = min((b+1)*self.batch, N)
                Tb = np.array(T[start:stop]).argmax(1)
                Yb = np.array(Y[start:stop]).argmax(1)
                for c1 in xrange(C):
                    for c1h in xrange(C):
                        conf[c1, c1h] += np.logical_and(Tb == c1, Yb == c1h).sum()
        elif self.classification == "ml":
            for b in xrange(nb):
                start = b*self.batch
                stop = min((b+1)*self.batch, N)
                Tb = np.array(T[start:stop]) > 0.5
                Yb = np.array(Y[start:stop]) > 0.5
                for c1 in xrange(C):
                    for c1h in xrange(C):
                        conf[c1, c1h] += np.sum(Tb[:, c1] * Yb[:, c1h])
        return conf


[docs]    def project(self, X):
        """Get ELM's hidden layer representation of input data.

        Args:
            X (matrix): input data, size (N * `inputs`)

        Returns:
            H (matrix): hidden layer representation matrix, size (N * number_of_neurons)
        """
        X, _ = self._checkdata(X, None)
        H = self.nnet._project(X)
        return H


[docs]    def predict(self, X):
        """Predict outputs Y for the given input data X.

        Args:
            X (matrix): input data of size (N * `inputs`)

        Returns:
            Y (matrix): output data or predicted classes, size (N * `outputs`).
        """
        X, _ = self._checkdata(X, None)
        Y = self.nnet._predict(X)
        return Y


[docs]    def save(self, fname):
        """Save ELM model with current parameters.

        Model does not save a particular solver, precision batch size. They are obtained from
        a new ELM when loading the model (so one can switch to another solver, for instance).

        Also ranking and max number of neurons are not saved, because they
        are runtime training info irrelevant after the training completes.

        Args:
            fname (string): filename to save model into.
        """
        assert isinstance(fname, basestring), "Model file name must be a string"
        m = {"inputs": self.nnet.inputs,
             "outputs": self.nnet.outputs,
             "Classification": self.classification,
             "Weights_WC": self.wc,
             "neurons": self.nnet.get_neurons(),
             "norm": self.nnet.norm,  # W and bias are here
             "Beta": self.nnet.get_B()}
        try:
            cPickle.dump(m, open(fname, "wb"), -1)
        except IOError:
            raise IOError("Cannot create a model file at: %s" % fname)


[docs]    def load(self, fname):
        """Load ELM model data from a file.

        Load requires an ``ELM`` object, and it uses solver type, precision and batch size from that ELM object.

        Args:
            fname (string): filename to load model from.
        """
        assert isinstance(fname, basestring), "Model file name must be a string"
        try:
            m = cPickle.load(open(fname, "rb"))
        except IOError:
            raise IOError("Model file not found: %s" % fname)
        inputs = m["inputs"]
        outputs = m["outputs"]
        self.classification = m["Classification"]
        self.wc = m["Weights_WC"]

        # create a new solver and load neurons / Beta into it with correct precision
        if self.accelerator is None:
            self.nnet = SLFN(inputs, outputs, precision=self.precision)
        for number, func, W, B in m["neurons"]:
            self.nnet.add_neurons(number, func, W.astype(self.precision), B.astype(self.precision))
        self.nnet.norm = m["norm"]
        if m["Beta"] is not None:
            self.nnet.set_B(np.array(m["Beta"], dtype=self.precision))


    def __del__(self):
        # Closes any HDF5 files opened during HPELM usage.
        for h5 in self.opened_hdf5:
            h5.close()

    def _error(self, T, Y, R=None):
        """Returns regression/classification/multiclass error, also for PRESS.

        An ELM-specific error with PRESS support.
        """
        if R is None:  # normal classification error
            if self.classification == "c":
                err = np.not_equal(Y.argmax(1), T.argmax(1)).mean()
            elif self.classification == "wc":  # weighted classification
                c = T.shape[1]
                errc = np.zeros(c)
                for i in xrange(c):  # per-class MSE
                    idx = np.where(T[:, i] == 1)[0]
                    if len(idx) > 0:
                        errc[i] = np.not_equal(Y[idx].argmax(1), i).mean()
                err = np.sum(errc * self.wc) / np.sum(self.wc)
            elif self.classification == "ml":
                err = np.not_equal(Y > 0.5, T > 0.5).mean()
            else:
                err = np.mean((Y - T)**2)
        else:  # LOO_PRESS error
            if self.classification == "c":
                err = np.not_equal(Y.argmax(1), T.argmax(1)) / R.ravel()
                err = np.mean(err**2)
            elif self.classification == "wc":  # balanced classification
                c = T.shape[1]
                errc = np.zeros(c)
                for i in xrange(c):  # per-class MSE
                    idx = np.where(T[:, i] == 1)[0]
                    if len(idx) > 0:
                        t = np.not_equal(Y[idx].argmax(1), i) / R[idx].ravel()
                        errc[i] = np.mean(t**2)
                err = np.mean(errc * self.wc)
            elif self.classification == "ml":
                err = np.not_equal(Y > 0.5, T > 0.5) / R.reshape((-1, 1))
                err = np.mean(err**2)
            else:
                err = (Y - T) / R.reshape((-1, 1))
                err = np.mean(err**2)
        assert not np.isnan(err), "Error is NaN at %s" % self.classification
        return np.float64(err)

    def _ranking(self, L, H=None, T=None):
        """Return ranking of hidden neurons; random or OP.

        Args:
            L (int): number of neurons
            H (matrix): hidden layer representation matrix needed for optimal pruning
            T (matrix): outputs matrix needed for optimal pruning

        Returns:
            rank (vector): ranking of neurons
            L (int): number of selected neurons, can be changed by `self.kmax_op`
        """
        if self.ranking == "OP":  # optimal ranking (L1 normalization)
            assert H is not None and T is not None, "Need H and T to perform optimal pruning"
            if self.kmax_op is not None:  # apply maximum number of neurons
                L = min(self.kmax_op, L)
            if T.shape[1] < 10:  # fast mrsr for less outputs but O(2^t) in outputs
                rank = mrsr(H, T, L)
            else:  # slow mrsr for many outputs but O(t) in outputs
                rank = mrsr2(H, T, L)
        else:  # random ranking
            rank = np.arange(L)
            np.random.shuffle(rank)
        return rank, L

    def _checkdata(self, X, T):
        """Checks data variables and fixes matrix dimensionality issues.
        """
        if X is not None:
            if isinstance(X, basestring):  # open HDF5 file
                try:
                    h5 = open_file(X, "r")
                except:
                    raise IOError("Cannot read HDF5 file at %s" % X)
                self.opened_hdf5.append(h5)
                node = None
                for node in h5.walk_nodes():
                    pass  # find a node with whatever name
                if node:
                    X = node
                else:
                    raise IOError("Empty HDF5 file at %s" % X)
            else:
                # assert isinstance(X, np.ndarray) and
                assert X.dtype.kind not in "OSU", "X must be a numerical numpy array"
                if len(X.shape) == 1:
                    X = X.reshape(-1, 1)
            assert len(X.shape) == 2, "X must have 2 dimensions"
            assert X.shape[1] == self.nnet.inputs, "X has wrong dimensionality: expected %d, found %d" % \
                                                   (self.nnet.inputs, X.shape[1])

        if T is not None:
            if isinstance(T, basestring):  # open HDF5 file
                try:
                    h5 = open_file(T, "r")
                except IOError:
                    raise IOError("Cannot read HDF5 file at %s" % T)
                self.opened_hdf5.append(h5)
                node = None
                for node in h5.walk_nodes():
                    pass  # find a node with whatever name
                if node:
                    T = node
                else:
                    raise IOError("Empty HDF5 file at %s" % X)
            else:
                # assert isinstance(T, np.ndarray) and
                assert T.dtype.kind not in "OSU", "T must be a numerical numpy array"
                if len(T.shape) == 1:
                    T = T.reshape(-1, 1)
            assert len(T.shape) == 2, "T must have 2 dimensions"

            assert T.shape[1] == self.nnet.outputs, "T has wrong dimensionality: expected %d, found %d" % \
                                                    (self.nnet.outputs, T.shape[1])

        if (X is not None) and (T is not None):
            assert X.shape[0] == T.shape[0], "X and T cannot have different number of samples"

        return X, T






          

      

      

    


    
        © Copyright 2015, Anton Akusok.
      Created using Sphinx 1.3.5.
    

  

_modules/hpelm/tests/test_corr_hpelm.html


    
      Navigation


      
        		
          index


        		
          modules |


        		hpelm 1.0.3 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for hpelm.tests.test_corr_hpelm

# -*- coding: utf-8 -*-
"""Copy of test_correctness.py
Created on Wed Sep 23 21:15:18 2015

@author: akusok
"""


from unittest import TestCase
import numpy as np
import tempfile
import os

from hpelm import HPELM
from hpelm.modules.hdf5_tools import make_hdf5


# noinspection PyArgumentList
[docs]class TestCorrectness(TestCase):
    tfiles = None

[docs]    def makeh5(self, data):
        f, fname = tempfile.mkstemp()
        os.close(f)
        self.tfiles.append(fname)
        make_hdf5(data, fname)
        return fname


[docs]    def makefile(self):
        f, fname = tempfile.mkstemp()
        os.close(f)
        os.remove(fname)
        self.tfiles.append(fname)
        return fname


[docs]    def setUp(self):
        self.tfiles = []


[docs]    def tearDown(self):
        for fname in self.tfiles:
            os.remove(fname)


[docs]    def test_NonNumpyInputs_RaiseError(self):
        X = np.array([['1', '2'], ['3', '4'], ['5', '6']])
        T = self.makeh5(np.array([[1], [2], [3]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        self.assertRaises(AssertionError, hpelm.train, X, T)


[docs]    def test_NonNumpyTargets_RaiseError(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = np.array([['a'], ['b'], ['c']])
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        self.assertRaises(AssertionError, hpelm.train, X, T)


[docs]    def test_OneDimensionInputs_RunsCorrectly(self):
        X = self.makeh5(np.array([1, 2, 3]))
        T = self.makeh5(np.array([[1], [2], [3]]))
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)


[docs]    def test_OneDimensionTargets_RunsCorrectly(self):
        X = self.makeh5(np.array([1, 2, 3]))
        T = self.makeh5(np.array([1, 2, 3]))
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)


[docs]    def test_WrongDimensionalityInputs_RaiseError(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[1], [2], [3]]))
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "lin")
        self.assertRaises(AssertionError, hpelm.train, X, T)


[docs]    def test_WrongDimensionalityTargets_RaiseError(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[1], [2], [3]]))
        hpelm = HPELM(1, 2)
        hpelm.add_neurons(1, "lin")
        self.assertRaises(AssertionError, hpelm.train, X, T)


[docs]    def test_ZeroInputs_RunsCorrectly(self):
        X = self.makeh5(np.array([[0, 0], [0, 0], [0, 0]]))
        T = self.makeh5(np.array([1, 2, 3]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)


[docs]    def test_OneDimensionTargets2_RunsCorrectly(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[0], [0], [0]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)


[docs]    def test_TrainWithoutNeurons_RaiseError(self):
        X = self.makeh5(np.array([1, 2, 3]))
        T = self.makeh5(np.array([1, 2, 3]))
        hpelm = HPELM(1, 1)
        self.assertRaises(AssertionError, hpelm.train, X, T)


[docs]    def test_DifferentNumberOfSamples_RaiseError(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[1], [2]]))
        hpelm = HPELM(2, 1)
        self.assertRaises(AssertionError, hpelm.train, X, T)


[docs]    def test_LinearNeurons_MoreThanInputs_Truncated(self):
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(3, "lin")
        self.assertEqual(2, hpelm.nnet.get_neurons()[0][0])


[docs]    def test_LinearNeurons_DefaultMatrix_Identity(self):
        hpelm = HPELM(4, 1)
        hpelm.add_neurons(3, "lin")
        np.testing.assert_array_almost_equal(np.eye(4, 3), hpelm.nnet.get_neurons()[0][2])


[docs]    def test_SLFN_AddLinearNeurons_GotThem(self):
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "lin")
        self.assertEquals("lin", hpelm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddSigmoidalNeurons_GotThem(self):
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "sigm")
        self.assertEquals("sigm", hpelm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddTanhNeurons_GotThem(self):
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "tanh")
        self.assertEquals("tanh", hpelm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddRbfL1Neurons_GotThem(self):
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "rbf_l1")
        self.assertEquals("rbf_l1", hpelm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddRbfL2Neurons_GotThem(self):
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "rbf_l2")
        self.assertEquals("rbf_l2", hpelm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddRbfLinfNeurons_GotThem(self):
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "rbf_linf")
        self.assertEquals("rbf_linf", hpelm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddUfuncNeurons_GotThem(self):
        hpelm = HPELM(1, 1)
        func = np.frompyfunc(lambda a: a+1, 1, 1)
        hpelm.add_neurons(1, func)
        self.assertIs(func, hpelm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddTwoNeuronTypes_GotThem(self):
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.add_neurons(1, "sigm")
        self.assertEquals(2, len(hpelm.nnet.get_neurons()))
        ntypes = [nr[1] for nr in hpelm.nnet.get_neurons()]
        self.assertIn("lin", ntypes)
        self.assertIn("sigm", ntypes)


[docs]    def test_SLFN_AddNeuronsTwice_GotThem(self):
        hpelm = HPELM(1, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.add_neurons(1, "lin")
        self.assertEquals(1, len(hpelm.nnet.get_neurons()))
        self.assertEquals(2, hpelm.nnet.get_neurons()[0][0])


[docs]    def test_AddNeurons_InitBias_BiasInModel(self):
        hpelm = HPELM(1, 1)
        bias = np.array([1, 2, 3])
        hpelm.add_neurons(3, "sigm", None, bias)
        neurons = hpelm.nnet.get_neurons()
        np.testing.assert_array_almost_equal(bias, neurons[0][3])


[docs]    def test_AddNeurons_InitW_WInModel(self):
        hpelm = HPELM(2, 1)
        W = np.array([[1, 2, 3], [4, 5, 6]])
        hpelm.add_neurons(3, "sigm", W, None)
        np.testing.assert_array_almost_equal(W, hpelm.nnet.get_neurons()[0][2])


[docs]    def test_AddNeurons_InitDefault_BiasWNotZero(self):
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(3, "sigm")
        W = hpelm.nnet.get_neurons()[0][2]
        bias = hpelm.nnet.get_neurons()[0][3]
        self.assertGreater(np.sum(np.abs(W)), 0.001)
        self.assertGreater(np.sum(np.abs(bias)), 0.001)


[docs]    def test_AddNeurons_InitTwiceBiasW_CorrectlyMerged(self):
        hpelm = HPELM(2, 1)
        W1 = np.random.rand(2, 3)
        W2 = np.random.rand(2, 4)
        bias1 = np.random.rand(3,)
        bias2 = np.random.rand(4,)
        hpelm.add_neurons(3, "sigm", W1, bias1)
        hpelm.add_neurons(4, "sigm", W2, bias2)
        np.testing.assert_array_almost_equal(np.hstack((W1, W2)), hpelm.nnet.get_neurons()[0][2])
        np.testing.assert_array_almost_equal(np.hstack((bias1, bias2)), hpelm.nnet.get_neurons()[0][3])


[docs]    def test_TrainIstart_Works(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[1], [2], [3]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T, istart=1)


[docs]    def test_TrainIcount_Works(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[1], [2], [3]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T, icount=2)


[docs]    def test_TrainIstart_HasEffect(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[3], [2], [3]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)
        B1 = hpelm.nnet.get_B()
        hpelm.train(X, T, istart=1)
        B2 = hpelm.nnet.get_B()
        self.assertFalse(np.allclose(B1, B2), "iStart index does not work")


[docs]    def test_TrainIcount_HasEffect(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[3], [2], [3]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)
        B1 = hpelm.nnet.get_B()
        hpelm.train(X, T, icount=2)
        B2 = hpelm.nnet.get_B()
        self.assertFalse(np.allclose(B1, B2), "iCount index does not work")


[docs]    def test_TrainAsync_Works(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6]]))
        T = self.makeh5(np.array([[1], [2], [3]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train_async(X, T)


[docs]    def test_TrainAsyncWeighted_Works(self):
        X = self.makeh5(np.array([1, 2, 3, 1, 2, 3]))
        T = self.makeh5(np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]]))
        hpelm = HPELM(1, 2)
        hpelm.add_neurons(1, "lin")
        hpelm.train_async(X, T, 'wc', wc=(1,2))


[docs]    def test_TrainAsyncIndexed_Works(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train_async(X, T, istart=1, icount=2)


[docs]    def test_WeightedClassification_Works(self):
        X = self.makeh5(np.array([1, 2, 3, 1, 2, 3]))
        T = self.makeh5(np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]]))
        hpelm = HPELM(1, 2)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T, 'wc', w=(1, 1))


[docs]    def test_WeightedClassification_DefaultWeightsWork(self):
        X = self.makeh5(np.array([1, 2, 3, 1, 2, 3]))
        T = self.makeh5(np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]]))
        hpelm = HPELM(1, 2)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T, 'wc')


[docs]    def test_HPELM_tprint(self):
        X = self.makeh5(np.array([1, 2, 3, 1, 2, 3]))
        T = self.makeh5(np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]]))
        hpelm = HPELM(1, 2, batch=2, tprint=0)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)


[docs]    def test_AddDataToFile_SingleAddition(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(3, "lin")
        fHH = self.makefile()
        fHT = self.makefile()
        hpelm.add_data(X, T, fHH=fHH, fHT=fHT)


[docs]    def test_AddDataToFile_MultipleAdditions(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(3, "lin")
        fHH = self.makefile()
        fHT = self.makefile()
        hpelm.add_data(X, T, fHH=fHH, fHT=fHT)
        hpelm.add_data(X, T, fHH=fHH, fHT=fHT)


[docs]    def test_AddDataAsyncToFile_SingleAddition(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(3, "lin")
        fHH = self.makefile()
        fHT = self.makefile()
        hpelm.add_data_async(X, T, fHH=fHH, fHT=fHT)


[docs]    def test_AddDataAsyncToFile_MultipleAdditions(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(3, "lin")
        fHH = self.makefile()
        fHT = self.makefile()
        hpelm.add_data_async(X, T, fHH=fHH, fHT=fHT)
        hpelm.add_data_async(X, T, fHH=fHH, fHT=fHT)


[docs]    def test_AddDataToFile_MixedSequentialAsync(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(3, "lin")
        fHH = self.makefile()
        fHT = self.makefile()
        hpelm.add_data(X, T, fHH=fHH, fHT=fHT)
        hpelm.add_data_async(X, T, fHH=fHH, fHT=fHT)


[docs]    def test_SolveCorr_Works(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(3, "lin")
        fHH = self.makefile()
        fHT = self.makefile()
        hpelm.add_data(X, T, fHH=fHH, fHT=fHT)
        hpelm.solve_corr(fHH, fHT)
        self.assertIsNot(hpelm.nnet.get_B(), None)


[docs]    def test_ValidationCorr_Works(self):
        X = self.makeh5(np.random.rand(30, 3))
        T = self.makeh5(np.random.rand(30, 2))
        hpelm = HPELM(3, 2, norm=1e-6)
        hpelm.add_neurons(6, "tanh")
        fHH = self.makefile()
        fHT = self.makefile()
        hpelm.add_data(X, T, fHH=fHH, fHT=fHT)
        nns, err, confs = hpelm.validation_corr(fHH, fHT, X, T, steps=3)
        self.assertGreater(err[0], err[-1])


[docs]    def test_ValidationCorr_ReturnsConfusion(self):
        X = self.makeh5(np.random.rand(10, 3))
        T = self.makeh5(np.random.rand(10, 2))
        hpelm = HPELM(3, 2, classification="c")
        hpelm.add_neurons(6, "tanh")
        fHH = self.makefile()
        fHT = self.makefile()
        hpelm.add_data(X, T, fHH=fHH, fHT=fHT)
        _, _, confs = hpelm.validation_corr(fHH, fHT, X, T, steps=3)
        self.assertGreater(np.sum(confs[0]), 1)


[docs]    def test_Predict_Works(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)
        fY = self.makefile()
        hpelm.predict(X, fY)


[docs]    def test_PredictAsync_Works(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)
        fY = self.makefile()
        hpelm.predict_async(X, fY)


[docs]    def test_Project_Works(self):
        X = self.makeh5(np.array([[1, 2], [3, 4], [5, 6], [7, 8]]))
        T = self.makeh5(np.array([[1], [2], [3], [4]]))
        hpelm = HPELM(2, 1)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T)
        fH = self.makefile()
        hpelm.project(X, fH)


[docs]    def test_RegressionError_Works(self):
        T = np.array([1, 2, 3])
        Y = np.array([1.1, 2.2, 3.3])
        err1 = np.mean((T - Y) ** 2)
        fT = self.makeh5(T)
        fY = self.makeh5(Y)
        hpelm = HPELM(1, 1)
        e = hpelm.error(fT, fY)
        np.testing.assert_allclose(e, err1)


[docs]    def test_ClassificationError_Works(self):
        T = self.makeh5(np.array([[0, 1], [0, 1], [1, 0]]))
        Y = self.makeh5(np.array([[0, 1], [0.4, 0.6], [0, 1]]))
        hpelm = HPELM(1, 2)
        hpelm.add_neurons(1, "lin")
        hpelm.classification = "c"
        e = hpelm.error(T, Y)
        np.testing.assert_allclose(e, 1.0 / 3)


[docs]    def test_WeightedClassError_Works(self):
        X = self.makeh5(np.array([1, 2, 3]))
        T = self.makeh5(np.array([[0, 1], [0, 1], [1, 0]]))
        Y = self.makeh5(np.array([[0, 1], [0.4, 0.6], [0, 1]]))
        # here class 0 is totally incorrect, and class 1 is totally correct
        w = (9, 1)
        hpelm = HPELM(1, 2)
        hpelm.add_neurons(1, "lin")
        hpelm.train(X, T, "wc", w=w)
        e = hpelm.error(T, Y)
        np.testing.assert_allclose(e, 0.9)


[docs]    def test_MultiLabelClassError_Works(self):
        T = self.makeh5(np.array([[0, 1], [1, 1], [1, 0]]))
        Y = self.makeh5(np.array([[0.4, 0.6], [0.8, 0.6], [1, 1]]))
        hpelm = HPELM(1, 2)
        hpelm.add_neurons(1, "lin")
        hpelm.classification = "ml"
        e = hpelm.error(T, Y)
        np.testing.assert_allclose(e, 1.0 / 6)
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  Source code for hpelm.tests.test_correctness

# -*- coding: utf-8 -*-
"""
Created on Mon Oct 27 14:12:41 2014

@author: akusok
"""

import os
import tempfile
from unittest import TestCase

import numpy as np

from hpelm import ELM


[docs]class TestCorrectness(TestCase):
[docs]    def test_NonNumpyInputs_RaiseError(self):
        X = np.array([['1', '2'], ['3', '4'], ['5', '6']])
        T = np.array([[1], [2], [3]])
        elm = ELM(2, 1)
        elm.add_neurons(1, "lin")
        self.assertRaises(AssertionError, elm.train, X, T)


[docs]    def test_NonNumpyTargets_RaiseError(self):
        X = np.array([[1, 2], [3, 4], [5, 6]])
        T = np.array([['a'], ['b'], ['c']])
        elm = ELM(2, 1)
        elm.add_neurons(1, "lin")
        self.assertRaises(AssertionError, elm.train, X, T)


[docs]    def test_OneDimensionInputs_RunsCorrectly(self):
        X = np.array([1, 2, 3])
        T = np.array([[1], [2], [3]])
        elm = ELM(1, 1)
        elm.add_neurons(1, "lin")
        elm.train(X, T)


[docs]    def test_OneDimensionTargets_RunsCorrectly(self):
        X = np.array([1, 2, 3])
        T = np.array([1, 2, 3])
        elm = ELM(1, 1)
        elm.add_neurons(1, "lin")
        elm.train(X, T)


[docs]    def test_WrongDimensionalityInputs_RaiseError(self):
        X = np.array([[1, 2], [3, 4], [5, 6]])
        T = np.array([[1], [2], [3]])
        elm = ELM(1, 1)
        elm.add_neurons(1, "lin")
        self.assertRaises(AssertionError, elm.train, X, T)


[docs]    def test_WrongDimensionalityTargets_RaiseError(self):
        X = np.array([[1, 2], [3, 4], [5, 6]])
        T = np.array([[1], [2], [3]])
        elm = ELM(1, 2)
        elm.add_neurons(1, "lin")
        self.assertRaises(AssertionError, elm.train, X, T)


[docs]    def test_ZeroInputs_RunsCorrectly(self):
        X = np.array([[0, 0], [0, 0], [0, 0]])
        T = np.array([1, 2, 3])
        elm = ELM(2, 1)
        elm.add_neurons(1, "lin")
        elm.train(X, T)


[docs]    def test_OneDimensionTargets2_RunsCorrectly(self):
        X = np.array([[1, 2], [3, 4], [5, 6]])
        T = np.array([[0], [0], [0]])
        elm = ELM(2, 1)
        elm.add_neurons(1, "lin")
        elm.train(X, T)


[docs]    def test_TrainWithoutNeurons_RaiseError(self):
        X = np.array([1, 2, 3])
        T = np.array([1, 2, 3])
        elm = ELM(1, 1)
        self.assertRaises(AssertionError, elm.train, X, T)


[docs]    def test_DifferentNumberOfSamples_RaiseError(self):
        X = np.array([[1, 2], [3, 4], [5, 6]])
        T = np.array([[1], [2]])
        elm = ELM(2, 1)
        self.assertRaises(AssertionError, elm.train, X, T)


[docs]    def test_LinearNeurons_MoreThanInputs_Truncated(self):
        elm = ELM(2, 1)
        elm.add_neurons(3, "lin")
        self.assertEqual(2, elm.nnet.get_neurons()[0][0])


[docs]    def test_LinearNeurons_DefaultMatrix_Identity(self):
        elm = ELM(4, 1)
        elm.add_neurons(3, "lin")
        np.testing.assert_array_almost_equal(np.eye(4, 3), elm.nnet.get_neurons()[0][2])


[docs]    def test_SLFN_AddLinearNeurons_GotThem(self):
        elm = ELM(1, 1)
        elm.add_neurons(1, "lin")
        self.assertEquals("lin", elm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddSigmoidalNeurons_GotThem(self):
        elm = ELM(1, 1)
        elm.add_neurons(1, "sigm")
        self.assertEquals("sigm", elm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddTanhNeurons_GotThem(self):
        elm = ELM(1, 1)
        elm.add_neurons(1, "tanh")
        self.assertEquals("tanh", elm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddRbfL1Neurons_GotThem(self):
        elm = ELM(1, 1)
        elm.add_neurons(1, "rbf_l1")
        self.assertEquals("rbf_l1", elm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddRbfL2Neurons_GotThem(self):
        elm = ELM(1, 1)
        elm.add_neurons(1, "rbf_l2")
        self.assertEquals("rbf_l2", elm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddRbfLinfNeurons_GotThem(self):
        elm = ELM(1, 1)
        elm.add_neurons(1, "rbf_linf")
        self.assertEquals("rbf_linf", elm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddUfuncNeurons_GotThem(self):
        elm = ELM(1, 1)
        func = np.frompyfunc(lambda a: a + 1, 1, 1)
        elm.add_neurons(1, func)
        self.assertIs(func, elm.nnet.get_neurons()[0][1])


[docs]    def test_SLFN_AddTwoNeuronTypes_GotThem(self):
        elm = ELM(1, 1)
        elm.add_neurons(1, "lin")
        elm.add_neurons(1, "sigm")
        self.assertEquals(2, len(elm.nnet.get_neurons()))
        ntypes = [nr[1] for nr in elm.nnet.get_neurons()]
        self.assertIn("lin", ntypes)
        self.assertIn("sigm", ntypes)


[docs]    def test_SLFN_AddNeuronsTwice_GotThem(self):
        elm = ELM(1, 1)
        elm.add_neurons(1, "lin")
        elm.add_neurons(1, "lin")
        self.assertEquals(1, len(elm.nnet.get_neurons()))
        self.assertEquals(2, elm.nnet.get_neurons()[0][0])


[docs]    def test_AddNeurons_InitBias_BiasInModel(self):
        elm = ELM(1, 1)
        bias = np.array([1, 2, 3])
        elm.add_neurons(3, "sigm", None, bias)
        np.testing.assert_array_almost_equal(bias, elm.nnet.get_neurons()[0][3])


[docs]    def test_AddNeurons_InitW_WInModel(self):
        elm = ELM(2, 1)
        W = np.array([[1, 2, 3], [4, 5, 6]])
        elm.add_neurons(3, "sigm", W, None)
        np.testing.assert_array_almost_equal(W, elm.nnet.get_neurons()[0][2])


[docs]    def test_AddNeurons_InitDefault_BiasWNotZero(self):
        elm = ELM(2, 1)
        elm.add_neurons(3, "sigm")
        W = elm.nnet.get_neurons()[0][2]
        bias = elm.nnet.get_neurons()[0][3]
        self.assertGreater(np.sum(np.abs(W)), 0.001)
        self.assertGreater(np.sum(np.abs(bias)), 0.001)


[docs]    def test_AddNeurons_InitTwiceBiasW_CorrectlyMerged(self):
        elm = ELM(2, 1)
        W1 = np.random.rand(2, 3)
        W2 = np.random.rand(2, 4)
        bias1 = np.random.rand(3, )
        bias2 = np.random.rand(4, )
        elm.add_neurons(3, "sigm", W1, bias1)
        elm.add_neurons(4, "sigm", W2, bias2)
        np.testing.assert_array_almost_equal(np.hstack((W1, W2)), elm.nnet.get_neurons()[0][2])
        np.testing.assert_array_almost_equal(np.hstack((bias1, bias2)), elm.nnet.get_neurons()[0][3])


[docs]    def test_Str_Works(self):
        elm = ELM(1, 1)
        s = "%s" % elm
        self.assertIn("ELM with 1 inputs and 1 output", s)


[docs]    def test_StrCustomNeurons_DisplaysName(self):
        elm = ELM(1, 1)
        func = np.sin
        elm.add_neurons(1, func)
        s_elm = "%s" % elm
        self.assertIn("sin", s_elm)


[docs]    def test_ELMWithBatch_SetsBatch(self):
        elm = ELM(1, 1, batch=123)
        self.assertEqual(123, elm.batch)


[docs]    def test_TrainWithBatch_OverwritesBatch(self):
        elm = ELM(1, 1, batch=123)
        X = np.array([1, 2, 3])
        T = np.array([1, 2, 3])
        elm.add_neurons(1, "lin")
        elm.train(X, T, batch=234)
        self.assertEqual(234, elm.batch)


[docs]    def test_Classification_Works(self):
        elm = ELM(1, 2)
        X = np.array([1, 2, 3, 4, 5, 6])
        T = np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]])
        elm.add_neurons(1, "lin")
        elm.train(X, T, 'c')


[docs]    def test_Classification_WorksCorreclty(self):
        elm = ELM(1, 2)
        X = np.array([-1, -0.6, -0.3, 0.3, 0.6, 1])
        T = np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]])
        elm.add_neurons(1, "lin")
        elm.train(X, T, 'c')
        Y = elm.predict(X)
        self.assertGreater(Y[0, 0], Y[0, 1])
        self.assertLess(Y[5, 0], Y[5, 1])


[docs]    def test_MultiLabelClassification_Works(self):
        elm = ELM(1, 2)
        X = np.array([1, 2, 3, 4, 5, 6])
        T = np.array([[1, 1], [1, 0], [1, 0], [0, 1], [0, 1], [1, 1]])
        elm.add_neurons(1, "lin")
        elm.train(X, T, 'ml')
        elm.train(X, T, 'mc')


[docs]    def test_WeightedClassification_Works(self):
        elm = ELM(1, 2)
        X = np.array([1, 2, 3, 1, 2, 3])
        T = np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]])
        elm.add_neurons(1, "lin")
        elm.train(X, T, 'wc', w=(1, 1))


[docs]    def test_WeightedClassification_DefaultWeightsWork(self):
        elm = ELM(1, 2)
        X = np.array([1, 2, 3, 1, 2, 3])
        T = np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]])
        elm.add_neurons(1, "lin")
        elm.train(X, T, 'wc')


[docs]    def test_WeightedClassification_ClassWithLargerWeightWins(self):
        elm = ELM(1, 2)
        X = np.array([1, 2, 3, 1, 2, 3])
        T = np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]])
        elm.add_neurons(1, "lin")
        elm.train(X, T, 'wc', w=(1, 0.1))
        Y = elm.predict(X)
        self.assertGreater(Y[0, 0], Y[0, 1])
        self.assertGreater(Y[1, 0], Y[1, 1])
        self.assertGreater(Y[2, 0], Y[2, 1])


[docs]    def test_RegressionError_Works(self):
        T = np.array([1, 2, 3])
        Y = np.array([1.1, 2.2, 3.3])
        err1 = np.mean((T - Y) ** 2)
        elm = ELM(1, 1)
        e = elm.error(T, Y)
        np.testing.assert_allclose(e, err1)


[docs]    def test_ClassificationError_Works(self):
        X = np.array([1, 2, 3])
        T = np.array([[0, 1], [0, 1], [1, 0]])
        Y = np.array([[0, 1], [0.4, 0.6], [0, 1]])
        elm = ELM(1, 2, classification='c')
        elm.add_neurons(1, "lin")
        e = elm.error(T, Y)
        np.testing.assert_allclose(e, 1.0 / 3)


[docs]    def test_WeightedClassError_Works(self):
        T = np.array([[0, 1], [0, 1], [1, 0]])
        Y = np.array([[0, 1], [0.4, 0.6], [0, 1]])
        # here class 0 is totally incorrect, and class 1 is totally correct
        w = (9, 1)
        elm = ELM(1, 2, classification="wc", w=w)
        elm.add_neurons(1, "lin")
        e = elm.error(T, Y)
        np.testing.assert_allclose(e, 0.9)


[docs]    def test_MultiLabelClassError_Works(self):
        X = np.array([1, 2, 3])
        T = np.array([[0, 1], [1, 1], [1, 0]])
        Y = np.array([[0.4, 0.6], [0.8, 0.6], [1, 1]])
        elm = ELM(1, 2, classification="ml")
        elm.add_neurons(1, "lin")
        e = elm.error(T, Y)
        np.testing.assert_allclose(e, 1.0 / 6)


[docs]    def test_ProjectELM_WorksCorrectly(self):
        X = np.array([[1], [2], [3]])
        elm = ELM(1, 1)
        elm.add_neurons(1, "tanh", np.array([[1]]), np.array([0]))
        H = elm.project(X)
        np.testing.assert_allclose(H, np.tanh(X))


[docs]    def test_InitELM_SetNorm(self):
        nr = 0.03
        elm = ELM(1, 1, norm=nr)
        self.assertEqual(nr, elm.nnet.norm)


[docs]    def test_PrecisionELM_UsesPrecision(self):
        elm1 = ELM(1, 1, precision='32')
        self.assertIs(elm1.nnet.precision, np.float32)
        elm2 = ELM(1, 1, precision='single')
        self.assertIs(elm2.nnet.precision, np.float32)
        elm3 = ELM(1, 1, precision=np.float32)
        self.assertIs(elm3.nnet.precision, np.float32)
        elm4 = ELM(1, 1, precision='64')
        self.assertIs(elm4.nnet.precision, np.float64)
        elm5 = ELM(1, 1, precision='double')
        self.assertIs(elm5.nnet.precision, np.float64)
        elm6 = ELM(1, 1, precision=np.float64)
        self.assertIs(elm6.nnet.precision, np.float64)
        elm7 = ELM(1, 1)  # default double precision
        self.assertIs(elm7.nnet.precision, np.float64)
        elm8 = ELM(1, 1, precision="lol")  # default double precision
        self.assertIs(elm8.nnet.precision, np.float64)


[docs]    def test_ELM_SaveLoad(self):
        X = np.array([1, 2, 3, 1, 2, 3])
        T = np.array([[1, 0], [1, 0], [1, 0], [0, 1], [0, 1], [0, 1]])
        elm = ELM(1, 2, precision='32', norm=0.02)
        elm.add_neurons(1, "lin")
        elm.add_neurons(2, "tanh")
        elm.train(X, T, "wc", w=(0.7, 0.3))
        B1 = elm.nnet.get_B()
        try:
            f, fname = tempfile.mkstemp()
            elm.save(fname)
            elm2 = ELM(3, 3)
            elm2.load(fname)
        finally:
            os.close(f)
        self.assertEqual(elm2.nnet.inputs, 1)
        self.assertEqual(elm2.nnet.outputs, 2)
        self.assertEqual(elm2.classification, "wc")
        self.assertIs(elm.precision, np.float32)
        self.assertIs(elm2.precision, np.float64)  # precision has changed
        np.testing.assert_allclose(np.array([0.7, 0.3]), elm2.wc)
        np.testing.assert_allclose(0.02, elm2.nnet.norm)
        np.testing.assert_allclose(B1, elm2.nnet.get_B())
        self.assertEqual(elm2.nnet.get_neurons()[0][1], "lin")
        self.assertEqual(elm2.nnet.get_neurons()[1][1], "tanh")


[docs]    def test_SaveELM_WrongFile(self):
        elm = ELM(1, 1)
        try:
            f, fname = tempfile.mkstemp()
            self.assertRaises(IOError, elm.save, os.path.dirname(fname) + "olo/lo")
        finally:
            os.close(f)


[docs]    def test_LoadELM_WrongFile(self):
        elm = ELM(1, 1)
        try:
            f, fname = tempfile.mkstemp()
            self.assertRaises(IOError, elm.load, fname + "ololo2")
        finally:
            os.close(f)


[docs]    def test_ConfusionELM_Classification(self):
        T = np.array([[1, 0], [1, 0], [0, 1], [0, 1]])
        Y = np.array([[0, 1], [0, 1], [1, 0], [0, 1]])
        elm = ELM(1, 2)
        elm.classification = "c"
        C = elm.confusion(T, Y)
        np.testing.assert_allclose(C, np.array([[0, 2], [1, 1]]))


[docs]    def test_ConfusionELM_Multilabel(self):
        T = np.array([[1, 0], [1, 0], [0, 1], [0, 1]])
        Y = np.array([[1, 1], [1, 0], [0, 1], [0, 1]])
        elm = ELM(1, 2)
        elm.classification = "ml"
        C = elm.confusion(T, Y)
        np.testing.assert_allclose(C, np.array([[2, 1], [0, 2]]))


[docs]    def test_MRSR_Works(self):
        X = np.random.rand(10, 3)
        T = np.random.rand(10, 2)
        elm = ELM(3, 2)
        elm.add_neurons(5, "tanh")
        elm.train(X, T, "LOO", "OP")


[docs]    def test_MRSR2_Works(self):
        X = np.random.rand(20, 9)
        T = np.random.rand(20, 12)
        elm = ELM(9, 12)
        elm.add_neurons(5, "tanh")
        elm.train(X, T, "LOO", "OP")
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  Source code for hpelm.nnets.slfn_skcuda

# -*- coding: utf-8 -*-
"""Nvidia GPU-accelerated solver based on Scikit-CUDA, works without compiling anything.

GPU computations run in asyncronous mode: GPU is processing one batch of data while CPU prepares
the next batch. Loads GPU for 100% without waiting times, very fast and efficient. The requied
Scikit-CUDA is a single-line install in Linux: ``pip install scikit-cuda``. Tested on CUDA 7.

Created on Sat Sep 12 13:10:23 2015
@author: akusok
"""

from slfn import SLFN
import numpy as np
from scipy.linalg import lapack
from scipy.spatial.distance import cdist

from pycuda import gpuarray, cumath, autoinit
from pycuda.compiler import SourceModule
from skcuda import linalg, misc, cublas



[docs]class SLFNSkCUDA(SLFN):
    """Single Layer Feed-forward Network (SLFN) implementation on GPU with pyCUDA.

    To choose a specific GPU, use environmental variable ``CUDA_DEVICE``, for exampe
    ``CUDA_DEVICE=0 python myscript1.py & CUDA_DEVICE=1 python myscript2.py``.

    In single precision, only upper triangular part of HH matrix is computed to speedup the method.
    """

    def __init__(self, inputs, outputs, norm=None, precision=np.float64):
        super(SLFNSkCUDA, self).__init__(inputs, outputs, norm, precision)

        # startup GPU
        #self.ctx = misc.init_context(misc.init_device(nDevice))  # NO NO NO, crashes and does not release memory
        # use CUDA_DEVICE=0 python my-script.py
        try:
            linalg.init()
        except OSError as e:
            pass  # no 'cusolver' library which is paid and not needed
            # print "error initializing scikit-cuda: %s" % e
            # print "ignore if toolbox works"

        # precision-dependent stuff
        if precision is np.float64:
            self.posv = lapack.dposv
        else:
            self.posv = lapack.sposv
            self.handle = cublas.cublasCreate()

        # prepare GPU function kernels
        kernel = """
            __global__ void dev_sigm(%s *a) {
                unsigned idx = blockDim.x * blockIdx.x + threadIdx.x;
                a[idx] = 1.0 / ( exp(a[idx]) + 1 );
            }
            """
        kernel = kernel % "double" if self.precision is np.float64 else kernel % "float"
        self.dev_sigm = SourceModule(kernel).get_function("dev_sigm")
        self.dev_sigm.prepare("P")

        # GPU transformation functions
        self.func["lin"] = self._dev_lin
        self.func["sigm"] = self._dev_sigm
        self.func["tanh"] = self._dev_tanh
        self.func["rbf_l1"] = self._dev_rbfl1
        self.func["rbf_l2"] = self._dev_rbfl2
        self.func["rbf_linf"] = self._dev_rbflinf

    def _dev_lin(self, devX, devW, devB):
        """Linear function on GPU.

        Returns:
            devH (gpuarray): GPU matrix with the result.
        """
        devH = misc.add_matvec(linalg.dot(devX, devW), devB, axis=1)
        return devH

    def _dev_sigm(self, devX, devW, devB):
        """Compute Sigmoid on GPU for a given array and return array."""

#        def sigm(a):
#            block = a._block
#            grid = (int(np.ceil(1.0 * np.prod(a.shape) / block[0])), 1)
#            dev_sigm.prepared_call(grid, block, a.gpudata)
#            return a

        devH = misc.add_matvec(linalg.dot(devX, devW), devB, axis=1)
        block = devH._block
        grid = (int(np.ceil(1.0 * np.prod(devH.shape) / block[0])), 1)
        self.dev_sigm.prepared_call(grid, block, devH.gpudata)
        return devH

    def _dev_tanh(self, devX, devW, devB):
        """Hyperbolic tangent function on GPU.

        Returns:
            devH (gpuarray): GPU matrix with the result.
        """
        devH = misc.add_matvec(linalg.dot(devX, devW), devB, axis=1)
        cumath.tanh(devH, out=devH)
        return devH

    def _dev_rbfl1(self, devX, devW, devB):
        # TODO: make proper GPU implementation of RBF_L1
        X = devX.get()
        W = devW.get()
        B = devB.get()
        devH = gpuarray.to_gpu(np.exp(-cdist(X, W.T, "cityblock")**2 / B))
        return devH

    def _dev_rbfl2(self, devX, devW, devB):
        # TODO: make proper GPU implementation of RBF_L2
        X = devX.get()
        W = devW.get()
        B = devB.get()
        devH = gpuarray.to_gpu(np.exp(-cdist(X, W.T, "euclidean")**2 / B))
        return devH

    def _dev_rbflinf(self, devX, devW, devB):
        # TODO: make proper GPU implementation of RBF_Linf
        X = devX.get()
        W = devW.get()
        B = devB.get()
        devH = gpuarray.to_gpu(np.exp(-cdist(X, W.T, "chebyshev")**2 / B))
        return devH

[docs]    def add_neurons(self, number, func, W, B):
        """Add prepared neurons to the SLFN, merge with existing ones.

        Adds a number of specific neurons to SLFN network. Weights and biases
        must be provided for that function.

        If neurons of such type already exist, they are merged together.

        Args:
            number (int): the number of new neurons to add
            func (str): transformation function of hidden layer. Linear function creates a linear model.
            W (matrix): a 2-D matrix of neuron weights, size (`inputs` * `number`)
            B (vector): a 1-D vector of neuron biases, size (`number` * 1)
        """
        ntypes = [nr[1] for nr in self.neurons]  # existing types of neurons
        if func in ntypes:
            # add to an existing neuron type
            i = ntypes.index(func)
            nn0, _, devW, devB = self.neurons[i]
            number = nn0 + number
            devW = gpuarray.to_gpu(np.hstack((devW.get(), W)))
            devB = gpuarray.to_gpu(np.hstack((devB.get(), B)))
            self.neurons[i] = (number, func, devW, devB)
        else:
            # create a new neuron type
            devW = gpuarray.to_gpu(W)
            devB = gpuarray.to_gpu(B)
            self.neurons.append((number, func, devW, devB))
        self.reset()
        self.B = None


[docs]    def reset(self):
        """ Resets intermediate training results, releases memory that they use.

        Keeps solution of ELM, so a trained ELM remains operational.
        Can be called to free memory after an ELM is trained.
        """
        self.L = sum([n[0] for n in self.neurons])  # get number of neurons
        self.HH = None
        self.HT = None


    def _project(self, X, dev=False):
        """Projects X to H, an auxiliary function that implements a particular projection.

        For actual projection, use `ELM.project()` instead.

        Args:
            X (matrix): an input data matrix, size (N * `inputs`)
            dev (bool, optional): whether leave result in the GPU memory

        Returns:
            H (matrix): an SLFN hidden layer representation, size (N * `L`) where 'L' is number of neurons
        """
        assert self.neurons is not None, "ELM has no neurons"
        X = np.array(X, order="C", dtype=self.precision)
        devX = gpuarray.to_gpu(X)
        devH = gpuarray.empty((X.shape[0], self.L), dtype=self.precision)
        i = 0
        for nn, ftype, devW, devB in self.neurons:
            devH[:, i:i+nn] = self.func[ftype](devX, devW, devB)
            i += nn

        H = devH if dev else devH.get()
        return H

    def _predict(self, X, dev=False):
        """Predict a batch of data. Auxiliary function that implements a particular prediction.

        For prediction, use `ELM.predict()` instead.

        Args:
            X (matrix): input data size (N * `inputs`)
            dev (bool, optional): whether leave result in the GPU memory

        Returns:
            Y (matrix): predicted outputs size (N * `outputs`), always in float/double format.
        """
        assert self.B is not None, "Solve the task before predicting"
        devH = self._project(X, dev=True)
        devY = linalg.dot(devH, self.B)
        Y = devY if dev else devY.get()
        return Y

[docs]    def add_batch(self, X, T, wc=None):
        """Add a batch of training data to an iterative solution, weighted if neeed.

        The batch is processed as a whole, the training data is splitted in `ELM.add_data()` method.
        With parameters HH_out, HT_out, the output will be put into these matrices instead of model.

        Args:
            X (matrix): input data matrix size (N * `inputs`)
            T (matrix): output data matrix size (N * `outputs`)
            wc (vector): vector of weights for data samples, one weight per sample, size (N * 1)
            HH_out, HT_out (matrix, optional): output matrices to add batch result into, always given together
        """
        devH = self._project(X, dev=True)
        T = np.array(T, order="C", dtype=self.precision)
        devT = gpuarray.to_gpu(T)
        if wc is not None:  # apply weights if given
            w = np.array(wc**0.5, dtype=self.precision)[:, None]  # re-shape to column matrix
            devWC = gpuarray.to_gpu(w)
            misc.mult_matvec(devH, devWC, axis=0, out=devH)
            misc.mult_matvec(devT, devWC, axis=0, out=devT)

        if self.HH is None:  # initialize space for self.HH, self.HT
            self.HT = misc.zeros((self.L, self.outputs), dtype=self.precision)
            self.HH = linalg.eye(self.L, dtype=self.precision)
            self.HH *= self.norm

        linalg.add_dot(devH, devT, self.HT, transa='T')
        if self.precision is np.float64:
            linalg.add_dot(devH, devH, self.HH, transa='T')
        else:
            cublas.cublasSsyrk(self.handle, 'L', 'N', self.L, X.shape[0], 1, devH.ptr, self.L, 1, self.HH.ptr, self.L)

#        self.ctx.synchronize()  # GPU runs asyncronously without that

[docs]    def solve(self):
        """Compute output weights B, with fix for unstable solution.
        """
        HH = self.HH.get()
        HT = self.HT.get()
        B = self.solve_corr(HH, HT)
        self.B = gpuarray.to_gpu(B)


[docs]    def solve_corr(self, HH, HT):
        """Compute output weights B for given HH and HT.

        Simple but inefficient version, see a better one in solver_python.

        Args:
            HH (matrix): covariance matrix of hidden layer represenation H, size (`L` * `L`)
            HT (matrix): correlation matrix between H and outputs T, size (`L` * `outputs`)
        """
        _, B, info = self.posv(HH, HT)
        if info > 0:
            print "ELM covariance matrix is not full rank; solving with SVD (slow)"
            print "This happened because you have duplicated or too many neurons"
            HH = np.triu(HH) + np.triu(HH, k=1).T
            B = np.linalg.lstsq(HH, HT)[0]
        B = np.array(B, order='C', dtype=self.precision)
        return B


    def _prune(self, idx):
        """Leave only neurons with the given indexes.
        """
        idx = list(idx)
        neurons = []
        for k, func, devW, devB in self.neurons:
            ix1 = [i for i in idx if i < k]  # index for current neuron type
            idx = [i-k for i in idx if i >= k]
            number = len(ix1)
            W = devW.get()
            W = np.array(W[:, ix1], order='C')
            devW = gpuarray.to_gpu(W)
            B = devB.get()
            B = np.array(B[ix1], order='C')
            devB = gpuarray.to_gpu(B)
            neurons.append((number, func, devW, devB))
        self.neurons = neurons
        # reset invalid parameters
        self.reset()
        self.B = None

[docs]    def get_B(self):
        """Return B as a numpy array.
        """
        if self.B is None:
            B = None
        else:
            B = self.B.get()
        return B


[docs]    def set_B(self, B):
        """Set B as a numpy array.

        Args:
            B (matrix): output layer weights matrix, size (`L` * `outputs`)
        """
        assert B.shape[0] == self.L, "Incorrect first dimension: %d expected, %d found" % (self.L, B.shape[0])
        assert B.shape[1] == self.outputs, "Incorrect output dimension: %d expected, %d found" % (self.outputs, B.shape[1])
        self.B = gpuarray.to_gpu(B.astype(self.precision))


[docs]    def get_corr(self):
        """Return current correlation matrices.
        """
        if self.HH is None:
            HH = None
            HT = None
        else:
            HH = self.HH.get()
            HT = self.HT.get()
            HH = np.triu(HH) + np.triu(HH, k=1).T
        return HH, HT


[docs]    def set_corr(self, HH, HT):
        """Set pre-computed correlation matrices.

        Args:
            HH (matrix): covariance matrix of hidden layer represenation H, size (`L` * `L`)
            HT (matrix): correlation matrix between H and outputs T, size (`L` * `outputs`)
        """
        assert self.neurons is not None, "Add or load neurons before using ELM"
        assert HH.shape[0] == HH.shape[1], "HH must be a square matrix"
        msg = "Wrong HH dimension: (%d, %d) expected, %s found" % (self.L, self.L, HH.shape)
        assert HH.shape[0] == self.L, msg
        assert HH.shape[0] == HT.shape[0], "HH and HT must have the same number of rows (%d)" % self.L
        assert HT.shape[1] == self.outputs, "Number of columns in HT must equal number of outputs (%d)" % self.outputs
        self.HH = gpuarray.to_gpu(HH.astype(self.precision))
        self.HT = gpuarray.to_gpu(HT.astype(self.precision))


[docs]    def get_neurons(self):
        """Return current neurons.

        Returns:
            neurons (list of tuples (number/int, func/string, W/matrix, B/vector)): current neurons in the model
        """
        neurons = []
        for number, func, devW, devB in self.neurons:
            neurons.append((number, func, devW.get(), devB.get()))
        return neurons
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  Source code for hpelm.tests.unittest_hpelm

# -*- coding: utf-8 -*-
"""
Created on Tue Mar 15 22:06:28 2016

@author: akusok
"""

import os
import tempfile
from unittest import TestCase
import numpy as np

from hpelm import HPELM, modules


[docs]class TestHPELM(TestCase):
[docs]    def setUp(self):
        tfile, self.fname = tempfile.mkstemp()
        os.close(tfile)


[docs]    def tearDown(self):
        os.remove(self.fname)


[docs]    def test_SaveEmptyModel_CanLoad(self):
        model = HPELM(10, 3)
        model.save(self.fname)
        model2 = HPELM(10, 3)
        model2.load(self.fname)


[docs]    def test_ClassificationError_CorrectWithMultipleClasses(self):
        T = np.zeros((100, 5))
        T[:, 0] = 1
        Y = np.zeros((100, 5))
        Y[:, 1] = 1
        model = HPELM(1, 5, classification='c')
        self.assertEqual(1, model.error(T, Y))


[docs]    def test_MultilabelError_CorrectWithMultipleClasses(self):
        T = np.zeros((100, 5))
        T[:, 0] = 1
        Y = np.zeros((100, 5))
        Y[:, 1] = 1
        model = HPELM(1, 5, classification='ml')
        self.assertEqual(0.4, model.error(T, Y))




[docs]class TestParallelELM(TestCase):
[docs]    def setUp(self):
        tfile, self.fname = tempfile.mkstemp()
        tmodel, self.fmodel = tempfile.mkstemp()
        tfileX, self.fnameX = tempfile.mkstemp()
        tfileT, self.fnameT = tempfile.mkstemp()
        tfileY, self.fnameY = tempfile.mkstemp()
        tfileHT, self.fnameHT = tempfile.mkstemp()
        tfileHH, self.fnameHH = tempfile.mkstemp()
        os.close(tfile)
        os.close(tmodel)
        os.close(tfileX)
        os.close(tfileT)
        os.close(tfileY)
        os.close(tfileHT)
        os.close(tfileHH)


[docs]    def tearDown(self):
        os.remove(self.fname)
        os.remove(self.fmodel)
        os.remove(self.fnameX)
        os.remove(self.fnameT)
        os.remove(self.fnameY)
        os.remove(self.fnameHT)
        os.remove(self.fnameHH)


[docs]    def test_ParallelBasicPython_Works(self):
        X = np.random.rand(1000, 10)
        T = np.random.rand(1000, 3)
        hX = modules.make_hdf5(X, self.fnameX)
        hT = modules.make_hdf5(T, self.fnameT)

        model0 = HPELM(10, 3)
        model0.add_neurons(10, 'lin')
        model0.add_neurons(5, 'tanh')
        model0.add_neurons(15, 'sigm')
        model0.save(self.fmodel)

        model1 = HPELM(10, 3)
        model1.load(self.fmodel)
        os.remove(self.fnameHT)
        os.remove(self.fnameHH)
        model1.add_data(self.fnameX, self.fnameT, istart=0, icount=100, fHH=self.fnameHH, fHT=self.fnameHT)

        model2 = HPELM(10, 3)
        model2.load(self.fmodel)
        model2.add_data(self.fnameX, self.fnameT, istart=100, icount=900, fHH=self.fnameHH, fHT=self.fnameHT)

        model3 = HPELM(10, 3)
        model3.load(self.fmodel)
        model3.solve_corr(self.fnameHH, self.fnameHT)
        model3.save(self.fmodel)

        model4 = HPELM(10, 3)
        model4.load(self.fmodel)
        model4.predict(self.fnameX, self.fnameY)

        err = model4.error(self.fnameT, self.fnameY, istart=0, icount=198)
        self.assertLess(err, 1)

        err = model4.error(self.fnameT, self.fnameY, istart=379, icount=872)
        self.assertLess(err, 1)
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  Source code for hpelm.modules.mrsr

# -*- coding: utf-8 -*-

import numpy as np


[docs]def mrsr(X, T, kmax):
    """Multiresponse Sparse Regression (MRSR) algorithm in Python, accelerated by Numpy.

    Finds most relevant inputs for a regression problem with multiple outputs, returns
    these inputs one-by-one. Fast implementation, but has complexity O(2^m) for `m` features in output.

    Args:
        T (matrix): an (n x p) matrix of targets. The columns of T should have zero mean and same scale (e.g. equal variance).
        X (matrix): an (n x m) matrix of regressors. The columns of X should have zero mean and same scale (e.g. equal variance).
        kmax (int): an integer fixing the number of steps to be run, which equals to the maximum number of regressors in the model.

    Returns:
        i1 (vector): a (1 x kmax) vector of indices revealing the order in which the regressors enter model.


    Reference:
     Timo Simila, Jarkko Tikka. Multiresponse sparse regression with
     application to multidimensional scaling. International Conference
     on Artificial Neural Networks (ICANN). Warsaw, Poland. September
     11-15, 2005. LNCS 3697, pp. 97-102.
    """

    n,m = X.shape
    n,p = T.shape
    kmax = min(kmax, m)
    if p > 15:
        print("Too many targets (%d) - MRSR has O(2^targets) complexity")
    """    print "Reducing to 15 randomly selected targets (6x slowdown)"
        print "Using max 10 targets (1.08x slowdown) recommended"
        ti = np.arange(p)
        np.random.shuffle(ti)
        ti = ti[:15]
        T = T[:,ti]
        p = 15
    """
    i1 = np.array([], dtype = np.int32)
    i2 = np.arange(m).astype(np.int32)
    XT = np.dot(X.T,T)
    XX = np.zeros([m, m])
	
    S = np.ones([2**p, p])
    S[0:2**(p-1), 0] = -1
    for j in np.arange(1, p):
        S[:, j] = np.concatenate((S[np.arange(1, 2**p, 2), j-1], S[np.arange(1, 2**p, 2), j-1]))
	
	
	
    # Make the first step
	
    A     = np.transpose(XT)
    cmax  = np.amax(abs(A).sum(0), 0)
    cind  = np.argmax(abs(A).sum(0), 0)
    A     = np.delete(A, cind, 1)
    ind   = int(i2[cind])
    i2    = np.delete(i2, cind)
    i1    = np.append(i1, ind)
    # here Xi1 and Xi2 are just faster alternatives to X[:,i1] and X[:,i2]
    Xi2   = X.copy(order='F')  # column-contiguous copy of X
    Xi2[:, cind:-1] = Xi2[:, cind+1:];  Xi2   = Xi2[:,:-1]  # delete <cind> col
    Xi1   = X[:,ind].reshape((n,1))  # add 1 column at a time

    XX[np.ix_([ind], [ind])] = np.dot(X[:,ind], X[:,ind])
    
    invXX = 1 / XX[ind, :][ind]
    Wols  = invXX * XT[ind, :]
    Yols  = np.dot(Xi1, np.reshape(Wols, (1,-1)))
    B     = np.dot(Yols.T, Xi2)
    G     = (cmax+np.dot(S,A))/(cmax+np.dot(S,B))
    g     = G[G>=0].min()
    Y = g*Yols

    # Rest of the steps
    for k in np.arange(2,kmax+1):
        #print "calculating rank %d/%d" % (k-1, kmax)		
        #print "mrsr %d/%d" % (k+1, kmax)
  
        A    = np.dot((T-Y).T, Xi2)  # true slow
        cmax = np.amax(abs(A).sum(0), 0)
        cind = np.argmax(abs(A).sum(0), 0)
        A    = np.delete(A, cind, 1)
        ind  = int(i2[cind])
        i2   = np.delete(i2, cind)
        i1   = np.append(i1, ind)
        #Xi1  = np.hstack((Xi1, X[:,ind].reshape((n,1), order='C')))  # slow for large k
        Xi1  = np.hstack((Xi1, X[:,ind].reshape((-1,1))))  # slow for large k
        xX   = np.dot(X[:, ind].T, Xi1)
		
        XX[np.ix_([ind], i1)] = xX
        XX[np.ix_(i1, [ind])] = np.reshape(xX, (i1.size, -1))
	
        v3 = XX.take(i1,axis=0).take(i1,axis=1)  # XX[i1, :][:, i1]
        #v3 = XX[i1, :][:, i1]
        try:
            invXX = np.linalg.inv(v3)	   
        except np.linalg.linalg.LinAlgError:
            invXX = np.linalg.pinv(v3)

        Wols = np.dot(invXX, XT.take(i1,axis=0))
        Yols = np.dot(Xi1, Wols)  # true slow
        # deletes [cind] row, slow for large k
        Xi2[:, cind:-1] = Xi2[:, cind+1:];  Xi2 = Xi2[:,:-1]
        
        B    = np.dot((Yols-Y).T, Xi2)  # true slow
        
        G    = (cmax + S.dot(A)) / (cmax + S.dot(B))  # true slow for many outputs
        # now we remove that line using a condition:
        # G = numpy.concatenate(([2*(k==m)-1], G.flatten()), 1)
        if k == kmax:  # G[G>=0] is empty if k==kmax; empty.min() will give error
            Y = Yols
        else:
            g = G[G>=0].min()
            Y = (1-g)*Y+g*Yols
		
    return i1
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  Source code for hpelm.modules.hdf5_tools

# -*- coding: utf-8 -*-
"""Different tools to work with datasets in HDF5 file format.

Created on Thu Apr  2 21:12:46 2015

@author: akusok
"""

import numpy as np
import csv
from tables import open_file, Atom, Filters
import os
import fasteners  # inter-process file lock


def _prepare_fHH(fHH, fHT, nnet, precision):
    """Prepares files for fHH, fHT if they are needed.

    Args:
        fHH (string): hdf5 filename to store HH, None for ignore disk storage
        fHT (string): hdf5 filename to store HT, None for ignore disk storage
        nent (nnets Object): neural network implementation from HPELM
        precision (np.float32/64): precision
    """
    if (fHH is not None) and (fHT is not None):
        # reset accumulated data in ELM
        nnet.reset()
        L = nnet.L
        outputs = nnet.outputs
        norm = nnet.norm

        # process fHH
        if os.path.isfile(fHH):
            h5 = open_file(fHH, 'r')
            node = None
            for node in h5.walk_nodes():
                pass  # find a node with whatever name
            try:
                assert node is not None, "Matrix in %d does not exist" % fHH
                assert node is not None and node.shape[0] == L and node.shape[1] == L, \
                       "Matrix in %d has a wrong shape: (%d, %d) expected, (%d, %d) found" % \
                       (fHH, L, L, node.shape[0], node.shape[1])
            except AssertionError as e:
                raise  # re-raise same error
            finally:
                h5.close()
        else:
            make_hdf5(np.eye(L, L, dtype=precision)*norm, fHH, precision)

        # process fHT
        if os.path.isfile(fHT):
            h5 = open_file(fHT, 'r')
            node = None
            for node in h5.walk_nodes():
                pass  # find a node with whatever name
            try:
                assert node is not None, "Matrix in %d does not exist" % fHT
                assert node is not None and node.shape[0] == L and node.shape[1] == outputs, \
                       "Matrix in %d has a wrong shape: (%d, %d) expected, (%d, %d) found" % \
                       (fHT, L, outputs, node.shape[0], node.shape[1])
            except AssertionError as e:
                raise  # re-raise same error
            finally:
                h5.close()
        else:
            make_hdf5((L, outputs), fHT, precision)

def _write_fHH(fHH, fHT, HH, HT):
    """Writes HH,HT data into fHH,fHT files, multi-process safe with lock file.

    Lock file has the same name as fHH,fHT, but with '.lock' extension.
    """
    fHH_lock = fHH + ".lock"
    with fasteners.InterProcessLock(fHH_lock):
        h5 = open_file(fHH, "a")
        for node in h5.walk_nodes():
            pass  # find a node with whatever name
        node[:] += HH
        h5.flush()
        h5.close()

    fHT_lock = fHT + ".lock"
    with fasteners.InterProcessLock(fHT_lock):
        h5 = open_file(fHT, "a")
        for node in h5.walk_nodes():
            pass  # find a node with whatever name
        node[:] += HT
        h5.flush()
        h5.close()


[docs]def normalize_hdf5(h5file, mean=None, std=None, batch=None):
    """Calculates and applies normalization to data in HDF5 file.

    :param mean: - known vector of mean values
    :param std: - known vector of standard deviations
    :param batch: - number of rows to read at once, default is a native batch size
    """

    h5 = open_file(h5file, "a")
    for node in h5.walk_nodes():
        pass  # find a node with whatever name
    dt = node.dtype
    N, d = node.shape  # HDF5 files are transposed, for Matlab compatibility
    if batch is None:
        batch = node.chunkshape[0]
    nb = N/batch
    if N > nb*batch:
        nb += 1  # add last incomplete step

    if mean is None or std is None:
        if node.attrs.mean is None:  # data was not normalized before
            print("calculating mean and standard deviation of data")
            E_x = np.zeros((d,), dtype=np.float64)
            E_x2 = np.zeros((d,), dtype=np.float64)
            for b in xrange(nb):
                start = b*batch
                step = min(batch, N-start)
                X1 = node[start: start+step, :].astype(np.float64)
                E_x += np.mean(X1, 0) * (1.0*step/N)
                E_x2 += np.mean(X1**2, 0) * (1.0*step/N)
            mean = E_x
            E2_x = E_x**2
            std = (E_x2 - E2_x)**0.5
            node.attrs.mean = mean
            node.attrs.std = std
            return mean, std
        else:  # data is already normalized
            print("data was already normalized, returning 'mean', 'std' parameters")
            print("if you want to run normalization anyway, call the function with 'mean' and 'std' params")
            return node.attrs.mean, node.attrs.std
    else:
        assert len(mean) == d, "Incorrect lenght of a vector of means: %d expected, %d found" % (d, len(mean))
        assert len(std) == d, "Incorrect lenght of a vector of standard deviations: %d expected, %d found" % (d, len(std))
        node.attrs.mean = mean
        node.attrs.std = std
    std[std == 0] = 1  # prevent division by zero for std=0

    print("applying normalization")
    for b in xrange(nb):
        start = b*batch
        step = min(batch, N-start)
        X = node[start: start+step].astype(np.float64)
        X = (X - mean) / std
        node[start: start+step] = X.astype(dt)

    h5.close()  # closing file
    return mean, std



#def oversample(data, targets, classes):
#    pass


[docs]def make_hdf5(data, h5file, dtype=np.float64, delimiter=" ", skiprows=0, comp_level=0):
    """Makes an HDF5 file from whatever given data.

    :param data: - input data in Numpy.ndarray or filename, or a shape tuple
    :param h5file: - name (and path) of the output HDF5 file
    :param delimiter: - data delimiter for text, csv files
    :param comp_level: - compression level of the HDF5 file
    """
    assert comp_level < 10, "Compression level must be 0-9 (0 for no compression)"
    fill = ""

    # open data file
    if isinstance(data, np.ndarray):
        X = data
    elif isinstance(data, basestring) and data[-3:] in ['npy']:
        X = np.load(data)
    elif isinstance(data, basestring) and data[-3:] in ['.gz', 'bz2']:
        X = np.loadtxt(data, dtype=dtype, delimiter=delimiter, skiprows=skiprows)
    elif isinstance(data, basestring) and data[-3:] in ['txt', 'csv']:
        # iterative out-of-memory loader for huge .csv/.txt files
        fill = "iter"
        # check data dimensionality
        with open(data, "rU") as f:
            for _ in xrange(skiprows):
                f.readline()
            reader = csv.reader(f, delimiter=delimiter)
            for line in reader:
                X = np.fromiter(line, dtype=dtype)
                break
    elif isinstance(data, tuple) and len(data) == 2:
        X = np.empty((1, 1))
        fill = "empty"
    else:
        assert False, "Input data must be Numpy ndarray, .npy file, or .txt/.csv text file (compressed .gz/.bz2)"

    # process data
    if len(X.shape) == 1:
        X = X[:, np.newaxis]
    assert len(X.shape) == 2, "Data in Numpy ndarray must have 2 dimensions"
    # create hdf5 file
    if comp_level > 0:
        flt = Filters(complevel=comp_level, shuffle=True)
    else:
        flt = Filters(complevel=0)
    h5 = open_file(h5file, "w")
    a = Atom.from_dtype(np.dtype(dtype), dflt=0)
    # write data to hdf5 file
    if fill == "iter":  # iteratively fill the data
        h5data = h5.create_earray(h5.root, "data", a, (0, X.shape[0]), filters=flt)
        with open(data, "rU") as f:
            for _ in xrange(skiprows):
                f.readline()
            reader = csv.reader(f, delimiter=delimiter)
            for line in reader:
                row = np.fromiter(line, dtype=dtype)
                h5data.append(row[np.newaxis, :])
    elif fill == "empty":  # no fill at all
        h5data = h5.create_carray(h5.root, "data", a, data, filters=flt)
    else:  # write whole data matrix
        h5data = h5.create_carray(h5.root, "data", a, X.shape, filters=flt)
        h5data[:] = X
    # close the file
    h5data.attrs.mean = None
    h5data.attrs.std = None
    h5.flush()
    h5.close()



def _ireader(fX, q_in, q_out):
    """Asyncronous reader for an HDF5 file.

    q_in - a (start, stop) tuple of read indexes; if start >= stop then reader terminates
    q_out - a queue for chunks red from a disk
    """
    assert isinstance(fX, basestring), "Asyncronous I/O only supported with HDF5 data files"
    hX = open_file(fX, "r")
    for X in hX.walk_nodes():
        pass  # find a node with whatever name

    while True:  # returning data chunks on demand
        start, stop = q_in.get()
        if start >= stop:
            break
        q_out.put(X[start:stop])
    hX.close()


def _iwriter(fX, q_in):
    """Asyncronous writer for an HDF5 file.

    q_in - a (Xbatch, start, stop) tuple of data to write indexes; if q_in is None then writer terminates
    """
    assert isinstance(fX, basestring), "Asyncronous I/O only supported with HDF5 data files"
    hX = open_file(fX, "a")
    for X in hX.walk_nodes():
        pass  # find a node with whatever name

    while True:  # returning data chunks on demand
        data = q_in.get()
        if data is None:
            break
        Xb, start, stop = data
        X[start:stop] = Xb
    X.flush()
    hX.close()


if __name__ == "__main__":
    # def make_hdf5(data, h5file, dtype=np.float64, delimiter=" ", skiprows=0, comp_level=0):
    # make_hdf5("textfile.txt", "text.h5")
    # make_hdf5("textfile.txt", "textz.h5", comp_level=3)
    normalize_hdf5("text.h5")
    print("Done!")





          

      

      

    


    
        © Copyright 2015, Anton Akusok.
      Created using Sphinx 1.3.5.
    

  

_modules/hpelm/nnets/slfn.html


    
      Navigation


      
        		
          index


        		
          modules |


        		hpelm 1.0.3 documentation »


          		Module code »

 
      


    


    
      
          
            
  Source code for hpelm.nnets.slfn

# -*- coding: utf-8 -*-
"""Basic SLFN solver that follows paper notations, defines interface for all solvers.


Created on Sun Sep  6 11:18:55 2015
@author: akusok
"""

import os
import platform

import numpy as np
from scipy.spatial.distance import cdist


[docs]class SLFN(object):
    """Single Layer Feed-forward Network (SLFN), the neural network that ELM trains.

    This implementation is not the fastest but very simple, and it defines interface.
    Gives correct output, other solvers should provide the same output as this guy.

    Args:
        outputs (int): number of outputs, or classes for classification
        norm (double): output weights normalization parameter (Tikhonov normalizaion, or
            ridge regression), large values provides smaller (= better) weights but worse model accuracy
        precision (Numpy.float32/64): solver precision, float32 is faster but may be worse, most GPU
            work fast only in float32.

    Attributes:
        neurons (list): a list of different types of neurons, initially empty. One neuron type is a tuple
            ('number of neurons', 'function_type', W, Bias), `neurons` is a list of [neuron_type_1, neuron_type_2, ...].
        func (dict): a dictionary of transformation function type, key is a neuron type (= function name)
            and value is the function itself. A single function takes input parameters X, W, B, and outputs
            corresponding H for its neuron type.
        HH, HT (matrix): intermediate covariance matrices used in ELM solution. Can be computed and stored in GPU
            memory for accelerated SLFN. They are not needed once ELM is solved and they can take a lot of memory
            with large numbers of neurons, so one can delete them with `reset()` method. They are omitted when
            an ELM model is saved.
        B (matrix): output solution matrix of SLFN. A trained ELM needs only `neurons` and `B` to predict outputs
            for new input data.
    """

    def __init__(self, inputs, outputs, norm=None, precision=np.float64):
        """Initialize class variables and transformation functions.
        """
        self.inputs = inputs  # not used here, but logically are a part of SLFN
        self.outputs = outputs  # number of outputs, also number of classes (thus 'c')
        self.precision = precision
        if norm is None:
            norm = 50*np.finfo(precision).eps  # 50 times machine epsilon
        self.norm = norm
        # cannot use a dictionary for neurons, because its iteration order is not defined
        self.neurons = []  # list of all neurons in normal Numpy form
        self.L = None  # number of neurons
        self.B = None
        self.HH = None
        self.HT = None

        # transformation functions in HPELM, accessible by name
        self.func = {}
        self.func["lin"] = lambda X, W, B: np.dot(X, W) + B
        self.func["sigm"] = lambda X, W, B: 1 / (1 + np.exp(np.dot(X, W) + B))
        self.func["tanh"] = lambda X, W, B: np.tanh(np.dot(X, W) + B)
        self.func["rbf_l1"] = lambda X, W, B: np.exp(-cdist(X, W.T, "cityblock")**2 / B)
        self.func["rbf_l2"] = lambda X, W, B: np.exp(-cdist(X, W.T, "euclidean")**2 / B)
        self.func["rbf_linf"] = lambda X, W, B: np.exp(-cdist(X, W.T, "chebyshev")**2 / B)

[docs]    def add_neurons(self, number, func, W, B):
        """Add prepared neurons to the SLFN, merge with existing ones.

        Adds a number of specific neurons to SLFN network. Weights and biases
        must be provided for that function.

        If neurons of such type already exist, they are merged together.

        Args:
            number (int): the number of new neurons to add
            func (str): transformation function of hidden layer. Linear function creates a linear model.
            W (matrix): a 2-D matrix of neuron weights, size (`inputs` * `number`)
            B (vector): a 1-D vector of neuron biases, size (`number` * 1)
        """
        ntypes = [nr[1] for nr in self.neurons]  # existing types of neurons
        if func in ntypes:
            # add to an existing neuron type
            i = ntypes.index(func)
            nn0, _, W0, B0 = self.neurons[i]
            number = nn0 + number
            W = np.hstack((W0, W))
            B = np.hstack((B0, B))
            self.neurons[i] = (number, func, W, B)
        else:
            # create a new neuron type
            self.neurons.append((number, func, W, B))
        self.reset()
        self.B = None


[docs]    def reset(self):
        """ Resets intermediate training results, releases memory that they use.

        Keeps solution of ELM, so a trained ELM remains operational.
        Can be called to free memory after an ELM is trained.
        """
        self.L = sum([n[0] for n in self.neurons])  # get number of neurons
        self.HH = None
        self.HT = None


    def _project(self, X):
        """Projects X to H, an auxiliary function that implements a particular projection.

        For actual projection, use `ELM.project()` instead.

        Args:
            X (matrix): an input data matrix, size (N * `inputs`)

        Returns:
            H (matrix): an SLFN hidden layer representation, size (N * `L`) where 'L' is number of neurons
        """
        assert self.neurons is not None, "ELM has no neurons"
        return np.hstack([self.func[ftype](X, W, B) for _, ftype, W, B in self.neurons])

    def _predict(self, X):
        """Predict a batch of data. Auxiliary function that implements a particular prediction.

        For prediction, use `ELM.predict()` instead.

        Args:
            X (matrix): input data size (N * `inputs`)

        Returns:
            Y (matrix): predicted outputs size (N * `outputs`), always in float/double format.
        """
        assert self.B is not None, "Solve the task before predicting"
        H = self._project(X)
        Y = np.dot(H, self.B)
        return Y

[docs]    def add_batch(self, X, T, wc=None):
        """Add a batch of training data to an iterative solution, weighted if neeed.

        The batch is processed as a whole, the training data is splitted in `ELM.add_data()` method.
        With parameters HH_out, HT_out, the output will be put into these matrices instead of model.

        Args:
            X (matrix): input data matrix size (N * `inputs`)
            T (matrix): output data matrix size (N * `outputs`)
            wc (vector): vector of weights for data samples, one weight per sample, size (N * 1)
            HH_out, HT_out (matrix, optional): output matrices to add batch result into, always given together
        """
        H = self._project(X)
        T = T.astype(self.precision)
        if wc is not None:  # apply weights if given
            w = np.array(wc**0.5, dtype=self.precision)[:, None]  # re-shape to column matrix
            H *= w
            T *= w

        if self.HH is None:  # initialize space for self.HH, self.HT
            self.HH = np.zeros((self.L, self.L), dtype=self.precision)
            self.HT = np.zeros((self.L, self.outputs), dtype=self.precision)
            np.fill_diagonal(self.HH, self.norm)

        self.HH += np.dot(H.T, H)
        self.HT += np.dot(H.T, T)


[docs]    def solve(self):
        """Redirects to solve_corr, to avoid duplication of code.
        """
        self.B = self.solve_corr(self.HH, self.HT)


[docs]    def solve_corr(self, HH, HT):
        """Compute output weights B for given HH and HT.

        Simple but inefficient version, see a better one in solver_python.

        Args:
            HH (matrix): covariance matrix of hidden layer represenation H, size (`L` * `L`)
            HT (matrix): correlation matrix between H and outputs T, size (`L` * `outputs`)
        """
        HH_pinv = np.linalg.pinv(HH)
        B = np.dot(HH_pinv, HT)
        return B


    def _prune(self, idx):
        """Leave only neurons with the given indexes.
        """
        idx = list(idx)
        neurons = []
        for nold in self.neurons:
            k = nold[0]  # number of neurons
            ix1 = [i for i in idx if i < k]  # index for current neuron type
            idx = [i-k for i in idx if i >= k]
            func = nold[1]
            number = len(ix1)
            W = nold[2][:, ix1]
            bias = nold[3][ix1]
            neurons.append((number, func, W, bias))
        self.neurons = neurons
        # reset invalid parameters
        self.reset()
        self.B = None

[docs]    def get_B(self):
        """Return B as a numpy array.
        """
        return self.B


[docs]    def set_B(self, B):
        """Set B as a numpy array.

        Args:
            B (matrix): output layer weights matrix, size (`L` * `outputs`)
        """
        assert isinstance(B, np.ndarray), "B should be a Numpy ndarray"
        assert len(B.shape) > 0, "Cannot set empty B"
        assert B.shape[0] == self.L, "Incorrect first dimension: %d expected, %d found" % (self.L, B.shape[0])
        assert B.shape[1] == self.outputs, "Incorrect output dimension: %d expected, %d found" % (self.outputs, B.shape[1])
        self.B = B.astype(self.precision)


[docs]    def get_corr(self):
        """Return current correlation matrices.
        """
        return self.HH, self.HT


[docs]    def set_corr(self, HH, HT):
        """Set pre-computed correlation matrices.

        Args:
            HH (matrix): covariance matrix of hidden layer represenation H, size (`L` * `L`)
            HT (matrix): correlation matrix between H and outputs T, size (`L` * `outputs`)
        """
        assert self.neurons is not None, "Add or load neurons before using ELM"
        assert HH.shape[0] == HH.shape[1], "HH must be a square matrix"
        msg = "Wrong HH dimension: (%d, %d) expected, %s found" % (self.L, self.L, HH.shape)
        assert HH.shape[0] == self.L, msg
        assert HH.shape[0] == HT.shape[0], "HH and HT must have the same number of rows (%d)" % self.L
        assert HT.shape[1] == self.outputs, "Number of columns in HT must equal number of outputs (%d)" % self.outputs
        self.HH = HH.astype(self.precision)
        self.HT = HT.astype(self.precision)


[docs]    def get_neurons(self):
        """Return current neurons.

        Returns:
            neurons (list of tuples (number/int, func/string, W/matrix, B/vector)): current neurons in the model
        """
        return self.neurons


[docs]    def fix_affinity(self):
        """Numpy processor core affinity fix.

        Fixes a problem if all Numpy processes are pushed to CPU core 0.
        """
        if "Linux" in platform.system():
            a = np.random.rand(3, 1)
            np.dot(a.T, a)
            pid = os.getpid()
            os.system("taskset -p 0xffffffff %d >/dev/null" % pid)
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  Source code for hpelm.nnets.slfn_python

# -*- coding: utf-8 -*-
"""This is a fast Python implementation of SLFN.

Created on Sun Sep  6 11:18:55 2015
@author: akusok
"""

import os
import platform

from .slfn import SLFN
import numpy as np
from scipy.linalg import blas, lapack


[docs]class SLFNPython(SLFN):
    """Single Layer Feed-forward Network (SLFN), the neural network that ELM trains.
    """

    def __init__(self, inputs, outputs, norm=None, precision=np.float64):

        super(SLFNPython, self).__init__(inputs, outputs, norm, precision)
        # get correct BLAS/LAPACK functions for precision
        if precision is np.float32:
            self.syrk = blas.ssyrk
            self.posv = lapack.sposv
        elif precision is np.float64:
            self.syrk = blas.dsyrk
            self.posv = lapack.dposv


[docs]    def add_batch(self, X, T, wc=None):
        """Add a batch using Symmetric Rank-K matrix update for HH.
        """
        H = self._project(X)
        T = T.astype(self.precision)
        if wc is not None:  # apply weights if given
            w = np.array(wc**0.5, dtype=self.precision)[:, None]  # re-shape to column matrix
            H *= w
            T *= w

        if self.HH is None:  # initialize space for self.HH, self.HT
            self.HH = np.zeros((self.L, self.L), dtype=self.precision)
            self.HT = np.zeros((self.L, self.outputs), dtype=self.precision)
            np.fill_diagonal(self.HH, self.norm)

        #self.syrk(1, H.T, 1, self.HH, trans=0, overwrite_c=1)  # 'overwrite_c' does not work
        self.HH = self.syrk(1, H.T, 1, self.HH, trans=0)  # self.HH += np.dot(H.T, H)
        self.HT += np.dot(H.T, T)


[docs]    def solve_corr(self, HH, HT):
        """Compute output weights B for given HH and HT.

        Simple but inefficient version, see a better one in solver_python.

        Args:
            HH (matrix): covariance matrix of hidden layer represenation H, size (`L` * `L`)
            HT (matrix): correlation matrix between H and outputs T, size (`L` * `outputs`)
        """
        _, B, info = self.posv(HH, HT)
        if info > 0:
            print("Covariance matrix is not full rank; solving with SVD (slow)")
            print("This happened because you have duplicated or too many neurons")
            HH = HH + np.triu(HH, k=1).T
            B = np.linalg.lstsq(HH, HT)[0]
        return B



[docs]    def get_corr(self):
        """Return current correlation matrices.
        """
        HH = self.HH + np.triu(self.HH, k=1).T
        return HH, self.HT
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  Source code for hpelm.modules.rbf_param

# -*- coding: utf-8 -*-
"""
Created on Thu Apr 16 12:10:02 2015

@author: akusok
"""

from tables import open_file
import numpy as np
from scipy.spatial.distance import cdist

# TODO: use these parameters, or remove them

[docs]def rbf_param(data, k, kind="sqeuclidean"):
    """Calculates parameters for RBF neurons.

    :param data: - a matrix or an HDF5 file
    """
    if "l1" in kind:
        kind = "cityblock"
    elif "inf" in kind:
        kind = "chebyshev"
    else:
        kind = "sqeuclidean"
    if isinstance(data, basestring):
        h5 = open_file(data, "r")
        X = h5.root.data
    else:
        X = np.array(data)
        assert len(X.shape) == 2, "Data must be a 2-dim matrix"
    N = X.shape[0]
    Nk = min(10*k, N-1)
    dist = np.zeros((Nk,))

    ix = np.random.choice(N, size=Nk)
    for i in xrange(Nk):
        j = ix[i]
        if i == j:
            j += 1
        dist[i] = cdist(X[i][None, :], X[j][None, :], kind)
    m = dist.mean()
    s = dist.std()

    # fill centroids as random points
    ix = np.random.choice(N, size=k)
    W = np.empty((X.shape[1], k))
    for i in range(len(ix)):
        W[:, i] = X[ix[i]]

    # fill bias
    B = np.zeros((k,))
    i = 0
    while True:
        b0 = (np.random.rand()-0.5)*2*s + m
        if b0 > 0:
            B[i] = b0
            i += 1
            if i == k:
                break
    if isinstance(data, basestring):
        h5.close()

    return W, B
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  Source code for hpelm.modules.mrsr2

# -*- coding: utf-8 -*-


import numpy as np
from scipy import optimize
from scipy.linalg import lu_factor, lu_solve


[docs]def mrsr2(X, T, kmax, norm=2):
    """Multi-Responce Sparse Regression implementation with linear scaling in number of outputs.

    Basically an L1-regularized regression with multiple outputs, regularization considers all outputs together,
    method returns the best input features one by one and can be stopped early. Compared to an original MRSR this method
    is slower for small problems, but has a linear complexity in the number of outputs instead of exponential one,
    so it is suitable for auto-encoders and other tasks with large output dimensionality.

    Args:
        T (matrix): an (n x p) matrix of targets. The columns of T should have zero mean and same scale (e.g. equal variance).
        X (matrix): an (n x m) matrix of regressors. The columns of X should have zero mean and same scale (e.g. equal variance).
        kmax (int): an integer fixing the number of steps to be run, which equals to the maximum number of regressors in the model.
        norm (from Numpy.linalg.norm): norm to use in MRSR2, can be `1` for L1 or `2` for L2 norm, default `2`.

    Returns:
        i1 (vector): a (1 x kmax) vector of indices revealing the order in which the regressors enter model.

    Reference:
        Better MRSR implementation according to:
        "Common subset selection of inputs in multiresponse regression" by
        Timo Similä and Jarkko Tikka, International Joint Conference on Neural Networks 2006

    Created on Sun Jan 26 13:48:54 2014
    @author: Anton Akusok
    """

    # initializing
    ins = X.shape[1]
    outs = T.shape[1]
    X = np.array(X, order='F')  # Fortran ordering is good for operating columns 
    XA = np.empty(X.shape, order='F')
    XX = np.dot(X.T, X)        
    XT = np.dot(X.T, T)
    rank = []  # active inputs list
    nonrank = range(ins)
    W = np.zeros((ins, outs))  # current projection estimator
    Y = np.zeros(T.shape)  # current target estimator
    Yk1 = np.zeros(T.shape)
    Wk1 = np.zeros((1, outs))
    j_current = None  # currently added input dimension
    kmax = min(kmax, X.shape[0])    
    
    # get ranking
    for _ in xrange(kmax):
        
        # first step
        if len(rank) == 0:
            c_max = -1
            for j in nonrank:
                c_kj = np.linalg.norm(np.dot(T.T, X[:,j]), norm)
                if c_kj > c_max:
                    c_max = c_kj
                    j_max = j
            j_current = j_max  
            # save new input
            rank.append(j_current)
            nonrank.remove(j_current)
            # swap columns
            idx = len(rank)-1
            XA[:,idx] = X[:, j_current]
            y_min = 1
        
        # last step
        elif len(nonrank) == 0:  
            Y = Yk1
            W[rank] = Wk1
            y_min = 1

        # intermediate step        
        else:  
            Yk2 = (Yk1 - Y).T
            T2 = (T - Y).T
            
            X9 = X[:, j_current]
            c_max = np.linalg.norm(np.dot(T2, X9), norm)
            #c_max = np.linalg.norm(np.dot(T2, X[:, j_current]), norm)
            
            #fun = lambda y,x_new: (1-y)*c_max - np.linalg.norm(T2.dot(x_new) - y*Yk2.dot(x_new))
            fun_p = lambda y,p1,p2: (1-y)*c_max - np.linalg.norm(p1 - y*p2)  # super fast parametrized function
    
            # find optimal step (minimum over possible additional inputs) 
            y_min = 1  # upper interval
            for j_new in nonrank:
                x_new = X[:,j_new]
                # pre-calculate constant parts of the optimization function for the given x_new
                p1 = T2.dot(x_new)
                p2 = Yk2.dot(x_new)
                if (1-y_min)*c_max < np.linalg.norm(p1 - y_min*p2):  # skip optimization if min(fun) > y_min
                    try:
                        zero = 1E-15  # finding a value greater than zero
                        y_kj = optimize.brentq(fun_p, zero, y_min, xtol=1E-6, args=(p1,p2))
                        y_min = y_kj
                        j_min = j_new
                    except ValueError:  
                        # ValueError: f(a) and f(b) must have different signs
                        # here f(a) < 0 and f(b) < 0; does not fit our purposes anyway 
                        # ignoring this case
                        pass                  
                    
            if y_min == 1:  # if no suitable solution was found
                j_min = j_new
            j_current = j_min

            # add new input into model
            rank.append(j_current)
            nonrank.remove(j_current)
            # add new input to X matrix
            idx = len(rank)-1
            XA[:,idx] = X[:,j_current]

        # post-update ELM estimation with current set of inputs, with LU-ELM
        XtX = XX[rank,:][:,rank]
        XtT = XT[rank,:]
        LU, piv = lu_factor(XtX)#, overwrite_a=True)
        Wk1 = lu_solve((LU, piv), XtT)#, overwrite_b=True)
        X1 = XA[:,:len(rank)]  # replace fancy indexing with simple one
        Yk1 = np.dot(X1, Wk1)  

        if len(rank) > 1:
            # perform variable length step
            Y = (1-y_min)*Y + y_min*Yk1
            W = (1-y_min)*W     
            W[rank] += y_min*Wk1   
               
    # done, return ranking
    return rank
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