

    
      
          
            
  
What is GeoPySpark?

GeoPySpark is a python language binding library of the scala library,
GeoTrellis [https://github.com/locationtech/geotrellis]. Like GeoTrellis,
this project is released under the Apache 2 License.

GeoPySpark seeks to utilize GeoTrellis to allow for the reading, writing, and
operating on raster data. Thus, its able to scale to the data and still be able
to perform well.

In addition to raster processing, GeoPySpark allows for rasters to be rendered
into PNGs. One of the goals of this project to be able to process rasters at
web speeds and to perform batch processing of large data sets.




Why GeoPySpark?

Raster processing in Python has come a long way; however, issues still arise
as the size of the dataset increases. Whether it is performance or ease of use,
these sorts of problems will become more common as larger amounts of data are
made available to the public.

One could turn to GeoTrellis to resolve the aforementioned problems (and one
should try it out!), yet this brings about new challanges. Scala, while a
powerful language, has something of a steep learning curve. This can put off
those who do not have the time and/or interest in learning a new language.

By having the speed and scalability of Scala and the ease of Python,
GeoPySpark is then the remedy to this predicament.




A Quick Example

Here is a quick example of GeoPySpark. In the following code, we take NLCD data
of the state of Pennslyvania from 2011, and do a polygonal summary of an area
of interest to find the min and max classifcations values of that area.

If you wish to follow along with this example, you will need to download the
NLCD data and the geojson that represents the area of interest. Running these
two commands will download these files for you:

curl -o /tmp/NLCD2011_LC_Pennsylvannia.zip https://s3-us-west-2.amazonaws.com/prd-tnm/StagedProducts/NLCD/2011/landcover/states/NLCD2011_LC_Pennsylvania.zip?ORIG=513_SBDDG
unzip /tmp/NLCD2011_LC_Pennsylvannia.zip
curl -o /tmp/area_of_interest.geojson https://s3.amazonaws.com/geopyspark-test/area_of_interest.json





import json
from functools import partial

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis.constants import SPATIAL, ZOOM
from geopyspark.geotrellis.geotiff_rdd import get
from geopyspark.geotrellis.catalog import write

from shapely.geometry import Polygon, shape
from shapely.ops import transform
import pyproj


# Create the GeoPyContext
geopysc = GeoPyContext(appName="example", master="local[*]")

# Read in the NLCD tif that has been saved locally.
# This tif represents the state of Pennsylvania.
raster_rdd = get(geopysc=geopysc, rdd_type=SPATIAL,
uri='/tmp/NLCD2011_LC_Pennsylvania.tif',
options={'numPartitions': 100})

tiled_rdd = raster_rdd.to_tiled_layer()

# Reproject the reclassified TiledRasterRDD so that it is in WebMercator
reprojected_rdd = tiled_rdd.reproject(3857, scheme=ZOOM).cache().repartition(150)

# We will do a polygonal summary of the north-west region of Philadelphia.
with open('/tmp/area_of_interest.json') as f:
    txt = json.load(f)

geom = shape(txt['features'][0]['geometry'])

# We need to reporject the geometry to WebMercator so that it will intersect with
# the TiledRasterRDD.
project = partial(
    pyproj.transform,
    pyproj.Proj(init='epsg:4326'),
    pyproj.Proj(init='epsg:3857'))

area_of_interest = transform(project, geom)

# Find the min and max of the values within the area of interest polygon.
min_val = reprojected_rdd.polygonal_min(geometry=area_of_interest, data_type=int)
max_val = reprojected_rdd.polygonal_max(geometry=area_of_interest, data_type=int)

print('The min value of the area of interest is:', min_val)
print('The max value of the area of interest is:', max_val)

# We will now pyramid the relcassified TiledRasterRDD so that we can use it in a TMS server later.
pyramided_rdd = reprojected_rdd.pyramid(start_zoom=1, end_zoom=12)

# Save each layer of the pyramid locally so that it can be accessed at a later time.
for pyramid in pyramided_rdd:
    write('file:///tmp/nld-2011', 'pa', pyramid)








Contact and Support

If you need help, have questions, or like to talk to the developers (let us
know what you’re working on!) you contact us at:



	Gitter [https://gitter.im/geotrellis/geotrellis]


	Mailing list [https://locationtech.org/mailman/listinfo/geotrellis-user]







As you may have noticed from the above links, those are links to the GeoTrellis
gitter channel and mailing list. This is because this project is currently an
offshoot of GeoTrellis, and we will be using their mailing list and gitter
channel as a means of contact. However, we will form our own if there is
a need for it.

















          

      

      

    

  

    
      
          
            
  
Changelog


0.1.0

The first release of GeoPySpark! After being in development for the past 6
months, it is now ready for its initial release! Since nothing has been changed
or updated per se, we’ll just go over the features that will be present in
0.1.0.

geopyspark.geotrellis



	Create a RasterRDD from GeoTiffs that are stored locally, on S3, or on
HDFS.


	Serialize Python RDDs to Scala and back.


	Perform various tiling operations such as tile_to_layout, cut_tiles,
and pyramid.


	Stitch together a TiledRasterRDD to create one Raster.


	rasterize geometries and turn them into RasterRDD.


	reclassify values of Rasters in RDDs.


	Calculate cost_distance on a TiledRasterRDD.


	Perform local and focal operations on TiledRasterRDD.


	Read, write, and query GeoTrellis tile layers.


	Read tiles from a layer.


	Added PngRDD to make rendering to PNGs more efficient.


	Added RDDWrapper to provide more functionality to the RDD classes.


	Polygonal summary methods are now available to TiledRasterRDD.


	Eublidean distance added to TiledRasterRDD.


	Neighborhoods submodule added to make focal operations easier.







geopyspark.command



	GeoPySpark can now be used a script to download the jar.
Used when installing GeoPySpark from pip.







Documentation



	Added docstrings to all python classes, methods, etc.


	Core-Concepts, rdd, geopycontext, and catalog.


	Ingesting and creating a tile server with a greyscale data.


	Ingesting and creating a tile server with data from Sentinel.













          

      

      

    

  

    
      
          
            
  
Contributing

We value all kinds of contributions from the community, not just actual
code. Perhaps the easiest and yet one of the most valuable ways of
helping us improve GeoPySpark is to ask questions, voice concerns or
propose improvements on the GeoTrellis Mailing
List [https://locationtech.org/mailman/listinfo/geotrellis-user].
As of now, we will be using this to interact with our users. However, this
could change depending on the volume/interest of users.

If you do like to contribute actual code in the form of bug fixes, new
features or other patches this page gives you more info on how to do it.


Building GeoPySpark


	Install and setup Hadoop (the master branch is currently built with 2.0.1).


	Check out this repository.


	Pick the branch corresponding to the version you are targeting


	Run make install to build GeoPyspark.







Style Guide

We try to follow the PEP 8 Style Guide for Python Code [https://www.python.org/dev/peps/pep-0008/] as closely as possible,
although you will see some variations throughout the codebase. When in
doubt, follow that guide.




Git Branching Model

The GeoPySpark team follows the standard practice of using the
master branch as main integration branch.




Git Commit Messages

We follow the ‘imperative present tense’ style for commit messages.
(e.g. “Add new EnterpriseWidgetLoader instance”)




Issue Tracking

If you find a bug and would like to report it please go there and create
an issue. As always, if you need some help join us on
Gitter [https://gitter.im/locationtech/geotrellis] to chat with a
developer. As with the mailing list, we will be using the GeoTrellis
gitter channel until the need arises to form our own.




Pull Requests

If you’d like to submit a code contribution please fork GeoPySpark and
send us pull request against the master branch. Like any other open
source project, we might ask you to go through some iterations of
discussion and refinement before merging.

As part of the Eclipse IP Due Diligence process, you’ll need to do some
extra work to contribute. This is part of the requirement for Eclipse
Foundation projects (see this page in the Eclipse
wiki [https://wiki.eclipse.org/Development_Resources/Handling_Git_Contributions#Git]
You’ll need to sign up for an Eclipse account with the same email you
commit to github with. See the Eclipse Contributor Agreement text
below. Also, you’ll need to signoff on your commits, using the
git commit -s flag. See
https://help.github.com/articles/signing-tags-using-gpg/ for more info.




Eclipse Contributor Agreement (ECA)

Contributions to the project, no matter what kind, are always very
welcome. Everyone who contributes code to GeoTrellis will be asked to
sign the Eclipse Contributor Agreement. You can electronically sign the
Eclipse Contributor Agreement
here [https://www.eclipse.org/legal/ECA.php].




Editing these Docs

Contributions to these docs are welcome as well. To build them on your own
machine, ensure that sphinx and make are installed.


Installing Dependencies


Ubuntu 16.04

> sudo apt-get install python-sphinx python-sphinx-rtd-theme








Arch Linux

> sudo pacman -S python-sphinx python-sphinx_rtd_theme








MacOS

brew doesn’t supply the sphinx binaries, so use pip here.




Pip

> pip install sphinx sphinx_rtd_theme










Building the Docs

Assuming you’ve cloned the GeoTrellis repo [https://github.com/locationtech/geotrellis], you can now build the docs
yourself. Steps:


	Navigate to the docs/ directory


	Run make html


	View the docs in your browser by opening _build/html/index.html





Note

Changes you make will not be automatically applied; you will have
to rebuild the docs yourself. Luckily the docs build in about a second.






File Structure

There is currently not a file structure in place for docs. Though, this will
change soon.









          

      

      

    

  

    
      
          
            
  
Core Concepts


Dealing with GeoTrellis Types

Because GeoPySpark is a binding of an existing project, GeoTrellis, some
terminology and data representations have carried over. This section seeks
to explain this jargon in addition to describing how GeoTrellis types are
represented in GeoPySpark.

You may notice as read through this section that camel case is used instead of
Python’s more traditional naming convention for some values. This is because
Scala uses this style of naming, and when it receives data from Python it
expects the value names to be in camel case.


Raster

GeoPySpark differs in how it represents rasters from other geo-spatial Python
libraries like rasterio. In GeoPySpark, they are represented as a dict.


	The fields used to represent rasters:

	
	no_data_value: The value that represents no data in raster. This can be
represented by a variety of types depending on the value type of the raster.


	data (nd.array): The raster data itself. It is contained within a NumPy
array.








Note: All rasters in GeoPySpark are represented as having multiple bands,
even if the original raster just contained one.




ProjectedExtent

Describes both the area on Earth a raster represents in addition to its CRS.
In GeoPySpark, this is represented as a dict.


	The fields used to represent ProjectedExtent:

	
	extent (Extent): The area the raster
represents.


	epsg (int, optional): The EPSG code of the CRS.


	proj4 (str, optional): The Proj.4 string representation of the CRS.








Example:

extent = Extent(0.0, 1.0, 2.0, 3.0)

# using epsg
epsg_code = 3857
projected_extent = {'extent': extent, 'epsg': epsg}

# using proj4
proj4 = "+proj=merc +lon_0=0 +k=1 +x_0=0 +y_0=0 +a=6378137 +b=6378137 +towgs84=0,0,0,0,0,0,0 +units=m +no_defs "
projected_extent = {'extent': extent, 'proj4': proj4}





Note: Either epsg or proj4 must be defined.




TemporalProjectedExtent

Describes the area on Earth the raster represents, its CRS, and the time the
data was collected. In GeoPySpark, this is represented as a dict.


	The fields used to represent TemporalProjectedExtent.

	
	extent (Extent): The area the raster
represents.


	epsg (int, optional): The EPSG code of the CRS.


	proj4 (str, optional): The Proj.4 string representation of the CRS.


	instance (int): The time stamp of the raster.








Example:

extent = Extent(0.0, 1.0, 2.0, 3.0)

epsg_code = 3857
instance = 1.0
projected_extent = {'extent': extent, 'epsg': epsg, 'instance': instance}





Note: Either epsg or proj4 must be defined.




SpatialKey

Represents the position of a raster within a grid. This grid is a 2D plane
where raster positions are represented by a pair of coordinates. In GeoPySpark,
this is represented as a dict.


	The fields used to represent SpatialKey:

	
	col (int): The column of the grid, the numbers run east to west.


	row (int): The row of the grid, the numbers run north to south.








Example:

spatial_key = {'col': 0, 'row': 0}








SpaceTimeKey

Represents the position of a raster within a grid. This grid is a 3D plane
where raster positions are represented by a pair of coordinates as well as a z
value that represents time. In GeoPySpark, this is represented as a dict.


	The fields used to reprsent SpaceTimeKey:

	
	col (int): The column of the grid, the numbers run east to west.


	row (int): The row of the grid, the numbers run north to south.


	instance (int): The time stamp of the raster.








Example:

spatial_key = {'col': 0, 'row': 0, 'instant': 0.0}










How Data is Stored in RDDs

All data that is worked with in GeoPySpark is at some point stored within a RDD.
Therefore, it is important to understand how GeoPySpark stores, represents, and
uses these RDDs throughout the library.

GeoPySpark does not work with PySpark RDDs, but rather, uses Python classes
that are wrappers of classes in Scala that contain and work with a Scala RDD.
The exact workings of this relationship between the Python and Scala classes
will not be discussed in this guide, instead the focus will be on what these
Python classes represent and how they are used within GeoPySpark.

All RDDs in GeoPySpark contain tuples, which will be referred to in this guide
as (K, V). V will always be a raster, but K differs depending on
both the wrapper class and the nature of the data itself.


Where is the Actual RDD?

The actual RDD that is being worked on exists in Scala. Even if the RDD was
originally created in Python, it will be serialized and sent over to Scala
where it will be decoded into a Scala RDD.

None of the operations performed on the RDD occur in Python, and the only time
the RDD will be moved to Python is if the user decides to bring it over.




RasterRDD

RasterRDD is one of the two wrapper classes in GeoPySpark and deals with
untiled data. What does it mean for data to be untiled? It means that each
element within the RDD has not been modified in such a way that would make it
a part of a larger, overall layout. For example, a distributed collection of
rasters of a contiguous area could be derived from GeoTiffs of different sizes.
This, in turn, could mean that there’s a lack of uniformity when viewing the
area as a whole. It is this, “raw” data that is stored within RasterRDD.

It would help to have all of the data uniform when working with it, and that is
what RasterRDD accomplishes. The point of this class is to format the data
within the RDD to a specified layout.

As mentioned in the previous section, both wrapper classes hold data in tuples.
With the K of each tuple being different between the two. In the case of
RasterRDD, K is either ProjectedExtent
or TemporalProjectedExtent.




TiledRasterRDD

TiledRasterRDD is the second of the two wrapper classes in GeoPySpark and
deals with tiled data. Which means the rasters inside of the RDD have been
fitted to a certain layout. The benefit of having data in this state is that
now it will be easy to work with. It is with this class that the user will be
able to perform map algebra, pyramid, and save the RDD among other operations.

As mentioned in the previous section, both wrapper classes hold data in tuples.
With the K of each tuple being different between the two. In the case of
TiledRasterRDD, K is either SpatialKey or SpaceTimeKey.









          

      

      

    

  

    
      
          
            
  
GeoPyContext

GeoPyContext is a class that acts as a
wrapper for SparkContext in GeoPySpark. Why have such a class? It has to do
with how the Python and Scala code communicate with one another. By hooking
into the JVM, the Python side is able to access classes, objects, and functions
from Scala. This also holds true for Scala, which is able to send over values
to Python.

Before being sent to the other side, though, the values must be formatted in
such a way so they can be serialized/deserialzed. GeoPyContext makes this a
little easier by providing methods that will prepare the data before it is
sent over. This is why a GeoPyContext instance is needed for almost all
functions and class constructors.


Initializing GeoPyContext

Initializing GeoPyContext can be done through two different methods:
either by giving it an exisiting SparkContext, or by passing in the
arguments used to construct a SparkContext.

from geopyspark.geopycontext import GeoPyContext

from pyspark import SparkContext

# Using an existing SparkContext.
sc = SparkContext(appName="example", master="local[*]")

geopysc = GeoPyContext(sc)

# Using SparkContext args.
geopysc = GeoPyContext(appName="example", master="local[*]")











          

      

      

    

  

    
      
          
            
  
RasterRDD and TiledRasterRDD

This section seeks to explain how to create and use RasterRDD and
TiledRasterRDD. Before continuing this example, it is suggested that
you read How Data is Stored in RDDs.


Creating RasterRDD and TiledRasterRDD


RasterRDD

Of the two different RDD classes, RasterRDD has the least number of ways
to be initialized. There are just two: through reading GeoTiffs from the local
file system, S3, or HDFS; or from an existing PySpark RDD.


From GeoTiffs

The get() method in
geopyspark.geotrellis.geotiff_rdd creates an instance of RasterRDD from
GeoTiffs.

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis.constants import SPATIAL
from geopyspark.geotrellis.geotiff_rdd import get

geopysc = GeoPyContext(appName="rasterrdd-example", master="local")

raster_rdd = get(geopysc=geopysc, rdd_type=SPATIAL, "path/to/your/geotiff.tif")





Note: If you have multiple GeoTiffs, you can just specify the directory where
they’re all stored. Or if the GeoTiffs are spread out in multiple locations,
you can give get a list of the places to read in the GeoTiffs.




From PySpark RDDs

The second option is to create a new RasterRDD from a PySpark RDD via the
from_numpy_rdd() class method.
This step is a bit more involved than the last, as it requires the data within
the PySpark RDD to be formatted in a specific way.

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis import Extent
from geopyspark.geotrellis.constants import SPATIAL
from geopyspark.geotrellis.rdd import RasterRDD

import numpy as np

geopysc = GeoPyContext(appName="rasterrdd-example", master="local")

arr = np.ones((1, 16, 16), dtype=int)

# The raster data that will be contained in this RasterRDD will be 16x16,
# and will have a noData value of -500.
tile = {'no_data_value': -500, 'data': arr}

extent = Extent(0.0, 1.0, 2.0, 3.0)

# Since the RasterRDD will be SPATIAL, a ProjectedExtent is constructed.
projected_extent = {'extent': extent, 'epsg': 3857}

# Create a PySpark RDD that contains a single tuple, (projected_extent, tile)
# Note: The order of the values in the tuple is important. ProjectedExtent
# or TemporalProjectedExtent MUST Be the first element.
rdd = geopysc.pysc.parallelize([(projected_extent, tile)])

raster_rdd = RasterRDD.from_numpy_rdd(geopysc=geopysc, rdd_type=SPATIAL, numpy_rdd=rdd)










TiledRasterRDD

Unlike RasterRDD, TiledRasterRDD has multiple ways of being created.


From PySpark RDDs

TiledRasterRDD also has the class method,
from_numpy_rdd().

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis import Extent, TileLayout, Bounds, LayoutDefinition
from geopyspark.geotrellis.constants import SPATIAL
from geopyspark.geotrellis.rdd import TiledRasterRDD

import numpy as np

geopysc = GeoPyContext(appName="tiledrasterrdd-example", master="local")

data = np.array([[
    [1.0, 1.0, 1.0, 1.0, 1.0],
    [1.0, 1.0, 1.0, 1.0, 1.0],
    [1.0, 1.0, 1.0, 1.0, 1.0],
    [1.0, 1.0, 1.0, 1.0, 1.0],
    [1.0, 1.0, 1.0, 1.0, 0.0]]])

# Data to be placed within the TiledRasterRDD.
# Each value is a tuple where the first value is either a SpatialKey or a
# SpaceTime. With the second being the tile.
layer = [({'row': 0, 'col': 0}, {'no_data_value': -1.0, 'data': data}),
         ({'row': 1, 'col': 0}, {'no_data_value': -1.0, 'data': data}),
         ({'row': 0, 'col': 1}, {'no_data_value': -1.0, 'data': data}),
         ({'row': 1, 'col': 1}, {'no_data_value': -1.0, 'data': data})]

# Creating the PySpark RDD.
rdd = BaseTestClass.geopysc.pysc.parallelize(layer)

# All TiledRasterRDDs have metadata that describes the layout of data within
# it. Therefore, in order to create it from a PySpark RDD, the metadata must
# be either created, or taken from elsewhere.
extent = Extent(0.0, 0.0, 33.0, 33.0)
layout = TileLayout(2, 2, 5, 5)
bounds = Bounds({'col': 0, 'row': 0}, {'col': 1, 'row': 1})
layout_definition = LayoutDefinition(extent, layout)

metadata = Metadata(
    bounds=bounds,
    crs='+proj=longlat +datum=WGS84 +no_defs ',
    cell_type='float32ud-1.0',
    extent=extent,
    layout_definition=layout_definition)

tiled_rdd = TiledRasterRDD.from_numpy_rdd(geopysc=geopysc, rdd_type=SPATIAL,
                                          numpy_rdd=rdd, metadata=metadata)








Through Rasterization

Another means of producing TiledRasterRDD is through rasterizing a Shapely
geometry via the rasterize()
method.

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis import Extent
from geopyspark.geotrellis.constants import SPATIAL
from geopyspark.geotrellis.rdd import TiledRasterRDD

from shapely.geometry import Polygon

geopysc = GeoPyContext(appName="tiledrasterrdd-example", master="local")

extent = Extent(0.0, 0.0, 11.0, 11.0)

polygon = Polygon([(0, 11), (11, 11), (11, 0), (0, 0)])

# Creates a TiledRasterRDD from a Shapely Polygon. The resulting raster will
# be 256x256 and all values within it are 1.
tiled_rdd = TiledRasterRDD.rasterize(geopysc=geopysc, rdd_type=SPATIAL,
                                     geometry=polygon, extent=extent,
                                     cols=256, rows=256, fill_value=1)








Through Euclidean Distance

The final way to create TiledRasterRDD is by calculating the Euclidean of
a Shapely geometry. euclidean_distance()
is the class method which does this. While you can use any geometry to perform
Euclidean distance, it is recommended not to use Polygons if they cover
many cells of the resulting raster. As this can impact performance in a
negative way.

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis import Extent
from geopyspark.geotrellis.constants import SPATIAL
from geopyspark.geotrellis.rdd import TiledRasterRDD

from shapely.geometry import MultiPoint
import pyproj

geopysc = GeoPyContext(appName="tiledrasterrdd-example", master="local")

# Shapely produces points in LatLng by default. However, GeoPySpark tends to
# work with values in WebMercator, so we must reproject the geometries.
latlong = pyproj.Proj(init='epsg:4326')
webmerc = pyproj.Proj(init='epsg:3857')
points = MultiPoint([pyproj.transform(latlong, webmerc, 1, 1),
                     pyproj.transform(latlong, webmerc, 2, 2)])

# Makes a TiledRasterRDD from the Euclidean distance calculation.
# The resulting TiledRasterRDD will have a zoom level of 7.
tiled_rdd = TiledRasterRDD.euclidean_distance(geopysc=geopysc,
                                              geometry=points,
                                              source_crs=3857,
                                              zoom=7)












Using RasterRDD and TiledRasterRDD

After initializing RasterRDD and/or TiledRasterRDD, it is now time to
use them.


Common Methods

While different in terms of functionality, RasterRDD and TiledRasterRDD
both share some methods.


Converting to a PySpark RDD

If you wish to you convert to a PySpark RDD, it can be done via the
to_numpy_rdd method.

# RasterRDD
raster_rdd.to_numpy_rdd()

# TiledRasterRDD
tiled_rdd.to_numpy_rdd()








Reclassifying Values

reclassify can reclassify values in either RasterRDD or
TiledRasterRDD. This is done by binning each value in the RDD.

The boundary_startegy will determine how each value will be binned. These
are the strategies to choose from: GREATERTHAN, GREATERTHANOREQUALTO,
LESSTHAN, LESSTHANOREQUALTO, and EXACT.

If a value does not fall within the boundary, then it’s given the
no_data_value. A different replacement can be used instead
with replace_nodata_with.

from geopyspark.geotrellis.constants import EXACT, LESSTHAN

value_map = {1: 0}
# All values less than or equal to 1 will now become zero.
# Any other number is now whatever the no_data_value is for this
# TiledRasterRDD
tiled_rdd.reclassify(value_map=value_map, data_type=int)

value_map = {5.0: 10.0, 15.0: 20.0}

# Only 5.0 and 15.0 will be reclassified. Everything else will become -1000.0
tiled_rdd.relcassify(value_map=value_map, data_type=float, boundary_strategy=EXACT,
                     replace_no_data_with=-1000.0)








Min and Max

get_min_max will produce the min and max values of the RDD. They always be
returned as floats. Regardless of the type of the values.

tiled_rdd.get_min_max()










RasterRDD

The purpose of RasterRDD is store and format data to produce a
TiledRasterRDD. Thus, this class lacks the methods needed to perform any
kind of spatial analysis. It can be thought of as something of an “organizer”.
Which sorts and lays out the data so that TiledRasterRDD can perform
operations on the data.


Collecting Metadata

In order to convert a RasterRDD to a TiledRasterRDD the
Metadata must first be collected; as it
contains the information on how the data should be formatted and laid out in
the TiledRasterRDD. collect_metadata()
is used to obtain the metadata, and it can accept to different types of inputs
depending on how one wishes to layout the data.

The first option is to specify an Extent and a
TileLayout for the Metadata. Where the
Extent is the area that will be covered by the Tiles and the
TileLayout describes the Tiles and the grid they’re arranged on.

from geopyspark.geotrellis import Extent, TileLayout

extent = Extent(0.0, 0.0, 33.0, 33.0)
tile_layout = TileLayout(2, 2, 256, 256)

# The Metadata that will be returned will conform to the extent and tile
# layout that was given. In this case, the rasters will be tiled into a 2x2
# grid with each Tile having 256 cols and rows. This grid will cover the
# area within the extent.
md = raster_rdd.collect_metadata(extent=extent, layout=tile_layout)





The other option is to simply give collect_metadata the tile_size
that each Tile should be in the resulting grid. Extent and
TileLayout will be calculated from this size. Using this method will ensure
that the native resolutions of the rasters are kept.

# tile_size has a default value of 256. If this works for your case, then
# you can just do this
md = raster_rdd.collect_metadata()

# Otherwise, you can specify your own tile_size.
md = raster_rdd.collect_metadata(tile_size=512)








Formatting the Data to a Layout

Once Metadata has been obtained, RasterRDD will be able to format the
data, which will result in a new TiledRasterRDD instance. There are two
methods to do this: cut_tiles() and
tile_to_layout().

Both of these methods have the same inputs and similar outputs, however, there is one key
difference between the two. cut_tiles will cut the rasters to the given
layout, but will not fix any overlap that may occur. Whereas tile_to_layout
will cut and then merge together areas that are overlapped. This matters as
each Tile is referenced by a key, and if there’s overlap than there could
be duplicate keys.

Therefore, it is recommended to use tile_to_layout to ensure there is no
duplication.

md = raster_rdd.collect_metadata()
tiled_rdd = raster_rdd.tile_to_layout(layer_metadata=md)

# resample_method can be set when doing the formatting. For this example,
# BILINEAR will be used. The defatul method is NEARESTNEIGHBOR.

from geopyspark.geotrellis.constants import BILINEAR

tiled_rdd = raster_rdd.tile_to_layout(layer_metadata=md, resample_method=BILINEAR)








A Quicker Way to TiledRasterRDD

to_tiled_layer() allows the user to
layout their data and produce a TiledRasterRDD in just one step. This
method is collect_metadata and tile_to_layout combined, and is used to
save a little time when writing.

# Using Extent and TileLayout

from geopyspark.geotrellis import Extent, TileLayout

extent = Extent(0.0, 0.0, 33.0, 33.0)
tile_layout = TileLayout(2, 2, 256, 256)

tiled_rdd = raster_rdd.to_tiled_layer(extent=extent, layout=tile_layout)

# Or using tile_size instead

tiled_rdd = raster_rdd.to_tiled_layer()










TiledRasterRDD

TiledRasterRDD will be the class that will see the most use. It provides
all the methods needed to perform a computations and analysis on the data. When
reading and saving layers, this class will be used.


A Note on Using Geometries

Before doing operations that involve geometries, it is important to check to
make sure that the geometry is in the correct projection. Geometries created
through Shapely are in LatLong. Unless the data in TiledRasterRDD is also
in this projection, the geometry being used will need to be reprojected.

from functools import partial

from shapely.geometry import Polygon
from shapely.ops import transform
import pyproj

polygon = Polygon([(0, 0), (10, 0), (10, 10), (0, 10), (0, 0)])

# Reporjects the geometry to WebMercator so that it will intersect with
# the TiledRasterRDD.
project = partial(
    pyproj.transform,
    pyproj.Proj(init='epsg:4326'),
    pyproj.Proj(init='epsg:3857'))

reprojected_polygon = transform(project, geom)








Reprojecting

Often the tiles within TiledRasterRDD will have to be reprojected. There is
a method to do this aptly named, reproject().
If you wish to create a TMS server from this data, then this method should be
used to ensure that the layout will work when pyramiding (more on that in a
bit).

If you do not wish to create a TMS server, and just want to reproject the data,
then there are two different ways to different ways to do so.

# Using Extant and TileLayout

from geopyspark.geotrellis import Extent, TileLayout

extent = Extent(0.0, 0.0, 33.0, 33.0)
tile_layout = TileLayout(2, 2, 256, 256)

reprojected_rdd = tiled_rdd.reproject(target_crs=3857, extent=extent,
                                      layout=tile_layout)

# Using tile_size

reprojected_rdd = tiled_rdd.reproject(target_crs=3857)





If you want to make a TMS server, then there is only one option available
for reprojecting.

from geopyspark.geotrellis.constants import ZOOM

reprojected_rdd = tiled_rdd.reproject(target_crs=3857, scheme=ZOOM)

# Reprojecting with different tile_size

reprojected_rdd = tiled_rdd.reproject(target_crs=3857, scheme=ZOOM, tile_size=512)





What is the difference between using and not using ZOOM? It has to do with
how GeoTrellis represents the layout of the data in the RDD. There are three
different classes GeoTrellis uses: LayoutDefinition,
FloatingLayoutScheme and ZoomedLayoutScheme. The exact nature and
differences between these classes will not be discussed here, rather, a brief
explanation will be given.

Because the resolution of images changes as one zooms in and out when using
a TMS server, the layout of the tiles changes. Neither LayoutDefinition or
FloatingLayoutScheme have the ability to adjust the layout from a zoom.
Only ZoomedLayoutScheme can do this, which is why it must be set when
reprojecting.




Retiling

It is possible to change the layout of the tiles within TiledRasterRDD
via tile_to_layout().

from geopyspark.geotrellis import Extent, TileLayout, LayoutDefinition

extent = Extent(100.0, 100.0, 250.0, 250.0)
tile_layout = TileLayout(5, 5, 256, 256)
layout_definition = TileDefinition(extent, tile_layout)

retiled_rdd = tiled_rdd.tile_to_layout(layout=layout_definition)








Masking

By using mask(), the
TiledRasterRDD can be masekd using one or more Shapely geometries.

 from shapely.geometry import Polygon

polygon = Polygon([(0, 0), (10, 0), (10, 10), (0, 10), (0, 0)])

# The resulting TiledRasterRDD will only contain values that were interested
# by this Polygon

masked_rdd = tiled_rdd.mask(geometries=polygon)








Stitching

Using stitch() will produce
a single raster by stitching together all of the tiles within the
TiledRasterRDD. This can only be done with SPATIAL RDDs, and is not
recommended if the data contained within is large. As it can cause crashes due
to its size.

raster = tiled_rdd.stitch()








Pyramiding

Before creating a TMS server, a TiledRasterRDD needs to be pyramided first.
pyramid() will create a new
TiledRasterRDD for each zoom level, and the resulting list can then be
either be accessed to fetch specific tiles or can be saved for later use.

# Creates 12 new TiledRasterRDDs where each one has a different layout
# depending on its zoom level.
pyramided_rdds = tiled_rdd.pyramid(start_zoom=12, end_zoom=1)





Why is start_zoom greater than end_zoom? This is because start_zoom
represents the lowest or most zoomed level of the pyramid. And the pyramiding
process starts with the greatest zoom and works its way up to the most zoomed
out.




Operations

TiledRasterRDDs can perform both local and focal operations.


Local

Performing local operations with TiledRasterRDDs can be performed with
ints, floats, or other TiledRasterRDDs.

# All values will have one added to them
tiled_rdd + 1

# Find the average of two TiledRasterRDDs
(tiled_rdd_1 + tiled_rdd_2) / 2

# The position of TiledRasterRDD in the operation doesn't matter, so it can
# be used on either side of of the operation.
1 / (5 - tiled_rdd)








Focal

Focal operations are done by selecting both a neighborhood and a
operation. Because the inputs must be sent over to Scala, the operation
must be entered in the form of a constant.

The values used to represent operation are: SUM, MIN, MAX,
MEAN, MEDIAN, MODE, STANDARDDEVIATION, ASPECT, and
SLOPE. These are all of the current available focal operations that can be
done in GeoPySpark.

neighborhood can be specified with either a
Neighboorhod sub-class, or a
constant.

from geopyspark.geotrellis.neighborhoods import Square
from geopyspakr.geotrellis.constants import SLOPE

# Creates a Square neighborhood. Setting extent to 1 will mean that only one
# cell past the focus of the bounding box will be included in the
# neighborhood. Thus it creates a neighborhood that is 3x3 cells in size.
square_neighborhood = Square(extent=1)

# Calculate the slope for each neighborhood in the TiledRasterRDD
slope_rdd = tiled_rdd.focal(operation=SLOPE, neighborhood=square_neighborhood)


# To perform a focal operation with creating a Neighborhood class.

from geopyspark.geotrellis.constants import SQUARE

# Since a class wasn't initialized, the parameters to make the neighborhood
# must be passed in to the method. Square only requires one parameter, so
# only param_1 needs to be set.
slope_rdd = tiled_rdd.focal(operation=SLOPE, neighborhood=SQUARE, param_1=1)










Polygonal Summary Methods

In addition to local and focal methods, TiledRasterRDD can also perform
polygonal summary methods. Using Shapely geometries, one can find the min, max,
sum, and mean of all of the values intersected by the geometry.

from shapely.geometry import Polygon

polygon = Polygon([(0, 0), (10, 0), (10, 10), (0, 10), (0, 0)])

# Finds the min value that falls inside the Polygon. The data type of the
# values within the Tiles must be stated. For this example, they are ints.
tiled_rdd.polygonal_min(geometry=polygon, data_type=int)

# Finds the max value that falls inside the Polygon.
tiled_rdd.polygonal_max(geometry=polygon, data_type=float)

# Finds the sum of the values that fall inside the Polygon.
tiled_rdd.polygonal_sum(geometry=polygon, data_type=int)

# polygonal_mean will always return a float, so there's no need to set
# data_type.
tiled_rdd.polygonal_mean(geometry=polygon)








Cost Distance

It’s possible to calculate the cost distance of a TiledRasterRDD via
cost_distance().

from shapely.geometry import Point

points = [Point(0, 0), Point(1, 2)]

tiled_rdd.cost_distance(geometries=points, max_distance=144000)















          

      

      

    

  

    
      
          
            
  
Catalog

The Catalog class allows the user to read, write, and query GeoTrellis
layers in GeoPySpark. Because GeoPySpark is a Python binding of GeoTrellis,
the layers it saves are GeoTrellis layers.


Accessing the Data

GeoPySpark supports various backends to read and save data to and from. These
are the current backends supported:



	Local Filesystem


	HDFS


	S3


	Cassandra


	HBase


	Accumulo







Each of these needs to accessed via the URI for the given system. Here are
example URIs for each:



	Local Filesystem: file://my_folder/my_catalog/


	HDFS: hdfs://my_folder/my_catalog/


	S3: s3://my_bucket/my_catalog/


	Cassandra: cassandra:name?username=user&password=pass&host=host1&keyspace=key&table=table


	HBase: hbase://zoo1, zoo2: port/table


	Accumulo: accumulo://username:password/zoo1, zoo2/instance/table







It is important to note that neither HBase or Accumulo have native support for
URIs. Thus, GeoPySpark uses its own pattern for these two systems.


	The URI for HBase follows this pattern:

	
	hbase://zoo1, zoo2, …, zooN: port/table






	The URI for Accumulo follows this pattern:

	
	accumulo://username:password/zoo1, zoo2/instance/table








Some backends require various options to be set, and each function in
Catalog has an options parameter where they can specified. These are
the backends that need additional values and the options to set for each.


	Fields that can be set for Cassandra:

	
	replicationStrategy (str, optional): If not specified, then
‘SimpleStrategy’ will be used.


	replicationFactor (int, optional): If not specified, then 1 will be used.


	localDc (str, optional): If not specified, then ‘datacenter1’ will be used.


	usedHostsPerRemoteDc (int, optional): If not specified, then 0 will be used.


	
	allowRemoteDCsForLocalConsistencyLevel (int, optional): If you’d like this feature,

	then the value would be 1, Otherwise, the value should be 0. If not specified,
then 0 will be used.











	Fields that can be set for HBase:

	
	master (str, optional): If not specified, then null will be used.









A Note on the Formatting of Rasters

A small, but important, note needs to be made about how rasters that are saved
and/or read in are formatted in GeoPySpark. All rasters will be treated as a
MultibandTile. Regardless if they were one to begin with. This was a design
choice that was made to simplify both the backend and the API of GeoPySpark.









          

      

      

    

  

    
      
          
            
  
Ingesting a Grayscale Image

This example shows how to ingest a grayscale image and save the resultsr
locally.


The Code

Here’s the code to run the ingest.

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis.constants import SPATIAL, ZOOM
from geopyspark.geotrellis.catalog import write
from geopyspark.geotrellis.geotiff_rdd import get

geopysc = GeoPyContext(appName="python-ingest", master="local[*]")

# Read the GeoTiff from S3
rdd = get(geopysc, SPATIAL, "file:///tmp/cropped.tif")

metadata = rdd.collect_metadata()

# tile the rdd to the layout defined in the metadata
laid_out = rdd.tile_to_layout(metadata)

# reproject the tiled rasters using a ZoomedLayoutScheme
reprojected = laid_out.reproject("EPSG:3857", scheme=ZOOM)

# pyramid the TiledRasterRDD to create 12 new TiledRasterRDDs
# one for each zoom level
pyramided = reprojected.pyramid(start_zoom=12, end_zoom=1)

# Save each TiledRasterRDDs locally
for tiled in pyramided:
    write("file:///tmp/python-catalog", "python-ingest", tiled)






Running the Code

Before you can run this example, the example file will have to be downloaded.
Run this command to save the file locally in the /tmp directory.

curl -o /tmp/cropped.tif https://s3.amazonaws.com/geopyspark-test/example-files/cropped.tif





Running the code is simple, and you have two different ways of doing it.

The first is to copy and paste the code into a console like, iPython, and then
running it.

The second is to place this code in a Python file and then saving it. To run it
from the file, go to the directory the file is in and run this command

python3 file.py





Just replace file.py with whatever name you decided to call the file.






Breaking Down the Code

Now that the code has been written let’s go through it step-by-step to see
what’s actually going on.


Reading in the Data

geopysc = GeoPyContext(appName="python-ingest", master="local[*]")

# Read the GeoTiff from S3
rdd = get(geopysc, SPATIAL, "s3:///tmp/cropped.tif")





Before doing anything when using GeoPySpark, it’s best to create a
GeoPyContext instance. This acts as a wrapper for
SparkContext, and provides some useful, behind-the-scenes methods for other
GeoPySpark functions.

After the creation of geopysc we can now read the data. For this example,
we will be reading a single GeoTiff that contains only spatial data
(hence SPATIAL). This will create an instance
of RasterRDD which will allow us to start
working with our data.




Collecting the Metadata

metadata = rdd.collect_metadata()





Before we can begin formatting the data to our desired layout, we must first
collect the Metadata of the entire RDD. The metadata itself will contain
the TileLayout that the data will be formatted to. There are various
ways to collect the metadata depending on how you want the layout to look
(see collect_metadata()), but for
this example, we will just go with the default parameters.




Tiling the Data

# tile the rdd to the layout defined in the metadata
laid_out = rdd.tile_to_layout(metadata)

# reproject the tiled rasters using a ZoomedLayoutScheme
reprojected = laid_out.reproject("EPSG:3857", scheme=ZOOM)





With the metadata collected, it is now time to format the data within the
RDD to our desired layout. The aptly named, tile_to_layout(),
method will cut and arrange the rasters in the RDD to the layout within the
metadata; giving us a new class instance of TiledRasterRDD.

Having this new class will allow us to perform the final steps of our ingest.
While the tiles are now in the correct layout, their CRS is not what we want.
It would be great if we could make a tile server from our ingested data, but to
do that we’ll have to change the projection.
reproject() will be able to
help with this. If you wish to pyramid your data, it must have a ``scheme``
of ``ZOOM`` before the pyramiding takes place. Read more about why
here.




Pyramiding the Data

# pyramid the TiledRasterRDD to create 12 new TiledRasterRDD
# one for each zoom level
pyramided = reprojected.pyramid(start_zoom=12, end_zoom=1)





Now it’s time to pyramid! Using our reprojected data, we can create 12 new
instances of TiledRasterRDD. Each instance represents the data within the
RDD at a specific zoom level. Note: The start_zoom is always the larger
number when pyramiding.




Saving the Ingest Locally

# Save each TiledRasterRDD locally
for tiled in pyramided:
    write("file:///tmp/python-catalog", "python-ingest", tiled)





All that’s left to do now is to save it. Since pyramided is just a list of
TiledRasterRDD, we can just loop through it and save each element one at a
time.









          

      

      

    

  

    
      
          
            
  
Creating a Tile Server From Greyscale Data

Now that we have ingested data, we can use it using a tile server.
We will be using the catalog that was created in Ingesting a Grayscale Image.

Note: GeoPySpark can create a tile server from a catalog that was created
via GeoTrellis!


The Code

Here is the code itself. We will be using flask to create a local server
and Pillow to create our images. For this example, we are working with
singleband, grayscale images; so we do not need to worry about color
correction.

import io
import numpy as np

from PIL import Image
from flask import Flask, make_response
from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis.catalog import read_value
from geopyspark.geotrellis.constants import SPATIAL


app = Flask(__name__)

@app.route("/<int:zoom>/<int:x>/<int:y>.png")
def tile(x, y, zoom):

    # fetch tile
    tile = read_value(geopycontext,
                      SPATIAL,
                      uri,
                      layer_name,
                      zoom,
                      x,
                      y)

    data = np.int32(tile['data']).reshape(256, 256)

    # display tile
    bio = io.BytesIO()
    im = Image.fromarray(data).resize((256, 256), Image.NEAREST).convert('L')
    im.save(bio, 'PNG')

    response = make_response(bio.getvalue())
    response.headers['Content-Type'] = 'image/png'
    response.headers['Content-Disposition'] = 'filename=%d.png' % 0

    return response


if __name__ == "__main__":
    uri = "file:///tmp/python-catalog/"
    layer_name = "python-ingest"

    geopycontext = GeoPyContext(appName="server-example", master="local[*]")

    app.run()






Running the Code

You will want to run this code through the command line. To run it, from the
file, go to the directory the file is in and run this command

python3 file.py





Just replace file.py with whatever name you decided to call the file.

Once it’s started, you’ll then want to go to a website that allows you to
display geo-spatial images from a server. For this example, we’ll be using
geojson.io [http://geojson.io], but feel free to use whatever service you
want.

[image: ../_images/geojson.png]
Go to geojson.io, and select the Meta option from the tool bar, and then
choose the Add map layer command.

[image: ../_images/toolbar.png]
A pop up will appear where it will ask for the template, layer URL. To get this example to work,
please enter the following: http://localhost:5000/{z}/{x}/{y}.png.

[image: ../_images/address.png]
A second window will appear asking to name the new layer. Pick whatever you want.
I tend to use simple names like a, b, c, etc.

[image: ../_images/greyscale_example.png]
Now that everything is setup, it’s time to see the image. You’ll need to scroll
in to Sri Lanka and a black-and-white elevation map should appear. If what
you’re seeing matches the image above, then the tile server works!






Breaking Down the Code

As with our other examples, let’s go through it step-by-step to see what’s
actually going on. Though, for this example, we’ll be starting at the bottom
and working our way up.


Setup

if __name__ == "__main__":
    uri = "file:///tmp/python-catalog/"
    layer_name = "python-benchmark"

    geopycontext = GeoPyContext(appName="server-example", master="local[*]")

    app.run()





Before getting the tiles, we’ll need to setup some constants that will be used.
In this case, the uri, layer_name, and GeoPyContext will remain the
same each time a tile is fetched. This is also where flask is started via
app.run().




Fetching the Tile

app = Flask(__name__)

@app.route("/<int:zoom>/<int:x>/<int:y>.png")
def tile(x, y, zoom):

    # fetch tile
    tile = read_value(geopycontext,
                      SPATIAL,
                      uri,
                      layer_name,
                      zoom,
                      x,
                      y)

    data = np.int32(tile['data']).reshape(256, 256)

    # display tile
    bio = io.BytesIO()
    im = Image.fromarray(data).resize((256, 256), Image.NEAREST).convert('L')
    im.save(bio, 'PNG')

    response = make_response(bio.getvalue())
    response.headers['Content-Type'] = 'image/png'
    response.headers['Content-Disposition'] = 'filename=%d.png' % 0

    return response





This section of the code is where the tile read from the catalog and made into
a PNG which can then be displayed. Because the tiles are stored as a grid
within the catalog, giving the zoom level, col, and row of the tile
will allow us to retrieve it.

read_value() returns a Raster, so
we take out the underlying data and place it into a new NumPy array where
the data type is int32.

Once we have the NumPy array, we can turn it into an Image which we can
then turn into a PNG. We turn this PNG into a flask response, which
allows the tiles themselves to viewed on geojson.io.









          

      

      

    

  

    
      
          
            
  
Ingesting a Sentinel Image

Sentinel-2 is an observation mission developed by the European Space Agency to
monitor the surface of the Earth (official website [http://www.esa.int/Our_Activities/Observing_the_Earth/Copernicus/Sentinel-2]).
Sets of images are taken of the surface where each image corresponds to a
specific wavelength. These images can provide useful data for a wide variety of
industries, however, the format they are stored can prove difficult to work
with. This being, JPEG 2000 (file extension .jp2), an image compression
format for JPEGs that allow for improved quality and compression ratio.

There are few programs that can work with jp2, which can make processing
large amounts of them difficult. Because of GeoPySpark, though, we can leverage
the tools available to us in Python that can work with jp2 and use them to
format the sentinel data so that it can be ingested.

Note: This guide goes over how to use jp2 files with GeoPySpark, the
actual ingest process itself is discussed in more detail in
Greyscale Ingest Code Breakdown.


Getting the Data

Before we can start this tutorial, we will need to get the sentinel images.
All sentinel data can be found on Amazon’s S3, and we will be downloading it
straight from there.

The way the data is stored on S3 will not be discussed here, instead, a general
overview of the data will be given. We will downloading three different jp2
that represent the same area and time in different wavelength. These being:
Aerosol detection (443 nm), Water vapor (945 nm), and Cirrus (1375 nm). Why
these three bands? It’s because of the resolution of the image, which
determines what bands are represented best. For this example, we will be
working at a 60 m resolution; which provides the best representation of the
mentioned bands. As for what is in the photos, it is the eastern coast of
Corsica taken on January 4th, 2017.

All of the above helps create the following base url for this image set, which we
will assign to the baseurl variable in the terminal:

baseurl="http://sentinel-s2-l1c.s3.amazonaws.com/tiles/32/T/NM/2017/1/4/0/"





To download the bands, we just have to wget each one, and then move the
resulting jp2 to /tmp.

wget ${baseurl}B01.jp2 ${baseurl}B09.jp2 ${baseurl}B10.jp2
mv B01.jp2 B09.jp2 B10.jp2 /tmp





Now that we have our data, we can now begin the ingest process.




The Code

import numpy as np
import rasterio

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis.constants import SPATIAL, ZOOM
from geopyspark.geotrellis.catalog import write
from geopyspark.geotrellis.rdd import RasterRDD


geopysc = GeoPyContext(appName="sentinel-ingest", master="local[*]")

jp2s = ["/tmp/B01.jp2", "/tmp/B09.jp2", "/tmp/B10.jp2"]
arrs = []

# Reading the jp2s with rasterio
for jp2 in jp2s:
    with rasterio.open(jp2) as f:
        arrs.append(f.read(1))

data = np.array(arrs, dtype=arrs[0].dtype)

# saving the max and min values of the tile with
open('/tmp/sentinel_stats.txt', 'w') as f:
    f.writelines([str(data.max()) + "\n", str(data.min())])

if f.nodata:
    no_data = f.nodata
else:
    no_data = 0

bounds = f.bounds
epsg_code = int(f.crs.to_dict()['init'][5:])

# Creating the RasterRDD
tile = {'data': data, 'no_data_value': no_data}

extent = {'xmin': bounds.left, 'ymin': bounds.bottom, 'xmax': bounds.right, 'ymax': bounds.top}
projected_extent = {'extent': extent, 'epsg': epsg_code}

rdd = geopysc.pysc.parallelize([(projected_extent, tile)])
raster_rdd = RasterRDD.from_numpy_rdd(geopysc, SPATIAL, rdd)

metadata = raster_rdd.collect_metadata()
laid_out = raster_rdd.tile_to_layout(metadata)
reprojected = laid_out.reproject("EPSG:3857", scheme=ZOOM)

pyramided = reprojected.pyramid(start_zoom=12, end_zoom=1)

for tiled in pyramided:
    write("file:///tmp/sentinel-catalog", "sentinel-benchmark", tiled)






Running the Code

Running the code is simple, and you have two different ways of doing it.

The first is to copy and paste the code into a console like, iPython, and then
running it.

The second is to place this code in a python file and then saving it. To run it
from the file, go to the directory the file is in and run this command:

python3 file.py





Just replace file.py with whatever name you decided to call the file.






Breaking Down the Code

Let’s now see what’s going on through the code by going through each step of
the process. Note: As mentioned in the opening, this section will only
cover the reading in and formatting the data steps. For a guide through each
ingest step, please see Greyscale Ingest Code Breakdown.


The Imports

The one note to make here is:

import rasterio
import numpy as np





We will need rasterio to read in the jp2` and numpy to format the
data so that it can be used with GeoPySpark.




Reading in the JPEG 2000s

jp2s = ["/tmp/B01.jp2", "/tmp/B09.jp2", "/tmp/B10.jp2"]
arrs = []

# Reading the jp2s with rasterio
for jp2 in jp2s:
    with rasterio.open(jp2) as f:
        arrs.append(f.read(1))

data = np.array(arrs, dtype=arrs[0].dtype)





rasterio being backed by GDAL allows us to read in the jp2.
Because each image represents a wavelength, there is a order in which
they need to be in when they’re merged to together into a multiband raster which
is represented by jp2s. After the reading process, the list of numpy
arrays will be turned into one array. This represents our mulitband raster.




Saving the Whole Image Stats

# saving the max and min values of the tile with
open('/tmp/sentinel_stats.txt', 'w') as f:
    f.writelines([str(data.max()) + "\n", str(data.min())])





When we create the tile server for our sentinel images, the data of the
numpy arrays will need to be converted to the uint8 data type in order
to be represented as a RGB image. In order to do that, though, we will need to
normalize each array so that all of the points fall between 0 and 255. This
posss a problem, since only a section of the original image is read in and
rendered at a time, there is no way of normalizing correctly; as we do not know
the entire range of values from the original image. This is why we must save the
max and min values of the whole image in a seperate file to read in later.




Formatting the Data

if f.nodata:
    no_data = f.nodata
else:
    no_data = 0

bounds = f.bounds
epsg_code = int(f.crs.to_dict()['init'][5:])

extent = {'xmin': bounds.left, 'ymin': bounds.bottom, 'xmax': bounds.right, 'ymax': bounds.top}
projected_extent = {'extent': extent, 'epsg': epsg_code}

rdd = geopysc.pysc.parallelize([(projected_extent, tile)])
raster_rdd = RasterRDD.from_numpy_rdd(geopysc, SPATIAL, rdd)





GeoPySpark is a Python binding of GeoTrellis, and because of that, requires the
data to be in a certain format. Please see
Core Concepts to learn what each of these variables represent.

The main take-away from this section of code: if you wish to
produce either a RasterRDD or TiledRasterRDD in Python, then the data
must be in the correct format.




Ingesting the Data

All that remains now is to ingest the data. These steps can be followed at
Greyscale Ingest Code Breakdown.









          

      

      

    

  

    
      
          
            
  
Creating a Tile Server From Sentinel Data

Now that we have ingested data, we can use it using a tile server.
We will be using the catalog that was created in Ingesting a Sentinel Image.

Note: This guide will focus on converting the raster into a Pillow, RGB
image so that it can be used by the tile server. The tile server process itself
is discussed in more detail in Greyscale Tile Server Code Breakdown.


The Code

Because we are working with a RGB, a multiband image, we will need to correct the
colors for each tile in order for it to displayed correctly.

import io
import numpy as np
import rasterio

from flask import Flask, make_response
from PIL import Image

from geopyspark.geopycontext import GeoPyContext
from geopyspark.geotrellis.catalog import read_value
from geopyspark.geotrellis.constants import SPATIAL


# normalize the data so that it falls in the range of 0 - 255
def make_image(arr):
    adjusted = ((arr - whole_min) * 255) / (whole_max - whole_min)
    return Image.fromarray(adjusted.astype('uint8')).resize((256, 256), Image.NEAREST).convert('L')


app = Flask(__name__)

@app.route("/<int:zoom>/<int:x>/<int:y>.png")
def tile(x, y, zoom):
    # fetch tile

    tile = read_value(geopysc, SPATIAL, uri, layer_name, zoom, x, y)
    arr = tile['data']

    bands = arr.shape[0]
    arrs = [np.array(arr[x, :, :]).reshape(256, 256) for x in range(bands)]

    # display tile
    images = [make_image(arr) for arr in arrs]
    image = Image.merge('RGB', images)

    bio = io.BytesIO()
    image.save(bio, 'PNG')
    response = make_response(bio.getvalue())
    response.headers['Content-Type'] = 'image/png'
    response.headers['Content-Disposition'] = 'filename=%d.png' % 0

    return response


if __name__ == "__main__":
    uri = "file:///tmp/sentinel-catalog"
    layer_name = "sentinel-example"

    geopysc = GeoPyContext(appName="s3-flask", master="local[*]")

    with open('/tmp/sentinel_stats.txt', 'r') as f:
        lines = f.readlines()
        whole_max = int(lines[0])
        whole_min = int(lines[1])

    app.run()






Running the Code

Running the tile server is done the same way as in Greyscale Tile Server
Running the Code. The only difference being the resulting
image, of course.

[image: ../_images/sentinel_image.png]
You’ll need to scroll over Corsica, and you should see something that matches
the above image. If you do, then the server works!






Breaking Down the Code

This next section will go over how to prepare the RGB image to be
served. For a more of a general overview of to setup a tile server please see
Greyscale Tile Server Code Breakdown.


Setup

if __name__ == "__main__":
    uri = "file:///tmp/sentinel-catalog"
    layer_name = "sentinel-example"

    geopysc = GeoPyContext(appName="s3-flask", master="local[*]")

    with open('/tmp/sentinel_stats.txt', 'r') as f:
        lines = f.readlines()
        whole_max = int(lines[0])
        whole_min = int(lines[1])

    app.run()





In additon to setting up uri and layer_name, we will also read in the
max and min values that we saved earlier. These will be used when we
normalize a tile.




Preparing the Tile

# normalize the data so that it falls in the range of 0 - 255
def make_image(arr):
    adjusted = ((arr - whole_min) * 255) / (whole_max - whole_min)
    return Image.fromarray(adjusted.astype('uint8')).resize((256, 256), Image.NEAREST).convert('L')

app = Flask(__name__)

@app.route("/<int:zoom>/<int:x>/<int:y>.png")
def tile(x, y, zoom):
    # fetch tile

    tile = read_value(geopysc, SPATIAL, uri, layer_name, zoom, x, y)
    arr = tile['data']

    bands = arr.shape[0]
    arrs = [np.array(arr[x, :, :]).reshape(256, 256) for x in range(bands)]

    # display tile
    images = [make_image(arr) for arr in arrs]
    image = Image.merge('RGB', images)





Tiles that contain multibands need some work done before they can be served.
The make_image method takes each band and normalizes it between a range
of 0 and 255. We need to do this because Pillow expects the data types of
arrays to be uint8. This is why we need the whole_max and the
whole_min values; as we needed to know the full range of the original
values before normalization. Information that would be otherwise impossible to
get at this point.

Once normalized, the band is then converted to a greyscale image. This is done
for each band in the tile, and once complete, we can then make a RGB png
file. After this step, the remaining process is no different than if you were
working with a singleband tile.

Any details that we not discussed in this document can be found in
Greyscale Tile Server Code Breakdown.









          

      

      

    

  

    
      
          
            
  
geopyspark package


geopyspark


	
class geopyspark.geopycontext.AvroRegistry

	Holds the encoding/decoding methods needed to bring a scala RDD to/from Python.


	
classmethod create_partial_tuple_decoder(key_type=None, value_type=None)

	Creates a partial, tuple decoder function.


	Parameters

	
	key_type (str, optional) – The type of the key in the tuple.


	value_type (str, optional) – The type of the value in the tuple.






	Returns

	A partial tuple_decoder function that requires a schema_dict to execute.










	
classmethod create_partial_tuple_encoder(key_type=None, value_type=None)

	Creates a partial, tuple encoder function.


	Parameters

	
	key_type (str, optional) – The type of the key in the tuple.


	value_type (str, optional) – The type of the value in the tuple.






	Returns

	A partial tuple_encoder function that requires a obj to execute.










	
classmethod tile_decoder(schema_dict)

	Decodes a TILE into Python.


	Parameters

	schema_dict (dict) – The dict representation of the AvroSchema.



	Returns

	Tile










	
classmethod tile_encoder(obj)

	Encodes a TILE to send to Scala.


	Parameters

	obj (dict) – The dict representation of TILE.



	Returns

	avro_schema_dict (dict)










	
static tuple_decoder(schema_dict, key_decoder=None, value_decoder=None)

	Decodes a tuple into Python.


	Parameters

	
	schema_dict (dict) – The dict representation of the AvroSchema.


	key_decoder (func, optional) – The decoding function of the key.


	value_decoder (func, optional) – The decoding function fo the value.






	Returns

	tuple










	
static tuple_encoder(obj, key_encoder=None, value_encoder=None)

	Encodes a tuple to send to Scala.


	Parameters

	
	obj (tuple) – The tuple to be encoded.


	key_encoder (func, optional) – The encoding function of the key.


	value_encoder (func, optional) – The encoding function fo the value.






	Returns

	avro_schema_dict (dict)














	
class geopyspark.geopycontext.AvroSerializer(schema, decoding_method=None, encoding_method=None)

	The serializer used by a RDD to encode/decode values to/from Python.


	Parameters

	
	schema (str) – The AvroSchema of the RDD.


	decoding_method (func, optional) – The decocding function for the values within the RDD.


	encoding_method (func, optional) – The encocding function for the values within the RDD.









	
schema

	str – The AvroSchema of the RDD.






	
decoding_method

	func, optional – The decocding function for the values within the RDD.






	
encoding_method

	func, optional – The encocding function for the values within the RDD.






	
dumps(obj)

	Serialize an object into a byte array.


Note

When batching is used, this will be called with a list of objects.




	Parameters

	obj – The object to serialized into a byte array.



	Returns

	The byte array representation of the obj.










	
loads(obj)

	Deserializes a byte array into a collection of Python objects.


	Parameters

	obj – The byte array representation of an object to be deserialized into the object.



	Returns

	A list of deserialized objects.










	
schema_dict

	The schema values in a dict.










	
class geopyspark.geopycontext.GeoPyContext(pysc=None, **kwargs)

	A wrapper of SparkContext.
This wrapper provides extra functionality by providing methods that help with sending/recieving
information to/from python.


	Parameters

	
	pysc (pypspark.SparkContext, optional) – An existing SparkContext.


	**kwargs – GeoPyContext can create a SparkContext if given its constructing
arguments.









Note

If both pysc and kwargs are set the pysc will be used.




	
pysc

	pyspark.SparkContext – The wrapped SparkContext.






	
sc

	org.apache.spark.SparkContext – The scala SparkContext derived from the python one.






	Raises

	TypeError – If neither a SparkContext or its constructing arguments are given.





Examples

Creating GeoPyContext from an existing SparkContext.

>>> sc = SparkContext(appName="example", master="local[*]")
>>> SparkContext
>>> geopysc = GeoPyContext(sc)
>>> GeoPyContext





Creating GeoPyContext from the constructing arguments of SparkContext.

>>> geopysc = GeoPyContext(appName="example", master="local[*]")
>>> GeoPyContext






	
create_python_rdd(jrdd, serializer)

	Creates a Python RDD from a RDD from Scala.


	Parameters

	
	jrdd (org.apache.spark.api.java.JavaRDD) – The RDD that came from Scala.


	serializer (AvroSerializer or pyspark.serializers.AutoBatchedSerializer(AvroSerializer)) – An instance of AvroSerializer that is either alone, or wrapped by AutoBatchedSerializer.






	Returns

	pyspark.RDD










	
create_schema(key_type)

	Creates an AvroSchema.


	Parameters

	key_type (str) – The type of the K in the tuple, (K, V) in the RDD.



	Returns

	An AvroSchema for the types within the RDD.










	
static map_key_input(key_type, is_boundable)

	Gets the mapped GeoTrellis type from the key_type.


	Parameters

	
	key_type (str) – The type of the K in the tuple, (K, V) in the RDD.


	is_boundable (bool) – Is K boundable.






	Returns

	The corresponding GeoTrellis type.



















          

      

      

    

  

    
      
          
            
  
geopyspark.geotrellis package

This subpackage contains the code that reads, writes, and processes data using GeoTrellis.


	
class geopyspark.geotrellis.Bounds(minKey, maxKey)

	Represents the grid that covers the area of the rasters in a RDD on a grid.


	Parameters

	
	minKey (SpatialKey or SpaceTimeKey) – The smallest SpatialKey or
SpaceTimeKey.


	maxKey (SpatialKey or SpaceTimeKey) – The largest SpatialKey or
SpaceTimeKey.






	Returns

	Bounds






	
count(value) → integer -- return number of occurrences of value

	




	
index(value[, start[, stop]]) → integer -- return first index of value.

	Raises ValueError if the value is not present.






	
maxKey

	Alias for field number 1






	
minKey

	Alias for field number 0










	
class geopyspark.geotrellis.Extent

	The “bounding box” or geographic region of an area on Earth a raster represents.


	Parameters

	
	xmin (float) – The minimum x coordinate.


	ymin (float) – The minimum y coordinate.


	xmax (float) – The maximum x coordinate.


	ymax (float) – The maximum y coordinate.









	
xmin

	float – The minimum x coordinate.






	
ymin

	float – The minimum y coordinate.






	
xmax

	float – The maximum x coordinate.






	
ymax

	float – The maximum y coordinate.






	
count(value) → integer -- return number of occurrences of value

	




	
classmethod from_polygon(polygon)

	Creates a new instance of Extent from a Shapely Polygon.

The new Extent will contain the min and max coordinates of the Polygon;
regardless of the Polygon’s shape.


	Parameters

	polygon (shapely.geometry.Polygon) – A Shapely Polygon.



	Returns

	Extent










	
index(value[, start[, stop]]) → integer -- return first index of value.

	Raises ValueError if the value is not present.






	
to_polygon

	Converts this instance to a Shapely Polygon.

The resulting Polygon will be in the shape of a box.


	Returns

	shapely.geometry.Polygon










	
xmax

	Alias for field number 2






	
xmin

	Alias for field number 0






	
ymax

	Alias for field number 3






	
ymin

	Alias for field number 1










	
class geopyspark.geotrellis.LayoutDefinition(extent, tileLayout)

	Describes the layout of the rasters within a RDD and how they are projected.


	Parameters

	
	extent (Extent) – The Extent of the layout.


	tileLayout (TileLayout) – The TileLayout of
how the rasters within the RDD.






	Returns

	LayoutDefinition






	
count(value) → integer -- return number of occurrences of value

	




	
extent

	Alias for field number 0






	
index(value[, start[, stop]]) → integer -- return first index of value.

	Raises ValueError if the value is not present.






	
tileLayout

	Alias for field number 1










	
class geopyspark.geotrellis.Metadata(bounds, crs, cell_type, extent, layout_definition)

	Information of the values within a RasterRDD or TiledRasterRDD.
This data pertains to the layout and other attributes of the data within the classes.


	Parameters

	
	bounds (Bounds) – The Bounds of the
values in the class.


	crs (str or int) – The CRS of the data. Can either be the EPSG code, well-known name, or
a PROJ.4 projection string.


	cell_type (str) – The data type of the cells of the rasters.


	extent (Extent) – The Extent that covers
the all of the rasters.


	layout_definition (LayoutDefinition) – The
LayoutDefinition of all rasters.









	
bounds

	Bounds – The Bounds of the values in the class.






	
crs

	str or int – The CRS of the data. Can either be the EPSG code, well-known name, or
a PROJ.4 projection string.






	
cell_type

	str – The data type of the cells of the rasters.






	
extent

	Extent – The Extent that covers
the all of the rasters.






	
tile_layout

	TileLayout – The TileLayout
that describes how the rasters are orginized.






	
layout_definition

	LayoutDefinition – The
LayoutDefinition of all rasters.






	
classmethod from_dict(metadata_dict)

	Creates Metadata from a dictionary.


	Parameters

	metadata_dict (dict) – The Metadata of a RasterRDD or TiledRasterRDD
instance that is in dict form.



	Returns

	Metadata










	
to_dict()

	Converts this instance to a dict.


	Returns

	dict














	
class geopyspark.geotrellis.TileLayout(layoutCols, layoutRows, tileCols, tileRows)

	Describes the grid in which the rasters within a RDD should be laid out.


	Parameters

	
	layoutCols (int) – The number of columns of rasters that runs east to west.


	layoutRows (int) – The number of rows of rasters that runs north to south.


	tileCols (int) – The number of columns of pixels in each raster that runs east to west.


	tileRows (int) – The number of rows of pixels in each raster that runs north to south.






	Returns

	TileLayout






	
count(value) → integer -- return number of occurrences of value

	




	
index(value[, start[, stop]]) → integer -- return first index of value.

	Raises ValueError if the value is not present.






	
layoutCols

	Alias for field number 0






	
layoutRows

	Alias for field number 1






	
tileCols

	Alias for field number 2






	
tileRows

	Alias for field number 3










geopyspark.geotrellis.catalog module

Methods for reading, querying, and saving tile layers to and from GeoTrellis Catalogs.


	
geopyspark.geotrellis.catalog.get_layer_ids(geopysc, uri, options=None, **kwargs)

	Returns a list of all of the layer ids in the selected catalog as dicts that contain the
name and zoom of a given layer.


	Parameters

	
	geopysc (geopyspark.GeoPyContext) – The GeoPyContext being used this session.


	uri (str) – The Uniform Resource Identifier used to point towards the desired GeoTrellis
catalog to be read from. The shape of this string varies depending on backend.


	options (dict, optional) – Additional parameters for reading the layer for specific backends.
The dictionary is only used for Cassandra and HBase, no other backend requires this
to be set.


	**kwargs – The optional parameters can also be set as keywords arguments. The keywords must
be in camel case. If both options and keywords are set, then the options will be used.






	Returns

	[layerIds]


	Where layerIds is a dict with the following fields:

	
	name (str): The name of the layer


	zoom (int): The zoom level of the given layer.



















	
geopyspark.geotrellis.catalog.query(geopysc, rdd_type, uri, layer_name, layer_zoom, intersects, time_intervals=None, proj_query=None, options=None, numPartitions=None, **kwargs)

	Queries a single, zoom layer from a GeoTrellis catalog given spatial and/or time parameters.
Unlike read, this method will only return part of the layer that intersects the specified
region.


Note

The whole layer could still be read in if intersects and/or time_intervals have not
been set, or if the querried region contains the entire layer.




	Parameters

	
	geopysc (GeoPyContext) – The GeoPyContext being used this session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME. Note: All of the
GeoTiffs must have the same saptial type.


	uri (str) – The Uniform Resource Identifier used to point towards the desired GeoTrellis
catalog to be read from. The shape of this string varies depending on backend.


	layer_name (str) – The name of the GeoTrellis catalog to be querried.


	layer_zoom (int) – The zoom level of the layer that is to be querried.


	intersects (str or Polygon or Extent) – The
desired spatial area to be returned. Can either be a string, a shapely Polygon, or an
instance of Extent. If the value is a string, it must be the WKT string, geometry
format.


	The types of Polygons supported:

	
	Point


	Polygon


	MultiPolygon









Note

Only layers that were made from spatial, singleband GeoTiffs can query a Point.
All other types are restricted to Polygon and MulitPolygon.






	time_intervals (list, optional) – A list of strings that time intervals to query.
The strings must be in a valid date-time format. This parameter is only used when
querying spatial-temporal data. The default value is, None. If None, then only the
spatial area will be querried.


	options (dict, optional) – Additional parameters for querying the tile for specific backends.
The dictioanry is only used for Cassandra and HBase, no other backend requires
this to be set.


	numPartitions (int, optional) – Sets RDD partition count when reading from catalog.


	**kwargs – The optional parameters can also be set as keywords arguements. The keywords must
be in camel case. If both options and keywords are set, then the options will be used.






	Returns

	TiledRasterRDD










	
geopyspark.geotrellis.catalog.read(geopysc, rdd_type, uri, layer_name, layer_zoom, options=None, numPartitions=None, **kwargs)

	Reads a single, zoom layer from a GeoTrellis catalog.


Note

This will read the entire layer. If only part of the layer is needed,
use query() instead.




	Parameters

	
	geopysc (GeoPyContext) – The GeoPyContext being used this session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME.


	uri (str) – The Uniform Resource Identifier used to point towards the desired GeoTrellis
catalog to be read from. The shape of this string varies depending on backend.


	layer_name (str) – The name of the GeoTrellis catalog to be read from.


	layer_zoom (int) – The zoom level of the layer that is to be read.


	options (dict, optional) – Additional parameters for reading the layer for specific backends.
The dictionary is only used for Cassandra and HBase, no other backend requires
this to be set.


	numPartitions (int, optional) – Sets RDD partition count when reading from catalog.


	**kwargs – The optional parameters can also be set as keywords arguments. The keywords must
be in camel case. If both options and keywords are set, then the options will be used.






	Returns

	TiledRasterRDD










	
geopyspark.geotrellis.catalog.read_layer_metadata(geopysc, rdd_type, uri, layer_name, layer_zoom, options=None, **kwargs)

	Reads the metadata from a saved layer without reading in the whole layer.


	Parameters

	
	geopysc (geopyspark.GeoPyContext) – The GeoPyContext being used this session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME.


	uri (str) – The Uniform Resource Identifier used to point towards the desired GeoTrellis
catalog to be read from. The shape of this string varies depending on backend.


	layer_name (str) – The name of the GeoTrellis catalog to be read from.


	layer_zoom (int) – The zoom level of the layer that is to be read.


	options (dict, optional) – Additional parameters for reading the layer for specific backends.
The dictionary is only used for Cassandra and HBase, no other backend requires
this to be set.


	numPartitions (int, optional) – Sets RDD partition count when reading from catalog.


	**kwargs – The optional parameters can also be set as keywords arguments. The keywords must
be in camel case. If both options and keywords are set, then the options will be used.






	Returns

	Metadata










	
geopyspark.geotrellis.catalog.read_value(geopysc, rdd_type, uri, layer_name, layer_zoom, col, row, zdt=None, options=None, **kwargs)

	Reads a single tile from a GeoTrellis catalog.
Unlike other functions in this module, this will not return a TiledRasterRDD, but rather a
GeoPySpark formatted raster. This is the function to use when creating a tile server.


Note

When requesting a tile that does not exist, None will be returned.




	Parameters

	
	geopysc (geopyspark.GeoPyContext) – The GeoPyContext being used this session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME.


	uri (str) – The Uniform Resource Identifier used to point towards the desired GeoTrellis
catalog to be read from. The shape of this string varies depending on backend.


	layer_name (str) – The name of the GeoTrellis catalog to be read from.


	layer_zoom (int) – The zoom level of the layer that is to be read.


	col (int) – The col number of the tile within the layout. Cols run east to west.


	row (int) – The row number of the tile within the layout. Row run north to south.


	zdt (str) – The Zone-Date-Time string of the tile. The string must be in a valid date-time
format. This parameter is only used when querying spatial-temporal data. The default
value is, None. If None, then only the spatial area will be queried.


	options (dict, optional) – Additional parameters for reading the tile for specific backends.
The dictionary is only used for Cassandra and HBase, no other backend requires
this to be set.


	**kwargs – The optional parameters can also be set as keywords arguments. The keywords must
be in camel case. If both options and keywords are set, then the options will be used.






	Returns

	Raster or None










	
geopyspark.geotrellis.catalog.write(uri, layer_name, tiled_raster_rdd, index_strategy='zorder', time_unit=None, options=None, **kwargs)

	Writes a tile layer to a specified destination.


	Parameters

	
	uri (str) – The Uniform Resource Identifier used to point towards the desired location for
the tile layer to written to. The shape of this string varies depending on backend.


	layer_name (str) – The name of the new, tile layer.


	layer_zoom (int) – The zoom level the layer should be saved at.


	tiled_raster_rdd (TiledRasterRDD) – The
TiledRasterRDD to be saved.


	index_strategy (str) – The method used to orginize the saved data. Depending on the type of
data within the layer, only certain methods are available. The default method used is,
ZORDER.


	time_unit (str, optional) – Which time unit should be used when saving spatial-temporal data.
While this is set to None as default, it must be set if saving spatial-temporal data.
Depending on the indexing method chosen, different time units are used.


	options (dict, optional) – Additional parameters for writing the layer for specific
backends. The dictioanry is only used for Cassandra and HBase, no other backend
requires this to be set.


	**kwargs – The optional parameters can also be set as keywords arguements. The keywords must
be in camel case. If both options and keywords are set, then the options will be used.















geopyspark.geotrellis.constants module

Constants that are used by geopyspark.geotrellis classes, methods, and functions.


	
geopyspark.geotrellis.constants.ANNULUS = 'annulus'

	Neighborhood type.






	
geopyspark.geotrellis.constants.ASPECT = 'Aspect'

	Focal operation type.






	
geopyspark.geotrellis.constants.AVERAGE = 'Average'

	A resampling method.






	
geopyspark.geotrellis.constants.BILINEAR = 'Bilinear'

	A resampling method.






	
geopyspark.geotrellis.constants.BLUE_TO_ORANGE = 'BlueToOrange'

	A ColorRamp.






	
geopyspark.geotrellis.constants.BLUE_TO_RED = 'BlueToRed'

	A ColorRamp.






	
geopyspark.geotrellis.constants.BOOL = 'bool'

	Representes Byte Cells with constant NoData values.






	
geopyspark.geotrellis.constants.BOOLRAW = 'boolraw'

	Representes Byte Cells.






	
geopyspark.geotrellis.constants.CELL_TYPES = ['boolraw', 'int8raw', 'uint8raw', 'int16raw', 'uint16raw', 'int32raw', 'float32raw', 'float64raw', 'bool', 'int8', 'uint8', 'int16', 'uint16', 'int32', 'float32', 'float64', 'int8ud', 'uint8ud', 'int16ud', 'uint16ud', 'int32ud', 'float32ud', 'float64ud']

	A ColorRamp.






	
geopyspark.geotrellis.constants.CIRCLE = 'circle'

	Focal operation type.






	
geopyspark.geotrellis.constants.CLASSIFICATION_BOLD_LAND_USE = 'ClassificationBoldLandUse'

	A ColorRamp.






	
geopyspark.geotrellis.constants.COOLWARM = 'coolwarm'

	A ColorRamp.






	
geopyspark.geotrellis.constants.CUBICCONVOLUTION = 'CubicConvolution'

	A resampling method.






	
geopyspark.geotrellis.constants.CUBICSPLINE = 'CubicSpline'

	A resampling method.






	
geopyspark.geotrellis.constants.DAYS = 'days'

	A time unit used with ZORDER.






	
geopyspark.geotrellis.constants.EXACT = 'Exact'

	Representes Bit Cells.






	
geopyspark.geotrellis.constants.FLOAT = 'float'

	A key indexing method. Works for RDD that contain both SpatialKey and
SpaceTimeKey.






	
geopyspark.geotrellis.constants.FLOAT32 = 'float32'

	Representes Double Cells with constant NoData values.






	
geopyspark.geotrellis.constants.FLOAT32RAW = 'float32raw'

	Representes Double Cells.






	
geopyspark.geotrellis.constants.FLOAT32UD = 'float32ud'

	Representes Double Cells with user defined NoData values.






	
geopyspark.geotrellis.constants.FLOAT64 = 'float64'

	Representes Byte Cells with user defined NoData values.






	
geopyspark.geotrellis.constants.FLOAT64RAW = 'float64raw'

	Representes Bit Cells.






	
geopyspark.geotrellis.constants.GREATERTHAN = 'GreaterThan'

	A classification strategy.






	
geopyspark.geotrellis.constants.GREATERTHANOREQUALTO = 'GreaterThanOrEqualTo'

	A classification strategy.






	
geopyspark.geotrellis.constants.GREEN_TO_RED_ORANGE = 'GreenToRedOrange'

	A ColorRamp.






	
geopyspark.geotrellis.constants.HEATMAP_BLUE_TO_YELLOW_TO_RED_SPECTRUM = 'HeatmapBlueToYellowToRedSpectrum'

	A ColorRamp.






	
geopyspark.geotrellis.constants.HEATMAP_DARK_RED_TO_YELLOW_WHITE = 'HeatmapDarkRedToYellowWhite'

	A ColorRamp.






	
geopyspark.geotrellis.constants.HEATMAP_LIGHT_PURPLE_TO_DARK_PURPLE_TO_WHITE = 'HeatmapLightPurpleToDarkPurpleToWhite'

	A ColorRamp.






	
geopyspark.geotrellis.constants.HEATMAP_YELLOW_TO_RED = 'HeatmapYellowToRed'

	A ColorRamp.






	
geopyspark.geotrellis.constants.HILBERT = 'hilbert'

	A key indexing method. Works only for RDDs that contain SpatialKey.
This method provides the fastest lookup of all the key indexing method, however, it does not give
good locality guarantees. It is recommended then that this method should only be used when locality
is not important for your analysis.






	
geopyspark.geotrellis.constants.HOT = 'hot'

	A ColorRamp.






	
geopyspark.geotrellis.constants.HOURS = 'hours'

	A time unit used with ZORDER.






	
geopyspark.geotrellis.constants.INFERNO = 'inferno'

	A ColorRamp.






	
geopyspark.geotrellis.constants.INT16 = 'int16'

	Representes UShort Cells with constant NoData values.






	
geopyspark.geotrellis.constants.INT16RAW = 'int16raw'

	Representes UShort Cells.






	
geopyspark.geotrellis.constants.INT16UD = 'int16ud'

	Representes UShort Cells with user defined NoData values.






	
geopyspark.geotrellis.constants.INT32 = 'int32'

	Representes Float Cells with constant NoData values.






	
geopyspark.geotrellis.constants.INT32RAW = 'int32raw'

	Representes Float Cells.






	
geopyspark.geotrellis.constants.INT32UD = 'int32ud'

	Representes Float Cells with user defined NoData values.






	
geopyspark.geotrellis.constants.INT8 = 'int8'

	Representes UByte Cells with constant NoData values.






	
geopyspark.geotrellis.constants.INT8RAW = 'int8raw'

	Representes UByte Cells.






	
geopyspark.geotrellis.constants.INT8UD = 'int8ud'

	Representes UByte Cells with user defined NoData values.






	
geopyspark.geotrellis.constants.LANCZOS = 'Lanczos'

	A resampling method.






	
geopyspark.geotrellis.constants.LESSTHAN = 'LessThan'

	A classification strategy.






	
geopyspark.geotrellis.constants.LESSTHANOREQUALTO = 'LessThanOrEqualTo'

	A classification strategy.






	
geopyspark.geotrellis.constants.LIGHT_TO_DARK_GREEN = 'LightToDarkGreen'

	A ColorRamp.






	
geopyspark.geotrellis.constants.LIGHT_TO_DARK_SUNSET = 'LightToDarkSunset'

	A ColorRamp.






	
geopyspark.geotrellis.constants.LIGHT_YELLOW_TO_ORANGE = 'LightYellowToOrange'

	A ColorRamp.






	
geopyspark.geotrellis.constants.MAGMA = 'magma'

	A ColorRamp.






	
geopyspark.geotrellis.constants.MAX = 'Max'

	A resampling method.






	
geopyspark.geotrellis.constants.MEAN = 'Mean'

	Focal operation type






	
geopyspark.geotrellis.constants.MEDIAN = 'Median'

	A resampling method.






	
geopyspark.geotrellis.constants.MILLISECONDS = 'millis'

	A time unit used with ZORDER.






	
geopyspark.geotrellis.constants.MINUTES = 'minutes'

	A time unit used with ZORDER.






	
geopyspark.geotrellis.constants.MODE = 'Mode'

	A resampling method.






	
geopyspark.geotrellis.constants.MONTHS = 'months'

	A time unit used with ZORDER.






	
geopyspark.geotrellis.constants.NEARESTNEIGHBOR = 'NearestNeighbor'

	A resampling method.






	
geopyspark.geotrellis.constants.NEIGHBORHOODS = ['annulus', 'nesw', 'square', 'wedge', 'circle']

	The NoData value for ints in GeoTrellis.






	
geopyspark.geotrellis.constants.NESW = 'nesw'

	Neighborhood type.






	
geopyspark.geotrellis.constants.NODATAINT = -2147483648

	A classification strategy.






	
geopyspark.geotrellis.constants.PLASMA = 'plasma'

	A ColorRamp.






	
geopyspark.geotrellis.constants.RESAMPLE_METHODS = ['NearestNeighbor', 'Bilinear', 'CubicConvolution', 'Lanczos', 'Average', 'Mode', 'Median', 'Max', 'Min']

	Layout scheme to match resolution of the closest level of TMS pyramid.






	
geopyspark.geotrellis.constants.ROWMAJOR = 'rowmajor'

	A time unit used with ZORDER.






	
geopyspark.geotrellis.constants.SECONDS = 'seconds'

	A time unit used with ZORDER.






	
geopyspark.geotrellis.constants.SLOPE = 'Slope'

	Focal operation type.






	
geopyspark.geotrellis.constants.SPACETIME = 'spacetime'

	Indicates the type value that needs to be serialized/deserialized. Both singleband
and multiband GeoTiffs are referred to as this.






	
geopyspark.geotrellis.constants.SPATIAL = 'spatial'

	Indicates that the RDD contains (K, V) pairs, where the K has a spatial and
time attribute. Both TemporalProjectedExtent and SpaceTimeKey are examples
of this type of K.






	
geopyspark.geotrellis.constants.SQUARE = 'square'

	Neighborhood type.






	
geopyspark.geotrellis.constants.SUM = 'Sum'

	Focal operation type.






	
geopyspark.geotrellis.constants.TILE = 'Tile'

	A resampling method.






	
geopyspark.geotrellis.constants.UINT16 = 'uint16'

	Representes Int Cells with constant NoData values.






	
geopyspark.geotrellis.constants.UINT16RAW = 'uint16raw'

	Representes Int Cells.






	
geopyspark.geotrellis.constants.UINT16UD = 'uint16ud'

	Representes Int Cells with user defined NoData values.






	
geopyspark.geotrellis.constants.UINT8 = 'uint8'

	Representes Short Cells with constant NoData values.






	
geopyspark.geotrellis.constants.UINT8RAW = 'uint8raw'

	Representes Short Cells.






	
geopyspark.geotrellis.constants.UINT8UD = 'uint8ud'

	Representes Short Cells with user defined NoData values.






	
geopyspark.geotrellis.constants.VIRIDIS = 'viridis'

	A ColorRamp.






	
geopyspark.geotrellis.constants.WEDGE = 'wedge'

	Neighborhood type.






	
geopyspark.geotrellis.constants.YEARS = 'years'

	Neighborhood type.






	
geopyspark.geotrellis.constants.ZOOM = 'zoom'

	Layout scheme to match resolution of source rasters.






	
geopyspark.geotrellis.constants.ZORDER = 'zorder'

	A key indexing method. Works for RDDs that contain both SpatialKey and
SpaceTimeKey. Note, indexes are determined by the x, y, and if
SPACETIME, the temporal resolutions of a point. This is expressed in bits, and
has a max value of 62. Thus if the sum of those resolutions are greater than 62,
then the indexing will fail.








geopyspark.geotrellis.geotiff_rdd module

This module contains functions that create RasterRDD from files.


	
geopyspark.geotrellis.geotiff_rdd.get(geopysc, rdd_type, uri, options=None, **kwargs)

	Creates a RasterRDD from GeoTiffs that are located on the local file system, HDFS,
or S3.


	Parameters

	
	geopysc (geopyspark.GeoPyContext) – The GeoPyContext being used this session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME.


Note

All of the GeoTiffs must have the same saptial type.






	uri (str) – The path to a given file/directory.


	options (dict, optional) – A dictionary of different options that are used
when creating the RDD. This defaults to None. If None, then the
RDD will be created using the default options for the given backend
in GeoTrellis.


Note

Key values in the dict should be in camel case, as this is the style that is
used in Scala.




	These are the options when using the local file system or HDFS:

	
	
	crs (str, optional): The CRS that the output tiles should be

	in. The CRS must be in the well-known name format. If None,
then the CRS that the tiles were originally in will be used.







	
	timeTag (str, optional): The name of the tiff tag that contains

	the time stamp for the tile. If None, then the default value
is: TIFFTAG_DATETIME.







	
	timeFormat (str, optional): The pattern of the time stamp for

	java.time.format.DateTimeFormatter to parse. If None,
then the default value is: yyyy:MM:dd HH:mm:ss.







	
	maxTileSize (int, optional): The max size of each tile in the

	resulting RDD. If the size is smaller than a read in tile,
then that tile will be broken into tiles of the specified
size. If None, then the whole tile will be read in.







	
	numPartitions (int, optional): The number of repartitions Spark

	will make when the data is repartitioned. If None, then the
data will not be repartitioned.







	
	chunkSize (int, optional): How many bytes of the file should be

	read in at a time. If None, then files will be read in 65536
byte chunks.











	S3 has the above options in addition to this:

	
	
	s3Client (str, optional): Which S3Cleint to use when reading

	GeoTiffs. There are currently two options: default and
mock. If None, defualt is used.


	Note:

	mock should only be used in unit tests and debugging.




















	**kwargs – Option parameters can also be entered as keyword arguements.









Note

Defining both options and kwargs will cause the kwargs to be ignored in favor
of options.




	Returns

	RasterRDD












geopyspark.geotrellis.neighborhoods module

Classes that represent the various neighborhoods used in focal functions.


Note

Once a parameter has been entered for any one of these classes it gets converted to a
float if it was originally an int.




	
class geopyspark.geotrellis.neighborhoods.Annulus(inner_radius, outer_radius)

	An Annulus neighborhood.


	Parameters

	
	inner_radius (int or float) – The radius of the inner circle.


	outer_radius (int or float) – The radius of the outer circle.









	
inner_radius

	int or float – The radius of the inner circle.






	
outer_radius

	int or float – The radius of the outer circle.






	
param_1

	float – Same as inner_radius.






	
param_2

	float – Same as outer_radius.






	
param_3

	float – Unused param for Annulus. Is 0.0.






	
name

	str – The name of the neighborhood which is, “annulus”.










	
class geopyspark.geotrellis.neighborhoods.Circle(radius)

	A circle neighborhood.


	Parameters

	radius (int or float) – The radius of the circle that determines which cells fall within
the bounding box.






	
radius

	int or float – The radius of the circle that determines which cells fall within
the bounding box.






	
param_1

	float – Same as radius.






	
param_2

	float – Unused param for Circle. Is 0.0.






	
param_3

	float – Unused param for Circle. Is 0.0.






	
name

	str – The name of the neighborhood which is, “circle”.






Note

Cells that lie exactly on the radius of the circle are apart of the neighborhood.








	
class geopyspark.geotrellis.neighborhoods.Nesw(extent)

	A neighborhood that includes a column and row intersection for the focus.


	Parameters

	extent (int or float) – The extent of this neighborhood. This represents the how many
cells past the focus the bounding box goes.






	
extent

	int or float – The extent of this neighborhood. This represents the how many
cells past the focus the bounding box goes.






	
param_1

	float – Same as extent.






	
param_2

	float – Unused param for Nesw. Is 0.0.






	
param_3

	float – Unused param for Nesw. Is 0.0.






	
name

	str – The name of the neighborhood which is, “nesw”.










	
class geopyspark.geotrellis.neighborhoods.Wedge(radius, start_angle, end_angle)

	A wedge neighborhood.


	Parameters

	
	radius (int or float) – The radius of the wedge.


	start_angle (int or float) – The starting angle of the wedge in degrees.


	end_angle (int or float) – The ending angle of the wedge in degrees.









	
radius

	int or float – The radius of the wedge.






	
start_angle

	int or float – The starting angle of the wedge in degrees.






	
end_angle

	int or float – The ending angle of the wedge in degrees.






	
param_1

	float – Same as radius.






	
param_2

	float – Same as start_angle.






	
param_3

	float – Same as end_angle.






	
name

	str – The name of the neighborhood which is, “wedge”.












geopyspark.geotrellis.rdd module

This module contains the RasterRDD and the TiledRasterRDD classes. Both of these classes are
wrappers of their Scala counterparts. These will be used in leau of actual PySpark RDDs
when performing operations.


	
class geopyspark.geotrellis.rdd.CachableRDD

	Base class for class that wraps a Scala RDD instance through a py4j reference.


	
geopysc

	GeoPyContext – The GeoPyContext being used this session.






	
srdd

	py4j.java_gateway.JavaObject – The coresponding Scala RDD class.






	
cache()

	Persist this RDD with the default storage level (C{MEMORY_ONLY}).






	
persist(storageLevel=StorageLevel(False, True, False, False, 1))

	Set this RDD’s storage level to persist its values across operations
after the first time it is computed. This can only be used to assign
a new storage level if the RDD does not have a storage level set yet.
If no storage level is specified defaults to (C{MEMORY_ONLY}).






	
unpersist()

	Mark the RDD as non-persistent, and remove all blocks for it from
memory and disk.






	
wrapped_rdds()

	Returns the list of RDD-containing objects wrapped by this object.
The default implementation assumes that subclass contains a single
RDD container, srdd, which implements the persist() and unpersist()
methods.










	
class geopyspark.geotrellis.rdd.RasterRDD(geopysc, rdd_type, srdd)

	A wrapper of a RDD that contains GeoTrellis rasters.

Represents a RDD that contains (K, V). Where K is either ProjectedExtent or
TemporalProjectedExtent depending on the rdd_type of the RDD, and V being a
Raster.

The data held within the RDD has not been tiled. Meaning the data has yet to be
modified to fit a certain layout. See RasterRDD for more information.


	Parameters

	
	geopysc (GeoPyContext) – The GeoPyContext being used this session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME.


	srdd (py4j.java_gateway.JavaObject) – The coresponding Scala class. This is what allows
RasterRDD to access the various Scala methods.









	
geopysc

	GeoPyContext – The GeoPyContext being used this session.






	
rdd_type

	str – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME.






	
srdd

	py4j.java_gateway.JavaObject – The coresponding Scala class. This is what allows
RasterRDD to access the various Scala methods.






	
cache()

	Persist this RDD with the default storage level (C{MEMORY_ONLY}).






	
collect_metadata(extent=None, layout=None, crs=None, tile_size=256)

	Iterate over RDD records and generates layer metadata desribing the contained
rasters.


	Parameters

	
	extent (Extent, optional) – Specify layout extent, must
also specify layout.


	layout (TileLayout, optional) – Specify tile layout, must
also specify extent.


	crs (str or int, optional) – Ignore CRS from records and use given one instead.


	tile_size (int, optional) – Pixel dimensions of each tile, if not using layout.









Note

extent and layout must both be defined if they are to be used.




	Returns

	Metadata



	Raises

	TypeError – If either extent and layout is not defined but the other is.










	
convert_data_type(new_type)

	Converts the underlying, raster values to a new CellType.


	Parameters

	new_type (str) – The string representation of the CellType to convert to. It is
represented by a constant such as INT16, FLOAT64UD, etc.



	Returns

	RasterRDD



	Raises

	ValueError – When an unsupported cell type is entered.










	
cut_tiles(layer_metadata, resample_method='NearestNeighbor')

	Cut tiles to layout. May result in duplicate keys.


	Parameters

	
	layer_metadata (Metadata) – The
Metadata of the RasterRDD instance.


	resample_method (str, optional) – The resample method to use for the reprojection.
This is represented by the following constants: NEARESTNEIGHBOR, BILINEAR,
CUBICCONVOLUTION, LANCZOS, AVERAGE, MODE, MEDIAN, MAX, and
MIN. If none is specified, then NEARESTNEIGHBOR is used.






	Returns

	TiledRasterRDD










	
classmethod from_numpy_rdd(geopysc, rdd_type, numpy_rdd)

	Create a RasterRDD from a numpy RDD.


	Parameters

	
	geopysc (GeoPyContext) – The GeoPyContext being used this
session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME.


	numpy_rdd (pyspark.RDD) – A PySpark RDD that contains tuples of either
ProjectedExtents or TemporalProjectedExtents and rasters that are represented
by a numpy array.






	Returns

	RasterRDD










	
get_min_max()

	Returns the maximum and minimum values of all of the rasters in the RDD.


	Returns

	(float, float)










	
persist(storageLevel=StorageLevel(False, True, False, False, 1))

	Set this RDD’s storage level to persist its values across operations
after the first time it is computed. This can only be used to assign
a new storage level if the RDD does not have a storage level set yet.
If no storage level is specified defaults to (C{MEMORY_ONLY}).






	
reclassify(value_map, data_type, boundary_strategy='LessThanOrEqualTo', replace_nodata_with=None)

	Changes the cell values of a raster based on how the data is broken up.


	Parameters

	
	value_map (dict) – A dict whose keys represent values where a break should occur and
its values are the new value the cells within the break should become.


	data_type (type) – The type of the values within the rasters. Can either be int or
float.


	boundary_strategy (str, optional) – How the cells should be classified along the breaks.
This is represented by the following constants: GREATERTHAN,
GREATERTHANOREQUALTO, LESSTHAN, LESSTHANOREQUALTO, and EXACT. If
unspecified, then LESSTHANOREQUALTO will be used.


	replace_nodata_with (data_type, optional) – When remapping values, nodata values must be
treated separately.  If nodata values are intended to be replaced during the
reclassify, this variable should be set to the intended value.  If unspecified,
nodata values will be preserved.









Note

NoData symbolizes a different value depending on if data_type is int or
float. For int, the constant NODATAINT can be used which represents the
NoData value for int in GeoTrellis. For float, float('nan') is used to
represent NoData.




	Returns

	RasterRDD










	
reproject(target_crs, resample_method='NearestNeighbor')

	Reproject every individual raster to target_crs, does not sample past tile boundary


	Parameters

	
	target_crs (str or int) – The CRS to reproject to. Can either be the EPSG code,
well-known name, or a PROJ.4 projection string.


	resample_method (str, optional) – The resample method to use for the reprojection.
This is represented by the following constants: NEARESTNEIGHBOR, BILINEAR,
CUBICCONVOLUTION, LANCZOS, AVERAGE, MODE, MEDIAN, MAX, and
MIN. If none is specified, then NEARESTNEIGHBOR is used.






	Returns

	RasterRDD










	
tile_to_layout(layer_metadata, resample_method='NearestNeighbor')

	Cut tiles to layout and merge overlapping tiles. This will produce unique keys.


	Parameters

	
	layer_metadata (Metadata) – The
Metadata of the RasterRDD instance.


	resample_method (str, optional) – The resample method to use for the reprojection.
This is represented by the following constants: NEARESTNEIGHBOR, BILINEAR,
CUBICCONVOLUTION, LANCZOS, AVERAGE, MODE, MEDIAN, MAX, and
MIN. If none is specified, then NEARESTNEIGHBOR is used.






	Returns

	TiledRasterRDD










	
to_numpy_rdd()

	Converts a RasterRDD to a numpy RDD.


Note

Depending on the size of the data stored within the RDD, this can be an exspensive
operation and should be used with caution.




	Returns

	pyspark.RDD










	
to_tiled_layer(extent=None, layout=None, crs=None, tile_size=256, resample_method='NearestNeighbor')

	Converts this RasterRDD to a TiledRasterRDD.

This method combines collect_metadata() and
tile_to_layout() into one step.


	Parameters

	
	extent (Extent, optional) – Specify layout extent,
must also specify layout.


	layout (TileLayout, optional) – Specify tile layout, must
also specify extent.


	crs (str or int, optional) – Ignore CRS from records and use given one instead.


	tile_size (int, optional) – Pixel dimensions of each tile, if not using layout.


	resample_method (str, optional) – The resample method to use for the reprojection.
This is represented by the following constants: NEARESTNEIGHBOR, BILINEAR,
CUBICCONVOLUTION, LANCZOS, AVERAGE, MODE, MEDIAN, MAX, and
MIN. If none is specified, then NEARESTNEIGHBOR is used.









Note

extent and layout must both be defined if they are to be used.




	Returns

	TiledRasterRDD










	
unpersist()

	Mark the RDD as non-persistent, and remove all blocks for it from
memory and disk.






	
wrapped_rdds()

	Returns the list of RDD-containing objects wrapped by this object.
The default implementation assumes that subclass contains a single
RDD container, srdd, which implements the persist() and unpersist()
methods.










	
class geopyspark.geotrellis.rdd.TiledRasterRDD(geopysc, rdd_type, srdd)

	Wraps a RDD of tiled, GeoTrellis rasters.

Represents a RDD that contains (K, V). Where K is either SpatialKey or
SpaceTimeKey depending on the rdd_type of the RDD, and V being a
Raster.

The data held within the RDD is tiled. This means that the rasters have been modified to fit
a larger layout. For more information, see TiledRasterRDD.


	Parameters

	
	geopysc (GeoPyContext) – The GeoPyContext being used this session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is represented by the
constants: SPATIAL and SPACETIME.


	srdd (py4j.java_gateway.JavaObject) – The coresponding Scala class. This is what allows
TiledRasterRDD to access the various Scala methods.









	
geopysc

	GeoPyContext – The GeoPyContext being used this session.






	
rdd_type

	str – What the spatial type of the geotiffs are. This is represented by the
constants: SPATIAL` and ``SPACETIME.






	
srdd

	py4j.java_gateway.JavaObject – The coresponding Scala class. This is what allows
RasterRDD to access the various Scala methods.






	
cache()

	Persist this RDD with the default storage level (C{MEMORY_ONLY}).






	
convert_data_type(new_type)

	Converts the underlying, raster values to a new CellType.


	Parameters

	new_type (str) – The string representation of the CellType to convert to. It is
represented by a constant such as INT16, FLOAT64UD, etc.



	Returns

	TiledRasterRDD










	
cost_distance(geometries, max_distance)

	Performs cost distance of a TileLayer.


	Parameters

	
	geometries (list) – A list of shapely geometries to be used as a starting point.


Note

All geometries must be in the same CRS as the TileLayer.






	max_distance (int, float) – The maximum cost that a path may reach before the operation.
stops. This value can be an int or float.






	Returns

	TiledRasterRDD










	
classmethod euclidean_distance(geopysc, geometry, source_crs, zoom, cellType='float64')

	Calculates the Euclidean distance of a Shapely geometry.


	Parameters

	
	geopysc (GeoPyContext) – The GeoPyContext being used this
session.


	geometry (shapely.geometry) – The input geometry to compute the Euclidean distance
for.


	source_crs (str or int) – The CRS of the input geometry.


	zoom (int) – The zoom level of the output raster.









Note

This function may run very slowly for polygonal inputs if they cover many cells of
the output raster.




	Returns

	RDD










	
focal(operation, neighborhood=None, param_1=None, param_2=None, param_3=None)

	Performs the given focal operation on the layers contained in the RDD.


	Parameters

	
	operation (str) – The focal operation. Represented by constants: SUM, MIN,
MAX, MEAN, MEDIAN, MODE, STANDARDDEVIATION, ASPECT, and
SLOPE.


	neighborhood (str or Neighborhood, optional) – The type of neighborhood to use in the focal operation. This can be represented by
either an instance of Neighborhood, or by the constants: ANNULUS, NEWS,
SQUARE, WEDGE, and CIRCLE. Defaults to None.


	param_1 (int or float, optional) – If using SLOPE, then this is the zFactor, else it
is the first argument of neighborhood.


	param_2 (int or float, optional) – The second argument of the neighborhood.


	param_3 (int or float, optional) – The third argument of the neighborhood.









Note

param only need to be set if neighborhood is not an instance of
Neighborhood or if neighborhood is None.

Any param that is not set will default to 0.0.

If neighborhood is None then operation must be either SLOPE or
ASPECT.




	Returns

	TiledRasterRDD



	Raises

	
	ValueError – If operation is not a known operation.


	ValueError – If neighborhood is not a known neighborhood.


	ValueError – If neighborhood was not set, and operation is not SLOPE or
ASPECT.













	
classmethod from_numpy_rdd(geopysc, rdd_type, numpy_rdd, metadata)

	Create a TiledRasterRDD from a numpy RDD.


	Parameters

	
	geopysc (GeoPyContext) – The GeoPyContext being used this
session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is represented by the
constants: SPATIAL and SPACETIME.


	numpy_rdd (pyspark.RDD) – A PySpark RDD that contains tuples of either
SpatialKey or SpaceTimeKey and rasters that are represented by a
numpy array.


	metadata (Metadata) – The Metadata of
the TiledRasterRDD instance.






	Returns

	TiledRasterRDD










	
get_histogram()

	Returns an array of Java histogram objects, one for each band of the raster.


	Parameters

	None – 



	Returns

	An array of Java objects containing the histograms of each band










	
get_min_max()

	Returns the maximum and minimum values of all of the rasters in the RDD.


	Returns

	(float, float)










	
get_quantile_breaks(num_breaks)

	Returns quantile breaks for this RDD.


	Parameters

	num_breaks (int) – The number of breaks to return.



	Returns

	[float]










	
get_quantile_breaks_exact_int(num_breaks)

	Returns quantile breaks for this RDD.
This version uses the FastMapHistogram, which counts exact integer values.
If your RDD has too many values, this can cause memory errors.


	Parameters

	num_breaks (int) – The number of breaks to return.



	Returns

	[int]










	
is_floating_point_layer()

	Determines whether the content of the TiledRasterRDD is of floating point type.


	Parameters

	None – 



	Returns

	[boolean]










	
layer_metadata

	Layer metadata associated with this layer.






	
lookup(col, row)

	Return the value(s) in the image of a particular SpatialKey (given by col and row).


	Parameters

	
	col (int) – The SpatialKey column.


	row (int) – The SpatialKey row.






	Returns

	A list of numpy arrays (the tiles)



	Raises

	
	ValueError – If using lookup on a non SPATIAL TiledRasterRDD.


	IndexError – If col and row are not within the TiledRasterRDD’s bounds.













	
mask(geometries)

	Masks the TiledRasterRDD so that only values that intersect the geometries will
be available.


	Parameters

	geometries (list) – A list of shapely geometries to use as masks.


Note

All geometries must be in the same CRS as the TileLayer.







	Returns

	TiledRasterRDD










	
persist(storageLevel=StorageLevel(False, True, False, False, 1))

	Set this RDD’s storage level to persist its values across operations
after the first time it is computed. This can only be used to assign
a new storage level if the RDD does not have a storage level set yet.
If no storage level is specified defaults to (C{MEMORY_ONLY}).






	
polygonal_max(geometry, data_type)

	Finds the max value that is contained within the given geometry.


	Parameters

	
	geometry (shapely.geometry.Polygon or shapely.geometry.MultiPolygon or str) – A
Shapely Polygon or MultiPolygon that represents the area where the summary
should be computed; or a WKT string representation of the geometry.


	data_type (type) – The type of the values within the rasters. Can either be int or
float.






	Returns

	int or float depending on data_type.



	Raises

	TypeError – If data_type is not an int or float.










	
polygonal_mean(geometry)

	Finds the mean of all of the values that are contained within the given geometry.


	Parameters

	geometry (shapely.geometry.Polygon or shapely.geometry.MultiPolygon or str) – A
Shapely Polygon or MultiPolygon that represents the area where the summary
should be computed; or a WKT string representation of the geometry.



	Returns

	float










	
polygonal_min(geometry, data_type)

	Finds the min value that is contained within the given geometry.


	Parameters

	
	geometry (shapely.geometry.Polygon or shapely.geometry.MultiPolygon or str) – A
Shapely Polygon or MultiPolygon that represents the area where the summary
should be computed; or a WKT string representation of the geometry.


	data_type (type) – The type of the values within the rasters. Can either be int or
float.






	Returns

	int or float depending on data_type.



	Raises

	TypeError – If data_type is not an int or float.










	
polygonal_sum(geometry, data_type)

	Finds the sum of all of the values that are contained within the given geometry.


	Parameters

	
	geometry (shapely.geometry.Polygon or shapely.geometry.MultiPolygon or str) – A
Shapely Polygon or MultiPolygon that represents the area where the summary
should be computed; or a WKT string representation of the geometry.


	data_type (type) – The type of the values within the rasters. Can either be int or
float.






	Returns

	int or float depending on data_type.



	Raises

	TypeError – If data_type is not an int or float.










	
pyramid(start_zoom, end_zoom, resample_method='NearestNeighbor')

	Creates a pyramid of GeoTrellis layers where each layer reprsents a given zoom.


	Parameters

	
	start_zoom (int) – The zoom level where pyramiding should begin. Represents
the level that is most zoomed in.


	end_zoom (int) – The zoom level where pyramiding should end. Represents
the level that is most zoomed out.


	resample_method (str, optional) – The resample method to use for the reprojection.
This is represented by the following constants: NEARESTNEIGHBOR, BILINEAR,
CUBICCONVOLUTION, LANCZOS, AVERAGE, MODE, MEDIAN, MAX, and
MIN. If none is specified, then NEARESTNEIGHBOR is used.






	Returns

	[TiledRasterRDDs].



	Raises

	
	ValueError – If the given resample_method is not known.


	ValueError – If the col and row count is not a power of 2.













	
classmethod rasterize(geopysc, rdd_type, geometry, extent, crs, cols, rows, fill_value, instant=None)

	Creates a TiledRasterRDD from a shapely geomety.


	Parameters

	
	geopysc (GeoPyContext) – The GeoPyContext being used this session.


	rdd_type (str) – What the spatial type of the geotiffs are. This is
represented by the constants: SPATIAL and SPACETIME.


	geometry (str or shapely.geometry.Polygon) – The value to be turned into a raster. Can
either be a string or a Polygon. If the value is a string, it must be the WKT
string, geometry format.


	extent (Extent) – The extent of the new raster.


	crs (str or int) – The CRS the new raster should be in.


	cols (int) – The number of cols the new raster should have.


	rows (int) – The number of rows the new raster should have.


	fill_value (int) – The value to fill the raster with.


Note

Only the area the raster intersects with the extent will have this value.
Any other area will be filled with GeoTrellis’ NoData value for int which
is represented in GeoPySpark as the constant, NODATAINT.






	instant (int, optional) – Optional if the data has no time component (ie is SPATIAL).
Otherwise, it is requires and represents the time stamp of the data.






	Returns

	TiledRasterRDD



	Raises

	TypeError – If geometry is not a str or a Polygon; or if there was a
mistach in inputs like setting the rdd_type as SPATIAL but also setting
instant.










	
reclassify(value_map, data_type, boundary_strategy='LessThanOrEqualTo', replace_nodata_with=None)

	Changes the cell values of a raster based on how the data is broken up.


	Parameters

	
	value_map (dict) – A dict whose keys represent values where a break should occur and
its values are the new value the cells within the break should become.


	data_type (type) – The type of the values within the rasters. Can either be int or
float.


	boundary_strategy (str, optional) – How the cells should be classified along the breaks.
This is represented by the following constants: GREATERTHAN,
GREATERTHANOREQUALTO, LESSTHAN, LESSTHANOREQUALTO, and EXACT. If
unspecified, then LESSTHANOREQUALTO will be used.


	replace_nodata_with (data_type, optional) – When remapping values, nodata values must be
treated separately.  If nodata values are intended to be replaced during the
reclassify, this variable should be set to the intended value.  If unspecified,
nodata values will be preserved.









Note

NoData symbolizes a different value depending on if data_type is int or
float. For int, the constant NODATAINT can be used which represents the
NoData value for int in GeoTrellis. For float, float('nan') is used to
represent NoData.




	Returns

	TiledRasterRDD










	
reproject(target_crs, extent=None, layout=None, scheme='float', tile_size=256, resolution_threshold=0.1, resample_method='NearestNeighbor')

	Reproject RDD as tiled raster layer, samples surrounding tiles.


	Parameters

	
	target_crs (str or int) – The CRS to reproject to. Can either be the EPSG code,
well-known name, or a PROJ.4 projection string.


	extent (Extent, optional) – Specify the layout
extent, must also specify layout.


	layout (TileLayout, optional) – Specify the tile layout,
must also specify extent.


	scheme (str, optional) – Which LayoutScheme should be used. Represented by the
constants: FLOAT and ZOOM. If not specified, then FLOAT is used.


	tile_size (int, optional) – Pixel dimensions of each tile, if not using layout.


	resolution_threshold (double, optional) – The percent difference between a cell size
and a zoom level along with the resolution difference between the zoom level and
the next one that is tolerated to snap to the lower-resolution zoom.


	resample_method (str, optional) – The resample method to use for the reprojection.
This is represented by the following constants: NEARESTNEIGHBOR, BILINEAR,
CUBICCONVOLUTION, LANCZOS, AVERAGE, MODE, MEDIAN, MAX, and
MIN. If none is specified, then NEARESTNEIGHBOR is used.









Note

extent and layout must both be defined if they are to be used.




	Returns

	TiledRasterRDD



	Raises

	TypeError – If either extent or layout is defined but the other is not.










	
stitch()

	Stitch all of the rasters within the RDD into one raster.


Note

This can only be used on SPATIAL TiledRasterRDDs.




	Returns

	Raster










	
tile_to_layout(layout, resample_method='NearestNeighbor')

	Cut tiles to a given layout and merge overlapping tiles. This will produce unique keys.


	Parameters

	
	layout (TileLayout) – Specify the TileLayout to cut
to.


	resample_method (str, optional) – The resample method to use for the reprojection.
This is represented by the following constants: NEARESTNEIGHBOR, BILINEAR,
CUBICCONVOLUTION, LANCZOS, AVERAGE, MODE, MEDIAN, MAX, and
MIN. If none is specified, then NEARESTNEIGHBOR is used.






	Returns

	TiledRasterRDD










	
to_numpy_rdd()

	Converts a TiledRasterRDD to a numpy RDD.


Note

Depending on the size of the data stored within the RDD, this can be an exspensive
operation and should be used with caution.




	Returns

	pyspark.RDD










	
unpersist()

	Mark the RDD as non-persistent, and remove all blocks for it from
memory and disk.






	
wrapped_rdds()

	Returns the list of RDD-containing objects wrapped by this object.
The default implementation assumes that subclass contains a single
RDD container, srdd, which implements the persist() and unpersist()
methods.






	
zoom_level

	The zoom level of the RDD. Can be None.
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A


  	
      	abs() (in module pyspark.sql.functions)


      	Accumulator (class in pyspark)


      	accumulator() (pyspark.SparkContext method)


      	AccumulatorParam (class in pyspark)


      	accuracy (pyspark.mllib.evaluation.MulticlassMetrics attribute)


      	acos() (in module pyspark.sql.functions)


      	active (pyspark.sql.streaming.StreamingQueryManager attribute)


      	add() (pyspark.Accumulator method)

      
        	(pyspark.mllib.linalg.distributed.BlockMatrix method)


        	(pyspark.sql.types.StructType method)


      


      	add_months() (in module pyspark.sql.functions)


      	addFile() (pyspark.SparkContext method)


      	addGrid() (pyspark.ml.tuning.ParamGridBuilder method)


      	addInPlace() (pyspark.AccumulatorParam method)


      	addPyFile() (pyspark.SparkContext method)


      	addStreamingListener() (pyspark.streaming.StreamingContext method)


      	AFTSurvivalRegression (class in pyspark.ml.regression)


      	AFTSurvivalRegressionModel (class in pyspark.ml.regression)


      	agg() (pyspark.sql.DataFrame method)

      
        	(pyspark.sql.GroupedData method)


      


      	aggregate() (pyspark.RDD method)


      	aggregateByKey() (pyspark.RDD method)


      	aggregationDepth (pyspark.ml.classification.LogisticRegression attribute)

      
        	(pyspark.ml.regression.AFTSurvivalRegression attribute)


        	(pyspark.ml.regression.LinearRegression attribute)


      


      	aic (pyspark.ml.regression.GeneralizedLinearRegressionSummary attribute)

      
        	(pyspark.ml.regression.GeneralizedLinearRegressionTrainingSummary attribute)


      


      	alias() (pyspark.sql.Column method)

      
        	(pyspark.sql.DataFrame method)


      


      	alpha (pyspark.ml.recommendation.ALS attribute)


      	ALS (class in pyspark.ml.recommendation)

      
        	(class in pyspark.mllib.recommendation)


      


      	ALSModel (class in pyspark.ml.recommendation)


      	Annulus (class in geopyspark.geotrellis.neighborhoods)


      	ANNULUS (in module geopyspark.geotrellis.constants)


      	appendBias() (pyspark.mllib.util.MLUtils static method)


      	applicationId (pyspark.SparkContext attribute)


  

  	
      	appName() (pyspark.sql.SparkSession.Builder method)


      	approx_count_distinct() (in module pyspark.sql.functions)


      	approxCountDistinct() (in module pyspark.sql.functions)


      	approxQuantile() (pyspark.sql.DataFrame method)

      
        	(pyspark.sql.DataFrameStatFunctions method)


      


      	areaUnderPR (pyspark.mllib.evaluation.BinaryClassificationMetrics attribute)


      	areaUnderROC (pyspark.ml.classification.BinaryLogisticRegressionSummary attribute)

      
        	(pyspark.ml.classification.BinaryLogisticRegressionTrainingSummary attribute)


        	(pyspark.mllib.evaluation.BinaryClassificationMetrics attribute)


      


      	array() (in module pyspark.sql.functions)


      	array_contains() (in module pyspark.sql.functions)


      	ArrayType (class in pyspark.sql.types)


      	asc() (in module pyspark.sql.functions)

      
        	(pyspark.sql.Column method)


      


      	ascii() (in module pyspark.sql.functions)


      	asDict() (pyspark.sql.Row method)


      	asin() (in module pyspark.sql.functions)


      	asML() (pyspark.mllib.linalg.DenseMatrix method)

      
        	(pyspark.mllib.linalg.DenseVector method)


        	(pyspark.mllib.linalg.Matrix method)


        	(pyspark.mllib.linalg.SparseMatrix method)


        	(pyspark.mllib.linalg.SparseVector method)


        	(pyspark.mllib.linalg.Vector method)


      


      	ASPECT (in module geopyspark.geotrellis.constants)


      	assignments() (pyspark.mllib.clustering.PowerIterationClusteringModel method)


      	astype() (pyspark.sql.Column method)


      	atan() (in module pyspark.sql.functions)


      	atan2() (in module pyspark.sql.functions)


      	AVERAGE (in module geopyspark.geotrellis.constants)


      	avg() (in module pyspark.sql.functions)

      
        	(pyspark.sql.GroupedData method)


      


      	avgMetrics (pyspark.ml.tuning.CrossValidatorModel attribute)


      	AvroRegistry (class in geopyspark.geopycontext)


      	AvroSerializer (class in geopyspark.geopycontext)


      	awaitAnyTermination() (pyspark.sql.streaming.StreamingQueryManager method)


      	awaitTermination() (pyspark.sql.streaming.StreamingQuery method)

      
        	(pyspark.streaming.StreamingContext method)


      


      	awaitTerminationOrTimeout() (pyspark.streaming.StreamingContext method)


  





B


  	
      	base64() (in module pyspark.sql.functions)


      	baseOn() (pyspark.ml.tuning.ParamGridBuilder method)


      	BasicProfiler (class in pyspark)


      	bestModel (pyspark.ml.tuning.CrossValidatorModel attribute)

      
        	(pyspark.ml.tuning.TrainValidationSplitModel attribute)


      


      	between() (pyspark.sql.Column method)


      	BILINEAR (in module geopyspark.geotrellis.constants)


      	bin() (in module pyspark.sql.functions)


      	Binarizer (class in pyspark.ml.feature)


      	binary (pyspark.ml.feature.CountVectorizer attribute)

      
        	(pyspark.ml.feature.HashingTF attribute)


      


      	BinaryClassificationEvaluator (class in pyspark.ml.evaluation)


      	BinaryClassificationMetrics (class in pyspark.mllib.evaluation)


      	binaryFiles() (pyspark.SparkContext method)


      	BinaryLogisticRegressionSummary (class in pyspark.ml.classification)


      	BinaryLogisticRegressionTrainingSummary (class in pyspark.ml.classification)


      	binaryRecords() (pyspark.SparkContext method)


      	binaryRecordsStream() (pyspark.streaming.StreamingContext method)


      	BinaryType (class in pyspark.sql.types)


      	BisectingKMeans (class in pyspark.ml.clustering)

      
        	(class in pyspark.mllib.clustering)


      


      	BisectingKMeansModel (class in pyspark.ml.clustering)

      
        	(class in pyspark.mllib.clustering)


      


      	BisectingKMeansSummary (class in pyspark.ml.clustering)


  

  	
      	bitwiseAND() (pyspark.sql.Column method)


      	bitwiseNOT() (in module pyspark.sql.functions)


      	bitwiseOR() (pyspark.sql.Column method)


      	bitwiseXOR() (pyspark.sql.Column method)


      	BlockMatrix (class in pyspark.mllib.linalg.distributed)


      	blocks (pyspark.mllib.linalg.distributed.BlockMatrix attribute)


      	blockSize (pyspark.ml.classification.MultilayerPerceptronClassifier attribute)


      	BLUE_TO_ORANGE (in module geopyspark.geotrellis.constants)


      	BLUE_TO_RED (in module geopyspark.geotrellis.constants)


      	BOOL (in module geopyspark.geotrellis.constants)


      	BooleanType (class in pyspark.sql.types)


      	BOOLRAW (in module geopyspark.geotrellis.constants)


      	boundaries (pyspark.ml.regression.IsotonicRegressionModel attribute)


      	Bounds (class in geopyspark.geotrellis)


      	bounds (geopyspark.geotrellis.Metadata attribute)


      	Broadcast (class in pyspark)


      	broadcast() (in module pyspark.sql.functions)

      
        	(pyspark.SparkContext method)


      


      	Broker (class in pyspark.streaming.kafka)


      	bround() (in module pyspark.sql.functions)


      	Bucketizer (class in pyspark.ml.feature)


      	build() (pyspark.ml.tuning.ParamGridBuilder method)


      	builder (pyspark.sql.SparkSession attribute)


      	ByteType (class in pyspark.sql.types)


  





C


  	
      	CachableRDD (class in geopyspark.geotrellis.rdd)


      	cache() (geopyspark.geotrellis.rdd.CachableRDD method)

      
        	(geopyspark.geotrellis.rdd.RasterRDD method)


        	(geopyspark.geotrellis.rdd.TiledRasterRDD method)


        	(pyspark.RDD method)


        	(pyspark.mllib.linalg.distributed.BlockMatrix method)


        	(pyspark.sql.DataFrame method)


        	(pyspark.streaming.DStream method)


      


      	cacheNodeIds (pyspark.ml.classification.DecisionTreeClassifier attribute)

      
        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	cacheTable() (pyspark.sql.SQLContext method)


      	call() (pyspark.mllib.tree.DecisionTreeModel method)

      
        	(pyspark.mllib.tree.GradientBoostedTreesModel method)


        	(pyspark.mllib.tree.RandomForestModel method)


      


      	cancelAllJobs() (pyspark.SparkContext method)


      	cancelJobGroup() (pyspark.SparkContext method)


      	cartesian() (pyspark.RDD method)
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        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.GeneralizedLinearRegressionModel method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.IsotonicRegressionModel method)


        	(pyspark.ml.regression.LinearRegression method)


        	(pyspark.ml.regression.LinearRegressionModel method)


        	(pyspark.ml.regression.RandomForestRegressionModel method)


        	(pyspark.ml.regression.RandomForestRegressor method)


        	(pyspark.ml.tuning.CrossValidator method)


        	(pyspark.ml.tuning.CrossValidatorModel method)


        	(pyspark.ml.tuning.TrainValidationSplit method)


        	(pyspark.ml.tuning.TrainValidationSplitModel method)


      


  

  	
      	hasSummary (pyspark.ml.classification.LogisticRegressionModel attribute)

      
        	(pyspark.ml.clustering.BisectingKMeansModel attribute)


        	(pyspark.ml.clustering.GaussianMixtureModel attribute)


        	(pyspark.ml.clustering.KMeansModel attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegressionModel attribute)


        	(pyspark.ml.regression.LinearRegressionModel attribute)


      


      	head() (pyspark.sql.DataFrame method)


      	HEATMAP_BLUE_TO_YELLOW_TO_RED_SPECTRUM (in module geopyspark.geotrellis.constants)


      	HEATMAP_DARK_RED_TO_YELLOW_WHITE (in module geopyspark.geotrellis.constants)


      	HEATMAP_LIGHT_PURPLE_TO_DARK_PURPLE_TO_WHITE (in module geopyspark.geotrellis.constants)


      	HEATMAP_YELLOW_TO_RED (in module geopyspark.geotrellis.constants)


      	hex() (in module pyspark.sql.functions)


      	HILBERT (in module geopyspark.geotrellis.constants)


      	histogram() (pyspark.RDD method)


      	HiveContext (class in pyspark.sql)


      	HOT (in module geopyspark.geotrellis.constants)


      	hour() (in module pyspark.sql.functions)


      	HOURS (in module geopyspark.geotrellis.constants)


      	hypot() (in module pyspark.sql.functions)


  





I


  	
      	id (pyspark.sql.streaming.StreamingQuery attribute)


      	id() (pyspark.RDD method)


      	identity() (pyspark.ml.param.TypeConverters static method)


      	IDF (class in pyspark.ml.feature)

      
        	(class in pyspark.mllib.feature)


      


      	idf (pyspark.ml.feature.IDFModel attribute)


      	idf() (pyspark.mllib.feature.IDFModel method)


      	IDFModel (class in pyspark.ml.feature)

      
        	(class in pyspark.mllib.feature)


      


      	implements (pyspark.streaming.StreamingListener.Java attribute)


      	implicitPrefs (pyspark.ml.recommendation.ALS attribute)


      	impurity (pyspark.ml.classification.DecisionTreeClassifier attribute)

      
        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	index() (geopyspark.geotrellis.Bounds method)

      
        	(geopyspark.geotrellis.Extent method)


        	(geopyspark.geotrellis.LayoutDefinition method)


        	(geopyspark.geotrellis.TileLayout method)


      


      	IndexedRow (class in pyspark.mllib.linalg.distributed)


      	IndexedRowMatrix (class in pyspark.mllib.linalg.distributed)


      	indexOf() (pyspark.mllib.feature.HashingTF method)


      	IndexToString (class in pyspark.ml.feature)


      	indices (pyspark.ml.feature.VectorSlicer attribute)

      
        	(pyspark.ml.linalg.SparseVector attribute)


        	(pyspark.mllib.linalg.SparseVector attribute)


      


      	INFERNO (in module geopyspark.geotrellis.constants)


      	initcap() (in module pyspark.sql.functions)


      	InitialPositionInStream (class in pyspark.streaming.kinesis)


      	initialWeights (pyspark.ml.classification.MultilayerPerceptronClassifier attribute)


      	initMode (pyspark.ml.clustering.KMeans attribute)


      	initSteps (pyspark.ml.clustering.KMeans attribute)


      	inner_radius (geopyspark.geotrellis.neighborhoods.Annulus attribute)


      	input_file_name() (in module pyspark.sql.functions)


      	inputCol (pyspark.ml.feature.Binarizer attribute)

      
        	(pyspark.ml.feature.Bucketizer attribute)


        	(pyspark.ml.feature.CountVectorizer attribute)


        	(pyspark.ml.feature.DCT attribute)


        	(pyspark.ml.feature.ElementwiseProduct attribute)


        	(pyspark.ml.feature.HashingTF attribute)


        	(pyspark.ml.feature.IDF attribute)


        	(pyspark.ml.feature.IndexToString attribute)


        	(pyspark.ml.feature.MaxAbsScaler attribute)


        	(pyspark.ml.feature.MinMaxScaler attribute)


        	(pyspark.ml.feature.NGram attribute)


        	(pyspark.ml.feature.Normalizer attribute)


        	(pyspark.ml.feature.OneHotEncoder attribute)


        	(pyspark.ml.feature.PCA attribute)


        	(pyspark.ml.feature.PolynomialExpansion attribute)


        	(pyspark.ml.feature.QuantileDiscretizer attribute)


        	(pyspark.ml.feature.RegexTokenizer attribute)


        	(pyspark.ml.feature.StandardScaler attribute)


        	(pyspark.ml.feature.StopWordsRemover attribute)


        	(pyspark.ml.feature.StringIndexer attribute)


        	(pyspark.ml.feature.Tokenizer attribute)


        	(pyspark.ml.feature.VectorIndexer attribute)


        	(pyspark.ml.feature.VectorSlicer attribute)


        	(pyspark.ml.feature.Word2Vec attribute)


      


      	inputCols (pyspark.ml.feature.VectorAssembler attribute)


      	insertInto() (pyspark.sql.DataFrameWriter method)


      	instr() (in module pyspark.sql.functions)


      	INT16 (in module geopyspark.geotrellis.constants)


      	INT16RAW (in module geopyspark.geotrellis.constants)


      	INT16UD (in module geopyspark.geotrellis.constants)


      	INT32 (in module geopyspark.geotrellis.constants)


      	INT32RAW (in module geopyspark.geotrellis.constants)


      	INT32UD (in module geopyspark.geotrellis.constants)


      	INT8 (in module geopyspark.geotrellis.constants)


      	INT8RAW (in module geopyspark.geotrellis.constants)


      	INT8UD (in module geopyspark.geotrellis.constants)


      	IntegerType (class in pyspark.sql.types)


      	intercept (pyspark.ml.classification.LogisticRegressionModel attribute)

      
        	(pyspark.ml.regression.AFTSurvivalRegressionModel attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegressionModel attribute)


        	(pyspark.ml.regression.LinearRegressionModel attribute)


        	(pyspark.mllib.classification.LogisticRegressionModel attribute)


        	(pyspark.mllib.classification.SVMModel attribute)


        	(pyspark.mllib.regression.LassoModel attribute)


        	(pyspark.mllib.regression.LinearModel attribute)


        	(pyspark.mllib.regression.LinearRegressionModel attribute)


        	(pyspark.mllib.regression.RidgeRegressionModel attribute)


      


      	interceptVector (pyspark.ml.classification.LogisticRegressionModel attribute)


      	intermediateStorageLevel (pyspark.ml.recommendation.ALS attribute)


      	intersect() (pyspark.sql.DataFrame method)


      	intersection() (pyspark.RDD method)


      	inverse (pyspark.ml.feature.DCT attribute)


      	is_floating_point_layer() (geopyspark.geotrellis.rdd.TiledRasterRDD method)


      	isActive (pyspark.sql.streaming.StreamingQuery attribute)


      	isCheckpointed() (pyspark.RDD method)


      	isDefined() (pyspark.ml.classification.DecisionTreeClassificationModel method)

      
        	(pyspark.ml.Estimator method)


        	(pyspark.ml.Model method)


        	(pyspark.ml.Pipeline method)


        	(pyspark.ml.PipelineModel method)


        	(pyspark.ml.Transformer method)


        	(pyspark.ml.classification.DecisionTreeClassifier method)


        	(pyspark.ml.classification.GBTClassificationModel method)


        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.LogisticRegressionModel method)


        	(pyspark.ml.classification.MultilayerPerceptronClassificationModel method)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.classification.NaiveBayesModel method)


        	(pyspark.ml.classification.OneVsRest method)


        	(pyspark.ml.classification.OneVsRestModel method)


        	(pyspark.ml.classification.RandomForestClassificationModel method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.clustering.BisectingKMeans method)


        	(pyspark.ml.clustering.BisectingKMeansModel method)


        	(pyspark.ml.clustering.DistributedLDAModel method)


        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.GaussianMixtureModel method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.clustering.KMeansModel method)


        	(pyspark.ml.clustering.LDA method)


        	(pyspark.ml.clustering.LDAModel method)


        	(pyspark.ml.clustering.LocalLDAModel method)


        	(pyspark.ml.evaluation.BinaryClassificationEvaluator method)


        	(pyspark.ml.evaluation.Evaluator method)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator method)


        	(pyspark.ml.evaluation.RegressionEvaluator method)


        	(pyspark.ml.feature.Binarizer method)


        	(pyspark.ml.feature.Bucketizer method)


        	(pyspark.ml.feature.ChiSqSelector method)


        	(pyspark.ml.feature.ChiSqSelectorModel method)


        	(pyspark.ml.feature.CountVectorizer method)


        	(pyspark.ml.feature.CountVectorizerModel method)


        	(pyspark.ml.feature.DCT method)


        	(pyspark.ml.feature.ElementwiseProduct method)


        	(pyspark.ml.feature.HashingTF method)


        	(pyspark.ml.feature.IDF method)


        	(pyspark.ml.feature.IDFModel method)


        	(pyspark.ml.feature.IndexToString method)


        	(pyspark.ml.feature.MaxAbsScaler method)


        	(pyspark.ml.feature.MaxAbsScalerModel method)


        	(pyspark.ml.feature.MinMaxScaler method)


        	(pyspark.ml.feature.MinMaxScalerModel method)


        	(pyspark.ml.feature.NGram method)


        	(pyspark.ml.feature.Normalizer method)


        	(pyspark.ml.feature.OneHotEncoder method)


        	(pyspark.ml.feature.PCA method)


        	(pyspark.ml.feature.PCAModel method)


        	(pyspark.ml.feature.PolynomialExpansion method)


        	(pyspark.ml.feature.QuantileDiscretizer method)


        	(pyspark.ml.feature.RFormula method)


        	(pyspark.ml.feature.RFormulaModel method)


        	(pyspark.ml.feature.RegexTokenizer method)


        	(pyspark.ml.feature.SQLTransformer method)


        	(pyspark.ml.feature.StandardScaler method)


        	(pyspark.ml.feature.StandardScalerModel method)


        	(pyspark.ml.feature.StopWordsRemover method)


        	(pyspark.ml.feature.StringIndexer method)


        	(pyspark.ml.feature.StringIndexerModel method)


        	(pyspark.ml.feature.Tokenizer method)


        	(pyspark.ml.feature.VectorAssembler method)


        	(pyspark.ml.feature.VectorIndexer method)


        	(pyspark.ml.feature.VectorIndexerModel method)


        	(pyspark.ml.feature.VectorSlicer method)


        	(pyspark.ml.feature.Word2Vec method)


        	(pyspark.ml.feature.Word2VecModel method)


        	(pyspark.ml.param.Params method)


        	(pyspark.ml.recommendation.ALS method)


        	(pyspark.ml.recommendation.ALSModel method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.AFTSurvivalRegressionModel method)


        	(pyspark.ml.regression.DecisionTreeRegressionModel method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressionModel method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.GeneralizedLinearRegressionModel method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.IsotonicRegressionModel method)


        	(pyspark.ml.regression.LinearRegression method)


        	(pyspark.ml.regression.LinearRegressionModel method)


        	(pyspark.ml.regression.RandomForestRegressionModel method)


        	(pyspark.ml.regression.RandomForestRegressor method)


        	(pyspark.ml.tuning.CrossValidator method)


        	(pyspark.ml.tuning.CrossValidatorModel method)


        	(pyspark.ml.tuning.TrainValidationSplit method)


        	(pyspark.ml.tuning.TrainValidationSplitModel method)


      


  

  	
      	isDistributed() (pyspark.ml.clustering.DistributedLDAModel method)

      
        	(pyspark.ml.clustering.LDAModel method)


        	(pyspark.ml.clustering.LocalLDAModel method)


      


      	isEmpty() (pyspark.RDD method)


      	isin() (pyspark.sql.Column method)


      	isLargerBetter() (pyspark.ml.evaluation.BinaryClassificationEvaluator method)

      
        	(pyspark.ml.evaluation.Evaluator method)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator method)


        	(pyspark.ml.evaluation.RegressionEvaluator method)


      


      	isLocal() (pyspark.sql.DataFrame method)


      	isLocallyCheckpointed() (pyspark.RDD method)


      	isnan() (in module pyspark.sql.functions)


      	isNotNull() (pyspark.sql.Column method)


      	isnull() (in module pyspark.sql.functions)


      	isNull() (pyspark.sql.Column method)


      	isotonic (pyspark.ml.regression.IsotonicRegression attribute)


      	IsotonicRegression (class in pyspark.ml.regression)

      
        	(class in pyspark.mllib.regression)


      


      	IsotonicRegressionModel (class in pyspark.ml.regression)

      
        	(class in pyspark.mllib.regression)


      


      	isSet() (pyspark.ml.classification.DecisionTreeClassificationModel method)

      
        	(pyspark.ml.Estimator method)


        	(pyspark.ml.Model method)


        	(pyspark.ml.Pipeline method)


        	(pyspark.ml.PipelineModel method)


        	(pyspark.ml.Transformer method)


        	(pyspark.ml.classification.DecisionTreeClassifier method)


        	(pyspark.ml.classification.GBTClassificationModel method)


        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.LogisticRegressionModel method)


        	(pyspark.ml.classification.MultilayerPerceptronClassificationModel method)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.classification.NaiveBayesModel method)


        	(pyspark.ml.classification.OneVsRest method)


        	(pyspark.ml.classification.OneVsRestModel method)


        	(pyspark.ml.classification.RandomForestClassificationModel method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.clustering.BisectingKMeans method)


        	(pyspark.ml.clustering.BisectingKMeansModel method)


        	(pyspark.ml.clustering.DistributedLDAModel method)


        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.GaussianMixtureModel method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.clustering.KMeansModel method)


        	(pyspark.ml.clustering.LDA method)


        	(pyspark.ml.clustering.LDAModel method)


        	(pyspark.ml.clustering.LocalLDAModel method)


        	(pyspark.ml.evaluation.BinaryClassificationEvaluator method)


        	(pyspark.ml.evaluation.Evaluator method)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator method)


        	(pyspark.ml.evaluation.RegressionEvaluator method)


        	(pyspark.ml.feature.Binarizer method)


        	(pyspark.ml.feature.Bucketizer method)


        	(pyspark.ml.feature.ChiSqSelector method)


        	(pyspark.ml.feature.ChiSqSelectorModel method)


        	(pyspark.ml.feature.CountVectorizer method)


        	(pyspark.ml.feature.CountVectorizerModel method)


        	(pyspark.ml.feature.DCT method)


        	(pyspark.ml.feature.ElementwiseProduct method)


        	(pyspark.ml.feature.HashingTF method)


        	(pyspark.ml.feature.IDF method)


        	(pyspark.ml.feature.IDFModel method)


        	(pyspark.ml.feature.IndexToString method)


        	(pyspark.ml.feature.MaxAbsScaler method)


        	(pyspark.ml.feature.MaxAbsScalerModel method)


        	(pyspark.ml.feature.MinMaxScaler method)


        	(pyspark.ml.feature.MinMaxScalerModel method)


        	(pyspark.ml.feature.NGram method)


        	(pyspark.ml.feature.Normalizer method)


        	(pyspark.ml.feature.OneHotEncoder method)


        	(pyspark.ml.feature.PCA method)


        	(pyspark.ml.feature.PCAModel method)


        	(pyspark.ml.feature.PolynomialExpansion method)


        	(pyspark.ml.feature.QuantileDiscretizer method)


        	(pyspark.ml.feature.RFormula method)


        	(pyspark.ml.feature.RFormulaModel method)


        	(pyspark.ml.feature.RegexTokenizer method)


        	(pyspark.ml.feature.SQLTransformer method)


        	(pyspark.ml.feature.StandardScaler method)


        	(pyspark.ml.feature.StandardScalerModel method)


        	(pyspark.ml.feature.StopWordsRemover method)


        	(pyspark.ml.feature.StringIndexer method)


        	(pyspark.ml.feature.StringIndexerModel method)


        	(pyspark.ml.feature.Tokenizer method)


        	(pyspark.ml.feature.VectorAssembler method)


        	(pyspark.ml.feature.VectorIndexer method)


        	(pyspark.ml.feature.VectorIndexerModel method)


        	(pyspark.ml.feature.VectorSlicer method)


        	(pyspark.ml.feature.Word2Vec method)


        	(pyspark.ml.feature.Word2VecModel method)


        	(pyspark.ml.param.Params method)


        	(pyspark.ml.recommendation.ALS method)


        	(pyspark.ml.recommendation.ALSModel method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.AFTSurvivalRegressionModel method)


        	(pyspark.ml.regression.DecisionTreeRegressionModel method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressionModel method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.GeneralizedLinearRegressionModel method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.IsotonicRegressionModel method)


        	(pyspark.ml.regression.LinearRegression method)


        	(pyspark.ml.regression.LinearRegressionModel method)


        	(pyspark.ml.regression.RandomForestRegressionModel method)


        	(pyspark.ml.regression.RandomForestRegressor method)


        	(pyspark.ml.tuning.CrossValidator method)


        	(pyspark.ml.tuning.CrossValidatorModel method)


        	(pyspark.ml.tuning.TrainValidationSplit method)


        	(pyspark.ml.tuning.TrainValidationSplitModel method)


      


      	isStreaming (pyspark.sql.DataFrame attribute)


      	itemCol (pyspark.ml.recommendation.ALS attribute)


      	itemFactors (pyspark.ml.recommendation.ALSModel attribute)


  





J


  	
      	JavaLoader (class in pyspark.mllib.util)


      	JavaSaveable (class in pyspark.mllib.util)


      	jdbc() (pyspark.sql.DataFrameReader method)

      
        	(pyspark.sql.DataFrameWriter method)


      


      	join() (pyspark.RDD method)

      
        	(pyspark.sql.DataFrame method)


        	(pyspark.streaming.DStream method)


      


      	json() (pyspark.sql.DataFrameReader method)

      
        	(pyspark.sql.DataFrameWriter method)


        	(pyspark.sql.streaming.DataStreamReader method)


        	(pyspark.sql.types.DataType method)


      


  

  	
      	json_tuple() (in module pyspark.sql.functions)


      	jsonValue() (pyspark.sql.types.ArrayType method)

      
        	(pyspark.sql.types.DataType method)


        	(pyspark.sql.types.DecimalType method)


        	(pyspark.sql.types.MapType method)


        	(pyspark.sql.types.StructField method)


        	(pyspark.sql.types.StructType method)


      


  





K


  	
      	k (pyspark.ml.clustering.BisectingKMeans attribute)

      
        	(pyspark.ml.clustering.BisectingKMeansSummary attribute)


        	(pyspark.ml.clustering.GaussianMixture attribute)


        	(pyspark.ml.clustering.GaussianMixtureSummary attribute)


        	(pyspark.ml.clustering.KMeans attribute)


        	(pyspark.ml.clustering.LDA attribute)


        	(pyspark.ml.feature.PCA attribute)


        	(pyspark.mllib.clustering.BisectingKMeansModel attribute)


        	(pyspark.mllib.clustering.GaussianMixtureModel attribute)


        	(pyspark.mllib.clustering.KMeansModel attribute)


        	(pyspark.mllib.clustering.PowerIterationClusteringModel attribute)


      


      	KafkaMessageAndMetadata (class in pyspark.streaming.kafka)


  

  	
      	KafkaUtils (class in pyspark.streaming.kafka)


      	keepLastCheckpoint (pyspark.ml.clustering.LDA attribute)


      	KernelDensity (class in pyspark.mllib.stat)


      	key (pyspark.streaming.kafka.KafkaMessageAndMetadata attribute)


      	keyBy() (pyspark.RDD method)


      	keys() (pyspark.RDD method)


      	KinesisUtils (class in pyspark.streaming.kinesis)


      	KMeans (class in pyspark.ml.clustering)

      
        	(class in pyspark.mllib.clustering)


      


      	KMeansModel (class in pyspark.ml.clustering)

      
        	(class in pyspark.mllib.clustering)


      


      	kolmogorovSmirnovTest() (pyspark.mllib.stat.Statistics static method)


      	kurtosis() (in module pyspark.sql.functions)


  





L


  	
      	labelCol (pyspark.ml.classification.BinaryLogisticRegressionSummary attribute)

      
        	(pyspark.ml.classification.BinaryLogisticRegressionTrainingSummary attribute)


        	(pyspark.ml.classification.DecisionTreeClassifier attribute)


        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.LogisticRegression attribute)


        	(pyspark.ml.classification.LogisticRegressionSummary attribute)


        	(pyspark.ml.classification.LogisticRegressionTrainingSummary attribute)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier attribute)


        	(pyspark.ml.classification.NaiveBayes attribute)


        	(pyspark.ml.classification.OneVsRest attribute)


        	(pyspark.ml.classification.OneVsRestModel attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.evaluation.BinaryClassificationEvaluator attribute)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator attribute)


        	(pyspark.ml.evaluation.RegressionEvaluator attribute)


        	(pyspark.ml.feature.ChiSqSelector attribute)


        	(pyspark.ml.feature.RFormula attribute)


        	(pyspark.ml.regression.AFTSurvivalRegression attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegression attribute)


        	(pyspark.ml.regression.IsotonicRegression attribute)


        	(pyspark.ml.regression.LinearRegression attribute)


        	(pyspark.ml.regression.LinearRegressionSummary attribute)


        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	LabeledPoint (class in pyspark.mllib.regression)


      	labels (pyspark.ml.feature.IndexToString attribute)

      
        	(pyspark.ml.feature.StringIndexerModel attribute)


      


      	lag() (in module pyspark.sql.functions)


      	LANCZOS (in module geopyspark.geotrellis.constants)


      	LassoModel (class in pyspark.mllib.regression)


      	LassoWithSGD (class in pyspark.mllib.regression)


      	last() (in module pyspark.sql.functions)


      	last_day() (in module pyspark.sql.functions)


      	lastProgress (pyspark.sql.streaming.StreamingQuery attribute)


      	LATEST (pyspark.streaming.kinesis.InitialPositionInStream attribute)


      	latestModel() (pyspark.mllib.classification.StreamingLogisticRegressionWithSGD method)

      
        	(pyspark.mllib.clustering.StreamingKMeans method)
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        	(pyspark.mllib.regression.StreamingLinearRegressionWithSGD method)


      


      	layer_metadata (geopyspark.geotrellis.rdd.TiledRasterRDD attribute)


      	layers (pyspark.ml.classification.MultilayerPerceptronClassificationModel attribute)

      
        	(pyspark.ml.classification.MultilayerPerceptronClassifier attribute)


      


      	layout_definition (geopyspark.geotrellis.Metadata attribute)


      	layoutCols (geopyspark.geotrellis.TileLayout attribute)
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      	layoutRows (geopyspark.geotrellis.TileLayout attribute)


      	LDA (class in pyspark.ml.clustering)

      
        	(class in pyspark.mllib.clustering)


      


      	LDAModel (class in pyspark.ml.clustering)

      
        	(class in pyspark.mllib.clustering)


      


      	lead() (in module pyspark.sql.functions)


      	learningDecay (pyspark.ml.clustering.LDA attribute)


      	learningOffset (pyspark.ml.clustering.LDA attribute)


      	least() (in module pyspark.sql.functions)


      	leftOuterJoin() (pyspark.RDD method)

      
        	(pyspark.streaming.DStream method)


      


      	length() (in module pyspark.sql.functions)


      	LESSTHAN (in module geopyspark.geotrellis.constants)


      	LESSTHANOREQUALTO (in module geopyspark.geotrellis.constants)


      	levenshtein() (in module pyspark.sql.functions)


      	LIGHT_TO_DARK_GREEN (in module geopyspark.geotrellis.constants)


      	LIGHT_TO_DARK_SUNSET (in module geopyspark.geotrellis.constants)


      	LIGHT_YELLOW_TO_ORANGE (in module geopyspark.geotrellis.constants)


      	like() (pyspark.sql.Column method)


      	limit() (pyspark.sql.DataFrame method)


      	LinearDataGenerator (class in pyspark.mllib.util)


      	LinearModel (class in pyspark.mllib.regression)


      	LinearRegression (class in pyspark.ml.regression)


      	LinearRegressionModel (class in pyspark.ml.regression)

      
        	(class in pyspark.mllib.regression)


      


      	LinearRegressionSummary (class in pyspark.ml.regression)


      	LinearRegressionTrainingSummary (class in pyspark.ml.regression)


      	LinearRegressionWithSGD (class in pyspark.mllib.regression)


      	link (pyspark.ml.regression.GeneralizedLinearRegression attribute)


      	linkPredictionCol (pyspark.ml.regression.GeneralizedLinearRegression attribute)


      	lit() (in module pyspark.sql.functions)


      	load() (pyspark.Broadcast method)

      
        	(pyspark.ml.Pipeline method)


        	(pyspark.ml.PipelineModel method)


        	(pyspark.ml.classification.DecisionTreeClassificationModel method)


        	(pyspark.ml.classification.DecisionTreeClassifier method)


        	(pyspark.ml.classification.GBTClassificationModel method)


        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.LogisticRegressionModel method)


        	(pyspark.ml.classification.MultilayerPerceptronClassificationModel method)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.classification.NaiveBayesModel method)


        	(pyspark.ml.classification.OneVsRest method)


        	(pyspark.ml.classification.OneVsRestModel method)


        	(pyspark.ml.classification.RandomForestClassificationModel method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.clustering.BisectingKMeans method)


        	(pyspark.ml.clustering.BisectingKMeansModel method)


        	(pyspark.ml.clustering.DistributedLDAModel method)


        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.GaussianMixtureModel method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.clustering.KMeansModel method)


        	(pyspark.ml.clustering.LDA method)


        	(pyspark.ml.clustering.LocalLDAModel method)


        	(pyspark.ml.evaluation.BinaryClassificationEvaluator method)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator method)


        	(pyspark.ml.evaluation.RegressionEvaluator method)


        	(pyspark.ml.feature.Binarizer method)


        	(pyspark.ml.feature.Bucketizer method)


        	(pyspark.ml.feature.ChiSqSelector method)


        	(pyspark.ml.feature.ChiSqSelectorModel method)


        	(pyspark.ml.feature.CountVectorizer method)


        	(pyspark.ml.feature.CountVectorizerModel method)


        	(pyspark.ml.feature.DCT method)


        	(pyspark.ml.feature.ElementwiseProduct method)


        	(pyspark.ml.feature.HashingTF method)


        	(pyspark.ml.feature.IDF method)


        	(pyspark.ml.feature.IDFModel method)


        	(pyspark.ml.feature.IndexToString method)


        	(pyspark.ml.feature.MaxAbsScaler method)


        	(pyspark.ml.feature.MaxAbsScalerModel method)


        	(pyspark.ml.feature.MinMaxScaler method)


        	(pyspark.ml.feature.MinMaxScalerModel method)


        	(pyspark.ml.feature.NGram method)


        	(pyspark.ml.feature.Normalizer method)


        	(pyspark.ml.feature.OneHotEncoder method)


        	(pyspark.ml.feature.PCA method)


        	(pyspark.ml.feature.PCAModel method)


        	(pyspark.ml.feature.PolynomialExpansion method)


        	(pyspark.ml.feature.QuantileDiscretizer method)


        	(pyspark.ml.feature.RFormula method)


        	(pyspark.ml.feature.RFormulaModel method)


        	(pyspark.ml.feature.RegexTokenizer method)


        	(pyspark.ml.feature.SQLTransformer method)


        	(pyspark.ml.feature.StandardScaler method)


        	(pyspark.ml.feature.StandardScalerModel method)


        	(pyspark.ml.feature.StopWordsRemover method)


        	(pyspark.ml.feature.StringIndexer method)


        	(pyspark.ml.feature.StringIndexerModel method)


        	(pyspark.ml.feature.Tokenizer method)


        	(pyspark.ml.feature.VectorAssembler method)


        	(pyspark.ml.feature.VectorIndexer method)


        	(pyspark.ml.feature.VectorIndexerModel method)


        	(pyspark.ml.feature.VectorSlicer method)


        	(pyspark.ml.feature.Word2Vec method)


        	(pyspark.ml.feature.Word2VecModel method)


        	(pyspark.ml.recommendation.ALS method)


        	(pyspark.ml.recommendation.ALSModel method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.AFTSurvivalRegressionModel method)


        	(pyspark.ml.regression.DecisionTreeRegressionModel method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressionModel method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.GeneralizedLinearRegressionModel method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.IsotonicRegressionModel method)


        	(pyspark.ml.regression.LinearRegression method)


        	(pyspark.ml.regression.LinearRegressionModel method)


        	(pyspark.ml.regression.RandomForestRegressionModel method)


        	(pyspark.ml.regression.RandomForestRegressor method)


        	(pyspark.mllib.classification.LogisticRegressionModel class method)


        	(pyspark.mllib.classification.NaiveBayesModel class method)


        	(pyspark.mllib.classification.SVMModel class method)


        	(pyspark.mllib.clustering.GaussianMixtureModel class method)


        	(pyspark.mllib.clustering.KMeansModel class method)


        	(pyspark.mllib.clustering.LDAModel class method)


        	(pyspark.mllib.clustering.PowerIterationClusteringModel class method)


        	(pyspark.mllib.feature.Word2VecModel class method)


        	(pyspark.mllib.fpm.FPGrowthModel class method)


        	(pyspark.mllib.recommendation.MatrixFactorizationModel class method)


        	(pyspark.mllib.regression.IsotonicRegressionModel class method)


        	(pyspark.mllib.regression.LassoModel class method)


        	(pyspark.mllib.regression.LinearRegressionModel class method)


        	(pyspark.mllib.regression.RidgeRegressionModel class method)


        	(pyspark.mllib.tree.DecisionTreeModel method)


        	(pyspark.mllib.tree.GradientBoostedTreesModel method)


        	(pyspark.mllib.tree.RandomForestModel method)


        	(pyspark.mllib.util.JavaLoader class method)


        	(pyspark.mllib.util.Loader class method)


        	(pyspark.sql.DataFrameReader method)


        	(pyspark.sql.streaming.DataStreamReader method)


      


  

  	
      	loadDefaultStopWords() (pyspark.ml.feature.StopWordsRemover static method)


      	Loader (class in pyspark.mllib.util)


      	loadLabeledPoints() (pyspark.mllib.util.MLUtils static method)


      	loadLibSVMFile() (pyspark.mllib.util.MLUtils static method)


      	loads() (geopyspark.geopycontext.AvroSerializer method)

      
        	(pyspark.MarshalSerializer method)


        	(pyspark.PickleSerializer method)


      


      	loadVectors() (pyspark.mllib.util.MLUtils static method)


      	localCheckpoint() (pyspark.RDD method)


      	LocalLDAModel (class in pyspark.ml.clustering)


      	locate() (in module pyspark.sql.functions)


      	log() (in module pyspark.sql.functions)


      	log10() (in module pyspark.sql.functions)


      	log1p() (in module pyspark.sql.functions)


      	log2() (in module pyspark.sql.functions)


      	LogisticRegression (class in pyspark.ml.classification)


      	LogisticRegressionModel (class in pyspark.ml.classification)

      
        	(class in pyspark.mllib.classification)


      


      	LogisticRegressionSummary (class in pyspark.ml.classification)


      	LogisticRegressionTrainingSummary (class in pyspark.ml.classification)


      	LogisticRegressionWithLBFGS (class in pyspark.mllib.classification)


      	LogisticRegressionWithSGD (class in pyspark.mllib.classification)


      	logLikelihood() (pyspark.ml.clustering.DistributedLDAModel method)

      
        	(pyspark.ml.clustering.LDAModel method)


        	(pyspark.ml.clustering.LocalLDAModel method)


      


      	logNormalRDD() (pyspark.mllib.random.RandomRDDs static method)


      	logNormalVectorRDD() (pyspark.mllib.random.RandomRDDs static method)


      	logPerplexity() (pyspark.ml.clustering.DistributedLDAModel method)

      
        	(pyspark.ml.clustering.LDAModel method)


        	(pyspark.ml.clustering.LocalLDAModel method)


      


      	logPrior() (pyspark.ml.clustering.DistributedLDAModel method)


      	LongType (class in pyspark.sql.types)


      	lookup() (geopyspark.geotrellis.rdd.TiledRasterRDD method)

      
        	(pyspark.RDD method)


      


      	lossType (pyspark.ml.classification.GBTClassifier attribute)

      
        	(pyspark.ml.regression.GBTRegressor attribute)


      


      	lower() (in module pyspark.sql.functions)


      	lpad() (in module pyspark.sql.functions)


      	ltrim() (in module pyspark.sql.functions)
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      	MAGMA (in module geopyspark.geotrellis.constants)


      	map() (pyspark.RDD method)

      
        	(pyspark.streaming.DStream method)


      


      	map_key_input() (geopyspark.geopycontext.GeoPyContext static method)


      	mapPartitions() (pyspark.RDD method)

      
        	(pyspark.streaming.DStream method)


      


      	mapPartitionsWithIndex() (pyspark.RDD method)

      
        	(pyspark.streaming.DStream method)


      


      	mapPartitionsWithSplit() (pyspark.RDD method)


      	MapType (class in pyspark.sql.types)


      	mapValues() (pyspark.RDD method)

      
        	(pyspark.streaming.DStream method)


      


      	MarshalSerializer (class in pyspark)


      	mask() (geopyspark.geotrellis.rdd.TiledRasterRDD method)


      	master() (pyspark.sql.SparkSession.Builder method)


      	Matrices (class in pyspark.ml.linalg)

      
        	(class in pyspark.mllib.linalg)


      


      	Matrix (class in pyspark.ml.linalg)

      
        	(class in pyspark.mllib.linalg)


      


      	MatrixEntry (class in pyspark.mllib.linalg.distributed)


      	MatrixFactorizationModel (class in pyspark.mllib.recommendation)


      	MAX (in module geopyspark.geotrellis.constants)


      	max (pyspark.ml.feature.MinMaxScaler attribute)


      	max() (in module pyspark.sql.functions)

      
        	(pyspark.RDD method)


        	(pyspark.mllib.stat.MultivariateStatisticalSummary method)


        	(pyspark.sql.GroupedData method)


      


      	maxAbs (pyspark.ml.feature.MaxAbsScalerModel attribute)


      	MaxAbsScaler (class in pyspark.ml.feature)


      	MaxAbsScalerModel (class in pyspark.ml.feature)


      	maxBins (pyspark.ml.classification.DecisionTreeClassifier attribute)

      
        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	maxCategories (pyspark.ml.feature.VectorIndexer attribute)


      	maxDepth (pyspark.ml.classification.DecisionTreeClassifier attribute)

      
        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	maxIter (pyspark.ml.classification.GBTClassifier attribute)

      
        	(pyspark.ml.classification.LogisticRegression attribute)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier attribute)


        	(pyspark.ml.clustering.BisectingKMeans attribute)


        	(pyspark.ml.clustering.GaussianMixture attribute)


        	(pyspark.ml.clustering.KMeans attribute)


        	(pyspark.ml.clustering.LDA attribute)


        	(pyspark.ml.feature.Word2Vec attribute)


        	(pyspark.ml.recommendation.ALS attribute)


        	(pyspark.ml.regression.AFTSurvivalRegression attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegression attribute)


        	(pyspark.ml.regression.LinearRegression attribute)


      


      	maxKey (geopyspark.geotrellis.Bounds attribute)


      	maxMemoryInMB (pyspark.ml.classification.DecisionTreeClassifier attribute)

      
        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	maxSentenceLength (pyspark.ml.feature.Word2Vec attribute)


      	md5() (in module pyspark.sql.functions)


      	MEAN (in module geopyspark.geotrellis.constants)


      	mean (pyspark.ml.feature.StandardScalerModel attribute)

      
        	(pyspark.mllib.feature.StandardScalerModel attribute)


      


      	mean() (in module pyspark.sql.functions)

      
        	(pyspark.RDD method)


        	(pyspark.mllib.stat.MultivariateStatisticalSummary method)


        	(pyspark.sql.GroupedData method)


      


  

  	
      	meanAbsoluteError (pyspark.ml.regression.LinearRegressionSummary attribute)

      
        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


        	(pyspark.mllib.evaluation.RegressionMetrics attribute)


      


      	meanApprox() (pyspark.RDD method)


      	meanAveragePrecision (pyspark.mllib.evaluation.RankingMetrics attribute)


      	meanSquaredError (pyspark.ml.regression.LinearRegressionSummary attribute)

      
        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


        	(pyspark.mllib.evaluation.RegressionMetrics attribute)


      


      	MEDIAN (in module geopyspark.geotrellis.constants)


      	MEMORY_AND_DISK (pyspark.StorageLevel attribute)


      	MEMORY_AND_DISK_2 (pyspark.StorageLevel attribute)


      	MEMORY_AND_DISK_SER (pyspark.StorageLevel attribute)


      	MEMORY_AND_DISK_SER_2 (pyspark.StorageLevel attribute)


      	MEMORY_ONLY (pyspark.StorageLevel attribute)


      	MEMORY_ONLY_2 (pyspark.StorageLevel attribute)


      	MEMORY_ONLY_SER (pyspark.StorageLevel attribute)


      	MEMORY_ONLY_SER_2 (pyspark.StorageLevel attribute)


      	message (pyspark.streaming.kafka.KafkaMessageAndMetadata attribute)


      	Metadata (class in geopyspark.geotrellis)


      	method (pyspark.mllib.stat.ChiSqTestResult attribute)


      	metricName (pyspark.ml.evaluation.BinaryClassificationEvaluator attribute)

      
        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator attribute)


        	(pyspark.ml.evaluation.RegressionEvaluator attribute)


      


      	MILLISECONDS (in module geopyspark.geotrellis.constants)


      	min (pyspark.ml.feature.MinMaxScaler attribute)


      	min() (in module pyspark.sql.functions)

      
        	(pyspark.RDD method)


        	(pyspark.mllib.stat.MultivariateStatisticalSummary method)


        	(pyspark.sql.GroupedData method)


      


      	minCount (pyspark.ml.feature.Word2Vec attribute)


      	minDF (pyspark.ml.feature.CountVectorizer attribute)


      	minDivisibleClusterSize (pyspark.ml.clustering.BisectingKMeans attribute)


      	minDocFreq (pyspark.ml.feature.IDF attribute)


      	minInfoGain (pyspark.ml.classification.DecisionTreeClassifier attribute)

      
        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	minInstancesPerNode (pyspark.ml.classification.DecisionTreeClassifier attribute)

      
        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	minKey (geopyspark.geotrellis.Bounds attribute)


      	MinMaxScaler (class in pyspark.ml.feature)


      	MinMaxScalerModel (class in pyspark.ml.feature)


      	minTF (pyspark.ml.feature.CountVectorizer attribute)


      	minTokenLength (pyspark.ml.feature.RegexTokenizer attribute)


      	minute() (in module pyspark.sql.functions)


      	MINUTES (in module geopyspark.geotrellis.constants)


      	MLUtils (class in pyspark.mllib.util)


      	MODE (in module geopyspark.geotrellis.constants)


      	mode() (pyspark.sql.DataFrameWriter method)


      	Model (class in pyspark.ml)


      	modelType (pyspark.ml.classification.NaiveBayes attribute)


      	monotonically_increasing_id() (in module pyspark.sql.functions)


      	month() (in module pyspark.sql.functions)


      	MONTHS (in module geopyspark.geotrellis.constants)


      	months_between() (in module pyspark.sql.functions)


      	MulticlassClassificationEvaluator (class in pyspark.ml.evaluation)


      	MulticlassMetrics (class in pyspark.mllib.evaluation)


      	MultilayerPerceptronClassificationModel (class in pyspark.ml.classification)


      	MultilayerPerceptronClassifier (class in pyspark.ml.classification)


      	multiply() (pyspark.mllib.linalg.distributed.BlockMatrix method)


      	MultivariateGaussian (class in pyspark.mllib.stat)


      	MultivariateStatisticalSummary (class in pyspark.mllib.stat)
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      	n (pyspark.ml.feature.NGram attribute)


      	na (pyspark.sql.DataFrame attribute)


      	NaiveBayes (class in pyspark.ml.classification)

      
        	(class in pyspark.mllib.classification)


      


      	NaiveBayesModel (class in pyspark.ml.classification)

      
        	(class in pyspark.mllib.classification)


      


      	name (geopyspark.geotrellis.neighborhoods.Annulus attribute)

      
        	(geopyspark.geotrellis.neighborhoods.Circle attribute)


        	(geopyspark.geotrellis.neighborhoods.Nesw attribute)


        	(geopyspark.geotrellis.neighborhoods.Wedge attribute)


        	(pyspark.sql.streaming.StreamingQuery attribute)


      


      	name() (pyspark.RDD method)

      
        	(pyspark.sql.Column method)


      


      	names (pyspark.ml.feature.VectorSlicer attribute)


      	nanvl() (in module pyspark.sql.functions)


      	ndcgAt() (pyspark.mllib.evaluation.RankingMetrics method)


      	NEARESTNEIGHBOR (in module geopyspark.geotrellis.constants)


      	needConversion() (pyspark.sql.types.ArrayType method)

      
        	(pyspark.sql.types.DataType method)


        	(pyspark.sql.types.DateType method)


        	(pyspark.sql.types.MapType method)


        	(pyspark.sql.types.StructField method)


        	(pyspark.sql.types.StructType method)


        	(pyspark.sql.types.TimestampType method)


      


      	NEIGHBORHOODS (in module geopyspark.geotrellis.constants)


      	Nesw (class in geopyspark.geotrellis.neighborhoods)


      	NESW (in module geopyspark.geotrellis.constants)


      	newAPIHadoopFile() (pyspark.SparkContext method)


      	newAPIHadoopRDD() (pyspark.SparkContext method)


      	newSession() (pyspark.sql.SparkSession method)

      
        	(pyspark.sql.SQLContext method)


      


      	next_day() (in module pyspark.sql.functions)


      	NGram (class in pyspark.ml.feature)


      	NODATAINT (in module geopyspark.geotrellis.constants)


      	nonnegative (pyspark.ml.recommendation.ALS attribute)


      	norm() (pyspark.ml.linalg.DenseVector method)

      
        	(pyspark.ml.linalg.SparseVector method)


        	(pyspark.ml.linalg.Vectors static method)


        	(pyspark.mllib.linalg.DenseVector method)


        	(pyspark.mllib.linalg.SparseVector method)


        	(pyspark.mllib.linalg.Vectors static method)


      


      	Normalizer (class in pyspark.ml.feature)

      
        	(class in pyspark.mllib.feature)


      


      	normalRDD() (pyspark.mllib.random.RandomRDDs static method)


      	normalVectorRDD() (pyspark.mllib.random.RandomRDDs static method)


      	normL1() (pyspark.mllib.stat.MultivariateStatisticalSummary method)


      	normL2() (pyspark.mllib.stat.MultivariateStatisticalSummary method)


      	ntile() (in module pyspark.sql.functions)


      	nullDeviance (pyspark.ml.regression.GeneralizedLinearRegressionSummary attribute)

      
        	(pyspark.ml.regression.GeneralizedLinearRegressionTrainingSummary attribute)


      


      	NullType (class in pyspark.sql.types)


  

  	
      	numBuckets (pyspark.ml.feature.QuantileDiscretizer attribute)


      	numClasses (pyspark.ml.classification.DecisionTreeClassificationModel attribute)

      
        	(pyspark.ml.classification.LogisticRegressionModel attribute)


        	(pyspark.ml.classification.NaiveBayesModel attribute)


        	(pyspark.ml.classification.RandomForestClassificationModel attribute)


        	(pyspark.mllib.classification.LogisticRegressionModel attribute)


      


      	numColBlocks (pyspark.mllib.linalg.distributed.BlockMatrix attribute)


      	numCols() (pyspark.mllib.linalg.distributed.BlockMatrix method)

      
        	(pyspark.mllib.linalg.distributed.CoordinateMatrix method)


        	(pyspark.mllib.linalg.distributed.DistributedMatrix method)


        	(pyspark.mllib.linalg.distributed.IndexedRowMatrix method)


        	(pyspark.mllib.linalg.distributed.RowMatrix method)


      


      	numFeatures (pyspark.ml.classification.DecisionTreeClassificationModel attribute)

      
        	(pyspark.ml.classification.GBTClassificationModel attribute)


        	(pyspark.ml.classification.LogisticRegressionModel attribute)


        	(pyspark.ml.classification.MultilayerPerceptronClassificationModel attribute)


        	(pyspark.ml.classification.NaiveBayesModel attribute)


        	(pyspark.ml.classification.RandomForestClassificationModel attribute)


        	(pyspark.ml.feature.HashingTF attribute)


        	(pyspark.ml.feature.VectorIndexerModel attribute)


        	(pyspark.ml.regression.DecisionTreeRegressionModel attribute)


        	(pyspark.ml.regression.GBTRegressionModel attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegressionModel attribute)


        	(pyspark.ml.regression.LinearRegressionModel attribute)


        	(pyspark.ml.regression.RandomForestRegressionModel attribute)


        	(pyspark.mllib.classification.LogisticRegressionModel attribute)


      


      	numFolds (pyspark.ml.tuning.CrossValidator attribute)


      	numInstances (pyspark.ml.regression.LinearRegressionSummary attribute)

      
        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


      


      	numItemBlocks (pyspark.ml.recommendation.ALS attribute)


      	numIterations (pyspark.ml.regression.GeneralizedLinearRegressionTrainingSummary attribute)


      	numNodes (pyspark.ml.classification.DecisionTreeClassificationModel attribute)

      
        	(pyspark.ml.regression.DecisionTreeRegressionModel attribute)


      


      	numNodes() (pyspark.mllib.tree.DecisionTreeModel method)


      	numNonzeros() (pyspark.ml.linalg.DenseVector method)

      
        	(pyspark.ml.linalg.SparseVector method)


        	(pyspark.mllib.linalg.DenseVector method)


        	(pyspark.mllib.linalg.SparseVector method)


        	(pyspark.mllib.stat.MultivariateStatisticalSummary method)


      


      	numPartitions (pyspark.ml.feature.Word2Vec attribute)


      	numRowBlocks (pyspark.mllib.linalg.distributed.BlockMatrix attribute)


      	numRows() (pyspark.mllib.linalg.distributed.BlockMatrix method)

      
        	(pyspark.mllib.linalg.distributed.CoordinateMatrix method)


        	(pyspark.mllib.linalg.distributed.DistributedMatrix method)


        	(pyspark.mllib.linalg.distributed.IndexedRowMatrix method)


        	(pyspark.mllib.linalg.distributed.RowMatrix method)


      


      	numTopFeatures (pyspark.ml.feature.ChiSqSelector attribute)


      	numTrees (pyspark.ml.classification.RandomForestClassifier attribute)

      
        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	numTrees() (pyspark.mllib.tree.GradientBoostedTreesModel method)

      
        	(pyspark.mllib.tree.RandomForestModel method)


      


      	numUserBlocks (pyspark.ml.recommendation.ALS attribute)


  





O


  	
      	objectiveHistory (pyspark.ml.classification.BinaryLogisticRegressionTrainingSummary attribute)

      
        	(pyspark.ml.classification.LogisticRegressionTrainingSummary attribute)


        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


      


      	OFF_HEAP (pyspark.StorageLevel attribute)


      	OffsetRange (class in pyspark.streaming.kafka)


      	onBatchCompleted() (pyspark.streaming.StreamingListener method)


      	onBatchStarted() (pyspark.streaming.StreamingListener method)


      	onBatchSubmitted() (pyspark.streaming.StreamingListener method)


      	OneHotEncoder (class in pyspark.ml.feature)


      	OneVsRest (class in pyspark.ml.classification)


      	OneVsRestModel (class in pyspark.ml.classification)


      	onOutputOperationCompleted() (pyspark.streaming.StreamingListener method)


      	onOutputOperationStarted() (pyspark.streaming.StreamingListener method)


      	onReceiverError() (pyspark.streaming.StreamingListener method)


      	onReceiverStarted() (pyspark.streaming.StreamingListener method)


      	onReceiverStopped() (pyspark.streaming.StreamingListener method)


      	optimizeDocConcentration (pyspark.ml.clustering.LDA attribute)


      	optimizer (pyspark.ml.clustering.LDA attribute)


      	option() (pyspark.sql.DataFrameReader method)

      
        	(pyspark.sql.DataFrameWriter method)


        	(pyspark.sql.streaming.DataStreamReader method)


        	(pyspark.sql.streaming.DataStreamWriter method)


      


      	options() (pyspark.sql.DataFrameReader method)

      
        	(pyspark.sql.DataFrameWriter method)


        	(pyspark.sql.streaming.DataStreamReader method)


        	(pyspark.sql.streaming.DataStreamWriter method)


      


      	orc() (pyspark.sql.DataFrameReader method)

      
        	(pyspark.sql.DataFrameWriter method)


      


      	orderBy() (pyspark.sql.DataFrame method)

      
        	(pyspark.sql.Window static method)


        	(pyspark.sql.WindowSpec method)


      


  

  	
      	originalMax (pyspark.ml.feature.MinMaxScalerModel attribute)


      	originalMin (pyspark.ml.feature.MinMaxScalerModel attribute)


      	otherwise() (pyspark.sql.Column method)


      	outer_radius (geopyspark.geotrellis.neighborhoods.Annulus attribute)


      	outputCol (pyspark.ml.feature.Binarizer attribute)

      
        	(pyspark.ml.feature.Bucketizer attribute)


        	(pyspark.ml.feature.ChiSqSelector attribute)


        	(pyspark.ml.feature.CountVectorizer attribute)


        	(pyspark.ml.feature.DCT attribute)


        	(pyspark.ml.feature.ElementwiseProduct attribute)


        	(pyspark.ml.feature.HashingTF attribute)


        	(pyspark.ml.feature.IDF attribute)


        	(pyspark.ml.feature.IndexToString attribute)


        	(pyspark.ml.feature.MaxAbsScaler attribute)


        	(pyspark.ml.feature.MinMaxScaler attribute)


        	(pyspark.ml.feature.NGram attribute)


        	(pyspark.ml.feature.Normalizer attribute)


        	(pyspark.ml.feature.OneHotEncoder attribute)


        	(pyspark.ml.feature.PCA attribute)


        	(pyspark.ml.feature.PolynomialExpansion attribute)


        	(pyspark.ml.feature.QuantileDiscretizer attribute)


        	(pyspark.ml.feature.RegexTokenizer attribute)


        	(pyspark.ml.feature.StandardScaler attribute)


        	(pyspark.ml.feature.StopWordsRemover attribute)


        	(pyspark.ml.feature.StringIndexer attribute)


        	(pyspark.ml.feature.Tokenizer attribute)


        	(pyspark.ml.feature.VectorAssembler attribute)


        	(pyspark.ml.feature.VectorIndexer attribute)


        	(pyspark.ml.feature.VectorSlicer attribute)


        	(pyspark.ml.feature.Word2Vec attribute)


      


      	outputMode() (pyspark.sql.streaming.DataStreamWriter method)


      	over() (pyspark.sql.Column method)


  





P


  	
      	p (pyspark.ml.feature.Normalizer attribute)


      	PACKAGE_EXTENSIONS (pyspark.SparkContext attribute)


      	parallelize() (pyspark.SparkContext method)


      	Param (class in pyspark.ml.param)


      	param_1 (geopyspark.geotrellis.neighborhoods.Annulus attribute)

      
        	(geopyspark.geotrellis.neighborhoods.Circle attribute)


        	(geopyspark.geotrellis.neighborhoods.Nesw attribute)


        	(geopyspark.geotrellis.neighborhoods.Wedge attribute)


      


      	param_2 (geopyspark.geotrellis.neighborhoods.Annulus attribute)

      
        	(geopyspark.geotrellis.neighborhoods.Circle attribute)


        	(geopyspark.geotrellis.neighborhoods.Nesw attribute)


        	(geopyspark.geotrellis.neighborhoods.Wedge attribute)


      


      	param_3 (geopyspark.geotrellis.neighborhoods.Annulus attribute)

      
        	(geopyspark.geotrellis.neighborhoods.Circle attribute)


        	(geopyspark.geotrellis.neighborhoods.Nesw attribute)


        	(geopyspark.geotrellis.neighborhoods.Wedge attribute)


      


      	ParamGridBuilder (class in pyspark.ml.tuning)


      	Params (class in pyspark.ml.param)


      	params (pyspark.ml.classification.DecisionTreeClassificationModel attribute)

      
        	(pyspark.ml.Estimator attribute)


        	(pyspark.ml.Model attribute)


        	(pyspark.ml.Pipeline attribute)


        	(pyspark.ml.PipelineModel attribute)


        	(pyspark.ml.Transformer attribute)


        	(pyspark.ml.classification.DecisionTreeClassifier attribute)


        	(pyspark.ml.classification.GBTClassificationModel attribute)


        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.LogisticRegression attribute)


        	(pyspark.ml.classification.LogisticRegressionModel attribute)


        	(pyspark.ml.classification.MultilayerPerceptronClassificationModel attribute)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier attribute)


        	(pyspark.ml.classification.NaiveBayes attribute)


        	(pyspark.ml.classification.NaiveBayesModel attribute)


        	(pyspark.ml.classification.OneVsRest attribute)


        	(pyspark.ml.classification.OneVsRestModel attribute)


        	(pyspark.ml.classification.RandomForestClassificationModel attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.clustering.BisectingKMeans attribute)


        	(pyspark.ml.clustering.BisectingKMeansModel attribute)


        	(pyspark.ml.clustering.DistributedLDAModel attribute)


        	(pyspark.ml.clustering.GaussianMixture attribute)


        	(pyspark.ml.clustering.GaussianMixtureModel attribute)


        	(pyspark.ml.clustering.KMeans attribute)


        	(pyspark.ml.clustering.KMeansModel attribute)


        	(pyspark.ml.clustering.LDA attribute)


        	(pyspark.ml.clustering.LDAModel attribute)


        	(pyspark.ml.clustering.LocalLDAModel attribute)


        	(pyspark.ml.evaluation.BinaryClassificationEvaluator attribute)


        	(pyspark.ml.evaluation.Evaluator attribute)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator attribute)


        	(pyspark.ml.evaluation.RegressionEvaluator attribute)


        	(pyspark.ml.feature.Binarizer attribute)


        	(pyspark.ml.feature.Bucketizer attribute)


        	(pyspark.ml.feature.ChiSqSelector attribute)


        	(pyspark.ml.feature.ChiSqSelectorModel attribute)


        	(pyspark.ml.feature.CountVectorizer attribute)


        	(pyspark.ml.feature.CountVectorizerModel attribute)


        	(pyspark.ml.feature.DCT attribute)


        	(pyspark.ml.feature.ElementwiseProduct attribute)


        	(pyspark.ml.feature.HashingTF attribute)


        	(pyspark.ml.feature.IDF attribute)


        	(pyspark.ml.feature.IDFModel attribute)


        	(pyspark.ml.feature.IndexToString attribute)


        	(pyspark.ml.feature.MaxAbsScaler attribute)


        	(pyspark.ml.feature.MaxAbsScalerModel attribute)


        	(pyspark.ml.feature.MinMaxScaler attribute)


        	(pyspark.ml.feature.MinMaxScalerModel attribute)


        	(pyspark.ml.feature.NGram attribute)


        	(pyspark.ml.feature.Normalizer attribute)


        	(pyspark.ml.feature.OneHotEncoder attribute)


        	(pyspark.ml.feature.PCA attribute)


        	(pyspark.ml.feature.PCAModel attribute)


        	(pyspark.ml.feature.PolynomialExpansion attribute)


        	(pyspark.ml.feature.QuantileDiscretizer attribute)


        	(pyspark.ml.feature.RFormula attribute)


        	(pyspark.ml.feature.RFormulaModel attribute)


        	(pyspark.ml.feature.RegexTokenizer attribute)


        	(pyspark.ml.feature.SQLTransformer attribute)


        	(pyspark.ml.feature.StandardScaler attribute)


        	(pyspark.ml.feature.StandardScalerModel attribute)


        	(pyspark.ml.feature.StopWordsRemover attribute)


        	(pyspark.ml.feature.StringIndexer attribute)


        	(pyspark.ml.feature.StringIndexerModel attribute)


        	(pyspark.ml.feature.Tokenizer attribute)


        	(pyspark.ml.feature.VectorAssembler attribute)


        	(pyspark.ml.feature.VectorIndexer attribute)


        	(pyspark.ml.feature.VectorIndexerModel attribute)


        	(pyspark.ml.feature.VectorSlicer attribute)


        	(pyspark.ml.feature.Word2Vec attribute)


        	(pyspark.ml.feature.Word2VecModel attribute)


        	(pyspark.ml.param.Params attribute)


        	(pyspark.ml.recommendation.ALS attribute)


        	(pyspark.ml.recommendation.ALSModel attribute)


        	(pyspark.ml.regression.AFTSurvivalRegression attribute)


        	(pyspark.ml.regression.AFTSurvivalRegressionModel attribute)


        	(pyspark.ml.regression.DecisionTreeRegressionModel attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressionModel attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegression attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegressionModel attribute)


        	(pyspark.ml.regression.IsotonicRegression attribute)


        	(pyspark.ml.regression.IsotonicRegressionModel attribute)


        	(pyspark.ml.regression.LinearRegression attribute)


        	(pyspark.ml.regression.LinearRegressionModel attribute)


        	(pyspark.ml.regression.RandomForestRegressionModel attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


        	(pyspark.ml.tuning.CrossValidator attribute)


        	(pyspark.ml.tuning.CrossValidatorModel attribute)


        	(pyspark.ml.tuning.TrainValidationSplit attribute)


        	(pyspark.ml.tuning.TrainValidationSplitModel attribute)


      


      	parquet() (pyspark.sql.DataFrameReader method)

      
        	(pyspark.sql.DataFrameWriter method)


        	(pyspark.sql.streaming.DataStreamReader method)


      


      	parse() (pyspark.mllib.linalg.DenseVector static method)

      
        	(pyspark.mllib.linalg.SparseVector static method)


        	(pyspark.mllib.linalg.Vectors static method)


      


      	partitionBy() (pyspark.RDD method)

      
        	(pyspark.sql.DataFrameWriter method)


        	(pyspark.sql.Window static method)


        	(pyspark.sql.WindowSpec method)


        	(pyspark.sql.streaming.DataStreamWriter method)


        	(pyspark.streaming.DStream method)


      


      	pattern (pyspark.ml.feature.RegexTokenizer attribute)


      	pc (pyspark.ml.feature.PCAModel attribute)


      	PCA (class in pyspark.ml.feature)


      	PCAModel (class in pyspark.ml.feature)


      	percent_rank() (in module pyspark.sql.functions)


      	percentile (pyspark.ml.feature.ChiSqSelector attribute)


      	persist() (geopyspark.geotrellis.rdd.CachableRDD method)

      
        	(geopyspark.geotrellis.rdd.RasterRDD method)


        	(geopyspark.geotrellis.rdd.TiledRasterRDD method)


        	(pyspark.RDD method)


        	(pyspark.mllib.linalg.distributed.BlockMatrix method)


        	(pyspark.sql.DataFrame method)


        	(pyspark.streaming.DStream method)


      


      	pi (pyspark.ml.classification.NaiveBayesModel attribute)


      	pickleFile() (pyspark.SparkContext method)


      	PickleSerializer (class in pyspark)


      	pipe() (pyspark.RDD method)


      	Pipeline (class in pyspark.ml)


      	PipelineModel (class in pyspark.ml)


  

  	
      	pivot() (pyspark.sql.GroupedData method)


      	PLASMA (in module geopyspark.geotrellis.constants)


      	poissonRDD() (pyspark.mllib.random.RandomRDDs static method)


      	poissonVectorRDD() (pyspark.mllib.random.RandomRDDs static method)


      	polygonal_max() (geopyspark.geotrellis.rdd.TiledRasterRDD method)


      	polygonal_mean() (geopyspark.geotrellis.rdd.TiledRasterRDD method)


      	polygonal_min() (geopyspark.geotrellis.rdd.TiledRasterRDD method)


      	polygonal_sum() (geopyspark.geotrellis.rdd.TiledRasterRDD method)


      	PolynomialExpansion (class in pyspark.ml.feature)


      	posexplode() (in module pyspark.sql.functions)


      	pow() (in module pyspark.sql.functions)


      	PowerIterationClustering (class in pyspark.mllib.clustering)


      	PowerIterationClustering.Assignment (class in pyspark.mllib.clustering)


      	PowerIterationClusteringModel (class in pyspark.mllib.clustering)


      	pprint() (pyspark.streaming.DStream method)


      	pr (pyspark.ml.classification.BinaryLogisticRegressionSummary attribute)

      
        	(pyspark.ml.classification.BinaryLogisticRegressionTrainingSummary attribute)


      


      	precision() (pyspark.mllib.evaluation.MulticlassMetrics method)


      	precisionAt() (pyspark.mllib.evaluation.RankingMetrics method)


      	precisionByThreshold (pyspark.ml.classification.BinaryLogisticRegressionSummary attribute)

      
        	(pyspark.ml.classification.BinaryLogisticRegressionTrainingSummary attribute)


      


      	predict() (pyspark.ml.regression.AFTSurvivalRegressionModel method)

      
        	(pyspark.mllib.classification.LogisticRegressionModel method)


        	(pyspark.mllib.classification.NaiveBayesModel method)


        	(pyspark.mllib.classification.SVMModel method)


        	(pyspark.mllib.clustering.BisectingKMeansModel method)


        	(pyspark.mllib.clustering.GaussianMixtureModel method)


        	(pyspark.mllib.clustering.KMeansModel method)


        	(pyspark.mllib.recommendation.MatrixFactorizationModel method)


        	(pyspark.mllib.regression.IsotonicRegressionModel method)


        	(pyspark.mllib.regression.LassoModel method)


        	(pyspark.mllib.regression.LinearRegressionModel method)


        	(pyspark.mllib.regression.RidgeRegressionModel method)


        	(pyspark.mllib.tree.DecisionTreeModel method)


        	(pyspark.mllib.tree.GradientBoostedTreesModel method)


        	(pyspark.mllib.tree.RandomForestModel method)


      


      	predictAll() (pyspark.mllib.recommendation.MatrixFactorizationModel method)


      	predictionCol (pyspark.ml.classification.DecisionTreeClassifier attribute)

      
        	(pyspark.ml.classification.GBTClassifier attribute)


        	(pyspark.ml.classification.LogisticRegression attribute)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier attribute)


        	(pyspark.ml.classification.NaiveBayes attribute)


        	(pyspark.ml.classification.OneVsRest attribute)


        	(pyspark.ml.classification.OneVsRestModel attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.clustering.BisectingKMeans attribute)


        	(pyspark.ml.clustering.BisectingKMeansSummary attribute)


        	(pyspark.ml.clustering.GaussianMixture attribute)


        	(pyspark.ml.clustering.GaussianMixtureSummary attribute)


        	(pyspark.ml.clustering.KMeans attribute)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator attribute)


        	(pyspark.ml.evaluation.RegressionEvaluator attribute)


        	(pyspark.ml.recommendation.ALS attribute)


        	(pyspark.ml.regression.AFTSurvivalRegression attribute)


        	(pyspark.ml.regression.DecisionTreeRegressor attribute)


        	(pyspark.ml.regression.GBTRegressor attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegression attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegressionSummary attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegressionTrainingSummary attribute)


        	(pyspark.ml.regression.IsotonicRegression attribute)


        	(pyspark.ml.regression.LinearRegression attribute)


        	(pyspark.ml.regression.LinearRegressionSummary attribute)


        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


        	(pyspark.ml.regression.RandomForestRegressor attribute)


      


      	predictions (pyspark.ml.classification.BinaryLogisticRegressionSummary attribute)

      
        	(pyspark.ml.classification.BinaryLogisticRegressionTrainingSummary attribute)


        	(pyspark.ml.classification.LogisticRegressionSummary attribute)


        	(pyspark.ml.classification.LogisticRegressionTrainingSummary attribute)


        	(pyspark.ml.clustering.BisectingKMeansSummary attribute)


        	(pyspark.ml.clustering.GaussianMixtureSummary attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegressionSummary attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegressionTrainingSummary attribute)


        	(pyspark.ml.regression.IsotonicRegressionModel attribute)


        	(pyspark.ml.regression.LinearRegressionSummary attribute)


        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


      


      	predictOn() (pyspark.mllib.classification.StreamingLogisticRegressionWithSGD method)

      
        	(pyspark.mllib.clustering.StreamingKMeans method)


        	(pyspark.mllib.regression.StreamingLinearAlgorithm method)


        	(pyspark.mllib.regression.StreamingLinearRegressionWithSGD method)


      


      	predictOnValues() (pyspark.mllib.classification.StreamingLogisticRegressionWithSGD method)

      
        	(pyspark.mllib.clustering.StreamingKMeans method)


        	(pyspark.mllib.regression.StreamingLinearAlgorithm method)


        	(pyspark.mllib.regression.StreamingLinearRegressionWithSGD method)


      


      	predictQuantiles() (pyspark.ml.regression.AFTSurvivalRegressionModel method)


      	predictSoft() (pyspark.mllib.clustering.GaussianMixtureModel method)


      	PrefixSpan (class in pyspark.mllib.fpm)


      	PrefixSpan.FreqSequence (class in pyspark.mllib.fpm)


      	PrefixSpanModel (class in pyspark.mllib.fpm)


      	printSchema() (pyspark.sql.DataFrame method)


      	probability (pyspark.ml.clustering.GaussianMixtureSummary attribute)


      	probabilityCol (pyspark.ml.classification.BinaryLogisticRegressionSummary attribute)

      
        	(pyspark.ml.classification.BinaryLogisticRegressionTrainingSummary attribute)


        	(pyspark.ml.classification.DecisionTreeClassifier attribute)


        	(pyspark.ml.classification.LogisticRegression attribute)


        	(pyspark.ml.classification.LogisticRegressionSummary attribute)


        	(pyspark.ml.classification.LogisticRegressionTrainingSummary attribute)


        	(pyspark.ml.classification.NaiveBayes attribute)


        	(pyspark.ml.classification.RandomForestClassifier attribute)


        	(pyspark.ml.clustering.GaussianMixture attribute)


        	(pyspark.ml.clustering.GaussianMixtureSummary attribute)


      


      	processAllAvailable() (pyspark.sql.streaming.StreamingQuery method)


      	productFeatures() (pyspark.mllib.recommendation.MatrixFactorizationModel method)


      	profile() (pyspark.BasicProfiler method)

      
        	(pyspark.Profiler method)


      


      	Profiler (class in pyspark)


      	pValues (pyspark.ml.regression.GeneralizedLinearRegressionTrainingSummary attribute)

      
        	(pyspark.ml.regression.LinearRegressionSummary attribute)


        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


      


      	pyramid() (geopyspark.geotrellis.rdd.TiledRasterRDD method)


      	pysc (geopyspark.geopycontext.GeoPyContext attribute)


      	pyspark (module)


      	pyspark.ml (module)


      	pyspark.ml.classification (module)


      	pyspark.ml.clustering (module)


      	pyspark.ml.evaluation (module)


      	pyspark.ml.feature (module)


      	pyspark.ml.linalg (module)


      	pyspark.ml.param (module)


      	pyspark.ml.recommendation (module)


      	pyspark.ml.regression (module)


      	pyspark.ml.tuning (module)


      	pyspark.mllib.classification (module)


      	pyspark.mllib.clustering (module)


      	pyspark.mllib.evaluation (module)


      	pyspark.mllib.feature (module)


      	pyspark.mllib.fpm (module)


      	pyspark.mllib.linalg (module)


      	pyspark.mllib.linalg.distributed (module)


      	pyspark.mllib.random (module)


      	pyspark.mllib.recommendation (module)


      	pyspark.mllib.regression (module)


      	pyspark.mllib.stat (module)


      	pyspark.mllib.tree (module)


      	pyspark.mllib.util (module)


      	pyspark.sql (module)


      	pyspark.sql.functions (module)


      	pyspark.sql.streaming (module)


      	pyspark.sql.types (module)


      	pyspark.streaming (module)


      	pyspark.streaming.flume (module)


      	pyspark.streaming.kafka (module)


      	pyspark.streaming.kinesis (module)


  





Q


  	
      	Q (pyspark.mllib.linalg.QRDecomposition attribute)


      	QRDecomposition (class in pyspark.mllib.linalg)


      	QuantileDiscretizer (class in pyspark.ml.feature)


      	quantileProbabilities (pyspark.ml.regression.AFTSurvivalRegression attribute)


  

  	
      	quantilesCol (pyspark.ml.regression.AFTSurvivalRegression attribute)


      	quarter() (in module pyspark.sql.functions)


      	query() (in module geopyspark.geotrellis.catalog)


      	queryName() (pyspark.sql.streaming.DataStreamWriter method)


      	queueStream() (pyspark.streaming.StreamingContext method)


  





R


  	
      	R (pyspark.mllib.linalg.QRDecomposition attribute)


      	r2 (pyspark.ml.regression.LinearRegressionSummary attribute)

      
        	(pyspark.ml.regression.LinearRegressionTrainingSummary attribute)


        	(pyspark.mllib.evaluation.RegressionMetrics attribute)


      


      	radians() (in module pyspark.sql.functions)


      	radius (geopyspark.geotrellis.neighborhoods.Circle attribute)

      
        	(geopyspark.geotrellis.neighborhoods.Wedge attribute)


      


      	rand() (in module pyspark.sql.functions)


      	randn() (in module pyspark.sql.functions)


      	RandomForest (class in pyspark.mllib.tree)


      	RandomForestClassificationModel (class in pyspark.ml.classification)


      	RandomForestClassifier (class in pyspark.ml.classification)


      	RandomForestModel (class in pyspark.mllib.tree)


      	RandomForestRegressionModel (class in pyspark.ml.regression)


      	RandomForestRegressor (class in pyspark.ml.regression)


      	RandomRDDs (class in pyspark.mllib.random)


      	randomSplit() (pyspark.RDD method)

      
        	(pyspark.sql.DataFrame method)


      


      	range() (pyspark.SparkContext method)

      
        	(pyspark.sql.SQLContext method)


        	(pyspark.sql.SparkSession method)


      


      	rangeBetween() (pyspark.sql.Window static method)

      
        	(pyspark.sql.WindowSpec method)
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        	(pyspark.ml.feature.RFormula method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.LinearRegression method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setFeatureSubsetStrategy() (pyspark.ml.classification.RandomForestClassifier method)

      
        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setFinalStorageLevel() (pyspark.ml.recommendation.ALS method)


      	setFitIntercept() (pyspark.ml.classification.LogisticRegression method)

      
        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.LinearRegression method)


      


      	setForceIndexLabel() (pyspark.ml.feature.RFormula method)


      	setFormula() (pyspark.ml.feature.RFormula method)


      	setFpr() (pyspark.ml.feature.ChiSqSelector method)

      
        	(pyspark.mllib.feature.ChiSqSelector method)


      


      	setGaps() (pyspark.ml.feature.RegexTokenizer method)


      	setHalfLife() (pyspark.mllib.clustering.StreamingKMeans method)


      	setHandleInvalid() (pyspark.ml.feature.Bucketizer method)

      
        	(pyspark.ml.feature.QuantileDiscretizer method)


        	(pyspark.ml.feature.StringIndexer method)


      


      	setIfMissing() (pyspark.SparkConf method)


      	setImplicitPrefs() (pyspark.ml.recommendation.ALS method)


      	setImpurity() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setIndices() (pyspark.ml.feature.VectorSlicer method)


      	setInitialCenters() (pyspark.mllib.clustering.StreamingKMeans method)


      	setInitialWeights() (pyspark.ml.classification.MultilayerPerceptronClassifier method)

      
        	(pyspark.mllib.classification.StreamingLogisticRegressionWithSGD method)


        	(pyspark.mllib.regression.StreamingLinearRegressionWithSGD method)


      


      	setInitMode() (pyspark.ml.clustering.KMeans method)


      	setInitSteps() (pyspark.ml.clustering.KMeans method)


      	setInputCol() (pyspark.ml.feature.Binarizer method)

      
        	(pyspark.ml.feature.Bucketizer method)


        	(pyspark.ml.feature.CountVectorizer method)


        	(pyspark.ml.feature.DCT method)


        	(pyspark.ml.feature.ElementwiseProduct method)


        	(pyspark.ml.feature.HashingTF method)


        	(pyspark.ml.feature.IDF method)


        	(pyspark.ml.feature.IndexToString method)


        	(pyspark.ml.feature.MaxAbsScaler method)


        	(pyspark.ml.feature.MinMaxScaler method)


        	(pyspark.ml.feature.NGram method)


        	(pyspark.ml.feature.Normalizer method)


        	(pyspark.ml.feature.OneHotEncoder method)


        	(pyspark.ml.feature.PCA method)


        	(pyspark.ml.feature.PolynomialExpansion method)


        	(pyspark.ml.feature.QuantileDiscretizer method)


        	(pyspark.ml.feature.RegexTokenizer method)


        	(pyspark.ml.feature.StandardScaler method)


        	(pyspark.ml.feature.StopWordsRemover method)


        	(pyspark.ml.feature.StringIndexer method)


        	(pyspark.ml.feature.Tokenizer method)


        	(pyspark.ml.feature.VectorIndexer method)


        	(pyspark.ml.feature.VectorSlicer method)


        	(pyspark.ml.feature.Word2Vec method)


      


      	setInputCols() (pyspark.ml.feature.VectorAssembler method)


      	setIntermediateStorageLevel() (pyspark.ml.recommendation.ALS method)


      	setInverse() (pyspark.ml.feature.DCT method)


      	setIsotonic() (pyspark.ml.regression.IsotonicRegression method)


      	setItemCol() (pyspark.ml.recommendation.ALS method)


      	setJobGroup() (pyspark.SparkContext method)


      	setK() (pyspark.ml.clustering.BisectingKMeans method)

      
        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.clustering.LDA method)


        	(pyspark.ml.feature.PCA method)


        	(pyspark.mllib.clustering.StreamingKMeans method)


      


      	setKeepLastCheckpoint() (pyspark.ml.clustering.LDA method)


      	setLabelCol() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.classification.OneVsRest method)


        	(pyspark.ml.classification.OneVsRestModel method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.evaluation.BinaryClassificationEvaluator method)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator method)


        	(pyspark.ml.evaluation.RegressionEvaluator method)


        	(pyspark.ml.feature.ChiSqSelector method)


        	(pyspark.ml.feature.RFormula method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.LinearRegression method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setLabels() (pyspark.ml.feature.IndexToString method)


      	setLayers() (pyspark.ml.classification.MultilayerPerceptronClassifier method)


      	setLearningDecay() (pyspark.ml.clustering.LDA method)


      	setLearningOffset() (pyspark.ml.clustering.LDA method)


      	setLearningRate() (pyspark.mllib.feature.Word2Vec method)


      	setLink() (pyspark.ml.regression.GeneralizedLinearRegression method)


      	setLinkPredictionCol() (pyspark.ml.regression.GeneralizedLinearRegression method)


      	setLocalProperty() (pyspark.SparkContext method)


      	setLogLevel() (pyspark.SparkContext method)


      	setLossType() (pyspark.ml.classification.GBTClassifier method)

      
        	(pyspark.ml.regression.GBTRegressor method)


      


      	setMaster() (pyspark.SparkConf method)


      	setMax() (pyspark.ml.feature.MinMaxScaler method)


      	setMaxBins() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setMaxCategories() (pyspark.ml.feature.VectorIndexer method)


      	setMaxDepth() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setMaxIter() (pyspark.ml.classification.GBTClassifier method)

      
        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.clustering.BisectingKMeans method)


        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.clustering.LDA method)


        	(pyspark.ml.feature.Word2Vec method)


        	(pyspark.ml.recommendation.ALS method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.LinearRegression method)


      


      	setMaxMemoryInMB() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setMaxSentenceLength() (pyspark.ml.feature.Word2Vec method)


      	setMetricName() (pyspark.ml.evaluation.BinaryClassificationEvaluator method)

      
        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator method)


        	(pyspark.ml.evaluation.RegressionEvaluator method)


      


      	setMin() (pyspark.ml.feature.MinMaxScaler method)


      	setMinCount() (pyspark.ml.feature.Word2Vec method)

      
        	(pyspark.mllib.feature.Word2Vec method)


      


      	setMinDF() (pyspark.ml.feature.CountVectorizer method)


      	setMinDivisibleClusterSize() (pyspark.ml.clustering.BisectingKMeans method)


      	setMinDocFreq() (pyspark.ml.feature.IDF method)


      	setMinInfoGain() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setMinInstancesPerNode() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setMinTF() (pyspark.ml.feature.CountVectorizer method)


      	setMinTokenLength() (pyspark.ml.feature.RegexTokenizer method)


      	setModelType() (pyspark.ml.classification.NaiveBayes method)


      	setN() (pyspark.ml.feature.NGram method)


      	setName() (pyspark.RDD method)


      	setNames() (pyspark.ml.feature.VectorSlicer method)


      	setNonnegative() (pyspark.ml.recommendation.ALS method)


      	setNumBlocks() (pyspark.ml.recommendation.ALS method)


      	setNumBuckets() (pyspark.ml.feature.QuantileDiscretizer method)


  

  	
      	setNumFeatures() (pyspark.ml.feature.HashingTF method)


      	setNumFolds() (pyspark.ml.tuning.CrossValidator method)


      	setNumItemBlocks() (pyspark.ml.recommendation.ALS method)


      	setNumIterations() (pyspark.mllib.feature.Word2Vec method)


      	setNumPartitions() (pyspark.ml.feature.Word2Vec method)

      
        	(pyspark.mllib.feature.Word2Vec method)


      


      	setNumTopFeatures() (pyspark.ml.feature.ChiSqSelector method)

      
        	(pyspark.mllib.feature.ChiSqSelector method)


      


      	setNumTrees() (pyspark.ml.classification.RandomForestClassifier method)

      
        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setNumUserBlocks() (pyspark.ml.recommendation.ALS method)


      	setOptimizeDocConcentration() (pyspark.ml.clustering.LDA method)


      	setOptimizer() (pyspark.ml.clustering.LDA method)


      	setOutputCol() (pyspark.ml.feature.Binarizer method)

      
        	(pyspark.ml.feature.Bucketizer method)


        	(pyspark.ml.feature.ChiSqSelector method)


        	(pyspark.ml.feature.CountVectorizer method)


        	(pyspark.ml.feature.DCT method)


        	(pyspark.ml.feature.ElementwiseProduct method)


        	(pyspark.ml.feature.HashingTF method)


        	(pyspark.ml.feature.IDF method)


        	(pyspark.ml.feature.IndexToString method)


        	(pyspark.ml.feature.MaxAbsScaler method)


        	(pyspark.ml.feature.MinMaxScaler method)


        	(pyspark.ml.feature.NGram method)


        	(pyspark.ml.feature.Normalizer method)


        	(pyspark.ml.feature.OneHotEncoder method)


        	(pyspark.ml.feature.PCA method)


        	(pyspark.ml.feature.PolynomialExpansion method)


        	(pyspark.ml.feature.QuantileDiscretizer method)


        	(pyspark.ml.feature.RegexTokenizer method)


        	(pyspark.ml.feature.StandardScaler method)


        	(pyspark.ml.feature.StopWordsRemover method)


        	(pyspark.ml.feature.StringIndexer method)


        	(pyspark.ml.feature.Tokenizer method)


        	(pyspark.ml.feature.VectorAssembler method)


        	(pyspark.ml.feature.VectorIndexer method)


        	(pyspark.ml.feature.VectorSlicer method)


        	(pyspark.ml.feature.Word2Vec method)


      


      	setP() (pyspark.ml.feature.Normalizer method)


      	setParams() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.Pipeline method)


        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.classification.OneVsRest method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.clustering.BisectingKMeans method)


        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.clustering.LDA method)


        	(pyspark.ml.evaluation.BinaryClassificationEvaluator method)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator method)


        	(pyspark.ml.evaluation.RegressionEvaluator method)


        	(pyspark.ml.feature.Binarizer method)


        	(pyspark.ml.feature.Bucketizer method)


        	(pyspark.ml.feature.ChiSqSelector method)


        	(pyspark.ml.feature.CountVectorizer method)


        	(pyspark.ml.feature.DCT method)


        	(pyspark.ml.feature.ElementwiseProduct method)


        	(pyspark.ml.feature.HashingTF method)


        	(pyspark.ml.feature.IDF method)


        	(pyspark.ml.feature.IndexToString method)


        	(pyspark.ml.feature.MaxAbsScaler method)


        	(pyspark.ml.feature.MinMaxScaler method)


        	(pyspark.ml.feature.NGram method)


        	(pyspark.ml.feature.Normalizer method)


        	(pyspark.ml.feature.OneHotEncoder method)


        	(pyspark.ml.feature.PCA method)


        	(pyspark.ml.feature.PolynomialExpansion method)


        	(pyspark.ml.feature.QuantileDiscretizer method)


        	(pyspark.ml.feature.RFormula method)


        	(pyspark.ml.feature.RegexTokenizer method)


        	(pyspark.ml.feature.SQLTransformer method)


        	(pyspark.ml.feature.StandardScaler method)


        	(pyspark.ml.feature.StopWordsRemover method)


        	(pyspark.ml.feature.StringIndexer method)


        	(pyspark.ml.feature.Tokenizer method)


        	(pyspark.ml.feature.VectorAssembler method)


        	(pyspark.ml.feature.VectorIndexer method)


        	(pyspark.ml.feature.VectorSlicer method)


        	(pyspark.ml.feature.Word2Vec method)


        	(pyspark.ml.recommendation.ALS method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.LinearRegression method)


        	(pyspark.ml.regression.RandomForestRegressor method)


        	(pyspark.ml.tuning.CrossValidator method)


        	(pyspark.ml.tuning.TrainValidationSplit method)


      


      	setPattern() (pyspark.ml.feature.RegexTokenizer method)


      	setPercentile() (pyspark.ml.feature.ChiSqSelector method)

      
        	(pyspark.mllib.feature.ChiSqSelector method)


      


      	setPredictionCol() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.classification.OneVsRest method)


        	(pyspark.ml.classification.OneVsRestModel method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.clustering.BisectingKMeans method)


        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.evaluation.MulticlassClassificationEvaluator method)


        	(pyspark.ml.evaluation.RegressionEvaluator method)


        	(pyspark.ml.recommendation.ALS method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.LinearRegression method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setProbabilityCol() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.clustering.GaussianMixture method)


      


      	setQuantileProbabilities() (pyspark.ml.regression.AFTSurvivalRegression method)


      	setQuantilesCol() (pyspark.ml.regression.AFTSurvivalRegression method)


      	setRandomCenters() (pyspark.mllib.clustering.StreamingKMeans method)


      	setRank() (pyspark.ml.recommendation.ALS method)


      	setRatingCol() (pyspark.ml.recommendation.ALS method)


      	setRawPredictionCol() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.LogisticRegression method)


        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.evaluation.BinaryClassificationEvaluator method)


      


      	setRegParam() (pyspark.ml.classification.LogisticRegression method)

      
        	(pyspark.ml.recommendation.ALS method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.LinearRegression method)


      


      	setRelativeError() (pyspark.ml.feature.QuantileDiscretizer method)


      	setSample() (pyspark.mllib.stat.KernelDensity method)


      	setScalingVec() (pyspark.ml.feature.ElementwiseProduct method)


      	setSeed() (pyspark.ml.classification.DecisionTreeClassifier method)

      
        	(pyspark.ml.classification.GBTClassifier method)


        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.clustering.BisectingKMeans method)


        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.clustering.LDA method)


        	(pyspark.ml.feature.Word2Vec method)


        	(pyspark.ml.recommendation.ALS method)


        	(pyspark.ml.regression.DecisionTreeRegressor method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.RandomForestRegressor method)


        	(pyspark.ml.tuning.CrossValidator method)


        	(pyspark.ml.tuning.CrossValidatorModel method)


        	(pyspark.ml.tuning.TrainValidationSplit method)


        	(pyspark.ml.tuning.TrainValidationSplitModel method)


        	(pyspark.mllib.feature.Word2Vec method)


      


      	setSelectorType() (pyspark.ml.feature.ChiSqSelector method)

      
        	(pyspark.mllib.feature.ChiSqSelector method)


      


      	setSmoothing() (pyspark.ml.classification.NaiveBayes method)


      	setSolver() (pyspark.ml.classification.MultilayerPerceptronClassifier method)

      
        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.LinearRegression method)


      


      	setSparkHome() (pyspark.SparkConf method)


      	setSplits() (pyspark.ml.feature.Bucketizer method)


      	setStages() (pyspark.ml.Pipeline method)


      	setStandardization() (pyspark.ml.classification.LogisticRegression method)

      
        	(pyspark.ml.regression.LinearRegression method)


      


      	setStatement() (pyspark.ml.feature.SQLTransformer method)


      	setStepSize() (pyspark.ml.classification.GBTClassifier method)

      
        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.feature.Word2Vec method)


        	(pyspark.ml.regression.GBTRegressor method)


      


      	setStopWords() (pyspark.ml.feature.StopWordsRemover method)


      	setSubsamplingRate() (pyspark.ml.classification.GBTClassifier method)

      
        	(pyspark.ml.classification.RandomForestClassifier method)


        	(pyspark.ml.clustering.LDA method)


        	(pyspark.ml.regression.GBTRegressor method)


        	(pyspark.ml.regression.RandomForestRegressor method)


      


      	setSystemProperty() (pyspark.SparkContext class method)


      	setThreshold() (pyspark.ml.classification.LogisticRegression method)

      
        	(pyspark.ml.feature.Binarizer method)


        	(pyspark.mllib.classification.LogisticRegressionModel method)


        	(pyspark.mllib.classification.SVMModel method)


      


      	setThresholds() (pyspark.ml.classification.LogisticRegression method)

      
        	(pyspark.ml.classification.NaiveBayes method)


      


      	setTol() (pyspark.ml.classification.LogisticRegression method)

      
        	(pyspark.ml.classification.MultilayerPerceptronClassifier method)


        	(pyspark.ml.clustering.GaussianMixture method)


        	(pyspark.ml.clustering.KMeans method)


        	(pyspark.ml.regression.AFTSurvivalRegression method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.LinearRegression method)


      


      	setToLowercase() (pyspark.ml.feature.RegexTokenizer method)


      	setTopicConcentration() (pyspark.ml.clustering.LDA method)


      	setTopicDistributionCol() (pyspark.ml.clustering.LDA method)


      	setTrainRatio() (pyspark.ml.tuning.TrainValidationSplit method)


      	setUserCol() (pyspark.ml.recommendation.ALS method)


      	setVarianceCol() (pyspark.ml.regression.DecisionTreeRegressor method)


      	setVectorSize() (pyspark.ml.feature.Word2Vec method)

      
        	(pyspark.mllib.feature.Word2Vec method)


      


      	setVocabSize() (pyspark.ml.feature.CountVectorizer method)


      	setWeightCol() (pyspark.ml.classification.LogisticRegression method)

      
        	(pyspark.ml.classification.NaiveBayes method)


        	(pyspark.ml.regression.GeneralizedLinearRegression method)


        	(pyspark.ml.regression.IsotonicRegression method)


        	(pyspark.ml.regression.LinearRegression method)


      


      	setWindowSize() (pyspark.ml.feature.Word2Vec method)

      
        	(pyspark.mllib.feature.Word2Vec method)


      


      	setWithMean() (pyspark.ml.feature.StandardScaler method)

      
        	(pyspark.mllib.feature.StandardScalerModel method)


      


      	setWithStd() (pyspark.ml.feature.StandardScaler method)

      
        	(pyspark.mllib.feature.StandardScalerModel method)


      


      	sha1() (in module pyspark.sql.functions)


      	sha2() (in module pyspark.sql.functions)


      	shiftLeft() (in module pyspark.sql.functions)


      	shiftRight() (in module pyspark.sql.functions)


      	shiftRightUnsigned() (in module pyspark.sql.functions)


      	ShortType (class in pyspark.sql.types)


      	show() (pyspark.Profiler method)

      
        	(pyspark.sql.DataFrame method)


      


      	show_profiles() (pyspark.SparkContext method)


      	signum() (in module pyspark.sql.functions)


      	simpleString() (pyspark.sql.types.ArrayType method)

      
        	(pyspark.sql.types.ByteType method)


        	(pyspark.sql.types.DataType method)
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      	truePositiveRate() (pyspark.mllib.evaluation.MulticlassMetrics method)


      	trunc() (in module pyspark.sql.functions)


      	tuple_decoder() (geopyspark.geopycontext.AvroRegistry static method)
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      	udf (pyspark.sql.SparkSession attribute)

      
        	(pyspark.sql.SQLContext attribute)


      


      	udf() (in module pyspark.sql.functions)


      	UDFRegistration (class in pyspark.sql)


      	UINT16 (in module geopyspark.geotrellis.constants)


      	UINT16RAW (in module geopyspark.geotrellis.constants)


      	UINT16UD (in module geopyspark.geotrellis.constants)


      	UINT8 (in module geopyspark.geotrellis.constants)


      	UINT8RAW (in module geopyspark.geotrellis.constants)
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      	uiWebUrl (pyspark.SparkContext attribute)


      	unbase64() (in module pyspark.sql.functions)


      	unboundedFollowing (pyspark.sql.Window attribute)
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      	unhex() (in module pyspark.sql.functions)


      	uniformRDD() (pyspark.mllib.random.RandomRDDs static method)


      	uniformVectorRDD() (pyspark.mllib.random.RandomRDDs static method)


      	union() (pyspark.RDD method)

      
        	(pyspark.SparkContext method)
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        	(pyspark.streaming.DStream method)


        	(pyspark.streaming.StreamingContext method)


      


  

  	
      	unionAll() (pyspark.sql.DataFrame method)


      	unix_timestamp() (in module pyspark.sql.functions)


      	unpersist() (geopyspark.geotrellis.rdd.CachableRDD method)
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        	(in module pyspark.streaming.kafka)
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      	validate() (pyspark.mllib.linalg.distributed.BlockMatrix method)


      	validationMetrics (pyspark.ml.tuning.TrainValidationSplitModel attribute)


      	value (pyspark.Accumulator attribute)

      
        	(pyspark.Broadcast attribute)


      


      	values (pyspark.ml.linalg.DenseVector attribute)

      
        	(pyspark.ml.linalg.SparseVector attribute)
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      	values() (pyspark.RDD method)


      	var_pop() (in module pyspark.sql.functions)


      	var_samp() (in module pyspark.sql.functions)


      	variance() (in module pyspark.sql.functions)

      
        	(pyspark.RDD method)


        	(pyspark.mllib.stat.MultivariateStatisticalSummary method)


      


      	varianceCol (pyspark.ml.regression.DecisionTreeRegressor attribute)


      	Vector (class in pyspark.ml.linalg)

      
        	(class in pyspark.mllib.linalg)


      


  

  	
      	VectorAssembler (class in pyspark.ml.feature)


      	VectorIndexer (class in pyspark.ml.feature)


      	VectorIndexerModel (class in pyspark.ml.feature)


      	Vectors (class in pyspark.ml.linalg)

      
        	(class in pyspark.mllib.linalg)


      


      	vectorSize (pyspark.ml.feature.Word2Vec attribute)


      	VectorSlicer (class in pyspark.ml.feature)


      	version (pyspark.SparkContext attribute)

      
        	(pyspark.sql.SparkSession attribute)


      


      	VIRIDIS (in module geopyspark.geotrellis.constants)


      	vocabSize (pyspark.ml.feature.CountVectorizer attribute)


      	vocabSize() (pyspark.ml.clustering.DistributedLDAModel method)
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        	(pyspark.ml.clustering.LocalLDAModel method)


        	(pyspark.mllib.clustering.LDAModel method)
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      	Wedge (class in geopyspark.geotrellis.neighborhoods)


      	WEDGE (in module geopyspark.geotrellis.constants)


      	weekofyear() (in module pyspark.sql.functions)


      	weightCol (pyspark.ml.classification.LogisticRegression attribute)

      
        	(pyspark.ml.classification.NaiveBayes attribute)


        	(pyspark.ml.regression.GeneralizedLinearRegression attribute)


        	(pyspark.ml.regression.IsotonicRegression attribute)
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      	weightedFalsePositiveRate (pyspark.mllib.evaluation.MulticlassMetrics attribute)


      	weightedFMeasure() (pyspark.mllib.evaluation.MulticlassMetrics method)


      	weightedPrecision (pyspark.mllib.evaluation.MulticlassMetrics attribute)


      	weightedRecall (pyspark.mllib.evaluation.MulticlassMetrics attribute)
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      	weights (pyspark.ml.classification.MultilayerPerceptronClassificationModel attribute)

      
        	(pyspark.ml.clustering.GaussianMixtureModel attribute)


        	(pyspark.mllib.classification.LogisticRegressionModel attribute)
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        	(pyspark.mllib.clustering.GaussianMixtureModel attribute)
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        	(pyspark.mllib.regression.LinearModel attribute)


        	(pyspark.mllib.regression.LinearRegressionModel attribute)


        	(pyspark.mllib.regression.RidgeRegressionModel attribute)


      


      	when() (in module pyspark.sql.functions)

      
        	(pyspark.sql.Column method)


      


      	where() (pyspark.sql.DataFrame method)


      	wholeTextFiles() (pyspark.SparkContext method)


      	Window (class in pyspark.sql)


      	window() (in module pyspark.sql.functions)

      
        	(pyspark.streaming.DStream method)


      


      	windowSize (pyspark.ml.feature.Word2Vec attribute)


      	WindowSpec (class in pyspark.sql)


      	withColumn() (pyspark.sql.DataFrame method)


      	withColumnRenamed() (pyspark.sql.DataFrame method)


      	withMean (pyspark.ml.feature.StandardScaler attribute)

      
        	(pyspark.mllib.feature.StandardScalerModel attribute)


      


      	withStd (pyspark.ml.feature.StandardScaler attribute)

      
        	(pyspark.mllib.feature.StandardScalerModel attribute)


      


      	withWatermark() (pyspark.sql.DataFrame method)


      	Word2Vec (class in pyspark.ml.feature)

      
        	(class in pyspark.mllib.feature)


      


      	Word2VecModel (class in pyspark.ml.feature)

      
        	(class in pyspark.mllib.feature)


      


      	wrapped_rdds() (geopyspark.geotrellis.rdd.CachableRDD method)

      
        	(geopyspark.geotrellis.rdd.RasterRDD method)


        	(geopyspark.geotrellis.rdd.TiledRasterRDD method)


      


      	write (pyspark.sql.DataFrame attribute)


      	write() (in module geopyspark.geotrellis.catalog)

      
        	(pyspark.ml.Pipeline method)


        	(pyspark.ml.PipelineModel method)
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        	(pyspark.ml.classification.LogisticRegressionModel method)
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        	(pyspark.ml.clustering.GaussianMixtureModel method)
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A distributed collection of data grouped into named columns.









Indices and tables


	Search Page








          

      

      

    

  

    
      
          
            
  
pyspark.ml package


ML Pipeline APIs

DataFrame-based machine learning APIs to let users quickly assemble and configure practical
machine learning pipelines.


	
class pyspark.ml.Transformer

	Abstract class for transformers that transform one dataset into another.


New in version 1.3.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. The default implementation creates a
shallow copy using copy.copy(), and then copies the
embedded and extra parameters over and returns the copy.
Subclasses should override this method if the default approach
is not sufficient.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.












	
class pyspark.ml.Estimator

	Abstract class for estimators that fit models to data.


New in version 1.3.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. The default implementation creates a
shallow copy using copy.copy(), and then copies the
embedded and extra parameters over and returns the copy.
Subclasses should override this method if the default approach
is not sufficient.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.












	
class pyspark.ml.Model

	Abstract class for models that are fitted by estimators.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. The default implementation creates a
shallow copy using copy.copy(), and then copies the
embedded and extra parameters over and returns the copy.
Subclasses should override this method if the default approach
is not sufficient.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.












	
class pyspark.ml.Pipeline(stages=None)

	A simple pipeline, which acts as an estimator. A Pipeline consists
of a sequence of stages, each of which is either an
Estimator or a Transformer. When
Pipeline.fit() is called, the stages are executed in
order. If a stage is an Estimator, its
Estimator.fit() method will be called on the input
dataset to fit a model. Then the model, which is a transformer,
will be used to transform the dataset as the input to the next
stage. If a stage is a Transformer, its
Transformer.transform() method will be called to produce
the dataset for the next stage. The fitted model from a
Pipeline is a PipelineModel, which
consists of fitted models and transformers, corresponding to the
pipeline stages. If stages is an empty list, the pipeline acts as an
identity transformer.


New in version 1.3.0.




	
copy(extra=None)

	Creates a copy of this instance.


	Parameters

	extra – extra parameters



	Returns

	new instance






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getStages()

	Get pipeline stages.


New in version 1.3.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
classmethod read()

	Returns an MLReader instance for this class.


New in version 2.0.0.








	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).


New in version 2.0.0.








	
setParams(self, stages=None)

	Sets params for Pipeline.


New in version 1.3.0.








	
setStages(value)

	Set pipeline stages.


	Parameters

	value – a list of transformers or estimators



	Returns

	the pipeline instance






New in version 1.3.0.








	
stages = Param(parent='undefined', name='stages', doc='a list of pipeline stages')

	




	
write()

	Returns an MLWriter instance for this ML instance.


New in version 2.0.0.












	
class pyspark.ml.PipelineModel(stages)

	Represents a compiled pipeline with transformers and fitted models.


New in version 1.3.0.




	
copy(extra=None)

	Creates a copy of this instance.


	Parameters

	extra – extra parameters



	Returns

	new instance






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
classmethod read()

	Returns an MLReader instance for this class.


New in version 2.0.0.








	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.


New in version 2.0.0.














pyspark.ml.param module


	
class pyspark.ml.param.Param(parent, name, doc, typeConverter=None)

	A param with self-contained documentation.


New in version 1.3.0.








	
class pyspark.ml.param.Params

	Components that take parameters. This also provides an internal
param map to store parameter values attached to the instance.


New in version 1.3.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. The default implementation creates a
shallow copy using copy.copy(), and then copies the
embedded and extra parameters over and returns the copy.
Subclasses should override this method if the default approach
is not sufficient.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.












	
class pyspark.ml.param.TypeConverters

	
Note

DeveloperApi



Factory methods for common type conversion functions for Param.typeConverter.


New in version 2.0.0.




	
static identity(value)

	Dummy converter that just returns value.






	
static toBoolean(value)

	Convert a value to a boolean, if possible.






	
static toFloat(value)

	Convert a value to a float, if possible.






	
static toInt(value)

	Convert a value to an int, if possible.






	
static toList(value)

	Convert a value to a list, if possible.






	
static toListFloat(value)

	Convert a value to list of floats, if possible.






	
static toListInt(value)

	Convert a value to list of ints, if possible.






	
static toListString(value)

	Convert a value to list of strings, if possible.






	
static toString(value)

	Convert a value to a string, if possible.






	
static toVector(value)

	Convert a value to a MLlib Vector, if possible.












pyspark.ml.feature module


	
class pyspark.ml.feature.Binarizer(threshold=0.0, inputCol=None, outputCol=None)

	Binarize a column of continuous features given a threshold.

>>> df = spark.createDataFrame([(0.5,)], ["values"])
>>> binarizer = Binarizer(threshold=1.0, inputCol="values", outputCol="features")
>>> binarizer.transform(df).head().features
0.0
>>> binarizer.setParams(outputCol="freqs").transform(df).head().freqs
0.0
>>> params = {binarizer.threshold: -0.5, binarizer.outputCol: "vector"}
>>> binarizer.transform(df, params).head().vector
1.0
>>> binarizerPath = temp_path + "/binarizer"
>>> binarizer.save(binarizerPath)
>>> loadedBinarizer = Binarizer.load(binarizerPath)
>>> loadedBinarizer.getThreshold() == binarizer.getThreshold()
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getThreshold()

	Gets the value of threshold or its default value.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, threshold=0.0, inputCol=None, outputCol=None)

	Sets params for this Binarizer.


New in version 1.4.0.








	
setThreshold(value)

	Sets the value of threshold.


New in version 1.4.0.








	
threshold = Param(parent='undefined', name='threshold', doc='threshold in binary classification prediction, in range [0, 1]')

	




	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.Bucketizer(splits=None, inputCol=None, outputCol=None, handleInvalid='error')

	Maps a column of continuous features to a column of feature buckets.

>>> values = [(0.1,), (0.4,), (1.2,), (1.5,), (float("nan"),), (float("nan"),)]
>>> df = spark.createDataFrame(values, ["values"])
>>> bucketizer = Bucketizer(splits=[-float("inf"), 0.5, 1.4, float("inf")],
...     inputCol="values", outputCol="buckets")
>>> bucketed = bucketizer.setHandleInvalid("keep").transform(df).collect()
>>> len(bucketed)
6
>>> bucketed[0].buckets
0.0
>>> bucketed[1].buckets
0.0
>>> bucketed[2].buckets
1.0
>>> bucketed[3].buckets
2.0
>>> bucketizer.setParams(outputCol="b").transform(df).head().b
0.0
>>> bucketizerPath = temp_path + "/bucketizer"
>>> bucketizer.save(bucketizerPath)
>>> loadedBucketizer = Bucketizer.load(bucketizerPath)
>>> loadedBucketizer.getSplits() == bucketizer.getSplits()
True
>>> bucketed = bucketizer.setHandleInvalid("skip").transform(df).collect()
>>> len(bucketed)
4






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getHandleInvalid()

	Gets the value of handleInvalid or its default value.


New in version 2.1.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getSplits()

	Gets the value of threshold or its default value.


New in version 1.4.0.








	
handleInvalid = Param(parent='undefined', name='handleInvalid', doc="how to handle invalid entries. Options are 'skip' (filter out rows with invalid values), 'error' (throw an error), or 'keep' (keep invalid values in a special additional bucket).")

	




	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setHandleInvalid(value)

	Sets the value of handleInvalid.


New in version 2.1.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, splits=None, inputCol=None, outputCol=None, handleInvalid="error")

	Sets params for this Bucketizer.


New in version 1.4.0.








	
setSplits(value)

	Sets the value of splits.


New in version 1.4.0.








	
splits = Param(parent='undefined', name='splits', doc='Split points for mapping continuous features into buckets. With n+1 splits, there are n buckets. A bucket defined by splits x,y holds values in the range [x,y) except the last bucket, which also includes y. The splits should be of length >= 3 and strictly increasing. Values at -inf, inf must be explicitly provided to cover all Double values; otherwise, values outside the splits specified will be treated as errors.')

	




	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.ChiSqSelector(numTopFeatures=50, featuresCol='features', outputCol=None, labelCol='label', selectorType='numTopFeatures', percentile=0.1, fpr=0.05)

	
Note

Experimental



Chi-Squared feature selection, which selects categorical features to use for predicting a
categorical label.

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame(
...    [(Vectors.dense([0.0, 0.0, 18.0, 1.0]), 1.0),
...     (Vectors.dense([0.0, 1.0, 12.0, 0.0]), 0.0),
...     (Vectors.dense([1.0, 0.0, 15.0, 0.1]), 0.0)],
...    ["features", "label"])
>>> selector = ChiSqSelector(numTopFeatures=1, outputCol="selectedFeatures")
>>> model = selector.fit(df)
>>> model.transform(df).head().selectedFeatures
DenseVector([18.0])
>>> model.selectedFeatures
[2]
>>> chiSqSelectorPath = temp_path + "/chi-sq-selector"
>>> selector.save(chiSqSelectorPath)
>>> loadedSelector = ChiSqSelector.load(chiSqSelectorPath)
>>> loadedSelector.getNumTopFeatures() == selector.getNumTopFeatures()
True
>>> modelPath = temp_path + "/chi-sq-selector-model"
>>> model.save(modelPath)
>>> loadedModel = ChiSqSelectorModel.load(modelPath)
>>> loadedModel.selectedFeatures == model.selectedFeatures
True






New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
fpr = Param(parent='undefined', name='fpr', doc='The highest p-value for features to be kept.')

	




	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getFpr()

	Gets the value of fpr or its default value.


New in version 2.1.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getNumTopFeatures()

	Gets the value of numTopFeatures or its default value.


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPercentile()

	Gets the value of percentile or its default value.


New in version 2.1.0.








	
getSelectorType()

	Gets the value of selectorType or its default value.


New in version 2.1.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numTopFeatures = Param(parent='undefined', name='numTopFeatures', doc='Number of features that selector will select, ordered by ascending p-value. If the number of features is < numTopFeatures, then this will select all features.')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
percentile = Param(parent='undefined', name='percentile', doc='Percentile of features that selector will select, ordered by ascending p-value.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
selectorType = Param(parent='undefined', name='selectorType', doc='The selector type of the ChisqSelector. Supported options: numTopFeatures (default), percentile and fpr.')

	




	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setFpr(value)

	Sets the value of fpr.
Only applicable when selectorType = “fpr”.


New in version 2.1.0.








	
setLabelCol(value)

	Sets the value of labelCol.






	
setNumTopFeatures(value)

	Sets the value of numTopFeatures.
Only applicable when selectorType = “numTopFeatures”.


New in version 2.0.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, numTopFeatures=50, featuresCol="features", outputCol=None, labelCol="labels", selectorType="numTopFeatures", percentile=0.1, fpr=0.05)

	Sets params for this ChiSqSelector.


New in version 2.0.0.








	
setPercentile(value)

	Sets the value of percentile.
Only applicable when selectorType = “percentile”.


New in version 2.1.0.








	
setSelectorType(value)

	Sets the value of selectorType.


New in version 2.1.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.ChiSqSelectorModel(java_model=None)

	
Note

Experimental



Model fitted by ChiSqSelector.


New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
selectedFeatures

	List of indices to select (filter).


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.CountVectorizer(minTF=1.0, minDF=1.0, vocabSize=262144, binary=False, inputCol=None, outputCol=None)

	Extracts a vocabulary from document collections and generates a CountVectorizerModel.

>>> df = spark.createDataFrame(
...    [(0, ["a", "b", "c"]), (1, ["a", "b", "b", "c", "a"])],
...    ["label", "raw"])
>>> cv = CountVectorizer(inputCol="raw", outputCol="vectors")
>>> model = cv.fit(df)
>>> model.transform(df).show(truncate=False)
+-----+---------------+-------------------------+
|label|raw            |vectors                  |
+-----+---------------+-------------------------+
|0    |[a, b, c]      |(3,[0,1,2],[1.0,1.0,1.0])|
|1    |[a, b, b, c, a]|(3,[0,1,2],[2.0,2.0,1.0])|
+-----+---------------+-------------------------+
...
>>> sorted(model.vocabulary) == ['a', 'b', 'c']
True
>>> countVectorizerPath = temp_path + "/count-vectorizer"
>>> cv.save(countVectorizerPath)
>>> loadedCv = CountVectorizer.load(countVectorizerPath)
>>> loadedCv.getMinDF() == cv.getMinDF()
True
>>> loadedCv.getMinTF() == cv.getMinTF()
True
>>> loadedCv.getVocabSize() == cv.getVocabSize()
True
>>> modelPath = temp_path + "/count-vectorizer-model"
>>> model.save(modelPath)
>>> loadedModel = CountVectorizerModel.load(modelPath)
>>> loadedModel.vocabulary == model.vocabulary
True






New in version 1.6.0.




	
binary = Param(parent='undefined', name='binary', doc='Binary toggle to control the output vector values. If True, all nonzero counts (after minTF filter applied) are set to 1. This is useful for discrete probabilistic models that model binary events rather than integer counts. Default False')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getBinary()

	Gets the value of binary or its default value.


New in version 2.0.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getMinDF()

	Gets the value of minDF or its default value.


New in version 1.6.0.








	
getMinTF()

	Gets the value of minTF or its default value.


New in version 1.6.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getVocabSize()

	Gets the value of vocabSize or its default value.


New in version 1.6.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
minDF = Param(parent='undefined', name='minDF', doc='Specifies the minimum number of different documents a term must appear in to be included in the vocabulary. If this is an integer >= 1, this specifies the number of documents the term must appear in; if this is a double in [0,1), then this specifies the fraction of documents. Default 1.0')

	




	
minTF = Param(parent='undefined', name='minTF', doc="Filter to ignore rare words in a document. For each document, terms with frequency/count less than the given threshold are ignored. If this is an integer >= 1, then this specifies a count (of times the term must appear in the document); if this is a double in [0,1), then this specifies a fraction (out of the document's token count). Note that the parameter is only used in transform of CountVectorizerModel and does not affect fitting. Default 1.0")

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setBinary(value)

	Sets the value of binary.


New in version 2.0.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setMinDF(value)

	Sets the value of minDF.


New in version 1.6.0.








	
setMinTF(value)

	Sets the value of minTF.


New in version 1.6.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, minTF=1.0, minDF=1.0, vocabSize=1 << 18, binary=False, inputCol=None, outputCol=None)

	Set the params for the CountVectorizer


New in version 1.6.0.








	
setVocabSize(value)

	Sets the value of vocabSize.


New in version 1.6.0.








	
vocabSize = Param(parent='undefined', name='vocabSize', doc='max size of the vocabulary. Default 1 << 18.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.CountVectorizerModel(java_model=None)

	Model fitted by CountVectorizer.


New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
vocabulary

	An array of terms in the vocabulary.


New in version 1.6.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.DCT(inverse=False, inputCol=None, outputCol=None)

	A feature transformer that takes the 1D discrete cosine transform
of a real vector. No zero padding is performed on the input vector.
It returns a real vector of the same length representing the DCT.
The return vector is scaled such that the transform matrix is
unitary (aka scaled DCT-II).


See also

More information on Wikipedia [https://en.wikipedia.org/wiki/Discrete_cosine_transform#DCT-IIWikipedia].



>>> from pyspark.ml.linalg import Vectors
>>> df1 = spark.createDataFrame([(Vectors.dense([5.0, 8.0, 6.0]),)], ["vec"])
>>> dct = DCT(inverse=False, inputCol="vec", outputCol="resultVec")
>>> df2 = dct.transform(df1)
>>> df2.head().resultVec
DenseVector([10.969..., -0.707..., -2.041...])
>>> df3 = DCT(inverse=True, inputCol="resultVec", outputCol="origVec").transform(df2)
>>> df3.head().origVec
DenseVector([5.0, 8.0, 6.0])
>>> dctPath = temp_path + "/dct"
>>> dct.save(dctPath)
>>> loadedDtc = DCT.load(dctPath)
>>> loadedDtc.getInverse()
False






New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getInverse()

	Gets the value of inverse or its default value.


New in version 1.6.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
inverse = Param(parent='undefined', name='inverse', doc='Set transformer to perform inverse DCT, default False.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setInverse(value)

	Sets the value of inverse.


New in version 1.6.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, inverse=False, inputCol=None, outputCol=None)

	Sets params for this DCT.


New in version 1.6.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.ElementwiseProduct(scalingVec=None, inputCol=None, outputCol=None)

	Outputs the Hadamard product (i.e., the element-wise product) of each input vector
with a provided “weight” vector. In other words, it scales each column of the dataset
by a scalar multiplier.

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([(Vectors.dense([2.0, 1.0, 3.0]),)], ["values"])
>>> ep = ElementwiseProduct(scalingVec=Vectors.dense([1.0, 2.0, 3.0]),
...     inputCol="values", outputCol="eprod")
>>> ep.transform(df).head().eprod
DenseVector([2.0, 2.0, 9.0])
>>> ep.setParams(scalingVec=Vectors.dense([2.0, 3.0, 5.0])).transform(df).head().eprod
DenseVector([4.0, 3.0, 15.0])
>>> elementwiseProductPath = temp_path + "/elementwise-product"
>>> ep.save(elementwiseProductPath)
>>> loadedEp = ElementwiseProduct.load(elementwiseProductPath)
>>> loadedEp.getScalingVec() == ep.getScalingVec()
True






New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getScalingVec()

	Gets the value of scalingVec or its default value.


New in version 2.0.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
scalingVec = Param(parent='undefined', name='scalingVec', doc='Vector for hadamard product.')

	




	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, scalingVec=None, inputCol=None, outputCol=None)

	Sets params for this ElementwiseProduct.


New in version 1.5.0.








	
setScalingVec(value)

	Sets the value of scalingVec.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.HashingTF(numFeatures=262144, binary=False, inputCol=None, outputCol=None)

	Maps a sequence of terms to their term frequencies using the hashing trick.
Currently we use Austin Appleby’s MurmurHash 3 algorithm (MurmurHash3_x86_32)
to calculate the hash code value for the term object.
Since a simple modulo is used to transform the hash function to a column index,
it is advisable to use a power of two as the numFeatures parameter;
otherwise the features will not be mapped evenly to the columns.

>>> df = spark.createDataFrame([(["a", "b", "c"],)], ["words"])
>>> hashingTF = HashingTF(numFeatures=10, inputCol="words", outputCol="features")
>>> hashingTF.transform(df).head().features
SparseVector(10, {0: 1.0, 1: 1.0, 2: 1.0})
>>> hashingTF.setParams(outputCol="freqs").transform(df).head().freqs
SparseVector(10, {0: 1.0, 1: 1.0, 2: 1.0})
>>> params = {hashingTF.numFeatures: 5, hashingTF.outputCol: "vector"}
>>> hashingTF.transform(df, params).head().vector
SparseVector(5, {0: 1.0, 1: 1.0, 2: 1.0})
>>> hashingTFPath = temp_path + "/hashing-tf"
>>> hashingTF.save(hashingTFPath)
>>> loadedHashingTF = HashingTF.load(hashingTFPath)
>>> loadedHashingTF.getNumFeatures() == hashingTF.getNumFeatures()
True






New in version 1.3.0.




	
binary = Param(parent='undefined', name='binary', doc='If True, all non zero counts are set to 1. This is useful for discrete probabilistic models that model binary events rather than integer counts. Default False.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getBinary()

	Gets the value of binary or its default value.


New in version 2.0.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getNumFeatures()

	Gets the value of numFeatures or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures = Param(parent='undefined', name='numFeatures', doc='number of features.')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setBinary(value)

	Sets the value of binary.


New in version 2.0.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setNumFeatures(value)

	Sets the value of numFeatures.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, numFeatures=1 << 18, binary=False, inputCol=None, outputCol=None)

	Sets params for this HashingTF.


New in version 1.3.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.IDF(minDocFreq=0, inputCol=None, outputCol=None)

	Compute the Inverse Document Frequency (IDF) given a collection of documents.

>>> from pyspark.ml.linalg import DenseVector
>>> df = spark.createDataFrame([(DenseVector([1.0, 2.0]),),
...     (DenseVector([0.0, 1.0]),), (DenseVector([3.0, 0.2]),)], ["tf"])
>>> idf = IDF(minDocFreq=3, inputCol="tf", outputCol="idf")
>>> model = idf.fit(df)
>>> model.idf
DenseVector([0.0, 0.0])
>>> model.transform(df).head().idf
DenseVector([0.0, 0.0])
>>> idf.setParams(outputCol="freqs").fit(df).transform(df).collect()[1].freqs
DenseVector([0.0, 0.0])
>>> params = {idf.minDocFreq: 1, idf.outputCol: "vector"}
>>> idf.fit(df, params).transform(df).head().vector
DenseVector([0.2877, 0.0])
>>> idfPath = temp_path + "/idf"
>>> idf.save(idfPath)
>>> loadedIdf = IDF.load(idfPath)
>>> loadedIdf.getMinDocFreq() == idf.getMinDocFreq()
True
>>> modelPath = temp_path + "/idf-model"
>>> model.save(modelPath)
>>> loadedModel = IDFModel.load(modelPath)
>>> loadedModel.transform(df).head().idf == model.transform(df).head().idf
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getMinDocFreq()

	Gets the value of minDocFreq or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
minDocFreq = Param(parent='undefined', name='minDocFreq', doc='minimum number of documents in which a term should appear for filtering')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setMinDocFreq(value)

	Sets the value of minDocFreq.


New in version 1.4.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, minDocFreq=0, inputCol=None, outputCol=None)

	Sets params for this IDF.


New in version 1.4.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.IDFModel(java_model=None)

	Model fitted by IDF.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
idf

	Returns the IDF vector.


New in version 2.0.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.IndexToString(inputCol=None, outputCol=None, labels=None)

	A Transformer that maps a column of indices back to a new column of
corresponding string values.
The index-string mapping is either from the ML attributes of the input column,
or from user-supplied labels (which take precedence over ML attributes).
See L{StringIndexer} for converting strings into indices.


New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getLabels()

	Gets the value of labels or its default value.


New in version 1.6.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labels = Param(parent='undefined', name='labels', doc='Optional array of labels specifying index-string mapping. If not provided or if empty, then metadata from inputCol is used instead.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setLabels(value)

	Sets the value of labels.


New in version 1.6.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, inputCol=None, outputCol=None, labels=None)

	Sets params for this IndexToString.


New in version 1.6.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.MaxAbsScaler(inputCol=None, outputCol=None)

	Rescale each feature individually to range [-1, 1] by dividing through the largest maximum
absolute value in each feature. It does not shift/center the data, and thus does not destroy
any sparsity.

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([(Vectors.dense([1.0]),), (Vectors.dense([2.0]),)], ["a"])
>>> maScaler = MaxAbsScaler(inputCol="a", outputCol="scaled")
>>> model = maScaler.fit(df)
>>> model.transform(df).show()
+-----+------+
|    a|scaled|
+-----+------+
|[1.0]| [0.5]|
|[2.0]| [1.0]|
+-----+------+
...
>>> scalerPath = temp_path + "/max-abs-scaler"
>>> maScaler.save(scalerPath)
>>> loadedMAScaler = MaxAbsScaler.load(scalerPath)
>>> loadedMAScaler.getInputCol() == maScaler.getInputCol()
True
>>> loadedMAScaler.getOutputCol() == maScaler.getOutputCol()
True
>>> modelPath = temp_path + "/max-abs-scaler-model"
>>> model.save(modelPath)
>>> loadedModel = MaxAbsScalerModel.load(modelPath)
>>> loadedModel.maxAbs == model.maxAbs
True






New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, inputCol=None, outputCol=None)

	Sets params for this MaxAbsScaler.


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.MaxAbsScalerModel(java_model=None)

	Model fitted by MaxAbsScaler.


New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxAbs

	Max Abs vector.


New in version 2.0.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.MinMaxScaler(min=0.0, max=1.0, inputCol=None, outputCol=None)

	Rescale each feature individually to a common range [min, max] linearly using column summary
statistics, which is also known as min-max normalization or Rescaling. The rescaled value for
feature E is calculated as,

Rescaled(e_i) = (e_i - E_min) / (E_max - E_min) * (max - min) + min

For the case E_max == E_min, Rescaled(e_i) = 0.5 * (max + min)


Note

Since zero values will probably be transformed to non-zero values, output of the
transformer will be DenseVector even for sparse input.



>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([(Vectors.dense([0.0]),), (Vectors.dense([2.0]),)], ["a"])
>>> mmScaler = MinMaxScaler(inputCol="a", outputCol="scaled")
>>> model = mmScaler.fit(df)
>>> model.originalMin
DenseVector([0.0])
>>> model.originalMax
DenseVector([2.0])
>>> model.transform(df).show()
+-----+------+
|    a|scaled|
+-----+------+
|[0.0]| [0.0]|
|[2.0]| [1.0]|
+-----+------+
...
>>> minMaxScalerPath = temp_path + "/min-max-scaler"
>>> mmScaler.save(minMaxScalerPath)
>>> loadedMMScaler = MinMaxScaler.load(minMaxScalerPath)
>>> loadedMMScaler.getMin() == mmScaler.getMin()
True
>>> loadedMMScaler.getMax() == mmScaler.getMax()
True
>>> modelPath = temp_path + "/min-max-scaler-model"
>>> model.save(modelPath)
>>> loadedModel = MinMaxScalerModel.load(modelPath)
>>> loadedModel.originalMin == model.originalMin
True
>>> loadedModel.originalMax == model.originalMax
True






New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getMax()

	Gets the value of max or its default value.


New in version 1.6.0.








	
getMin()

	Gets the value of min or its default value.


New in version 1.6.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
max = Param(parent='undefined', name='max', doc='Upper bound of the output feature range')

	




	
min = Param(parent='undefined', name='min', doc='Lower bound of the output feature range')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setMax(value)

	Sets the value of max.


New in version 1.6.0.








	
setMin(value)

	Sets the value of min.


New in version 1.6.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, min=0.0, max=1.0, inputCol=None, outputCol=None)

	Sets params for this MinMaxScaler.


New in version 1.6.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.MinMaxScalerModel(java_model=None)

	Model fitted by MinMaxScaler.


New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
originalMax

	Max value for each original column during fitting.


New in version 2.0.0.








	
originalMin

	Min value for each original column during fitting.


New in version 2.0.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.NGram(n=2, inputCol=None, outputCol=None)

	A feature transformer that converts the input array of strings into an array of n-grams. Null
values in the input array are ignored.
It returns an array of n-grams where each n-gram is represented by a space-separated string of
words.
When the input is empty, an empty array is returned.
When the input array length is less than n (number of elements per n-gram), no n-grams are
returned.

>>> df = spark.createDataFrame([Row(inputTokens=["a", "b", "c", "d", "e"])])
>>> ngram = NGram(n=2, inputCol="inputTokens", outputCol="nGrams")
>>> ngram.transform(df).head()
Row(inputTokens=['a', 'b', 'c', 'd', 'e'], nGrams=['a b', 'b c', 'c d', 'd e'])
>>> # Change n-gram length
>>> ngram.setParams(n=4).transform(df).head()
Row(inputTokens=['a', 'b', 'c', 'd', 'e'], nGrams=['a b c d', 'b c d e'])
>>> # Temporarily modify output column.
>>> ngram.transform(df, {ngram.outputCol: "output"}).head()
Row(inputTokens=['a', 'b', 'c', 'd', 'e'], output=['a b c d', 'b c d e'])
>>> ngram.transform(df).head()
Row(inputTokens=['a', 'b', 'c', 'd', 'e'], nGrams=['a b c d', 'b c d e'])
>>> # Must use keyword arguments to specify params.
>>> ngram.setParams("text")
Traceback (most recent call last):
    ...
TypeError: Method setParams forces keyword arguments.
>>> ngramPath = temp_path + "/ngram"
>>> ngram.save(ngramPath)
>>> loadedNGram = NGram.load(ngramPath)
>>> loadedNGram.getN() == ngram.getN()
True






New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getN()

	Gets the value of n or its default value.


New in version 1.5.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
n = Param(parent='undefined', name='n', doc='number of elements per n-gram (>=1)')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setN(value)

	Sets the value of n.


New in version 1.5.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, n=2, inputCol=None, outputCol=None)

	Sets params for this NGram.


New in version 1.5.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.Normalizer(p=2.0, inputCol=None, outputCol=None)

	
Normalize a vector to have unit norm using the given p-norm.




>>> from pyspark.ml.linalg import Vectors
>>> svec = Vectors.sparse(4, {1: 4.0, 3: 3.0})
>>> df = spark.createDataFrame([(Vectors.dense([3.0, -4.0]), svec)], ["dense", "sparse"])
>>> normalizer = Normalizer(p=2.0, inputCol="dense", outputCol="features")
>>> normalizer.transform(df).head().features
DenseVector([0.6, -0.8])
>>> normalizer.setParams(inputCol="sparse", outputCol="freqs").transform(df).head().freqs
SparseVector(4, {1: 0.8, 3: 0.6})
>>> params = {normalizer.p: 1.0, normalizer.inputCol: "dense", normalizer.outputCol: "vector"}
>>> normalizer.transform(df, params).head().vector
DenseVector([0.4286, -0.5714])
>>> normalizerPath = temp_path + "/normalizer"
>>> normalizer.save(normalizerPath)
>>> loadedNormalizer = Normalizer.load(normalizerPath)
>>> loadedNormalizer.getP() == normalizer.getP()
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getP()

	Gets the value of p or its default value.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
p = Param(parent='undefined', name='p', doc='the p norm value.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setP(value)

	Sets the value of p.


New in version 1.4.0.








	
setParams(self, p=2.0, inputCol=None, outputCol=None)

	Sets params for this Normalizer.


New in version 1.4.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.OneHotEncoder(dropLast=True, inputCol=None, outputCol=None)

	A one-hot encoder that maps a column of category indices to a
column of binary vectors, with at most a single one-value per row
that indicates the input category index.
For example with 5 categories, an input value of 2.0 would map to
an output vector of [0.0, 0.0, 1.0, 0.0].
The last category is not included by default (configurable via
dropLast) because it makes the vector entries sum up to
one, and hence linearly dependent.
So an input value of 4.0 maps to [0.0, 0.0, 0.0, 0.0].


Note

This is different from scikit-learn’s OneHotEncoder,
which keeps all categories. The output vectors are sparse.




See also

StringIndexer for converting categorical values into
category indices



>>> stringIndexer = StringIndexer(inputCol="label", outputCol="indexed")
>>> model = stringIndexer.fit(stringIndDf)
>>> td = model.transform(stringIndDf)
>>> encoder = OneHotEncoder(inputCol="indexed", outputCol="features")
>>> encoder.transform(td).head().features
SparseVector(2, {0: 1.0})
>>> encoder.setParams(outputCol="freqs").transform(td).head().freqs
SparseVector(2, {0: 1.0})
>>> params = {encoder.dropLast: False, encoder.outputCol: "test"}
>>> encoder.transform(td, params).head().test
SparseVector(3, {0: 1.0})
>>> onehotEncoderPath = temp_path + "/onehot-encoder"
>>> encoder.save(onehotEncoderPath)
>>> loadedEncoder = OneHotEncoder.load(onehotEncoderPath)
>>> loadedEncoder.getDropLast() == encoder.getDropLast()
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
dropLast = Param(parent='undefined', name='dropLast', doc='whether to drop the last category')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getDropLast()

	Gets the value of dropLast or its default value.


New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setDropLast(value)

	Sets the value of dropLast.


New in version 1.4.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, dropLast=True, inputCol=None, outputCol=None)

	Sets params for this OneHotEncoder.


New in version 1.4.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.PCA(k=None, inputCol=None, outputCol=None)

	PCA trains a model to project vectors to a lower dimensional space of the
top k principal components.

>>> from pyspark.ml.linalg import Vectors
>>> data = [(Vectors.sparse(5, [(1, 1.0), (3, 7.0)]),),
...     (Vectors.dense([2.0, 0.0, 3.0, 4.0, 5.0]),),
...     (Vectors.dense([4.0, 0.0, 0.0, 6.0, 7.0]),)]
>>> df = spark.createDataFrame(data,["features"])
>>> pca = PCA(k=2, inputCol="features", outputCol="pca_features")
>>> model = pca.fit(df)
>>> model.transform(df).collect()[0].pca_features
DenseVector([1.648..., -4.013...])
>>> model.explainedVariance
DenseVector([0.794..., 0.205...])
>>> pcaPath = temp_path + "/pca"
>>> pca.save(pcaPath)
>>> loadedPca = PCA.load(pcaPath)
>>> loadedPca.getK() == pca.getK()
True
>>> modelPath = temp_path + "/pca-model"
>>> model.save(modelPath)
>>> loadedModel = PCAModel.load(modelPath)
>>> loadedModel.pc == model.pc
True
>>> loadedModel.explainedVariance == model.explainedVariance
True






New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getK()

	Gets the value of k or its default value.


New in version 1.5.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
k = Param(parent='undefined', name='k', doc='the number of principal components')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setK(value)

	Sets the value of k.


New in version 1.5.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, k=None, inputCol=None, outputCol=None)

	Set params for this PCA.


New in version 1.5.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.PCAModel(java_model=None)

	Model fitted by PCA. Transforms vectors to a lower dimensional space.


New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
explainedVariance

	Returns a vector of proportions of variance
explained by each principal component.


New in version 2.0.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
pc

	Returns a principal components Matrix.
Each column is one principal component.


New in version 2.0.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.PolynomialExpansion(degree=2, inputCol=None, outputCol=None)

	Perform feature expansion in a polynomial space. As said in wikipedia of Polynomial Expansion [http://en.wikipedia.org/wiki/Polynomial_expansion], “In mathematics, an
expansion of a product of sums expresses it as a sum of products by using the fact that
multiplication distributes over addition”. Take a 2-variable feature vector as an example:
(x, y), if we want to expand it with degree 2, then we get (x, x * x, y, x * y, y * y).

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([(Vectors.dense([0.5, 2.0]),)], ["dense"])
>>> px = PolynomialExpansion(degree=2, inputCol="dense", outputCol="expanded")
>>> px.transform(df).head().expanded
DenseVector([0.5, 0.25, 2.0, 1.0, 4.0])
>>> px.setParams(outputCol="test").transform(df).head().test
DenseVector([0.5, 0.25, 2.0, 1.0, 4.0])
>>> polyExpansionPath = temp_path + "/poly-expansion"
>>> px.save(polyExpansionPath)
>>> loadedPx = PolynomialExpansion.load(polyExpansionPath)
>>> loadedPx.getDegree() == px.getDegree()
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
degree = Param(parent='undefined', name='degree', doc='the polynomial degree to expand (>= 1)')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getDegree()

	Gets the value of degree or its default value.


New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setDegree(value)

	Sets the value of degree.


New in version 1.4.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, degree=2, inputCol=None, outputCol=None)

	Sets params for this PolynomialExpansion.


New in version 1.4.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.QuantileDiscretizer(numBuckets=2, inputCol=None, outputCol=None, relativeError=0.001, handleInvalid='error')

	
Note

Experimental



QuantileDiscretizer takes a column with continuous features and outputs a column with binned
categorical features. The number of bins can be set using the numBuckets parameter.
The bin ranges are chosen using an approximate algorithm (see the documentation for
approxQuantile() for a detailed description).
The precision of the approximation can be controlled with the
relativeError parameter.
The lower and upper bin bounds will be -Infinity and +Infinity, covering all real values.

>>> values = [(0.1,), (0.4,), (1.2,), (1.5,), (float("nan"),), (float("nan"),)]
>>> df = spark.createDataFrame(values, ["values"])
>>> qds = QuantileDiscretizer(numBuckets=2,
...     inputCol="values", outputCol="buckets", relativeError=0.01, handleInvalid="error")
>>> qds.getRelativeError()
0.01
>>> bucketizer = qds.fit(df)
>>> qds.setHandleInvalid("keep").fit(df).transform(df).count()
6
>>> qds.setHandleInvalid("skip").fit(df).transform(df).count()
4
>>> splits = bucketizer.getSplits()
>>> splits[0]
-inf
>>> print("%2.1f" % round(splits[1], 1))
0.4
>>> bucketed = bucketizer.transform(df).head()
>>> bucketed.buckets
0.0
>>> quantileDiscretizerPath = temp_path + "/quantile-discretizer"
>>> qds.save(quantileDiscretizerPath)
>>> loadedQds = QuantileDiscretizer.load(quantileDiscretizerPath)
>>> loadedQds.getNumBuckets() == qds.getNumBuckets()
True






New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getHandleInvalid()

	Gets the value of handleInvalid or its default value.


New in version 2.1.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getNumBuckets()

	Gets the value of numBuckets or its default value.


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getRelativeError()

	Gets the value of relativeError or its default value.


New in version 2.0.0.








	
handleInvalid = Param(parent='undefined', name='handleInvalid', doc='how to handle invalid entries. Options are skip (filter out rows with invalid values), error (throw an error), or keep (keep invalid values in a special additional bucket).')

	




	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numBuckets = Param(parent='undefined', name='numBuckets', doc='Maximum number of buckets (quantiles, or categories) into which data points are grouped. Must be >= 2.')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
relativeError = Param(parent='undefined', name='relativeError', doc='The relative target precision for the approximate quantile algorithm used to generate buckets. Must be in the range [0, 1].')

	




	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setHandleInvalid(value)

	Sets the value of handleInvalid.


New in version 2.1.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setNumBuckets(value)

	Sets the value of numBuckets.


New in version 2.0.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, numBuckets=2, inputCol=None, outputCol=None, relativeError=0.001, handleInvalid="error")

	Set the params for the QuantileDiscretizer


New in version 2.0.0.








	
setRelativeError(value)

	Sets the value of relativeError.


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.RegexTokenizer(minTokenLength=1, gaps=True, pattern='\s+', inputCol=None, outputCol=None, toLowercase=True)

	A regex based tokenizer that extracts tokens either by using the
provided regex pattern (in Java dialect) to split the text
(default) or repeatedly matching the regex (if gaps is false).
Optional parameters also allow filtering tokens using a minimal
length.
It returns an array of strings that can be empty.

>>> df = spark.createDataFrame([("A B  c",)], ["text"])
>>> reTokenizer = RegexTokenizer(inputCol="text", outputCol="words")
>>> reTokenizer.transform(df).head()
Row(text='A B  c', words=['a', 'b', 'c'])
>>> # Change a parameter.
>>> reTokenizer.setParams(outputCol="tokens").transform(df).head()
Row(text='A B  c', tokens=['a', 'b', 'c'])
>>> # Temporarily modify a parameter.
>>> reTokenizer.transform(df, {reTokenizer.outputCol: "words"}).head()
Row(text='A B  c', words=['a', 'b', 'c'])
>>> reTokenizer.transform(df).head()
Row(text='A B  c', tokens=['a', 'b', 'c'])
>>> # Must use keyword arguments to specify params.
>>> reTokenizer.setParams("text")
Traceback (most recent call last):
    ...
TypeError: Method setParams forces keyword arguments.
>>> regexTokenizerPath = temp_path + "/regex-tokenizer"
>>> reTokenizer.save(regexTokenizerPath)
>>> loadedReTokenizer = RegexTokenizer.load(regexTokenizerPath)
>>> loadedReTokenizer.getMinTokenLength() == reTokenizer.getMinTokenLength()
True
>>> loadedReTokenizer.getGaps() == reTokenizer.getGaps()
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
gaps = Param(parent='undefined', name='gaps', doc='whether regex splits on gaps (True) or matches tokens (False)')

	




	
getGaps()

	Gets the value of gaps or its default value.


New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getMinTokenLength()

	Gets the value of minTokenLength or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPattern()

	Gets the value of pattern or its default value.


New in version 1.4.0.








	
getToLowercase()

	Gets the value of toLowercase or its default value.


New in version 2.0.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
minTokenLength = Param(parent='undefined', name='minTokenLength', doc='minimum token length (>= 0)')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
pattern = Param(parent='undefined', name='pattern', doc='regex pattern (Java dialect) used for tokenizing')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setGaps(value)

	Sets the value of gaps.


New in version 1.4.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setMinTokenLength(value)

	Sets the value of minTokenLength.


New in version 1.4.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, minTokenLength=1, gaps=True, pattern="s+", inputCol=None, outputCol=None, toLowercase=True)

	Sets params for this RegexTokenizer.


New in version 1.4.0.








	
setPattern(value)

	Sets the value of pattern.


New in version 1.4.0.








	
setToLowercase(value)

	Sets the value of toLowercase.


New in version 2.0.0.








	
toLowercase = Param(parent='undefined', name='toLowercase', doc='whether to convert all characters to lowercase before tokenizing')

	




	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.RFormula(formula=None, featuresCol='features', labelCol='label', forceIndexLabel=False)

	
Note

Experimental



Implements the transforms required for fitting a dataset against an
R model formula. Currently we support a limited subset of the R
operators, including ‘~’, ‘.’, ‘:’, ‘+’, and ‘-‘. Also see the R formula docs [http://stat.ethz.ch/R-manual/R-patched/library/stats/html/formula.html].

>>> df = spark.createDataFrame([
...     (1.0, 1.0, "a"),
...     (0.0, 2.0, "b"),
...     (0.0, 0.0, "a")
... ], ["y", "x", "s"])
>>> rf = RFormula(formula="y ~ x + s")
>>> model = rf.fit(df)
>>> model.transform(df).show()
+---+---+---+---------+-----+
|  y|  x|  s| features|label|
+---+---+---+---------+-----+
|1.0|1.0|  a|[1.0,1.0]|  1.0|
|0.0|2.0|  b|[2.0,0.0]|  0.0|
|0.0|0.0|  a|[0.0,1.0]|  0.0|
+---+---+---+---------+-----+
...
>>> rf.fit(df, {rf.formula: "y ~ . - s"}).transform(df).show()
+---+---+---+--------+-----+
|  y|  x|  s|features|label|
+---+---+---+--------+-----+
|1.0|1.0|  a|   [1.0]|  1.0|
|0.0|2.0|  b|   [2.0]|  0.0|
|0.0|0.0|  a|   [0.0]|  0.0|
+---+---+---+--------+-----+
...
>>> rFormulaPath = temp_path + "/rFormula"
>>> rf.save(rFormulaPath)
>>> loadedRF = RFormula.load(rFormulaPath)
>>> loadedRF.getFormula() == rf.getFormula()
True
>>> loadedRF.getFeaturesCol() == rf.getFeaturesCol()
True
>>> loadedRF.getLabelCol() == rf.getLabelCol()
True
>>> str(loadedRF)
'RFormula(y ~ x + s) (uid=...)'
>>> modelPath = temp_path + "/rFormulaModel"
>>> model.save(modelPath)
>>> loadedModel = RFormulaModel.load(modelPath)
>>> loadedModel.uid == model.uid
True
>>> loadedModel.transform(df).show()
+---+---+---+---------+-----+
|  y|  x|  s| features|label|
+---+---+---+---------+-----+
|1.0|1.0|  a|[1.0,1.0]|  1.0|
|0.0|2.0|  b|[2.0,0.0]|  0.0|
|0.0|0.0|  a|[0.0,1.0]|  0.0|
+---+---+---+---------+-----+
...
>>> str(loadedModel)
'RFormulaModel(ResolvedRFormula(label=y, terms=[x,s], hasIntercept=true)) (uid=...)'






New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
forceIndexLabel = Param(parent='undefined', name='forceIndexLabel', doc='Force to index label whether it is numeric or string')

	




	
formula = Param(parent='undefined', name='formula', doc='R model formula')

	




	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getForceIndexLabel()

	Gets the value of forceIndexLabel.


New in version 2.1.0.








	
getFormula()

	Gets the value of formula.


New in version 1.5.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setForceIndexLabel(value)

	Sets the value of forceIndexLabel.


New in version 2.1.0.








	
setFormula(value)

	Sets the value of formula.


New in version 1.5.0.








	
setLabelCol(value)

	Sets the value of labelCol.






	
setParams(self, formula=None, featuresCol="features", labelCol="label", forceIndexLabel=False)

	Sets params for RFormula.


New in version 1.5.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.RFormulaModel(java_model=None)

	
Note

Experimental



Model fitted by RFormula. Fitting is required to determine the
factor levels of formula terms.


New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.SQLTransformer(statement=None)

	Implements the transforms which are defined by SQL statement.
Currently we only support SQL syntax like ‘SELECT … FROM __THIS__’
where ‘__THIS__’ represents the underlying table of the input dataset.

>>> df = spark.createDataFrame([(0, 1.0, 3.0), (2, 2.0, 5.0)], ["id", "v1", "v2"])
>>> sqlTrans = SQLTransformer(
...     statement="SELECT *, (v1 + v2) AS v3, (v1 * v2) AS v4 FROM __THIS__")
>>> sqlTrans.transform(df).head()
Row(id=0, v1=1.0, v2=3.0, v3=4.0, v4=3.0)
>>> sqlTransformerPath = temp_path + "/sql-transformer"
>>> sqlTrans.save(sqlTransformerPath)
>>> loadedSqlTrans = SQLTransformer.load(sqlTransformerPath)
>>> loadedSqlTrans.getStatement() == sqlTrans.getStatement()
True






New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getStatement()

	Gets the value of statement or its default value.


New in version 1.6.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setParams(self, statement=None)

	Sets params for this SQLTransformer.


New in version 1.6.0.








	
setStatement(value)

	Sets the value of statement.


New in version 1.6.0.








	
statement = Param(parent='undefined', name='statement', doc='SQL statement')

	




	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.StandardScaler(withMean=False, withStd=True, inputCol=None, outputCol=None)

	Standardizes features by removing the mean and scaling to unit variance using column summary
statistics on the samples in the training set.

The “unit std” is computed using the corrected sample standard deviation [https://en.wikipedia.org/wiki/Standard_deviation#Corrected_sample_standard_deviation],
which is computed as the square root of the unbiased sample variance.

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([(Vectors.dense([0.0]),), (Vectors.dense([2.0]),)], ["a"])
>>> standardScaler = StandardScaler(inputCol="a", outputCol="scaled")
>>> model = standardScaler.fit(df)
>>> model.mean
DenseVector([1.0])
>>> model.std
DenseVector([1.4142])
>>> model.transform(df).collect()[1].scaled
DenseVector([1.4142])
>>> standardScalerPath = temp_path + "/standard-scaler"
>>> standardScaler.save(standardScalerPath)
>>> loadedStandardScaler = StandardScaler.load(standardScalerPath)
>>> loadedStandardScaler.getWithMean() == standardScaler.getWithMean()
True
>>> loadedStandardScaler.getWithStd() == standardScaler.getWithStd()
True
>>> modelPath = temp_path + "/standard-scaler-model"
>>> model.save(modelPath)
>>> loadedModel = StandardScalerModel.load(modelPath)
>>> loadedModel.std == model.std
True
>>> loadedModel.mean == model.mean
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getWithMean()

	Gets the value of withMean or its default value.


New in version 1.4.0.








	
getWithStd()

	Gets the value of withStd or its default value.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, withMean=False, withStd=True, inputCol=None, outputCol=None)

	Sets params for this StandardScaler.


New in version 1.4.0.








	
setWithMean(value)

	Sets the value of withMean.


New in version 1.4.0.








	
setWithStd(value)

	Sets the value of withStd.


New in version 1.4.0.








	
withMean = Param(parent='undefined', name='withMean', doc='Center data with mean')

	




	
withStd = Param(parent='undefined', name='withStd', doc='Scale to unit standard deviation')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.StandardScalerModel(java_model=None)

	Model fitted by StandardScaler.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
mean

	Mean of the StandardScalerModel.


New in version 2.0.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
std

	Standard deviation of the StandardScalerModel.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.StopWordsRemover(inputCol=None, outputCol=None, stopWords=None, caseSensitive=False)

	A feature transformer that filters out stop words from input.


Note

null values from input array are preserved unless adding null to stopWords explicitly.



>>> df = spark.createDataFrame([(["a", "b", "c"],)], ["text"])
>>> remover = StopWordsRemover(inputCol="text", outputCol="words", stopWords=["b"])
>>> remover.transform(df).head().words == ['a', 'c']
True
>>> stopWordsRemoverPath = temp_path + "/stopwords-remover"
>>> remover.save(stopWordsRemoverPath)
>>> loadedRemover = StopWordsRemover.load(stopWordsRemoverPath)
>>> loadedRemover.getStopWords() == remover.getStopWords()
True
>>> loadedRemover.getCaseSensitive() == remover.getCaseSensitive()
True






New in version 1.6.0.




	
caseSensitive = Param(parent='undefined', name='caseSensitive', doc='whether to do a case sensitive comparison over the stop words')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getCaseSensitive()

	Gets the value of caseSensitive or its default value.


New in version 1.6.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getStopWords()

	Gets the value of stopWords or its default value.


New in version 1.6.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
static loadDefaultStopWords(language)

	Loads the default stop words for the given language.
Supported languages: danish, dutch, english, finnish, french, german, hungarian,
italian, norwegian, portuguese, russian, spanish, swedish, turkish


New in version 2.0.0.








	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setCaseSensitive(value)

	Sets the value of caseSensitive.


New in version 1.6.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, inputCol=None, outputCol=None, stopWords=None, caseSensitive=false)

	Sets params for this StopWordRemover.


New in version 1.6.0.








	
setStopWords(value)

	Sets the value of stopWords.


New in version 1.6.0.








	
stopWords = Param(parent='undefined', name='stopWords', doc='The words to be filtered out')

	




	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.StringIndexer(inputCol=None, outputCol=None, handleInvalid='error')

	A label indexer that maps a string column of labels to an ML column of label indices.
If the input column is numeric, we cast it to string and index the string values.
The indices are in [0, numLabels), ordered by label frequencies.
So the most frequent label gets index 0.

>>> stringIndexer = StringIndexer(inputCol="label", outputCol="indexed", handleInvalid='error')
>>> model = stringIndexer.fit(stringIndDf)
>>> td = model.transform(stringIndDf)
>>> sorted(set([(i[0], i[1]) for i in td.select(td.id, td.indexed).collect()]),
...     key=lambda x: x[0])
[(0, 0.0), (1, 2.0), (2, 1.0), (3, 0.0), (4, 0.0), (5, 1.0)]
>>> inverter = IndexToString(inputCol="indexed", outputCol="label2", labels=model.labels)
>>> itd = inverter.transform(td)
>>> sorted(set([(i[0], str(i[1])) for i in itd.select(itd.id, itd.label2).collect()]),
...     key=lambda x: x[0])
[(0, 'a'), (1, 'b'), (2, 'c'), (3, 'a'), (4, 'a'), (5, 'c')]
>>> stringIndexerPath = temp_path + "/string-indexer"
>>> stringIndexer.save(stringIndexerPath)
>>> loadedIndexer = StringIndexer.load(stringIndexerPath)
>>> loadedIndexer.getHandleInvalid() == stringIndexer.getHandleInvalid()
True
>>> modelPath = temp_path + "/string-indexer-model"
>>> model.save(modelPath)
>>> loadedModel = StringIndexerModel.load(modelPath)
>>> loadedModel.labels == model.labels
True
>>> indexToStringPath = temp_path + "/index-to-string"
>>> inverter.save(indexToStringPath)
>>> loadedInverter = IndexToString.load(indexToStringPath)
>>> loadedInverter.getLabels() == inverter.getLabels()
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getHandleInvalid()

	Gets the value of handleInvalid or its default value.






	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
handleInvalid = Param(parent='undefined', name='handleInvalid', doc='how to handle invalid entries. Options are skip (which will filter out rows with bad values), or error (which will throw an error). More options may be added later.')

	




	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setHandleInvalid(value)

	Sets the value of handleInvalid.






	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, inputCol=None, outputCol=None, handleInvalid="error")

	Sets params for this StringIndexer.


New in version 1.4.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.StringIndexerModel(java_model=None)

	Model fitted by StringIndexer.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labels

	Ordered list of labels, corresponding to indices to be assigned.


New in version 1.5.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.Tokenizer(inputCol=None, outputCol=None)

	A tokenizer that converts the input string to lowercase and then
splits it by white spaces.

>>> df = spark.createDataFrame([("a b c",)], ["text"])
>>> tokenizer = Tokenizer(inputCol="text", outputCol="words")
>>> tokenizer.transform(df).head()
Row(text='a b c', words=['a', 'b', 'c'])
>>> # Change a parameter.
>>> tokenizer.setParams(outputCol="tokens").transform(df).head()
Row(text='a b c', tokens=['a', 'b', 'c'])
>>> # Temporarily modify a parameter.
>>> tokenizer.transform(df, {tokenizer.outputCol: "words"}).head()
Row(text='a b c', words=['a', 'b', 'c'])
>>> tokenizer.transform(df).head()
Row(text='a b c', tokens=['a', 'b', 'c'])
>>> # Must use keyword arguments to specify params.
>>> tokenizer.setParams("text")
Traceback (most recent call last):
    ...
TypeError: Method setParams forces keyword arguments.
>>> tokenizerPath = temp_path + "/tokenizer"
>>> tokenizer.save(tokenizerPath)
>>> loadedTokenizer = Tokenizer.load(tokenizerPath)
>>> loadedTokenizer.transform(df).head().tokens == tokenizer.transform(df).head().tokens
True






New in version 1.3.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, inputCol=None, outputCol=None)

	Sets params for this Tokenizer.


New in version 1.3.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.VectorAssembler(inputCols=None, outputCol=None)

	A feature transformer that merges multiple columns into a vector column.

>>> df = spark.createDataFrame([(1, 0, 3)], ["a", "b", "c"])
>>> vecAssembler = VectorAssembler(inputCols=["a", "b", "c"], outputCol="features")
>>> vecAssembler.transform(df).head().features
DenseVector([1.0, 0.0, 3.0])
>>> vecAssembler.setParams(outputCol="freqs").transform(df).head().freqs
DenseVector([1.0, 0.0, 3.0])
>>> params = {vecAssembler.inputCols: ["b", "a"], vecAssembler.outputCol: "vector"}
>>> vecAssembler.transform(df, params).head().vector
DenseVector([0.0, 1.0])
>>> vectorAssemblerPath = temp_path + "/vector-assembler"
>>> vecAssembler.save(vectorAssemblerPath)
>>> loadedAssembler = VectorAssembler.load(vectorAssemblerPath)
>>> loadedAssembler.transform(df).head().freqs == vecAssembler.transform(df).head().freqs
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getInputCols()

	Gets the value of inputCols or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCols = Param(parent='undefined', name='inputCols', doc='input column names.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCols(value)

	Sets the value of inputCols.






	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, inputCols=None, outputCol=None)

	Sets params for this VectorAssembler.


New in version 1.4.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.VectorIndexer(maxCategories=20, inputCol=None, outputCol=None)

	Class for indexing categorical feature columns in a dataset of Vector.


	This has 2 usage modes:

	

	
	Automatically identify categorical features (default behavior)

	
	This helps process a dataset of unknown vectors into a dataset with some continuous
features and some categorical features. The choice between continuous and categorical
is based upon a maxCategories parameter.


	Set maxCategories to the maximum number of categorical any categorical feature should
have.


	E.g.: Feature 0 has unique values {-1.0, 0.0}, and feature 1 values {1.0, 3.0, 5.0}.
If maxCategories = 2, then feature 0 will be declared categorical and use indices {0, 1},
and feature 1 will be declared continuous.










	
	Index all features, if all features are categorical

	
	If maxCategories is set to be very large, then this will build an index of unique
values for all features.


	Warning: This can cause problems if features are continuous since this will collect ALL
unique values to the driver.


	E.g.: Feature 0 has unique values {-1.0, 0.0}, and feature 1 values {1.0, 3.0, 5.0}.
If maxCategories >= 3, then both features will be declared categorical.















This returns a model which can transform categorical features to use 0-based indices.



	Index stability:

	

	This is not guaranteed to choose the same category index across multiple runs.


	If a categorical feature includes value 0, then this is guaranteed to map value 0 to
index 0. This maintains vector sparsity.


	More stability may be added in the future.








	TODO: Future extensions: The following functionality is planned for the future:

	
	Preserve metadata in transform; if a feature’s metadata is already present,
do not recompute.


	Specify certain features to not index, either via a parameter or via existing metadata.


	Add warning if a categorical feature has only 1 category.


	Add option for allowing unknown categories.












>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([(Vectors.dense([-1.0, 0.0]),),
...     (Vectors.dense([0.0, 1.0]),), (Vectors.dense([0.0, 2.0]),)], ["a"])
>>> indexer = VectorIndexer(maxCategories=2, inputCol="a", outputCol="indexed")
>>> model = indexer.fit(df)
>>> model.transform(df).head().indexed
DenseVector([1.0, 0.0])
>>> model.numFeatures
2
>>> model.categoryMaps
{0: {0.0: 0, -1.0: 1}}
>>> indexer.setParams(outputCol="test").fit(df).transform(df).collect()[1].test
DenseVector([0.0, 1.0])
>>> params = {indexer.maxCategories: 3, indexer.outputCol: "vector"}
>>> model2 = indexer.fit(df, params)
>>> model2.transform(df).head().vector
DenseVector([1.0, 0.0])
>>> vectorIndexerPath = temp_path + "/vector-indexer"
>>> indexer.save(vectorIndexerPath)
>>> loadedIndexer = VectorIndexer.load(vectorIndexerPath)
>>> loadedIndexer.getMaxCategories() == indexer.getMaxCategories()
True
>>> modelPath = temp_path + "/vector-indexer-model"
>>> model.save(modelPath)
>>> loadedModel = VectorIndexerModel.load(modelPath)
>>> loadedModel.numFeatures == model.numFeatures
True
>>> loadedModel.categoryMaps == model.categoryMaps
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getMaxCategories()

	Gets the value of maxCategories or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxCategories = Param(parent='undefined', name='maxCategories', doc='Threshold for the number of values a categorical feature can take (>= 2). If a feature is found to have > maxCategories values, then it is declared continuous.')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setInputCol(value)

	Sets the value of inputCol.






	
setMaxCategories(value)

	Sets the value of maxCategories.


New in version 1.4.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, maxCategories=20, inputCol=None, outputCol=None)

	Sets params for this VectorIndexer.


New in version 1.4.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.VectorIndexerModel(java_model=None)

	Model fitted by VectorIndexer.


	Transform categorical features to use 0-based indices instead of their original values.

	
	Categorical features are mapped to indices.


	Continuous features (columns) are left unchanged.








This also appends metadata to the output column, marking features as Numeric (continuous),
Nominal (categorical), or Binary (either continuous or categorical).
Non-ML metadata is not carried over from the input to the output column.

This maintains vector sparsity.


New in version 1.4.0.




	
categoryMaps

	Feature value index.  Keys are categorical feature indices (column indices).
Values are maps from original features values to 0-based category indices.
If a feature is not in this map, it is treated as continuous.


New in version 1.4.0.








	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures

	Number of features, i.e., length of Vectors which this transforms.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.VectorSlicer(inputCol=None, outputCol=None, indices=None, names=None)

	This class takes a feature vector and outputs a new feature vector with a subarray
of the original features.

The subset of features can be specified with either indices (setIndices())
or names (setNames()).  At least one feature must be selected. Duplicate features
are not allowed, so there can be no overlap between selected indices and names.

The output vector will order features with the selected indices first (in the order given),
followed by the selected names (in the order given).

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (Vectors.dense([-2.0, 2.3, 0.0, 0.0, 1.0]),),
...     (Vectors.dense([0.0, 0.0, 0.0, 0.0, 0.0]),),
...     (Vectors.dense([0.6, -1.1, -3.0, 4.5, 3.3]),)], ["features"])
>>> vs = VectorSlicer(inputCol="features", outputCol="sliced", indices=[1, 4])
>>> vs.transform(df).head().sliced
DenseVector([2.3, 1.0])
>>> vectorSlicerPath = temp_path + "/vector-slicer"
>>> vs.save(vectorSlicerPath)
>>> loadedVs = VectorSlicer.load(vectorSlicerPath)
>>> loadedVs.getIndices() == vs.getIndices()
True
>>> loadedVs.getNames() == vs.getNames()
True






New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getIndices()

	Gets the value of indices or its default value.


New in version 1.6.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getNames()

	Gets the value of names or its default value.


New in version 1.6.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
indices = Param(parent='undefined', name='indices', doc='An array of indices to select features from a vector column. There can be no overlap with names.')

	




	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
names = Param(parent='undefined', name='names', doc='An array of feature names to select features from a vector column. These names must be specified by ML org.apache.spark.ml.attribute.Attribute. There can be no overlap with indices.')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setIndices(value)

	Sets the value of indices.


New in version 1.6.0.








	
setInputCol(value)

	Sets the value of inputCol.






	
setNames(value)

	Sets the value of names.


New in version 1.6.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(inputCol=None, outputCol=None, indices=None, names=None)

	setParams(self, inputCol=None, outputCol=None, indices=None, names=None):
Sets params for this VectorSlicer.


New in version 1.6.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.Word2Vec(vectorSize=100, minCount=5, numPartitions=1, stepSize=0.025, maxIter=1, seed=None, inputCol=None, outputCol=None, windowSize=5, maxSentenceLength=1000)

	Word2Vec trains a model of Map(String, Vector), i.e. transforms a word into a code for further
natural language processing or machine learning process.

>>> sent = ("a b " * 100 + "a c " * 10).split(" ")
>>> doc = spark.createDataFrame([(sent,), (sent,)], ["sentence"])
>>> word2Vec = Word2Vec(vectorSize=5, seed=42, inputCol="sentence", outputCol="model")
>>> model = word2Vec.fit(doc)
>>> model.getVectors().show()
+----+--------------------+
|word|              vector|
+----+--------------------+
|   a|[0.09461779892444...|
|   b|[1.15474212169647...|
|   c|[-0.3794820010662...|
+----+--------------------+
...
>>> from pyspark.sql.functions import format_number as fmt
>>> model.findSynonyms("a", 2).select("word", fmt("similarity", 5).alias("similarity")).show()
+----+----------+
|word|similarity|
+----+----------+
|   b|   0.25053|
|   c|  -0.69805|
+----+----------+
...
>>> model.transform(doc).head().model
DenseVector([0.5524, -0.4995, -0.3599, 0.0241, 0.3461])
>>> word2vecPath = temp_path + "/word2vec"
>>> word2Vec.save(word2vecPath)
>>> loadedWord2Vec = Word2Vec.load(word2vecPath)
>>> loadedWord2Vec.getVectorSize() == word2Vec.getVectorSize()
True
>>> loadedWord2Vec.getNumPartitions() == word2Vec.getNumPartitions()
True
>>> loadedWord2Vec.getMinCount() == word2Vec.getMinCount()
True
>>> modelPath = temp_path + "/word2vec-model"
>>> model.save(modelPath)
>>> loadedModel = Word2VecModel.load(modelPath)
>>> loadedModel.getVectors().first().word == model.getVectors().first().word
True
>>> loadedModel.getVectors().first().vector == model.getVectors().first().vector
True






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getInputCol()

	Gets the value of inputCol or its default value.






	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getMaxSentenceLength()

	Gets the value of maxSentenceLength or its default value.


New in version 2.0.0.








	
getMinCount()

	Gets the value of minCount or its default value.


New in version 1.4.0.








	
getNumPartitions()

	Gets the value of numPartitions or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getOutputCol()

	Gets the value of outputCol or its default value.






	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getSeed()

	Gets the value of seed or its default value.






	
getStepSize()

	Gets the value of stepSize or its default value.






	
getVectorSize()

	Gets the value of vectorSize or its default value.


New in version 1.4.0.








	
getWindowSize()

	Gets the value of windowSize or its default value.


New in version 2.0.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
inputCol = Param(parent='undefined', name='inputCol', doc='input column name.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
maxSentenceLength = Param(parent='undefined', name='maxSentenceLength', doc='Maximum length (in words) of each sentence in the input data. Any sentence longer than this threshold will be divided into chunks up to the size.')

	




	
minCount = Param(parent='undefined', name='minCount', doc="the minimum number of times a token must appear to be included in the word2vec model's vocabulary")

	




	
numPartitions = Param(parent='undefined', name='numPartitions', doc='number of partitions for sentences of words')

	




	
outputCol = Param(parent='undefined', name='outputCol', doc='output column name.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setInputCol(value)

	Sets the value of inputCol.






	
setMaxIter(value)

	Sets the value of maxIter.






	
setMaxSentenceLength(value)

	Sets the value of maxSentenceLength.


New in version 2.0.0.








	
setMinCount(value)

	Sets the value of minCount.


New in version 1.4.0.








	
setNumPartitions(value)

	Sets the value of numPartitions.


New in version 1.4.0.








	
setOutputCol(value)

	Sets the value of outputCol.






	
setParams(self, minCount=5, numPartitions=1, stepSize=0.025, maxIter=1, seed=None, inputCol=None, outputCol=None, windowSize=5, maxSentenceLength=1000)

	Sets params for this Word2Vec.


New in version 1.4.0.








	
setSeed(value)

	Sets the value of seed.






	
setStepSize(value)

	Sets the value of stepSize.






	
setVectorSize(value)

	Sets the value of vectorSize.


New in version 1.4.0.








	
setWindowSize(value)

	Sets the value of windowSize.


New in version 2.0.0.








	
stepSize = Param(parent='undefined', name='stepSize', doc='Step size to be used for each iteration of optimization (>= 0).')

	




	
vectorSize = Param(parent='undefined', name='vectorSize', doc='the dimension of codes after transforming from words')

	




	
windowSize = Param(parent='undefined', name='windowSize', doc='the window size (context words from [-window, window]). Default value is 5')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.feature.Word2VecModel(java_model=None)

	Model fitted by Word2Vec.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
findSynonyms(word, num)

	Find “num” number of words closest in similarity to “word”.
word can be a string or vector representation.
Returns a dataframe with two fields word and similarity (which
gives the cosine similarity).


New in version 1.5.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getVectors()

	Returns the vector representation of the words as a dataframe
with two fields, word and vector.


New in version 1.5.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.












pyspark.ml.classification module


	
class pyspark.ml.classification.LogisticRegression(featuresCol='features', labelCol='label', predictionCol='prediction', maxIter=100, regParam=0.0, elasticNetParam=0.0, tol=1e-06, fitIntercept=True, threshold=0.5, thresholds=None, probabilityCol='probability', rawPredictionCol='rawPrediction', standardization=True, weightCol=None, aggregationDepth=2, family='auto')

	Logistic regression.
This class supports multinomial logistic (softmax) and binomial logistic regression.

>>> from pyspark.sql import Row
>>> from pyspark.ml.linalg import Vectors
>>> bdf = sc.parallelize([
...     Row(label=1.0, weight=2.0, features=Vectors.dense(1.0)),
...     Row(label=0.0, weight=2.0, features=Vectors.sparse(1, [], []))]).toDF()
>>> blor = LogisticRegression(maxIter=5, regParam=0.01, weightCol="weight")
>>> blorModel = blor.fit(bdf)
>>> blorModel.coefficients
DenseVector([5.5...])
>>> blorModel.intercept
-2.68...
>>> mdf = sc.parallelize([
...     Row(label=1.0, weight=2.0, features=Vectors.dense(1.0)),
...     Row(label=0.0, weight=2.0, features=Vectors.sparse(1, [], [])),
...     Row(label=2.0, weight=2.0, features=Vectors.dense(3.0))]).toDF()
>>> mlor = LogisticRegression(maxIter=5, regParam=0.01, weightCol="weight",
...     family="multinomial")
>>> mlorModel = mlor.fit(mdf)
>>> print(mlorModel.coefficientMatrix)
DenseMatrix([[-2.3...],
             [ 0.2...],
             [ 2.1... ]])
>>> mlorModel.interceptVector
DenseVector([2.0..., 0.8..., -2.8...])
>>> test0 = sc.parallelize([Row(features=Vectors.dense(-1.0))]).toDF()
>>> result = blorModel.transform(test0).head()
>>> result.prediction
0.0
>>> result.probability
DenseVector([0.99..., 0.00...])
>>> result.rawPrediction
DenseVector([8.22..., -8.22...])
>>> test1 = sc.parallelize([Row(features=Vectors.sparse(1, [0], [1.0]))]).toDF()
>>> blorModel.transform(test1).head().prediction
1.0
>>> blor.setParams("vector")
Traceback (most recent call last):
    ...
TypeError: Method setParams forces keyword arguments.
>>> lr_path = temp_path + "/lr"
>>> blor.save(lr_path)
>>> lr2 = LogisticRegression.load(lr_path)
>>> lr2.getMaxIter()
5
>>> model_path = temp_path + "/lr_model"
>>> blorModel.save(model_path)
>>> model2 = LogisticRegressionModel.load(model_path)
>>> blorModel.coefficients[0] == model2.coefficients[0]
True
>>> blorModel.intercept == model2.intercept
True






New in version 1.3.0.




	
aggregationDepth = Param(parent='undefined', name='aggregationDepth', doc='suggested depth for treeAggregate (>= 2).')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
elasticNetParam = Param(parent='undefined', name='elasticNetParam', doc='the ElasticNet mixing parameter, in range [0, 1]. For alpha = 0, the penalty is an L2 penalty. For alpha = 1, it is an L1 penalty.')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
family = Param(parent='undefined', name='family', doc='The name of family which is a description of the label distribution to be used in the model. Supported options: auto, binomial, multinomial')

	




	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
fitIntercept = Param(parent='undefined', name='fitIntercept', doc='whether to fit an intercept term.')

	




	
getAggregationDepth()

	Gets the value of aggregationDepth or its default value.






	
getElasticNetParam()

	Gets the value of elasticNetParam or its default value.






	
getFamily()

	Gets the value of family or its default value.


New in version 2.1.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getFitIntercept()

	Gets the value of fitIntercept or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getProbabilityCol()

	Gets the value of probabilityCol or its default value.






	
getRawPredictionCol()

	Gets the value of rawPredictionCol or its default value.






	
getRegParam()

	Gets the value of regParam or its default value.






	
getStandardization()

	Gets the value of standardization or its default value.






	
getThreshold()

	Get threshold for binary classification.

If thresholds is set with length 2 (i.e., binary classification),
this returns the equivalent threshold:
.
Otherwise, returns threshold if set or its default value if unset.


New in version 1.4.0.








	
getThresholds()

	If thresholds is set, return its value.
Otherwise, if threshold is set, return the equivalent thresholds for binary
classification: (1-threshold, threshold).
If neither are set, throw an error.


New in version 1.5.0.








	
getTol()

	Gets the value of tol or its default value.






	
getWeightCol()

	Gets the value of weightCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
probabilityCol = Param(parent='undefined', name='probabilityCol', doc='Column name for predicted class conditional probabilities. Note: Not all models output well-calibrated probability estimates! These probabilities should be treated as confidences, not precise probabilities.')

	




	
rawPredictionCol = Param(parent='undefined', name='rawPredictionCol', doc='raw prediction (a.k.a. confidence) column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
regParam = Param(parent='undefined', name='regParam', doc='regularization parameter (>= 0).')

	




	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setAggregationDepth(value)

	Sets the value of aggregationDepth.






	
setElasticNetParam(value)

	Sets the value of elasticNetParam.






	
setFamily(value)

	Sets the value of family.


New in version 2.1.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setFitIntercept(value)

	Sets the value of fitIntercept.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setMaxIter(value)

	Sets the value of maxIter.






	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", maxIter=100, regParam=0.0, elasticNetParam=0.0, tol=1e-6, fitIntercept=True, threshold=0.5, thresholds=None, probabilityCol="probability", rawPredictionCol="rawPrediction", standardization=True, weightCol=None, aggregationDepth=2, family="auto")

	Sets params for logistic regression.
If the threshold and thresholds Params are both set, they must be equivalent.


New in version 1.3.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setProbabilityCol(value)

	Sets the value of probabilityCol.






	
setRawPredictionCol(value)

	Sets the value of rawPredictionCol.






	
setRegParam(value)

	Sets the value of regParam.






	
setStandardization(value)

	Sets the value of standardization.






	
setThreshold(value)

	Sets the value of threshold.
Clears value of thresholds if it has been set.


New in version 1.4.0.








	
setThresholds(value)

	Sets the value of thresholds.
Clears value of threshold if it has been set.


New in version 1.5.0.








	
setTol(value)

	Sets the value of tol.






	
setWeightCol(value)

	Sets the value of weightCol.






	
standardization = Param(parent='undefined', name='standardization', doc='whether to standardize the training features before fitting the model.')

	




	
threshold = Param(parent='undefined', name='threshold', doc='Threshold in binary classification prediction, in range [0, 1]. If threshold and thresholds are both set, they must match.e.g. if threshold is p, then thresholds must be equal to [1-p, p].')

	




	
thresholds = Param(parent='undefined', name='thresholds', doc="Thresholds in multi-class classification to adjust the probability of predicting each class. Array must have length equal to the number of classes, with values > 0, excepting that at most one value may be 0. The class with largest value p/t is predicted, where p is the original probability of that class and t is the class's threshold.")

	




	
tol = Param(parent='undefined', name='tol', doc='the convergence tolerance for iterative algorithms (>= 0).')

	




	
weightCol = Param(parent='undefined', name='weightCol', doc='weight column name. If this is not set or empty, we treat all instance weights as 1.0.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.LogisticRegressionModel(java_model=None)

	Model fitted by LogisticRegression.


New in version 1.3.0.




	
coefficientMatrix

	Model coefficients.


New in version 2.1.0.








	
coefficients

	Model coefficients of binomial logistic regression.
An exception is thrown in the case of multinomial logistic regression.


New in version 2.0.0.








	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
evaluate(dataset)

	Evaluates the model on a test dataset.


	Parameters

	dataset – Test dataset to evaluate model on, where dataset is an
instance of pyspark.sql.DataFrame






New in version 2.0.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
hasSummary

	Indicates whether a training summary exists for this model
instance.


New in version 2.0.0.








	
intercept

	Model intercept of binomial logistic regression.
An exception is thrown in the case of multinomial logistic regression.


New in version 1.4.0.








	
interceptVector

	Model intercept.


New in version 2.1.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numClasses

	Number of classes (values which the label can take).


New in version 2.1.0.








	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
summary

	Gets summary (e.g. accuracy/precision/recall, objective history, total iterations) of model
trained on the training set. An exception is thrown if trainingSummary is None.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.LogisticRegressionSummary(java_obj=None)

	
Note

Experimental



Abstraction for Logistic Regression Results for a given model.


New in version 2.0.0.




	
featuresCol

	Field in “predictions” which gives the features of each instance
as a vector.


New in version 2.0.0.








	
labelCol

	Field in “predictions” which gives the true label of each
instance.


New in version 2.0.0.








	
predictions

	Dataframe outputted by the model’s transform method.


New in version 2.0.0.








	
probabilityCol

	Field in “predictions” which gives the probability
of each class as a vector.


New in version 2.0.0.












	
class pyspark.ml.classification.LogisticRegressionTrainingSummary(java_obj=None)

	
Note

Experimental



Abstraction for multinomial Logistic Regression Training results.
Currently, the training summary ignores the training weights except
for the objective trace.


New in version 2.0.0.




	
featuresCol

	Field in “predictions” which gives the features of each instance
as a vector.


New in version 2.0.0.








	
labelCol

	Field in “predictions” which gives the true label of each
instance.


New in version 2.0.0.








	
objectiveHistory

	Objective function (scaled loss + regularization) at each
iteration.


New in version 2.0.0.








	
predictions

	Dataframe outputted by the model’s transform method.


New in version 2.0.0.








	
probabilityCol

	Field in “predictions” which gives the probability
of each class as a vector.


New in version 2.0.0.








	
totalIterations

	Number of training iterations until termination.


New in version 2.0.0.












	
class pyspark.ml.classification.BinaryLogisticRegressionSummary(java_obj=None)

	
Note

Experimental



Binary Logistic regression results for a given model.


New in version 2.0.0.




	
areaUnderROC

	Computes the area under the receiver operating characteristic
(ROC) curve.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
fMeasureByThreshold

	Returns a dataframe with two fields (threshold, F-Measure) curve
with beta = 1.0.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
featuresCol

	Field in “predictions” which gives the features of each instance
as a vector.


New in version 2.0.0.








	
labelCol

	Field in “predictions” which gives the true label of each
instance.


New in version 2.0.0.








	
pr

	Returns the precision-recall curve, which is a Dataframe
containing two fields recall, precision with (0.0, 1.0) prepended
to it.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
precisionByThreshold

	Returns a dataframe with two fields (threshold, precision) curve.
Every possible probability obtained in transforming the dataset
are used as thresholds used in calculating the precision.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
predictions

	Dataframe outputted by the model’s transform method.


New in version 2.0.0.








	
probabilityCol

	Field in “predictions” which gives the probability
of each class as a vector.


New in version 2.0.0.








	
recallByThreshold

	Returns a dataframe with two fields (threshold, recall) curve.
Every possible probability obtained in transforming the dataset
are used as thresholds used in calculating the recall.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
roc

	Returns the receiver operating characteristic (ROC) curve,
which is a Dataframe having two fields (FPR, TPR) with
(0.0, 0.0) prepended and (1.0, 1.0) appended to it.


See also

Wikipedia reference [http://en.wikipedia.org/wiki/Receiver_operating_characteristic]




Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.












	
class pyspark.ml.classification.BinaryLogisticRegressionTrainingSummary(java_obj=None)

	
Note

Experimental



Binary Logistic regression training results for a given model.


New in version 2.0.0.




	
areaUnderROC

	Computes the area under the receiver operating characteristic
(ROC) curve.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
fMeasureByThreshold

	Returns a dataframe with two fields (threshold, F-Measure) curve
with beta = 1.0.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
featuresCol

	Field in “predictions” which gives the features of each instance
as a vector.


New in version 2.0.0.








	
labelCol

	Field in “predictions” which gives the true label of each
instance.


New in version 2.0.0.








	
objectiveHistory

	Objective function (scaled loss + regularization) at each
iteration.


New in version 2.0.0.








	
pr

	Returns the precision-recall curve, which is a Dataframe
containing two fields recall, precision with (0.0, 1.0) prepended
to it.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
precisionByThreshold

	Returns a dataframe with two fields (threshold, precision) curve.
Every possible probability obtained in transforming the dataset
are used as thresholds used in calculating the precision.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
predictions

	Dataframe outputted by the model’s transform method.


New in version 2.0.0.








	
probabilityCol

	Field in “predictions” which gives the probability
of each class as a vector.


New in version 2.0.0.








	
recallByThreshold

	Returns a dataframe with two fields (threshold, recall) curve.
Every possible probability obtained in transforming the dataset
are used as thresholds used in calculating the recall.


Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
roc

	Returns the receiver operating characteristic (ROC) curve,
which is a Dataframe having two fields (FPR, TPR) with
(0.0, 0.0) prepended and (1.0, 1.0) appended to it.


See also

Wikipedia reference [http://en.wikipedia.org/wiki/Receiver_operating_characteristic]




Note

This ignores instance weights (setting all to 1.0) from
LogisticRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
totalIterations

	Number of training iterations until termination.


New in version 2.0.0.












	
class pyspark.ml.classification.DecisionTreeClassifier(featuresCol='features', labelCol='label', predictionCol='prediction', probabilityCol='probability', rawPredictionCol='rawPrediction', maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, impurity='gini', seed=None)

	Decision tree [http://en.wikipedia.org/wiki/Decision_tree_learning]
learning algorithm for classification.
It supports both binary and multiclass labels, as well as both continuous and categorical
features.

>>> from pyspark.ml.linalg import Vectors
>>> from pyspark.ml.feature import StringIndexer
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(1.0)),
...     (0.0, Vectors.sparse(1, [], []))], ["label", "features"])
>>> stringIndexer = StringIndexer(inputCol="label", outputCol="indexed")
>>> si_model = stringIndexer.fit(df)
>>> td = si_model.transform(df)
>>> dt = DecisionTreeClassifier(maxDepth=2, labelCol="indexed")
>>> model = dt.fit(td)
>>> model.numNodes
3
>>> model.depth
1
>>> model.featureImportances
SparseVector(1, {0: 1.0})
>>> model.numFeatures
1
>>> model.numClasses
2
>>> print(model.toDebugString)
DecisionTreeClassificationModel (uid=...) of depth 1 with 3 nodes...
>>> test0 = spark.createDataFrame([(Vectors.dense(-1.0),)], ["features"])
>>> result = model.transform(test0).head()
>>> result.prediction
0.0
>>> result.probability
DenseVector([1.0, 0.0])
>>> result.rawPrediction
DenseVector([1.0, 0.0])
>>> test1 = spark.createDataFrame([(Vectors.sparse(1, [0], [1.0]),)], ["features"])
>>> model.transform(test1).head().prediction
1.0





>>> dtc_path = temp_path + "/dtc"
>>> dt.save(dtc_path)
>>> dt2 = DecisionTreeClassifier.load(dtc_path)
>>> dt2.getMaxDepth()
2
>>> model_path = temp_path + "/dtc_model"
>>> model.save(model_path)
>>> model2 = DecisionTreeClassificationModel.load(model_path)
>>> model.featureImportances == model2.featureImportances
True






New in version 1.4.0.




	
cacheNodeIds = Param(parent='undefined', name='cacheNodeIds', doc='If false, the algorithm will pass trees to executors to match instances with nodes. If true, the algorithm will cache node IDs for each instance. Caching can speed up training of deeper trees. Users can set how often should the cache be checkpointed or disable it by setting checkpointInterval.')

	




	
checkpointInterval = Param(parent='undefined', name='checkpointInterval', doc='set checkpoint interval (>= 1) or disable checkpoint (-1). E.g. 10 means that the cache will get checkpointed every 10 iterations.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getCacheNodeIds()

	Gets the value of cacheNodeIds or its default value.






	
getCheckpointInterval()

	Gets the value of checkpointInterval or its default value.






	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getImpurity()

	Gets the value of impurity or its default value.


New in version 1.6.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMaxBins()

	Gets the value of maxBins or its default value.






	
getMaxDepth()

	Gets the value of maxDepth or its default value.






	
getMaxMemoryInMB()

	Gets the value of maxMemoryInMB or its default value.






	
getMinInfoGain()

	Gets the value of minInfoGain or its default value.






	
getMinInstancesPerNode()

	Gets the value of minInstancesPerNode or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getProbabilityCol()

	Gets the value of probabilityCol or its default value.






	
getRawPredictionCol()

	Gets the value of rawPredictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
impurity = Param(parent='undefined', name='impurity', doc='Criterion used for information gain calculation (case-insensitive). Supported options: entropy, gini')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxBins = Param(parent='undefined', name='maxBins', doc='Max number of bins for discretizing continuous features.  Must be >=2 and >= number of categories for any categorical feature.')

	




	
maxDepth = Param(parent='undefined', name='maxDepth', doc='Maximum depth of the tree. (>= 0) E.g., depth 0 means 1 leaf node; depth 1 means 1 internal node + 2 leaf nodes.')

	




	
maxMemoryInMB = Param(parent='undefined', name='maxMemoryInMB', doc='Maximum memory in MB allocated to histogram aggregation. If too small, then 1 node will be split per iteration, and its aggregates may exceed this size.')

	




	
minInfoGain = Param(parent='undefined', name='minInfoGain', doc='Minimum information gain for a split to be considered at a tree node.')

	




	
minInstancesPerNode = Param(parent='undefined', name='minInstancesPerNode', doc='Minimum number of instances each child must have after split. If a split causes the left or right child to have fewer than minInstancesPerNode, the split will be discarded as invalid. Should be >= 1.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
probabilityCol = Param(parent='undefined', name='probabilityCol', doc='Column name for predicted class conditional probabilities. Note: Not all models output well-calibrated probability estimates! These probabilities should be treated as confidences, not precise probabilities.')

	




	
rawPredictionCol = Param(parent='undefined', name='rawPredictionCol', doc='raw prediction (a.k.a. confidence) column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setCacheNodeIds(value)

	Sets the value of cacheNodeIds.






	
setCheckpointInterval(value)

	Sets the value of checkpointInterval.






	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setImpurity(value)

	Sets the value of impurity.


New in version 1.6.0.








	
setLabelCol(value)

	Sets the value of labelCol.






	
setMaxBins(value)

	Sets the value of maxBins.






	
setMaxDepth(value)

	Sets the value of maxDepth.






	
setMaxMemoryInMB(value)

	Sets the value of maxMemoryInMB.






	
setMinInfoGain(value)

	Sets the value of minInfoGain.






	
setMinInstancesPerNode(value)

	Sets the value of minInstancesPerNode.






	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", probabilityCol="probability", rawPredictionCol="rawPrediction", maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, impurity="gini", seed=None)

	Sets params for the DecisionTreeClassifier.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setProbabilityCol(value)

	Sets the value of probabilityCol.






	
setRawPredictionCol(value)

	Sets the value of rawPredictionCol.






	
setSeed(value)

	Sets the value of seed.






	
supportedImpurities = ['entropy', 'gini']

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.DecisionTreeClassificationModel(java_model=None)

	Model fitted by DecisionTreeClassifier.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
depth

	Return depth of the decision tree.


New in version 1.5.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureImportances

	Estimate of the importance of each feature.

This generalizes the idea of “Gini” importance to other losses,
following the explanation of Gini importance from “Random Forests” documentation
by Leo Breiman and Adele Cutler, and following the implementation from scikit-learn.


	This feature importance is calculated as follows:

	
	importance(feature j) = sum (over nodes which split on feature j) of the gain,
where gain is scaled by the number of instances passing through node


	Normalize importances for tree to sum to 1.









Note

Feature importance for single decision trees can have high variance due to
correlated predictor variables. Consider using a RandomForestClassifier
to determine feature importance instead.




New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numClasses

	Number of classes (values which the label can take).


New in version 2.1.0.








	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
numNodes

	Return number of nodes of the decision tree.


New in version 1.5.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
toDebugString

	Full description of model.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.GBTClassifier(featuresCol='features', labelCol='label', predictionCol='prediction', maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, lossType='logistic', maxIter=20, stepSize=0.1, seed=None, subsamplingRate=1.0)

	Gradient-Boosted Trees (GBTs) [http://en.wikipedia.org/wiki/Gradient_boosting]
learning algorithm for classification.
It supports binary labels, as well as both continuous and categorical features.

The implementation is based upon: J.H. Friedman. “Stochastic Gradient Boosting.” 1999.

Notes on Gradient Boosting vs. TreeBoost:
- This implementation is for Stochastic Gradient Boosting, not for TreeBoost.
- Both algorithms learn tree ensembles by minimizing loss functions.
- TreeBoost (Friedman, 1999) additionally modifies the outputs at tree leaf nodes
based on the loss function, whereas the original gradient boosting method does not.
- We expect to implement TreeBoost in the future:
SPARK-4240 [https://issues.apache.org/jira/browse/SPARK-4240]


Note

Multiclass labels are not currently supported.



>>> from numpy import allclose
>>> from pyspark.ml.linalg import Vectors
>>> from pyspark.ml.feature import StringIndexer
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(1.0)),
...     (0.0, Vectors.sparse(1, [], []))], ["label", "features"])
>>> stringIndexer = StringIndexer(inputCol="label", outputCol="indexed")
>>> si_model = stringIndexer.fit(df)
>>> td = si_model.transform(df)
>>> gbt = GBTClassifier(maxIter=5, maxDepth=2, labelCol="indexed", seed=42)
>>> model = gbt.fit(td)
>>> model.featureImportances
SparseVector(1, {0: 1.0})
>>> allclose(model.treeWeights, [1.0, 0.1, 0.1, 0.1, 0.1])
True
>>> test0 = spark.createDataFrame([(Vectors.dense(-1.0),)], ["features"])
>>> model.transform(test0).head().prediction
0.0
>>> test1 = spark.createDataFrame([(Vectors.sparse(1, [0], [1.0]),)], ["features"])
>>> model.transform(test1).head().prediction
1.0
>>> model.totalNumNodes
15
>>> print(model.toDebugString)
GBTClassificationModel (uid=...)...with 5 trees...
>>> gbtc_path = temp_path + "gbtc"
>>> gbt.save(gbtc_path)
>>> gbt2 = GBTClassifier.load(gbtc_path)
>>> gbt2.getMaxDepth()
2
>>> model_path = temp_path + "gbtc_model"
>>> model.save(model_path)
>>> model2 = GBTClassificationModel.load(model_path)
>>> model.featureImportances == model2.featureImportances
True
>>> model.treeWeights == model2.treeWeights
True
>>> model.trees
[DecisionTreeRegressionModel (uid=...) of depth..., DecisionTreeRegressionModel...]






New in version 1.4.0.




	
cacheNodeIds = Param(parent='undefined', name='cacheNodeIds', doc='If false, the algorithm will pass trees to executors to match instances with nodes. If true, the algorithm will cache node IDs for each instance. Caching can speed up training of deeper trees. Users can set how often should the cache be checkpointed or disable it by setting checkpointInterval.')

	




	
checkpointInterval = Param(parent='undefined', name='checkpointInterval', doc='set checkpoint interval (>= 1) or disable checkpoint (-1). E.g. 10 means that the cache will get checkpointed every 10 iterations.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getCacheNodeIds()

	Gets the value of cacheNodeIds or its default value.






	
getCheckpointInterval()

	Gets the value of checkpointInterval or its default value.






	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getLossType()

	Gets the value of lossType or its default value.


New in version 1.4.0.








	
getMaxBins()

	Gets the value of maxBins or its default value.






	
getMaxDepth()

	Gets the value of maxDepth or its default value.






	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getMaxMemoryInMB()

	Gets the value of maxMemoryInMB or its default value.






	
getMinInfoGain()

	Gets the value of minInfoGain or its default value.






	
getMinInstancesPerNode()

	Gets the value of minInstancesPerNode or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getStepSize()

	Gets the value of stepSize or its default value.






	
getSubsamplingRate()

	Gets the value of subsamplingRate or its default value.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
lossType = Param(parent='undefined', name='lossType', doc='Loss function which GBT tries to minimize (case-insensitive). Supported options: logistic')

	




	
maxBins = Param(parent='undefined', name='maxBins', doc='Max number of bins for discretizing continuous features.  Must be >=2 and >= number of categories for any categorical feature.')

	




	
maxDepth = Param(parent='undefined', name='maxDepth', doc='Maximum depth of the tree. (>= 0) E.g., depth 0 means 1 leaf node; depth 1 means 1 internal node + 2 leaf nodes.')

	




	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
maxMemoryInMB = Param(parent='undefined', name='maxMemoryInMB', doc='Maximum memory in MB allocated to histogram aggregation. If too small, then 1 node will be split per iteration, and its aggregates may exceed this size.')

	




	
minInfoGain = Param(parent='undefined', name='minInfoGain', doc='Minimum information gain for a split to be considered at a tree node.')

	




	
minInstancesPerNode = Param(parent='undefined', name='minInstancesPerNode', doc='Minimum number of instances each child must have after split. If a split causes the left or right child to have fewer than minInstancesPerNode, the split will be discarded as invalid. Should be >= 1.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setCacheNodeIds(value)

	Sets the value of cacheNodeIds.






	
setCheckpointInterval(value)

	Sets the value of checkpointInterval.






	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setLossType(value)

	Sets the value of lossType.


New in version 1.4.0.








	
setMaxBins(value)

	Sets the value of maxBins.






	
setMaxDepth(value)

	Sets the value of maxDepth.






	
setMaxIter(value)

	Sets the value of maxIter.






	
setMaxMemoryInMB(value)

	Sets the value of maxMemoryInMB.






	
setMinInfoGain(value)

	Sets the value of minInfoGain.






	
setMinInstancesPerNode(value)

	Sets the value of minInstancesPerNode.






	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, lossType="logistic", maxIter=20, stepSize=0.1, seed=None, subsamplingRate=1.0)

	Sets params for Gradient Boosted Tree Classification.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setSeed(value)

	Sets the value of seed.






	
setStepSize(value)

	Sets the value of stepSize.






	
setSubsamplingRate(value)

	Sets the value of subsamplingRate.


New in version 1.4.0.








	
stepSize = Param(parent='undefined', name='stepSize', doc='Step size to be used for each iteration of optimization (>= 0).')

	




	
subsamplingRate = Param(parent='undefined', name='subsamplingRate', doc='Fraction of the training data used for learning each decision tree, in range (0, 1].')

	




	
supportedLossTypes = ['logistic']

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.GBTClassificationModel(java_model=None)

	Model fitted by GBTClassifier.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureImportances

	Estimate of the importance of each feature.

Each feature’s importance is the average of its importance across all trees in the ensemble
The importance vector is normalized to sum to 1. This method is suggested by Hastie et al.
(Hastie, Tibshirani, Friedman. “The Elements of Statistical Learning, 2nd Edition.” 2001.)
and follows the implementation from scikit-learn.


See also

DecisionTreeClassificationModel.featureImportances




New in version 2.0.0.








	
getNumTrees

	Number of trees in ensemble.


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
toDebugString

	Full description of model.


New in version 2.0.0.








	
totalNumNodes

	Total number of nodes, summed over all trees in the ensemble.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
treeWeights

	Return the weights for each tree


New in version 1.5.0.








	
trees

	Trees in this ensemble. Warning – These have null parent Estimators.


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.RandomForestClassifier(featuresCol='features', labelCol='label', predictionCol='prediction', probabilityCol='probability', rawPredictionCol='rawPrediction', maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, impurity='gini', numTrees=20, featureSubsetStrategy='auto', seed=None, subsamplingRate=1.0)

	Random Forest [http://en.wikipedia.org/wiki/Random_forest]
learning algorithm for classification.
It supports both binary and multiclass labels, as well as both continuous and categorical
features.

>>> import numpy
>>> from numpy import allclose
>>> from pyspark.ml.linalg import Vectors
>>> from pyspark.ml.feature import StringIndexer
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(1.0)),
...     (0.0, Vectors.sparse(1, [], []))], ["label", "features"])
>>> stringIndexer = StringIndexer(inputCol="label", outputCol="indexed")
>>> si_model = stringIndexer.fit(df)
>>> td = si_model.transform(df)
>>> rf = RandomForestClassifier(numTrees=3, maxDepth=2, labelCol="indexed", seed=42)
>>> model = rf.fit(td)
>>> model.featureImportances
SparseVector(1, {0: 1.0})
>>> allclose(model.treeWeights, [1.0, 1.0, 1.0])
True
>>> test0 = spark.createDataFrame([(Vectors.dense(-1.0),)], ["features"])
>>> result = model.transform(test0).head()
>>> result.prediction
0.0
>>> numpy.argmax(result.probability)
0
>>> numpy.argmax(result.rawPrediction)
0
>>> test1 = spark.createDataFrame([(Vectors.sparse(1, [0], [1.0]),)], ["features"])
>>> model.transform(test1).head().prediction
1.0
>>> model.trees
[DecisionTreeClassificationModel (uid=...) of depth..., DecisionTreeClassificationModel...]
>>> rfc_path = temp_path + "/rfc"
>>> rf.save(rfc_path)
>>> rf2 = RandomForestClassifier.load(rfc_path)
>>> rf2.getNumTrees()
3
>>> model_path = temp_path + "/rfc_model"
>>> model.save(model_path)
>>> model2 = RandomForestClassificationModel.load(model_path)
>>> model.featureImportances == model2.featureImportances
True






New in version 1.4.0.




	
cacheNodeIds = Param(parent='undefined', name='cacheNodeIds', doc='If false, the algorithm will pass trees to executors to match instances with nodes. If true, the algorithm will cache node IDs for each instance. Caching can speed up training of deeper trees. Users can set how often should the cache be checkpointed or disable it by setting checkpointInterval.')

	




	
checkpointInterval = Param(parent='undefined', name='checkpointInterval', doc='set checkpoint interval (>= 1) or disable checkpoint (-1). E.g. 10 means that the cache will get checkpointed every 10 iterations.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureSubsetStrategy = Param(parent='undefined', name='featureSubsetStrategy', doc='The number of features to consider for splits at each tree node. Supported options: auto, all, onethird, sqrt, log2, (0.0-1.0], [1-n].')

	




	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getCacheNodeIds()

	Gets the value of cacheNodeIds or its default value.






	
getCheckpointInterval()

	Gets the value of checkpointInterval or its default value.






	
getFeatureSubsetStrategy()

	Gets the value of featureSubsetStrategy or its default value.


New in version 1.4.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getImpurity()

	Gets the value of impurity or its default value.


New in version 1.6.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMaxBins()

	Gets the value of maxBins or its default value.






	
getMaxDepth()

	Gets the value of maxDepth or its default value.






	
getMaxMemoryInMB()

	Gets the value of maxMemoryInMB or its default value.






	
getMinInfoGain()

	Gets the value of minInfoGain or its default value.






	
getMinInstancesPerNode()

	Gets the value of minInstancesPerNode or its default value.






	
getNumTrees()

	Gets the value of numTrees or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getProbabilityCol()

	Gets the value of probabilityCol or its default value.






	
getRawPredictionCol()

	Gets the value of rawPredictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getSubsamplingRate()

	Gets the value of subsamplingRate or its default value.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
impurity = Param(parent='undefined', name='impurity', doc='Criterion used for information gain calculation (case-insensitive). Supported options: entropy, gini')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxBins = Param(parent='undefined', name='maxBins', doc='Max number of bins for discretizing continuous features.  Must be >=2 and >= number of categories for any categorical feature.')

	




	
maxDepth = Param(parent='undefined', name='maxDepth', doc='Maximum depth of the tree. (>= 0) E.g., depth 0 means 1 leaf node; depth 1 means 1 internal node + 2 leaf nodes.')

	




	
maxMemoryInMB = Param(parent='undefined', name='maxMemoryInMB', doc='Maximum memory in MB allocated to histogram aggregation. If too small, then 1 node will be split per iteration, and its aggregates may exceed this size.')

	




	
minInfoGain = Param(parent='undefined', name='minInfoGain', doc='Minimum information gain for a split to be considered at a tree node.')

	




	
minInstancesPerNode = Param(parent='undefined', name='minInstancesPerNode', doc='Minimum number of instances each child must have after split. If a split causes the left or right child to have fewer than minInstancesPerNode, the split will be discarded as invalid. Should be >= 1.')

	




	
numTrees = Param(parent='undefined', name='numTrees', doc='Number of trees to train (>= 1).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
probabilityCol = Param(parent='undefined', name='probabilityCol', doc='Column name for predicted class conditional probabilities. Note: Not all models output well-calibrated probability estimates! These probabilities should be treated as confidences, not precise probabilities.')

	




	
rawPredictionCol = Param(parent='undefined', name='rawPredictionCol', doc='raw prediction (a.k.a. confidence) column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setCacheNodeIds(value)

	Sets the value of cacheNodeIds.






	
setCheckpointInterval(value)

	Sets the value of checkpointInterval.






	
setFeatureSubsetStrategy(value)

	Sets the value of featureSubsetStrategy.


New in version 1.4.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setImpurity(value)

	Sets the value of impurity.


New in version 1.6.0.








	
setLabelCol(value)

	Sets the value of labelCol.






	
setMaxBins(value)

	Sets the value of maxBins.






	
setMaxDepth(value)

	Sets the value of maxDepth.






	
setMaxMemoryInMB(value)

	Sets the value of maxMemoryInMB.






	
setMinInfoGain(value)

	Sets the value of minInfoGain.






	
setMinInstancesPerNode(value)

	Sets the value of minInstancesPerNode.






	
setNumTrees(value)

	Sets the value of numTrees.


New in version 1.4.0.








	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", probabilityCol="probability", rawPredictionCol="rawPrediction", maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, seed=None, impurity="gini", numTrees=20, featureSubsetStrategy="auto", subsamplingRate=1.0)

	Sets params for linear classification.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setProbabilityCol(value)

	Sets the value of probabilityCol.






	
setRawPredictionCol(value)

	Sets the value of rawPredictionCol.






	
setSeed(value)

	Sets the value of seed.






	
setSubsamplingRate(value)

	Sets the value of subsamplingRate.


New in version 1.4.0.








	
subsamplingRate = Param(parent='undefined', name='subsamplingRate', doc='Fraction of the training data used for learning each decision tree, in range (0, 1].')

	




	
supportedFeatureSubsetStrategies = ['auto', 'all', 'onethird', 'sqrt', 'log2']

	




	
supportedImpurities = ['entropy', 'gini']

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.RandomForestClassificationModel(java_model=None)

	Model fitted by RandomForestClassifier.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureImportances

	Estimate of the importance of each feature.

Each feature’s importance is the average of its importance across all trees in the ensemble
The importance vector is normalized to sum to 1. This method is suggested by Hastie et al.
(Hastie, Tibshirani, Friedman. “The Elements of Statistical Learning, 2nd Edition.” 2001.)
and follows the implementation from scikit-learn.


See also

DecisionTreeClassificationModel.featureImportances




New in version 2.0.0.








	
getNumTrees

	Number of trees in ensemble.


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numClasses

	Number of classes (values which the label can take).


New in version 2.1.0.








	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
toDebugString

	Full description of model.


New in version 2.0.0.








	
totalNumNodes

	Total number of nodes, summed over all trees in the ensemble.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
treeWeights

	Return the weights for each tree


New in version 1.5.0.








	
trees

	Trees in this ensemble. Warning – These have null parent Estimators.


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.NaiveBayes(featuresCol='features', labelCol='label', predictionCol='prediction', probabilityCol='probability', rawPredictionCol='rawPrediction', smoothing=1.0, modelType='multinomial', thresholds=None, weightCol=None)

	Naive Bayes Classifiers.
It supports both Multinomial and Bernoulli NB. Multinomial NB [http://nlp.stanford.edu/IR-book/html/htmledition/naive-bayes-text-classification-1.html]
can handle finitely supported discrete data. For example, by converting documents into
TF-IDF vectors, it can be used for document classification. By making every vector a
binary (0/1) data, it can also be used as Bernoulli NB [http://nlp.stanford.edu/IR-book/html/htmledition/the-bernoulli-model-1.html].
The input feature values must be nonnegative.

>>> from pyspark.sql import Row
>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     Row(label=0.0, weight=0.1, features=Vectors.dense([0.0, 0.0])),
...     Row(label=0.0, weight=0.5, features=Vectors.dense([0.0, 1.0])),
...     Row(label=1.0, weight=1.0, features=Vectors.dense([1.0, 0.0]))])
>>> nb = NaiveBayes(smoothing=1.0, modelType="multinomial", weightCol="weight")
>>> model = nb.fit(df)
>>> model.pi
DenseVector([-0.81..., -0.58...])
>>> model.theta
DenseMatrix(2, 2, [-0.91..., -0.51..., -0.40..., -1.09...], 1)
>>> test0 = sc.parallelize([Row(features=Vectors.dense([1.0, 0.0]))]).toDF()
>>> result = model.transform(test0).head()
>>> result.prediction
1.0
>>> result.probability
DenseVector([0.32..., 0.67...])
>>> result.rawPrediction
DenseVector([-1.72..., -0.99...])
>>> test1 = sc.parallelize([Row(features=Vectors.sparse(2, [0], [1.0]))]).toDF()
>>> model.transform(test1).head().prediction
1.0
>>> nb_path = temp_path + "/nb"
>>> nb.save(nb_path)
>>> nb2 = NaiveBayes.load(nb_path)
>>> nb2.getSmoothing()
1.0
>>> model_path = temp_path + "/nb_model"
>>> model.save(model_path)
>>> model2 = NaiveBayesModel.load(model_path)
>>> model.pi == model2.pi
True
>>> model.theta == model2.theta
True
>>> nb = nb.setThresholds([0.01, 10.00])
>>> model3 = nb.fit(df)
>>> result = model3.transform(test0).head()
>>> result.prediction
0.0






New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getModelType()

	Gets the value of modelType or its default value.


New in version 1.5.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getProbabilityCol()

	Gets the value of probabilityCol or its default value.






	
getRawPredictionCol()

	Gets the value of rawPredictionCol or its default value.






	
getSmoothing()

	Gets the value of smoothing or its default value.


New in version 1.5.0.








	
getThresholds()

	Gets the value of thresholds or its default value.






	
getWeightCol()

	Gets the value of weightCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
modelType = Param(parent='undefined', name='modelType', doc='The model type which is a string (case-sensitive). Supported options: multinomial (default) and bernoulli.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
probabilityCol = Param(parent='undefined', name='probabilityCol', doc='Column name for predicted class conditional probabilities. Note: Not all models output well-calibrated probability estimates! These probabilities should be treated as confidences, not precise probabilities.')

	




	
rawPredictionCol = Param(parent='undefined', name='rawPredictionCol', doc='raw prediction (a.k.a. confidence) column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setModelType(value)

	Sets the value of modelType.


New in version 1.5.0.








	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", probabilityCol="probability", rawPredictionCol="rawPrediction", smoothing=1.0, modelType="multinomial", thresholds=None, weightCol=None)

	Sets params for Naive Bayes.


New in version 1.5.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setProbabilityCol(value)

	Sets the value of probabilityCol.






	
setRawPredictionCol(value)

	Sets the value of rawPredictionCol.






	
setSmoothing(value)

	Sets the value of smoothing.


New in version 1.5.0.








	
setThresholds(value)

	Sets the value of thresholds.






	
setWeightCol(value)

	Sets the value of weightCol.






	
smoothing = Param(parent='undefined', name='smoothing', doc='The smoothing parameter, should be >= 0, default is 1.0')

	




	
thresholds = Param(parent='undefined', name='thresholds', doc="Thresholds in multi-class classification to adjust the probability of predicting each class. Array must have length equal to the number of classes, with values > 0, excepting that at most one value may be 0. The class with largest value p/t is predicted, where p is the original probability of that class and t is the class's threshold.")

	




	
weightCol = Param(parent='undefined', name='weightCol', doc='weight column name. If this is not set or empty, we treat all instance weights as 1.0.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.NaiveBayesModel(java_model=None)

	Model fitted by NaiveBayes.


New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numClasses

	Number of classes (values which the label can take).


New in version 2.1.0.








	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
pi

	log of class priors.


New in version 2.0.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
theta

	log of class conditional probabilities.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.MultilayerPerceptronClassifier(featuresCol='features', labelCol='label', predictionCol='prediction', maxIter=100, tol=1e-06, seed=None, layers=None, blockSize=128, stepSize=0.03, solver='l-bfgs', initialWeights=None)

	Classifier trainer based on the Multilayer Perceptron.
Each layer has sigmoid activation function, output layer has softmax.
Number of inputs has to be equal to the size of feature vectors.
Number of outputs has to be equal to the total number of labels.

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (0.0, Vectors.dense([0.0, 0.0])),
...     (1.0, Vectors.dense([0.0, 1.0])),
...     (1.0, Vectors.dense([1.0, 0.0])),
...     (0.0, Vectors.dense([1.0, 1.0]))], ["label", "features"])
>>> mlp = MultilayerPerceptronClassifier(maxIter=100, layers=[2, 2, 2], blockSize=1, seed=123)
>>> model = mlp.fit(df)
>>> model.layers
[2, 2, 2]
>>> model.weights.size
12
>>> testDF = spark.createDataFrame([
...     (Vectors.dense([1.0, 0.0]),),
...     (Vectors.dense([0.0, 0.0]),)], ["features"])
>>> model.transform(testDF).show()
+---------+----------+
| features|prediction|
+---------+----------+
|[1.0,0.0]|       1.0|
|[0.0,0.0]|       0.0|
+---------+----------+
...
>>> mlp_path = temp_path + "/mlp"
>>> mlp.save(mlp_path)
>>> mlp2 = MultilayerPerceptronClassifier.load(mlp_path)
>>> mlp2.getBlockSize()
1
>>> model_path = temp_path + "/mlp_model"
>>> model.save(model_path)
>>> model2 = MultilayerPerceptronClassificationModel.load(model_path)
>>> model.layers == model2.layers
True
>>> model.weights == model2.weights
True
>>> mlp2 = mlp2.setInitialWeights(list(range(0, 12)))
>>> model3 = mlp2.fit(df)
>>> model3.weights != model2.weights
True
>>> model3.layers == model.layers
True






New in version 1.6.0.




	
blockSize = Param(parent='undefined', name='blockSize', doc='Block size for stacking input data in matrices. Data is stacked within partitions. If block size is more than remaining data in a partition then it is adjusted to the size of this data. Recommended size is between 10 and 1000, default is 128.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getBlockSize()

	Gets the value of blockSize or its default value.


New in version 1.6.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getInitialWeights()

	Gets the value of initialWeights or its default value.


New in version 2.0.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getLayers()

	Gets the value of layers or its default value.


New in version 1.6.0.








	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getSolver()

	Gets the value of solver or its default value.


New in version 2.0.0.








	
getStepSize()

	Gets the value of stepSize or its default value.


New in version 2.0.0.








	
getTol()

	Gets the value of tol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
initialWeights = Param(parent='undefined', name='initialWeights', doc='The initial weights of the model.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
layers = Param(parent='undefined', name='layers', doc='Sizes of layers from input layer to output layer E.g., Array(780, 100, 10) means 780 inputs, one hidden layer with 100 neurons and output layer of 10 neurons.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setBlockSize(value)

	Sets the value of blockSize.


New in version 1.6.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setInitialWeights(value)

	Sets the value of initialWeights.


New in version 2.0.0.








	
setLabelCol(value)

	Sets the value of labelCol.






	
setLayers(value)

	Sets the value of layers.


New in version 1.6.0.








	
setMaxIter(value)

	Sets the value of maxIter.






	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", maxIter=100, tol=1e-6, seed=None, layers=None, blockSize=128, stepSize=0.03, solver="l-bfgs", initialWeights=None)

	Sets params for MultilayerPerceptronClassifier.


New in version 1.6.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setSeed(value)

	Sets the value of seed.






	
setSolver(value)

	Sets the value of solver.


New in version 2.0.0.








	
setStepSize(value)

	Sets the value of stepSize.


New in version 2.0.0.








	
setTol(value)

	Sets the value of tol.






	
solver = Param(parent='undefined', name='solver', doc='The solver algorithm for optimization. Supported options: l-bfgs, gd.')

	




	
stepSize = Param(parent='undefined', name='stepSize', doc='Step size to be used for each iteration of optimization (>= 0).')

	




	
tol = Param(parent='undefined', name='tol', doc='the convergence tolerance for iterative algorithms (>= 0).')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.MultilayerPerceptronClassificationModel(java_model=None)

	Model fitted by MultilayerPerceptronClassifier.


New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
layers

	array of layer sizes including input and output layers.


New in version 1.6.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
weights

	the weights of layers.


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.classification.OneVsRest(featuresCol='features', labelCol='label', predictionCol='prediction', classifier=None)

	
Note

Experimental



Reduction of Multiclass Classification to Binary Classification.
Performs reduction using one against all strategy.
For a multiclass classification with k classes, train k models (one per class).
Each example is scored against all k models and the model with highest score
is picked to label the example.

>>> from pyspark.sql import Row
>>> from pyspark.ml.linalg import Vectors
>>> df = sc.parallelize([
...     Row(label=0.0, features=Vectors.dense(1.0, 0.8)),
...     Row(label=1.0, features=Vectors.sparse(2, [], [])),
...     Row(label=2.0, features=Vectors.dense(0.5, 0.5))]).toDF()
>>> lr = LogisticRegression(maxIter=5, regParam=0.01)
>>> ovr = OneVsRest(classifier=lr)
>>> model = ovr.fit(df)
>>> [x.coefficients for x in model.models]
[DenseVector([3.3925, 1.8785]), DenseVector([-4.3016, -6.3163]), DenseVector([-4.5855, 6.1785])]
>>> [x.intercept for x in model.models]
[-3.64747..., 2.55078..., -1.10165...]
>>> test0 = sc.parallelize([Row(features=Vectors.dense(-1.0, 0.0))]).toDF()
>>> model.transform(test0).head().prediction
1.0
>>> test1 = sc.parallelize([Row(features=Vectors.sparse(2, [0], [1.0]))]).toDF()
>>> model.transform(test1).head().prediction
0.0
>>> test2 = sc.parallelize([Row(features=Vectors.dense(0.5, 0.4))]).toDF()
>>> model.transform(test2).head().prediction
2.0






New in version 2.0.0.




	
classifier = Param(parent='undefined', name='classifier', doc='base binary classifier')

	




	
copy(extra=None)

	Creates a copy of this instance with a randomly generated uid
and some extra params. This creates a deep copy of the embedded paramMap,
and copies the embedded and extra parameters over.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 2.0.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getClassifier()

	Gets the value of classifier or its default value.


New in version 2.0.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
classmethod read()

	Returns an MLReader instance for this class.


New in version 2.0.0.








	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).


New in version 2.0.0.








	
setClassifier(value)

	Sets the value of classifier.


Note

Only LogisticRegression and NaiveBayes are supported now.




New in version 2.0.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setParams(featuresCol=None, labelCol=None, predictionCol=None, classifier=None)

	setParams(self, featuresCol=None, labelCol=None, predictionCol=None, classifier=None):
Sets params for OneVsRest.


New in version 2.0.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
write()

	Returns an MLWriter instance for this ML instance.


New in version 2.0.0.












	
class pyspark.ml.classification.OneVsRestModel(models)

	
Note

Experimental



Model fitted by OneVsRest.
This stores the models resulting from training k binary classifiers: one for each class.
Each example is scored against all k models, and the model with the highest score
is picked to label the example.


New in version 2.0.0.




	
classifier = Param(parent='undefined', name='classifier', doc='base binary classifier')

	




	
copy(extra=None)

	Creates a copy of this instance with a randomly generated uid
and some extra params. This creates a deep copy of the embedded paramMap,
and copies the embedded and extra parameters over.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 2.0.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
getClassifier()

	Gets the value of classifier or its default value.


New in version 2.0.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
classmethod read()

	Returns an MLReader instance for this class.


New in version 2.0.0.








	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).


New in version 2.0.0.








	
setClassifier(value)

	Sets the value of classifier.


Note

Only LogisticRegression and NaiveBayes are supported now.




New in version 2.0.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setPredictionCol(value)

	Sets the value of predictionCol.






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.


New in version 2.0.0.














pyspark.ml.clustering module


	
class pyspark.ml.clustering.BisectingKMeans(featuresCol='features', predictionCol='prediction', maxIter=20, seed=None, k=4, minDivisibleClusterSize=1.0)

	A bisecting k-means algorithm based on the paper “A comparison of document clustering
techniques” by Steinbach, Karypis, and Kumar, with modification to fit Spark.
The algorithm starts from a single cluster that contains all points.
Iteratively it finds divisible clusters on the bottom level and bisects each of them using
k-means, until there are k leaf clusters in total or no leaf clusters are divisible.
The bisecting steps of clusters on the same level are grouped together to increase parallelism.
If bisecting all divisible clusters on the bottom level would result more than k leaf
clusters, larger clusters get higher priority.

>>> from pyspark.ml.linalg import Vectors
>>> data = [(Vectors.dense([0.0, 0.0]),), (Vectors.dense([1.0, 1.0]),),
...         (Vectors.dense([9.0, 8.0]),), (Vectors.dense([8.0, 9.0]),)]
>>> df = spark.createDataFrame(data, ["features"])
>>> bkm = BisectingKMeans(k=2, minDivisibleClusterSize=1.0)
>>> model = bkm.fit(df)
>>> centers = model.clusterCenters()
>>> len(centers)
2
>>> model.computeCost(df)
2.000...
>>> model.hasSummary
True
>>> summary = model.summary
>>> summary.k
2
>>> summary.clusterSizes
[2, 2]
>>> transformed = model.transform(df).select("features", "prediction")
>>> rows = transformed.collect()
>>> rows[0].prediction == rows[1].prediction
True
>>> rows[2].prediction == rows[3].prediction
True
>>> bkm_path = temp_path + "/bkm"
>>> bkm.save(bkm_path)
>>> bkm2 = BisectingKMeans.load(bkm_path)
>>> bkm2.getK()
2
>>> model_path = temp_path + "/bkm_model"
>>> model.save(model_path)
>>> model2 = BisectingKMeansModel.load(model_path)
>>> model2.hasSummary
False
>>> model.clusterCenters()[0] == model2.clusterCenters()[0]
array([ True,  True], dtype=bool)
>>> model.clusterCenters()[1] == model2.clusterCenters()[1]
array([ True,  True], dtype=bool)






New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getK()

	Gets the value of k or its default value.


New in version 2.0.0.








	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getMinDivisibleClusterSize()

	Gets the value of minDivisibleClusterSize or its default value.


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
k = Param(parent='undefined', name='k', doc='The desired number of leaf clusters. Must be > 1.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
minDivisibleClusterSize = Param(parent='undefined', name='minDivisibleClusterSize', doc='The minimum number of points (if >= 1.0) or the minimum proportion of points (if < 1.0) of a divisible cluster.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setK(value)

	Sets the value of k.


New in version 2.0.0.








	
setMaxIter(value)

	Sets the value of maxIter.






	
setMinDivisibleClusterSize(value)

	Sets the value of minDivisibleClusterSize.


New in version 2.0.0.








	
setParams(self, featuresCol="features", predictionCol="prediction", maxIter=20, seed=None, k=4, minDivisibleClusterSize=1.0)

	Sets params for BisectingKMeans.


New in version 2.0.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setSeed(value)

	Sets the value of seed.






	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.clustering.BisectingKMeansModel(java_model=None)

	Model fitted by BisectingKMeans.


New in version 2.0.0.




	
clusterCenters()

	Get the cluster centers, represented as a list of NumPy arrays.


New in version 2.0.0.








	
computeCost(dataset)

	Computes the sum of squared distances between the input points
and their corresponding cluster centers.


New in version 2.0.0.








	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
hasSummary

	Indicates whether a training summary exists for this model instance.


New in version 2.1.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
summary

	Gets summary (e.g. cluster assignments, cluster sizes) of the model trained on the
training set. An exception is thrown if no summary exists.


New in version 2.1.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.clustering.BisectingKMeansSummary(java_obj=None)

	
Note

Experimental



Bisecting KMeans clustering results for a given model.


New in version 2.1.0.




	
cluster

	DataFrame of predicted cluster centers for each training data point.


New in version 2.1.0.








	
clusterSizes

	Size of (number of data points in) each cluster.


New in version 2.1.0.








	
featuresCol

	Name for column of features in predictions.


New in version 2.1.0.








	
k

	The number of clusters the model was trained with.


New in version 2.1.0.








	
predictionCol

	Name for column of predicted clusters in predictions.


New in version 2.1.0.








	
predictions

	DataFrame produced by the model’s transform method.


New in version 2.1.0.












	
class pyspark.ml.clustering.KMeans(featuresCol='features', predictionCol='prediction', k=2, initMode='k-means||', initSteps=2, tol=0.0001, maxIter=20, seed=None)

	K-means clustering with a k-means++ like initialization mode
(the k-means|| algorithm by Bahmani et al).

>>> from pyspark.ml.linalg import Vectors
>>> data = [(Vectors.dense([0.0, 0.0]),), (Vectors.dense([1.0, 1.0]),),
...         (Vectors.dense([9.0, 8.0]),), (Vectors.dense([8.0, 9.0]),)]
>>> df = spark.createDataFrame(data, ["features"])
>>> kmeans = KMeans(k=2, seed=1)
>>> model = kmeans.fit(df)
>>> centers = model.clusterCenters()
>>> len(centers)
2
>>> model.computeCost(df)
2.000...
>>> transformed = model.transform(df).select("features", "prediction")
>>> rows = transformed.collect()
>>> rows[0].prediction == rows[1].prediction
True
>>> rows[2].prediction == rows[3].prediction
True
>>> model.hasSummary
True
>>> summary = model.summary
>>> summary.k
2
>>> summary.clusterSizes
[2, 2]
>>> kmeans_path = temp_path + "/kmeans"
>>> kmeans.save(kmeans_path)
>>> kmeans2 = KMeans.load(kmeans_path)
>>> kmeans2.getK()
2
>>> model_path = temp_path + "/kmeans_model"
>>> model.save(model_path)
>>> model2 = KMeansModel.load(model_path)
>>> model2.hasSummary
False
>>> model.clusterCenters()[0] == model2.clusterCenters()[0]
array([ True,  True], dtype=bool)
>>> model.clusterCenters()[1] == model2.clusterCenters()[1]
array([ True,  True], dtype=bool)






New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getInitMode()

	Gets the value of initMode


New in version 1.5.0.








	
getInitSteps()

	Gets the value of initSteps


New in version 1.5.0.








	
getK()

	Gets the value of k


New in version 1.5.0.








	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getTol()

	Gets the value of tol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
initMode = Param(parent='undefined', name='initMode', doc='The initialization algorithm. This can be either "random" to choose random points as initial cluster centers, or "k-means||" to use a parallel variant of k-means++')

	




	
initSteps = Param(parent='undefined', name='initSteps', doc='The number of steps for k-means|| initialization mode. Must be > 0.')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
k = Param(parent='undefined', name='k', doc='The number of clusters to create. Must be > 1.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setInitMode(value)

	Sets the value of initMode.


New in version 1.5.0.








	
setInitSteps(value)

	Sets the value of initSteps.


New in version 1.5.0.








	
setK(value)

	Sets the value of k.


New in version 1.5.0.








	
setMaxIter(value)

	Sets the value of maxIter.






	
setParams(self, featuresCol="features", predictionCol="prediction", k=2, initMode="k-means||", initSteps=2, tol=1e-4, maxIter=20, seed=None)

	Sets params for KMeans.


New in version 1.5.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setSeed(value)

	Sets the value of seed.






	
setTol(value)

	Sets the value of tol.






	
tol = Param(parent='undefined', name='tol', doc='the convergence tolerance for iterative algorithms (>= 0).')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.clustering.KMeansModel(java_model=None)

	Model fitted by KMeans.


New in version 1.5.0.




	
clusterCenters()

	Get the cluster centers, represented as a list of NumPy arrays.


New in version 1.5.0.








	
computeCost(dataset)

	Return the K-means cost (sum of squared distances of points to their nearest center)
for this model on the given data.


New in version 2.0.0.








	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
hasSummary

	Indicates whether a training summary exists for this model instance.


New in version 2.1.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
summary

	Gets summary (e.g. cluster assignments, cluster sizes) of the model trained on the
training set. An exception is thrown if no summary exists.


New in version 2.1.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.clustering.GaussianMixture(featuresCol='features', predictionCol='prediction', k=2, probabilityCol='probability', tol=0.01, maxIter=100, seed=None)

	GaussianMixture clustering.
This class performs expectation maximization for multivariate Gaussian
Mixture Models (GMMs).  A GMM represents a composite distribution of
independent Gaussian distributions with associated “mixing” weights
specifying each’s contribution to the composite.

Given a set of sample points, this class will maximize the log-likelihood
for a mixture of k Gaussians, iterating until the log-likelihood changes by
less than convergenceTol, or until it has reached the max number of iterations.
While this process is generally guaranteed to converge, it is not guaranteed
to find a global optimum.


Note

For high-dimensional data (with many features), this algorithm may perform poorly.
This is due to high-dimensional data (a) making it difficult to cluster at all
(based on statistical/theoretical arguments) and (b) numerical issues with
Gaussian distributions.



>>> from pyspark.ml.linalg import Vectors





>>> data = [(Vectors.dense([-0.1, -0.05 ]),),
...         (Vectors.dense([-0.01, -0.1]),),
...         (Vectors.dense([0.9, 0.8]),),
...         (Vectors.dense([0.75, 0.935]),),
...         (Vectors.dense([-0.83, -0.68]),),
...         (Vectors.dense([-0.91, -0.76]),)]
>>> df = spark.createDataFrame(data, ["features"])
>>> gm = GaussianMixture(k=3, tol=0.0001,
...                      maxIter=10, seed=10)
>>> model = gm.fit(df)
>>> model.hasSummary
True
>>> summary = model.summary
>>> summary.k
3
>>> summary.clusterSizes
[2, 2, 2]
>>> weights = model.weights
>>> len(weights)
3
>>> model.gaussiansDF.show()
+--------------------+--------------------+
|                mean|                 cov|
+--------------------+--------------------+
|[0.82500000140229...|0.005625000000006...|
|[-0.4777098016092...|0.167969502720916...|
|[-0.4472625243352...|0.167304119758233...|
+--------------------+--------------------+
...
>>> transformed = model.transform(df).select("features", "prediction")
>>> rows = transformed.collect()
>>> rows[4].prediction == rows[5].prediction
True
>>> rows[2].prediction == rows[3].prediction
True
>>> gmm_path = temp_path + "/gmm"
>>> gm.save(gmm_path)
>>> gm2 = GaussianMixture.load(gmm_path)
>>> gm2.getK()
3
>>> model_path = temp_path + "/gmm_model"
>>> model.save(model_path)
>>> model2 = GaussianMixtureModel.load(model_path)
>>> model2.hasSummary
False
>>> model2.weights == model.weights
True
>>> model2.gaussiansDF.show()
+--------------------+--------------------+
|                mean|                 cov|
+--------------------+--------------------+
|[0.82500000140229...|0.005625000000006...|
|[-0.4777098016092...|0.167969502720916...|
|[-0.4472625243352...|0.167304119758233...|
+--------------------+--------------------+
...






New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getK()

	Gets the value of k


New in version 2.0.0.








	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getProbabilityCol()

	Gets the value of probabilityCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getTol()

	Gets the value of tol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
k = Param(parent='undefined', name='k', doc='Number of independent Gaussians in the mixture model. Must be > 1.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
probabilityCol = Param(parent='undefined', name='probabilityCol', doc='Column name for predicted class conditional probabilities. Note: Not all models output well-calibrated probability estimates! These probabilities should be treated as confidences, not precise probabilities.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setK(value)

	Sets the value of k.


New in version 2.0.0.








	
setMaxIter(value)

	Sets the value of maxIter.






	
setParams(self, featuresCol="features", predictionCol="prediction", k=2, probabilityCol="probability", tol=0.01, maxIter=100, seed=None)

	Sets params for GaussianMixture.


New in version 2.0.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setProbabilityCol(value)

	Sets the value of probabilityCol.






	
setSeed(value)

	Sets the value of seed.






	
setTol(value)

	Sets the value of tol.






	
tol = Param(parent='undefined', name='tol', doc='the convergence tolerance for iterative algorithms (>= 0).')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.clustering.GaussianMixtureModel(java_model=None)

	Model fitted by GaussianMixture.


New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
gaussiansDF

	Retrieve Gaussian distributions as a DataFrame.
Each row represents a Gaussian Distribution.
The DataFrame has two columns: mean (Vector) and cov (Matrix).


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
hasSummary

	Indicates whether a training summary exists for this model
instance.


New in version 2.1.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
summary

	Gets summary (e.g. cluster assignments, cluster sizes) of the model trained on the
training set. An exception is thrown if no summary exists.


New in version 2.1.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
weights

	Weight for each Gaussian distribution in the mixture.
This is a multinomial probability distribution over the k Gaussians,
where weights[i] is the weight for Gaussian i, and weights sum to 1.


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.clustering.GaussianMixtureSummary(java_obj=None)

	
Note

Experimental



Gaussian mixture clustering results for a given model.


New in version 2.1.0.




	
cluster

	DataFrame of predicted cluster centers for each training data point.


New in version 2.1.0.








	
clusterSizes

	Size of (number of data points in) each cluster.


New in version 2.1.0.








	
featuresCol

	Name for column of features in predictions.


New in version 2.1.0.








	
k

	The number of clusters the model was trained with.


New in version 2.1.0.








	
predictionCol

	Name for column of predicted clusters in predictions.


New in version 2.1.0.








	
predictions

	DataFrame produced by the model’s transform method.


New in version 2.1.0.








	
probability

	DataFrame of probabilities of each cluster for each training data point.


New in version 2.1.0.








	
probabilityCol

	Name for column of predicted probability of each cluster in predictions.


New in version 2.1.0.












	
class pyspark.ml.clustering.LDA(featuresCol='features', maxIter=20, seed=None, checkpointInterval=10, k=10, optimizer='online', learningOffset=1024.0, learningDecay=0.51, subsamplingRate=0.05, optimizeDocConcentration=True, docConcentration=None, topicConcentration=None, topicDistributionCol='topicDistribution', keepLastCheckpoint=True)

	Latent Dirichlet Allocation (LDA), a topic model designed for text documents.

Terminology:



	“term” = “word”: an el


	“token”: instance of a term appearing in a document


	“topic”: multinomial distribution over terms representing some concept


	“document”: one piece of text, corresponding to one row in the input data








	Original LDA paper (journal version):

	Blei, Ng, and Jordan.  “Latent Dirichlet Allocation.”  JMLR, 2003.





Input data (featuresCol):
LDA is given a collection of documents as input data, via the featuresCol parameter.
Each document is specified as a Vector of length vocabSize, where each entry is the
count for the corresponding term (word) in the document.  Feature transformers such as
pyspark.ml.feature.Tokenizer and pyspark.ml.feature.CountVectorizer
can be useful for converting text to word count vectors.

>>> from pyspark.ml.linalg import Vectors, SparseVector
>>> from pyspark.ml.clustering import LDA
>>> df = spark.createDataFrame([[1, Vectors.dense([0.0, 1.0])],
...      [2, SparseVector(2, {0: 1.0})],], ["id", "features"])
>>> lda = LDA(k=2, seed=1, optimizer="em")
>>> model = lda.fit(df)
>>> model.isDistributed()
True
>>> localModel = model.toLocal()
>>> localModel.isDistributed()
False
>>> model.vocabSize()
2
>>> model.describeTopics().show()
+-----+-----------+--------------------+
|topic|termIndices|         termWeights|
+-----+-----------+--------------------+
|    0|     [1, 0]|[0.50401530077160...|
|    1|     [0, 1]|[0.50401530077160...|
+-----+-----------+--------------------+
...
>>> model.topicsMatrix()
DenseMatrix(2, 2, [0.496, 0.504, 0.504, 0.496], 0)
>>> lda_path = temp_path + "/lda"
>>> lda.save(lda_path)
>>> sameLDA = LDA.load(lda_path)
>>> distributed_model_path = temp_path + "/lda_distributed_model"
>>> model.save(distributed_model_path)
>>> sameModel = DistributedLDAModel.load(distributed_model_path)
>>> local_model_path = temp_path + "/lda_local_model"
>>> localModel.save(local_model_path)
>>> sameLocalModel = LocalLDAModel.load(local_model_path)






New in version 2.0.0.




	
checkpointInterval = Param(parent='undefined', name='checkpointInterval', doc='set checkpoint interval (>= 1) or disable checkpoint (-1). E.g. 10 means that the cache will get checkpointed every 10 iterations.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
docConcentration = Param(parent='undefined', name='docConcentration', doc='Concentration parameter (commonly named "alpha") for the prior placed on documents\' distributions over topics ("theta").')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getCheckpointInterval()

	Gets the value of checkpointInterval or its default value.






	
getDocConcentration()

	Gets the value of docConcentration or its default value.


New in version 2.0.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getK()

	Gets the value of k or its default value.


New in version 2.0.0.








	
getKeepLastCheckpoint()

	Gets the value of keepLastCheckpoint or its default value.


New in version 2.0.0.








	
getLearningDecay()

	Gets the value of learningDecay or its default value.


New in version 2.0.0.








	
getLearningOffset()

	Gets the value of learningOffset or its default value.


New in version 2.0.0.








	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getOptimizeDocConcentration()

	Gets the value of optimizeDocConcentration or its default value.


New in version 2.0.0.








	
getOptimizer()

	Gets the value of optimizer or its default value.


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getSeed()

	Gets the value of seed or its default value.






	
getSubsamplingRate()

	Gets the value of subsamplingRate or its default value.


New in version 2.0.0.








	
getTopicConcentration()

	Gets the value of topicConcentration or its default value.


New in version 2.0.0.








	
getTopicDistributionCol()

	Gets the value of topicDistributionCol or its default value.


New in version 2.0.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
k = Param(parent='undefined', name='k', doc='The number of topics (clusters) to infer. Must be > 1.')

	




	
keepLastCheckpoint = Param(parent='undefined', name='keepLastCheckpoint', doc='(For EM optimizer) If using checkpointing, this indicates whether to keep the last checkpoint. If false, then the checkpoint will be deleted. Deleting the checkpoint can cause failures if a data partition is lost, so set this bit with care.')

	




	
learningDecay = Param(parent='undefined', name='learningDecay', doc='Learning rate, set as anexponential decay rate. This should be between (0.5, 1.0] to guarantee asymptotic convergence.')

	




	
learningOffset = Param(parent='undefined', name='learningOffset', doc='A (positive) learning parameter that downweights early iterations. Larger values make early iterations count less')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
optimizeDocConcentration = Param(parent='undefined', name='optimizeDocConcentration', doc='Indicates whether the docConcentration (Dirichlet parameter for document-topic distribution) will be optimized during training.')

	




	
optimizer = Param(parent='undefined', name='optimizer', doc='Optimizer or inference algorithm used to estimate the LDA model.  Supported: online, em')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setCheckpointInterval(value)

	Sets the value of checkpointInterval.






	
setDocConcentration(value)

	Sets the value of docConcentration.

>>> algo = LDA().setDocConcentration([0.1, 0.2])
>>> algo.getDocConcentration()
[0.1..., 0.2...]






New in version 2.0.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setK(value)

	Sets the value of k.

>>> algo = LDA().setK(10)
>>> algo.getK()
10






New in version 2.0.0.








	
setKeepLastCheckpoint(value)

	Sets the value of keepLastCheckpoint.

>>> algo = LDA().setKeepLastCheckpoint(False)
>>> algo.getKeepLastCheckpoint()
False






New in version 2.0.0.








	
setLearningDecay(value)

	Sets the value of learningDecay.

>>> algo = LDA().setLearningDecay(0.1)
>>> algo.getLearningDecay()
0.1...






New in version 2.0.0.








	
setLearningOffset(value)

	Sets the value of learningOffset.

>>> algo = LDA().setLearningOffset(100)
>>> algo.getLearningOffset()
100.0






New in version 2.0.0.








	
setMaxIter(value)

	Sets the value of maxIter.






	
setOptimizeDocConcentration(value)

	Sets the value of optimizeDocConcentration.

>>> algo = LDA().setOptimizeDocConcentration(True)
>>> algo.getOptimizeDocConcentration()
True






New in version 2.0.0.








	
setOptimizer(value)

	Sets the value of optimizer.
Currenlty only support ‘em’ and ‘online’.

>>> algo = LDA().setOptimizer("em")
>>> algo.getOptimizer()
'em'






New in version 2.0.0.








	
setParams(featuresCol='features', maxIter=20, seed=None, checkpointInterval=10, k=10, optimizer='online', learningOffset=1024.0, learningDecay=0.51, subsamplingRate=0.05, optimizeDocConcentration=True, docConcentration=None, topicConcentration=None, topicDistributionCol='topicDistribution', keepLastCheckpoint=True)

	setParams(self, featuresCol=”features”, maxIter=20, seed=None, checkpointInterval=10,                  k=10, optimizer=”online”, learningOffset=1024.0, learningDecay=0.51,                  subsamplingRate=0.05, optimizeDocConcentration=True,                  docConcentration=None, topicConcentration=None,                  topicDistributionCol=”topicDistribution”, keepLastCheckpoint=True):

Sets params for LDA.


New in version 2.0.0.








	
setSeed(value)

	Sets the value of seed.






	
setSubsamplingRate(value)

	Sets the value of subsamplingRate.

>>> algo = LDA().setSubsamplingRate(0.1)
>>> algo.getSubsamplingRate()
0.1...






New in version 2.0.0.








	
setTopicConcentration(value)

	Sets the value of topicConcentration.

>>> algo = LDA().setTopicConcentration(0.5)
>>> algo.getTopicConcentration()
0.5...






New in version 2.0.0.








	
setTopicDistributionCol(value)

	Sets the value of topicDistributionCol.

>>> algo = LDA().setTopicDistributionCol("topicDistributionCol")
>>> algo.getTopicDistributionCol()
'topicDistributionCol'






New in version 2.0.0.








	
subsamplingRate = Param(parent='undefined', name='subsamplingRate', doc='Fraction of the corpus to be sampled and used in each iteration of mini-batch gradient descent, in range (0, 1].')

	




	
topicConcentration = Param(parent='undefined', name='topicConcentration', doc='Concentration parameter (commonly named "beta" or "eta") for the prior placed on topic\' distributions over terms.')

	




	
topicDistributionCol = Param(parent='undefined', name='topicDistributionCol', doc='Output column with estimates of the topic mixture distribution for each document (often called "theta" in the literature). Returns a vector of zeros for an empty document.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.clustering.LDAModel(java_model=None)

	Latent Dirichlet Allocation (LDA) model.
This abstraction permits for different underlying representations,
including local and distributed data structures.


New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
describeTopics(maxTermsPerTopic=10)

	Return the topics described by their top-weighted terms.


New in version 2.0.0.








	
estimatedDocConcentration()

	Value for LDA.docConcentration estimated from data.
If Online LDA was used and LDA.optimizeDocConcentration was set to false,
then this returns the fixed (given) value for the LDA.docConcentration parameter.


New in version 2.0.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isDistributed()

	Indicates whether this instance is of type DistributedLDAModel


New in version 2.0.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
logLikelihood(dataset)

	Calculates a lower bound on the log likelihood of the entire corpus.
See Equation (16) in the Online LDA paper (Hoffman et al., 2010).

WARNING: If this model is an instance of DistributedLDAModel (produced when
optimizer is set to “em”), this involves collecting a large
topicsMatrix() to the driver. This implementation may be changed in the future.


New in version 2.0.0.








	
logPerplexity(dataset)

	Calculate an upper bound bound on perplexity.  (Lower is better.)
See Equation (16) in the Online LDA paper (Hoffman et al., 2010).

WARNING: If this model is an instance of DistributedLDAModel (produced when
optimizer is set to “em”), this involves collecting a large
topicsMatrix() to the driver. This implementation may be changed in the future.


New in version 2.0.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
topicsMatrix()

	Inferred topics, where each topic is represented by a distribution over terms.
This is a matrix of size vocabSize x k, where each column is a topic.
No guarantees are given about the ordering of the topics.

WARNING: If this model is actually a DistributedLDAModel instance produced by
the Expectation-Maximization (“em”) optimizer, then this method could involve
collecting a large amount of data to the driver (on the order of vocabSize x k).


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
vocabSize()

	Vocabulary size (number of terms or words in the vocabulary)


New in version 2.0.0.












	
class pyspark.ml.clustering.LocalLDAModel(java_model=None)

	Local (non-distributed) model fitted by LDA.
This model stores the inferred topics only; it does not store info about the training dataset.


New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
describeTopics(maxTermsPerTopic=10)

	Return the topics described by their top-weighted terms.


New in version 2.0.0.








	
estimatedDocConcentration()

	Value for LDA.docConcentration estimated from data.
If Online LDA was used and LDA.optimizeDocConcentration was set to false,
then this returns the fixed (given) value for the LDA.docConcentration parameter.


New in version 2.0.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isDistributed()

	Indicates whether this instance is of type DistributedLDAModel


New in version 2.0.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
logLikelihood(dataset)

	Calculates a lower bound on the log likelihood of the entire corpus.
See Equation (16) in the Online LDA paper (Hoffman et al., 2010).

WARNING: If this model is an instance of DistributedLDAModel (produced when
optimizer is set to “em”), this involves collecting a large
topicsMatrix() to the driver. This implementation may be changed in the future.


New in version 2.0.0.








	
logPerplexity(dataset)

	Calculate an upper bound bound on perplexity.  (Lower is better.)
See Equation (16) in the Online LDA paper (Hoffman et al., 2010).

WARNING: If this model is an instance of DistributedLDAModel (produced when
optimizer is set to “em”), this involves collecting a large
topicsMatrix() to the driver. This implementation may be changed in the future.


New in version 2.0.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
topicsMatrix()

	Inferred topics, where each topic is represented by a distribution over terms.
This is a matrix of size vocabSize x k, where each column is a topic.
No guarantees are given about the ordering of the topics.

WARNING: If this model is actually a DistributedLDAModel instance produced by
the Expectation-Maximization (“em”) optimizer, then this method could involve
collecting a large amount of data to the driver (on the order of vocabSize x k).


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
vocabSize()

	Vocabulary size (number of terms or words in the vocabulary)


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.clustering.DistributedLDAModel(java_model=None)

	Distributed model fitted by LDA.
This type of model is currently only produced by Expectation-Maximization (EM).

This model stores the inferred topics, the full training dataset, and the topic distribution
for each training document.


New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
describeTopics(maxTermsPerTopic=10)

	Return the topics described by their top-weighted terms.


New in version 2.0.0.








	
estimatedDocConcentration()

	Value for LDA.docConcentration estimated from data.
If Online LDA was used and LDA.optimizeDocConcentration was set to false,
then this returns the fixed (given) value for the LDA.docConcentration parameter.


New in version 2.0.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getCheckpointFiles()

	If using checkpointing and LDA.keepLastCheckpoint is set to true, then there may
be saved checkpoint files.  This method is provided so that users can manage those files.


Note

Removing the checkpoints can cause failures if a partition is lost and is needed
by certain DistributedLDAModel methods.  Reference counting will clean up
the checkpoints when this model and derivative data go out of scope.



:return  List of checkpoint files from training


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isDistributed()

	Indicates whether this instance is of type DistributedLDAModel


New in version 2.0.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
logLikelihood(dataset)

	Calculates a lower bound on the log likelihood of the entire corpus.
See Equation (16) in the Online LDA paper (Hoffman et al., 2010).

WARNING: If this model is an instance of DistributedLDAModel (produced when
optimizer is set to “em”), this involves collecting a large
topicsMatrix() to the driver. This implementation may be changed in the future.


New in version 2.0.0.








	
logPerplexity(dataset)

	Calculate an upper bound bound on perplexity.  (Lower is better.)
See Equation (16) in the Online LDA paper (Hoffman et al., 2010).

WARNING: If this model is an instance of DistributedLDAModel (produced when
optimizer is set to “em”), this involves collecting a large
topicsMatrix() to the driver. This implementation may be changed in the future.


New in version 2.0.0.








	
logPrior()

	Log probability of the current parameter estimate:
log P(topics, topic distributions for docs | alpha, eta)


New in version 2.0.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
toLocal()

	Convert this distributed model to a local representation.  This discards info about the
training dataset.

WARNING: This involves collecting a large topicsMatrix() to the driver.


New in version 2.0.0.








	
topicsMatrix()

	Inferred topics, where each topic is represented by a distribution over terms.
This is a matrix of size vocabSize x k, where each column is a topic.
No guarantees are given about the ordering of the topics.

WARNING: If this model is actually a DistributedLDAModel instance produced by
the Expectation-Maximization (“em”) optimizer, then this method could involve
collecting a large amount of data to the driver (on the order of vocabSize x k).


New in version 2.0.0.








	
trainingLogLikelihood()

	Log likelihood of the observed tokens in the training set,
given the current parameter estimates:
log P(docs | topics, topic distributions for docs, Dirichlet hyperparameters)

Notes


	This excludes the prior; for that, use logPrior().


	Even with logPrior(), this is NOT the same as the data log likelihood given
the hyperparameters.


	This is computed from the topic distributions computed during training. If you call
logLikelihood() on the same training dataset, the topic distributions
will be computed again, possibly giving different results.





New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
vocabSize()

	Vocabulary size (number of terms or words in the vocabulary)


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.












pyspark.ml.linalg module

MLlib utilities for linear algebra. For dense vectors, MLlib
uses the NumPy C{array} type, so you can simply pass NumPy arrays
around. For sparse vectors, users can construct a L{SparseVector}
object from MLlib or pass SciPy C{scipy.sparse} column vectors if
SciPy is available in their environment.


	
class pyspark.ml.linalg.Vector

	
	
toArray()

	Convert the vector into an numpy.ndarray


	Returns

	numpy.ndarray














	
class pyspark.ml.linalg.DenseVector(ar)

	A dense vector represented by a value array. We use numpy array for
storage and arithmetics will be delegated to the underlying numpy
array.

>>> v = Vectors.dense([1.0, 2.0])
>>> u = Vectors.dense([3.0, 4.0])
>>> v + u
DenseVector([4.0, 6.0])
>>> 2 - v
DenseVector([1.0, 0.0])
>>> v / 2
DenseVector([0.5, 1.0])
>>> v * u
DenseVector([3.0, 8.0])
>>> u / v
DenseVector([3.0, 2.0])
>>> u % 2
DenseVector([1.0, 0.0])






	
dot(other)

	Compute the dot product of two Vectors. We support
(Numpy array, list, SparseVector, or SciPy sparse)
and a target NumPy array that is either 1- or 2-dimensional.
Equivalent to calling numpy.dot of the two vectors.

>>> dense = DenseVector(array.array('d', [1., 2.]))
>>> dense.dot(dense)
5.0
>>> dense.dot(SparseVector(2, [0, 1], [2., 1.]))
4.0
>>> dense.dot(range(1, 3))
5.0
>>> dense.dot(np.array(range(1, 3)))
5.0
>>> dense.dot([1.,])
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> dense.dot(np.reshape([1., 2., 3., 4.], (2, 2), order='F'))
array([  5.,  11.])
>>> dense.dot(np.reshape([1., 2., 3.], (3, 1), order='F'))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch










	
norm(p)

	Calculates the norm of a DenseVector.

>>> a = DenseVector([0, -1, 2, -3])
>>> a.norm(2)
3.7...
>>> a.norm(1)
6.0










	
numNonzeros()

	Number of nonzero elements. This scans all active values and count non zeros






	
squared_distance(other)

	Squared distance of two Vectors.

>>> dense1 = DenseVector(array.array('d', [1., 2.]))
>>> dense1.squared_distance(dense1)
0.0
>>> dense2 = np.array([2., 1.])
>>> dense1.squared_distance(dense2)
2.0
>>> dense3 = [2., 1.]
>>> dense1.squared_distance(dense3)
2.0
>>> sparse1 = SparseVector(2, [0, 1], [2., 1.])
>>> dense1.squared_distance(sparse1)
2.0
>>> dense1.squared_distance([1.,])
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> dense1.squared_distance(SparseVector(1, [0,], [1.,]))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch










	
toArray()

	Returns an numpy.ndarray






	
values

	Returns a list of values










	
class pyspark.ml.linalg.SparseVector(size, *args)

	A simple sparse vector class for passing data to MLlib. Users may
alternatively pass SciPy’s {scipy.sparse} data types.


	
dot(other)

	Dot product with a SparseVector or 1- or 2-dimensional Numpy array.

>>> a = SparseVector(4, [1, 3], [3.0, 4.0])
>>> a.dot(a)
25.0
>>> a.dot(array.array('d', [1., 2., 3., 4.]))
22.0
>>> b = SparseVector(4, [2], [1.0])
>>> a.dot(b)
0.0
>>> a.dot(np.array([[1, 1], [2, 2], [3, 3], [4, 4]]))
array([ 22.,  22.])
>>> a.dot([1., 2., 3.])
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> a.dot(np.array([1., 2.]))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> a.dot(DenseVector([1., 2.]))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> a.dot(np.zeros((3, 2)))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch










	
indices = None

	A list of indices corresponding to active entries.






	
norm(p)

	Calculates the norm of a SparseVector.

>>> a = SparseVector(4, [0, 1], [3., -4.])
>>> a.norm(1)
7.0
>>> a.norm(2)
5.0










	
numNonzeros()

	Number of nonzero elements. This scans all active values and count non zeros.






	
size = None

	Size of the vector.






	
squared_distance(other)

	Squared distance from a SparseVector or 1-dimensional NumPy array.

>>> a = SparseVector(4, [1, 3], [3.0, 4.0])
>>> a.squared_distance(a)
0.0
>>> a.squared_distance(array.array('d', [1., 2., 3., 4.]))
11.0
>>> a.squared_distance(np.array([1., 2., 3., 4.]))
11.0
>>> b = SparseVector(4, [2], [1.0])
>>> a.squared_distance(b)
26.0
>>> b.squared_distance(a)
26.0
>>> b.squared_distance([1., 2.])
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> b.squared_distance(SparseVector(3, [1,], [1.0,]))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch










	
toArray()

	Returns a copy of this SparseVector as a 1-dimensional NumPy array.






	
values = None

	A list of values corresponding to active entries.










	
class pyspark.ml.linalg.Vectors

	Factory methods for working with vectors.


Note

Dense vectors are simply represented as NumPy array objects,
so there is no need to covert them for use in MLlib. For sparse vectors,
the factory methods in this class create an MLlib-compatible type, or users
can pass in SciPy’s C{scipy.sparse} column vectors.




	
static dense(*elements)

	Create a dense vector of 64-bit floats from a Python list or numbers.

>>> Vectors.dense([1, 2, 3])
DenseVector([1.0, 2.0, 3.0])
>>> Vectors.dense(1.0, 2.0)
DenseVector([1.0, 2.0])










	
static norm(vector, p)

	Find norm of the given vector.






	
static sparse(size, *args)

	Create a sparse vector, using either a dictionary, a list of
(index, value) pairs, or two separate arrays of indices and
values (sorted by index).


	Parameters

	
	size – Size of the vector.


	args – Non-zero entries, as a dictionary, list of tuples,
or two sorted lists containing indices and values.








>>> Vectors.sparse(4, {1: 1.0, 3: 5.5})
SparseVector(4, {1: 1.0, 3: 5.5})
>>> Vectors.sparse(4, [(1, 1.0), (3, 5.5)])
SparseVector(4, {1: 1.0, 3: 5.5})
>>> Vectors.sparse(4, [1, 3], [1.0, 5.5])
SparseVector(4, {1: 1.0, 3: 5.5})










	
static squared_distance(v1, v2)

	Squared distance between two vectors.
a and b can be of type SparseVector, DenseVector, np.ndarray
or array.array.

>>> a = Vectors.sparse(4, [(0, 1), (3, 4)])
>>> b = Vectors.dense([2, 5, 4, 1])
>>> a.squared_distance(b)
51.0










	
static zeros(size)

	








	
class pyspark.ml.linalg.Matrix(numRows, numCols, isTransposed=False)

	
	
toArray()

	Returns its elements in a NumPy ndarray.










	
class pyspark.ml.linalg.DenseMatrix(numRows, numCols, values, isTransposed=False)

	Column-major dense matrix.


	
toArray()

	Return an numpy.ndarray

>>> m = DenseMatrix(2, 2, range(4))
>>> m.toArray()
array([[ 0.,  2.],
       [ 1.,  3.]])










	
toSparse()

	Convert to SparseMatrix










	
class pyspark.ml.linalg.SparseMatrix(numRows, numCols, colPtrs, rowIndices, values, isTransposed=False)

	Sparse Matrix stored in CSC format.


	
toArray()

	Return an numpy.ndarray






	
toDense()

	








	
class pyspark.ml.linalg.Matrices

	
	
static dense(numRows, numCols, values)

	Create a DenseMatrix






	
static sparse(numRows, numCols, colPtrs, rowIndices, values)

	Create a SparseMatrix












pyspark.ml.recommendation module


	
class pyspark.ml.recommendation.ALS(rank=10, maxIter=10, regParam=0.1, numUserBlocks=10, numItemBlocks=10, implicitPrefs=False, alpha=1.0, userCol='user', itemCol='item', seed=None, ratingCol='rating', nonnegative=False, checkpointInterval=10, intermediateStorageLevel='MEMORY_AND_DISK', finalStorageLevel='MEMORY_AND_DISK')

	Alternating Least Squares (ALS) matrix factorization.

ALS attempts to estimate the ratings matrix R as the product of
two lower-rank matrices, X and Y, i.e. X * Yt = R. Typically
these approximations are called ‘factor’ matrices. The general
approach is iterative. During each iteration, one of the factor
matrices is held constant, while the other is solved for using least
squares. The newly-solved factor matrix is then held constant while
solving for the other factor matrix.

This is a blocked implementation of the ALS factorization algorithm
that groups the two sets of factors (referred to as “users” and
“products”) into blocks and reduces communication by only sending
one copy of each user vector to each product block on each
iteration, and only for the product blocks that need that user’s
feature vector. This is achieved by pre-computing some information
about the ratings matrix to determine the “out-links” of each user
(which blocks of products it will contribute to) and “in-link”
information for each product (which of the feature vectors it
receives from each user block it will depend on). This allows us to
send only an array of feature vectors between each user block and
product block, and have the product block find the users’ ratings
and update the products based on these messages.

For implicit preference data, the algorithm used is based on
“Collaborative Filtering for Implicit Feedback Datasets”, [http://dx.doi.org/10.1109/ICDM.2008.22], adapted for the blocked
approach used here.

Essentially instead of finding the low-rank approximations to the
rating matrix R, this finds the approximations for a preference
matrix P where the elements of P are 1 if r > 0 and 0 if r <= 0.
The ratings then act as ‘confidence’ values related to strength of
indicated user preferences rather than explicit ratings given to
items.

>>> df = spark.createDataFrame(
...     [(0, 0, 4.0), (0, 1, 2.0), (1, 1, 3.0), (1, 2, 4.0), (2, 1, 1.0), (2, 2, 5.0)],
...     ["user", "item", "rating"])
>>> als = ALS(rank=10, maxIter=5, seed=0)
>>> model = als.fit(df)
>>> model.rank
10
>>> model.userFactors.orderBy("id").collect()
[Row(id=0, features=[...]), Row(id=1, ...), Row(id=2, ...)]
>>> test = spark.createDataFrame([(0, 2), (1, 0), (2, 0)], ["user", "item"])
>>> predictions = sorted(model.transform(test).collect(), key=lambda r: r[0])
>>> predictions[0]
Row(user=0, item=2, prediction=-0.13807615637779236)
>>> predictions[1]
Row(user=1, item=0, prediction=2.6258413791656494)
>>> predictions[2]
Row(user=2, item=0, prediction=-1.5018409490585327)
>>> als_path = temp_path + "/als"
>>> als.save(als_path)
>>> als2 = ALS.load(als_path)
>>> als.getMaxIter()
5
>>> model_path = temp_path + "/als_model"
>>> model.save(model_path)
>>> model2 = ALSModel.load(model_path)
>>> model.rank == model2.rank
True
>>> sorted(model.userFactors.collect()) == sorted(model2.userFactors.collect())
True
>>> sorted(model.itemFactors.collect()) == sorted(model2.itemFactors.collect())
True






New in version 1.4.0.




	
alpha = Param(parent='undefined', name='alpha', doc='alpha for implicit preference')

	




	
checkpointInterval = Param(parent='undefined', name='checkpointInterval', doc='set checkpoint interval (>= 1) or disable checkpoint (-1). E.g. 10 means that the cache will get checkpointed every 10 iterations.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
finalStorageLevel = Param(parent='undefined', name='finalStorageLevel', doc='StorageLevel for ALS model factors.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getAlpha()

	Gets the value of alpha or its default value.


New in version 1.4.0.








	
getCheckpointInterval()

	Gets the value of checkpointInterval or its default value.






	
getFinalStorageLevel()

	Gets the value of finalStorageLevel or its default value.


New in version 2.0.0.








	
getImplicitPrefs()

	Gets the value of implicitPrefs or its default value.


New in version 1.4.0.








	
getIntermediateStorageLevel()

	Gets the value of intermediateStorageLevel or its default value.


New in version 2.0.0.








	
getItemCol()

	Gets the value of itemCol or its default value.


New in version 1.4.0.








	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getNonnegative()

	Gets the value of nonnegative or its default value.


New in version 1.4.0.








	
getNumItemBlocks()

	Gets the value of numItemBlocks or its default value.


New in version 1.4.0.








	
getNumUserBlocks()

	Gets the value of numUserBlocks or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getRank()

	Gets the value of rank or its default value.


New in version 1.4.0.








	
getRatingCol()

	Gets the value of ratingCol or its default value.


New in version 1.4.0.








	
getRegParam()

	Gets the value of regParam or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getUserCol()

	Gets the value of userCol or its default value.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
implicitPrefs = Param(parent='undefined', name='implicitPrefs', doc='whether to use implicit preference')

	




	
intermediateStorageLevel = Param(parent='undefined', name='intermediateStorageLevel', doc="StorageLevel for intermediate datasets. Cannot be 'NONE'.")

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
itemCol = Param(parent='undefined', name='itemCol', doc='column name for item ids. Ids must be within the integer value range.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
nonnegative = Param(parent='undefined', name='nonnegative', doc='whether to use nonnegative constraint for least squares')

	




	
numItemBlocks = Param(parent='undefined', name='numItemBlocks', doc='number of item blocks')

	




	
numUserBlocks = Param(parent='undefined', name='numUserBlocks', doc='number of user blocks')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
rank = Param(parent='undefined', name='rank', doc='rank of the factorization')

	




	
ratingCol = Param(parent='undefined', name='ratingCol', doc='column name for ratings')

	




	
read()

	Returns an MLReader instance for this class.






	
regParam = Param(parent='undefined', name='regParam', doc='regularization parameter (>= 0).')

	




	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setAlpha(value)

	Sets the value of alpha.


New in version 1.4.0.








	
setCheckpointInterval(value)

	Sets the value of checkpointInterval.






	
setFinalStorageLevel(value)

	Sets the value of finalStorageLevel.


New in version 2.0.0.








	
setImplicitPrefs(value)

	Sets the value of implicitPrefs.


New in version 1.4.0.








	
setIntermediateStorageLevel(value)

	Sets the value of intermediateStorageLevel.


New in version 2.0.0.








	
setItemCol(value)

	Sets the value of itemCol.


New in version 1.4.0.








	
setMaxIter(value)

	Sets the value of maxIter.






	
setNonnegative(value)

	Sets the value of nonnegative.


New in version 1.4.0.








	
setNumBlocks(value)

	Sets both numUserBlocks and numItemBlocks to the specific value.


New in version 1.4.0.








	
setNumItemBlocks(value)

	Sets the value of numItemBlocks.


New in version 1.4.0.








	
setNumUserBlocks(value)

	Sets the value of numUserBlocks.


New in version 1.4.0.








	
setParams(self, rank=10, maxIter=10, regParam=0.1, numUserBlocks=10, numItemBlocks=10, implicitPrefs=False, alpha=1.0, userCol="user", itemCol="item", seed=None, ratingCol="rating", nonnegative=False, checkpointInterval=10, intermediateStorageLevel="MEMORY_AND_DISK", finalStorageLevel="MEMORY_AND_DISK")

	Sets params for ALS.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setRank(value)

	Sets the value of rank.


New in version 1.4.0.








	
setRatingCol(value)

	Sets the value of ratingCol.


New in version 1.4.0.








	
setRegParam(value)

	Sets the value of regParam.






	
setSeed(value)

	Sets the value of seed.






	
setUserCol(value)

	Sets the value of userCol.


New in version 1.4.0.








	
userCol = Param(parent='undefined', name='userCol', doc='column name for user ids. Ids must be within the integer value range.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.recommendation.ALSModel(java_model=None)

	Model fitted by ALS.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
itemFactors

	a DataFrame that stores item factors in two columns – id and
features


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
rank

	rank of the matrix factorization model


New in version 1.4.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
userFactors

	a DataFrame that stores user factors in two columns – id and
features


New in version 1.4.0.








	
write()

	Returns an MLWriter instance for this ML instance.












pyspark.ml.regression module


	
class pyspark.ml.regression.AFTSurvivalRegression(featuresCol='features', labelCol='label', predictionCol='prediction', fitIntercept=True, maxIter=100, tol=1e-06, censorCol='censor', quantileProbabilities=[0.01, 0.05, 0.1, 0.25, 0.5, 0.75, 0.9, 0.95, 0.99], quantilesCol=None, aggregationDepth=2)

	
Note

Experimental



Accelerated Failure Time (AFT) Model Survival Regression

Fit a parametric AFT survival regression model based on the Weibull distribution
of the survival time.


See also

AFT Model [https://en.wikipedia.org/wiki/Accelerated_failure_time_model]



>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(1.0), 1.0),
...     (0.0, Vectors.sparse(1, [], []), 0.0)], ["label", "features", "censor"])
>>> aftsr = AFTSurvivalRegression()
>>> model = aftsr.fit(df)
>>> model.predict(Vectors.dense(6.3))
1.0
>>> model.predictQuantiles(Vectors.dense(6.3))
DenseVector([0.0101, 0.0513, 0.1054, 0.2877, 0.6931, 1.3863, 2.3026, 2.9957, 4.6052])
>>> model.transform(df).show()
+-----+---------+------+----------+
|label| features|censor|prediction|
+-----+---------+------+----------+
|  1.0|    [1.0]|   1.0|       1.0|
|  0.0|(1,[],[])|   0.0|       1.0|
+-----+---------+------+----------+
...
>>> aftsr_path = temp_path + "/aftsr"
>>> aftsr.save(aftsr_path)
>>> aftsr2 = AFTSurvivalRegression.load(aftsr_path)
>>> aftsr2.getMaxIter()
100
>>> model_path = temp_path + "/aftsr_model"
>>> model.save(model_path)
>>> model2 = AFTSurvivalRegressionModel.load(model_path)
>>> model.coefficients == model2.coefficients
True
>>> model.intercept == model2.intercept
True
>>> model.scale == model2.scale
True






New in version 1.6.0.




	
aggregationDepth = Param(parent='undefined', name='aggregationDepth', doc='suggested depth for treeAggregate (>= 2).')

	




	
censorCol = Param(parent='undefined', name='censorCol', doc='censor column name. The value of this column could be 0 or 1. If the value is 1, it means the event has occurred i.e. uncensored; otherwise censored.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
fitIntercept = Param(parent='undefined', name='fitIntercept', doc='whether to fit an intercept term.')

	




	
getAggregationDepth()

	Gets the value of aggregationDepth or its default value.






	
getCensorCol()

	Gets the value of censorCol or its default value.


New in version 1.6.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getFitIntercept()

	Gets the value of fitIntercept or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getQuantileProbabilities()

	Gets the value of quantileProbabilities or its default value.


New in version 1.6.0.








	
getQuantilesCol()

	Gets the value of quantilesCol or its default value.


New in version 1.6.0.








	
getTol()

	Gets the value of tol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
quantileProbabilities = Param(parent='undefined', name='quantileProbabilities', doc='quantile probabilities array. Values of the quantile probabilities array should be in the range (0, 1) and the array should be non-empty.')

	




	
quantilesCol = Param(parent='undefined', name='quantilesCol', doc='quantiles column name. This column will output quantiles of corresponding quantileProbabilities if it is set.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setAggregationDepth(value)

	Sets the value of aggregationDepth.






	
setCensorCol(value)

	Sets the value of censorCol.


New in version 1.6.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setFitIntercept(value)

	Sets the value of fitIntercept.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setMaxIter(value)

	Sets the value of maxIter.






	
setParams(featuresCol='features', labelCol='label', predictionCol='prediction', fitIntercept=True, maxIter=100, tol=1e-06, censorCol='censor', quantileProbabilities=[0.01, 0.05, 0.1, 0.25, 0.5, 0.75, 0.9, 0.95, 0.99], quantilesCol=None, aggregationDepth=2)

	setParams(self, featuresCol=”features”, labelCol=”label”, predictionCol=”prediction”,                   fitIntercept=True, maxIter=100, tol=1E-6, censorCol=”censor”,                   quantileProbabilities=[0.01, 0.05, 0.1, 0.25, 0.5, 0.75, 0.9, 0.95, 0.99],                   quantilesCol=None, aggregationDepth=2):


New in version 1.6.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setQuantileProbabilities(value)

	Sets the value of quantileProbabilities.


New in version 1.6.0.








	
setQuantilesCol(value)

	Sets the value of quantilesCol.


New in version 1.6.0.








	
setTol(value)

	Sets the value of tol.






	
tol = Param(parent='undefined', name='tol', doc='the convergence tolerance for iterative algorithms (>= 0).')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.AFTSurvivalRegressionModel(java_model=None)

	
Note

Experimental



Model fitted by AFTSurvivalRegression.


New in version 1.6.0.




	
coefficients

	Model coefficients.


New in version 2.0.0.








	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
intercept

	Model intercept.


New in version 1.6.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predict(features)

	Predicted value


New in version 2.0.0.








	
predictQuantiles(features)

	Predicted Quantiles


New in version 2.0.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
scale

	Model scale paramter.


New in version 1.6.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.DecisionTreeRegressor(featuresCol='features', labelCol='label', predictionCol='prediction', maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, impurity='variance', seed=None, varianceCol=None)

	Decision tree [http://en.wikipedia.org/wiki/Decision_tree_learning]
learning algorithm for regression.
It supports both continuous and categorical features.

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(1.0)),
...     (0.0, Vectors.sparse(1, [], []))], ["label", "features"])
>>> dt = DecisionTreeRegressor(maxDepth=2, varianceCol="variance")
>>> model = dt.fit(df)
>>> model.depth
1
>>> model.numNodes
3
>>> model.featureImportances
SparseVector(1, {0: 1.0})
>>> model.numFeatures
1
>>> test0 = spark.createDataFrame([(Vectors.dense(-1.0),)], ["features"])
>>> model.transform(test0).head().prediction
0.0
>>> test1 = spark.createDataFrame([(Vectors.sparse(1, [0], [1.0]),)], ["features"])
>>> model.transform(test1).head().prediction
1.0
>>> dtr_path = temp_path + "/dtr"
>>> dt.save(dtr_path)
>>> dt2 = DecisionTreeRegressor.load(dtr_path)
>>> dt2.getMaxDepth()
2
>>> model_path = temp_path + "/dtr_model"
>>> model.save(model_path)
>>> model2 = DecisionTreeRegressionModel.load(model_path)
>>> model.numNodes == model2.numNodes
True
>>> model.depth == model2.depth
True
>>> model.transform(test1).head().variance
0.0






New in version 1.4.0.




	
cacheNodeIds = Param(parent='undefined', name='cacheNodeIds', doc='If false, the algorithm will pass trees to executors to match instances with nodes. If true, the algorithm will cache node IDs for each instance. Caching can speed up training of deeper trees. Users can set how often should the cache be checkpointed or disable it by setting checkpointInterval.')

	




	
checkpointInterval = Param(parent='undefined', name='checkpointInterval', doc='set checkpoint interval (>= 1) or disable checkpoint (-1). E.g. 10 means that the cache will get checkpointed every 10 iterations.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getCacheNodeIds()

	Gets the value of cacheNodeIds or its default value.






	
getCheckpointInterval()

	Gets the value of checkpointInterval or its default value.






	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getImpurity()

	Gets the value of impurity or its default value.


New in version 1.4.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMaxBins()

	Gets the value of maxBins or its default value.






	
getMaxDepth()

	Gets the value of maxDepth or its default value.






	
getMaxMemoryInMB()

	Gets the value of maxMemoryInMB or its default value.






	
getMinInfoGain()

	Gets the value of minInfoGain or its default value.






	
getMinInstancesPerNode()

	Gets the value of minInstancesPerNode or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getVarianceCol()

	Gets the value of varianceCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
impurity = Param(parent='undefined', name='impurity', doc='Criterion used for information gain calculation (case-insensitive). Supported options: variance')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxBins = Param(parent='undefined', name='maxBins', doc='Max number of bins for discretizing continuous features.  Must be >=2 and >= number of categories for any categorical feature.')

	




	
maxDepth = Param(parent='undefined', name='maxDepth', doc='Maximum depth of the tree. (>= 0) E.g., depth 0 means 1 leaf node; depth 1 means 1 internal node + 2 leaf nodes.')

	




	
maxMemoryInMB = Param(parent='undefined', name='maxMemoryInMB', doc='Maximum memory in MB allocated to histogram aggregation. If too small, then 1 node will be split per iteration, and its aggregates may exceed this size.')

	




	
minInfoGain = Param(parent='undefined', name='minInfoGain', doc='Minimum information gain for a split to be considered at a tree node.')

	




	
minInstancesPerNode = Param(parent='undefined', name='minInstancesPerNode', doc='Minimum number of instances each child must have after split. If a split causes the left or right child to have fewer than minInstancesPerNode, the split will be discarded as invalid. Should be >= 1.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setCacheNodeIds(value)

	Sets the value of cacheNodeIds.






	
setCheckpointInterval(value)

	Sets the value of checkpointInterval.






	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setImpurity(value)

	Sets the value of impurity.


New in version 1.4.0.








	
setLabelCol(value)

	Sets the value of labelCol.






	
setMaxBins(value)

	Sets the value of maxBins.






	
setMaxDepth(value)

	Sets the value of maxDepth.






	
setMaxMemoryInMB(value)

	Sets the value of maxMemoryInMB.






	
setMinInfoGain(value)

	Sets the value of minInfoGain.






	
setMinInstancesPerNode(value)

	Sets the value of minInstancesPerNode.






	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, impurity="variance", seed=None, varianceCol=None)

	Sets params for the DecisionTreeRegressor.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setSeed(value)

	Sets the value of seed.






	
setVarianceCol(value)

	Sets the value of varianceCol.






	
supportedImpurities = ['variance']

	




	
varianceCol = Param(parent='undefined', name='varianceCol', doc='column name for the biased sample variance of prediction.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.DecisionTreeRegressionModel(java_model=None)

	Model fitted by DecisionTreeRegressor.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
depth

	Return depth of the decision tree.


New in version 1.5.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureImportances

	Estimate of the importance of each feature.

This generalizes the idea of “Gini” importance to other losses,
following the explanation of Gini importance from “Random Forests” documentation
by Leo Breiman and Adele Cutler, and following the implementation from scikit-learn.


	This feature importance is calculated as follows:

	
	importance(feature j) = sum (over nodes which split on feature j) of the gain,
where gain is scaled by the number of instances passing through node


	Normalize importances for tree to sum to 1.









Note

Feature importance for single decision trees can have high variance due to
correlated predictor variables. Consider using a RandomForestRegressor
to determine feature importance instead.




New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
numNodes

	Return number of nodes of the decision tree.


New in version 1.5.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
toDebugString

	Full description of model.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.GBTRegressor(featuresCol='features', labelCol='label', predictionCol='prediction', maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, subsamplingRate=1.0, checkpointInterval=10, lossType='squared', maxIter=20, stepSize=0.1, seed=None, impurity='variance')

	Gradient-Boosted Trees (GBTs) [http://en.wikipedia.org/wiki/Gradient_boosting]
learning algorithm for regression.
It supports both continuous and categorical features.

>>> from numpy import allclose
>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(1.0)),
...     (0.0, Vectors.sparse(1, [], []))], ["label", "features"])
>>> gbt = GBTRegressor(maxIter=5, maxDepth=2, seed=42)
>>> print(gbt.getImpurity())
variance
>>> model = gbt.fit(df)
>>> model.featureImportances
SparseVector(1, {0: 1.0})
>>> model.numFeatures
1
>>> allclose(model.treeWeights, [1.0, 0.1, 0.1, 0.1, 0.1])
True
>>> test0 = spark.createDataFrame([(Vectors.dense(-1.0),)], ["features"])
>>> model.transform(test0).head().prediction
0.0
>>> test1 = spark.createDataFrame([(Vectors.sparse(1, [0], [1.0]),)], ["features"])
>>> model.transform(test1).head().prediction
1.0
>>> gbtr_path = temp_path + "gbtr"
>>> gbt.save(gbtr_path)
>>> gbt2 = GBTRegressor.load(gbtr_path)
>>> gbt2.getMaxDepth()
2
>>> model_path = temp_path + "gbtr_model"
>>> model.save(model_path)
>>> model2 = GBTRegressionModel.load(model_path)
>>> model.featureImportances == model2.featureImportances
True
>>> model.treeWeights == model2.treeWeights
True
>>> model.trees
[DecisionTreeRegressionModel (uid=...) of depth..., DecisionTreeRegressionModel...]






New in version 1.4.0.




	
cacheNodeIds = Param(parent='undefined', name='cacheNodeIds', doc='If false, the algorithm will pass trees to executors to match instances with nodes. If true, the algorithm will cache node IDs for each instance. Caching can speed up training of deeper trees. Users can set how often should the cache be checkpointed or disable it by setting checkpointInterval.')

	




	
checkpointInterval = Param(parent='undefined', name='checkpointInterval', doc='set checkpoint interval (>= 1) or disable checkpoint (-1). E.g. 10 means that the cache will get checkpointed every 10 iterations.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getCacheNodeIds()

	Gets the value of cacheNodeIds or its default value.






	
getCheckpointInterval()

	Gets the value of checkpointInterval or its default value.






	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getImpurity()

	Gets the value of impurity or its default value.


New in version 1.4.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getLossType()

	Gets the value of lossType or its default value.


New in version 1.4.0.








	
getMaxBins()

	Gets the value of maxBins or its default value.






	
getMaxDepth()

	Gets the value of maxDepth or its default value.






	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getMaxMemoryInMB()

	Gets the value of maxMemoryInMB or its default value.






	
getMinInfoGain()

	Gets the value of minInfoGain or its default value.






	
getMinInstancesPerNode()

	Gets the value of minInstancesPerNode or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getStepSize()

	Gets the value of stepSize or its default value.






	
getSubsamplingRate()

	Gets the value of subsamplingRate or its default value.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
impurity = Param(parent='undefined', name='impurity', doc='Criterion used for information gain calculation (case-insensitive). Supported options: variance')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
lossType = Param(parent='undefined', name='lossType', doc='Loss function which GBT tries to minimize (case-insensitive). Supported options: squared, absolute')

	




	
maxBins = Param(parent='undefined', name='maxBins', doc='Max number of bins for discretizing continuous features.  Must be >=2 and >= number of categories for any categorical feature.')

	




	
maxDepth = Param(parent='undefined', name='maxDepth', doc='Maximum depth of the tree. (>= 0) E.g., depth 0 means 1 leaf node; depth 1 means 1 internal node + 2 leaf nodes.')

	




	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
maxMemoryInMB = Param(parent='undefined', name='maxMemoryInMB', doc='Maximum memory in MB allocated to histogram aggregation. If too small, then 1 node will be split per iteration, and its aggregates may exceed this size.')

	




	
minInfoGain = Param(parent='undefined', name='minInfoGain', doc='Minimum information gain for a split to be considered at a tree node.')

	




	
minInstancesPerNode = Param(parent='undefined', name='minInstancesPerNode', doc='Minimum number of instances each child must have after split. If a split causes the left or right child to have fewer than minInstancesPerNode, the split will be discarded as invalid. Should be >= 1.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setCacheNodeIds(value)

	Sets the value of cacheNodeIds.






	
setCheckpointInterval(value)

	Sets the value of checkpointInterval.






	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setImpurity(value)

	Sets the value of impurity.


New in version 1.4.0.








	
setLabelCol(value)

	Sets the value of labelCol.






	
setLossType(value)

	Sets the value of lossType.


New in version 1.4.0.








	
setMaxBins(value)

	Sets the value of maxBins.






	
setMaxDepth(value)

	Sets the value of maxDepth.






	
setMaxIter(value)

	Sets the value of maxIter.






	
setMaxMemoryInMB(value)

	Sets the value of maxMemoryInMB.






	
setMinInfoGain(value)

	Sets the value of minInfoGain.






	
setMinInstancesPerNode(value)

	Sets the value of minInstancesPerNode.






	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, subsamplingRate=1.0, checkpointInterval=10, lossType="squared", maxIter=20, stepSize=0.1, seed=None, impurity="variance")

	Sets params for Gradient Boosted Tree Regression.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setSeed(value)

	Sets the value of seed.






	
setStepSize(value)

	Sets the value of stepSize.






	
setSubsamplingRate(value)

	Sets the value of subsamplingRate.


New in version 1.4.0.








	
stepSize = Param(parent='undefined', name='stepSize', doc='Step size to be used for each iteration of optimization (>= 0).')

	




	
subsamplingRate = Param(parent='undefined', name='subsamplingRate', doc='Fraction of the training data used for learning each decision tree, in range (0, 1].')

	




	
supportedImpurities = ['variance']

	




	
supportedLossTypes = ['squared', 'absolute']

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.GBTRegressionModel(java_model=None)

	Model fitted by GBTRegressor.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureImportances

	Estimate of the importance of each feature.

Each feature’s importance is the average of its importance across all trees in the ensemble
The importance vector is normalized to sum to 1. This method is suggested by Hastie et al.
(Hastie, Tibshirani, Friedman. “The Elements of Statistical Learning, 2nd Edition.” 2001.)
and follows the implementation from scikit-learn.


See also

DecisionTreeRegressionModel.featureImportances




New in version 2.0.0.








	
getNumTrees

	Number of trees in ensemble.


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
toDebugString

	Full description of model.


New in version 2.0.0.








	
totalNumNodes

	Total number of nodes, summed over all trees in the ensemble.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
treeWeights

	Return the weights for each tree


New in version 1.5.0.








	
trees

	Trees in this ensemble. Warning – These have null parent Estimators.


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.GeneralizedLinearRegression(labelCol='label', featuresCol='features', predictionCol='prediction', family='gaussian', link=None, fitIntercept=True, maxIter=25, tol=1e-06, regParam=0.0, weightCol=None, solver='irls', linkPredictionCol=None)

	
Note

Experimental



Generalized Linear Regression.

Fit a Generalized Linear Model specified by giving a symbolic description of the linear
predictor (link function) and a description of the error distribution (family). It supports
“gaussian”, “binomial”, “poisson” and “gamma” as family. Valid link functions for each family
is listed below. The first link function of each family is the default one.


	“gaussian” -> “identity”, “log”, “inverse”


	“binomial” -> “logit”, “probit”, “cloglog”


	“poisson”  -> “log”, “identity”, “sqrt”


	“gamma”    -> “inverse”, “identity”, “log”





See also

GLM [https://en.wikipedia.org/wiki/Generalized_linear_model]



>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(0.0, 0.0)),
...     (1.0, Vectors.dense(1.0, 2.0)),
...     (2.0, Vectors.dense(0.0, 0.0)),
...     (2.0, Vectors.dense(1.0, 1.0)),], ["label", "features"])
>>> glr = GeneralizedLinearRegression(family="gaussian", link="identity", linkPredictionCol="p")
>>> model = glr.fit(df)
>>> transformed = model.transform(df)
>>> abs(transformed.head().prediction - 1.5) < 0.001
True
>>> abs(transformed.head().p - 1.5) < 0.001
True
>>> model.coefficients
DenseVector([1.5..., -1.0...])
>>> model.numFeatures
2
>>> abs(model.intercept - 1.5) < 0.001
True
>>> glr_path = temp_path + "/glr"
>>> glr.save(glr_path)
>>> glr2 = GeneralizedLinearRegression.load(glr_path)
>>> glr.getFamily() == glr2.getFamily()
True
>>> model_path = temp_path + "/glr_model"
>>> model.save(model_path)
>>> model2 = GeneralizedLinearRegressionModel.load(model_path)
>>> model.intercept == model2.intercept
True
>>> model.coefficients[0] == model2.coefficients[0]
True






New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
family = Param(parent='undefined', name='family', doc='The name of family which is a description of the error distribution to be used in the model. Supported options: gaussian (default), binomial, poisson and gamma.')

	




	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
fitIntercept = Param(parent='undefined', name='fitIntercept', doc='whether to fit an intercept term.')

	




	
getFamily()

	Gets the value of family or its default value.


New in version 2.0.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getFitIntercept()

	Gets the value of fitIntercept or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getLink()

	Gets the value of link or its default value.


New in version 2.0.0.








	
getLinkPredictionCol()

	Gets the value of linkPredictionCol or its default value.


New in version 2.0.0.








	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getRegParam()

	Gets the value of regParam or its default value.






	
getSolver()

	Gets the value of solver or its default value.






	
getTol()

	Gets the value of tol or its default value.






	
getWeightCol()

	Gets the value of weightCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
link = Param(parent='undefined', name='link', doc='The name of link function which provides the relationship between the linear predictor and the mean of the distribution function. Supported options: identity, log, inverse, logit, probit, cloglog and sqrt.')

	




	
linkPredictionCol = Param(parent='undefined', name='linkPredictionCol', doc='link prediction (linear predictor) column name')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
regParam = Param(parent='undefined', name='regParam', doc='regularization parameter (>= 0).')

	




	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setFamily(value)

	Sets the value of family.


New in version 2.0.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setFitIntercept(value)

	Sets the value of fitIntercept.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setLink(value)

	Sets the value of link.


New in version 2.0.0.








	
setLinkPredictionCol(value)

	Sets the value of linkPredictionCol.


New in version 2.0.0.








	
setMaxIter(value)

	Sets the value of maxIter.






	
setParams(self, labelCol="label", featuresCol="features", predictionCol="prediction", family="gaussian", link=None, fitIntercept=True, maxIter=25, tol=1e-6, regParam=0.0, weightCol=None, solver="irls", linkPredictionCol=None)

	Sets params for generalized linear regression.


New in version 2.0.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setRegParam(value)

	Sets the value of regParam.






	
setSolver(value)

	Sets the value of solver.






	
setTol(value)

	Sets the value of tol.






	
setWeightCol(value)

	Sets the value of weightCol.






	
solver = Param(parent='undefined', name='solver', doc="the solver algorithm for optimization. If this is not set or empty, default value is 'auto'.")

	




	
tol = Param(parent='undefined', name='tol', doc='the convergence tolerance for iterative algorithms (>= 0).')

	




	
weightCol = Param(parent='undefined', name='weightCol', doc='weight column name. If this is not set or empty, we treat all instance weights as 1.0.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.GeneralizedLinearRegressionModel(java_model=None)

	
Note

Experimental



Model fitted by GeneralizedLinearRegression.


New in version 2.0.0.




	
coefficients

	Model coefficients.


New in version 2.0.0.








	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
evaluate(dataset)

	Evaluates the model on a test dataset.


	Parameters

	dataset – Test dataset to evaluate model on, where dataset is an
instance of pyspark.sql.DataFrame






New in version 2.0.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
hasSummary

	Indicates whether a training summary exists for this model
instance.


New in version 2.0.0.








	
intercept

	Model intercept.


New in version 2.0.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
summary

	Gets summary (e.g. residuals, deviance, pValues) of model on
training set. An exception is thrown if
trainingSummary is None.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.GeneralizedLinearRegressionSummary(java_obj=None)

	
Note

Experimental



Generalized linear regression results evaluated on a dataset.


New in version 2.0.0.




	
aic

	Akaike’s “An Information Criterion”(AIC) for the fitted model.


New in version 2.0.0.








	
degreesOfFreedom

	Degrees of freedom.


New in version 2.0.0.








	
deviance

	The deviance for the fitted model.


New in version 2.0.0.








	
dispersion

	The dispersion of the fitted model.
It is taken as 1.0 for the “binomial” and “poisson” families, and otherwise
estimated by the residual Pearson’s Chi-Squared statistic (which is defined as
sum of the squares of the Pearson residuals) divided by the residual degrees of freedom.


New in version 2.0.0.








	
nullDeviance

	The deviance for the null model.


New in version 2.0.0.








	
predictionCol

	Field in predictions which gives the predicted value of each instance.
This is set to a new column name if the original model’s predictionCol is not set.


New in version 2.0.0.








	
predictions

	Predictions output by the model’s transform method.


New in version 2.0.0.








	
rank

	The numeric rank of the fitted linear model.


New in version 2.0.0.








	
residualDegreeOfFreedom

	The residual degrees of freedom.


New in version 2.0.0.








	
residualDegreeOfFreedomNull

	The residual degrees of freedom for the null model.


New in version 2.0.0.








	
residuals(residualsType='deviance')

	Get the residuals of the fitted model by type.


	Parameters

	residualsType – The type of residuals which should be returned.
Supported options: deviance (default), pearson, working, and response.






New in version 2.0.0.












	
class pyspark.ml.regression.GeneralizedLinearRegressionTrainingSummary(java_obj=None)

	
Note

Experimental



Generalized linear regression training results.


New in version 2.0.0.




	
aic

	Akaike’s “An Information Criterion”(AIC) for the fitted model.


New in version 2.0.0.








	
coefficientStandardErrors

	Standard error of estimated coefficients and intercept.

If GeneralizedLinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


New in version 2.0.0.








	
degreesOfFreedom

	Degrees of freedom.


New in version 2.0.0.








	
deviance

	The deviance for the fitted model.


New in version 2.0.0.








	
dispersion

	The dispersion of the fitted model.
It is taken as 1.0 for the “binomial” and “poisson” families, and otherwise
estimated by the residual Pearson’s Chi-Squared statistic (which is defined as
sum of the squares of the Pearson residuals) divided by the residual degrees of freedom.


New in version 2.0.0.








	
nullDeviance

	The deviance for the null model.


New in version 2.0.0.








	
numIterations

	Number of training iterations.


New in version 2.0.0.








	
pValues

	Two-sided p-value of estimated coefficients and intercept.

If GeneralizedLinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


New in version 2.0.0.








	
predictionCol

	Field in predictions which gives the predicted value of each instance.
This is set to a new column name if the original model’s predictionCol is not set.


New in version 2.0.0.








	
predictions

	Predictions output by the model’s transform method.


New in version 2.0.0.








	
rank

	The numeric rank of the fitted linear model.


New in version 2.0.0.








	
residualDegreeOfFreedom

	The residual degrees of freedom.


New in version 2.0.0.








	
residualDegreeOfFreedomNull

	The residual degrees of freedom for the null model.


New in version 2.0.0.








	
residuals(residualsType='deviance')

	Get the residuals of the fitted model by type.


	Parameters

	residualsType – The type of residuals which should be returned.
Supported options: deviance (default), pearson, working, and response.






New in version 2.0.0.








	
solver

	The numeric solver used for training.


New in version 2.0.0.








	
tValues

	T-statistic of estimated coefficients and intercept.

If GeneralizedLinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


New in version 2.0.0.












	
class pyspark.ml.regression.IsotonicRegression(featuresCol='features', labelCol='label', predictionCol='prediction', weightCol=None, isotonic=True, featureIndex=0)

	Currently implemented using parallelized pool adjacent violators algorithm.
Only univariate (single feature) algorithm supported.

>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(1.0)),
...     (0.0, Vectors.sparse(1, [], []))], ["label", "features"])
>>> ir = IsotonicRegression()
>>> model = ir.fit(df)
>>> test0 = spark.createDataFrame([(Vectors.dense(-1.0),)], ["features"])
>>> model.transform(test0).head().prediction
0.0
>>> model.boundaries
DenseVector([0.0, 1.0])
>>> ir_path = temp_path + "/ir"
>>> ir.save(ir_path)
>>> ir2 = IsotonicRegression.load(ir_path)
>>> ir2.getIsotonic()
True
>>> model_path = temp_path + "/ir_model"
>>> model.save(model_path)
>>> model2 = IsotonicRegressionModel.load(model_path)
>>> model.boundaries == model2.boundaries
True
>>> model.predictions == model2.predictions
True






New in version 1.6.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureIndex = Param(parent='undefined', name='featureIndex', doc='The index of the feature if featuresCol is a vector column, no effect otherwise.')

	




	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getFeatureIndex()

	Gets the value of featureIndex or its default value.






	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getIsotonic()

	Gets the value of isotonic or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getWeightCol()

	Gets the value of weightCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
isotonic = Param(parent='undefined', name='isotonic', doc='whether the output sequence should be isotonic/increasing (true) orantitonic/decreasing (false).')

	




	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setFeatureIndex(value)

	Sets the value of featureIndex.






	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setIsotonic(value)

	Sets the value of isotonic.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setParams(featuresCol='features', labelCol='label', predictionCol='prediction', weightCol=None, isotonic=True, featureIndex=0)

	setParams(self, featuresCol=”features”, labelCol=”label”, predictionCol=”prediction”,                  weightCol=None, isotonic=True, featureIndex=0):
Set the params for IsotonicRegression.






	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setWeightCol(value)

	Sets the value of weightCol.






	
weightCol = Param(parent='undefined', name='weightCol', doc='weight column name. If this is not set or empty, we treat all instance weights as 1.0.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.IsotonicRegressionModel(java_model=None)

	Model fitted by IsotonicRegression.


New in version 1.6.0.




	
boundaries

	Boundaries in increasing order for which predictions are known.


New in version 1.6.0.








	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictions

	Predictions associated with the boundaries at the same index, monotone because of isotonic
regression.


New in version 1.6.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.LinearRegression(featuresCol='features', labelCol='label', predictionCol='prediction', maxIter=100, regParam=0.0, elasticNetParam=0.0, tol=1e-06, fitIntercept=True, standardization=True, solver='auto', weightCol=None, aggregationDepth=2)

	Linear regression.

The learning objective is to minimize the squared error, with regularization.
The specific squared error loss function used is: L = 1/2n ||A coefficients - y||^2^

This supports multiple types of regularization:



	none (a.k.a. ordinary least squares)


	L2 (ridge regression)


	L1 (Lasso)


	L2 + L1 (elastic net)







>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (1.0, 2.0, Vectors.dense(1.0)),
...     (0.0, 2.0, Vectors.sparse(1, [], []))], ["label", "weight", "features"])
>>> lr = LinearRegression(maxIter=5, regParam=0.0, solver="normal", weightCol="weight")
>>> model = lr.fit(df)
>>> test0 = spark.createDataFrame([(Vectors.dense(-1.0),)], ["features"])
>>> abs(model.transform(test0).head().prediction - (-1.0)) < 0.001
True
>>> abs(model.coefficients[0] - 1.0) < 0.001
True
>>> abs(model.intercept - 0.0) < 0.001
True
>>> test1 = spark.createDataFrame([(Vectors.sparse(1, [0], [1.0]),)], ["features"])
>>> abs(model.transform(test1).head().prediction - 1.0) < 0.001
True
>>> lr.setParams("vector")
Traceback (most recent call last):
    ...
TypeError: Method setParams forces keyword arguments.
>>> lr_path = temp_path + "/lr"
>>> lr.save(lr_path)
>>> lr2 = LinearRegression.load(lr_path)
>>> lr2.getMaxIter()
5
>>> model_path = temp_path + "/lr_model"
>>> model.save(model_path)
>>> model2 = LinearRegressionModel.load(model_path)
>>> model.coefficients[0] == model2.coefficients[0]
True
>>> model.intercept == model2.intercept
True
>>> model.numFeatures
1






New in version 1.4.0.




	
aggregationDepth = Param(parent='undefined', name='aggregationDepth', doc='suggested depth for treeAggregate (>= 2).')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
elasticNetParam = Param(parent='undefined', name='elasticNetParam', doc='the ElasticNet mixing parameter, in range [0, 1]. For alpha = 0, the penalty is an L2 penalty. For alpha = 1, it is an L1 penalty.')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
fitIntercept = Param(parent='undefined', name='fitIntercept', doc='whether to fit an intercept term.')

	




	
getAggregationDepth()

	Gets the value of aggregationDepth or its default value.






	
getElasticNetParam()

	Gets the value of elasticNetParam or its default value.






	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getFitIntercept()

	Gets the value of fitIntercept or its default value.






	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMaxIter()

	Gets the value of maxIter or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getRegParam()

	Gets the value of regParam or its default value.






	
getSolver()

	Gets the value of solver or its default value.






	
getStandardization()

	Gets the value of standardization or its default value.






	
getTol()

	Gets the value of tol or its default value.






	
getWeightCol()

	Gets the value of weightCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxIter = Param(parent='undefined', name='maxIter', doc='max number of iterations (>= 0).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
regParam = Param(parent='undefined', name='regParam', doc='regularization parameter (>= 0).')

	




	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setAggregationDepth(value)

	Sets the value of aggregationDepth.






	
setElasticNetParam(value)

	Sets the value of elasticNetParam.






	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setFitIntercept(value)

	Sets the value of fitIntercept.






	
setLabelCol(value)

	Sets the value of labelCol.






	
setMaxIter(value)

	Sets the value of maxIter.






	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", maxIter=100, regParam=0.0, elasticNetParam=0.0, tol=1e-6, fitIntercept=True, standardization=True, solver="auto", weightCol=None, aggregationDepth=2)

	Sets params for linear regression.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setRegParam(value)

	Sets the value of regParam.






	
setSolver(value)

	Sets the value of solver.






	
setStandardization(value)

	Sets the value of standardization.






	
setTol(value)

	Sets the value of tol.






	
setWeightCol(value)

	Sets the value of weightCol.






	
solver = Param(parent='undefined', name='solver', doc="the solver algorithm for optimization. If this is not set or empty, default value is 'auto'.")

	




	
standardization = Param(parent='undefined', name='standardization', doc='whether to standardize the training features before fitting the model.')

	




	
tol = Param(parent='undefined', name='tol', doc='the convergence tolerance for iterative algorithms (>= 0).')

	




	
weightCol = Param(parent='undefined', name='weightCol', doc='weight column name. If this is not set or empty, we treat all instance weights as 1.0.')

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.LinearRegressionModel(java_model=None)

	Model fitted by LinearRegression.


New in version 1.4.0.




	
coefficients

	Model coefficients.


New in version 2.0.0.








	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
evaluate(dataset)

	Evaluates the model on a test dataset.


	Parameters

	dataset – Test dataset to evaluate model on, where dataset is an
instance of pyspark.sql.DataFrame






New in version 2.0.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
hasSummary

	Indicates whether a training summary exists for this model
instance.


New in version 2.0.0.








	
intercept

	Model intercept.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
summary

	Gets summary (e.g. residuals, mse, r-squared ) of model on
training set. An exception is thrown if
trainingSummary is None.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.LinearRegressionSummary(java_obj=None)

	
Note

Experimental



Linear regression results evaluated on a dataset.


New in version 2.0.0.




	
coefficientStandardErrors

	Standard error of estimated coefficients and intercept.
This value is only available when using the “normal” solver.

If LinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


See also

LinearRegression.solver




New in version 2.0.0.








	
devianceResiduals

	The weighted residuals, the usual residuals rescaled by the
square root of the instance weights.


New in version 2.0.0.








	
explainedVariance

	Returns the explained variance regression score.
explainedVariance = 1 - variance(y - hat{y}) / variance(y)


See also

Wikipedia explain variation [http://en.wikipedia.org/wiki/Explained_variation]




Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
featuresCol

	Field in “predictions” which gives the features of each instance
as a vector.


New in version 2.0.0.








	
labelCol

	Field in “predictions” which gives the true label of each
instance.


New in version 2.0.0.








	
meanAbsoluteError

	Returns the mean absolute error, which is a risk function
corresponding to the expected value of the absolute error
loss or l1-norm loss.


Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
meanSquaredError

	Returns the mean squared error, which is a risk function
corresponding to the expected value of the squared error
loss or quadratic loss.


Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
numInstances

	Number of instances in DataFrame predictions


New in version 2.0.0.








	
pValues

	Two-sided p-value of estimated coefficients and intercept.
This value is only available when using the “normal” solver.

If LinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


See also

LinearRegression.solver




New in version 2.0.0.








	
predictionCol

	Field in “predictions” which gives the predicted value of
the label at each instance.


New in version 2.0.0.








	
predictions

	Dataframe outputted by the model’s transform method.


New in version 2.0.0.








	
r2

	Returns R^2^, the coefficient of determination.


See also

Wikipedia coefficient of determination         <http://en.wikipedia.org/wiki/Coefficient_of_determination>




Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
residuals

	Residuals (label - predicted value)


New in version 2.0.0.








	
rootMeanSquaredError

	Returns the root mean squared error, which is defined as the
square root of the mean squared error.


Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
tValues

	T-statistic of estimated coefficients and intercept.
This value is only available when using the “normal” solver.

If LinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


See also

LinearRegression.solver




New in version 2.0.0.












	
class pyspark.ml.regression.LinearRegressionTrainingSummary(java_obj=None)

	
Note

Experimental



Linear regression training results. Currently, the training summary ignores the
training weights except for the objective trace.


New in version 2.0.0.




	
coefficientStandardErrors

	Standard error of estimated coefficients and intercept.
This value is only available when using the “normal” solver.

If LinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


See also

LinearRegression.solver




New in version 2.0.0.








	
devianceResiduals

	The weighted residuals, the usual residuals rescaled by the
square root of the instance weights.


New in version 2.0.0.








	
explainedVariance

	Returns the explained variance regression score.
explainedVariance = 1 - variance(y - hat{y}) / variance(y)


See also

Wikipedia explain variation [http://en.wikipedia.org/wiki/Explained_variation]




Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
featuresCol

	Field in “predictions” which gives the features of each instance
as a vector.


New in version 2.0.0.








	
labelCol

	Field in “predictions” which gives the true label of each
instance.


New in version 2.0.0.








	
meanAbsoluteError

	Returns the mean absolute error, which is a risk function
corresponding to the expected value of the absolute error
loss or l1-norm loss.


Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
meanSquaredError

	Returns the mean squared error, which is a risk function
corresponding to the expected value of the squared error
loss or quadratic loss.


Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
numInstances

	Number of instances in DataFrame predictions


New in version 2.0.0.








	
objectiveHistory

	Objective function (scaled loss + regularization) at each
iteration.
This value is only available when using the “l-bfgs” solver.


See also

LinearRegression.solver




New in version 2.0.0.








	
pValues

	Two-sided p-value of estimated coefficients and intercept.
This value is only available when using the “normal” solver.

If LinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


See also

LinearRegression.solver




New in version 2.0.0.








	
predictionCol

	Field in “predictions” which gives the predicted value of
the label at each instance.


New in version 2.0.0.








	
predictions

	Dataframe outputted by the model’s transform method.


New in version 2.0.0.








	
r2

	Returns R^2^, the coefficient of determination.


See also

Wikipedia coefficient of determination         <http://en.wikipedia.org/wiki/Coefficient_of_determination>




Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
residuals

	Residuals (label - predicted value)


New in version 2.0.0.








	
rootMeanSquaredError

	Returns the root mean squared error, which is defined as the
square root of the mean squared error.


Note

This ignores instance weights (setting all to 1.0) from
LinearRegression.weightCol. This will change in later Spark
versions.




New in version 2.0.0.








	
tValues

	T-statistic of estimated coefficients and intercept.
This value is only available when using the “normal” solver.

If LinearRegression.fitIntercept is set to True,
then the last element returned corresponds to the intercept.


See also

LinearRegression.solver




New in version 2.0.0.








	
totalIterations

	Number of training iterations until termination.
This value is only available when using the “l-bfgs” solver.


See also

LinearRegression.solver




New in version 2.0.0.












	
class pyspark.ml.regression.RandomForestRegressor(featuresCol='features', labelCol='label', predictionCol='prediction', maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, impurity='variance', subsamplingRate=1.0, seed=None, numTrees=20, featureSubsetStrategy='auto')

	Random Forest [http://en.wikipedia.org/wiki/Random_forest]
learning algorithm for regression.
It supports both continuous and categorical features.

>>> from numpy import allclose
>>> from pyspark.ml.linalg import Vectors
>>> df = spark.createDataFrame([
...     (1.0, Vectors.dense(1.0)),
...     (0.0, Vectors.sparse(1, [], []))], ["label", "features"])
>>> rf = RandomForestRegressor(numTrees=2, maxDepth=2, seed=42)
>>> model = rf.fit(df)
>>> model.featureImportances
SparseVector(1, {0: 1.0})
>>> allclose(model.treeWeights, [1.0, 1.0])
True
>>> test0 = spark.createDataFrame([(Vectors.dense(-1.0),)], ["features"])
>>> model.transform(test0).head().prediction
0.0
>>> model.numFeatures
1
>>> model.trees
[DecisionTreeRegressionModel (uid=...) of depth..., DecisionTreeRegressionModel...]
>>> model.getNumTrees
2
>>> test1 = spark.createDataFrame([(Vectors.sparse(1, [0], [1.0]),)], ["features"])
>>> model.transform(test1).head().prediction
0.5
>>> rfr_path = temp_path + "/rfr"
>>> rf.save(rfr_path)
>>> rf2 = RandomForestRegressor.load(rfr_path)
>>> rf2.getNumTrees()
2
>>> model_path = temp_path + "/rfr_model"
>>> model.save(model_path)
>>> model2 = RandomForestRegressionModel.load(model_path)
>>> model.featureImportances == model2.featureImportances
True






New in version 1.4.0.




	
cacheNodeIds = Param(parent='undefined', name='cacheNodeIds', doc='If false, the algorithm will pass trees to executors to match instances with nodes. If true, the algorithm will cache node IDs for each instance. Caching can speed up training of deeper trees. Users can set how often should the cache be checkpointed or disable it by setting checkpointInterval.')

	




	
checkpointInterval = Param(parent='undefined', name='checkpointInterval', doc='set checkpoint interval (>= 1) or disable checkpoint (-1). E.g. 10 means that the cache will get checkpointed every 10 iterations.')

	




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureSubsetStrategy = Param(parent='undefined', name='featureSubsetStrategy', doc='The number of features to consider for splits at each tree node. Supported options: auto, all, onethird, sqrt, log2, (0.0-1.0], [1-n].')

	




	
featuresCol = Param(parent='undefined', name='featuresCol', doc='features column name.')

	




	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getCacheNodeIds()

	Gets the value of cacheNodeIds or its default value.






	
getCheckpointInterval()

	Gets the value of checkpointInterval or its default value.






	
getFeatureSubsetStrategy()

	Gets the value of featureSubsetStrategy or its default value.


New in version 1.4.0.








	
getFeaturesCol()

	Gets the value of featuresCol or its default value.






	
getImpurity()

	Gets the value of impurity or its default value.


New in version 1.4.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMaxBins()

	Gets the value of maxBins or its default value.






	
getMaxDepth()

	Gets the value of maxDepth or its default value.






	
getMaxMemoryInMB()

	Gets the value of maxMemoryInMB or its default value.






	
getMinInfoGain()

	Gets the value of minInfoGain or its default value.






	
getMinInstancesPerNode()

	Gets the value of minInstancesPerNode or its default value.






	
getNumTrees()

	Gets the value of numTrees or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
getSeed()

	Gets the value of seed or its default value.






	
getSubsamplingRate()

	Gets the value of subsamplingRate or its default value.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
impurity = Param(parent='undefined', name='impurity', doc='Criterion used for information gain calculation (case-insensitive). Supported options: variance')

	




	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
maxBins = Param(parent='undefined', name='maxBins', doc='Max number of bins for discretizing continuous features.  Must be >=2 and >= number of categories for any categorical feature.')

	




	
maxDepth = Param(parent='undefined', name='maxDepth', doc='Maximum depth of the tree. (>= 0) E.g., depth 0 means 1 leaf node; depth 1 means 1 internal node + 2 leaf nodes.')

	




	
maxMemoryInMB = Param(parent='undefined', name='maxMemoryInMB', doc='Maximum memory in MB allocated to histogram aggregation. If too small, then 1 node will be split per iteration, and its aggregates may exceed this size.')

	




	
minInfoGain = Param(parent='undefined', name='minInfoGain', doc='Minimum information gain for a split to be considered at a tree node.')

	




	
minInstancesPerNode = Param(parent='undefined', name='minInstancesPerNode', doc='Minimum number of instances each child must have after split. If a split causes the left or right child to have fewer than minInstancesPerNode, the split will be discarded as invalid. Should be >= 1.')

	




	
numTrees = Param(parent='undefined', name='numTrees', doc='Number of trees to train (>= 1).')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setCacheNodeIds(value)

	Sets the value of cacheNodeIds.






	
setCheckpointInterval(value)

	Sets the value of checkpointInterval.






	
setFeatureSubsetStrategy(value)

	Sets the value of featureSubsetStrategy.


New in version 1.4.0.








	
setFeaturesCol(value)

	Sets the value of featuresCol.






	
setImpurity(value)

	Sets the value of impurity.


New in version 1.4.0.








	
setLabelCol(value)

	Sets the value of labelCol.






	
setMaxBins(value)

	Sets the value of maxBins.






	
setMaxDepth(value)

	Sets the value of maxDepth.






	
setMaxMemoryInMB(value)

	Sets the value of maxMemoryInMB.






	
setMinInfoGain(value)

	Sets the value of minInfoGain.






	
setMinInstancesPerNode(value)

	Sets the value of minInstancesPerNode.






	
setNumTrees(value)

	Sets the value of numTrees.


New in version 1.4.0.








	
setParams(self, featuresCol="features", labelCol="label", predictionCol="prediction", maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0, maxMemoryInMB=256, cacheNodeIds=False, checkpointInterval=10, impurity="variance", subsamplingRate=1.0, seed=None, numTrees=20, featureSubsetStrategy="auto")

	Sets params for linear regression.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
setSeed(value)

	Sets the value of seed.






	
setSubsamplingRate(value)

	Sets the value of subsamplingRate.


New in version 1.4.0.








	
subsamplingRate = Param(parent='undefined', name='subsamplingRate', doc='Fraction of the training data used for learning each decision tree, in range (0, 1].')

	




	
supportedFeatureSubsetStrategies = ['auto', 'all', 'onethird', 'sqrt', 'log2']

	




	
supportedImpurities = ['variance']

	




	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.regression.RandomForestRegressionModel(java_model=None)

	Model fitted by RandomForestRegressor.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
featureImportances

	Estimate of the importance of each feature.

Each feature’s importance is the average of its importance across all trees in the ensemble
The importance vector is normalized to sum to 1. This method is suggested by Hastie et al.
(Hastie, Tibshirani, Friedman. “The Elements of Statistical Learning, 2nd Edition.” 2001.)
and follows the implementation from scikit-learn.


See also

DecisionTreeRegressionModel.featureImportances




New in version 2.0.0.








	
getNumTrees

	Number of trees in ensemble.


New in version 2.0.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
numFeatures

	Returns the number of features the model was trained on. If unknown, returns -1


New in version 2.1.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
toDebugString

	Full description of model.


New in version 2.0.0.








	
totalNumNodes

	Total number of nodes, summed over all trees in the ensemble.


New in version 2.0.0.








	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
treeWeights

	Return the weights for each tree


New in version 1.5.0.








	
trees

	Trees in this ensemble. Warning – These have null parent Estimators.


New in version 2.0.0.








	
write()

	Returns an MLWriter instance for this ML instance.












pyspark.ml.tuning module


	
class pyspark.ml.tuning.ParamGridBuilder

	Builder for a param grid used in grid search-based model selection.

>>> from pyspark.ml.classification import LogisticRegression
>>> lr = LogisticRegression()
>>> output = ParamGridBuilder() \
...     .baseOn({lr.labelCol: 'l'}) \
...     .baseOn([lr.predictionCol, 'p']) \
...     .addGrid(lr.regParam, [1.0, 2.0]) \
...     .addGrid(lr.maxIter, [1, 5]) \
...     .build()
>>> expected = [
...     {lr.regParam: 1.0, lr.maxIter: 1, lr.labelCol: 'l', lr.predictionCol: 'p'},
...     {lr.regParam: 2.0, lr.maxIter: 1, lr.labelCol: 'l', lr.predictionCol: 'p'},
...     {lr.regParam: 1.0, lr.maxIter: 5, lr.labelCol: 'l', lr.predictionCol: 'p'},
...     {lr.regParam: 2.0, lr.maxIter: 5, lr.labelCol: 'l', lr.predictionCol: 'p'}]
>>> len(output) == len(expected)
True
>>> all([m in expected for m in output])
True






New in version 1.4.0.




	
addGrid(param, values)

	Sets the given parameters in this grid to fixed values.


New in version 1.4.0.








	
baseOn(*args)

	Sets the given parameters in this grid to fixed values.
Accepts either a parameter dictionary or a list of (parameter, value) pairs.


New in version 1.4.0.








	
build()

	Builds and returns all combinations of parameters specified
by the param grid.


New in version 1.4.0.












	
class pyspark.ml.tuning.CrossValidator(estimator=None, estimatorParamMaps=None, evaluator=None, numFolds=3, seed=None)

	K-fold cross validation performs model selection by splitting the dataset into a set of
non-overlapping randomly partitioned folds which are used as separate training and test datasets
e.g., with k=3 folds, K-fold cross validation will generate 3 (training, test) dataset pairs,
each of which uses 2/3 of the data for training and 1/3 for testing. Each fold is used as the
test set exactly once.

>>> from pyspark.ml.classification import LogisticRegression
>>> from pyspark.ml.evaluation import BinaryClassificationEvaluator
>>> from pyspark.ml.linalg import Vectors
>>> dataset = spark.createDataFrame(
...     [(Vectors.dense([0.0]), 0.0),
...      (Vectors.dense([0.4]), 1.0),
...      (Vectors.dense([0.5]), 0.0),
...      (Vectors.dense([0.6]), 1.0),
...      (Vectors.dense([1.0]), 1.0)] * 10,
...     ["features", "label"])
>>> lr = LogisticRegression()
>>> grid = ParamGridBuilder().addGrid(lr.maxIter, [0, 1]).build()
>>> evaluator = BinaryClassificationEvaluator()
>>> cv = CrossValidator(estimator=lr, estimatorParamMaps=grid, evaluator=evaluator)
>>> cvModel = cv.fit(dataset)
>>> cvModel.avgMetrics[0]
0.5
>>> evaluator.evaluate(cvModel.transform(dataset))
0.8333...






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with a randomly generated uid
and some extra params. This copies creates a deep copy of
the embedded paramMap, and copies the embedded and extra parameters over.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 1.4.0.








	
estimator = Param(parent='undefined', name='estimator', doc='estimator to be cross-validated')

	




	
estimatorParamMaps = Param(parent='undefined', name='estimatorParamMaps', doc='estimator param maps')

	




	
evaluator = Param(parent='undefined', name='evaluator', doc='evaluator used to select hyper-parameters that maximize the validator metric')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getEstimator()

	Gets the value of estimator or its default value.






	
getEstimatorParamMaps()

	Gets the value of estimatorParamMaps or its default value.






	
getEvaluator()

	Gets the value of evaluator or its default value.






	
getNumFolds()

	Gets the value of numFolds or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getSeed()

	Gets the value of seed or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
numFolds = Param(parent='undefined', name='numFolds', doc='number of folds for cross validation')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setEstimator(value)

	Sets the value of estimator.






	
setEstimatorParamMaps(value)

	Sets the value of estimatorParamMaps.






	
setEvaluator(value)

	Sets the value of evaluator.






	
setNumFolds(value)

	Sets the value of numFolds.


New in version 1.4.0.








	
setParams(estimator=None, estimatorParamMaps=None, evaluator=None, numFolds=3, seed=None)

	setParams(self, estimator=None, estimatorParamMaps=None, evaluator=None, numFolds=3,                  seed=None):
Sets params for cross validator.


New in version 1.4.0.








	
setSeed(value)

	Sets the value of seed.










	
class pyspark.ml.tuning.CrossValidatorModel(bestModel, avgMetrics=[])

	CrossValidatorModel contains the model with the highest average cross-validation
metric across folds and uses this model to transform input data. CrossValidatorModel
also tracks the metrics for each param map evaluated.


New in version 1.4.0.




	
avgMetrics = None

	Average cross-validation metrics for each paramMap in
CrossValidator.estimatorParamMaps, in the corresponding order.






	
bestModel = None

	best model from cross validation






	
copy(extra=None)

	Creates a copy of this instance with a randomly generated uid
and some extra params. This copies the underlying bestModel,
creates a deep copy of the embedded paramMap, and
copies the embedded and extra parameters over.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 1.4.0.








	
estimator = Param(parent='undefined', name='estimator', doc='estimator to be cross-validated')

	




	
estimatorParamMaps = Param(parent='undefined', name='estimatorParamMaps', doc='estimator param maps')

	




	
evaluator = Param(parent='undefined', name='evaluator', doc='evaluator used to select hyper-parameters that maximize the validator metric')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getEstimator()

	Gets the value of estimator or its default value.






	
getEstimatorParamMaps()

	Gets the value of estimatorParamMaps or its default value.






	
getEvaluator()

	Gets the value of evaluator or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getSeed()

	Gets the value of seed or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setEstimator(value)

	Sets the value of estimator.






	
setEstimatorParamMaps(value)

	Sets the value of estimatorParamMaps.






	
setEvaluator(value)

	Sets the value of evaluator.






	
setSeed(value)

	Sets the value of seed.






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.












	
class pyspark.ml.tuning.TrainValidationSplit(estimator=None, estimatorParamMaps=None, evaluator=None, trainRatio=0.75, seed=None)

	
Note

Experimental



Validation for hyper-parameter tuning. Randomly splits the input dataset into train and
validation sets, and uses evaluation metric on the validation set to select the best model.
Similar to CrossValidator, but only splits the set once.

>>> from pyspark.ml.classification import LogisticRegression
>>> from pyspark.ml.evaluation import BinaryClassificationEvaluator
>>> from pyspark.ml.linalg import Vectors
>>> dataset = spark.createDataFrame(
...     [(Vectors.dense([0.0]), 0.0),
...      (Vectors.dense([0.4]), 1.0),
...      (Vectors.dense([0.5]), 0.0),
...      (Vectors.dense([0.6]), 1.0),
...      (Vectors.dense([1.0]), 1.0)] * 10,
...     ["features", "label"])
>>> lr = LogisticRegression()
>>> grid = ParamGridBuilder().addGrid(lr.maxIter, [0, 1]).build()
>>> evaluator = BinaryClassificationEvaluator()
>>> tvs = TrainValidationSplit(estimator=lr, estimatorParamMaps=grid, evaluator=evaluator)
>>> tvsModel = tvs.fit(dataset)
>>> evaluator.evaluate(tvsModel.transform(dataset))
0.8333...






New in version 2.0.0.




	
copy(extra=None)

	Creates a copy of this instance with a randomly generated uid
and some extra params. This copies creates a deep copy of
the embedded paramMap, and copies the embedded and extra parameters over.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 2.0.0.








	
estimator = Param(parent='undefined', name='estimator', doc='estimator to be cross-validated')

	




	
estimatorParamMaps = Param(parent='undefined', name='estimatorParamMaps', doc='estimator param maps')

	




	
evaluator = Param(parent='undefined', name='evaluator', doc='evaluator used to select hyper-parameters that maximize the validator metric')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
fit(dataset, params=None)

	Fits a model to the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params. If a list/tuple of
param maps is given, this calls fit on each param map and returns a list of
models.






	Returns

	fitted model(s)






New in version 1.3.0.








	
getEstimator()

	Gets the value of estimator or its default value.






	
getEstimatorParamMaps()

	Gets the value of estimatorParamMaps or its default value.






	
getEvaluator()

	Gets the value of evaluator or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getSeed()

	Gets the value of seed or its default value.






	
getTrainRatio()

	Gets the value of trainRatio or its default value.


New in version 2.0.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setEstimator(value)

	Sets the value of estimator.






	
setEstimatorParamMaps(value)

	Sets the value of estimatorParamMaps.






	
setEvaluator(value)

	Sets the value of evaluator.






	
setParams(estimator=None, estimatorParamMaps=None, evaluator=None, trainRatio=0.75, seed=None)

	setParams(self, estimator=None, estimatorParamMaps=None, evaluator=None, trainRatio=0.75,                  seed=None):
Sets params for the train validation split.


New in version 2.0.0.








	
setSeed(value)

	Sets the value of seed.






	
setTrainRatio(value)

	Sets the value of trainRatio.


New in version 2.0.0.








	
trainRatio = Param(parent='undefined', name='trainRatio', doc='Param for ratio between train and     validation data. Must be between 0 and 1.')

	








	
class pyspark.ml.tuning.TrainValidationSplitModel(bestModel, validationMetrics=[])

	
Note

Experimental



Model from train validation split.


New in version 2.0.0.




	
bestModel = None

	best model from cross validation






	
copy(extra=None)

	Creates a copy of this instance with a randomly generated uid
and some extra params. This copies the underlying bestModel,
creates a deep copy of the embedded paramMap, and
copies the embedded and extra parameters over.
And, this creates a shallow copy of the validationMetrics.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 2.0.0.








	
estimator = Param(parent='undefined', name='estimator', doc='estimator to be cross-validated')

	




	
estimatorParamMaps = Param(parent='undefined', name='estimatorParamMaps', doc='estimator param maps')

	




	
evaluator = Param(parent='undefined', name='evaluator', doc='evaluator used to select hyper-parameters that maximize the validator metric')

	




	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getEstimator()

	Gets the value of estimator or its default value.






	
getEstimatorParamMaps()

	Gets the value of estimatorParamMaps or its default value.






	
getEvaluator()

	Gets the value of evaluator or its default value.






	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getSeed()

	Gets the value of seed or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
seed = Param(parent='undefined', name='seed', doc='random seed.')

	




	
setEstimator(value)

	Sets the value of estimator.






	
setEstimatorParamMaps(value)

	Sets the value of estimatorParamMaps.






	
setEvaluator(value)

	Sets the value of evaluator.






	
setSeed(value)

	Sets the value of seed.






	
transform(dataset, params=None)

	Transforms the input dataset with optional parameters.


	Parameters

	
	dataset – input dataset, which is an instance of pyspark.sql.DataFrame


	params – an optional param map that overrides embedded params.






	Returns

	transformed dataset






New in version 1.3.0.








	
validationMetrics = None

	evaluated validation metrics












pyspark.ml.evaluation module


	
class pyspark.ml.evaluation.Evaluator

	Base class for evaluators that compute metrics from predictions.


New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. The default implementation creates a
shallow copy using copy.copy(), and then copies the
embedded and extra parameters over and returns the copy.
Subclasses should override this method if the default approach
is not sufficient.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance






New in version 1.4.0.








	
evaluate(dataset, params=None)

	Evaluates the output with optional parameters.


	Parameters

	
	dataset – a dataset that contains labels/observations and
predictions


	params – an optional param map that overrides embedded
params






	Returns

	metric






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isLargerBetter()

	Indicates whether the metric returned by evaluate() should be maximized
(True, default) or minimized (False).
A given evaluator may support multiple metrics which may be maximized or minimized.


New in version 1.5.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.












	
class pyspark.ml.evaluation.BinaryClassificationEvaluator(rawPredictionCol='rawPrediction', labelCol='label', metricName='areaUnderROC')

	
Note

Experimental



Evaluator for binary classification, which expects two input columns: rawPrediction and label.
The rawPrediction column can be of type double (binary 0/1 prediction, or probability of label
1) or of type vector (length-2 vector of raw predictions, scores, or label probabilities).

>>> from pyspark.ml.linalg import Vectors
>>> scoreAndLabels = map(lambda x: (Vectors.dense([1.0 - x[0], x[0]]), x[1]),
...    [(0.1, 0.0), (0.1, 1.0), (0.4, 0.0), (0.6, 0.0), (0.6, 1.0), (0.6, 1.0), (0.8, 1.0)])
>>> dataset = spark.createDataFrame(scoreAndLabels, ["raw", "label"])
...
>>> evaluator = BinaryClassificationEvaluator(rawPredictionCol="raw")
>>> evaluator.evaluate(dataset)
0.70...
>>> evaluator.evaluate(dataset, {evaluator.metricName: "areaUnderPR"})
0.83...
>>> bce_path = temp_path + "/bce"
>>> evaluator.save(bce_path)
>>> evaluator2 = BinaryClassificationEvaluator.load(bce_path)
>>> str(evaluator2.getRawPredictionCol())
'raw'






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
evaluate(dataset, params=None)

	Evaluates the output with optional parameters.


	Parameters

	
	dataset – a dataset that contains labels/observations and
predictions


	params – an optional param map that overrides embedded
params






	Returns

	metric






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMetricName()

	Gets the value of metricName or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getRawPredictionCol()

	Gets the value of rawPredictionCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isLargerBetter()

	Indicates whether the metric returned by evaluate() should be maximized
(True, default) or minimized (False).
A given evaluator may support multiple metrics which may be maximized or minimized.


New in version 1.5.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
metricName = Param(parent='undefined', name='metricName', doc='metric name in evaluation (areaUnderROC|areaUnderPR)')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
rawPredictionCol = Param(parent='undefined', name='rawPredictionCol', doc='raw prediction (a.k.a. confidence) column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setLabelCol(value)

	Sets the value of labelCol.






	
setMetricName(value)

	Sets the value of metricName.


New in version 1.4.0.








	
setParams(self, rawPredictionCol="rawPrediction", labelCol="label", metricName="areaUnderROC")

	Sets params for binary classification evaluator.


New in version 1.4.0.








	
setRawPredictionCol(value)

	Sets the value of rawPredictionCol.






	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.evaluation.RegressionEvaluator(predictionCol='prediction', labelCol='label', metricName='rmse')

	
Note

Experimental



Evaluator for Regression, which expects two input
columns: prediction and label.

>>> scoreAndLabels = [(-28.98343821, -27.0), (20.21491975, 21.5),
...   (-25.98418959, -22.0), (30.69731842, 33.0), (74.69283752, 71.0)]
>>> dataset = spark.createDataFrame(scoreAndLabels, ["raw", "label"])
...
>>> evaluator = RegressionEvaluator(predictionCol="raw")
>>> evaluator.evaluate(dataset)
2.842...
>>> evaluator.evaluate(dataset, {evaluator.metricName: "r2"})
0.993...
>>> evaluator.evaluate(dataset, {evaluator.metricName: "mae"})
2.649...
>>> re_path = temp_path + "/re"
>>> evaluator.save(re_path)
>>> evaluator2 = RegressionEvaluator.load(re_path)
>>> str(evaluator2.getPredictionCol())
'raw'






New in version 1.4.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
evaluate(dataset, params=None)

	Evaluates the output with optional parameters.


	Parameters

	
	dataset – a dataset that contains labels/observations and
predictions


	params – an optional param map that overrides embedded
params






	Returns

	metric






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMetricName()

	Gets the value of metricName or its default value.


New in version 1.4.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isLargerBetter()

	Indicates whether the metric returned by evaluate() should be maximized
(True, default) or minimized (False).
A given evaluator may support multiple metrics which may be maximized or minimized.


New in version 1.5.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
metricName = Param(parent='undefined', name='metricName', doc='metric name in evaluation - one of:\n                       rmse - root mean squared error (default)\n                       mse - mean squared error\n                       r2 - r^2 metric\n                       mae - mean absolute error.')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setLabelCol(value)

	Sets the value of labelCol.






	
setMetricName(value)

	Sets the value of metricName.


New in version 1.4.0.








	
setParams(self, predictionCol="prediction", labelCol="label", metricName="rmse")

	Sets params for regression evaluator.


New in version 1.4.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
write()

	Returns an MLWriter instance for this ML instance.










	
class pyspark.ml.evaluation.MulticlassClassificationEvaluator(predictionCol='prediction', labelCol='label', metricName='f1')

	
Note

Experimental



Evaluator for Multiclass Classification, which expects two input
columns: prediction and label.

>>> scoreAndLabels = [(0.0, 0.0), (0.0, 1.0), (0.0, 0.0),
...     (1.0, 0.0), (1.0, 1.0), (1.0, 1.0), (1.0, 1.0), (2.0, 2.0), (2.0, 0.0)]
>>> dataset = spark.createDataFrame(scoreAndLabels, ["prediction", "label"])
...
>>> evaluator = MulticlassClassificationEvaluator(predictionCol="prediction")
>>> evaluator.evaluate(dataset)
0.66...
>>> evaluator.evaluate(dataset, {evaluator.metricName: "accuracy"})
0.66...
>>> mce_path = temp_path + "/mce"
>>> evaluator.save(mce_path)
>>> evaluator2 = MulticlassClassificationEvaluator.load(mce_path)
>>> str(evaluator2.getPredictionCol())
'prediction'






New in version 1.5.0.




	
copy(extra=None)

	Creates a copy of this instance with the same uid and some
extra params. This implementation first calls Params.copy and
then make a copy of the companion Java pipeline component with
extra params. So both the Python wrapper and the Java pipeline
component get copied.


	Parameters

	extra – Extra parameters to copy to the new instance



	Returns

	Copy of this instance










	
evaluate(dataset, params=None)

	Evaluates the output with optional parameters.


	Parameters

	
	dataset – a dataset that contains labels/observations and
predictions


	params – an optional param map that overrides embedded
params






	Returns

	metric






New in version 1.4.0.








	
explainParam(param)

	Explains a single param and returns its name, doc, and optional
default value and user-supplied value in a string.


New in version 1.4.0.








	
explainParams()

	Returns the documentation of all params with their optionally
default values and user-supplied values.


New in version 1.4.0.








	
extractParamMap(extra=None)

	Extracts the embedded default param values and user-supplied
values, and then merges them with extra values from input into
a flat param map, where the latter value is used if there exist
conflicts, i.e., with ordering: default param values <
user-supplied values < extra.


	Parameters

	extra – extra param values



	Returns

	merged param map






New in version 1.4.0.








	
getLabelCol()

	Gets the value of labelCol or its default value.






	
getMetricName()

	Gets the value of metricName or its default value.


New in version 1.5.0.








	
getOrDefault(param)

	Gets the value of a param in the user-supplied param map or its
default value. Raises an error if neither is set.


New in version 1.4.0.








	
getParam(paramName)

	Gets a param by its name.


New in version 1.4.0.








	
getPredictionCol()

	Gets the value of predictionCol or its default value.






	
hasDefault(param)

	Checks whether a param has a default value.


New in version 1.4.0.








	
hasParam(paramName)

	Tests whether this instance contains a param with a given
(string) name.


New in version 1.4.0.








	
isDefined(param)

	Checks whether a param is explicitly set by user or has
a default value.


New in version 1.4.0.








	
isLargerBetter()

	Indicates whether the metric returned by evaluate() should be maximized
(True, default) or minimized (False).
A given evaluator may support multiple metrics which may be maximized or minimized.


New in version 1.5.0.








	
isSet(param)

	Checks whether a param is explicitly set by user.


New in version 1.4.0.








	
labelCol = Param(parent='undefined', name='labelCol', doc='label column name.')

	




	
load(path)

	Reads an ML instance from the input path, a shortcut of read().load(path).






	
metricName = Param(parent='undefined', name='metricName', doc='metric name in evaluation (f1|weightedPrecision|weightedRecall|accuracy)')

	




	
params

	Returns all params ordered by name. The default implementation
uses dir() to get all attributes of type
Param.


New in version 1.3.0.








	
predictionCol = Param(parent='undefined', name='predictionCol', doc='prediction column name.')

	




	
read()

	Returns an MLReader instance for this class.






	
save(path)

	Save this ML instance to the given path, a shortcut of write().save(path).






	
setLabelCol(value)

	Sets the value of labelCol.






	
setMetricName(value)

	Sets the value of metricName.


New in version 1.5.0.








	
setParams(self, predictionCol="prediction", labelCol="label", metricName="f1")

	Sets params for multiclass classification evaluator.


New in version 1.5.0.








	
setPredictionCol(value)

	Sets the value of predictionCol.






	
write()

	Returns an MLWriter instance for this ML instance.















          

      

      

    

  

    
      
          
            
  
pyspark.mllib package


pyspark.mllib.classification module


	
class pyspark.mllib.classification.LogisticRegressionModel(weights, intercept, numFeatures, numClasses)

	Classification model trained using Multinomial/Binary Logistic
Regression.


	Parameters

	
	weights – Weights computed for every feature.


	intercept – Intercept computed for this model. (Only used in Binary Logistic
Regression. In Multinomial Logistic Regression, the intercepts will
not bea single value, so the intercepts will be part of the
weights.)


	numFeatures – The dimension of the features.


	numClasses – The number of possible outcomes for k classes classification problem
in Multinomial Logistic Regression. By default, it is binary
logistic regression so numClasses will be set to 2.








>>> data = [
...     LabeledPoint(0.0, [0.0, 1.0]),
...     LabeledPoint(1.0, [1.0, 0.0]),
... ]
>>> lrm = LogisticRegressionWithSGD.train(sc.parallelize(data), iterations=10)
>>> lrm.predict([1.0, 0.0])
1
>>> lrm.predict([0.0, 1.0])
0
>>> lrm.predict(sc.parallelize([[1.0, 0.0], [0.0, 1.0]])).collect()
[1, 0]
>>> lrm.clearThreshold()
>>> lrm.predict([0.0, 1.0])
0.279...





>>> sparse_data = [
...     LabeledPoint(0.0, SparseVector(2, {0: 0.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 1.0})),
...     LabeledPoint(0.0, SparseVector(2, {0: 1.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 2.0}))
... ]
>>> lrm = LogisticRegressionWithSGD.train(sc.parallelize(sparse_data), iterations=10)
>>> lrm.predict(array([0.0, 1.0]))
1
>>> lrm.predict(array([1.0, 0.0]))
0
>>> lrm.predict(SparseVector(2, {1: 1.0}))
1
>>> lrm.predict(SparseVector(2, {0: 1.0}))
0
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> lrm.save(sc, path)
>>> sameModel = LogisticRegressionModel.load(sc, path)
>>> sameModel.predict(array([0.0, 1.0]))
1
>>> sameModel.predict(SparseVector(2, {0: 1.0}))
0
>>> from shutil import rmtree
>>> try:
...    rmtree(path)
... except:
...    pass
>>> multi_class_data = [
...     LabeledPoint(0.0, [0.0, 1.0, 0.0]),
...     LabeledPoint(1.0, [1.0, 0.0, 0.0]),
...     LabeledPoint(2.0, [0.0, 0.0, 1.0])
... ]
>>> data = sc.parallelize(multi_class_data)
>>> mcm = LogisticRegressionWithLBFGS.train(data, iterations=10, numClasses=3)
>>> mcm.predict([0.0, 0.5, 0.0])
0
>>> mcm.predict([0.8, 0.0, 0.0])
1
>>> mcm.predict([0.0, 0.0, 0.3])
2






New in version 0.9.0.




	
clearThreshold()

	Clears the threshold so that predict will output raw
prediction scores. It is used for binary classification only.


New in version 1.4.0.








	
intercept

	Intercept computed for this model.


New in version 1.0.0.








	
classmethod load(sc, path)

	Load a model from the given path.


New in version 1.4.0.








	
numClasses

	Number of possible outcomes for k classes classification problem
in Multinomial Logistic Regression.


New in version 1.4.0.








	
numFeatures

	Dimension of the features.


New in version 1.4.0.








	
predict(x)

	Predict values for a single data point or an RDD of points
using the model trained.


New in version 0.9.0.








	
save(sc, path)

	Save this model to the given path.


New in version 1.4.0.








	
setThreshold(value)

	Sets the threshold that separates positive predictions from
negative predictions. An example with prediction score greater
than or equal to this threshold is identified as a positive,
and negative otherwise. It is used for binary classification
only.


New in version 1.4.0.








	
threshold

	Returns the threshold (if any) used for converting raw
prediction scores into 0/1 predictions. It is used for
binary classification only.


New in version 1.4.0.








	
weights

	Weights computed for every feature.


New in version 1.0.0.












	
class pyspark.mllib.classification.LogisticRegressionWithSGD

	
New in version 0.9.0.




Note

Deprecated in 2.0.0. Use ml.classification.LogisticRegression or
LogisticRegressionWithLBFGS.




	
classmethod train(data, iterations=100, step=1.0, miniBatchFraction=1.0, initialWeights=None, regParam=0.01, regType='l2', intercept=False, validateData=True, convergenceTol=0.001)

	Train a logistic regression model on the given data.


	Parameters

	
	data – The training data, an RDD of LabeledPoint.


	iterations – The number of iterations.
(default: 100)


	step – The step parameter used in SGD.
(default: 1.0)


	miniBatchFraction – Fraction of data to be used for each SGD iteration.
(default: 1.0)


	initialWeights – The initial weights.
(default: None)


	regParam – The regularizer parameter.
(default: 0.01)


	regType – The type of regularizer used for training our model.
Supported values:



	”l1” for using L1 regularization


	”l2” for using L2 regularization (default)


	None for no regularization










	intercept – Boolean parameter which indicates the use or not of the
augmented representation for training data (i.e., whether bias
features are activated or not).
(default: False)


	validateData – Boolean parameter which indicates if the algorithm should
validate data before training.
(default: True)


	convergenceTol – A condition which decides iteration termination.
(default: 0.001)









New in version 0.9.0.












	
class pyspark.mllib.classification.LogisticRegressionWithLBFGS

	
New in version 1.2.0.




	
classmethod train(data, iterations=100, initialWeights=None, regParam=0.0, regType='l2', intercept=False, corrections=10, tolerance=1e-06, validateData=True, numClasses=2)

	Train a logistic regression model on the given data.


	Parameters

	
	data – The training data, an RDD of LabeledPoint.


	iterations – The number of iterations.
(default: 100)


	initialWeights – The initial weights.
(default: None)


	regParam – The regularizer parameter.
(default: 0.0)


	regType – The type of regularizer used for training our model.
Supported values:



	”l1” for using L1 regularization


	”l2” for using L2 regularization (default)


	None for no regularization










	intercept – Boolean parameter which indicates the use or not of the
augmented representation for training data (i.e., whether bias
features are activated or not).
(default: False)


	corrections – The number of corrections used in the LBFGS update.
If a known updater is used for binary classification,
it calls the ml implementation and this parameter will
have no effect. (default: 10)


	tolerance – The convergence tolerance of iterations for L-BFGS.
(default: 1e-6)


	validateData – Boolean parameter which indicates if the algorithm should
validate data before training.
(default: True)


	numClasses – The number of classes (i.e., outcomes) a label can take in
Multinomial Logistic Regression.
(default: 2)








>>> data = [
...     LabeledPoint(0.0, [0.0, 1.0]),
...     LabeledPoint(1.0, [1.0, 0.0]),
... ]
>>> lrm = LogisticRegressionWithLBFGS.train(sc.parallelize(data), iterations=10)
>>> lrm.predict([1.0, 0.0])
1
>>> lrm.predict([0.0, 1.0])
0






New in version 1.2.0.












	
class pyspark.mllib.classification.SVMModel(weights, intercept)

	Model for Support Vector Machines (SVMs).


	Parameters

	
	weights – Weights computed for every feature.


	intercept – Intercept computed for this model.








>>> data = [
...     LabeledPoint(0.0, [0.0]),
...     LabeledPoint(1.0, [1.0]),
...     LabeledPoint(1.0, [2.0]),
...     LabeledPoint(1.0, [3.0])
... ]
>>> svm = SVMWithSGD.train(sc.parallelize(data), iterations=10)
>>> svm.predict([1.0])
1
>>> svm.predict(sc.parallelize([[1.0]])).collect()
[1]
>>> svm.clearThreshold()
>>> svm.predict(array([1.0]))
1.44...





>>> sparse_data = [
...     LabeledPoint(0.0, SparseVector(2, {0: -1.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 1.0})),
...     LabeledPoint(0.0, SparseVector(2, {0: 0.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 2.0}))
... ]
>>> svm = SVMWithSGD.train(sc.parallelize(sparse_data), iterations=10)
>>> svm.predict(SparseVector(2, {1: 1.0}))
1
>>> svm.predict(SparseVector(2, {0: -1.0}))
0
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> svm.save(sc, path)
>>> sameModel = SVMModel.load(sc, path)
>>> sameModel.predict(SparseVector(2, {1: 1.0}))
1
>>> sameModel.predict(SparseVector(2, {0: -1.0}))
0
>>> from shutil import rmtree
>>> try:
...    rmtree(path)
... except:
...    pass






New in version 0.9.0.




	
clearThreshold()

	Clears the threshold so that predict will output raw
prediction scores. It is used for binary classification only.


New in version 1.4.0.








	
intercept

	Intercept computed for this model.


New in version 1.0.0.








	
classmethod load(sc, path)

	Load a model from the given path.


New in version 1.4.0.








	
predict(x)

	Predict values for a single data point or an RDD of points
using the model trained.


New in version 0.9.0.








	
save(sc, path)

	Save this model to the given path.


New in version 1.4.0.








	
setThreshold(value)

	Sets the threshold that separates positive predictions from
negative predictions. An example with prediction score greater
than or equal to this threshold is identified as a positive,
and negative otherwise. It is used for binary classification
only.


New in version 1.4.0.








	
threshold

	Returns the threshold (if any) used for converting raw
prediction scores into 0/1 predictions. It is used for
binary classification only.


New in version 1.4.0.








	
weights

	Weights computed for every feature.


New in version 1.0.0.












	
class pyspark.mllib.classification.SVMWithSGD

	
New in version 0.9.0.




	
classmethod train(data, iterations=100, step=1.0, regParam=0.01, miniBatchFraction=1.0, initialWeights=None, regType='l2', intercept=False, validateData=True, convergenceTol=0.001)

	Train a support vector machine on the given data.


	Parameters

	
	data – The training data, an RDD of LabeledPoint.


	iterations – The number of iterations.
(default: 100)


	step – The step parameter used in SGD.
(default: 1.0)


	regParam – The regularizer parameter.
(default: 0.01)


	miniBatchFraction – Fraction of data to be used for each SGD iteration.
(default: 1.0)


	initialWeights – The initial weights.
(default: None)


	regType – The type of regularizer used for training our model.
Allowed values:



	”l1” for using L1 regularization


	”l2” for using L2 regularization (default)


	None for no regularization










	intercept – Boolean parameter which indicates the use or not of the
augmented representation for training data (i.e. whether bias
features are activated or not).
(default: False)


	validateData – Boolean parameter which indicates if the algorithm should
validate data before training.
(default: True)


	convergenceTol – A condition which decides iteration termination.
(default: 0.001)









New in version 0.9.0.












	
class pyspark.mllib.classification.NaiveBayesModel(labels, pi, theta)

	Model for Naive Bayes classifiers.


	Parameters

	
	labels – List of labels.


	pi – Log of class priors, whose dimension is C, number of labels.


	theta – Log of class conditional probabilities, whose dimension is C-by-D,
where D is number of features.








>>> data = [
...     LabeledPoint(0.0, [0.0, 0.0]),
...     LabeledPoint(0.0, [0.0, 1.0]),
...     LabeledPoint(1.0, [1.0, 0.0]),
... ]
>>> model = NaiveBayes.train(sc.parallelize(data))
>>> model.predict(array([0.0, 1.0]))
0.0
>>> model.predict(array([1.0, 0.0]))
1.0
>>> model.predict(sc.parallelize([[1.0, 0.0]])).collect()
[1.0]
>>> sparse_data = [
...     LabeledPoint(0.0, SparseVector(2, {1: 0.0})),
...     LabeledPoint(0.0, SparseVector(2, {1: 1.0})),
...     LabeledPoint(1.0, SparseVector(2, {0: 1.0}))
... ]
>>> model = NaiveBayes.train(sc.parallelize(sparse_data))
>>> model.predict(SparseVector(2, {1: 1.0}))
0.0
>>> model.predict(SparseVector(2, {0: 1.0}))
1.0
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> model.save(sc, path)
>>> sameModel = NaiveBayesModel.load(sc, path)
>>> sameModel.predict(SparseVector(2, {0: 1.0})) == model.predict(SparseVector(2, {0: 1.0}))
True
>>> from shutil import rmtree
>>> try:
...     rmtree(path)
... except OSError:
...     pass






New in version 0.9.0.




	
classmethod load(sc, path)

	Load a model from the given path.


New in version 1.4.0.








	
predict(x)

	Return the most likely class for a data vector
or an RDD of vectors


New in version 0.9.0.








	
save(sc, path)

	Save this model to the given path.










	
class pyspark.mllib.classification.NaiveBayes

	
New in version 0.9.0.




	
classmethod train(data, lambda_=1.0)

	Train a Naive Bayes model given an RDD of (label, features)
vectors.

This is the Multinomial NB (U{http://tinyurl.com/lsdw6p}) which
can handle all kinds of discrete data.  For example, by
converting documents into TF-IDF vectors, it can be used for
document classification. By making every vector a 0-1 vector,
it can also be used as Bernoulli NB (U{http://tinyurl.com/p7c96j6}).
The input feature values must be nonnegative.


	Parameters

	
	data – RDD of LabeledPoint.


	lambda – The smoothing parameter.
(default: 1.0)









New in version 0.9.0.












	
class pyspark.mllib.classification.StreamingLogisticRegressionWithSGD(stepSize=0.1, numIterations=50, miniBatchFraction=1.0, regParam=0.0, convergenceTol=0.001)

	Train or predict a logistic regression model on streaming data.
Training uses Stochastic Gradient Descent to update the model based on
each new batch of incoming data from a DStream.

Each batch of data is assumed to be an RDD of LabeledPoints.
The number of data points per batch can vary, but the number
of features must be constant. An initial weight
vector must be provided.


	Parameters

	
	stepSize – Step size for each iteration of gradient descent.
(default: 0.1)


	numIterations – Number of iterations run for each batch of data.
(default: 50)


	miniBatchFraction – Fraction of each batch of data to use for updates.
(default: 1.0)


	regParam – L2 Regularization parameter.
(default: 0.0)


	convergenceTol – Value used to determine when to terminate iterations.
(default: 0.001)









New in version 1.5.0.




	
latestModel()

	Returns the latest model.


New in version 1.5.0.








	
predictOn(dstream)

	Use the model to make predictions on batches of data from a
DStream.


	Returns

	DStream containing predictions.






New in version 1.5.0.








	
predictOnValues(dstream)

	Use the model to make predictions on the values of a DStream and
carry over its keys.


	Returns

	DStream containing the input keys and the predictions as values.






New in version 1.5.0.








	
setInitialWeights(initialWeights)

	Set the initial value of weights.

This must be set before running trainOn and predictOn.


New in version 1.5.0.








	
trainOn(dstream)

	Train the model on the incoming dstream.


New in version 1.5.0.














pyspark.mllib.clustering module


	
class pyspark.mllib.clustering.BisectingKMeansModel(java_model)

	A clustering model derived from the bisecting k-means method.

>>> data = array([0.0,0.0, 1.0,1.0, 9.0,8.0, 8.0,9.0]).reshape(4, 2)
>>> bskm = BisectingKMeans()
>>> model = bskm.train(sc.parallelize(data, 2), k=4)
>>> p = array([0.0, 0.0])
>>> model.predict(p)
0
>>> model.k
4
>>> model.computeCost(p)
0.0






New in version 2.0.0.




	
clusterCenters

	Get the cluster centers, represented as a list of NumPy
arrays.


New in version 2.0.0.








	
computeCost(x)

	Return the Bisecting K-means cost (sum of squared distances of
points to their nearest center) for this model on the given
data. If provided with an RDD of points returns the sum.


	Parameters

	point – A data point (or RDD of points) to compute the cost(s).






New in version 2.0.0.








	
k

	Get the number of clusters


New in version 2.0.0.








	
predict(x)

	Find the cluster that each of the points belongs to in this
model.


	Parameters

	x – A data point (or RDD of points) to determine cluster index.



	Returns

	Predicted cluster index or an RDD of predicted cluster indices
if the input is an RDD.






New in version 2.0.0.












	
class pyspark.mllib.clustering.BisectingKMeans

	A bisecting k-means algorithm based on the paper “A comparison of
document clustering techniques” by Steinbach, Karypis, and Kumar,
with modification to fit Spark.
The algorithm starts from a single cluster that contains all points.
Iteratively it finds divisible clusters on the bottom level and
bisects each of them using k-means, until there are k leaf
clusters in total or no leaf clusters are divisible.
The bisecting steps of clusters on the same level are grouped
together to increase parallelism. If bisecting all divisible
clusters on the bottom level would result more than k leaf
clusters, larger clusters get higher priority.

Based on
U{http://glaros.dtc.umn.edu/gkhome/fetch/papers/docclusterKDDTMW00.pdf}
Steinbach, Karypis, and Kumar, A comparison of document clustering
techniques, KDD Workshop on Text Mining, 2000.


New in version 2.0.0.




	
classmethod train(rdd, k=4, maxIterations=20, minDivisibleClusterSize=1.0, seed=-1888008604)

	Runs the bisecting k-means algorithm return the model.


	Parameters

	
	rdd – Training points as an RDD of Vector or convertible
sequence types.


	k – The desired number of leaf clusters. The actual number could
be smaller if there are no divisible leaf clusters.
(default: 4)


	maxIterations – Maximum number of iterations allowed to split clusters.
(default: 20)


	minDivisibleClusterSize – Minimum number of points (if >= 1.0) or the minimum proportion
of points (if < 1.0) of a divisible cluster.
(default: 1)


	seed – Random seed value for cluster initialization.
(default: -1888008604 from classOf[BisectingKMeans].getName.##)









New in version 2.0.0.












	
class pyspark.mllib.clustering.KMeansModel(centers)

	A clustering model derived from the k-means method.

>>> data = array([0.0,0.0, 1.0,1.0, 9.0,8.0, 8.0,9.0]).reshape(4, 2)
>>> model = KMeans.train(
...     sc.parallelize(data), 2, maxIterations=10, initializationMode="random",
...                    seed=50, initializationSteps=5, epsilon=1e-4)
>>> model.predict(array([0.0, 0.0])) == model.predict(array([1.0, 1.0]))
True
>>> model.predict(array([8.0, 9.0])) == model.predict(array([9.0, 8.0]))
True
>>> model.k
2
>>> model.computeCost(sc.parallelize(data))
2.0000000000000004
>>> model = KMeans.train(sc.parallelize(data), 2)
>>> sparse_data = [
...     SparseVector(3, {1: 1.0}),
...     SparseVector(3, {1: 1.1}),
...     SparseVector(3, {2: 1.0}),
...     SparseVector(3, {2: 1.1})
... ]
>>> model = KMeans.train(sc.parallelize(sparse_data), 2, initializationMode="k-means||",
...                                     seed=50, initializationSteps=5, epsilon=1e-4)
>>> model.predict(array([0., 1., 0.])) == model.predict(array([0, 1.1, 0.]))
True
>>> model.predict(array([0., 0., 1.])) == model.predict(array([0, 0, 1.1]))
True
>>> model.predict(sparse_data[0]) == model.predict(sparse_data[1])
True
>>> model.predict(sparse_data[2]) == model.predict(sparse_data[3])
True
>>> isinstance(model.clusterCenters, list)
True
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> model.save(sc, path)
>>> sameModel = KMeansModel.load(sc, path)
>>> sameModel.predict(sparse_data[0]) == model.predict(sparse_data[0])
True
>>> from shutil import rmtree
>>> try:
...     rmtree(path)
... except OSError:
...     pass





>>> data = array([-383.1,-382.9, 28.7,31.2, 366.2,367.3]).reshape(3, 2)
>>> model = KMeans.train(sc.parallelize(data), 3, maxIterations=0,
...     initialModel = KMeansModel([(-1000.0,-1000.0),(5.0,5.0),(1000.0,1000.0)]))
>>> model.clusterCenters
[array([-1000., -1000.]), array([ 5.,  5.]), array([ 1000.,  1000.])]






New in version 0.9.0.




	
clusterCenters

	Get the cluster centers, represented as a list of NumPy arrays.


New in version 1.0.0.








	
computeCost(rdd)

	Return the K-means cost (sum of squared distances of points to
their nearest center) for this model on the given
data.


	Parameters

	rdd – The RDD of points to compute the cost on.






New in version 1.4.0.








	
k

	Total number of clusters.


New in version 1.4.0.








	
classmethod load(sc, path)

	Load a model from the given path.


New in version 1.4.0.








	
predict(x)

	Find the cluster that each of the points belongs to in this
model.


	Parameters

	x – A data point (or RDD of points) to determine cluster index.



	Returns

	Predicted cluster index or an RDD of predicted cluster indices
if the input is an RDD.






New in version 0.9.0.








	
save(sc, path)

	Save this model to the given path.


New in version 1.4.0.












	
class pyspark.mllib.clustering.KMeans

	
New in version 0.9.0.




	
classmethod train(rdd, k, maxIterations=100, runs=1, initializationMode='k-means||', seed=None, initializationSteps=2, epsilon=0.0001, initialModel=None)

	Train a k-means clustering model.


	Parameters

	
	rdd – Training points as an RDD of Vector or convertible
sequence types.


	k – Number of clusters to create.


	maxIterations – Maximum number of iterations allowed.
(default: 100)


	runs – This param has no effect since Spark 2.0.0.


	initializationMode – The initialization algorithm. This can be either “random” or
“k-means||”.
(default: “k-means||”)


	seed – Random seed value for cluster initialization. Set as None to
generate seed based on system time.
(default: None)


	initializationSteps – Number of steps for the k-means|| initialization mode.
This is an advanced setting – the default of 2 is almost
always enough.
(default: 2)


	epsilon – Distance threshold within which a center will be considered to
have converged. If all centers move less than this Euclidean
distance, iterations are stopped.
(default: 1e-4)


	initialModel – Initial cluster centers can be provided as a KMeansModel object
rather than using the random or k-means|| initializationModel.
(default: None)









New in version 0.9.0.












	
class pyspark.mllib.clustering.GaussianMixtureModel(java_model)

	A clustering model derived from the Gaussian Mixture Model method.

>>> from pyspark.mllib.linalg import Vectors, DenseMatrix
>>> from numpy.testing import assert_equal
>>> from shutil import rmtree
>>> import os, tempfile





>>> clusterdata_1 =  sc.parallelize(array([-0.1,-0.05,-0.01,-0.1,
...                                         0.9,0.8,0.75,0.935,
...                                        -0.83,-0.68,-0.91,-0.76 ]).reshape(6, 2), 2)
>>> model = GaussianMixture.train(clusterdata_1, 3, convergenceTol=0.0001,
...                                 maxIterations=50, seed=10)
>>> labels = model.predict(clusterdata_1).collect()
>>> labels[0]==labels[1]
False
>>> labels[1]==labels[2]
False
>>> labels[4]==labels[5]
True
>>> model.predict([-0.1,-0.05])
0
>>> softPredicted = model.predictSoft([-0.1,-0.05])
>>> abs(softPredicted[0] - 1.0) < 0.001
True
>>> abs(softPredicted[1] - 0.0) < 0.001
True
>>> abs(softPredicted[2] - 0.0) < 0.001
True





>>> path = tempfile.mkdtemp()
>>> model.save(sc, path)
>>> sameModel = GaussianMixtureModel.load(sc, path)
>>> assert_equal(model.weights, sameModel.weights)
>>> mus, sigmas = list(
...     zip(*[(g.mu, g.sigma) for g in model.gaussians]))
>>> sameMus, sameSigmas = list(
...     zip(*[(g.mu, g.sigma) for g in sameModel.gaussians]))
>>> mus == sameMus
True
>>> sigmas == sameSigmas
True
>>> from shutil import rmtree
>>> try:
...     rmtree(path)
... except OSError:
...     pass





>>> data =  array([-5.1971, -2.5359, -3.8220,
...                -5.2211, -5.0602,  4.7118,
...                 6.8989, 3.4592,  4.6322,
...                 5.7048,  4.6567, 5.5026,
...                 4.5605,  5.2043,  6.2734])
>>> clusterdata_2 = sc.parallelize(data.reshape(5,3))
>>> model = GaussianMixture.train(clusterdata_2, 2, convergenceTol=0.0001,
...                               maxIterations=150, seed=4)
>>> labels = model.predict(clusterdata_2).collect()
>>> labels[0]==labels[1]
True
>>> labels[2]==labels[3]==labels[4]
True






New in version 1.3.0.




	
gaussians

	Array of MultivariateGaussian where gaussians[i] represents
the Multivariate Gaussian (Normal) Distribution for Gaussian i.


New in version 1.4.0.








	
k

	Number of gaussians in mixture.


New in version 1.4.0.








	
classmethod load(sc, path)

	Load the GaussianMixtureModel from disk.


	Parameters

	
	sc – SparkContext.


	path – Path to where the model is stored.









New in version 1.5.0.








	
predict(x)

	Find the cluster to which the point ‘x’ or each point in RDD ‘x’
has maximum membership in this model.


	Parameters

	x – A feature vector or an RDD of vectors representing data points.



	Returns

	Predicted cluster label or an RDD of predicted cluster labels
if the input is an RDD.






New in version 1.3.0.








	
predictSoft(x)

	Find the membership of point ‘x’ or each point in RDD ‘x’ to all mixture components.


	Parameters

	x – A feature vector or an RDD of vectors representing data points.



	Returns

	The membership value to all mixture components for vector ‘x’
or each vector in RDD ‘x’.






New in version 1.3.0.








	
weights

	Weights for each Gaussian distribution in the mixture, where weights[i] is
the weight for Gaussian i, and weights.sum == 1.


New in version 1.4.0.












	
class pyspark.mllib.clustering.GaussianMixture

	Learning algorithm for Gaussian Mixtures using the expectation-maximization algorithm.


New in version 1.3.0.




	
classmethod train(rdd, k, convergenceTol=0.001, maxIterations=100, seed=None, initialModel=None)

	Train a Gaussian Mixture clustering model.


	Parameters

	
	rdd – Training points as an RDD of Vector or convertible
sequence types.


	k – Number of independent Gaussians in the mixture model.


	convergenceTol – Maximum change in log-likelihood at which convergence is
considered to have occurred.
(default: 1e-3)


	maxIterations – Maximum number of iterations allowed.
(default: 100)


	seed – Random seed for initial Gaussian distribution. Set as None to
generate seed based on system time.
(default: None)


	initialModel – Initial GMM starting point, bypassing the random
initialization.
(default: None)









New in version 1.3.0.












	
class pyspark.mllib.clustering.PowerIterationClusteringModel(java_model)

	Model produced by [[PowerIterationClustering]].

>>> import math
>>> def genCircle(r, n):
...     points = []
...     for i in range(0, n):
...         theta = 2.0 * math.pi * i / n
...         points.append((r * math.cos(theta), r * math.sin(theta)))
...     return points
>>> def sim(x, y):
...     dist2 = (x[0] - y[0]) * (x[0] - y[0]) + (x[1] - y[1]) * (x[1] - y[1])
...     return math.exp(-dist2 / 2.0)
>>> r1 = 1.0
>>> n1 = 10
>>> r2 = 4.0
>>> n2 = 40
>>> n = n1 + n2
>>> points = genCircle(r1, n1) + genCircle(r2, n2)
>>> similarities = [(i, j, sim(points[i], points[j])) for i in range(1, n) for j in range(0, i)]
>>> rdd = sc.parallelize(similarities, 2)
>>> model = PowerIterationClustering.train(rdd, 2, 40)
>>> model.k
2
>>> result = sorted(model.assignments().collect(), key=lambda x: x.id)
>>> result[0].cluster == result[1].cluster == result[2].cluster == result[3].cluster
True
>>> result[4].cluster == result[5].cluster == result[6].cluster == result[7].cluster
True
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> model.save(sc, path)
>>> sameModel = PowerIterationClusteringModel.load(sc, path)
>>> sameModel.k
2
>>> result = sorted(model.assignments().collect(), key=lambda x: x.id)
>>> result[0].cluster == result[1].cluster == result[2].cluster == result[3].cluster
True
>>> result[4].cluster == result[5].cluster == result[6].cluster == result[7].cluster
True
>>> from shutil import rmtree
>>> try:
...     rmtree(path)
... except OSError:
...     pass






New in version 1.5.0.




	
assignments()

	Returns the cluster assignments of this model.


New in version 1.5.0.








	
k

	Returns the number of clusters.


New in version 1.5.0.








	
classmethod load(sc, path)

	Load a model from the given path.


New in version 1.5.0.












	
class pyspark.mllib.clustering.PowerIterationClustering

	Power Iteration Clustering (PIC), a scalable graph clustering algorithm
developed by [[http://www.icml2010.org/papers/387.pdf Lin and Cohen]].
From the abstract: PIC finds a very low-dimensional embedding of a
dataset using truncated power iteration on a normalized pair-wise
similarity matrix of the data.


New in version 1.5.0.




	
class Assignment

	Represents an (id, cluster) tuple.


New in version 1.5.0.








	
classmethod train(rdd, k, maxIterations=100, initMode='random')

	
	Parameters

	
	rdd – An RDD of (i, j, sij) tuples representing the
affinity matrix, which is the matrix A in the PIC paper.  The
similarity sijmust be nonnegative.  This is a symmetric
matrix and hence sij= sji For any (i, j) with
nonzero similarity, there should be either (i, j, sij) or
(j, i, sji) in the input.  Tuples with i = j are ignored,
because it is assumed sij= 0.0.


	k – Number of clusters.


	maxIterations – Maximum number of iterations of the PIC algorithm.
(default: 100)


	initMode – Initialization mode. This can be either “random” to use
a random vector as vertex properties, or “degree” to use
normalized sum similarities.
(default: “random”)









New in version 1.5.0.












	
class pyspark.mllib.clustering.StreamingKMeans(k=2, decayFactor=1.0, timeUnit='batches')

	Provides methods to set k, decayFactor, timeUnit to configure the
KMeans algorithm for fitting and predicting on incoming dstreams.
More details on how the centroids are updated are provided under the
docs of StreamingKMeansModel.


	Parameters

	
	k – Number of clusters.
(default: 2)


	decayFactor – Forgetfulness of the previous centroids.
(default: 1.0)


	timeUnit – Can be “batches” or “points”. If points, then the decay factor is
raised to the power of number of new points and if batches, then
decay factor will be used as is.
(default: “batches”)









New in version 1.5.0.




	
latestModel()

	Return the latest model


New in version 1.5.0.








	
predictOn(dstream)

	Make predictions on a dstream.
Returns a transformed dstream object


New in version 1.5.0.








	
predictOnValues(dstream)

	Make predictions on a keyed dstream.
Returns a transformed dstream object.


New in version 1.5.0.








	
setDecayFactor(decayFactor)

	Set decay factor.


New in version 1.5.0.








	
setHalfLife(halfLife, timeUnit)

	Set number of batches after which the centroids of that
particular batch has half the weightage.


New in version 1.5.0.








	
setInitialCenters(centers, weights)

	Set initial centers. Should be set before calling trainOn.


New in version 1.5.0.








	
setK(k)

	Set number of clusters.


New in version 1.5.0.








	
setRandomCenters(dim, weight, seed)

	Set the initial centres to be random samples from
a gaussian population with constant weights.


New in version 1.5.0.








	
trainOn(dstream)

	Train the model on the incoming dstream.


New in version 1.5.0.












	
class pyspark.mllib.clustering.StreamingKMeansModel(clusterCenters, clusterWeights)

	Clustering model which can perform an online update of the centroids.

The update formula for each centroid is given by


	c_t+1 = ((c_t * n_t * a) + (x_t * m_t)) / (n_t + m_t)


	n_t+1 = n_t * a + m_t




where


	c_t: Centroid at the n_th iteration.


	
	n_t: Number of samples (or) weights associated with the centroid

	at the n_th iteration.







	x_t: Centroid of the new data closest to c_t.


	m_t: Number of samples (or) weights of the new data closest to c_t


	c_t+1: New centroid.


	n_t+1: New number of weights.


	a: Decay Factor, which gives the forgetfulness.





Note

If a is set to 1, it is the weighted mean of the previous
and new data. If it set to zero, the old centroids are completely
forgotten.




	Parameters

	
	clusterCenters – Initial cluster centers.


	clusterWeights – List of weights assigned to each cluster.








>>> initCenters = [[0.0, 0.0], [1.0, 1.0]]
>>> initWeights = [1.0, 1.0]
>>> stkm = StreamingKMeansModel(initCenters, initWeights)
>>> data = sc.parallelize([[-0.1, -0.1], [0.1, 0.1],
...                        [0.9, 0.9], [1.1, 1.1]])
>>> stkm = stkm.update(data, 1.0, u"batches")
>>> stkm.centers
array([[ 0.,  0.],
       [ 1.,  1.]])
>>> stkm.predict([-0.1, -0.1])
0
>>> stkm.predict([0.9, 0.9])
1
>>> stkm.clusterWeights
[3.0, 3.0]
>>> decayFactor = 0.0
>>> data = sc.parallelize([DenseVector([1.5, 1.5]), DenseVector([0.2, 0.2])])
>>> stkm = stkm.update(data, 0.0, u"batches")
>>> stkm.centers
array([[ 0.2,  0.2],
       [ 1.5,  1.5]])
>>> stkm.clusterWeights
[1.0, 1.0]
>>> stkm.predict([0.2, 0.2])
0
>>> stkm.predict([1.5, 1.5])
1






New in version 1.5.0.




	
clusterWeights

	Return the cluster weights.


New in version 1.5.0.








	
update(data, decayFactor, timeUnit)

	Update the centroids, according to data


	Parameters

	
	data – RDD with new data for the model update.


	decayFactor – Forgetfulness of the previous centroids.


	timeUnit – Can be “batches” or “points”. If points, then the decay factor
is raised to the power of number of new points and if batches,
then decay factor will be used as is.









New in version 1.5.0.












	
class pyspark.mllib.clustering.LDA

	
New in version 1.5.0.




	
classmethod train(rdd, k=10, maxIterations=20, docConcentration=-1.0, topicConcentration=-1.0, seed=None, checkpointInterval=10, optimizer='em')

	Train a LDA model.


	Parameters

	
	rdd – RDD of documents, which are tuples of document IDs and term
(word) count vectors. The term count vectors are “bags of
words” with a fixed-size vocabulary (where the vocabulary size
is the length of the vector). Document IDs must be unique
and >= 0.


	k – Number of topics to infer, i.e., the number of soft cluster
centers.
(default: 10)


	maxIterations – Maximum number of iterations allowed.
(default: 20)


	docConcentration – Concentration parameter (commonly named “alpha”) for the prior
placed on documents’ distributions over topics (“theta”).
(default: -1.0)


	topicConcentration – Concentration parameter (commonly named “beta” or “eta”) for
the prior placed on topics’ distributions over terms.
(default: -1.0)


	seed – Random seed for cluster initialization. Set as None to generate
seed based on system time.
(default: None)


	checkpointInterval – Period (in iterations) between checkpoints.
(default: 10)


	optimizer – LDAOptimizer used to perform the actual calculation. Currently
“em”, “online” are supported.
(default: “em”)









New in version 1.5.0.












	
class pyspark.mllib.clustering.LDAModel(java_model)

	A clustering model derived from the LDA method.

Latent Dirichlet Allocation (LDA), a topic model designed for text documents.
Terminology
- “word” = “term”: an element of the vocabulary
- “token”: instance of a term appearing in a document
- “topic”: multinomial distribution over words representing some concept
References:
- Original LDA paper (journal version):
Blei, Ng, and Jordan.  “Latent Dirichlet Allocation.”  JMLR, 2003.

>>> from pyspark.mllib.linalg import Vectors
>>> from numpy.testing import assert_almost_equal, assert_equal
>>> data = [
...     [1, Vectors.dense([0.0, 1.0])],
...     [2, SparseVector(2, {0: 1.0})],
... ]
>>> rdd =  sc.parallelize(data)
>>> model = LDA.train(rdd, k=2, seed=1)
>>> model.vocabSize()
2
>>> model.describeTopics()
[([1, 0], [0.5..., 0.49...]), ([0, 1], [0.5..., 0.49...])]
>>> model.describeTopics(1)
[([1], [0.5...]), ([0], [0.5...])]





>>> topics = model.topicsMatrix()
>>> topics_expect = array([[0.5,  0.5], [0.5, 0.5]])
>>> assert_almost_equal(topics, topics_expect, 1)





>>> import os, tempfile
>>> from shutil import rmtree
>>> path = tempfile.mkdtemp()
>>> model.save(sc, path)
>>> sameModel = LDAModel.load(sc, path)
>>> assert_equal(sameModel.topicsMatrix(), model.topicsMatrix())
>>> sameModel.vocabSize() == model.vocabSize()
True
>>> try:
...     rmtree(path)
... except OSError:
...     pass






New in version 1.5.0.




	
describeTopics(maxTermsPerTopic=None)

	Return the topics described by weighted terms.

WARNING: If vocabSize and k are large, this can return a large object!


	Parameters

	maxTermsPerTopic – Maximum number of terms to collect for each topic.
(default: vocabulary size)



	Returns

	Array over topics. Each topic is represented as a pair of
matching arrays: (term indices, term weights in topic).
Each topic’s terms are sorted in order of decreasing weight.






New in version 1.6.0.








	
classmethod load(sc, path)

	Load the LDAModel from disk.


	Parameters

	
	sc – SparkContext.


	path – Path to where the model is stored.









New in version 1.5.0.








	
topicsMatrix()

	Inferred topics, where each topic is represented by a distribution over terms.


New in version 1.5.0.








	
vocabSize()

	Vocabulary size (number of terms or terms in the vocabulary)


New in version 1.5.0.














pyspark.mllib.evaluation module


	
class pyspark.mllib.evaluation.BinaryClassificationMetrics(scoreAndLabels)

	Evaluator for binary classification.


	Parameters

	scoreAndLabels – an RDD of (score, label) pairs





>>> scoreAndLabels = sc.parallelize([
...     (0.1, 0.0), (0.1, 1.0), (0.4, 0.0), (0.6, 0.0), (0.6, 1.0), (0.6, 1.0), (0.8, 1.0)], 2)
>>> metrics = BinaryClassificationMetrics(scoreAndLabels)
>>> metrics.areaUnderROC
0.70...
>>> metrics.areaUnderPR
0.83...
>>> metrics.unpersist()






New in version 1.4.0.




	
areaUnderPR

	Computes the area under the precision-recall curve.


New in version 1.4.0.








	
areaUnderROC

	Computes the area under the receiver operating characteristic
(ROC) curve.


New in version 1.4.0.








	
unpersist()

	Unpersists intermediate RDDs used in the computation.


New in version 1.4.0.












	
class pyspark.mllib.evaluation.RegressionMetrics(predictionAndObservations)

	Evaluator for regression.


	Parameters

	predictionAndObservations – an RDD of (prediction,
observation) pairs.





>>> predictionAndObservations = sc.parallelize([
...     (2.5, 3.0), (0.0, -0.5), (2.0, 2.0), (8.0, 7.0)])
>>> metrics = RegressionMetrics(predictionAndObservations)
>>> metrics.explainedVariance
8.859...
>>> metrics.meanAbsoluteError
0.5...
>>> metrics.meanSquaredError
0.37...
>>> metrics.rootMeanSquaredError
0.61...
>>> metrics.r2
0.94...






New in version 1.4.0.




	
explainedVariance

	Returns the explained variance regression score.
explainedVariance = 1 - variance(y - hat{y}) / variance(y)


New in version 1.4.0.








	
meanAbsoluteError

	Returns the mean absolute error, which is a risk function corresponding to the
expected value of the absolute error loss or l1-norm loss.


New in version 1.4.0.








	
meanSquaredError

	Returns the mean squared error, which is a risk function corresponding to the
expected value of the squared error loss or quadratic loss.


New in version 1.4.0.








	
r2

	Returns R^2^, the coefficient of determination.


New in version 1.4.0.








	
rootMeanSquaredError

	Returns the root mean squared error, which is defined as the square root of
the mean squared error.


New in version 1.4.0.












	
class pyspark.mllib.evaluation.MulticlassMetrics(predictionAndLabels)

	Evaluator for multiclass classification.


	Parameters

	predictionAndLabels – an RDD of (prediction, label) pairs.





>>> predictionAndLabels = sc.parallelize([(0.0, 0.0), (0.0, 1.0), (0.0, 0.0),
...     (1.0, 0.0), (1.0, 1.0), (1.0, 1.0), (1.0, 1.0), (2.0, 2.0), (2.0, 0.0)])
>>> metrics = MulticlassMetrics(predictionAndLabels)
>>> metrics.confusionMatrix().toArray()
array([[ 2.,  1.,  1.],
       [ 1.,  3.,  0.],
       [ 0.,  0.,  1.]])
>>> metrics.falsePositiveRate(0.0)
0.2...
>>> metrics.precision(1.0)
0.75...
>>> metrics.recall(2.0)
1.0...
>>> metrics.fMeasure(0.0, 2.0)
0.52...
>>> metrics.accuracy
0.66...
>>> metrics.weightedFalsePositiveRate
0.19...
>>> metrics.weightedPrecision
0.68...
>>> metrics.weightedRecall
0.66...
>>> metrics.weightedFMeasure()
0.66...
>>> metrics.weightedFMeasure(2.0)
0.65...






New in version 1.4.0.




	
accuracy

	Returns accuracy (equals to the total number of correctly classified instances
out of the total number of instances).


New in version 2.0.0.








	
confusionMatrix()

	Returns confusion matrix: predicted classes are in columns,
they are ordered by class label ascending, as in “labels”.


New in version 1.4.0.








	
fMeasure(label=None, beta=None)

	Returns f-measure or f-measure for a given label (category) if specified.


New in version 1.4.0.








	
falsePositiveRate(label)

	Returns false positive rate for a given label (category).


New in version 1.4.0.








	
precision(label=None)

	Returns precision or precision for a given label (category) if specified.


New in version 1.4.0.








	
recall(label=None)

	Returns recall or recall for a given label (category) if specified.


New in version 1.4.0.








	
truePositiveRate(label)

	Returns true positive rate for a given label (category).


New in version 1.4.0.








	
weightedFMeasure(beta=None)

	Returns weighted averaged f-measure.


New in version 1.4.0.








	
weightedFalsePositiveRate

	Returns weighted false positive rate.


New in version 1.4.0.








	
weightedPrecision

	Returns weighted averaged precision.


New in version 1.4.0.








	
weightedRecall

	Returns weighted averaged recall.
(equals to precision, recall and f-measure)


New in version 1.4.0.








	
weightedTruePositiveRate

	Returns weighted true positive rate.
(equals to precision, recall and f-measure)


New in version 1.4.0.












	
class pyspark.mllib.evaluation.RankingMetrics(predictionAndLabels)

	Evaluator for ranking algorithms.


	Parameters

	predictionAndLabels – an RDD of (predicted ranking,
ground truth set) pairs.





>>> predictionAndLabels = sc.parallelize([
...     ([1, 6, 2, 7, 8, 3, 9, 10, 4, 5], [1, 2, 3, 4, 5]),
...     ([4, 1, 5, 6, 2, 7, 3, 8, 9, 10], [1, 2, 3]),
...     ([1, 2, 3, 4, 5], [])])
>>> metrics = RankingMetrics(predictionAndLabels)
>>> metrics.precisionAt(1)
0.33...
>>> metrics.precisionAt(5)
0.26...
>>> metrics.precisionAt(15)
0.17...
>>> metrics.meanAveragePrecision
0.35...
>>> metrics.ndcgAt(3)
0.33...
>>> metrics.ndcgAt(10)
0.48...






New in version 1.4.0.




	
meanAveragePrecision

	Returns the mean average precision (MAP) of all the queries.
If a query has an empty ground truth set, the average precision will be zero and
a log warining is generated.


New in version 1.4.0.








	
ndcgAt(k)

	Compute the average NDCG value of all the queries, truncated at ranking position k.
The discounted cumulative gain at position k is computed as:
sum,,i=1,,^k^ (2^{relevance of ‘’i’‘th item}^ - 1) / log(i + 1),
and the NDCG is obtained by dividing the DCG value on the ground truth set.
In the current implementation, the relevance value is binary.
If a query has an empty ground truth set, zero will be used as NDCG together with
a log warning.


New in version 1.4.0.








	
precisionAt(k)

	Compute the average precision of all the queries, truncated at ranking position k.

If for a query, the ranking algorithm returns n (n < k) results, the precision value
will be computed as #(relevant items retrieved) / k. This formula also applies when
the size of the ground truth set is less than k.

If a query has an empty ground truth set, zero will be used as precision together
with a log warning.


New in version 1.4.0.














pyspark.mllib.feature module

Python package for feature in MLlib.


	
class pyspark.mllib.feature.Normalizer(p=2.0)

	Bases: pyspark.mllib.feature.VectorTransformer

Normalizes samples individually to unit Lp norm

For any 1 <= p < float(‘inf’), normalizes samples using
sum(abs(vector) p) (1/p) as norm.

For p = float(‘inf’), max(abs(vector)) will be used as norm for
normalization.


	Parameters

	p – Normalization in L^p^ space, p = 2 by default.





>>> v = Vectors.dense(range(3))
>>> nor = Normalizer(1)
>>> nor.transform(v)
DenseVector([0.0, 0.3333, 0.6667])





>>> rdd = sc.parallelize([v])
>>> nor.transform(rdd).collect()
[DenseVector([0.0, 0.3333, 0.6667])]





>>> nor2 = Normalizer(float("inf"))
>>> nor2.transform(v)
DenseVector([0.0, 0.5, 1.0])






New in version 1.2.0.




	
transform(vector)

	Applies unit length normalization on a vector.


	Parameters

	vector – vector or RDD of vector to be normalized.



	Returns

	normalized vector. If the norm of the input is zero, it
will return the input vector.






New in version 1.2.0.












	
class pyspark.mllib.feature.StandardScalerModel(java_model)

	Bases: pyspark.mllib.feature.JavaVectorTransformer

Represents a StandardScaler model that can transform vectors.


New in version 1.2.0.




	
mean

	Return the column mean values.


New in version 2.0.0.








	
setWithMean(withMean)

	Setter of the boolean which decides
whether it uses mean or not


New in version 1.4.0.








	
setWithStd(withStd)

	Setter of the boolean which decides
whether it uses std or not


New in version 1.4.0.








	
std

	Return the column standard deviation values.


New in version 2.0.0.








	
transform(vector)

	Applies standardization transformation on a vector.


Note

In Python, transform cannot currently be used within
an RDD transformation or action.
Call transform directly on the RDD instead.




	Parameters

	vector – Vector or RDD of Vector to be standardized.



	Returns

	Standardized vector. If the variance of a column is
zero, it will return default 0.0 for the column with
zero variance.






New in version 1.2.0.








	
withMean

	Returns if the model centers the data before scaling.


New in version 2.0.0.








	
withStd

	Returns if the model scales the data to unit standard deviation.


New in version 2.0.0.












	
class pyspark.mllib.feature.StandardScaler(withMean=False, withStd=True)

	Bases: object

Standardizes features by removing the mean and scaling to unit
variance using column summary statistics on the samples in the
training set.


	Parameters

	
	withMean – False by default. Centers the data with mean
before scaling. It will build a dense output, so take
care when applying to sparse input.


	withStd – True by default. Scales the data to unit
standard deviation.








>>> vs = [Vectors.dense([-2.0, 2.3, 0]), Vectors.dense([3.8, 0.0, 1.9])]
>>> dataset = sc.parallelize(vs)
>>> standardizer = StandardScaler(True, True)
>>> model = standardizer.fit(dataset)
>>> result = model.transform(dataset)
>>> for r in result.collect(): r
DenseVector([-0.7071, 0.7071, -0.7071])
DenseVector([0.7071, -0.7071, 0.7071])
>>> int(model.std[0])
4
>>> int(model.mean[0]*10)
9
>>> model.withStd
True
>>> model.withMean
True






New in version 1.2.0.




	
fit(dataset)

	Computes the mean and variance and stores as a model to be used
for later scaling.


	Parameters

	dataset – The data used to compute the mean and variance
to build the transformation model.



	Returns

	a StandardScalarModel






New in version 1.2.0.












	
class pyspark.mllib.feature.HashingTF(numFeatures=1048576)

	Bases: object

Maps a sequence of terms to their term frequencies using the hashing
trick.


Note

The terms must be hashable (can not be dict/set/list…).




	Parameters

	numFeatures – number of features (default: 2^20)





>>> htf = HashingTF(100)
>>> doc = "a a b b c d".split(" ")
>>> htf.transform(doc)
SparseVector(100, {...})






New in version 1.2.0.




	
indexOf(term)

	Returns the index of the input term.


New in version 1.2.0.








	
setBinary(value)

	If True, term frequency vector will be binary such that non-zero
term counts will be set to 1
(default: False)


New in version 2.0.0.








	
transform(document)

	Transforms the input document (list of terms) to term frequency
vectors, or transform the RDD of document to RDD of term
frequency vectors.


New in version 1.2.0.












	
class pyspark.mllib.feature.IDFModel(java_model)

	Bases: pyspark.mllib.feature.JavaVectorTransformer

Represents an IDF model that can transform term frequency vectors.


New in version 1.2.0.




	
idf()

	Returns the current IDF vector.


New in version 1.4.0.








	
transform(x)

	Transforms term frequency (TF) vectors to TF-IDF vectors.

If minDocFreq was set for the IDF calculation,
the terms which occur in fewer than minDocFreq
documents will have an entry of 0.


Note

In Python, transform cannot currently be used within
an RDD transformation or action.
Call transform directly on the RDD instead.




	Parameters

	x – an RDD of term frequency vectors or a term frequency
vector



	Returns

	an RDD of TF-IDF vectors or a TF-IDF vector






New in version 1.2.0.












	
class pyspark.mllib.feature.IDF(minDocFreq=0)

	Bases: object

Inverse document frequency (IDF).

The standard formulation is used: idf = log((m + 1) / (d(t) + 1)),
where m is the total number of documents and d(t) is the number
of documents that contain term t.

This implementation supports filtering out terms which do not appear
in a minimum number of documents (controlled by the variable
minDocFreq). For terms that are not in at least minDocFreq
documents, the IDF is found as 0, resulting in TF-IDFs of 0.


	Parameters

	minDocFreq – minimum of documents in which a term
should appear for filtering





>>> n = 4
>>> freqs = [Vectors.sparse(n, (1, 3), (1.0, 2.0)),
...          Vectors.dense([0.0, 1.0, 2.0, 3.0]),
...          Vectors.sparse(n, [1], [1.0])]
>>> data = sc.parallelize(freqs)
>>> idf = IDF()
>>> model = idf.fit(data)
>>> tfidf = model.transform(data)
>>> for r in tfidf.collect(): r
SparseVector(4, {1: 0.0, 3: 0.5754})
DenseVector([0.0, 0.0, 1.3863, 0.863])
SparseVector(4, {1: 0.0})
>>> model.transform(Vectors.dense([0.0, 1.0, 2.0, 3.0]))
DenseVector([0.0, 0.0, 1.3863, 0.863])
>>> model.transform([0.0, 1.0, 2.0, 3.0])
DenseVector([0.0, 0.0, 1.3863, 0.863])
>>> model.transform(Vectors.sparse(n, (1, 3), (1.0, 2.0)))
SparseVector(4, {1: 0.0, 3: 0.5754})






New in version 1.2.0.




	
fit(dataset)

	Computes the inverse document frequency.


	Parameters

	dataset – an RDD of term frequency vectors






New in version 1.2.0.












	
class pyspark.mllib.feature.Word2Vec

	Bases: object

Word2Vec creates vector representation of words in a text corpus.
The algorithm first constructs a vocabulary from the corpus
and then learns vector representation of words in the vocabulary.
The vector representation can be used as features in
natural language processing and machine learning algorithms.

We used skip-gram model in our implementation and hierarchical
softmax method to train the model. The variable names in the
implementation matches the original C implementation.

For original C implementation,
see https://code.google.com/p/word2vec/
For research papers, see
Efficient Estimation of Word Representations in Vector Space
and Distributed Representations of Words and Phrases and their
Compositionality.

>>> sentence = "a b " * 100 + "a c " * 10
>>> localDoc = [sentence, sentence]
>>> doc = sc.parallelize(localDoc).map(lambda line: line.split(" "))
>>> model = Word2Vec().setVectorSize(10).setSeed(42).fit(doc)





Querying for synonyms of a word will not return that word:

>>> syms = model.findSynonyms("a", 2)
>>> [s[0] for s in syms]
['b', 'c']





But querying for synonyms of a vector may return the word whose
representation is that vector:

>>> vec = model.transform("a")
>>> syms = model.findSynonyms(vec, 2)
>>> [s[0] for s in syms]
['a', 'b']





>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> model.save(sc, path)
>>> sameModel = Word2VecModel.load(sc, path)
>>> model.transform("a") == sameModel.transform("a")
True
>>> syms = sameModel.findSynonyms("a", 2)
>>> [s[0] for s in syms]
['b', 'c']
>>> from shutil import rmtree
>>> try:
...     rmtree(path)
... except OSError:
...     pass






New in version 1.2.0.




	
fit(data)

	Computes the vector representation of each word in vocabulary.


	Parameters

	data – training data. RDD of list of string



	Returns

	Word2VecModel instance






New in version 1.2.0.








	
setLearningRate(learningRate)

	Sets initial learning rate (default: 0.025).


New in version 1.2.0.








	
setMinCount(minCount)

	Sets minCount, the minimum number of times a token must appear
to be included in the word2vec model’s vocabulary (default: 5).


New in version 1.4.0.








	
setNumIterations(numIterations)

	Sets number of iterations (default: 1), which should be smaller
than or equal to number of partitions.


New in version 1.2.0.








	
setNumPartitions(numPartitions)

	Sets number of partitions (default: 1). Use a small number for
accuracy.


New in version 1.2.0.








	
setSeed(seed)

	Sets random seed.


New in version 1.2.0.








	
setVectorSize(vectorSize)

	Sets vector size (default: 100).


New in version 1.2.0.








	
setWindowSize(windowSize)

	Sets window size (default: 5).


New in version 2.0.0.












	
class pyspark.mllib.feature.Word2VecModel(java_model)

	Bases: pyspark.mllib.feature.JavaVectorTransformer, pyspark.mllib.util.JavaSaveable, pyspark.mllib.util.JavaLoader

class for Word2Vec model


New in version 1.2.0.




	
findSynonyms(word, num)

	Find synonyms of a word


	Parameters

	
	word – a word or a vector representation of word


	num – number of synonyms to find






	Returns

	array of (word, cosineSimilarity)






Note

Local use only




New in version 1.2.0.








	
getVectors()

	Returns a map of words to their vector representations.


New in version 1.4.0.








	
classmethod load(sc, path)

	Load a model from the given path.


New in version 1.5.0.








	
transform(word)

	Transforms a word to its vector representation


Note

Local use only




	Parameters

	word – a word



	Returns

	vector representation of word(s)






New in version 1.2.0.












	
class pyspark.mllib.feature.ChiSqSelector(numTopFeatures=50, selectorType='numTopFeatures', percentile=0.1, fpr=0.05)

	Bases: object

Creates a ChiSquared feature selector.
The selector supports different selection methods: numTopFeatures, percentile, fpr.
numTopFeatures chooses a fixed number of top features according to a chi-squared test.
percentile is similar but chooses a fraction of all features instead of a fixed number.
fpr chooses all features whose p-value is below a threshold, thus controlling the false
positive rate of selection.
By default, the selection method is numTopFeatures, with the default number of top features
set to 50.

>>> data = sc.parallelize([
...     LabeledPoint(0.0, SparseVector(3, {0: 8.0, 1: 7.0})),
...     LabeledPoint(1.0, SparseVector(3, {1: 9.0, 2: 6.0})),
...     LabeledPoint(1.0, [0.0, 9.0, 8.0]),
...     LabeledPoint(2.0, [7.0, 9.0, 5.0]),
...     LabeledPoint(2.0, [8.0, 7.0, 3.0])
... ])
>>> model = ChiSqSelector(numTopFeatures=1).fit(data)
>>> model.transform(SparseVector(3, {1: 9.0, 2: 6.0}))
SparseVector(1, {})
>>> model.transform(DenseVector([7.0, 9.0, 5.0]))
DenseVector([7.0])
>>> model = ChiSqSelector(selectorType="fpr", fpr=0.2).fit(data)
>>> model.transform(SparseVector(3, {1: 9.0, 2: 6.0}))
SparseVector(1, {})
>>> model.transform(DenseVector([7.0, 9.0, 5.0]))
DenseVector([7.0])
>>> model = ChiSqSelector(selectorType="percentile", percentile=0.34).fit(data)
>>> model.transform(DenseVector([7.0, 9.0, 5.0]))
DenseVector([7.0])






New in version 1.4.0.




	
fit(data)

	Returns a ChiSquared feature selector.


	Parameters

	data – an RDD[LabeledPoint] containing the labeled dataset
with categorical features. Real-valued features will be
treated as categorical for each distinct value.
Apply feature discretizer before using this function.






New in version 1.4.0.








	
setFpr(fpr)

	set FPR [0.0, 1.0] for feature selection by FPR.
Only applicable when selectorType = “fpr”.


New in version 2.1.0.








	
setNumTopFeatures(numTopFeatures)

	set numTopFeature for feature selection by number of top features.
Only applicable when selectorType = “numTopFeatures”.


New in version 2.1.0.








	
setPercentile(percentile)

	set percentile [0.0, 1.0] for feature selection by percentile.
Only applicable when selectorType = “percentile”.


New in version 2.1.0.








	
setSelectorType(selectorType)

	set the selector type of the ChisqSelector.
Supported options: “numTopFeatures” (default), “percentile”, “fpr”.


New in version 2.1.0.












	
class pyspark.mllib.feature.ChiSqSelectorModel(java_model)

	Bases: pyspark.mllib.feature.JavaVectorTransformer

Represents a Chi Squared selector model.


New in version 1.4.0.




	
transform(vector)

	Applies transformation on a vector.


	Parameters

	vector – Vector or RDD of Vector to be transformed.



	Returns

	transformed vector.






New in version 1.4.0.












	
class pyspark.mllib.feature.ElementwiseProduct(scalingVector)

	Bases: pyspark.mllib.feature.VectorTransformer

Scales each column of the vector, with the supplied weight vector.
i.e the elementwise product.

>>> weight = Vectors.dense([1.0, 2.0, 3.0])
>>> eprod = ElementwiseProduct(weight)
>>> a = Vectors.dense([2.0, 1.0, 3.0])
>>> eprod.transform(a)
DenseVector([2.0, 2.0, 9.0])
>>> b = Vectors.dense([9.0, 3.0, 4.0])
>>> rdd = sc.parallelize([a, b])
>>> eprod.transform(rdd).collect()
[DenseVector([2.0, 2.0, 9.0]), DenseVector([9.0, 6.0, 12.0])]






New in version 1.5.0.




	
transform(vector)

	Computes the Hadamard product of the vector.


New in version 1.5.0.














pyspark.mllib.fpm module


	
class pyspark.mllib.fpm.FPGrowth

	A Parallel FP-growth algorithm to mine frequent itemsets.


New in version 1.4.0.




	
class FreqItemset

	Represents an (items, freq) tuple.


New in version 1.4.0.








	
classmethod train(data, minSupport=0.3, numPartitions=-1)

	Computes an FP-Growth model that contains frequent itemsets.


	Parameters

	
	data – The input data set, each element contains a transaction.


	minSupport – The minimal support level.
(default: 0.3)


	numPartitions – The number of partitions used by parallel FP-growth. A value
of -1 will use the same number as input data.
(default: -1)









New in version 1.4.0.












	
class pyspark.mllib.fpm.FPGrowthModel(java_model)

	A FP-Growth model for mining frequent itemsets
using the Parallel FP-Growth algorithm.

>>> data = [["a", "b", "c"], ["a", "b", "d", "e"], ["a", "c", "e"], ["a", "c", "f"]]
>>> rdd = sc.parallelize(data, 2)
>>> model = FPGrowth.train(rdd, 0.6, 2)
>>> sorted(model.freqItemsets().collect())
[FreqItemset(items=['a'], freq=4), FreqItemset(items=['c'], freq=3), ...
>>> model_path = temp_path + "/fpm"
>>> model.save(sc, model_path)
>>> sameModel = FPGrowthModel.load(sc, model_path)
>>> sorted(model.freqItemsets().collect()) == sorted(sameModel.freqItemsets().collect())
True






New in version 1.4.0.




	
freqItemsets()

	Returns the frequent itemsets of this model.


New in version 1.4.0.








	
classmethod load(sc, path)

	Load a model from the given path.


New in version 2.0.0.












	
class pyspark.mllib.fpm.PrefixSpan

	A parallel PrefixSpan algorithm to mine frequent sequential patterns.
The PrefixSpan algorithm is described in J. Pei, et al., PrefixSpan:
Mining Sequential Patterns Efficiently by Prefix-Projected Pattern Growth
([[http://doi.org/10.1109/ICDE.2001.914830]]).


New in version 1.6.0.




	
class FreqSequence

	Represents a (sequence, freq) tuple.


New in version 1.6.0.








	
classmethod train(data, minSupport=0.1, maxPatternLength=10, maxLocalProjDBSize=32000000)

	Finds the complete set of frequent sequential patterns in the
input sequences of itemsets.


	Parameters

	
	data – The input data set, each element contains a sequence of
itemsets.


	minSupport – The minimal support level of the sequential pattern, any
pattern that appears more than (minSupport *
size-of-the-dataset) times will be output.
(default: 0.1)


	maxPatternLength – The maximal length of the sequential pattern, any pattern
that appears less than maxPatternLength will be output.
(default: 10)


	maxLocalProjDBSize – The maximum number of items (including delimiters used in the
internal storage format) allowed in a projected database before
local processing. If a projected database exceeds this size,
another iteration of distributed prefix growth is run.
(default: 32000000)









New in version 1.6.0.












	
class pyspark.mllib.fpm.PrefixSpanModel(java_model)

	Model fitted by PrefixSpan

>>> data = [
...    [["a", "b"], ["c"]],
...    [["a"], ["c", "b"], ["a", "b"]],
...    [["a", "b"], ["e"]],
...    [["f"]]]
>>> rdd = sc.parallelize(data, 2)
>>> model = PrefixSpan.train(rdd)
>>> sorted(model.freqSequences().collect())
[FreqSequence(sequence=[['a']], freq=3), FreqSequence(sequence=[['a'], ['a']], freq=1), ...






New in version 1.6.0.




	
freqSequences()

	Gets frequent sequences


New in version 1.6.0.














pyspark.mllib.linalg module

MLlib utilities for linear algebra. For dense vectors, MLlib
uses the NumPy C{array} type, so you can simply pass NumPy arrays
around. For sparse vectors, users can construct a L{SparseVector}
object from MLlib or pass SciPy C{scipy.sparse} column vectors if
SciPy is available in their environment.


	
class pyspark.mllib.linalg.Vector

	Bases: object


	
asML()

	Convert this vector to the new mllib-local representation.
This does NOT copy the data; it copies references.


	Returns

	pyspark.ml.linalg.Vector










	
toArray()

	Convert the vector into an numpy.ndarray


	Returns

	numpy.ndarray














	
class pyspark.mllib.linalg.DenseVector(ar)

	Bases: pyspark.mllib.linalg.Vector

A dense vector represented by a value array. We use numpy array for
storage and arithmetics will be delegated to the underlying numpy
array.

>>> v = Vectors.dense([1.0, 2.0])
>>> u = Vectors.dense([3.0, 4.0])
>>> v + u
DenseVector([4.0, 6.0])
>>> 2 - v
DenseVector([1.0, 0.0])
>>> v / 2
DenseVector([0.5, 1.0])
>>> v * u
DenseVector([3.0, 8.0])
>>> u / v
DenseVector([3.0, 2.0])
>>> u % 2
DenseVector([1.0, 0.0])






	
asML()

	Convert this vector to the new mllib-local representation.
This does NOT copy the data; it copies references.


	Returns

	pyspark.ml.linalg.DenseVector






New in version 2.0.0.








	
dot(other)

	Compute the dot product of two Vectors. We support
(Numpy array, list, SparseVector, or SciPy sparse)
and a target NumPy array that is either 1- or 2-dimensional.
Equivalent to calling numpy.dot of the two vectors.

>>> dense = DenseVector(array.array('d', [1., 2.]))
>>> dense.dot(dense)
5.0
>>> dense.dot(SparseVector(2, [0, 1], [2., 1.]))
4.0
>>> dense.dot(range(1, 3))
5.0
>>> dense.dot(np.array(range(1, 3)))
5.0
>>> dense.dot([1.,])
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> dense.dot(np.reshape([1., 2., 3., 4.], (2, 2), order='F'))
array([  5.,  11.])
>>> dense.dot(np.reshape([1., 2., 3.], (3, 1), order='F'))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch










	
norm(p)

	Calculates the norm of a DenseVector.

>>> a = DenseVector([0, -1, 2, -3])
>>> a.norm(2)
3.7...
>>> a.norm(1)
6.0










	
numNonzeros()

	Number of nonzero elements. This scans all active values and count non zeros






	
static parse(s)

	Parse string representation back into the DenseVector.

>>> DenseVector.parse(' [ 0.0,1.0,2.0,  3.0]')
DenseVector([0.0, 1.0, 2.0, 3.0])










	
squared_distance(other)

	Squared distance of two Vectors.

>>> dense1 = DenseVector(array.array('d', [1., 2.]))
>>> dense1.squared_distance(dense1)
0.0
>>> dense2 = np.array([2., 1.])
>>> dense1.squared_distance(dense2)
2.0
>>> dense3 = [2., 1.]
>>> dense1.squared_distance(dense3)
2.0
>>> sparse1 = SparseVector(2, [0, 1], [2., 1.])
>>> dense1.squared_distance(sparse1)
2.0
>>> dense1.squared_distance([1.,])
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> dense1.squared_distance(SparseVector(1, [0,], [1.,]))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch










	
toArray()

	Returns an numpy.ndarray






	
values

	Returns a list of values










	
class pyspark.mllib.linalg.SparseVector(size, *args)

	Bases: pyspark.mllib.linalg.Vector

A simple sparse vector class for passing data to MLlib. Users may
alternatively pass SciPy’s {scipy.sparse} data types.


	
asML()

	Convert this vector to the new mllib-local representation.
This does NOT copy the data; it copies references.


	Returns

	pyspark.ml.linalg.SparseVector






New in version 2.0.0.








	
dot(other)

	Dot product with a SparseVector or 1- or 2-dimensional Numpy array.

>>> a = SparseVector(4, [1, 3], [3.0, 4.0])
>>> a.dot(a)
25.0
>>> a.dot(array.array('d', [1., 2., 3., 4.]))
22.0
>>> b = SparseVector(4, [2], [1.0])
>>> a.dot(b)
0.0
>>> a.dot(np.array([[1, 1], [2, 2], [3, 3], [4, 4]]))
array([ 22.,  22.])
>>> a.dot([1., 2., 3.])
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> a.dot(np.array([1., 2.]))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> a.dot(DenseVector([1., 2.]))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> a.dot(np.zeros((3, 2)))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch










	
indices = None

	A list of indices corresponding to active entries.






	
norm(p)

	Calculates the norm of a SparseVector.

>>> a = SparseVector(4, [0, 1], [3., -4.])
>>> a.norm(1)
7.0
>>> a.norm(2)
5.0










	
numNonzeros()

	Number of nonzero elements. This scans all active values and count non zeros.






	
static parse(s)

	Parse string representation back into the SparseVector.

>>> SparseVector.parse(' (4, [0,1 ],[ 4.0,5.0] )')
SparseVector(4, {0: 4.0, 1: 5.0})










	
size = None

	Size of the vector.






	
squared_distance(other)

	Squared distance from a SparseVector or 1-dimensional NumPy array.

>>> a = SparseVector(4, [1, 3], [3.0, 4.0])
>>> a.squared_distance(a)
0.0
>>> a.squared_distance(array.array('d', [1., 2., 3., 4.]))
11.0
>>> a.squared_distance(np.array([1., 2., 3., 4.]))
11.0
>>> b = SparseVector(4, [2], [1.0])
>>> a.squared_distance(b)
26.0
>>> b.squared_distance(a)
26.0
>>> b.squared_distance([1., 2.])
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch
>>> b.squared_distance(SparseVector(3, [1,], [1.0,]))
Traceback (most recent call last):
    ...
AssertionError: dimension mismatch










	
toArray()

	Returns a copy of this SparseVector as a 1-dimensional NumPy array.






	
values = None

	A list of values corresponding to active entries.










	
class pyspark.mllib.linalg.Vectors

	Bases: object

Factory methods for working with vectors.


Note

Dense vectors are simply represented as NumPy array objects,
so there is no need to covert them for use in MLlib. For sparse vectors,
the factory methods in this class create an MLlib-compatible type, or users
can pass in SciPy’s C{scipy.sparse} column vectors.




	
static dense(*elements)

	Create a dense vector of 64-bit floats from a Python list or numbers.

>>> Vectors.dense([1, 2, 3])
DenseVector([1.0, 2.0, 3.0])
>>> Vectors.dense(1.0, 2.0)
DenseVector([1.0, 2.0])










	
static fromML(vec)

	Convert a vector from the new mllib-local representation.
This does NOT copy the data; it copies references.


	Parameters

	vec – a pyspark.ml.linalg.Vector



	Returns

	a pyspark.mllib.linalg.Vector






New in version 2.0.0.








	
static norm(vector, p)

	Find norm of the given vector.






	
static parse(s)

	Parse a string representation back into the Vector.

>>> Vectors.parse('[2,1,2 ]')
DenseVector([2.0, 1.0, 2.0])
>>> Vectors.parse(' ( 100,  [0],  [2])')
SparseVector(100, {0: 2.0})










	
static sparse(size, *args)

	Create a sparse vector, using either a dictionary, a list of
(index, value) pairs, or two separate arrays of indices and
values (sorted by index).


	Parameters

	
	size – Size of the vector.


	args – Non-zero entries, as a dictionary, list of tuples,
or two sorted lists containing indices and values.








>>> Vectors.sparse(4, {1: 1.0, 3: 5.5})
SparseVector(4, {1: 1.0, 3: 5.5})
>>> Vectors.sparse(4, [(1, 1.0), (3, 5.5)])
SparseVector(4, {1: 1.0, 3: 5.5})
>>> Vectors.sparse(4, [1, 3], [1.0, 5.5])
SparseVector(4, {1: 1.0, 3: 5.5})










	
static squared_distance(v1, v2)

	Squared distance between two vectors.
a and b can be of type SparseVector, DenseVector, np.ndarray
or array.array.

>>> a = Vectors.sparse(4, [(0, 1), (3, 4)])
>>> b = Vectors.dense([2, 5, 4, 1])
>>> a.squared_distance(b)
51.0










	
static stringify(vector)

	Converts a vector into a string, which can be recognized by
Vectors.parse().

>>> Vectors.stringify(Vectors.sparse(2, [1], [1.0]))
'(2,[1],[1.0])'
>>> Vectors.stringify(Vectors.dense([0.0, 1.0]))
'[0.0,1.0]'










	
static zeros(size)

	








	
class pyspark.mllib.linalg.Matrix(numRows, numCols, isTransposed=False)

	Bases: object


	
asML()

	Convert this matrix to the new mllib-local representation.
This does NOT copy the data; it copies references.






	
toArray()

	Returns its elements in a NumPy ndarray.










	
class pyspark.mllib.linalg.DenseMatrix(numRows, numCols, values, isTransposed=False)

	Bases: pyspark.mllib.linalg.Matrix

Column-major dense matrix.


	
asML()

	Convert this matrix to the new mllib-local representation.
This does NOT copy the data; it copies references.


	Returns

	pyspark.ml.linalg.DenseMatrix






New in version 2.0.0.








	
toArray()

	Return an numpy.ndarray

>>> m = DenseMatrix(2, 2, range(4))
>>> m.toArray()
array([[ 0.,  2.],
       [ 1.,  3.]])










	
toSparse()

	Convert to SparseMatrix










	
class pyspark.mllib.linalg.SparseMatrix(numRows, numCols, colPtrs, rowIndices, values, isTransposed=False)

	Bases: pyspark.mllib.linalg.Matrix

Sparse Matrix stored in CSC format.


	
asML()

	Convert this matrix to the new mllib-local representation.
This does NOT copy the data; it copies references.


	Returns

	pyspark.ml.linalg.SparseMatrix






New in version 2.0.0.








	
toArray()

	Return an numpy.ndarray






	
toDense()

	








	
class pyspark.mllib.linalg.Matrices

	Bases: object


	
static dense(numRows, numCols, values)

	Create a DenseMatrix






	
static fromML(mat)

	Convert a matrix from the new mllib-local representation.
This does NOT copy the data; it copies references.


	Parameters

	mat – a pyspark.ml.linalg.Matrix



	Returns

	a pyspark.mllib.linalg.Matrix






New in version 2.0.0.








	
static sparse(numRows, numCols, colPtrs, rowIndices, values)

	Create a SparseMatrix










	
class pyspark.mllib.linalg.QRDecomposition(Q, R)

	Bases: object

Represents QR factors.


	
Q

	An orthogonal matrix Q in a QR decomposition.
May be null if not computed.


New in version 2.0.0.








	
R

	An upper triangular matrix R in a QR decomposition.


New in version 2.0.0.














pyspark.mllib.linalg.distributed module

Package for distributed linear algebra.


	
class pyspark.mllib.linalg.distributed.DistributedMatrix

	Bases: object

Represents a distributively stored matrix backed by one or
more RDDs.


	
numCols()

	Get or compute the number of cols.






	
numRows()

	Get or compute the number of rows.










	
class pyspark.mllib.linalg.distributed.RowMatrix(rows, numRows=0, numCols=0)

	Bases: pyspark.mllib.linalg.distributed.DistributedMatrix

Represents a row-oriented distributed Matrix with no meaningful
row indices.


	Parameters

	
	rows – An RDD of vectors.


	numRows – Number of rows in the matrix. A non-positive
value means unknown, at which point the number
of rows will be determined by the number of
records in the rows RDD.


	numCols – Number of columns in the matrix. A non-positive
value means unknown, at which point the number
of columns will be determined by the size of
the first row.









	
columnSimilarities(threshold=0.0)

	Compute similarities between columns of this matrix.

The threshold parameter is a trade-off knob between estimate
quality and computational cost.

The default threshold setting of 0 guarantees deterministically
correct results, but uses the brute-force approach of computing
normalized dot products.

Setting the threshold to positive values uses a sampling
approach and incurs strictly less computational cost than the
brute-force approach. However the similarities computed will
be estimates.

The sampling guarantees relative-error correctness for those
pairs of columns that have similarity greater than the given
similarity threshold.


	To describe the guarantee, we set some notation:

	
	Let A be the smallest in magnitude non-zero element of
this matrix.


	Let B be the largest in magnitude non-zero element of
this matrix.


	Let L be the maximum number of non-zeros per row.








For example, for {0,1} matrices: A=B=1.
Another example, for the Netflix matrix: A=1, B=5

For those column pairs that are above the threshold, the
computed similarity is correct to within 20% relative error
with probability at least 1 - (0.981)^10/B^

The shuffle size is bounded by the smaller of the following
two expressions:



	O(n log(n) L / (threshold * A))


	O(m L^2^)







The latter is the cost of the brute-force approach, so for
non-zero thresholds, the cost is always cheaper than the
brute-force approach.


	Param

	threshold: Set to 0 for deterministic guaranteed
correctness. Similarities above this
threshold are estimated with the cost vs
estimate quality trade-off described above.



	Returns

	An n x n sparse upper-triangular CoordinateMatrix of
cosine similarities between columns of this matrix.





>>> rows = sc.parallelize([[1, 2], [1, 5]])
>>> mat = RowMatrix(rows)





>>> sims = mat.columnSimilarities()
>>> sims.entries.first().value
0.91914503...






New in version 2.0.0.








	
computeColumnSummaryStatistics()

	Computes column-wise summary statistics.


	Returns

	MultivariateStatisticalSummary object
containing column-wise summary statistics.





>>> rows = sc.parallelize([[1, 2, 3], [4, 5, 6]])
>>> mat = RowMatrix(rows)





>>> colStats = mat.computeColumnSummaryStatistics()
>>> colStats.mean()
array([ 2.5,  3.5,  4.5])






New in version 2.0.0.








	
computeCovariance()

	Computes the covariance matrix, treating each row as an
observation.


Note

This cannot be computed on matrices with more than 65535 columns.



>>> rows = sc.parallelize([[1, 2], [2, 1]])
>>> mat = RowMatrix(rows)





>>> mat.computeCovariance()
DenseMatrix(2, 2, [0.5, -0.5, -0.5, 0.5], 0)






New in version 2.0.0.








	
computeGramianMatrix()

	Computes the Gramian matrix A^T A.


Note

This cannot be computed on matrices with more than 65535 columns.



>>> rows = sc.parallelize([[1, 2, 3], [4, 5, 6]])
>>> mat = RowMatrix(rows)





>>> mat.computeGramianMatrix()
DenseMatrix(3, 3, [17.0, 22.0, 27.0, 22.0, 29.0, 36.0, 27.0, 36.0, 45.0], 0)






New in version 2.0.0.








	
numCols()

	Get or compute the number of cols.

>>> rows = sc.parallelize([[1, 2, 3], [4, 5, 6],
...                        [7, 8, 9], [10, 11, 12]])





>>> mat = RowMatrix(rows)
>>> print(mat.numCols())
3





>>> mat = RowMatrix(rows, 7, 6)
>>> print(mat.numCols())
6










	
numRows()

	Get or compute the number of rows.

>>> rows = sc.parallelize([[1, 2, 3], [4, 5, 6],
...                        [7, 8, 9], [10, 11, 12]])





>>> mat = RowMatrix(rows)
>>> print(mat.numRows())
4





>>> mat = RowMatrix(rows, 7, 6)
>>> print(mat.numRows())
7










	
rows

	Rows of the RowMatrix stored as an RDD of vectors.

>>> mat = RowMatrix(sc.parallelize([[1, 2, 3], [4, 5, 6]]))
>>> rows = mat.rows
>>> rows.first()
DenseVector([1.0, 2.0, 3.0])










	
tallSkinnyQR(computeQ=False)

	Compute the QR decomposition of this RowMatrix.

The implementation is designed to optimize the QR decomposition
(factorization) for the RowMatrix of a tall and skinny shape.


	Reference:

	Paul G. Constantine, David F. Gleich. “Tall and skinny QR
factorizations in MapReduce architectures”
([[http://dx.doi.org/10.1145/1996092.1996103]])






	Param

	computeQ: whether to computeQ



	Returns

	QRDecomposition(Q: RowMatrix, R: Matrix), where
Q = None if computeQ = false.





>>> rows = sc.parallelize([[3, -6], [4, -8], [0, 1]])
>>> mat = RowMatrix(rows)
>>> decomp = mat.tallSkinnyQR(True)
>>> Q = decomp.Q
>>> R = decomp.R





>>> # Test with absolute values
>>> absQRows = Q.rows.map(lambda row: abs(row.toArray()).tolist())
>>> absQRows.collect()
[[0.6..., 0.0], [0.8..., 0.0], [0.0, 1.0]]





>>> # Test with absolute values
>>> abs(R.toArray()).tolist()
[[5.0, 10.0], [0.0, 1.0]]






New in version 2.0.0.












	
class pyspark.mllib.linalg.distributed.IndexedRow(index, vector)

	Bases: object

Represents a row of an IndexedRowMatrix.

Just a wrapper over a (long, vector) tuple.


	Parameters

	
	index – The index for the given row.


	vector – The row in the matrix at the given index.













	
class pyspark.mllib.linalg.distributed.IndexedRowMatrix(rows, numRows=0, numCols=0)

	Bases: pyspark.mllib.linalg.distributed.DistributedMatrix

Represents a row-oriented distributed Matrix with indexed rows.


	Parameters

	
	rows – An RDD of IndexedRows or (long, vector) tuples.


	numRows – Number of rows in the matrix. A non-positive
value means unknown, at which point the number
of rows will be determined by the max row
index plus one.


	numCols – Number of columns in the matrix. A non-positive
value means unknown, at which point the number
of columns will be determined by the size of
the first row.









	
columnSimilarities()

	Compute all cosine similarities between columns.

>>> rows = sc.parallelize([IndexedRow(0, [1, 2, 3]),
...                        IndexedRow(6, [4, 5, 6])])
>>> mat = IndexedRowMatrix(rows)
>>> cs = mat.columnSimilarities()
>>> print(cs.numCols())
3










	
computeGramianMatrix()

	Computes the Gramian matrix A^T A.


Note

This cannot be computed on matrices with more than 65535 columns.



>>> rows = sc.parallelize([IndexedRow(0, [1, 2, 3]),
...                        IndexedRow(1, [4, 5, 6])])
>>> mat = IndexedRowMatrix(rows)





>>> mat.computeGramianMatrix()
DenseMatrix(3, 3, [17.0, 22.0, 27.0, 22.0, 29.0, 36.0, 27.0, 36.0, 45.0], 0)






New in version 2.0.0.








	
numCols()

	Get or compute the number of cols.

>>> rows = sc.parallelize([IndexedRow(0, [1, 2, 3]),
...                        IndexedRow(1, [4, 5, 6]),
...                        IndexedRow(2, [7, 8, 9]),
...                        IndexedRow(3, [10, 11, 12])])





>>> mat = IndexedRowMatrix(rows)
>>> print(mat.numCols())
3





>>> mat = IndexedRowMatrix(rows, 7, 6)
>>> print(mat.numCols())
6










	
numRows()

	Get or compute the number of rows.

>>> rows = sc.parallelize([IndexedRow(0, [1, 2, 3]),
...                        IndexedRow(1, [4, 5, 6]),
...                        IndexedRow(2, [7, 8, 9]),
...                        IndexedRow(3, [10, 11, 12])])





>>> mat = IndexedRowMatrix(rows)
>>> print(mat.numRows())
4





>>> mat = IndexedRowMatrix(rows, 7, 6)
>>> print(mat.numRows())
7










	
rows

	Rows of the IndexedRowMatrix stored as an RDD of IndexedRows.

>>> mat = IndexedRowMatrix(sc.parallelize([IndexedRow(0, [1, 2, 3]),
...                                        IndexedRow(1, [4, 5, 6])]))
>>> rows = mat.rows
>>> rows.first()
IndexedRow(0, [1.0,2.0,3.0])










	
toBlockMatrix(rowsPerBlock=1024, colsPerBlock=1024)

	Convert this matrix to a BlockMatrix.


	Parameters

	
	rowsPerBlock – Number of rows that make up each block.
The blocks forming the final rows are not
required to have the given number of rows.


	colsPerBlock – Number of columns that make up each block.
The blocks forming the final columns are not
required to have the given number of columns.








>>> rows = sc.parallelize([IndexedRow(0, [1, 2, 3]),
...                        IndexedRow(6, [4, 5, 6])])
>>> mat = IndexedRowMatrix(rows).toBlockMatrix()





>>> # This IndexedRowMatrix will have 7 effective rows, due to
>>> # the highest row index being 6, and the ensuing
>>> # BlockMatrix will have 7 rows as well.
>>> print(mat.numRows())
7





>>> print(mat.numCols())
3










	
toCoordinateMatrix()

	Convert this matrix to a CoordinateMatrix.

>>> rows = sc.parallelize([IndexedRow(0, [1, 0]),
...                        IndexedRow(6, [0, 5])])
>>> mat = IndexedRowMatrix(rows).toCoordinateMatrix()
>>> mat.entries.take(3)
[MatrixEntry(0, 0, 1.0), MatrixEntry(0, 1, 0.0), MatrixEntry(6, 0, 0.0)]










	
toRowMatrix()

	Convert this matrix to a RowMatrix.

>>> rows = sc.parallelize([IndexedRow(0, [1, 2, 3]),
...                        IndexedRow(6, [4, 5, 6])])
>>> mat = IndexedRowMatrix(rows).toRowMatrix()
>>> mat.rows.collect()
[DenseVector([1.0, 2.0, 3.0]), DenseVector([4.0, 5.0, 6.0])]














	
class pyspark.mllib.linalg.distributed.MatrixEntry(i, j, value)

	Bases: object

Represents an entry of a CoordinateMatrix.

Just a wrapper over a (long, long, float) tuple.


	Parameters

	
	i – The row index of the matrix.


	j – The column index of the matrix.


	value – The (i, j)th entry of the matrix, as a float.













	
class pyspark.mllib.linalg.distributed.CoordinateMatrix(entries, numRows=0, numCols=0)

	Bases: pyspark.mllib.linalg.distributed.DistributedMatrix

Represents a matrix in coordinate format.


	Parameters

	
	entries – An RDD of MatrixEntry inputs or
(long, long, float) tuples.


	numRows – Number of rows in the matrix. A non-positive
value means unknown, at which point the number
of rows will be determined by the max row
index plus one.


	numCols – Number of columns in the matrix. A non-positive
value means unknown, at which point the number
of columns will be determined by the max row
index plus one.









	
entries

	Entries of the CoordinateMatrix stored as an RDD of
MatrixEntries.

>>> mat = CoordinateMatrix(sc.parallelize([MatrixEntry(0, 0, 1.2),
...                                        MatrixEntry(6, 4, 2.1)]))
>>> entries = mat.entries
>>> entries.first()
MatrixEntry(0, 0, 1.2)










	
numCols()

	Get or compute the number of cols.

>>> entries = sc.parallelize([MatrixEntry(0, 0, 1.2),
...                           MatrixEntry(1, 0, 2),
...                           MatrixEntry(2, 1, 3.7)])





>>> mat = CoordinateMatrix(entries)
>>> print(mat.numCols())
2





>>> mat = CoordinateMatrix(entries, 7, 6)
>>> print(mat.numCols())
6










	
numRows()

	Get or compute the number of rows.

>>> entries = sc.parallelize([MatrixEntry(0, 0, 1.2),
...                           MatrixEntry(1, 0, 2),
...                           MatrixEntry(2, 1, 3.7)])





>>> mat = CoordinateMatrix(entries)
>>> print(mat.numRows())
3





>>> mat = CoordinateMatrix(entries, 7, 6)
>>> print(mat.numRows())
7










	
toBlockMatrix(rowsPerBlock=1024, colsPerBlock=1024)

	Convert this matrix to a BlockMatrix.


	Parameters

	
	rowsPerBlock – Number of rows that make up each block.
The blocks forming the final rows are not
required to have the given number of rows.


	colsPerBlock – Number of columns that make up each block.
The blocks forming the final columns are not
required to have the given number of columns.








>>> entries = sc.parallelize([MatrixEntry(0, 0, 1.2),
...                           MatrixEntry(6, 4, 2.1)])
>>> mat = CoordinateMatrix(entries).toBlockMatrix()





>>> # This CoordinateMatrix will have 7 effective rows, due to
>>> # the highest row index being 6, and the ensuing
>>> # BlockMatrix will have 7 rows as well.
>>> print(mat.numRows())
7





>>> # This CoordinateMatrix will have 5 columns, due to the
>>> # highest column index being 4, and the ensuing
>>> # BlockMatrix will have 5 columns as well.
>>> print(mat.numCols())
5










	
toIndexedRowMatrix()

	Convert this matrix to an IndexedRowMatrix.

>>> entries = sc.parallelize([MatrixEntry(0, 0, 1.2),
...                           MatrixEntry(6, 4, 2.1)])
>>> mat = CoordinateMatrix(entries).toIndexedRowMatrix()





>>> # This CoordinateMatrix will have 7 effective rows, due to
>>> # the highest row index being 6, and the ensuing
>>> # IndexedRowMatrix will have 7 rows as well.
>>> print(mat.numRows())
7





>>> # This CoordinateMatrix will have 5 columns, due to the
>>> # highest column index being 4, and the ensuing
>>> # IndexedRowMatrix will have 5 columns as well.
>>> print(mat.numCols())
5










	
toRowMatrix()

	Convert this matrix to a RowMatrix.

>>> entries = sc.parallelize([MatrixEntry(0, 0, 1.2),
...                           MatrixEntry(6, 4, 2.1)])
>>> mat = CoordinateMatrix(entries).toRowMatrix()





>>> # This CoordinateMatrix will have 7 effective rows, due to
>>> # the highest row index being 6, but the ensuing RowMatrix
>>> # will only have 2 rows since there are only entries on 2
>>> # unique rows.
>>> print(mat.numRows())
2





>>> # This CoordinateMatrix will have 5 columns, due to the
>>> # highest column index being 4, and the ensuing RowMatrix
>>> # will have 5 columns as well.
>>> print(mat.numCols())
5










	
transpose()

	Transpose this CoordinateMatrix.

>>> entries = sc.parallelize([MatrixEntry(0, 0, 1.2),
...                           MatrixEntry(1, 0, 2),
...                           MatrixEntry(2, 1, 3.7)])
>>> mat = CoordinateMatrix(entries)
>>> mat_transposed = mat.transpose()





>>> print(mat_transposed.numRows())
2





>>> print(mat_transposed.numCols())
3






New in version 2.0.0.












	
class pyspark.mllib.linalg.distributed.BlockMatrix(blocks, rowsPerBlock, colsPerBlock, numRows=0, numCols=0)

	Bases: pyspark.mllib.linalg.distributed.DistributedMatrix

Represents a distributed matrix in blocks of local matrices.


	Parameters

	
	blocks – An RDD of sub-matrix blocks
((blockRowIndex, blockColIndex), sub-matrix) that
form this distributed matrix. If multiple blocks
with the same index exist, the results for
operations like add and multiply will be
unpredictable.


	rowsPerBlock – Number of rows that make up each block.
The blocks forming the final rows are not
required to have the given number of rows.


	colsPerBlock – Number of columns that make up each block.
The blocks forming the final columns are not
required to have the given number of columns.


	numRows – Number of rows of this matrix. If the supplied
value is less than or equal to zero, the number
of rows will be calculated when numRows is
invoked.


	numCols – Number of columns of this matrix. If the supplied
value is less than or equal to zero, the number
of columns will be calculated when numCols is
invoked.









	
add(other)

	Adds two block matrices together. The matrices must have the
same size and matching rowsPerBlock and colsPerBlock values.
If one of the sub matrix blocks that are being added is a
SparseMatrix, the resulting sub matrix block will also be a
SparseMatrix, even if it is being added to a DenseMatrix. If
two dense sub matrix blocks are added, the output block will
also be a DenseMatrix.

>>> dm1 = Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])
>>> dm2 = Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12])
>>> sm = Matrices.sparse(3, 2, [0, 1, 3], [0, 1, 2], [7, 11, 12])
>>> blocks1 = sc.parallelize([((0, 0), dm1), ((1, 0), dm2)])
>>> blocks2 = sc.parallelize([((0, 0), dm1), ((1, 0), dm2)])
>>> blocks3 = sc.parallelize([((0, 0), sm), ((1, 0), dm2)])
>>> mat1 = BlockMatrix(blocks1, 3, 2)
>>> mat2 = BlockMatrix(blocks2, 3, 2)
>>> mat3 = BlockMatrix(blocks3, 3, 2)





>>> mat1.add(mat2).toLocalMatrix()
DenseMatrix(6, 2, [2.0, 4.0, 6.0, 14.0, 16.0, 18.0, 8.0, 10.0, 12.0, 20.0, 22.0, 24.0], 0)





>>> mat1.add(mat3).toLocalMatrix()
DenseMatrix(6, 2, [8.0, 2.0, 3.0, 14.0, 16.0, 18.0, 4.0, 16.0, 18.0, 20.0, 22.0, 24.0], 0)










	
blocks

	The RDD of sub-matrix blocks
((blockRowIndex, blockColIndex), sub-matrix) that form this
distributed matrix.

>>> mat = BlockMatrix(
...     sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                     ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))]), 3, 2)
>>> blocks = mat.blocks
>>> blocks.first()
((0, 0), DenseMatrix(3, 2, [1.0, 2.0, 3.0, 4.0, 5.0, 6.0], 0))










	
cache()

	Caches the underlying RDD.


New in version 2.0.0.








	
colsPerBlock

	Number of columns that make up each block.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])
>>> mat = BlockMatrix(blocks, 3, 2)
>>> mat.colsPerBlock
2










	
multiply(other)

	Left multiplies this BlockMatrix by other, another
BlockMatrix. The colsPerBlock of this matrix must equal the
rowsPerBlock of other. If other contains any SparseMatrix
blocks, they will have to be converted to DenseMatrix blocks.
The output BlockMatrix will only consist of DenseMatrix blocks.
This may cause some performance issues until support for
multiplying two sparse matrices is added.

>>> dm1 = Matrices.dense(2, 3, [1, 2, 3, 4, 5, 6])
>>> dm2 = Matrices.dense(2, 3, [7, 8, 9, 10, 11, 12])
>>> dm3 = Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])
>>> dm4 = Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12])
>>> sm = Matrices.sparse(3, 2, [0, 1, 3], [0, 1, 2], [7, 11, 12])
>>> blocks1 = sc.parallelize([((0, 0), dm1), ((0, 1), dm2)])
>>> blocks2 = sc.parallelize([((0, 0), dm3), ((1, 0), dm4)])
>>> blocks3 = sc.parallelize([((0, 0), sm), ((1, 0), dm4)])
>>> mat1 = BlockMatrix(blocks1, 2, 3)
>>> mat2 = BlockMatrix(blocks2, 3, 2)
>>> mat3 = BlockMatrix(blocks3, 3, 2)





>>> mat1.multiply(mat2).toLocalMatrix()
DenseMatrix(2, 2, [242.0, 272.0, 350.0, 398.0], 0)





>>> mat1.multiply(mat3).toLocalMatrix()
DenseMatrix(2, 2, [227.0, 258.0, 394.0, 450.0], 0)










	
numColBlocks

	Number of columns of blocks in the BlockMatrix.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])
>>> mat = BlockMatrix(blocks, 3, 2)
>>> mat.numColBlocks
1










	
numCols()

	Get or compute the number of cols.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])





>>> mat = BlockMatrix(blocks, 3, 2)
>>> print(mat.numCols())
2





>>> mat = BlockMatrix(blocks, 3, 2, 7, 6)
>>> print(mat.numCols())
6










	
numRowBlocks

	Number of rows of blocks in the BlockMatrix.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])
>>> mat = BlockMatrix(blocks, 3, 2)
>>> mat.numRowBlocks
2










	
numRows()

	Get or compute the number of rows.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])





>>> mat = BlockMatrix(blocks, 3, 2)
>>> print(mat.numRows())
6





>>> mat = BlockMatrix(blocks, 3, 2, 7, 6)
>>> print(mat.numRows())
7










	
persist(storageLevel)

	Persists the underlying RDD with the specified storage level.


New in version 2.0.0.








	
rowsPerBlock

	Number of rows that make up each block.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])
>>> mat = BlockMatrix(blocks, 3, 2)
>>> mat.rowsPerBlock
3










	
subtract(other)

	Subtracts the given block matrix other from this block matrix:
this - other. The matrices must have the same size and
matching rowsPerBlock and colsPerBlock values.  If one of
the sub matrix blocks that are being subtracted is a
SparseMatrix, the resulting sub matrix block will also be a
SparseMatrix, even if it is being subtracted from a DenseMatrix.
If two dense sub matrix blocks are subtracted, the output block
will also be a DenseMatrix.

>>> dm1 = Matrices.dense(3, 2, [3, 1, 5, 4, 6, 2])
>>> dm2 = Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12])
>>> sm = Matrices.sparse(3, 2, [0, 1, 3], [0, 1, 2], [1, 2, 3])
>>> blocks1 = sc.parallelize([((0, 0), dm1), ((1, 0), dm2)])
>>> blocks2 = sc.parallelize([((0, 0), dm2), ((1, 0), dm1)])
>>> blocks3 = sc.parallelize([((0, 0), sm), ((1, 0), dm2)])
>>> mat1 = BlockMatrix(blocks1, 3, 2)
>>> mat2 = BlockMatrix(blocks2, 3, 2)
>>> mat3 = BlockMatrix(blocks3, 3, 2)





>>> mat1.subtract(mat2).toLocalMatrix()
DenseMatrix(6, 2, [-4.0, -7.0, -4.0, 4.0, 7.0, 4.0, -6.0, -5.0, -10.0, 6.0, 5.0, 10.0], 0)





>>> mat2.subtract(mat3).toLocalMatrix()
DenseMatrix(6, 2, [6.0, 8.0, 9.0, -4.0, -7.0, -4.0, 10.0, 9.0, 9.0, -6.0, -5.0, -10.0], 0)






New in version 2.0.0.








	
toCoordinateMatrix()

	Convert this matrix to a CoordinateMatrix.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(1, 2, [1, 2])),
...                          ((1, 0), Matrices.dense(1, 2, [7, 8]))])
>>> mat = BlockMatrix(blocks, 1, 2).toCoordinateMatrix()
>>> mat.entries.take(3)
[MatrixEntry(0, 0, 1.0), MatrixEntry(0, 1, 2.0), MatrixEntry(1, 0, 7.0)]










	
toIndexedRowMatrix()

	Convert this matrix to an IndexedRowMatrix.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])
>>> mat = BlockMatrix(blocks, 3, 2).toIndexedRowMatrix()





>>> # This BlockMatrix will have 6 effective rows, due to
>>> # having two sub-matrix blocks stacked, each with 3 rows.
>>> # The ensuing IndexedRowMatrix will also have 6 rows.
>>> print(mat.numRows())
6





>>> # This BlockMatrix will have 2 effective columns, due to
>>> # having two sub-matrix blocks stacked, each with 2 columns.
>>> # The ensuing IndexedRowMatrix will also have 2 columns.
>>> print(mat.numCols())
2










	
toLocalMatrix()

	Collect the distributed matrix on the driver as a DenseMatrix.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])
>>> mat = BlockMatrix(blocks, 3, 2).toLocalMatrix()





>>> # This BlockMatrix will have 6 effective rows, due to
>>> # having two sub-matrix blocks stacked, each with 3 rows.
>>> # The ensuing DenseMatrix will also have 6 rows.
>>> print(mat.numRows)
6





>>> # This BlockMatrix will have 2 effective columns, due to
>>> # having two sub-matrix blocks stacked, each with 2
>>> # columns. The ensuing DenseMatrix will also have 2 columns.
>>> print(mat.numCols)
2










	
transpose()

	Transpose this BlockMatrix. Returns a new BlockMatrix
instance sharing the same underlying data. Is a lazy operation.

>>> blocks = sc.parallelize([((0, 0), Matrices.dense(3, 2, [1, 2, 3, 4, 5, 6])),
...                          ((1, 0), Matrices.dense(3, 2, [7, 8, 9, 10, 11, 12]))])
>>> mat = BlockMatrix(blocks, 3, 2)





>>> mat_transposed = mat.transpose()
>>> mat_transposed.toLocalMatrix()
DenseMatrix(2, 6, [1.0, 4.0, 2.0, 5.0, 3.0, 6.0, 7.0, 10.0, 8.0, 11.0, 9.0, 12.0], 0)






New in version 2.0.0.








	
validate()

	Validates the block matrix info against the matrix data (blocks)
and throws an exception if any error is found.


New in version 2.0.0.














pyspark.mllib.random module

Python package for random data generation.


	
class pyspark.mllib.random.RandomRDDs

	Generator methods for creating RDDs comprised of i.i.d samples from
some distribution.


New in version 1.1.0.




	
static exponentialRDD(sc, mean, size, numPartitions=None, seed=None)

	Generates an RDD comprised of i.i.d. samples from the Exponential
distribution with the input mean.


	Parameters

	
	sc – SparkContext used to create the RDD.


	mean – Mean, or 1 / lambda, for the Exponential distribution.


	size – Size of the RDD.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of float comprised of i.i.d. samples ~ Exp(mean).





>>> mean = 2.0
>>> x = RandomRDDs.exponentialRDD(sc, mean, 1000, seed=2)
>>> stats = x.stats()
>>> stats.count()
1000
>>> abs(stats.mean() - mean) < 0.5
True
>>> from math import sqrt
>>> abs(stats.stdev() - sqrt(mean)) < 0.5
True






New in version 1.3.0.








	
static exponentialVectorRDD(sc, mean, numRows, numCols, numPartitions=None, seed=None)

	Generates an RDD comprised of vectors containing i.i.d. samples drawn
from the Exponential distribution with the input mean.


	Parameters

	
	sc – SparkContext used to create the RDD.


	mean – Mean, or 1 / lambda, for the Exponential distribution.


	numRows – Number of Vectors in the RDD.


	numCols – Number of elements in each Vector.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism)


	seed – Random seed (default: a random long integer).






	Returns

	RDD of Vector with vectors containing i.i.d. samples ~ Exp(mean).





>>> import numpy as np
>>> mean = 0.5
>>> rdd = RandomRDDs.exponentialVectorRDD(sc, mean, 100, 100, seed=1)
>>> mat = np.mat(rdd.collect())
>>> mat.shape
(100, 100)
>>> abs(mat.mean() - mean) < 0.5
True
>>> from math import sqrt
>>> abs(mat.std() - sqrt(mean)) < 0.5
True






New in version 1.3.0.








	
static gammaRDD(sc, shape, scale, size, numPartitions=None, seed=None)

	Generates an RDD comprised of i.i.d. samples from the Gamma
distribution with the input shape and scale.


	Parameters

	
	sc – SparkContext used to create the RDD.


	shape – shape (> 0) parameter for the Gamma distribution


	scale – scale (> 0) parameter for the Gamma distribution


	size – Size of the RDD.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of float comprised of i.i.d. samples ~ Gamma(shape, scale).





>>> from math import sqrt
>>> shape = 1.0
>>> scale = 2.0
>>> expMean = shape * scale
>>> expStd = sqrt(shape * scale * scale)
>>> x = RandomRDDs.gammaRDD(sc, shape, scale, 1000, seed=2)
>>> stats = x.stats()
>>> stats.count()
1000
>>> abs(stats.mean() - expMean) < 0.5
True
>>> abs(stats.stdev() - expStd) < 0.5
True






New in version 1.3.0.








	
static gammaVectorRDD(sc, shape, scale, numRows, numCols, numPartitions=None, seed=None)

	Generates an RDD comprised of vectors containing i.i.d. samples drawn
from the Gamma distribution.


	Parameters

	
	sc – SparkContext used to create the RDD.


	shape – Shape (> 0) of the Gamma distribution


	scale – Scale (> 0) of the Gamma distribution


	numRows – Number of Vectors in the RDD.


	numCols – Number of elements in each Vector.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of Vector with vectors containing i.i.d. samples ~ Gamma(shape, scale).





>>> import numpy as np
>>> from math import sqrt
>>> shape = 1.0
>>> scale = 2.0
>>> expMean = shape * scale
>>> expStd = sqrt(shape * scale * scale)
>>> mat = np.matrix(RandomRDDs.gammaVectorRDD(sc, shape, scale, 100, 100, seed=1).collect())
>>> mat.shape
(100, 100)
>>> abs(mat.mean() - expMean) < 0.1
True
>>> abs(mat.std() - expStd) < 0.1
True






New in version 1.3.0.








	
static logNormalRDD(sc, mean, std, size, numPartitions=None, seed=None)

	Generates an RDD comprised of i.i.d. samples from the log normal
distribution with the input mean and standard distribution.


	Parameters

	
	sc – SparkContext used to create the RDD.


	mean – mean for the log Normal distribution


	std – std for the log Normal distribution


	size – Size of the RDD.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of float comprised of i.i.d. samples ~ log N(mean, std).





>>> from math import sqrt, exp
>>> mean = 0.0
>>> std = 1.0
>>> expMean = exp(mean + 0.5 * std * std)
>>> expStd = sqrt((exp(std * std) - 1.0) * exp(2.0 * mean + std * std))
>>> x = RandomRDDs.logNormalRDD(sc, mean, std, 1000, seed=2)
>>> stats = x.stats()
>>> stats.count()
1000
>>> abs(stats.mean() - expMean) < 0.5
True
>>> from math import sqrt
>>> abs(stats.stdev() - expStd) < 0.5
True






New in version 1.3.0.








	
static logNormalVectorRDD(sc, mean, std, numRows, numCols, numPartitions=None, seed=None)

	Generates an RDD comprised of vectors containing i.i.d. samples drawn
from the log normal distribution.


	Parameters

	
	sc – SparkContext used to create the RDD.


	mean – Mean of the log normal distribution


	std – Standard Deviation of the log normal distribution


	numRows – Number of Vectors in the RDD.


	numCols – Number of elements in each Vector.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of Vector with vectors containing i.i.d. samples ~ log N(mean, std).





>>> import numpy as np
>>> from math import sqrt, exp
>>> mean = 0.0
>>> std = 1.0
>>> expMean = exp(mean + 0.5 * std * std)
>>> expStd = sqrt((exp(std * std) - 1.0) * exp(2.0 * mean + std * std))
>>> m = RandomRDDs.logNormalVectorRDD(sc, mean, std, 100, 100, seed=1).collect()
>>> mat = np.matrix(m)
>>> mat.shape
(100, 100)
>>> abs(mat.mean() - expMean) < 0.1
True
>>> abs(mat.std() - expStd) < 0.1
True






New in version 1.3.0.








	
static normalRDD(sc, size, numPartitions=None, seed=None)

	Generates an RDD comprised of i.i.d. samples from the standard normal
distribution.

To transform the distribution in the generated RDD from standard normal
to some other normal N(mean, sigma^2), use
C{RandomRDDs.normal(sc, n, p, seed)          .map(lambda v: mean + sigma * v)}


	Parameters

	
	sc – SparkContext used to create the RDD.


	size – Size of the RDD.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of float comprised of i.i.d. samples ~ N(0.0, 1.0).





>>> x = RandomRDDs.normalRDD(sc, 1000, seed=1)
>>> stats = x.stats()
>>> stats.count()
1000
>>> abs(stats.mean() - 0.0) < 0.1
True
>>> abs(stats.stdev() - 1.0) < 0.1
True






New in version 1.1.0.








	
static normalVectorRDD(sc, numRows, numCols, numPartitions=None, seed=None)

	Generates an RDD comprised of vectors containing i.i.d. samples drawn
from the standard normal distribution.


	Parameters

	
	sc – SparkContext used to create the RDD.


	numRows – Number of Vectors in the RDD.


	numCols – Number of elements in each Vector.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of Vector with vectors containing i.i.d. samples ~ N(0.0, 1.0).





>>> import numpy as np
>>> mat = np.matrix(RandomRDDs.normalVectorRDD(sc, 100, 100, seed=1).collect())
>>> mat.shape
(100, 100)
>>> abs(mat.mean() - 0.0) < 0.1
True
>>> abs(mat.std() - 1.0) < 0.1
True






New in version 1.1.0.








	
static poissonRDD(sc, mean, size, numPartitions=None, seed=None)

	Generates an RDD comprised of i.i.d. samples from the Poisson
distribution with the input mean.


	Parameters

	
	sc – SparkContext used to create the RDD.


	mean – Mean, or lambda, for the Poisson distribution.


	size – Size of the RDD.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of float comprised of i.i.d. samples ~ Pois(mean).





>>> mean = 100.0
>>> x = RandomRDDs.poissonRDD(sc, mean, 1000, seed=2)
>>> stats = x.stats()
>>> stats.count()
1000
>>> abs(stats.mean() - mean) < 0.5
True
>>> from math import sqrt
>>> abs(stats.stdev() - sqrt(mean)) < 0.5
True






New in version 1.1.0.








	
static poissonVectorRDD(sc, mean, numRows, numCols, numPartitions=None, seed=None)

	Generates an RDD comprised of vectors containing i.i.d. samples drawn
from the Poisson distribution with the input mean.


	Parameters

	
	sc – SparkContext used to create the RDD.


	mean – Mean, or lambda, for the Poisson distribution.


	numRows – Number of Vectors in the RDD.


	numCols – Number of elements in each Vector.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism)


	seed – Random seed (default: a random long integer).






	Returns

	RDD of Vector with vectors containing i.i.d. samples ~ Pois(mean).





>>> import numpy as np
>>> mean = 100.0
>>> rdd = RandomRDDs.poissonVectorRDD(sc, mean, 100, 100, seed=1)
>>> mat = np.mat(rdd.collect())
>>> mat.shape
(100, 100)
>>> abs(mat.mean() - mean) < 0.5
True
>>> from math import sqrt
>>> abs(mat.std() - sqrt(mean)) < 0.5
True






New in version 1.1.0.








	
static uniformRDD(sc, size, numPartitions=None, seed=None)

	Generates an RDD comprised of i.i.d. samples from the
uniform distribution U(0.0, 1.0).

To transform the distribution in the generated RDD from U(0.0, 1.0)
to U(a, b), use
C{RandomRDDs.uniformRDD(sc, n, p, seed)          .map(lambda v: a + (b - a) * v)}


	Parameters

	
	sc – SparkContext used to create the RDD.


	size – Size of the RDD.


	numPartitions – Number of partitions in the RDD (default: sc.defaultParallelism).


	seed – Random seed (default: a random long integer).






	Returns

	RDD of float comprised of i.i.d. samples ~ U(0.0, 1.0).





>>> x = RandomRDDs.uniformRDD(sc, 100).collect()
>>> len(x)
100
>>> max(x) <= 1.0 and min(x) >= 0.0
True
>>> RandomRDDs.uniformRDD(sc, 100, 4).getNumPartitions()
4
>>> parts = RandomRDDs.uniformRDD(sc, 100, seed=4).getNumPartitions()
>>> parts == sc.defaultParallelism
True






New in version 1.1.0.








	
static uniformVectorRDD(sc, numRows, numCols, numPartitions=None, seed=None)

	Generates an RDD comprised of vectors containing i.i.d. samples drawn
from the uniform distribution U(0.0, 1.0).


	Parameters

	
	sc – SparkContext used to create the RDD.


	numRows – Number of Vectors in the RDD.


	numCols – Number of elements in each Vector.


	numPartitions – Number of partitions in the RDD.


	seed – Seed for the RNG that generates the seed for the generator in each partition.






	Returns

	RDD of Vector with vectors containing i.i.d samples ~ U(0.0, 1.0).





>>> import numpy as np
>>> mat = np.matrix(RandomRDDs.uniformVectorRDD(sc, 10, 10).collect())
>>> mat.shape
(10, 10)
>>> mat.max() <= 1.0 and mat.min() >= 0.0
True
>>> RandomRDDs.uniformVectorRDD(sc, 10, 10, 4).getNumPartitions()
4






New in version 1.1.0.














pyspark.mllib.recommendation module


	
class pyspark.mllib.recommendation.MatrixFactorizationModel(java_model)

	A matrix factorisation model trained by regularized alternating
least-squares.

>>> r1 = (1, 1, 1.0)
>>> r2 = (1, 2, 2.0)
>>> r3 = (2, 1, 2.0)
>>> ratings = sc.parallelize([r1, r2, r3])
>>> model = ALS.trainImplicit(ratings, 1, seed=10)
>>> model.predict(2, 2)
0.4...





>>> testset = sc.parallelize([(1, 2), (1, 1)])
>>> model = ALS.train(ratings, 2, seed=0)
>>> model.predictAll(testset).collect()
[Rating(user=1, product=1, rating=1.0...), Rating(user=1, product=2, rating=1.9...)]





>>> model = ALS.train(ratings, 4, seed=10)
>>> model.userFeatures().collect()
[(1, array('d', [...])), (2, array('d', [...]))]





>>> model.recommendUsers(1, 2)
[Rating(user=2, product=1, rating=1.9...), Rating(user=1, product=1, rating=1.0...)]
>>> model.recommendProducts(1, 2)
[Rating(user=1, product=2, rating=1.9...), Rating(user=1, product=1, rating=1.0...)]
>>> model.rank
4





>>> first_user = model.userFeatures().take(1)[0]
>>> latents = first_user[1]
>>> len(latents)
4





>>> model.productFeatures().collect()
[(1, array('d', [...])), (2, array('d', [...]))]





>>> first_product = model.productFeatures().take(1)[0]
>>> latents = first_product[1]
>>> len(latents)
4





>>> products_for_users = model.recommendProductsForUsers(1).collect()
>>> len(products_for_users)
2
>>> products_for_users[0]
(1, (Rating(user=1, product=2, rating=...),))





>>> users_for_products = model.recommendUsersForProducts(1).collect()
>>> len(users_for_products)
2
>>> users_for_products[0]
(1, (Rating(user=2, product=1, rating=...),))





>>> model = ALS.train(ratings, 1, nonnegative=True, seed=10)
>>> model.predict(2, 2)
3.73...





>>> df = sqlContext.createDataFrame([Rating(1, 1, 1.0), Rating(1, 2, 2.0), Rating(2, 1, 2.0)])
>>> model = ALS.train(df, 1, nonnegative=True, seed=10)
>>> model.predict(2, 2)
3.73...





>>> model = ALS.trainImplicit(ratings, 1, nonnegative=True, seed=10)
>>> model.predict(2, 2)
0.4...





>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> model.save(sc, path)
>>> sameModel = MatrixFactorizationModel.load(sc, path)
>>> sameModel.predict(2, 2)
0.4...
>>> sameModel.predictAll(testset).collect()
[Rating(...
>>> from shutil import rmtree
>>> try:
...     rmtree(path)
... except OSError:
...     pass






New in version 0.9.0.




	
classmethod load(sc, path)

	Load a model from the given path


New in version 1.3.1.








	
predict(user, product)

	Predicts rating for the given user and product.


New in version 0.9.0.








	
predictAll(user_product)

	Returns a list of predicted ratings for input user and product
pairs.


New in version 0.9.0.








	
productFeatures()

	Returns a paired RDD, where the first element is the product and the
second is an array of features corresponding to that product.


New in version 1.2.0.








	
rank

	Rank for the features in this model


New in version 1.4.0.








	
recommendProducts(user, num)

	Recommends the top “num” number of products for a given user and
returns a list of Rating objects sorted by the predicted rating in
descending order.


New in version 1.4.0.








	
recommendProductsForUsers(num)

	Recommends the top “num” number of products for all users. The
number of recommendations returned per user may be less than “num”.






	
recommendUsers(product, num)

	Recommends the top “num” number of users for a given product and
returns a list of Rating objects sorted by the predicted rating in
descending order.


New in version 1.4.0.








	
recommendUsersForProducts(num)

	Recommends the top “num” number of users for all products. The
number of recommendations returned per product may be less than
“num”.






	
userFeatures()

	Returns a paired RDD, where the first element is the user and the
second is an array of features corresponding to that user.


New in version 1.2.0.












	
class pyspark.mllib.recommendation.ALS

	Alternating Least Squares matrix factorization


New in version 0.9.0.




	
classmethod train(ratings, rank, iterations=5, lambda_=0.01, blocks=-1, nonnegative=False, seed=None)

	Train a matrix factorization model given an RDD of ratings by users
for a subset of products. The ratings matrix is approximated as the
product of two lower-rank matrices of a given rank (number of
features). To solve for these features, ALS is run iteratively with
a configurable level of parallelism.


	Parameters

	
	ratings – RDD of Rating or (userID, productID, rating) tuple.


	rank – Rank of the feature matrices computed (number of features).


	iterations – Number of iterations of ALS.
(default: 5)


	lambda – Regularization parameter.
(default: 0.01)


	blocks – Number of blocks used to parallelize the computation. A value
of -1 will use an auto-configured number of blocks.
(default: -1)


	nonnegative – A value of True will solve least-squares with nonnegativity
constraints.
(default: False)


	seed – Random seed for initial matrix factorization model. A value
of None will use system time as the seed.
(default: None)









New in version 0.9.0.








	
classmethod trainImplicit(ratings, rank, iterations=5, lambda_=0.01, blocks=-1, alpha=0.01, nonnegative=False, seed=None)

	Train a matrix factorization model given an RDD of ‘implicit
preferences’ of users for a subset of products. The ratings matrix
is approximated as the product of two lower-rank matrices of a
given rank (number of features). To solve for these features, ALS
is run iteratively with a configurable level of parallelism.


	Parameters

	
	ratings – RDD of Rating or (userID, productID, rating) tuple.


	rank – Rank of the feature matrices computed (number of features).


	iterations – Number of iterations of ALS.
(default: 5)


	lambda – Regularization parameter.
(default: 0.01)


	blocks – Number of blocks used to parallelize the computation. A value
of -1 will use an auto-configured number of blocks.
(default: -1)


	alpha – A constant used in computing confidence.
(default: 0.01)


	nonnegative – A value of True will solve least-squares with nonnegativity
constraints.
(default: False)


	seed – Random seed for initial matrix factorization model. A value
of None will use system time as the seed.
(default: None)









New in version 0.9.0.












	
class pyspark.mllib.recommendation.Rating

	Represents a (user, product, rating) tuple.

>>> r = Rating(1, 2, 5.0)
>>> (r.user, r.product, r.rating)
(1, 2, 5.0)
>>> (r[0], r[1], r[2])
(1, 2, 5.0)






New in version 1.2.0.










pyspark.mllib.regression module


	
class pyspark.mllib.regression.LabeledPoint(label, features)

	Class that represents the features and labels of a data point.


	Parameters

	
	label – Label for this data point.


	features – Vector of features for this point (NumPy array, list,
pyspark.mllib.linalg.SparseVector, or scipy.sparse column matrix).









Note

‘label’ and ‘features’ are accessible as class attributes.




New in version 1.0.0.








	
class pyspark.mllib.regression.LinearModel(weights, intercept)

	A linear model that has a vector of coefficients and an intercept.


	Parameters

	
	weights – Weights computed for every feature.


	intercept – Intercept computed for this model.









New in version 0.9.0.




	
intercept

	Intercept computed for this model.


New in version 1.0.0.








	
weights

	Weights computed for every feature.


New in version 1.0.0.












	
class pyspark.mllib.regression.LinearRegressionModel(weights, intercept)

	A linear regression model derived from a least-squares fit.

>>> from pyspark.mllib.regression import LabeledPoint
>>> data = [
...     LabeledPoint(0.0, [0.0]),
...     LabeledPoint(1.0, [1.0]),
...     LabeledPoint(3.0, [2.0]),
...     LabeledPoint(2.0, [3.0])
... ]
>>> lrm = LinearRegressionWithSGD.train(sc.parallelize(data), iterations=10,
...     initialWeights=np.array([1.0]))
>>> abs(lrm.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(np.array([1.0])) - 1) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> abs(lrm.predict(sc.parallelize([[1.0]])).collect()[0] - 1) < 0.5
True
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> lrm.save(sc, path)
>>> sameModel = LinearRegressionModel.load(sc, path)
>>> abs(sameModel.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(sameModel.predict(np.array([1.0])) - 1) < 0.5
True
>>> abs(sameModel.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> from shutil import rmtree
>>> try:
...     rmtree(path)
... except:
...     pass
>>> data = [
...     LabeledPoint(0.0, SparseVector(1, {0: 0.0})),
...     LabeledPoint(1.0, SparseVector(1, {0: 1.0})),
...     LabeledPoint(3.0, SparseVector(1, {0: 2.0})),
...     LabeledPoint(2.0, SparseVector(1, {0: 3.0}))
... ]
>>> lrm = LinearRegressionWithSGD.train(sc.parallelize(data), iterations=10,
...     initialWeights=array([1.0]))
>>> abs(lrm.predict(array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> lrm = LinearRegressionWithSGD.train(sc.parallelize(data), iterations=10, step=1.0,
...    miniBatchFraction=1.0, initialWeights=array([1.0]), regParam=0.1, regType="l2",
...    intercept=True, validateData=True)
>>> abs(lrm.predict(array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True






New in version 0.9.0.




	
intercept

	Intercept computed for this model.


New in version 1.0.0.








	
classmethod load(sc, path)

	Load a LinearRegressionModel.


New in version 1.4.0.








	
predict(x)

	Predict the value of the dependent variable given a vector or
an RDD of vectors containing values for the independent variables.


New in version 0.9.0.








	
save(sc, path)

	Save a LinearRegressionModel.


New in version 1.4.0.








	
weights

	Weights computed for every feature.


New in version 1.0.0.












	
class pyspark.mllib.regression.LinearRegressionWithSGD

	
New in version 0.9.0.




Note

Deprecated in 2.0.0. Use ml.regression.LinearRegression.




	
classmethod train(data, iterations=100, step=1.0, miniBatchFraction=1.0, initialWeights=None, regParam=0.0, regType=None, intercept=False, validateData=True, convergenceTol=0.001)

	Train a linear regression model using Stochastic Gradient
Descent (SGD). This solves the least squares regression
formulation


f(weights) = 1/(2n) ||A weights - y||^2




which is the mean squared error. Here the data matrix has n rows,
and the input RDD holds the set of rows of A, each with its
corresponding right hand side label y.
See also the documentation for the precise formulation.


	Parameters

	
	data – The training data, an RDD of LabeledPoint.


	iterations – The number of iterations.
(default: 100)


	step – The step parameter used in SGD.
(default: 1.0)


	miniBatchFraction – Fraction of data to be used for each SGD iteration.
(default: 1.0)


	initialWeights – The initial weights.
(default: None)


	regParam – The regularizer parameter.
(default: 0.0)


	regType – The type of regularizer used for training our model.
Supported values:



	”l1” for using L1 regularization


	”l2” for using L2 regularization


	None for no regularization (default)










	intercept – Boolean parameter which indicates the use or not of the
augmented representation for training data (i.e., whether bias
features are activated or not).
(default: False)


	validateData – Boolean parameter which indicates if the algorithm should
validate data before training.
(default: True)


	convergenceTol – A condition which decides iteration termination.
(default: 0.001)









New in version 0.9.0.












	
class pyspark.mllib.regression.RidgeRegressionModel(weights, intercept)

	A linear regression model derived from a least-squares fit with
an l_2 penalty term.

>>> from pyspark.mllib.regression import LabeledPoint
>>> data = [
...     LabeledPoint(0.0, [0.0]),
...     LabeledPoint(1.0, [1.0]),
...     LabeledPoint(3.0, [2.0]),
...     LabeledPoint(2.0, [3.0])
... ]
>>> lrm = RidgeRegressionWithSGD.train(sc.parallelize(data), iterations=10,
...     initialWeights=array([1.0]))
>>> abs(lrm.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(np.array([1.0])) - 1) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> abs(lrm.predict(sc.parallelize([[1.0]])).collect()[0] - 1) < 0.5
True
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> lrm.save(sc, path)
>>> sameModel = RidgeRegressionModel.load(sc, path)
>>> abs(sameModel.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(sameModel.predict(np.array([1.0])) - 1) < 0.5
True
>>> abs(sameModel.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> from shutil import rmtree
>>> try:
...    rmtree(path)
... except:
...    pass
>>> data = [
...     LabeledPoint(0.0, SparseVector(1, {0: 0.0})),
...     LabeledPoint(1.0, SparseVector(1, {0: 1.0})),
...     LabeledPoint(3.0, SparseVector(1, {0: 2.0})),
...     LabeledPoint(2.0, SparseVector(1, {0: 3.0}))
... ]
>>> lrm = LinearRegressionWithSGD.train(sc.parallelize(data), iterations=10,
...     initialWeights=array([1.0]))
>>> abs(lrm.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> lrm = RidgeRegressionWithSGD.train(sc.parallelize(data), iterations=10, step=1.0,
...     regParam=0.01, miniBatchFraction=1.0, initialWeights=array([1.0]), intercept=True,
...     validateData=True)
>>> abs(lrm.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True






New in version 0.9.0.




	
intercept

	Intercept computed for this model.


New in version 1.0.0.








	
classmethod load(sc, path)

	Load a RidgeRegressionMode.


New in version 1.4.0.








	
predict(x)

	Predict the value of the dependent variable given a vector or
an RDD of vectors containing values for the independent variables.


New in version 0.9.0.








	
save(sc, path)

	Save a RidgeRegressionMode.


New in version 1.4.0.








	
weights

	Weights computed for every feature.


New in version 1.0.0.












	
class pyspark.mllib.regression.RidgeRegressionWithSGD

	
New in version 0.9.0.




Note

Deprecated in 2.0.0. Use ml.regression.LinearRegression with elasticNetParam = 0.0.
Note the default regParam is 0.01 for RidgeRegressionWithSGD, but is 0.0 for
LinearRegression.




	
classmethod train(data, iterations=100, step=1.0, regParam=0.01, miniBatchFraction=1.0, initialWeights=None, intercept=False, validateData=True, convergenceTol=0.001)

	Train a regression model with L2-regularization using Stochastic
Gradient Descent. This solves the l2-regularized least squares
regression formulation


f(weights) = 1/(2n) ||A weights - y||^2 + regParam/2 ||weights||^2




Here the data matrix has n rows, and the input RDD holds the set
of rows of A, each with its corresponding right hand side label y.
See also the documentation for the precise formulation.


	Parameters

	
	data – The training data, an RDD of LabeledPoint.


	iterations – The number of iterations.
(default: 100)


	step – The step parameter used in SGD.
(default: 1.0)


	regParam – The regularizer parameter.
(default: 0.01)


	miniBatchFraction – Fraction of data to be used for each SGD iteration.
(default: 1.0)


	initialWeights – The initial weights.
(default: None)


	intercept – Boolean parameter which indicates the use or not of the
augmented representation for training data (i.e. whether bias
features are activated or not).
(default: False)


	validateData – Boolean parameter which indicates if the algorithm should
validate data before training.
(default: True)


	convergenceTol – A condition which decides iteration termination.
(default: 0.001)









New in version 0.9.0.












	
class pyspark.mllib.regression.LassoModel(weights, intercept)

	A linear regression model derived from a least-squares fit with
an l_1 penalty term.

>>> from pyspark.mllib.regression import LabeledPoint
>>> data = [
...     LabeledPoint(0.0, [0.0]),
...     LabeledPoint(1.0, [1.0]),
...     LabeledPoint(3.0, [2.0]),
...     LabeledPoint(2.0, [3.0])
... ]
>>> lrm = LassoWithSGD.train(sc.parallelize(data), iterations=10, initialWeights=array([1.0]))
>>> abs(lrm.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(np.array([1.0])) - 1) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> abs(lrm.predict(sc.parallelize([[1.0]])).collect()[0] - 1) < 0.5
True
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> lrm.save(sc, path)
>>> sameModel = LassoModel.load(sc, path)
>>> abs(sameModel.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(sameModel.predict(np.array([1.0])) - 1) < 0.5
True
>>> abs(sameModel.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> from shutil import rmtree
>>> try:
...    rmtree(path)
... except:
...    pass
>>> data = [
...     LabeledPoint(0.0, SparseVector(1, {0: 0.0})),
...     LabeledPoint(1.0, SparseVector(1, {0: 1.0})),
...     LabeledPoint(3.0, SparseVector(1, {0: 2.0})),
...     LabeledPoint(2.0, SparseVector(1, {0: 3.0}))
... ]
>>> lrm = LinearRegressionWithSGD.train(sc.parallelize(data), iterations=10,
...     initialWeights=array([1.0]))
>>> abs(lrm.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True
>>> lrm = LassoWithSGD.train(sc.parallelize(data), iterations=10, step=1.0,
...     regParam=0.01, miniBatchFraction=1.0, initialWeights=array([1.0]), intercept=True,
...     validateData=True)
>>> abs(lrm.predict(np.array([0.0])) - 0) < 0.5
True
>>> abs(lrm.predict(SparseVector(1, {0: 1.0})) - 1) < 0.5
True






New in version 0.9.0.




	
intercept

	Intercept computed for this model.


New in version 1.0.0.








	
classmethod load(sc, path)

	Load a LassoModel.


New in version 1.4.0.








	
predict(x)

	Predict the value of the dependent variable given a vector or
an RDD of vectors containing values for the independent variables.


New in version 0.9.0.








	
save(sc, path)

	Save a LassoModel.


New in version 1.4.0.








	
weights

	Weights computed for every feature.


New in version 1.0.0.












	
class pyspark.mllib.regression.LassoWithSGD

	
New in version 0.9.0.




Note

Deprecated in 2.0.0. Use ml.regression.LinearRegression with elasticNetParam = 1.0.
Note the default regParam is 0.01 for LassoWithSGD, but is 0.0 for LinearRegression.




	
classmethod train(data, iterations=100, step=1.0, regParam=0.01, miniBatchFraction=1.0, initialWeights=None, intercept=False, validateData=True, convergenceTol=0.001)

	Train a regression model with L1-regularization using Stochastic
Gradient Descent. This solves the l1-regularized least squares
regression formulation


f(weights) = 1/(2n) ||A weights - y||^2  + regParam ||weights||_1




Here the data matrix has n rows, and the input RDD holds the set
of rows of A, each with its corresponding right hand side label y.
See also the documentation for the precise formulation.


	Parameters

	
	data – The training data, an RDD of LabeledPoint.


	iterations – The number of iterations.
(default: 100)


	step – The step parameter used in SGD.
(default: 1.0)


	regParam – The regularizer parameter.
(default: 0.01)


	miniBatchFraction – Fraction of data to be used for each SGD iteration.
(default: 1.0)


	initialWeights – The initial weights.
(default: None)


	intercept – Boolean parameter which indicates the use or not of the
augmented representation for training data (i.e. whether bias
features are activated or not).
(default: False)


	validateData – Boolean parameter which indicates if the algorithm should
validate data before training.
(default: True)


	convergenceTol – A condition which decides iteration termination.
(default: 0.001)









New in version 0.9.0.












	
class pyspark.mllib.regression.IsotonicRegressionModel(boundaries, predictions, isotonic)

	Regression model for isotonic regression.


	Parameters

	
	boundaries – Array of boundaries for which predictions are known. Boundaries
must be sorted in increasing order.


	predictions – Array of predictions associated to the boundaries at the same
index. Results of isotonic regression and therefore monotone.


	isotonic – Indicates whether this is isotonic or antitonic.








>>> data = [(1, 0, 1), (2, 1, 1), (3, 2, 1), (1, 3, 1), (6, 4, 1), (17, 5, 1), (16, 6, 1)]
>>> irm = IsotonicRegression.train(sc.parallelize(data))
>>> irm.predict(3)
2.0
>>> irm.predict(5)
16.5
>>> irm.predict(sc.parallelize([3, 5])).collect()
[2.0, 16.5]
>>> import os, tempfile
>>> path = tempfile.mkdtemp()
>>> irm.save(sc, path)
>>> sameModel = IsotonicRegressionModel.load(sc, path)
>>> sameModel.predict(3)
2.0
>>> sameModel.predict(5)
16.5
>>> from shutil import rmtree
>>> try:
...     rmtree(path)
... except OSError:
...     pass






New in version 1.4.0.




	
classmethod load(sc, path)

	Load an IsotonicRegressionModel.


New in version 1.4.0.








	
predict(x)

	Predict labels for provided features.
Using a piecewise linear function.
1) If x exactly matches a boundary then associated prediction
is returned. In case there are multiple predictions with the
same boundary then one of them is returned. Which one is
undefined (same as java.util.Arrays.binarySearch).
2) If x is lower or higher than all boundaries then first or
last prediction is returned respectively. In case there are
multiple predictions with the same boundary then the lowest
or highest is returned respectively.
3) If x falls between two values in boundary array then
prediction is treated as piecewise linear function and
interpolated value is returned. In case there are multiple
values with the same boundary then the same rules as in 2)
are used.


	Parameters

	x – Feature or RDD of Features to be labeled.






New in version 1.4.0.








	
save(sc, path)

	Save an IsotonicRegressionModel.


New in version 1.4.0.












	
class pyspark.mllib.regression.IsotonicRegression

	Isotonic regression.
Currently implemented using parallelized pool adjacent violators
algorithm. Only univariate (single feature) algorithm supported.

Sequential PAV implementation based on:


Tibshirani, Ryan J., Holger Hoefling, and Robert Tibshirani.
“Nearly-isotonic regression.” Technometrics 53.1 (2011): 54-61.
Available from http://www.stat.cmu.edu/~ryantibs/papers/neariso.pdf




Sequential PAV parallelization based on:


Kearsley, Anthony J., Richard A. Tapia, and Michael W. Trosset.
“An approach to parallelizing isotonic regression.”
Applied Mathematics and Parallel Computing. Physica-Verlag HD, 1996. 141-147.
Available from http://softlib.rice.edu/pub/CRPC-TRs/reports/CRPC-TR96640.pdf




See Isotonic regression (Wikipedia) [http://en.wikipedia.org/wiki/Isotonic_regression].


New in version 1.4.0.




	
classmethod train(data, isotonic=True)

	Train an isotonic regression model on the given data.


	Parameters

	
	data – RDD of (label, feature, weight) tuples.


	isotonic – Whether this is isotonic (which is default) or antitonic.
(default: True)









New in version 1.4.0.












	
class pyspark.mllib.regression.StreamingLinearAlgorithm(model)

	Base class that has to be inherited by any StreamingLinearAlgorithm.

Prevents reimplementation of methods predictOn and predictOnValues.


New in version 1.5.0.




	
latestModel()

	Returns the latest model.


New in version 1.5.0.








	
predictOn(dstream)

	Use the model to make predictions on batches of data from a
DStream.


	Returns

	DStream containing predictions.






New in version 1.5.0.








	
predictOnValues(dstream)

	Use the model to make predictions on the values of a DStream and
carry over its keys.


	Returns

	DStream containing the input keys and the predictions as values.






New in version 1.5.0.












	
class pyspark.mllib.regression.StreamingLinearRegressionWithSGD(stepSize=0.1, numIterations=50, miniBatchFraction=1.0, convergenceTol=0.001)

	Train or predict a linear regression model on streaming data.
Training uses Stochastic Gradient Descent to update the model
based on each new batch of incoming data from a DStream
(see LinearRegressionWithSGD for model equation).

Each batch of data is assumed to be an RDD of LabeledPoints.
The number of data points per batch can vary, but the number
of features must be constant. An initial weight vector must
be provided.


	Parameters

	
	stepSize – Step size for each iteration of gradient descent.
(default: 0.1)


	numIterations – Number of iterations run for each batch of data.
(default: 50)


	miniBatchFraction – Fraction of each batch of data to use for updates.
(default: 1.0)


	convergenceTol – Value used to determine when to terminate iterations.
(default: 0.001)









New in version 1.5.0.




	
latestModel()

	Returns the latest model.


New in version 1.5.0.








	
predictOn(dstream)

	Use the model to make predictions on batches of data from a
DStream.


	Returns

	DStream containing predictions.






New in version 1.5.0.








	
predictOnValues(dstream)

	Use the model to make predictions on the values of a DStream and
carry over its keys.


	Returns

	DStream containing the input keys and the predictions as values.






New in version 1.5.0.








	
setInitialWeights(initialWeights)

	Set the initial value of weights.

This must be set before running trainOn and predictOn


New in version 1.5.0.








	
trainOn(dstream)

	Train the model on the incoming dstream.


New in version 1.5.0.














pyspark.mllib.stat module

Python package for statistical functions in MLlib.


	
class pyspark.mllib.stat.Statistics

	
	
static chiSqTest(observed, expected=None)

	If observed is Vector, conduct Pearson’s chi-squared goodness
of fit test of the observed data against the expected distribution,
or againt the uniform distribution (by default), with each category
having an expected frequency of 1 / len(observed).

If observed is matrix, conduct Pearson’s independence test on the
input contingency matrix, which cannot contain negative entries or
columns or rows that sum up to 0.

If observed is an RDD of LabeledPoint, conduct Pearson’s independence
test for every feature against the label across the input RDD.
For each feature, the (feature, label) pairs are converted into a
contingency matrix for which the chi-squared statistic is computed.
All label and feature values must be categorical.


Note

observed cannot contain negative values




	Parameters

	
	observed – it could be a vector containing the observed categorical
counts/relative frequencies, or the contingency matrix
(containing either counts or relative frequencies),
or an RDD of LabeledPoint containing the labeled dataset
with categorical features. Real-valued features will be
treated as categorical for each distinct value.


	expected – Vector containing the expected categorical counts/relative
frequencies. expected is rescaled if the expected sum
differs from the observed sum.






	Returns

	ChiSquaredTest object containing the test statistic, degrees
of freedom, p-value, the method used, and the null hypothesis.





>>> from pyspark.mllib.linalg import Vectors, Matrices
>>> observed = Vectors.dense([4, 6, 5])
>>> pearson = Statistics.chiSqTest(observed)
>>> print(pearson.statistic)
0.4
>>> pearson.degreesOfFreedom
2
>>> print(round(pearson.pValue, 4))
0.8187
>>> pearson.method
'pearson'
>>> pearson.nullHypothesis
'observed follows the same distribution as expected.'





>>> observed = Vectors.dense([21, 38, 43, 80])
>>> expected = Vectors.dense([3, 5, 7, 20])
>>> pearson = Statistics.chiSqTest(observed, expected)
>>> print(round(pearson.pValue, 4))
0.0027





>>> data = [40.0, 24.0, 29.0, 56.0, 32.0, 42.0, 31.0, 10.0, 0.0, 30.0, 15.0, 12.0]
>>> chi = Statistics.chiSqTest(Matrices.dense(3, 4, data))
>>> print(round(chi.statistic, 4))
21.9958





>>> data = [LabeledPoint(0.0, Vectors.dense([0.5, 10.0])),
...         LabeledPoint(0.0, Vectors.dense([1.5, 20.0])),
...         LabeledPoint(1.0, Vectors.dense([1.5, 30.0])),
...         LabeledPoint(0.0, Vectors.dense([3.5, 30.0])),
...         LabeledPoint(0.0, Vectors.dense([3.5, 40.0])),
...         LabeledPoint(1.0, Vectors.dense([3.5, 40.0])),]
>>> rdd = sc.parallelize(data, 4)
>>> chi = Statistics.chiSqTest(rdd)
>>> print(chi[0].statistic)
0.75
>>> print(chi[1].statistic)
1.5










	
static colStats(rdd)

	Computes column-wise summary statistics for the input RDD[Vector].


	Parameters

	rdd – an RDD[Vector] for which column-wise summary statistics
are to be computed.



	Returns

	MultivariateStatisticalSummary object containing
column-wise summary statistics.





>>> from pyspark.mllib.linalg import Vectors
>>> rdd = sc.parallelize([Vectors.dense([2, 0, 0, -2]),
...                       Vectors.dense([4, 5, 0,  3]),
...                       Vectors.dense([6, 7, 0,  8])])
>>> cStats = Statistics.colStats(rdd)
>>> cStats.mean()
array([ 4.,  4.,  0.,  3.])
>>> cStats.variance()
array([  4.,  13.,   0.,  25.])
>>> cStats.count()
3
>>> cStats.numNonzeros()
array([ 3.,  2.,  0.,  3.])
>>> cStats.max()
array([ 6.,  7.,  0.,  8.])
>>> cStats.min()
array([ 2.,  0.,  0., -2.])










	
static corr(x, y=None, method=None)

	Compute the correlation (matrix) for the input RDD(s) using the
specified method.
Methods currently supported: I{pearson (default), spearman}.

If a single RDD of Vectors is passed in, a correlation matrix
comparing the columns in the input RDD is returned. Use C{method=}
to specify the method to be used for single RDD inout.
If two RDDs of floats are passed in, a single float is returned.


	Parameters

	
	x – an RDD of vector for which the correlation matrix is to be computed,
or an RDD of float of the same cardinality as y when y is specified.


	y – an RDD of float of the same cardinality as x.


	method – String specifying the method to use for computing correlation.
Supported: pearson (default), spearman






	Returns

	Correlation matrix comparing columns in x.





>>> x = sc.parallelize([1.0, 0.0, -2.0], 2)
>>> y = sc.parallelize([4.0, 5.0, 3.0], 2)
>>> zeros = sc.parallelize([0.0, 0.0, 0.0], 2)
>>> abs(Statistics.corr(x, y) - 0.6546537) < 1e-7
True
>>> Statistics.corr(x, y) == Statistics.corr(x, y, "pearson")
True
>>> Statistics.corr(x, y, "spearman")
0.5
>>> from math import isnan
>>> isnan(Statistics.corr(x, zeros))
True
>>> from pyspark.mllib.linalg import Vectors
>>> rdd = sc.parallelize([Vectors.dense([1, 0, 0, -2]), Vectors.dense([4, 5, 0, 3]),
...                       Vectors.dense([6, 7, 0,  8]), Vectors.dense([9, 0, 0, 1])])
>>> pearsonCorr = Statistics.corr(rdd)
>>> print(str(pearsonCorr).replace('nan', 'NaN'))
[[ 1.          0.05564149         NaN  0.40047142]
 [ 0.05564149  1.                 NaN  0.91359586]
 [        NaN         NaN  1.                 NaN]
 [ 0.40047142  0.91359586         NaN  1.        ]]
>>> spearmanCorr = Statistics.corr(rdd, method="spearman")
>>> print(str(spearmanCorr).replace('nan', 'NaN'))
[[ 1.          0.10540926         NaN  0.4       ]
 [ 0.10540926  1.                 NaN  0.9486833 ]
 [        NaN         NaN  1.                 NaN]
 [ 0.4         0.9486833          NaN  1.        ]]
>>> try:
...     Statistics.corr(rdd, "spearman")
...     print("Method name as second argument without 'method=' shouldn't be allowed.")
... except TypeError:
...     pass










	
static kolmogorovSmirnovTest(data, distName='norm', *params)

	Performs the Kolmogorov-Smirnov (KS) test for data sampled from
a continuous distribution. It tests the null hypothesis that
the data is generated from a particular distribution.

The given data is sorted and the Empirical Cumulative
Distribution Function (ECDF) is calculated
which for a given point is the number of points having a CDF
value lesser than it divided by the total number of points.

Since the data is sorted, this is a step function
that rises by (1 / length of data) for every ordered point.

The KS statistic gives us the maximum distance between the
ECDF and the CDF. Intuitively if this statistic is large, the
probabilty that the null hypothesis is true becomes small.
For specific details of the implementation, please have a look
at the Scala documentation.


	Parameters

	
	data – RDD, samples from the data


	distName – string, currently only “norm” is supported.
(Normal distribution) to calculate the
theoretical distribution of the data.


	params – additional values which need to be provided for
a certain distribution.
If not provided, the default values are used.






	Returns

	KolmogorovSmirnovTestResult object containing the test
statistic, degrees of freedom, p-value,
the method used, and the null hypothesis.





>>> kstest = Statistics.kolmogorovSmirnovTest
>>> data = sc.parallelize([-1.0, 0.0, 1.0])
>>> ksmodel = kstest(data, "norm")
>>> print(round(ksmodel.pValue, 3))
1.0
>>> print(round(ksmodel.statistic, 3))
0.175
>>> ksmodel.nullHypothesis
'Sample follows theoretical distribution'





>>> data = sc.parallelize([2.0, 3.0, 4.0])
>>> ksmodel = kstest(data, "norm", 3.0, 1.0)
>>> print(round(ksmodel.pValue, 3))
1.0
>>> print(round(ksmodel.statistic, 3))
0.175














	
class pyspark.mllib.stat.MultivariateStatisticalSummary(java_model)

	Trait for multivariate statistical summary of a data matrix.


	
count()

	




	
max()

	




	
mean()

	




	
min()

	




	
normL1()

	




	
normL2()

	




	
numNonzeros()

	




	
variance()

	








	
class pyspark.mllib.stat.ChiSqTestResult(java_model)

	Contains test results for the chi-squared hypothesis test.


	
method

	Name of the test method










	
class pyspark.mllib.stat.MultivariateGaussian

	Represents a (mu, sigma) tuple

>>> m = MultivariateGaussian(Vectors.dense([11,12]),DenseMatrix(2, 2, (1.0, 3.0, 5.0, 2.0)))
>>> (m.mu, m.sigma.toArray())
(DenseVector([11.0, 12.0]), array([[ 1., 5.],[ 3., 2.]]))
>>> (m[0], m[1])
(DenseVector([11.0, 12.0]), array([[ 1., 5.],[ 3., 2.]]))










	
class pyspark.mllib.stat.KernelDensity

	Estimate probability density at required points given an RDD of samples
from the population.

>>> kd = KernelDensity()
>>> sample = sc.parallelize([0.0, 1.0])
>>> kd.setSample(sample)
>>> kd.estimate([0.0, 1.0])
array([ 0.12938758,  0.12938758])






	
estimate(points)

	Estimate the probability density at points






	
setBandwidth(bandwidth)

	Set bandwidth of each sample. Defaults to 1.0






	
setSample(sample)

	Set sample points from the population. Should be a RDD












pyspark.mllib.tree module


	
class pyspark.mllib.tree.DecisionTreeModel(java_model)

	A decision tree model for classification or regression.


New in version 1.1.0.




	
call(name, *a)

	Call method of java_model






	
depth()

	Get depth of tree (e.g. depth 0 means 1 leaf node, depth 1
means 1 internal node + 2 leaf nodes).


New in version 1.1.0.








	
load(sc, path)

	Load a model from the given path.


New in version 1.3.0.








	
numNodes()

	Get number of nodes in tree, including leaf nodes.


New in version 1.1.0.








	
predict(x)

	Predict the label of one or more examples.


Note

In Python, predict cannot currently be used within an RDD
transformation or action.
Call predict directly on the RDD instead.




	Parameters

	x – Data point (feature vector), or an RDD of data points (feature
vectors).






New in version 1.1.0.








	
save(sc, path)

	Save this model to the given path.


New in version 1.3.0.








	
toDebugString()

	full model.


New in version 1.2.0.












	
class pyspark.mllib.tree.DecisionTree

	Learning algorithm for a decision tree model for classification or
regression.


New in version 1.1.0.




	
classmethod trainClassifier(data, numClasses, categoricalFeaturesInfo, impurity='gini', maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0)

	Train a decision tree model for classification.


	Parameters

	
	data – Training data: RDD of LabeledPoint. Labels should take values
{0, 1, …, numClasses-1}.


	numClasses – Number of classes for classification.


	categoricalFeaturesInfo – Map storing arity of categorical features. An entry (n -> k)
indicates that feature n is categorical with k categories
indexed from 0: {0, 1, …, k-1}.


	impurity – Criterion used for information gain calculation.
Supported values: “gini” or “entropy”.
(default: “gini”)


	maxDepth – Maximum depth of tree (e.g. depth 0 means 1 leaf node, depth 1
means 1 internal node + 2 leaf nodes).
(default: 5)


	maxBins – Number of bins used for finding splits at each node.
(default: 32)


	minInstancesPerNode – Minimum number of instances required at child nodes to create
the parent split.
(default: 1)


	minInfoGain – Minimum info gain required to create a split.
(default: 0.0)






	Returns

	DecisionTreeModel.





Example usage:

>>> from numpy import array
>>> from pyspark.mllib.regression import LabeledPoint
>>> from pyspark.mllib.tree import DecisionTree
>>>
>>> data = [
...     LabeledPoint(0.0, [0.0]),
...     LabeledPoint(1.0, [1.0]),
...     LabeledPoint(1.0, [2.0]),
...     LabeledPoint(1.0, [3.0])
... ]
>>> model = DecisionTree.trainClassifier(sc.parallelize(data), 2, {})
>>> print(model)
DecisionTreeModel classifier of depth 1 with 3 nodes





>>> print(model.toDebugString())
DecisionTreeModel classifier of depth 1 with 3 nodes
  If (feature 0 <= 0.0)
   Predict: 0.0
  Else (feature 0 > 0.0)
   Predict: 1.0

>>> model.predict(array([1.0]))
1.0
>>> model.predict(array([0.0]))
0.0
>>> rdd = sc.parallelize([[1.0], [0.0]])
>>> model.predict(rdd).collect()
[1.0, 0.0]






New in version 1.1.0.








	
classmethod trainRegressor(data, categoricalFeaturesInfo, impurity='variance', maxDepth=5, maxBins=32, minInstancesPerNode=1, minInfoGain=0.0)

	Train a decision tree model for regression.


	Parameters

	
	data – Training data: RDD of LabeledPoint. Labels are real numbers.


	categoricalFeaturesInfo – Map storing arity of categorical features. An entry (n -> k)
indicates that feature n is categorical with k categories
indexed from 0: {0, 1, …, k-1}.


	impurity – Criterion used for information gain calculation.
The only supported value for regression is “variance”.
(default: “variance”)


	maxDepth – Maximum depth of tree (e.g. depth 0 means 1 leaf node, depth 1
means 1 internal node + 2 leaf nodes).
(default: 5)


	maxBins – Number of bins used for finding splits at each node.
(default: 32)


	minInstancesPerNode – Minimum number of instances required at child nodes to create
the parent split.
(default: 1)


	minInfoGain – Minimum info gain required to create a split.
(default: 0.0)






	Returns

	DecisionTreeModel.





Example usage:

>>> from pyspark.mllib.regression import LabeledPoint
>>> from pyspark.mllib.tree import DecisionTree
>>> from pyspark.mllib.linalg import SparseVector
>>>
>>> sparse_data = [
...     LabeledPoint(0.0, SparseVector(2, {0: 0.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 1.0})),
...     LabeledPoint(0.0, SparseVector(2, {0: 0.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 2.0}))
... ]
>>>
>>> model = DecisionTree.trainRegressor(sc.parallelize(sparse_data), {})
>>> model.predict(SparseVector(2, {1: 1.0}))
1.0
>>> model.predict(SparseVector(2, {1: 0.0}))
0.0
>>> rdd = sc.parallelize([[0.0, 1.0], [0.0, 0.0]])
>>> model.predict(rdd).collect()
[1.0, 0.0]






New in version 1.1.0.












	
class pyspark.mllib.tree.RandomForestModel(java_model)

	Represents a random forest model.


New in version 1.2.0.




	
call(name, *a)

	Call method of java_model






	
load(sc, path)

	Load a model from the given path.


New in version 1.3.0.








	
numTrees()

	Get number of trees in ensemble.


New in version 1.3.0.








	
predict(x)

	Predict values for a single data point or an RDD of points using
the model trained.


Note

In Python, predict cannot currently be used within an RDD
transformation or action.
Call predict directly on the RDD instead.




New in version 1.3.0.








	
save(sc, path)

	Save this model to the given path.


New in version 1.3.0.








	
toDebugString()

	Full model


New in version 1.3.0.








	
totalNumNodes()

	Get total number of nodes, summed over all trees in the ensemble.


New in version 1.3.0.












	
class pyspark.mllib.tree.RandomForest

	Learning algorithm for a random forest model for classification or
regression.


New in version 1.2.0.




	
supportedFeatureSubsetStrategies = ('auto', 'all', 'sqrt', 'log2', 'onethird')

	




	
classmethod trainClassifier(data, numClasses, categoricalFeaturesInfo, numTrees, featureSubsetStrategy='auto', impurity='gini', maxDepth=4, maxBins=32, seed=None)

	Train a random forest model for binary or multiclass
classification.


	Parameters

	
	data – Training dataset: RDD of LabeledPoint. Labels should take values
{0, 1, …, numClasses-1}.


	numClasses – Number of classes for classification.


	categoricalFeaturesInfo – Map storing arity of categorical features. An entry (n -> k)
indicates that feature n is categorical with k categories
indexed from 0: {0, 1, …, k-1}.


	numTrees – Number of trees in the random forest.


	featureSubsetStrategy – Number of features to consider for splits at each node.
Supported values: “auto”, “all”, “sqrt”, “log2”, “onethird”.
If “auto” is set, this parameter is set based on numTrees:
if numTrees == 1, set to “all”;
if numTrees > 1 (forest) set to “sqrt”.
(default: “auto”)


	impurity – Criterion used for information gain calculation.
Supported values: “gini” or “entropy”.
(default: “gini”)


	maxDepth – Maximum depth of tree (e.g. depth 0 means 1 leaf node, depth 1
means 1 internal node + 2 leaf nodes).
(default: 4)


	maxBins – Maximum number of bins used for splitting features.
(default: 32)


	seed – Random seed for bootstrapping and choosing feature subsets.
Set as None to generate seed based on system time.
(default: None)






	Returns

	RandomForestModel that can be used for prediction.





Example usage:

>>> from pyspark.mllib.regression import LabeledPoint
>>> from pyspark.mllib.tree import RandomForest
>>>
>>> data = [
...     LabeledPoint(0.0, [0.0]),
...     LabeledPoint(0.0, [1.0]),
...     LabeledPoint(1.0, [2.0]),
...     LabeledPoint(1.0, [3.0])
... ]
>>> model = RandomForest.trainClassifier(sc.parallelize(data), 2, {}, 3, seed=42)
>>> model.numTrees()
3
>>> model.totalNumNodes()
7
>>> print(model)
TreeEnsembleModel classifier with 3 trees

>>> print(model.toDebugString())
TreeEnsembleModel classifier with 3 trees

  Tree 0:
    Predict: 1.0
  Tree 1:
    If (feature 0 <= 1.0)
     Predict: 0.0
    Else (feature 0 > 1.0)
     Predict: 1.0
  Tree 2:
    If (feature 0 <= 1.0)
     Predict: 0.0
    Else (feature 0 > 1.0)
     Predict: 1.0

>>> model.predict([2.0])
1.0
>>> model.predict([0.0])
0.0
>>> rdd = sc.parallelize([[3.0], [1.0]])
>>> model.predict(rdd).collect()
[1.0, 0.0]






New in version 1.2.0.








	
classmethod trainRegressor(data, categoricalFeaturesInfo, numTrees, featureSubsetStrategy='auto', impurity='variance', maxDepth=4, maxBins=32, seed=None)

	Train a random forest model for regression.


	Parameters

	
	data – Training dataset: RDD of LabeledPoint. Labels are real numbers.


	categoricalFeaturesInfo – Map storing arity of categorical features. An entry (n -> k)
indicates that feature n is categorical with k categories
indexed from 0: {0, 1, …, k-1}.


	numTrees – Number of trees in the random forest.


	featureSubsetStrategy – Number of features to consider for splits at each node.
Supported values: “auto”, “all”, “sqrt”, “log2”, “onethird”.
If “auto” is set, this parameter is set based on numTrees:
if numTrees == 1, set to “all”;
if numTrees > 1 (forest) set to “onethird” for regression.
(default: “auto”)


	impurity – Criterion used for information gain calculation.
The only supported value for regression is “variance”.
(default: “variance”)


	maxDepth – Maximum depth of tree (e.g. depth 0 means 1 leaf node, depth 1
means 1 internal node + 2 leaf nodes).
(default: 4)


	maxBins – Maximum number of bins used for splitting features.
(default: 32)


	seed – Random seed for bootstrapping and choosing feature subsets.
Set as None to generate seed based on system time.
(default: None)






	Returns

	RandomForestModel that can be used for prediction.





Example usage:

>>> from pyspark.mllib.regression import LabeledPoint
>>> from pyspark.mllib.tree import RandomForest
>>> from pyspark.mllib.linalg import SparseVector
>>>
>>> sparse_data = [
...     LabeledPoint(0.0, SparseVector(2, {0: 1.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 1.0})),
...     LabeledPoint(0.0, SparseVector(2, {0: 1.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 2.0}))
... ]
>>>
>>> model = RandomForest.trainRegressor(sc.parallelize(sparse_data), {}, 2, seed=42)
>>> model.numTrees()
2
>>> model.totalNumNodes()
4
>>> model.predict(SparseVector(2, {1: 1.0}))
1.0
>>> model.predict(SparseVector(2, {0: 1.0}))
0.5
>>> rdd = sc.parallelize([[0.0, 1.0], [1.0, 0.0]])
>>> model.predict(rdd).collect()
[1.0, 0.5]






New in version 1.2.0.












	
class pyspark.mllib.tree.GradientBoostedTreesModel(java_model)

	Represents a gradient-boosted tree model.


New in version 1.3.0.




	
call(name, *a)

	Call method of java_model






	
load(sc, path)

	Load a model from the given path.


New in version 1.3.0.








	
numTrees()

	Get number of trees in ensemble.


New in version 1.3.0.








	
predict(x)

	Predict values for a single data point or an RDD of points using
the model trained.


Note

In Python, predict cannot currently be used within an RDD
transformation or action.
Call predict directly on the RDD instead.




New in version 1.3.0.








	
save(sc, path)

	Save this model to the given path.


New in version 1.3.0.








	
toDebugString()

	Full model


New in version 1.3.0.








	
totalNumNodes()

	Get total number of nodes, summed over all trees in the ensemble.


New in version 1.3.0.












	
class pyspark.mllib.tree.GradientBoostedTrees

	Learning algorithm for a gradient boosted trees model for
classification or regression.


New in version 1.3.0.




	
classmethod trainClassifier(data, categoricalFeaturesInfo, loss='logLoss', numIterations=100, learningRate=0.1, maxDepth=3, maxBins=32)

	Train a gradient-boosted trees model for classification.


	Parameters

	
	data – Training dataset: RDD of LabeledPoint. Labels should take values
{0, 1}.


	categoricalFeaturesInfo – Map storing arity of categorical features. An entry (n -> k)
indicates that feature n is categorical with k categories
indexed from 0: {0, 1, …, k-1}.


	loss – Loss function used for minimization during gradient boosting.
Supported values: “logLoss”, “leastSquaresError”,
“leastAbsoluteError”.
(default: “logLoss”)


	numIterations – Number of iterations of boosting.
(default: 100)


	learningRate – Learning rate for shrinking the contribution of each estimator.
The learning rate should be between in the interval (0, 1].
(default: 0.1)


	maxDepth – Maximum depth of tree (e.g. depth 0 means 1 leaf node, depth 1
means 1 internal node + 2 leaf nodes).
(default: 3)


	maxBins – Maximum number of bins used for splitting features. DecisionTree
requires maxBins >= max categories.
(default: 32)






	Returns

	GradientBoostedTreesModel that can be used for prediction.





Example usage:

>>> from pyspark.mllib.regression import LabeledPoint
>>> from pyspark.mllib.tree import GradientBoostedTrees
>>>
>>> data = [
...     LabeledPoint(0.0, [0.0]),
...     LabeledPoint(0.0, [1.0]),
...     LabeledPoint(1.0, [2.0]),
...     LabeledPoint(1.0, [3.0])
... ]
>>>
>>> model = GradientBoostedTrees.trainClassifier(sc.parallelize(data), {}, numIterations=10)
>>> model.numTrees()
10
>>> model.totalNumNodes()
30
>>> print(model)  # it already has newline
TreeEnsembleModel classifier with 10 trees

>>> model.predict([2.0])
1.0
>>> model.predict([0.0])
0.0
>>> rdd = sc.parallelize([[2.0], [0.0]])
>>> model.predict(rdd).collect()
[1.0, 0.0]






New in version 1.3.0.








	
classmethod trainRegressor(data, categoricalFeaturesInfo, loss='leastSquaresError', numIterations=100, learningRate=0.1, maxDepth=3, maxBins=32)

	Train a gradient-boosted trees model for regression.


	Parameters

	
	data – Training dataset: RDD of LabeledPoint. Labels are real numbers.


	categoricalFeaturesInfo – Map storing arity of categorical features. An entry (n -> k)
indicates that feature n is categorical with k categories
indexed from 0: {0, 1, …, k-1}.


	loss – Loss function used for minimization during gradient boosting.
Supported values: “logLoss”, “leastSquaresError”,
“leastAbsoluteError”.
(default: “leastSquaresError”)


	numIterations – Number of iterations of boosting.
(default: 100)


	learningRate – Learning rate for shrinking the contribution of each estimator.
The learning rate should be between in the interval (0, 1].
(default: 0.1)


	maxDepth – Maximum depth of tree (e.g. depth 0 means 1 leaf node, depth 1
means 1 internal node + 2 leaf nodes).
(default: 3)


	maxBins – Maximum number of bins used for splitting features. DecisionTree
requires maxBins >= max categories.
(default: 32)






	Returns

	GradientBoostedTreesModel that can be used for prediction.





Example usage:

>>> from pyspark.mllib.regression import LabeledPoint
>>> from pyspark.mllib.tree import GradientBoostedTrees
>>> from pyspark.mllib.linalg import SparseVector
>>>
>>> sparse_data = [
...     LabeledPoint(0.0, SparseVector(2, {0: 1.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 1.0})),
...     LabeledPoint(0.0, SparseVector(2, {0: 1.0})),
...     LabeledPoint(1.0, SparseVector(2, {1: 2.0}))
... ]
>>>
>>> data = sc.parallelize(sparse_data)
>>> model = GradientBoostedTrees.trainRegressor(data, {}, numIterations=10)
>>> model.numTrees()
10
>>> model.totalNumNodes()
12
>>> model.predict(SparseVector(2, {1: 1.0}))
1.0
>>> model.predict(SparseVector(2, {0: 1.0}))
0.0
>>> rdd = sc.parallelize([[0.0, 1.0], [1.0, 0.0]])
>>> model.predict(rdd).collect()
[1.0, 0.0]






New in version 1.3.0.














pyspark.mllib.util module


	
class pyspark.mllib.util.JavaLoader

	Mixin for classes which can load saved models using its Scala
implementation.


New in version 1.3.0.




	
classmethod load(sc, path)

	Load a model from the given path.


New in version 1.3.0.












	
class pyspark.mllib.util.JavaSaveable

	Mixin for models that provide save() through their Scala
implementation.


New in version 1.3.0.




	
save(sc, path)

	Save this model to the given path.


New in version 1.3.0.












	
class pyspark.mllib.util.LinearDataGenerator

	Utils for generating linear data.


New in version 1.5.0.




	
static generateLinearInput(intercept, weights, xMean, xVariance, nPoints, seed, eps)

	
	Param

	intercept bias factor, the term c in X’w + c



	Param

	weights   feature vector, the term w in X’w + c



	Param

	xMean     Point around which the data X is centered.



	Param

	xVariance Variance of the given data



	Param

	nPoints   Number of points to be generated



	Param

	seed      Random Seed



	Param

	eps       Used to scale the noise. If eps is set high,
the amount of gaussian noise added is more.





Returns a list of LabeledPoints of length nPoints


New in version 1.5.0.








	
static generateLinearRDD(sc, nexamples, nfeatures, eps, nParts=2, intercept=0.0)

	Generate an RDD of LabeledPoints.


New in version 1.5.0.












	
class pyspark.mllib.util.Loader

	Mixin for classes which can load saved models from files.


New in version 1.3.0.




	
classmethod load(sc, path)

	Load a model from the given path. The model should have been
saved using py:meth:Saveable.save.


	Parameters

	
	sc – Spark context used for loading model files.


	path – Path specifying the directory to which the model
was saved.






	Returns

	model instance














	
class pyspark.mllib.util.MLUtils

	Helper methods to load, save and pre-process data used in MLlib.


New in version 1.0.0.




	
static appendBias(data)

	Returns a new vector with 1.0 (bias) appended to
the end of the input vector.


New in version 1.5.0.








	
static convertMatrixColumnsFromML(dataset, *cols)

	Converts matrix columns in an input DataFrame to the
pyspark.mllib.linalg.Matrix type from the new
pyspark.ml.linalg.Matrix type under the spark.ml
package.


	Parameters

	
	dataset – input dataset


	cols – a list of matrix columns to be converted.
Old matrix columns will be ignored. If unspecified, all new
matrix columns will be converted except nested ones.






	Returns

	the input dataset with new matrix columns converted to the
old matrix type





>>> import pyspark
>>> from pyspark.ml.linalg import Matrices
>>> from pyspark.mllib.util import MLUtils
>>> df = spark.createDataFrame(
...     [(0, Matrices.sparse(2, 2, [0, 2, 3], [0, 1, 1], [2, 3, 4]),
...     Matrices.dense(2, 2, range(4)))], ["id", "x", "y"])
>>> r1 = MLUtils.convertMatrixColumnsFromML(df).first()
>>> isinstance(r1.x, pyspark.mllib.linalg.SparseMatrix)
True
>>> isinstance(r1.y, pyspark.mllib.linalg.DenseMatrix)
True
>>> r2 = MLUtils.convertMatrixColumnsFromML(df, "x").first()
>>> isinstance(r2.x, pyspark.mllib.linalg.SparseMatrix)
True
>>> isinstance(r2.y, pyspark.ml.linalg.DenseMatrix)
True






New in version 2.0.0.








	
static convertMatrixColumnsToML(dataset, *cols)

	Converts matrix columns in an input DataFrame from the
pyspark.mllib.linalg.Matrix type to the new
pyspark.ml.linalg.Matrix type under the spark.ml
package.


	Parameters

	
	dataset – input dataset


	cols – a list of matrix columns to be converted.
New matrix columns will be ignored. If unspecified, all old
matrix columns will be converted excepted nested ones.






	Returns

	the input dataset with old matrix columns converted to the
new matrix type





>>> import pyspark
>>> from pyspark.mllib.linalg import Matrices
>>> from pyspark.mllib.util import MLUtils
>>> df = spark.createDataFrame(
...     [(0, Matrices.sparse(2, 2, [0, 2, 3], [0, 1, 1], [2, 3, 4]),
...     Matrices.dense(2, 2, range(4)))], ["id", "x", "y"])
>>> r1 = MLUtils.convertMatrixColumnsToML(df).first()
>>> isinstance(r1.x, pyspark.ml.linalg.SparseMatrix)
True
>>> isinstance(r1.y, pyspark.ml.linalg.DenseMatrix)
True
>>> r2 = MLUtils.convertMatrixColumnsToML(df, "x").first()
>>> isinstance(r2.x, pyspark.ml.linalg.SparseMatrix)
True
>>> isinstance(r2.y, pyspark.mllib.linalg.DenseMatrix)
True






New in version 2.0.0.








	
static convertVectorColumnsFromML(dataset, *cols)

	Converts vector columns in an input DataFrame to the
pyspark.mllib.linalg.Vector type from the new
pyspark.ml.linalg.Vector type under the spark.ml
package.


	Parameters

	
	dataset – input dataset


	cols – a list of vector columns to be converted.
Old vector columns will be ignored. If unspecified, all new
vector columns will be converted except nested ones.






	Returns

	the input dataset with new vector columns converted to the
old vector type





>>> import pyspark
>>> from pyspark.ml.linalg import Vectors
>>> from pyspark.mllib.util import MLUtils
>>> df = spark.createDataFrame(
...     [(0, Vectors.sparse(2, [1], [1.0]), Vectors.dense(2.0, 3.0))],
...     ["id", "x", "y"])
>>> r1 = MLUtils.convertVectorColumnsFromML(df).first()
>>> isinstance(r1.x, pyspark.mllib.linalg.SparseVector)
True
>>> isinstance(r1.y, pyspark.mllib.linalg.DenseVector)
True
>>> r2 = MLUtils.convertVectorColumnsFromML(df, "x").first()
>>> isinstance(r2.x, pyspark.mllib.linalg.SparseVector)
True
>>> isinstance(r2.y, pyspark.ml.linalg.DenseVector)
True






New in version 2.0.0.








	
static convertVectorColumnsToML(dataset, *cols)

	Converts vector columns in an input DataFrame from the
pyspark.mllib.linalg.Vector type to the new
pyspark.ml.linalg.Vector type under the spark.ml
package.


	Parameters

	
	dataset – input dataset


	cols – a list of vector columns to be converted.
New vector columns will be ignored. If unspecified, all old
vector columns will be converted excepted nested ones.






	Returns

	the input dataset with old vector columns converted to the
new vector type





>>> import pyspark
>>> from pyspark.mllib.linalg import Vectors
>>> from pyspark.mllib.util import MLUtils
>>> df = spark.createDataFrame(
...     [(0, Vectors.sparse(2, [1], [1.0]), Vectors.dense(2.0, 3.0))],
...     ["id", "x", "y"])
>>> r1 = MLUtils.convertVectorColumnsToML(df).first()
>>> isinstance(r1.x, pyspark.ml.linalg.SparseVector)
True
>>> isinstance(r1.y, pyspark.ml.linalg.DenseVector)
True
>>> r2 = MLUtils.convertVectorColumnsToML(df, "x").first()
>>> isinstance(r2.x, pyspark.ml.linalg.SparseVector)
True
>>> isinstance(r2.y, pyspark.mllib.linalg.DenseVector)
True






New in version 2.0.0.








	
static loadLabeledPoints(sc, path, minPartitions=None)

	Load labeled points saved using RDD.saveAsTextFile.


	Parameters

	
	sc – Spark context


	path – file or directory path in any Hadoop-supported file
system URI


	minPartitions – min number of partitions








@return: labeled data stored as an RDD of LabeledPoint

>>> from tempfile import NamedTemporaryFile
>>> from pyspark.mllib.util import MLUtils
>>> from pyspark.mllib.regression import LabeledPoint
>>> examples = [LabeledPoint(1.1, Vectors.sparse(3, [(0, -1.23), (2, 4.56e-7)])),
...             LabeledPoint(0.0, Vectors.dense([1.01, 2.02, 3.03]))]
>>> tempFile = NamedTemporaryFile(delete=True)
>>> tempFile.close()
>>> sc.parallelize(examples, 1).saveAsTextFile(tempFile.name)
>>> MLUtils.loadLabeledPoints(sc, tempFile.name).collect()
[LabeledPoint(1.1, (3,[0,2],[-1.23,4.56e-07])), LabeledPoint(0.0, [1.01,2.02,3.03])]






New in version 1.1.0.








	
static loadLibSVMFile(sc, path, numFeatures=-1, minPartitions=None, multiclass=None)

	Loads labeled data in the LIBSVM format into an RDD of
LabeledPoint. The LIBSVM format is a text-based format used by
LIBSVM and LIBLINEAR. Each line represents a labeled sparse
feature vector using the following format:

label index1:value1 index2:value2 …

where the indices are one-based and in ascending order. This
method parses each line into a LabeledPoint, where the feature
indices are converted to zero-based.


	Parameters

	
	sc – Spark context


	path – file or directory path in any Hadoop-supported file
system URI


	numFeatures – number of features, which will be determined
from the input data if a nonpositive value
is given. This is useful when the dataset is
already split into multiple files and you
want to load them separately, because some
features may not present in certain files,
which leads to inconsistent feature
dimensions.


	minPartitions – min number of partitions








@return: labeled data stored as an RDD of LabeledPoint

>>> from tempfile import NamedTemporaryFile
>>> from pyspark.mllib.util import MLUtils
>>> from pyspark.mllib.regression import LabeledPoint
>>> tempFile = NamedTemporaryFile(delete=True)
>>> _ = tempFile.write(b"+1 1:1.0 3:2.0 5:3.0\n-1\n-1 2:4.0 4:5.0 6:6.0")
>>> tempFile.flush()
>>> examples = MLUtils.loadLibSVMFile(sc, tempFile.name).collect()
>>> tempFile.close()
>>> examples[0]
LabeledPoint(1.0, (6,[0,2,4],[1.0,2.0,3.0]))
>>> examples[1]
LabeledPoint(-1.0, (6,[],[]))
>>> examples[2]
LabeledPoint(-1.0, (6,[1,3,5],[4.0,5.0,6.0]))






New in version 1.0.0.








	
static loadVectors(sc, path)

	Loads vectors saved using RDD[Vector].saveAsTextFile
with the default number of partitions.


New in version 1.5.0.








	
static saveAsLibSVMFile(data, dir)

	Save labeled data in LIBSVM format.


	Parameters

	
	data – an RDD of LabeledPoint to be saved


	dir – directory to save the data








>>> from tempfile import NamedTemporaryFile
>>> from fileinput import input
>>> from pyspark.mllib.regression import LabeledPoint
>>> from glob import glob
>>> from pyspark.mllib.util import MLUtils
>>> examples = [LabeledPoint(1.1, Vectors.sparse(3, [(0, 1.23), (2, 4.56)])),
...             LabeledPoint(0.0, Vectors.dense([1.01, 2.02, 3.03]))]
>>> tempFile = NamedTemporaryFile(delete=True)
>>> tempFile.close()
>>> MLUtils.saveAsLibSVMFile(sc.parallelize(examples), tempFile.name)
>>> ''.join(sorted(input(glob(tempFile.name + "/part-0000*"))))
'0.0 1:1.01 2:2.02 3:3.03\n1.1 1:1.23 3:4.56\n'






New in version 1.0.0.












	
class pyspark.mllib.util.Saveable

	Mixin for models and transformers which may be saved as files.


New in version 1.3.0.




	
save(sc, path)

	Save this model to the given path.


	This saves:

	
	human-readable (JSON) model metadata to path/metadata/


	Parquet formatted data to path/data/








The model may be loaded using py:meth:Loader.load.


	Parameters

	
	sc – Spark context used to save model data.


	path – Path specifying the directory in which to save
this model. If the directory already exists,
this method throws an exception.






















          

      

      

    

  

    
      
          
            
  
pyspark.sql module


Module Context

Important classes of Spark SQL and DataFrames:



	pyspark.sql.SparkSession
Main entry point for DataFrame and SQL functionality.


	pyspark.sql.DataFrame
A distributed collection of data grouped into named columns.


	pyspark.sql.Column
A column expression in a DataFrame.


	pyspark.sql.Row
A row of data in a DataFrame.


	pyspark.sql.GroupedData
Aggregation methods, returned by DataFrame.groupBy().


	pyspark.sql.DataFrameNaFunctions
Methods for handling missing data (null values).


	pyspark.sql.DataFrameStatFunctions
Methods for statistics functionality.


	pyspark.sql.functions
List of built-in functions available for DataFrame.


	pyspark.sql.types
List of data types available.


	pyspark.sql.Window
For working with window functions.








	
class pyspark.sql.SparkSession(sparkContext, jsparkSession=None)

	The entry point to programming Spark with the Dataset and DataFrame API.

A SparkSession can be used create DataFrame, register DataFrame as
tables, execute SQL over tables, cache tables, and read parquet files.
To create a SparkSession, use the following builder pattern:

>>> spark = SparkSession.builder \
...     .master("local") \
...     .appName("Word Count") \
...     .config("spark.some.config.option", "some-value") \
...     .getOrCreate()






	
class Builder

	Builder for SparkSession.


	
appName(name)

	Sets a name for the application, which will be shown in the Spark web UI.

If no application name is set, a randomly generated name will be used.


	Parameters

	name – an application name






New in version 2.0.








	
config(key=None, value=None, conf=None)

	Sets a config option. Options set using this method are automatically propagated to
both SparkConf and SparkSession’s own configuration.

For an existing SparkConf, use conf parameter.

>>> from pyspark.conf import SparkConf
>>> SparkSession.builder.config(conf=SparkConf())
<pyspark.sql.session...





For a (key, value) pair, you can omit parameter names.

>>> SparkSession.builder.config("spark.some.config.option", "some-value")
<pyspark.sql.session...






	Parameters

	
	key – a key name string for configuration property


	value – a value for configuration property


	conf – an instance of SparkConf









New in version 2.0.








	
enableHiveSupport()

	Enables Hive support, including connectivity to a persistent Hive metastore, support
for Hive serdes, and Hive user-defined functions.


New in version 2.0.








	
getOrCreate()

	Gets an existing SparkSession or, if there is no existing one, creates a
new one based on the options set in this builder.

This method first checks whether there is a valid global default SparkSession, and if
yes, return that one. If no valid global default SparkSession exists, the method
creates a new SparkSession and assigns the newly created SparkSession as the global
default.

>>> s1 = SparkSession.builder.config("k1", "v1").getOrCreate()
>>> s1.conf.get("k1") == s1.sparkContext.getConf().get("k1") == "v1"
True





In case an existing SparkSession is returned, the config options specified
in this builder will be applied to the existing SparkSession.

>>> s2 = SparkSession.builder.config("k2", "v2").getOrCreate()
>>> s1.conf.get("k1") == s2.conf.get("k1")
True
>>> s1.conf.get("k2") == s2.conf.get("k2")
True






New in version 2.0.








	
master(master)

	Sets the Spark master URL to connect to, such as “local” to run locally, “local[4]”
to run locally with 4 cores, or “spark://master:7077” to run on a Spark standalone
cluster.


	Parameters

	master – a url for spark master






New in version 2.0.












	
builder = <pyspark.sql.session.SparkSession.Builder object>

	




	
catalog

	Interface through which the user may create, drop, alter or query underlying
databases, tables, functions etc.


New in version 2.0.








	
conf

	Runtime configuration interface for Spark.

This is the interface through which the user can get and set all Spark and Hadoop
configurations that are relevant to Spark SQL. When getting the value of a config,
this defaults to the value set in the underlying SparkContext, if any.


New in version 2.0.








	
createDataFrame(data, schema=None, samplingRatio=None, verifySchema=True)

	Creates a DataFrame from an RDD, a list or a pandas.DataFrame.

When schema is a list of column names, the type of each column
will be inferred from data.

When schema is None, it will try to infer the schema (column names and types)
from data, which should be an RDD of Row,
or namedtuple, or dict.

When schema is pyspark.sql.types.DataType or a datatype string, it must match
the real data, or an exception will be thrown at runtime. If the given schema is not
pyspark.sql.types.StructType, it will be wrapped into a
pyspark.sql.types.StructType as its only field, and the field name will be “value”,
each record will also be wrapped into a tuple, which can be converted to row later.

If schema inference is needed, samplingRatio is used to determined the ratio of
rows used for schema inference. The first row will be used if samplingRatio is None.


	Parameters

	
	data – an RDD of any kind of SQL data representation(e.g. row, tuple, int, boolean,
etc.), or list, or pandas.DataFrame.


	schema – a pyspark.sql.types.DataType or a datatype string or a list of
column names, default is None.  The data type string format equals to
pyspark.sql.types.DataType.simpleString, except that top level struct type can
omit the struct<> and atomic types use typeName() as their format, e.g. use
byte instead of tinyint for pyspark.sql.types.ByteType. We can also use
int as a short name for IntegerType.


	samplingRatio – the sample ratio of rows used for inferring


	verifySchema – verify data types of every row against schema.






	Returns

	DataFrame






Changed in version 2.1: Added verifySchema.



>>> l = [('Alice', 1)]
>>> spark.createDataFrame(l).collect()
[Row(_1='Alice', _2=1)]
>>> spark.createDataFrame(l, ['name', 'age']).collect()
[Row(name='Alice', age=1)]





>>> d = [{'name': 'Alice', 'age': 1}]
>>> spark.createDataFrame(d).collect()
[Row(age=1, name='Alice')]





>>> rdd = sc.parallelize(l)
>>> spark.createDataFrame(rdd).collect()
[Row(_1='Alice', _2=1)]
>>> df = spark.createDataFrame(rdd, ['name', 'age'])
>>> df.collect()
[Row(name='Alice', age=1)]





>>> from pyspark.sql import Row
>>> Person = Row('name', 'age')
>>> person = rdd.map(lambda r: Person(*r))
>>> df2 = spark.createDataFrame(person)
>>> df2.collect()
[Row(name='Alice', age=1)]





>>> from pyspark.sql.types import *
>>> schema = StructType([
...    StructField("name", StringType(), True),
...    StructField("age", IntegerType(), True)])
>>> df3 = spark.createDataFrame(rdd, schema)
>>> df3.collect()
[Row(name='Alice', age=1)]





>>> spark.createDataFrame(df.toPandas()).collect()  
[Row(name='Alice', age=1)]
>>> spark.createDataFrame(pandas.DataFrame([[1, 2]])).collect()  
[Row(0=1, 1=2)]





>>> spark.createDataFrame(rdd, "a: string, b: int").collect()
[Row(a='Alice', b=1)]
>>> rdd = rdd.map(lambda row: row[1])
>>> spark.createDataFrame(rdd, "int").collect()
[Row(value=1)]
>>> spark.createDataFrame(rdd, "boolean").collect() 
Traceback (most recent call last):
    ...
Py4JJavaError: ...






New in version 2.0.








	
newSession()

	Returns a new SparkSession as new session, that has separate SQLConf,
registered temporary views and UDFs, but shared SparkContext and
table cache.


New in version 2.0.








	
range(start, end=None, step=1, numPartitions=None)

	Create a DataFrame with single pyspark.sql.types.LongType column named
id, containing elements in a range from start to end (exclusive) with
step value step.


	Parameters

	
	start – the start value


	end – the end value (exclusive)


	step – the incremental step (default: 1)


	numPartitions – the number of partitions of the DataFrame






	Returns

	DataFrame





>>> spark.range(1, 7, 2).collect()
[Row(id=1), Row(id=3), Row(id=5)]





If only one argument is specified, it will be used as the end value.

>>> spark.range(3).collect()
[Row(id=0), Row(id=1), Row(id=2)]






New in version 2.0.








	
read

	Returns a DataFrameReader that can be used to read data
in as a DataFrame.


	Returns

	DataFrameReader






New in version 2.0.








	
readStream

	Returns a DataStreamReader that can be used to read data streams
as a streaming DataFrame.


Note

Experimental.




	Returns

	DataStreamReader






New in version 2.0.








	
sparkContext

	Returns the underlying SparkContext.


New in version 2.0.








	
sql(sqlQuery)

	Returns a DataFrame representing the result of the given query.


	Returns

	DataFrame





>>> df.createOrReplaceTempView("table1")
>>> df2 = spark.sql("SELECT field1 AS f1, field2 as f2 from table1")
>>> df2.collect()
[Row(f1=1, f2='row1'), Row(f1=2, f2='row2'), Row(f1=3, f2='row3')]






New in version 2.0.








	
stop()

	Stop the underlying SparkContext.


New in version 2.0.








	
streams

	Returns a StreamingQueryManager that allows managing all the
StreamingQuery StreamingQueries active on this context.


Note

Experimental.




	Returns

	StreamingQueryManager






New in version 2.0.








	
table(tableName)

	Returns the specified table as a DataFrame.


	Returns

	DataFrame





>>> df.createOrReplaceTempView("table1")
>>> df2 = spark.table("table1")
>>> sorted(df.collect()) == sorted(df2.collect())
True






New in version 2.0.








	
udf

	Returns a UDFRegistration for UDF registration.


	Returns

	UDFRegistration






New in version 2.0.








	
version

	The version of Spark on which this application is running.


New in version 2.0.












	
class pyspark.sql.SQLContext(sparkContext, sparkSession=None, jsqlContext=None)

	The entry point for working with structured data (rows and columns) in Spark, in Spark 1.x.

As of Spark 2.0, this is replaced by SparkSession. However, we are keeping the class
here for backward compatibility.

A SQLContext can be used create DataFrame, register DataFrame as
tables, execute SQL over tables, cache tables, and read parquet files.


	Parameters

	
	sparkContext – The SparkContext backing this SQLContext.


	sparkSession – The SparkSession around which this SQLContext wraps.


	jsqlContext – An optional JVM Scala SQLContext. If set, we do not instantiate a new
SQLContext in the JVM, instead we make all calls to this object.









	
cacheTable(tableName)

	Caches the specified table in-memory.


New in version 1.0.








	
clearCache()

	Removes all cached tables from the in-memory cache.


New in version 1.3.








	
createDataFrame(data, schema=None, samplingRatio=None, verifySchema=True)

	Creates a DataFrame from an RDD, a list or a pandas.DataFrame.

When schema is a list of column names, the type of each column
will be inferred from data.

When schema is None, it will try to infer the schema (column names and types)
from data, which should be an RDD of Row,
or namedtuple, or dict.

When schema is pyspark.sql.types.DataType or a datatype string it must match
the real data, or an exception will be thrown at runtime. If the given schema is not
pyspark.sql.types.StructType, it will be wrapped into a
pyspark.sql.types.StructType as its only field, and the field name will be “value”,
each record will also be wrapped into a tuple, which can be converted to row later.

If schema inference is needed, samplingRatio is used to determined the ratio of
rows used for schema inference. The first row will be used if samplingRatio is None.


	Parameters

	
	data – an RDD of any kind of SQL data representation(e.g. Row,
tuple, int, boolean, etc.), or list, or
pandas.DataFrame.


	schema – a pyspark.sql.types.DataType or a datatype string or a list of
column names, default is None.  The data type string format equals to
pyspark.sql.types.DataType.simpleString, except that top level struct type can
omit the struct<> and atomic types use typeName() as their format, e.g. use
byte instead of tinyint for pyspark.sql.types.ByteType.
We can also use int as a short name for pyspark.sql.types.IntegerType.


	samplingRatio – the sample ratio of rows used for inferring


	verifySchema – verify data types of every row against schema.






	Returns

	DataFrame






Changed in version 2.0: The schema parameter can be a pyspark.sql.types.DataType or a
datatype string after 2.0.
If it’s not a pyspark.sql.types.StructType, it will be wrapped into a
pyspark.sql.types.StructType and each record will also be wrapped into a tuple.




Changed in version 2.1: Added verifySchema.



>>> l = [('Alice', 1)]
>>> sqlContext.createDataFrame(l).collect()
[Row(_1='Alice', _2=1)]
>>> sqlContext.createDataFrame(l, ['name', 'age']).collect()
[Row(name='Alice', age=1)]





>>> d = [{'name': 'Alice', 'age': 1}]
>>> sqlContext.createDataFrame(d).collect()
[Row(age=1, name='Alice')]





>>> rdd = sc.parallelize(l)
>>> sqlContext.createDataFrame(rdd).collect()
[Row(_1='Alice', _2=1)]
>>> df = sqlContext.createDataFrame(rdd, ['name', 'age'])
>>> df.collect()
[Row(name='Alice', age=1)]





>>> from pyspark.sql import Row
>>> Person = Row('name', 'age')
>>> person = rdd.map(lambda r: Person(*r))
>>> df2 = sqlContext.createDataFrame(person)
>>> df2.collect()
[Row(name='Alice', age=1)]





>>> from pyspark.sql.types import *
>>> schema = StructType([
...    StructField("name", StringType(), True),
...    StructField("age", IntegerType(), True)])
>>> df3 = sqlContext.createDataFrame(rdd, schema)
>>> df3.collect()
[Row(name='Alice', age=1)]





>>> sqlContext.createDataFrame(df.toPandas()).collect()  
[Row(name='Alice', age=1)]
>>> sqlContext.createDataFrame(pandas.DataFrame([[1, 2]])).collect()  
[Row(0=1, 1=2)]





>>> sqlContext.createDataFrame(rdd, "a: string, b: int").collect()
[Row(a='Alice', b=1)]
>>> rdd = rdd.map(lambda row: row[1])
>>> sqlContext.createDataFrame(rdd, "int").collect()
[Row(value=1)]
>>> sqlContext.createDataFrame(rdd, "boolean").collect() 
Traceback (most recent call last):
    ...
Py4JJavaError: ...






New in version 1.3.








	
createExternalTable(tableName, path=None, source=None, schema=None, **options)

	Creates an external table based on the dataset in a data source.

It returns the DataFrame associated with the external table.

The data source is specified by the source and a set of options.
If source is not specified, the default data source configured by
spark.sql.sources.default will be used.

Optionally, a schema can be provided as the schema of the returned DataFrame and
created external table.


	Returns

	DataFrame






New in version 1.3.








	
dropTempTable(tableName)

	Remove the temp table from catalog.

>>> sqlContext.registerDataFrameAsTable(df, "table1")
>>> sqlContext.dropTempTable("table1")






New in version 1.6.








	
getConf(key, defaultValue=None)

	Returns the value of Spark SQL configuration property for the given key.

If the key is not set and defaultValue is not None, return
defaultValue. If the key is not set and defaultValue is None, return
the system default value.

>>> sqlContext.getConf("spark.sql.shuffle.partitions")
'200'
>>> sqlContext.getConf("spark.sql.shuffle.partitions", u"10")
'10'
>>> sqlContext.setConf("spark.sql.shuffle.partitions", u"50")
>>> sqlContext.getConf("spark.sql.shuffle.partitions", u"10")
'50'






New in version 1.3.








	
classmethod getOrCreate(sc)

	Get the existing SQLContext or create a new one with given SparkContext.


	Parameters

	sc – SparkContext






New in version 1.6.








	
newSession()

	Returns a new SQLContext as new session, that has separate SQLConf,
registered temporary views and UDFs, but shared SparkContext and
table cache.


New in version 1.6.








	
range(start, end=None, step=1, numPartitions=None)

	Create a DataFrame with single pyspark.sql.types.LongType column named
id, containing elements in a range from start to end (exclusive) with
step value step.


	Parameters

	
	start – the start value


	end – the end value (exclusive)


	step – the incremental step (default: 1)


	numPartitions – the number of partitions of the DataFrame






	Returns

	DataFrame





>>> sqlContext.range(1, 7, 2).collect()
[Row(id=1), Row(id=3), Row(id=5)]





If only one argument is specified, it will be used as the end value.

>>> sqlContext.range(3).collect()
[Row(id=0), Row(id=1), Row(id=2)]






New in version 1.4.








	
read

	Returns a DataFrameReader that can be used to read data
in as a DataFrame.


	Returns

	DataFrameReader






New in version 1.4.








	
readStream

	Returns a DataStreamReader that can be used to read data streams
as a streaming DataFrame.


Note

Experimental.




	Returns

	DataStreamReader





>>> text_sdf = sqlContext.readStream.text(tempfile.mkdtemp())
>>> text_sdf.isStreaming
True






New in version 2.0.








	
registerDataFrameAsTable(df, tableName)

	Registers the given DataFrame as a temporary table in the catalog.

Temporary tables exist only during the lifetime of this instance of SQLContext.

>>> sqlContext.registerDataFrameAsTable(df, "table1")






New in version 1.3.








	
registerFunction(name, f, returnType=StringType)

	Registers a python function (including lambda function) as a UDF
so it can be used in SQL statements.

In addition to a name and the function itself, the return type can be optionally specified.
When the return type is not given it default to a string and conversion will automatically
be done.  For any other return type, the produced object must match the specified type.


	Parameters

	
	name – name of the UDF


	f – python function


	returnType – a pyspark.sql.types.DataType object








>>> sqlContext.registerFunction("stringLengthString", lambda x: len(x))
>>> sqlContext.sql("SELECT stringLengthString('test')").collect()
[Row(stringLengthString(test)='4')]





>>> from pyspark.sql.types import IntegerType
>>> sqlContext.registerFunction("stringLengthInt", lambda x: len(x), IntegerType())
>>> sqlContext.sql("SELECT stringLengthInt('test')").collect()
[Row(stringLengthInt(test)=4)]





>>> from pyspark.sql.types import IntegerType
>>> sqlContext.udf.register("stringLengthInt", lambda x: len(x), IntegerType())
>>> sqlContext.sql("SELECT stringLengthInt('test')").collect()
[Row(stringLengthInt(test)=4)]






New in version 1.2.








	
registerJavaFunction(name, javaClassName, returnType=None)

	Register a java UDF so it can be used in SQL statements.

In addition to a name and the function itself, the return type can be optionally specified.
When the return type is not specified we would infer it via reflection.
:param name:  name of the UDF
:param javaClassName: fully qualified name of java class
:param returnType: a pyspark.sql.types.DataType object

>>> sqlContext.registerJavaFunction("javaStringLength",
...   "test.org.apache.spark.sql.JavaStringLength", IntegerType())
>>> sqlContext.sql("SELECT javaStringLength('test')").collect()
[Row(UDF(test)=4)]
>>> sqlContext.registerJavaFunction("javaStringLength2",
...   "test.org.apache.spark.sql.JavaStringLength")
>>> sqlContext.sql("SELECT javaStringLength2('test')").collect()
[Row(UDF(test)=4)]






New in version 2.1.








	
setConf(key, value)

	Sets the given Spark SQL configuration property.


New in version 1.3.








	
sql(sqlQuery)

	Returns a DataFrame representing the result of the given query.


	Returns

	DataFrame





>>> sqlContext.registerDataFrameAsTable(df, "table1")
>>> df2 = sqlContext.sql("SELECT field1 AS f1, field2 as f2 from table1")
>>> df2.collect()
[Row(f1=1, f2='row1'), Row(f1=2, f2='row2'), Row(f1=3, f2='row3')]






New in version 1.0.








	
streams

	Returns a StreamingQueryManager that allows managing all the
StreamingQuery StreamingQueries active on this context.


Note

Experimental.




New in version 2.0.








	
table(tableName)

	Returns the specified table as a DataFrame.


	Returns

	DataFrame





>>> sqlContext.registerDataFrameAsTable(df, "table1")
>>> df2 = sqlContext.table("table1")
>>> sorted(df.collect()) == sorted(df2.collect())
True






New in version 1.0.








	
tableNames(dbName=None)

	Returns a list of names of tables in the database dbName.


	Parameters

	dbName – string, name of the database to use. Default to the current database.



	Returns

	list of table names, in string





>>> sqlContext.registerDataFrameAsTable(df, "table1")
>>> "table1" in sqlContext.tableNames()
True
>>> "table1" in sqlContext.tableNames("default")
True






New in version 1.3.








	
tables(dbName=None)

	Returns a DataFrame containing names of tables in the given database.

If dbName is not specified, the current database will be used.

The returned DataFrame has two columns: tableName and isTemporary
(a column with BooleanType indicating if a table is a temporary one or not).


	Parameters

	dbName – string, name of the database to use.



	Returns

	DataFrame





>>> sqlContext.registerDataFrameAsTable(df, "table1")
>>> df2 = sqlContext.tables()
>>> df2.filter("tableName = 'table1'").first()
Row(database='', tableName='table1', isTemporary=True)






New in version 1.3.








	
udf

	Returns a UDFRegistration for UDF registration.


	Returns

	UDFRegistration






New in version 1.3.1.








	
uncacheTable(tableName)

	Removes the specified table from the in-memory cache.


New in version 1.0.












	
class pyspark.sql.HiveContext(sparkContext, jhiveContext=None)

	A variant of Spark SQL that integrates with data stored in Hive.

Configuration for Hive is read from hive-site.xml on the classpath.
It supports running both SQL and HiveQL commands.


	Parameters

	
	sparkContext – The SparkContext to wrap.


	jhiveContext – An optional JVM Scala HiveContext. If set, we do not instantiate a new
HiveContext in the JVM, instead we make all calls to this object.









Note

Deprecated in 2.0.0. Use SparkSession.builder.enableHiveSupport().getOrCreate().




	
refreshTable(tableName)

	Invalidate and refresh all the cached the metadata of the given
table. For performance reasons, Spark SQL or the external data source
library it uses might cache certain metadata about a table, such as the
location of blocks. When those change outside of Spark SQL, users should
call this function to invalidate the cache.










	
class pyspark.sql.UDFRegistration(sqlContext)

	Wrapper for user-defined function registration.


	
register(name, f, returnType=StringType)

	Registers a python function (including lambda function) as a UDF
so it can be used in SQL statements.

In addition to a name and the function itself, the return type can be optionally specified.
When the return type is not given it default to a string and conversion will automatically
be done.  For any other return type, the produced object must match the specified type.


	Parameters

	
	name – name of the UDF


	f – python function


	returnType – a pyspark.sql.types.DataType object








>>> sqlContext.registerFunction("stringLengthString", lambda x: len(x))
>>> sqlContext.sql("SELECT stringLengthString('test')").collect()
[Row(stringLengthString(test)='4')]





>>> from pyspark.sql.types import IntegerType
>>> sqlContext.registerFunction("stringLengthInt", lambda x: len(x), IntegerType())
>>> sqlContext.sql("SELECT stringLengthInt('test')").collect()
[Row(stringLengthInt(test)=4)]





>>> from pyspark.sql.types import IntegerType
>>> sqlContext.udf.register("stringLengthInt", lambda x: len(x), IntegerType())
>>> sqlContext.sql("SELECT stringLengthInt('test')").collect()
[Row(stringLengthInt(test)=4)]






New in version 1.2.












	
class pyspark.sql.DataFrame(jdf, sql_ctx)

	A distributed collection of data grouped into named columns.

A DataFrame is equivalent to a relational table in Spark SQL,
and can be created using various functions in SQLContext:

people = sqlContext.read.parquet("...")





Once created, it can be manipulated using the various domain-specific-language
(DSL) functions defined in: DataFrame, Column.

To select a column from the data frame, use the apply method:

ageCol = people.age





A more concrete example:

# To create DataFrame using SQLContext
people = sqlContext.read.parquet("...")
department = sqlContext.read.parquet("...")

people.filter(people.age > 30).join(department, people.deptId == department.id) \
  .groupBy(department.name, "gender").agg({"salary": "avg", "age": "max"})






New in version 1.3.




	
agg(*exprs)

	Aggregate on the entire DataFrame without groups
(shorthand for df.groupBy.agg()).

>>> df.agg({"age": "max"}).collect()
[Row(max(age)=5)]
>>> from pyspark.sql import functions as F
>>> df.agg(F.min(df.age)).collect()
[Row(min(age)=2)]






New in version 1.3.








	
alias(alias)

	Returns a new DataFrame with an alias set.

>>> from pyspark.sql.functions import *
>>> df_as1 = df.alias("df_as1")
>>> df_as2 = df.alias("df_as2")
>>> joined_df = df_as1.join(df_as2, col("df_as1.name") == col("df_as2.name"), 'inner')
>>> joined_df.select("df_as1.name", "df_as2.name", "df_as2.age").collect()
[Row(name='Bob', name='Bob', age=5), Row(name='Alice', name='Alice', age=2)]






New in version 1.3.








	
approxQuantile(col, probabilities, relativeError)

	Calculates the approximate quantiles of a numerical column of a
DataFrame.

The result of this algorithm has the following deterministic bound:
If the DataFrame has N elements and if we request the quantile at
probability p up to error err, then the algorithm will return
a sample x from the DataFrame so that the exact rank of x is
close to (p * N). More precisely,


floor((p - err) * N) <= rank(x) <= ceil((p + err) * N).




This method implements a variation of the Greenwald-Khanna
algorithm (with some speed optimizations). The algorithm was first
present in [[http://dx.doi.org/10.1145/375663.375670
Space-efficient Online Computation of Quantile Summaries]]
by Greenwald and Khanna.


	Parameters

	
	col – the name of the numerical column


	probabilities – a list of quantile probabilities
Each number must belong to [0, 1].
For example 0 is the minimum, 0.5 is the median, 1 is the maximum.


	relativeError – The relative target precision to achieve
(>= 0). If set to zero, the exact quantiles are computed, which
could be very expensive. Note that values greater than 1 are
accepted but give the same result as 1.






	Returns

	the approximate quantiles at the given probabilities






New in version 2.0.








	
cache()

	Persists the DataFrame with the default storage level (C{MEMORY_AND_DISK}).


Note

The default storage level has changed to C{MEMORY_AND_DISK} to match Scala in 2.0.




New in version 1.3.








	
checkpoint(eager=True)

	Returns a checkpointed version of this Dataset. Checkpointing can be used to truncate the
logical plan of this DataFrame, which is especially useful in iterative algorithms where the
plan may grow exponentially. It will be saved to files inside the checkpoint
directory set with L{SparkContext.setCheckpointDir()}.


	Parameters

	eager – Whether to checkpoint this DataFrame immediately






Note

Experimental




New in version 2.1.








	
coalesce(numPartitions)

	Returns a new DataFrame that has exactly numPartitions partitions.

Similar to coalesce defined on an RDD, this operation results in a
narrow dependency, e.g. if you go from 1000 partitions to 100 partitions,
there will not be a shuffle, instead each of the 100 new partitions will
claim 10 of the current partitions.

>>> df.coalesce(1).rdd.getNumPartitions()
1






New in version 1.4.








	
collect()

	Returns all the records as a list of Row.

>>> df.collect()
[Row(age=2, name='Alice'), Row(age=5, name='Bob')]






New in version 1.3.








	
columns

	Returns all column names as a list.

>>> df.columns
['age', 'name']






New in version 1.3.








	
corr(col1, col2, method=None)

	Calculates the correlation of two columns of a DataFrame as a double value.
Currently only supports the Pearson Correlation Coefficient.
DataFrame.corr() and DataFrameStatFunctions.corr() are aliases of each other.


	Parameters

	
	col1 – The name of the first column


	col2 – The name of the second column


	method – The correlation method. Currently only supports “pearson”









New in version 1.4.








	
count()

	Returns the number of rows in this DataFrame.

>>> df.count()
2






New in version 1.3.








	
cov(col1, col2)

	Calculate the sample covariance for the given columns, specified by their names, as a
double value. DataFrame.cov() and DataFrameStatFunctions.cov() are aliases.


	Parameters

	
	col1 – The name of the first column


	col2 – The name of the second column









New in version 1.4.








	
createGlobalTempView(name)

	Creates a global temporary view with this DataFrame.

The lifetime of this temporary view is tied to this Spark application.
throws TempTableAlreadyExistsException, if the view name already exists in the
catalog.

>>> df.createGlobalTempView("people")
>>> df2 = spark.sql("select * from global_temp.people")
>>> sorted(df.collect()) == sorted(df2.collect())
True
>>> df.createGlobalTempView("people")  
Traceback (most recent call last):
...
AnalysisException: u"Temporary table 'people' already exists;"
>>> spark.catalog.dropGlobalTempView("people")






New in version 2.1.








	
createOrReplaceTempView(name)

	Creates or replaces a local temporary view with this DataFrame.

The lifetime of this temporary table is tied to the SparkSession
that was used to create this DataFrame.

>>> df.createOrReplaceTempView("people")
>>> df2 = df.filter(df.age > 3)
>>> df2.createOrReplaceTempView("people")
>>> df3 = spark.sql("select * from people")
>>> sorted(df3.collect()) == sorted(df2.collect())
True
>>> spark.catalog.dropTempView("people")






New in version 2.0.








	
createTempView(name)

	Creates a local temporary view with this DataFrame.

The lifetime of this temporary table is tied to the SparkSession
that was used to create this DataFrame.
throws TempTableAlreadyExistsException, if the view name already exists in the
catalog.

>>> df.createTempView("people")
>>> df2 = spark.sql("select * from people")
>>> sorted(df.collect()) == sorted(df2.collect())
True
>>> df.createTempView("people")  
Traceback (most recent call last):
...
AnalysisException: u"Temporary table 'people' already exists;"
>>> spark.catalog.dropTempView("people")






New in version 2.0.








	
crossJoin(other)

	Returns the cartesian product with another DataFrame.


	Parameters

	other – Right side of the cartesian product.





>>> df.select("age", "name").collect()
[Row(age=2, name='Alice'), Row(age=5, name='Bob')]
>>> df2.select("name", "height").collect()
[Row(name='Tom', height=80), Row(name='Bob', height=85)]
>>> df.crossJoin(df2.select("height")).select("age", "name", "height").collect()
[Row(age=2, name='Alice', height=80), Row(age=2, name='Alice', height=85),
 Row(age=5, name='Bob', height=80), Row(age=5, name='Bob', height=85)]






New in version 2.1.








	
crosstab(col1, col2)

	Computes a pair-wise frequency table of the given columns. Also known as a contingency
table. The number of distinct values for each column should be less than 1e4. At most 1e6
non-zero pair frequencies will be returned.
The first column of each row will be the distinct values of col1 and the column names
will be the distinct values of col2. The name of the first column will be $col1_$col2.
Pairs that have no occurrences will have zero as their counts.
DataFrame.crosstab() and DataFrameStatFunctions.crosstab() are aliases.


	Parameters

	
	col1 – The name of the first column. Distinct items will make the first item of
each row.


	col2 – The name of the second column. Distinct items will make the column names
of the DataFrame.









New in version 1.4.








	
cube(*cols)

	Create a multi-dimensional cube for the current DataFrame using
the specified columns, so we can run aggregation on them.

>>> df.cube("name", df.age).count().orderBy("name", "age").show()
+-----+----+-----+
| name| age|count|
+-----+----+-----+
| null|null|    2|
| null|   2|    1|
| null|   5|    1|
|Alice|null|    1|
|Alice|   2|    1|
|  Bob|null|    1|
|  Bob|   5|    1|
+-----+----+-----+






New in version 1.4.








	
describe(*cols)

	Computes statistics for numeric and string columns.

This include count, mean, stddev, min, and max. If no columns are
given, this function computes statistics for all numerical or string columns.


Note

This function is meant for exploratory data analysis, as we make no
guarantee about the backward compatibility of the schema of the resulting DataFrame.



>>> df.describe(['age']).show()
+-------+------------------+
|summary|               age|
+-------+------------------+
|  count|                 2|
|   mean|               3.5|
| stddev|2.1213203435596424|
|    min|                 2|
|    max|                 5|
+-------+------------------+
>>> df.describe().show()
+-------+------------------+-----+
|summary|               age| name|
+-------+------------------+-----+
|  count|                 2|    2|
|   mean|               3.5| null|
| stddev|2.1213203435596424| null|
|    min|                 2|Alice|
|    max|                 5|  Bob|
+-------+------------------+-----+






New in version 1.3.1.








	
distinct()

	Returns a new DataFrame containing the distinct rows in this DataFrame.

>>> df.distinct().count()
2






New in version 1.3.








	
drop(*cols)

	Returns a new DataFrame that drops the specified column.
This is a no-op if schema doesn’t contain the given column name(s).


	Parameters

	cols – a string name of the column to drop, or a
Column to drop, or a list of string name of the columns to drop.





>>> df.drop('age').collect()
[Row(name='Alice'), Row(name='Bob')]





>>> df.drop(df.age).collect()
[Row(name='Alice'), Row(name='Bob')]





>>> df.join(df2, df.name == df2.name, 'inner').drop(df.name).collect()
[Row(age=5, height=85, name='Bob')]





>>> df.join(df2, df.name == df2.name, 'inner').drop(df2.name).collect()
[Row(age=5, name='Bob', height=85)]





>>> df.join(df2, 'name', 'inner').drop('age', 'height').collect()
[Row(name='Bob')]






New in version 1.4.








	
dropDuplicates(subset=None)

	Return a new DataFrame with duplicate rows removed,
optionally only considering certain columns.

drop_duplicates() is an alias for dropDuplicates().

>>> from pyspark.sql import Row
>>> df = sc.parallelize([ \
...     Row(name='Alice', age=5, height=80), \
...     Row(name='Alice', age=5, height=80), \
...     Row(name='Alice', age=10, height=80)]).toDF()
>>> df.dropDuplicates().show()
+---+------+-----+
|age|height| name|
+---+------+-----+
|  5|    80|Alice|
| 10|    80|Alice|
+---+------+-----+





>>> df.dropDuplicates(['name', 'height']).show()
+---+------+-----+
|age|height| name|
+---+------+-----+
|  5|    80|Alice|
+---+------+-----+






New in version 1.4.








	
drop_duplicates(subset=None)

	drop_duplicates() is an alias for dropDuplicates().


New in version 1.4.








	
dropna(how='any', thresh=None, subset=None)

	Returns a new DataFrame omitting rows with null values.
DataFrame.dropna() and DataFrameNaFunctions.drop() are aliases of each other.


	Parameters

	
	how – ‘any’ or ‘all’.
If ‘any’, drop a row if it contains any nulls.
If ‘all’, drop a row only if all its values are null.


	thresh – int, default None
If specified, drop rows that have less than thresh non-null values.
This overwrites the how parameter.


	subset – optional list of column names to consider.








>>> df4.na.drop().show()
+---+------+-----+
|age|height| name|
+---+------+-----+
| 10|    80|Alice|
+---+------+-----+






New in version 1.3.1.








	
dtypes

	Returns all column names and their data types as a list.

>>> df.dtypes
[('age', 'int'), ('name', 'string')]






New in version 1.3.








	
explain(extended=False)

	Prints the (logical and physical) plans to the console for debugging purpose.


	Parameters

	extended – boolean, default False. If False, prints only the physical plan.





>>> df.explain()
== Physical Plan ==
Scan ExistingRDD[age#0,name#1]





>>> df.explain(True)
== Parsed Logical Plan ==
...
== Analyzed Logical Plan ==
...
== Optimized Logical Plan ==
...
== Physical Plan ==
...






New in version 1.3.








	
fillna(value, subset=None)

	Replace null values, alias for na.fill().
DataFrame.fillna() and DataFrameNaFunctions.fill() are aliases of each other.


	Parameters

	
	value – int, long, float, string, or dict.
Value to replace null values with.
If the value is a dict, then subset is ignored and value must be a mapping
from column name (string) to replacement value. The replacement value must be
an int, long, float, or string.


	subset – optional list of column names to consider.
Columns specified in subset that do not have matching data type are ignored.
For example, if value is a string, and subset contains a non-string column,
then the non-string column is simply ignored.








>>> df4.na.fill(50).show()
+---+------+-----+
|age|height| name|
+---+------+-----+
| 10|    80|Alice|
|  5|    50|  Bob|
| 50|    50|  Tom|
| 50|    50| null|
+---+------+-----+





>>> df4.na.fill({'age': 50, 'name': 'unknown'}).show()
+---+------+-------+
|age|height|   name|
+---+------+-------+
| 10|    80|  Alice|
|  5|  null|    Bob|
| 50|  null|    Tom|
| 50|  null|unknown|
+---+------+-------+






New in version 1.3.1.








	
filter(condition)

	Filters rows using the given condition.

where() is an alias for filter().


	Parameters

	condition – a Column of types.BooleanType
or a string of SQL expression.





>>> df.filter(df.age > 3).collect()
[Row(age=5, name='Bob')]
>>> df.where(df.age == 2).collect()
[Row(age=2, name='Alice')]





>>> df.filter("age > 3").collect()
[Row(age=5, name='Bob')]
>>> df.where("age = 2").collect()
[Row(age=2, name='Alice')]






New in version 1.3.








	
first()

	Returns the first row as a Row.

>>> df.first()
Row(age=2, name='Alice')






New in version 1.3.








	
foreach(f)

	Applies the f function to all Row of this DataFrame.

This is a shorthand for df.rdd.foreach().

>>> def f(person):
...     print(person.name)
>>> df.foreach(f)






New in version 1.3.








	
foreachPartition(f)

	Applies the f function to each partition of this DataFrame.

This a shorthand for df.rdd.foreachPartition().

>>> def f(people):
...     for person in people:
...         print(person.name)
>>> df.foreachPartition(f)






New in version 1.3.








	
freqItems(cols, support=None)

	Finding frequent items for columns, possibly with false positives. Using the
frequent element count algorithm described in
“http://dx.doi.org/10.1145/762471.762473, proposed by Karp, Schenker, and Papadimitriou”.
DataFrame.freqItems() and DataFrameStatFunctions.freqItems() are aliases.


Note

This function is meant for exploratory data analysis, as we make no
guarantee about the backward compatibility of the schema of the resulting DataFrame.




	Parameters

	
	cols – Names of the columns to calculate frequent items for as a list or tuple of
strings.


	support – The frequency with which to consider an item ‘frequent’. Default is 1%.
The support must be greater than 1e-4.









New in version 1.4.








	
groupBy(*cols)

	Groups the DataFrame using the specified columns,
so we can run aggregation on them. See GroupedData
for all the available aggregate functions.

groupby() is an alias for groupBy().


	Parameters

	cols – list of columns to group by.
Each element should be a column name (string) or an expression (Column).





>>> df.groupBy().avg().collect()
[Row(avg(age)=3.5)]
>>> sorted(df.groupBy('name').agg({'age': 'mean'}).collect())
[Row(name='Alice', avg(age)=2.0), Row(name='Bob', avg(age)=5.0)]
>>> sorted(df.groupBy(df.name).avg().collect())
[Row(name='Alice', avg(age)=2.0), Row(name='Bob', avg(age)=5.0)]
>>> sorted(df.groupBy(['name', df.age]).count().collect())
[Row(name='Alice', age=2, count=1), Row(name='Bob', age=5, count=1)]






New in version 1.3.








	
groupby(*cols)

	groupby() is an alias for groupBy().


New in version 1.4.








	
head(n=None)

	Returns the first n rows.


Note

This method should only be used if the resulting array is expected
to be small, as all the data is loaded into the driver’s memory.




	Parameters

	n – int, default 1. Number of rows to return.



	Returns

	If n is greater than 1, return a list of Row.
If n is 1, return a single Row.





>>> df.head()
Row(age=2, name='Alice')
>>> df.head(1)
[Row(age=2, name='Alice')]






New in version 1.3.








	
intersect(other)

	Return a new DataFrame containing rows only in
both this frame and another frame.

This is equivalent to INTERSECT in SQL.


New in version 1.3.








	
isLocal()

	Returns True if the collect() and take() methods can be run locally
(without any Spark executors).


New in version 1.3.








	
isStreaming

	Returns true if this Dataset contains one or more sources that continuously
return data as it arrives. A Dataset that reads data from a streaming source
must be executed as a StreamingQuery using the start() method in
DataStreamWriter.  Methods that return a single answer, (e.g., count() or
collect()) will throw an AnalysisException when there is a streaming
source present.


Note

Experimental




New in version 2.0.








	
join(other, on=None, how=None)

	Joins with another DataFrame, using the given join expression.


	Parameters

	
	other – Right side of the join


	on – a string for the join column name, a list of column names,
a join expression (Column), or a list of Columns.
If on is a string or a list of strings indicating the name of the join column(s),
the column(s) must exist on both sides, and this performs an equi-join.


	how – str, default ‘inner’.
One of inner, outer, left_outer, right_outer, leftsemi.








The following performs a full outer join between df1 and df2.

>>> df.join(df2, df.name == df2.name, 'outer').select(df.name, df2.height).collect()
[Row(name=None, height=80), Row(name='Bob', height=85), Row(name='Alice', height=None)]





>>> df.join(df2, 'name', 'outer').select('name', 'height').collect()
[Row(name='Tom', height=80), Row(name='Bob', height=85), Row(name='Alice', height=None)]





>>> cond = [df.name == df3.name, df.age == df3.age]
>>> df.join(df3, cond, 'outer').select(df.name, df3.age).collect()
[Row(name='Alice', age=2), Row(name='Bob', age=5)]





>>> df.join(df2, 'name').select(df.name, df2.height).collect()
[Row(name='Bob', height=85)]





>>> df.join(df4, ['name', 'age']).select(df.name, df.age).collect()
[Row(name='Bob', age=5)]






New in version 1.3.








	
limit(num)

	Limits the result count to the number specified.

>>> df.limit(1).collect()
[Row(age=2, name='Alice')]
>>> df.limit(0).collect()
[]






New in version 1.3.








	
na

	Returns a DataFrameNaFunctions for handling missing values.


New in version 1.3.1.








	
orderBy(*cols, **kwargs)

	Returns a new DataFrame sorted by the specified column(s).


	Parameters

	
	cols – list of Column or column names to sort by.


	ascending – boolean or list of boolean (default True).
Sort ascending vs. descending. Specify list for multiple sort orders.
If a list is specified, length of the list must equal length of the cols.








>>> df.sort(df.age.desc()).collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]
>>> df.sort("age", ascending=False).collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]
>>> df.orderBy(df.age.desc()).collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]
>>> from pyspark.sql.functions import *
>>> df.sort(asc("age")).collect()
[Row(age=2, name='Alice'), Row(age=5, name='Bob')]
>>> df.orderBy(desc("age"), "name").collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]
>>> df.orderBy(["age", "name"], ascending=[0, 1]).collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]






New in version 1.3.








	
persist(storageLevel=StorageLevel(True, True, False, False, 1))

	Sets the storage level to persist the contents of the DataFrame across
operations after the first time it is computed. This can only be used to assign
a new storage level if the DataFrame does not have a storage level set yet.
If no storage level is specified defaults to (C{MEMORY_AND_DISK}).


Note

The default storage level has changed to C{MEMORY_AND_DISK} to match Scala in 2.0.




New in version 1.3.








	
printSchema()

	Prints out the schema in the tree format.

>>> df.printSchema()
root
 |-- age: integer (nullable = true)
 |-- name: string (nullable = true)






New in version 1.3.








	
randomSplit(weights, seed=None)

	Randomly splits this DataFrame with the provided weights.


	Parameters

	
	weights – list of doubles as weights with which to split the DataFrame. Weights will
be normalized if they don’t sum up to 1.0.


	seed – The seed for sampling.








>>> splits = df4.randomSplit([1.0, 2.0], 24)
>>> splits[0].count()
1





>>> splits[1].count()
3






New in version 1.4.








	
rdd

	Returns the content as an pyspark.RDD of Row.


New in version 1.3.








	
registerTempTable(name)

	Registers this RDD as a temporary table using the given name.

The lifetime of this temporary table is tied to the SQLContext
that was used to create this DataFrame.

>>> df.registerTempTable("people")
>>> df2 = spark.sql("select * from people")
>>> sorted(df.collect()) == sorted(df2.collect())
True
>>> spark.catalog.dropTempView("people")






Note

Deprecated in 2.0, use createOrReplaceTempView instead.




New in version 1.3.








	
repartition(numPartitions, *cols)

	Returns a new DataFrame partitioned by the given partitioning expressions. The
resulting DataFrame is hash partitioned.

numPartitions can be an int to specify the target number of partitions or a Column.
If it is a Column, it will be used as the first partitioning column. If not specified,
the default number of partitions is used.


Changed in version 1.6: Added optional arguments to specify the partitioning columns. Also made numPartitions
optional if partitioning columns are specified.



>>> df.repartition(10).rdd.getNumPartitions()
10
>>> data = df.union(df).repartition("age")
>>> data.show()
+---+-----+
|age| name|
+---+-----+
|  5|  Bob|
|  5|  Bob|
|  2|Alice|
|  2|Alice|
+---+-----+
>>> data = data.repartition(7, "age")
>>> data.show()
+---+-----+
|age| name|
+---+-----+
|  2|Alice|
|  5|  Bob|
|  2|Alice|
|  5|  Bob|
+---+-----+
>>> data.rdd.getNumPartitions()
7
>>> data = data.repartition("name", "age")
>>> data.show()
+---+-----+
|age| name|
+---+-----+
|  5|  Bob|
|  5|  Bob|
|  2|Alice|
|  2|Alice|
+---+-----+






New in version 1.3.








	
replace(to_replace, value, subset=None)

	Returns a new DataFrame replacing a value with another value.
DataFrame.replace() and DataFrameNaFunctions.replace() are
aliases of each other.


	Parameters

	
	to_replace – int, long, float, string, or list.
Value to be replaced.
If the value is a dict, then value is ignored and to_replace must be a
mapping from column name (string) to replacement value. The value to be
replaced must be an int, long, float, or string.


	value – int, long, float, string, or list.
Value to use to replace holes.
The replacement value must be an int, long, float, or string. If value is a
list or tuple, value should be of the same length with to_replace.


	subset – optional list of column names to consider.
Columns specified in subset that do not have matching data type are ignored.
For example, if value is a string, and subset contains a non-string column,
then the non-string column is simply ignored.








>>> df4.na.replace(10, 20).show()
+----+------+-----+
| age|height| name|
+----+------+-----+
|  20|    80|Alice|
|   5|  null|  Bob|
|null|  null|  Tom|
|null|  null| null|
+----+------+-----+





>>> df4.na.replace(['Alice', 'Bob'], ['A', 'B'], 'name').show()
+----+------+----+
| age|height|name|
+----+------+----+
|  10|    80|   A|
|   5|  null|   B|
|null|  null| Tom|
|null|  null|null|
+----+------+----+






New in version 1.4.








	
rollup(*cols)

	Create a multi-dimensional rollup for the current DataFrame using
the specified columns, so we can run aggregation on them.

>>> df.rollup("name", df.age).count().orderBy("name", "age").show()
+-----+----+-----+
| name| age|count|
+-----+----+-----+
| null|null|    2|
|Alice|null|    1|
|Alice|   2|    1|
|  Bob|null|    1|
|  Bob|   5|    1|
+-----+----+-----+






New in version 1.4.








	
sample(withReplacement, fraction, seed=None)

	Returns a sampled subset of this DataFrame.


Note

This is not guaranteed to provide exactly the fraction specified of the total
count of the given DataFrame.



>>> df.sample(False, 0.5, 42).count()
2






New in version 1.3.








	
sampleBy(col, fractions, seed=None)

	Returns a stratified sample without replacement based on the
fraction given on each stratum.


	Parameters

	
	col – column that defines strata


	fractions – sampling fraction for each stratum. If a stratum is not
specified, we treat its fraction as zero.


	seed – random seed






	Returns

	a new DataFrame that represents the stratified sample





>>> from pyspark.sql.functions import col
>>> dataset = sqlContext.range(0, 100).select((col("id") % 3).alias("key"))
>>> sampled = dataset.sampleBy("key", fractions={0: 0.1, 1: 0.2}, seed=0)
>>> sampled.groupBy("key").count().orderBy("key").show()
+---+-----+
|key|count|
+---+-----+
|  0|    5|
|  1|    9|
+---+-----+






New in version 1.5.








	
schema

	Returns the schema of this DataFrame as a pyspark.sql.types.StructType.

>>> df.schema
StructType(List(StructField(age,IntegerType,true),StructField(name,StringType,true)))






New in version 1.3.








	
select(*cols)

	Projects a set of expressions and returns a new DataFrame.


	Parameters

	cols – list of column names (string) or expressions (Column).
If one of the column names is ‘*’, that column is expanded to include all columns
in the current DataFrame.





>>> df.select('*').collect()
[Row(age=2, name='Alice'), Row(age=5, name='Bob')]
>>> df.select('name', 'age').collect()
[Row(name='Alice', age=2), Row(name='Bob', age=5)]
>>> df.select(df.name, (df.age + 10).alias('age')).collect()
[Row(name='Alice', age=12), Row(name='Bob', age=15)]






New in version 1.3.








	
selectExpr(*expr)

	Projects a set of SQL expressions and returns a new DataFrame.

This is a variant of select() that accepts SQL expressions.

>>> df.selectExpr("age * 2", "abs(age)").collect()
[Row((age * 2)=4, abs(age)=2), Row((age * 2)=10, abs(age)=5)]






New in version 1.3.








	
show(n=20, truncate=True)

	Prints the first n rows to the console.


	Parameters

	
	n – Number of rows to show.


	truncate – If set to True, truncate strings longer than 20 chars by default.
If set to a number greater than one, truncates long strings to length truncate
and align cells right.








>>> df
DataFrame[age: int, name: string]
>>> df.show()
+---+-----+
|age| name|
+---+-----+
|  2|Alice|
|  5|  Bob|
+---+-----+
>>> df.show(truncate=3)
+---+----+
|age|name|
+---+----+
|  2| Ali|
|  5| Bob|
+---+----+






New in version 1.3.








	
sort(*cols, **kwargs)

	Returns a new DataFrame sorted by the specified column(s).


	Parameters

	
	cols – list of Column or column names to sort by.


	ascending – boolean or list of boolean (default True).
Sort ascending vs. descending. Specify list for multiple sort orders.
If a list is specified, length of the list must equal length of the cols.








>>> df.sort(df.age.desc()).collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]
>>> df.sort("age", ascending=False).collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]
>>> df.orderBy(df.age.desc()).collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]
>>> from pyspark.sql.functions import *
>>> df.sort(asc("age")).collect()
[Row(age=2, name='Alice'), Row(age=5, name='Bob')]
>>> df.orderBy(desc("age"), "name").collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]
>>> df.orderBy(["age", "name"], ascending=[0, 1]).collect()
[Row(age=5, name='Bob'), Row(age=2, name='Alice')]






New in version 1.3.








	
sortWithinPartitions(*cols, **kwargs)

	Returns a new DataFrame with each partition sorted by the specified column(s).


	Parameters

	
	cols – list of Column or column names to sort by.


	ascending – boolean or list of boolean (default True).
Sort ascending vs. descending. Specify list for multiple sort orders.
If a list is specified, length of the list must equal length of the cols.








>>> df.sortWithinPartitions("age", ascending=False).show()
+---+-----+
|age| name|
+---+-----+
|  2|Alice|
|  5|  Bob|
+---+-----+






New in version 1.6.








	
stat

	Returns a DataFrameStatFunctions for statistic functions.


New in version 1.4.








	
storageLevel

	Get the DataFrame’s current storage level.

>>> df.storageLevel
StorageLevel(False, False, False, False, 1)
>>> df.cache().storageLevel
StorageLevel(True, True, False, True, 1)
>>> df2.persist(StorageLevel.DISK_ONLY_2).storageLevel
StorageLevel(True, False, False, False, 2)






New in version 2.1.








	
subtract(other)

	Return a new DataFrame containing rows in this frame
but not in another frame.

This is equivalent to EXCEPT in SQL.


New in version 1.3.








	
take(num)

	Returns the first num rows as a list of Row.

>>> df.take(2)
[Row(age=2, name='Alice'), Row(age=5, name='Bob')]






New in version 1.3.








	
toDF(*cols)

	Returns a new class:DataFrame that with new specified column names


	Parameters

	cols – list of new column names (string)





>>> df.toDF('f1', 'f2').collect()
[Row(f1=2, f2='Alice'), Row(f1=5, f2='Bob')]










	
toJSON(use_unicode=True)

	Converts a DataFrame into a RDD of string.

Each row is turned into a JSON document as one element in the returned RDD.

>>> df.toJSON().first()
'{"age":2,"name":"Alice"}'






New in version 1.3.








	
toLocalIterator()

	Returns an iterator that contains all of the rows in this DataFrame.
The iterator will consume as much memory as the largest partition in this DataFrame.

>>> list(df.toLocalIterator())
[Row(age=2, name='Alice'), Row(age=5, name='Bob')]






New in version 2.0.








	
toPandas()

	Returns the contents of this DataFrame as Pandas pandas.DataFrame.

This is only available if Pandas is installed and available.


Note

This method should only be used if the resulting Pandas’s DataFrame is expected
to be small, as all the data is loaded into the driver’s memory.



>>> df.toPandas()  
   age   name
0    2  Alice
1    5    Bob






New in version 1.3.








	
union(other)

	Return a new DataFrame containing union of rows in this
frame and another frame.

This is equivalent to UNION ALL in SQL. To do a SQL-style set union
(that does deduplication of elements), use this function followed by a distinct.


New in version 2.0.








	
unionAll(other)

	Return a new DataFrame containing union of rows in this
frame and another frame.


Note

Deprecated in 2.0, use union instead.




New in version 1.3.








	
unpersist(blocking=False)

	Marks the DataFrame as non-persistent, and remove all blocks for it from
memory and disk.


Note

blocking default has changed to False to match Scala in 2.0.




New in version 1.3.








	
where(condition)

	where() is an alias for filter().


New in version 1.3.








	
withColumn(colName, col)

	Returns a new DataFrame by adding a column or replacing the
existing column that has the same name.


	Parameters

	
	colName – string, name of the new column.


	col – a Column expression for the new column.








>>> df.withColumn('age2', df.age + 2).collect()
[Row(age=2, name='Alice', age2=4), Row(age=5, name='Bob', age2=7)]






New in version 1.3.








	
withColumnRenamed(existing, new)

	Returns a new DataFrame by renaming an existing column.
This is a no-op if schema doesn’t contain the given column name.


	Parameters

	
	existing – string, name of the existing column to rename.


	col – string, new name of the column.








>>> df.withColumnRenamed('age', 'age2').collect()
[Row(age2=2, name='Alice'), Row(age2=5, name='Bob')]






New in version 1.3.








	
withWatermark(eventTime, delayThreshold)

	Defines an event time watermark for this DataFrame. A watermark tracks a point
in time before which we assume no more late data is going to arrive.


	Spark will use this watermark for several purposes:

	
	To know when a given time window aggregation can be finalized and thus can be emitted
when using output modes that do not allow updates.


	To minimize the amount of state that we need to keep for on-going aggregations.








The current watermark is computed by looking at the MAX(eventTime) seen across
all of the partitions in the query minus a user specified delayThreshold.  Due to the cost
of coordinating this value across partitions, the actual watermark used is only guaranteed
to be at least delayThreshold behind the actual event time.  In some cases we may still
process records that arrive more than delayThreshold late.


	Parameters

	
	eventTime – the name of the column that contains the event time of the row.


	delayThreshold – the minimum delay to wait to data to arrive late, relative to the
latest record that has been processed in the form of an interval
(e.g. “1 minute” or “5 hours”).









Note

Experimental



>>> sdf.select('name', sdf.time.cast('timestamp')).withWatermark('time', '10 minutes')
DataFrame[name: string, time: timestamp]






New in version 2.1.








	
write

	Interface for saving the content of the non-streaming DataFrame out into external
storage.


	Returns

	DataFrameWriter






New in version 1.4.








	
writeStream

	Interface for saving the content of the streaming DataFrame out into external
storage.


Note

Experimental.




	Returns

	DataStreamWriter






New in version 2.0.












	
class pyspark.sql.GroupedData(jgd, sql_ctx)

	A set of methods for aggregations on a DataFrame,
created by DataFrame.groupBy().


Note

Experimental




New in version 1.3.




	
agg(*exprs)

	Compute aggregates and returns the result as a DataFrame.

The available aggregate functions are avg, max, min, sum, count.

If exprs is a single dict mapping from string to string, then the key
is the column to perform aggregation on, and the value is the aggregate function.

Alternatively, exprs can also be a list of aggregate Column expressions.


	Parameters

	exprs – a dict mapping from column name (string) to aggregate functions (string),
or a list of Column.





>>> gdf = df.groupBy(df.name)
>>> sorted(gdf.agg({"*": "count"}).collect())
[Row(name='Alice', count(1)=1), Row(name='Bob', count(1)=1)]





>>> from pyspark.sql import functions as F
>>> sorted(gdf.agg(F.min(df.age)).collect())
[Row(name='Alice', min(age)=2), Row(name='Bob', min(age)=5)]






New in version 1.3.








	
avg(*cols)

	Computes average values for each numeric columns for each group.

mean() is an alias for avg().


	Parameters

	cols – list of column names (string). Non-numeric columns are ignored.





>>> df.groupBy().avg('age').collect()
[Row(avg(age)=3.5)]
>>> df3.groupBy().avg('age', 'height').collect()
[Row(avg(age)=3.5, avg(height)=82.5)]






New in version 1.3.








	
count()

	Counts the number of records for each group.

>>> sorted(df.groupBy(df.age).count().collect())
[Row(age=2, count=1), Row(age=5, count=1)]






New in version 1.3.








	
max(*cols)

	Computes the max value for each numeric columns for each group.

>>> df.groupBy().max('age').collect()
[Row(max(age)=5)]
>>> df3.groupBy().max('age', 'height').collect()
[Row(max(age)=5, max(height)=85)]






New in version 1.3.








	
mean(*cols)

	Computes average values for each numeric columns for each group.

mean() is an alias for avg().


	Parameters

	cols – list of column names (string). Non-numeric columns are ignored.





>>> df.groupBy().mean('age').collect()
[Row(avg(age)=3.5)]
>>> df3.groupBy().mean('age', 'height').collect()
[Row(avg(age)=3.5, avg(height)=82.5)]






New in version 1.3.








	
min(*cols)

	Computes the min value for each numeric column for each group.


	Parameters

	cols – list of column names (string). Non-numeric columns are ignored.





>>> df.groupBy().min('age').collect()
[Row(min(age)=2)]
>>> df3.groupBy().min('age', 'height').collect()
[Row(min(age)=2, min(height)=80)]






New in version 1.3.








	
pivot(pivot_col, values=None)

	Pivots a column of the current [[DataFrame]] and perform the specified aggregation.
There are two versions of pivot function: one that requires the caller to specify the list
of distinct values to pivot on, and one that does not. The latter is more concise but less
efficient, because Spark needs to first compute the list of distinct values internally.


	Parameters

	
	pivot_col – Name of the column to pivot.


	values – List of values that will be translated to columns in the output DataFrame.








# Compute the sum of earnings for each year by course with each course as a separate column

>>> df4.groupBy("year").pivot("course", ["dotNET", "Java"]).sum("earnings").collect()
[Row(year=2012, dotNET=15000, Java=20000), Row(year=2013, dotNET=48000, Java=30000)]





# Or without specifying column values (less efficient)

>>> df4.groupBy("year").pivot("course").sum("earnings").collect()
[Row(year=2012, Java=20000, dotNET=15000), Row(year=2013, Java=30000, dotNET=48000)]






New in version 1.6.








	
sum(*cols)

	Compute the sum for each numeric columns for each group.


	Parameters

	cols – list of column names (string). Non-numeric columns are ignored.





>>> df.groupBy().sum('age').collect()
[Row(sum(age)=7)]
>>> df3.groupBy().sum('age', 'height').collect()
[Row(sum(age)=7, sum(height)=165)]






New in version 1.3.












	
class pyspark.sql.Column(jc)

	A column in a DataFrame.

Column instances can be created by:

# 1. Select a column out of a DataFrame

df.colName
df["colName"]

# 2. Create from an expression
df.colName + 1
1 / df.colName






New in version 1.3.




	
alias(*alias)

	Returns this column aliased with a new name or names (in the case of expressions that
return more than one column, such as explode).

>>> df.select(df.age.alias("age2")).collect()
[Row(age2=2), Row(age2=5)]






New in version 1.3.








	
asc()

	Returns a sort expression based on the ascending order of the given column name.






	
astype(dataType)

	astype() is an alias for cast().


New in version 1.4.








	
between(lowerBound, upperBound)

	A boolean expression that is evaluated to true if the value of this
expression is between the given columns.

>>> df.select(df.name, df.age.between(2, 4)).show()
+-----+---------------------------+
| name|((age >= 2) AND (age <= 4))|
+-----+---------------------------+
|Alice|                       true|
|  Bob|                      false|
+-----+---------------------------+






New in version 1.3.








	
bitwiseAND(other)

	binary operator






	
bitwiseOR(other)

	binary operator






	
bitwiseXOR(other)

	binary operator






	
cast(dataType)

	Convert the column into type dataType.

>>> df.select(df.age.cast("string").alias('ages')).collect()
[Row(ages='2'), Row(ages='5')]
>>> df.select(df.age.cast(StringType()).alias('ages')).collect()
[Row(ages='2'), Row(ages='5')]






New in version 1.3.








	
desc()

	Returns a sort expression based on the descending order of the given column name.






	
endswith(other)

	binary operator






	
getField(name)

	An expression that gets a field by name in a StructField.

>>> from pyspark.sql import Row
>>> df = sc.parallelize([Row(r=Row(a=1, b="b"))]).toDF()
>>> df.select(df.r.getField("b")).show()
+---+
|r.b|
+---+
|  b|
+---+
>>> df.select(df.r.a).show()
+---+
|r.a|
+---+
|  1|
+---+






New in version 1.3.








	
getItem(key)

	An expression that gets an item at position ordinal out of a list,
or gets an item by key out of a dict.

>>> df = sc.parallelize([([1, 2], {"key": "value"})]).toDF(["l", "d"])
>>> df.select(df.l.getItem(0), df.d.getItem("key")).show()
+----+------+
|l[0]|d[key]|
+----+------+
|   1| value|
+----+------+
>>> df.select(df.l[0], df.d["key"]).show()
+----+------+
|l[0]|d[key]|
+----+------+
|   1| value|
+----+------+






New in version 1.3.








	
isNotNull()

	True if the current expression is not null.






	
isNull()

	True if the current expression is null.






	
isin(*cols)

	A boolean expression that is evaluated to true if the value of this
expression is contained by the evaluated values of the arguments.

>>> df[df.name.isin("Bob", "Mike")].collect()
[Row(age=5, name='Bob')]
>>> df[df.age.isin([1, 2, 3])].collect()
[Row(age=2, name='Alice')]






New in version 1.5.








	
like(other)

	binary operator






	
name(*alias)

	name() is an alias for alias().


New in version 2.0.








	
otherwise(value)

	Evaluates a list of conditions and returns one of multiple possible result expressions.
If Column.otherwise() is not invoked, None is returned for unmatched conditions.

See pyspark.sql.functions.when() for example usage.


	Parameters

	value – a literal value, or a Column expression.





>>> from pyspark.sql import functions as F
>>> df.select(df.name, F.when(df.age > 3, 1).otherwise(0)).show()
+-----+-------------------------------------+
| name|CASE WHEN (age > 3) THEN 1 ELSE 0 END|
+-----+-------------------------------------+
|Alice|                                    0|
|  Bob|                                    1|
+-----+-------------------------------------+






New in version 1.4.








	
over(window)

	Define a windowing column.


	Parameters

	window – a WindowSpec



	Returns

	a Column





>>> from pyspark.sql import Window
>>> window = Window.partitionBy("name").orderBy("age").rowsBetween(-1, 1)
>>> from pyspark.sql.functions import rank, min
>>> # df.select(rank().over(window), min('age').over(window))






New in version 1.4.








	
rlike(other)

	binary operator






	
startswith(other)

	binary operator






	
substr(startPos, length)

	Return a Column which is a substring of the column.


	Parameters

	
	startPos – start position (int or Column)


	length – length of the substring (int or Column)








>>> df.select(df.name.substr(1, 3).alias("col")).collect()
[Row(col='Ali'), Row(col='Bob')]






New in version 1.3.








	
when(condition, value)

	Evaluates a list of conditions and returns one of multiple possible result expressions.
If Column.otherwise() is not invoked, None is returned for unmatched conditions.

See pyspark.sql.functions.when() for example usage.


	Parameters

	
	condition – a boolean Column expression.


	value – a literal value, or a Column expression.








>>> from pyspark.sql import functions as F
>>> df.select(df.name, F.when(df.age > 4, 1).when(df.age < 3, -1).otherwise(0)).show()
+-----+------------------------------------------------------------+
| name|CASE WHEN (age > 4) THEN 1 WHEN (age < 3) THEN -1 ELSE 0 END|
+-----+------------------------------------------------------------+
|Alice|                                                          -1|
|  Bob|                                                           1|
+-----+------------------------------------------------------------+






New in version 1.4.












	
class pyspark.sql.Row

	A row in L{DataFrame}.
The fields in it can be accessed:


	like attributes (row.key)


	like dictionary values (row[key])




key in row will search through row keys.

Row can be used to create a row object by using named arguments,
the fields will be sorted by names.

>>> row = Row(name="Alice", age=11)
>>> row
Row(age=11, name='Alice')
>>> row['name'], row['age']
('Alice', 11)
>>> row.name, row.age
('Alice', 11)
>>> 'name' in row
True
>>> 'wrong_key' in row
False





Row also can be used to create another Row like class, then it
could be used to create Row objects, such as

>>> Person = Row("name", "age")
>>> Person
<Row(name, age)>
>>> 'name' in Person
True
>>> 'wrong_key' in Person
False
>>> Person("Alice", 11)
Row(name='Alice', age=11)






	
asDict(recursive=False)

	Return as an dict


	Parameters

	recursive – turns the nested Row as dict (default: False).





>>> Row(name="Alice", age=11).asDict() == {'name': 'Alice', 'age': 11}
True
>>> row = Row(key=1, value=Row(name='a', age=2))
>>> row.asDict() == {'key': 1, 'value': Row(age=2, name='a')}
True
>>> row.asDict(True) == {'key': 1, 'value': {'name': 'a', 'age': 2}}
True














	
class pyspark.sql.DataFrameNaFunctions(df)

	Functionality for working with missing data in DataFrame.


New in version 1.4.




	
drop(how='any', thresh=None, subset=None)

	Returns a new DataFrame omitting rows with null values.
DataFrame.dropna() and DataFrameNaFunctions.drop() are aliases of each other.


	Parameters

	
	how – ‘any’ or ‘all’.
If ‘any’, drop a row if it contains any nulls.
If ‘all’, drop a row only if all its values are null.


	thresh – int, default None
If specified, drop rows that have less than thresh non-null values.
This overwrites the how parameter.


	subset – optional list of column names to consider.








>>> df4.na.drop().show()
+---+------+-----+
|age|height| name|
+---+------+-----+
| 10|    80|Alice|
+---+------+-----+






New in version 1.3.1.








	
fill(value, subset=None)

	Replace null values, alias for na.fill().
DataFrame.fillna() and DataFrameNaFunctions.fill() are aliases of each other.


	Parameters

	
	value – int, long, float, string, or dict.
Value to replace null values with.
If the value is a dict, then subset is ignored and value must be a mapping
from column name (string) to replacement value. The replacement value must be
an int, long, float, or string.


	subset – optional list of column names to consider.
Columns specified in subset that do not have matching data type are ignored.
For example, if value is a string, and subset contains a non-string column,
then the non-string column is simply ignored.








>>> df4.na.fill(50).show()
+---+------+-----+
|age|height| name|
+---+------+-----+
| 10|    80|Alice|
|  5|    50|  Bob|
| 50|    50|  Tom|
| 50|    50| null|
+---+------+-----+





>>> df4.na.fill({'age': 50, 'name': 'unknown'}).show()
+---+------+-------+
|age|height|   name|
+---+------+-------+
| 10|    80|  Alice|
|  5|  null|    Bob|
| 50|  null|    Tom|
| 50|  null|unknown|
+---+------+-------+






New in version 1.3.1.








	
replace(to_replace, value, subset=None)

	Returns a new DataFrame replacing a value with another value.
DataFrame.replace() and DataFrameNaFunctions.replace() are
aliases of each other.


	Parameters

	
	to_replace – int, long, float, string, or list.
Value to be replaced.
If the value is a dict, then value is ignored and to_replace must be a
mapping from column name (string) to replacement value. The value to be
replaced must be an int, long, float, or string.


	value – int, long, float, string, or list.
Value to use to replace holes.
The replacement value must be an int, long, float, or string. If value is a
list or tuple, value should be of the same length with to_replace.


	subset – optional list of column names to consider.
Columns specified in subset that do not have matching data type are ignored.
For example, if value is a string, and subset contains a non-string column,
then the non-string column is simply ignored.








>>> df4.na.replace(10, 20).show()
+----+------+-----+
| age|height| name|
+----+------+-----+
|  20|    80|Alice|
|   5|  null|  Bob|
|null|  null|  Tom|
|null|  null| null|
+----+------+-----+





>>> df4.na.replace(['Alice', 'Bob'], ['A', 'B'], 'name').show()
+----+------+----+
| age|height|name|
+----+------+----+
|  10|    80|   A|
|   5|  null|   B|
|null|  null| Tom|
|null|  null|null|
+----+------+----+






New in version 1.4.












	
class pyspark.sql.DataFrameStatFunctions(df)

	Functionality for statistic functions with DataFrame.


New in version 1.4.




	
approxQuantile(col, probabilities, relativeError)

	Calculates the approximate quantiles of a numerical column of a
DataFrame.

The result of this algorithm has the following deterministic bound:
If the DataFrame has N elements and if we request the quantile at
probability p up to error err, then the algorithm will return
a sample x from the DataFrame so that the exact rank of x is
close to (p * N). More precisely,


floor((p - err) * N) <= rank(x) <= ceil((p + err) * N).




This method implements a variation of the Greenwald-Khanna
algorithm (with some speed optimizations). The algorithm was first
present in [[http://dx.doi.org/10.1145/375663.375670
Space-efficient Online Computation of Quantile Summaries]]
by Greenwald and Khanna.


	Parameters

	
	col – the name of the numerical column


	probabilities – a list of quantile probabilities
Each number must belong to [0, 1].
For example 0 is the minimum, 0.5 is the median, 1 is the maximum.


	relativeError – The relative target precision to achieve
(>= 0). If set to zero, the exact quantiles are computed, which
could be very expensive. Note that values greater than 1 are
accepted but give the same result as 1.






	Returns

	the approximate quantiles at the given probabilities






New in version 2.0.








	
corr(col1, col2, method=None)

	Calculates the correlation of two columns of a DataFrame as a double value.
Currently only supports the Pearson Correlation Coefficient.
DataFrame.corr() and DataFrameStatFunctions.corr() are aliases of each other.


	Parameters

	
	col1 – The name of the first column


	col2 – The name of the second column


	method – The correlation method. Currently only supports “pearson”









New in version 1.4.








	
cov(col1, col2)

	Calculate the sample covariance for the given columns, specified by their names, as a
double value. DataFrame.cov() and DataFrameStatFunctions.cov() are aliases.


	Parameters

	
	col1 – The name of the first column


	col2 – The name of the second column









New in version 1.4.








	
crosstab(col1, col2)

	Computes a pair-wise frequency table of the given columns. Also known as a contingency
table. The number of distinct values for each column should be less than 1e4. At most 1e6
non-zero pair frequencies will be returned.
The first column of each row will be the distinct values of col1 and the column names
will be the distinct values of col2. The name of the first column will be $col1_$col2.
Pairs that have no occurrences will have zero as their counts.
DataFrame.crosstab() and DataFrameStatFunctions.crosstab() are aliases.


	Parameters

	
	col1 – The name of the first column. Distinct items will make the first item of
each row.


	col2 – The name of the second column. Distinct items will make the column names
of the DataFrame.









New in version 1.4.








	
freqItems(cols, support=None)

	Finding frequent items for columns, possibly with false positives. Using the
frequent element count algorithm described in
“http://dx.doi.org/10.1145/762471.762473, proposed by Karp, Schenker, and Papadimitriou”.
DataFrame.freqItems() and DataFrameStatFunctions.freqItems() are aliases.


Note

This function is meant for exploratory data analysis, as we make no
guarantee about the backward compatibility of the schema of the resulting DataFrame.




	Parameters

	
	cols – Names of the columns to calculate frequent items for as a list or tuple of
strings.


	support – The frequency with which to consider an item ‘frequent’. Default is 1%.
The support must be greater than 1e-4.









New in version 1.4.








	
sampleBy(col, fractions, seed=None)

	Returns a stratified sample without replacement based on the
fraction given on each stratum.


	Parameters

	
	col – column that defines strata


	fractions – sampling fraction for each stratum. If a stratum is not
specified, we treat its fraction as zero.


	seed – random seed






	Returns

	a new DataFrame that represents the stratified sample





>>> from pyspark.sql.functions import col
>>> dataset = sqlContext.range(0, 100).select((col("id") % 3).alias("key"))
>>> sampled = dataset.sampleBy("key", fractions={0: 0.1, 1: 0.2}, seed=0)
>>> sampled.groupBy("key").count().orderBy("key").show()
+---+-----+
|key|count|
+---+-----+
|  0|    5|
|  1|    9|
+---+-----+






New in version 1.5.












	
class pyspark.sql.Window

	Utility functions for defining window in DataFrames.

For example:

>>> # ORDER BY date ROWS BETWEEN UNBOUNDED PRECEDING AND CURRENT ROW
>>> window = Window.orderBy("date").rowsBetween(Window.unboundedPreceding, Window.currentRow)





>>> # PARTITION BY country ORDER BY date RANGE BETWEEN 3 PRECEDING AND 3 FOLLOWING
>>> window = Window.orderBy("date").partitionBy("country").rangeBetween(-3, 3)






Note

Experimental




New in version 1.4.




	
currentRow = 0

	




	
static orderBy(*cols)

	Creates a WindowSpec with the ordering defined.


New in version 1.4.








	
static partitionBy(*cols)

	Creates a WindowSpec with the partitioning defined.


New in version 1.4.








	
static rangeBetween(start, end)

	Creates a WindowSpec with the frame boundaries defined,
from start (inclusive) to end (inclusive).

Both start and end are relative from the current row. For example,
“0” means “current row”, while “-1” means one off before the current row,
and “5” means the five off after the current row.

We recommend users use Window.unboundedPreceding, Window.unboundedFollowing,
and Window.currentRow to specify special boundary values, rather than using integral
values directly.


	Parameters

	
	start – boundary start, inclusive.
The frame is unbounded if this is Window.unboundedPreceding, or
any value less than or equal to max(-sys.maxsize, -9223372036854775808).


	end – boundary end, inclusive.
The frame is unbounded if this is Window.unboundedFollowing, or
any value greater than or equal to min(sys.maxsize, 9223372036854775807).









New in version 2.1.








	
static rowsBetween(start, end)

	Creates a WindowSpec with the frame boundaries defined,
from start (inclusive) to end (inclusive).

Both start and end are relative positions from the current row.
For example, “0” means “current row”, while “-1” means the row before
the current row, and “5” means the fifth row after the current row.

We recommend users use Window.unboundedPreceding, Window.unboundedFollowing,
and Window.currentRow to specify special boundary values, rather than using integral
values directly.


	Parameters

	
	start – boundary start, inclusive.
The frame is unbounded if this is Window.unboundedPreceding, or
any value less than or equal to -9223372036854775808.


	end – boundary end, inclusive.
The frame is unbounded if this is Window.unboundedFollowing, or
any value greater than or equal to 9223372036854775807.









New in version 2.1.








	
unboundedFollowing = 9223372036854775807

	




	
unboundedPreceding = -9223372036854775808

	








	
class pyspark.sql.WindowSpec(jspec)

	A window specification that defines the partitioning, ordering,
and frame boundaries.

Use the static methods in Window to create a WindowSpec.


Note

Experimental




New in version 1.4.




	
orderBy(*cols)

	Defines the ordering columns in a WindowSpec.


	Parameters

	cols – names of columns or expressions






New in version 1.4.








	
partitionBy(*cols)

	Defines the partitioning columns in a WindowSpec.


	Parameters

	cols – names of columns or expressions






New in version 1.4.








	
rangeBetween(start, end)

	Defines the frame boundaries, from start (inclusive) to end (inclusive).

Both start and end are relative from the current row. For example,
“0” means “current row”, while “-1” means one off before the current row,
and “5” means the five off after the current row.

We recommend users use Window.unboundedPreceding, Window.unboundedFollowing,
and Window.currentRow to specify special boundary values, rather than using integral
values directly.


	Parameters

	
	start – boundary start, inclusive.
The frame is unbounded if this is Window.unboundedPreceding, or
any value less than or equal to max(-sys.maxsize, -9223372036854775808).


	end – boundary end, inclusive.
The frame is unbounded if this is Window.unboundedFollowing, or
any value greater than or equal to min(sys.maxsize, 9223372036854775807).









New in version 1.4.








	
rowsBetween(start, end)

	Defines the frame boundaries, from start (inclusive) to end (inclusive).

Both start and end are relative positions from the current row.
For example, “0” means “current row”, while “-1” means the row before
the current row, and “5” means the fifth row after the current row.

We recommend users use Window.unboundedPreceding, Window.unboundedFollowing,
and Window.currentRow to specify special boundary values, rather than using integral
values directly.


	Parameters

	
	start – boundary start, inclusive.
The frame is unbounded if this is Window.unboundedPreceding, or
any value less than or equal to max(-sys.maxsize, -9223372036854775808).


	end – boundary end, inclusive.
The frame is unbounded if this is Window.unboundedFollowing, or
any value greater than or equal to min(sys.maxsize, 9223372036854775807).









New in version 1.4.












	
class pyspark.sql.DataFrameReader(spark)

	Interface used to load a DataFrame from external storage systems
(e.g. file systems, key-value stores, etc). Use spark.read()
to access this.


New in version 1.4.




	
csv(path, schema=None, sep=None, encoding=None, quote=None, escape=None, comment=None, header=None, inferSchema=None, ignoreLeadingWhiteSpace=None, ignoreTrailingWhiteSpace=None, nullValue=None, nanValue=None, positiveInf=None, negativeInf=None, dateFormat=None, timestampFormat=None, maxColumns=None, maxCharsPerColumn=None, maxMalformedLogPerPartition=None, mode=None)

	Loads a CSV file and returns the result as a  DataFrame.

This function will go through the input once to determine the input schema if
inferSchema is enabled. To avoid going through the entire data once, disable
inferSchema option or specify the schema explicitly using schema.


	Parameters

	
	path – string, or list of strings, for input path(s).


	schema – an optional pyspark.sql.types.StructType for the input schema.


	sep – sets the single character as a separator for each field and value.
If None is set, it uses the default value, ,.


	encoding – decodes the CSV files by the given encoding type. If None is set,
it uses the default value, UTF-8.


	quote – sets the single character used for escaping quoted values where the
separator can be part of the value. If None is set, it uses the default
value, ". If you would like to turn off quotations, you need to set an
empty string.


	escape – sets the single character used for escaping quotes inside an already
quoted value. If None is set, it uses the default value, \.


	comment – sets the single character used for skipping lines beginning with this
character. By default (None), it is disabled.


	header – uses the first line as names of columns. If None is set, it uses the
default value, false.


	inferSchema – infers the input schema automatically from data. It requires one extra
pass over the data. If None is set, it uses the default value, false.


	ignoreLeadingWhiteSpace – defines whether or not leading whitespaces from values
being read should be skipped. If None is set, it uses
the default value, false.


	ignoreTrailingWhiteSpace – defines whether or not trailing whitespaces from values
being read should be skipped. If None is set, it uses
the default value, false.


	nullValue – sets the string representation of a null value. If None is set, it uses
the default value, empty string. Since 2.0.1, this nullValue param
applies to all supported types including the string type.


	nanValue – sets the string representation of a non-number value. If None is set, it
uses the default value, NaN.


	positiveInf – sets the string representation of a positive infinity value. If None
is set, it uses the default value, Inf.


	negativeInf – sets the string representation of a negative infinity value. If None
is set, it uses the default value, Inf.


	dateFormat – sets the string that indicates a date format. Custom date formats
follow the formats at java.text.SimpleDateFormat. This
applies to date type. If None is set, it uses the
default value value, yyyy-MM-dd.


	timestampFormat – sets the string that indicates a timestamp format. Custom date
formats follow the formats at java.text.SimpleDateFormat.
This applies to timestamp type. If None is set, it uses the
default value value, yyyy-MM-dd'T'HH:mm:ss.SSSZZ.


	maxColumns – defines a hard limit of how many columns a record can have. If None is
set, it uses the default value, 20480.


	maxCharsPerColumn – defines the maximum number of characters allowed for any given
value being read. If None is set, it uses the default value,
-1 meaning unlimited length.


	maxMalformedLogPerPartition – sets the maximum number of malformed rows Spark will
log for each partition. Malformed records beyond this
number will be ignored. If None is set, it
uses the default value, 10.


	mode – 
	allows a mode for dealing with corrupt records during parsing. If None is

	set, it uses the default value, PERMISSIVE.






	
	PERMISSIVEsets other fields to null when it meets a corrupted record.

	When a schema is set by user, it sets null for extra fields.







	DROPMALFORMED : ignores the whole corrupted records.


	FAILFAST : throws an exception when it meets corrupted records.













>>> df = spark.read.csv('python/test_support/sql/ages.csv')
>>> df.dtypes
[('_c0', 'string'), ('_c1', 'string')]






New in version 2.0.








	
format(source)

	Specifies the input data source format.


	Parameters

	source – string, name of the data source, e.g. ‘json’, ‘parquet’.





>>> df = spark.read.format('json').load('python/test_support/sql/people.json')
>>> df.dtypes
[('age', 'bigint'), ('name', 'string')]






New in version 1.4.








	
jdbc(url, table, column=None, lowerBound=None, upperBound=None, numPartitions=None, predicates=None, properties=None)

	Construct a DataFrame representing the database table named table
accessible via JDBC URL url and connection properties.

Partitions of the table will be retrieved in parallel if either column or
predicates is specified.

If both column and predicates are specified, column will be used.


Note

Don’t create too many partitions in parallel on a large cluster;         otherwise Spark might crash your external database systems.




	Parameters

	
	url – a JDBC URL of the form jdbc:subprotocol:subname


	table – the name of the table


	column – the name of an integer column that will be used for partitioning;
if this parameter is specified, then numPartitions, lowerBound
(inclusive), and upperBound (exclusive) will form partition strides
for generated WHERE clause expressions used to split the column
column evenly


	lowerBound – the minimum value of column used to decide partition stride


	upperBound – the maximum value of column used to decide partition stride


	numPartitions – the number of partitions


	predicates – a list of expressions suitable for inclusion in WHERE clauses;
each one defines one partition of the DataFrame


	properties – a dictionary of JDBC database connection arguments. Normally at
least properties “user” and “password” with their corresponding values.
For example { ‘user’ : ‘SYSTEM’, ‘password’ : ‘mypassword’ }






	Returns

	a DataFrame






New in version 1.4.








	
json(path, schema=None, primitivesAsString=None, prefersDecimal=None, allowComments=None, allowUnquotedFieldNames=None, allowSingleQuotes=None, allowNumericLeadingZero=None, allowBackslashEscapingAnyCharacter=None, mode=None, columnNameOfCorruptRecord=None, dateFormat=None, timestampFormat=None)

	Loads a JSON file (JSON Lines text format or newline-delimited JSON [http://jsonlines.org/]) or an RDD of Strings storing JSON objects (one object per
record) and returns the result as a :class`DataFrame`.

If the schema parameter is not specified, this function goes
through the input once to determine the input schema.


	Parameters

	
	path – string represents path to the JSON dataset,
or RDD of Strings storing JSON objects.


	schema – an optional pyspark.sql.types.StructType for the input schema.


	primitivesAsString – infers all primitive values as a string type. If None is set,
it uses the default value, false.


	prefersDecimal – infers all floating-point values as a decimal type. If the values
do not fit in decimal, then it infers them as doubles. If None is
set, it uses the default value, false.


	allowComments – ignores Java/C++ style comment in JSON records. If None is set,
it uses the default value, false.


	allowUnquotedFieldNames – allows unquoted JSON field names. If None is set,
it uses the default value, false.


	allowSingleQuotes – allows single quotes in addition to double quotes. If None is
set, it uses the default value, true.


	allowNumericLeadingZero – allows leading zeros in numbers (e.g. 00012). If None is
set, it uses the default value, false.


	allowBackslashEscapingAnyCharacter – allows accepting quoting of all character
using backslash quoting mechanism. If None is
set, it uses the default value, false.


	mode – 
	allows a mode for dealing with corrupt records during parsing. If None is

	set, it uses the default value, PERMISSIVE.






	PERMISSIVE : sets other fields to null when it meets a corrupted                   record and puts the malformed string into a new field configured by                  columnNameOfCorruptRecord. When a schema is set by user, it sets                  null for extra fields.


	DROPMALFORMED : ignores the whole corrupted records.


	FAILFAST : throws an exception when it meets corrupted records.







	columnNameOfCorruptRecord – allows renaming the new field having malformed string
created by PERMISSIVE mode. This overrides
spark.sql.columnNameOfCorruptRecord. If None is set,
it uses the value specified in
spark.sql.columnNameOfCorruptRecord.


	dateFormat – sets the string that indicates a date format. Custom date formats
follow the formats at java.text.SimpleDateFormat. This
applies to date type. If None is set, it uses the
default value value, yyyy-MM-dd.


	timestampFormat – sets the string that indicates a timestamp format. Custom date
formats follow the formats at java.text.SimpleDateFormat.
This applies to timestamp type. If None is set, it uses the
default value value, yyyy-MM-dd'T'HH:mm:ss.SSSZZ.








>>> df1 = spark.read.json('python/test_support/sql/people.json')
>>> df1.dtypes
[('age', 'bigint'), ('name', 'string')]
>>> rdd = sc.textFile('python/test_support/sql/people.json')
>>> df2 = spark.read.json(rdd)
>>> df2.dtypes
[('age', 'bigint'), ('name', 'string')]






New in version 1.4.








	
load(path=None, format=None, schema=None, **options)

	Loads data from a data source and returns it as a :class`DataFrame`.


	Parameters

	
	path – optional string or a list of string for file-system backed data sources.


	format – optional string for format of the data source. Default to ‘parquet’.


	schema – optional pyspark.sql.types.StructType for the input schema.


	options – all other string options








>>> df = spark.read.load('python/test_support/sql/parquet_partitioned', opt1=True,
...     opt2=1, opt3='str')
>>> df.dtypes
[('name', 'string'), ('year', 'int'), ('month', 'int'), ('day', 'int')]





>>> df = spark.read.format('json').load(['python/test_support/sql/people.json',
...     'python/test_support/sql/people1.json'])
>>> df.dtypes
[('age', 'bigint'), ('aka', 'string'), ('name', 'string')]






New in version 1.4.








	
option(key, value)

	Adds an input option for the underlying data source.


New in version 1.5.








	
options(**options)

	Adds input options for the underlying data source.


New in version 1.4.








	
orc(path)

	Loads an ORC file, returning the result as a DataFrame.


Note

Currently ORC support is only available together with Hive support.



>>> df = spark.read.orc('python/test_support/sql/orc_partitioned')
>>> df.dtypes
[('a', 'bigint'), ('b', 'int'), ('c', 'int')]






New in version 1.5.








	
parquet(*paths)

	Loads a Parquet file, returning the result as a DataFrame.


	You can set the following Parquet-specific option(s) for reading Parquet files:

	
	mergeSchema: sets whether we should merge schemas collected from all                 Parquet part-files. This will override spark.sql.parquet.mergeSchema.                 The default value is specified in spark.sql.parquet.mergeSchema.








>>> df = spark.read.parquet('python/test_support/sql/parquet_partitioned')
>>> df.dtypes
[('name', 'string'), ('year', 'int'), ('month', 'int'), ('day', 'int')]






New in version 1.4.








	
schema(schema)

	Specifies the input schema.

Some data sources (e.g. JSON) can infer the input schema automatically from data.
By specifying the schema here, the underlying data source can skip the schema
inference step, and thus speed up data loading.


	Parameters

	schema – a pyspark.sql.types.StructType object






New in version 1.4.








	
table(tableName)

	Returns the specified table as a DataFrame.


	Parameters

	tableName – string, name of the table.





>>> df = spark.read.parquet('python/test_support/sql/parquet_partitioned')
>>> df.createOrReplaceTempView('tmpTable')
>>> spark.read.table('tmpTable').dtypes
[('name', 'string'), ('year', 'int'), ('month', 'int'), ('day', 'int')]






New in version 1.4.








	
text(paths)

	Loads text files and returns a DataFrame whose schema starts with a
string column named “value”, and followed by partitioned columns if there
are any.

Each line in the text file is a new row in the resulting DataFrame.


	Parameters

	paths – string, or list of strings, for input path(s).





>>> df = spark.read.text('python/test_support/sql/text-test.txt')
>>> df.collect()
[Row(value='hello'), Row(value='this')]






New in version 1.6.












	
class pyspark.sql.DataFrameWriter(df)

	Interface used to write a DataFrame to external storage systems
(e.g. file systems, key-value stores, etc). Use DataFrame.write()
to access this.


New in version 1.4.




	
csv(path, mode=None, compression=None, sep=None, quote=None, escape=None, header=None, nullValue=None, escapeQuotes=None, quoteAll=None, dateFormat=None, timestampFormat=None)

	Saves the content of the DataFrame in CSV format at the specified path.


	Parameters

	
	path – the path in any Hadoop supported file system


	mode – specifies the behavior of the save operation when data already exists.


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	ignore: Silently ignore this operation if data already exists.


	error (default case): Throw an exception if data already exists.







	compression – compression codec to use when saving to file. This can be one of the
known case-insensitive shorten names (none, bzip2, gzip, lz4,
snappy and deflate).


	sep – sets the single character as a separator for each field and value. If None is
set, it uses the default value, ,.


	quote – sets the single character used for escaping quoted values where the
separator can be part of the value. If None is set, it uses the default
value, ". If you would like to turn off quotations, you need to set an
empty string.


	escape – sets the single character used for escaping quotes inside an already
quoted value. If None is set, it uses the default value, \


	escapeQuotes – A flag indicating whether values containing quotes should always
be enclosed in quotes. If None is set, it uses the default value
true, escaping all values containing a quote character.


	quoteAll – A flag indicating whether all values should always be enclosed in
quotes. If None is set, it uses the default value false,
only escaping values containing a quote character.


	header – writes the names of columns as the first line. If None is set, it uses
the default value, false.


	nullValue – sets the string representation of a null value. If None is set, it uses
the default value, empty string.


	dateFormat – sets the string that indicates a date format. Custom date formats
follow the formats at java.text.SimpleDateFormat. This
applies to date type. If None is set, it uses the
default value value, yyyy-MM-dd.


	timestampFormat – sets the string that indicates a timestamp format. Custom date
formats follow the formats at java.text.SimpleDateFormat.
This applies to timestamp type. If None is set, it uses the
default value value, yyyy-MM-dd'T'HH:mm:ss.SSSZZ.








>>> df.write.csv(os.path.join(tempfile.mkdtemp(), 'data'))






New in version 2.0.








	
format(source)

	Specifies the underlying output data source.


	Parameters

	source – string, name of the data source, e.g. ‘json’, ‘parquet’.





>>> df.write.format('json').save(os.path.join(tempfile.mkdtemp(), 'data'))






New in version 1.4.








	
insertInto(tableName, overwrite=False)

	Inserts the content of the DataFrame to the specified table.

It requires that the schema of the class:DataFrame is the same as the
schema of the table.

Optionally overwriting any existing data.


New in version 1.4.








	
jdbc(url, table, mode=None, properties=None)

	Saves the content of the DataFrame to an external database table via JDBC.


Note

Don’t create too many partitions in parallel on a large cluster;         otherwise Spark might crash your external database systems.




	Parameters

	
	url – a JDBC URL of the form jdbc:subprotocol:subname


	table – Name of the table in the external database.


	mode – specifies the behavior of the save operation when data already exists.


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	ignore: Silently ignore this operation if data already exists.


	error (default case): Throw an exception if data already exists.







	properties – a dictionary of JDBC database connection arguments. Normally at
least properties “user” and “password” with their corresponding values.
For example { ‘user’ : ‘SYSTEM’, ‘password’ : ‘mypassword’ }









New in version 1.4.








	
json(path, mode=None, compression=None, dateFormat=None, timestampFormat=None)

	Saves the content of the DataFrame in JSON format at the specified path.


	Parameters

	
	path – the path in any Hadoop supported file system


	mode – specifies the behavior of the save operation when data already exists.


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	ignore: Silently ignore this operation if data already exists.


	error (default case): Throw an exception if data already exists.







	compression – compression codec to use when saving to file. This can be one of the
known case-insensitive shorten names (none, bzip2, gzip, lz4,
snappy and deflate).


	dateFormat – sets the string that indicates a date format. Custom date formats
follow the formats at java.text.SimpleDateFormat. This
applies to date type. If None is set, it uses the
default value value, yyyy-MM-dd.


	timestampFormat – sets the string that indicates a timestamp format. Custom date
formats follow the formats at java.text.SimpleDateFormat.
This applies to timestamp type. If None is set, it uses the
default value value, yyyy-MM-dd'T'HH:mm:ss.SSSZZ.








>>> df.write.json(os.path.join(tempfile.mkdtemp(), 'data'))






New in version 1.4.








	
mode(saveMode)

	Specifies the behavior when data or table already exists.

Options include:


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	error: Throw an exception if data already exists.


	ignore: Silently ignore this operation if data already exists.




>>> df.write.mode('append').parquet(os.path.join(tempfile.mkdtemp(), 'data'))






New in version 1.4.








	
option(key, value)

	Adds an output option for the underlying data source.


New in version 1.5.








	
options(**options)

	Adds output options for the underlying data source.


New in version 1.4.








	
orc(path, mode=None, partitionBy=None, compression=None)

	Saves the content of the DataFrame in ORC format at the specified path.


Note

Currently ORC support is only available together with Hive support.




	Parameters

	
	path – the path in any Hadoop supported file system


	mode – specifies the behavior of the save operation when data already exists.


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	ignore: Silently ignore this operation if data already exists.


	error (default case): Throw an exception if data already exists.







	partitionBy – names of partitioning columns


	compression – compression codec to use when saving to file. This can be one of the
known case-insensitive shorten names (none, snappy, zlib, and lzo).
This will override orc.compress. If None is set, it uses the
default value, snappy.








>>> orc_df = spark.read.orc('python/test_support/sql/orc_partitioned')
>>> orc_df.write.orc(os.path.join(tempfile.mkdtemp(), 'data'))






New in version 1.5.








	
parquet(path, mode=None, partitionBy=None, compression=None)

	Saves the content of the DataFrame in Parquet format at the specified path.


	Parameters

	
	path – the path in any Hadoop supported file system


	mode – specifies the behavior of the save operation when data already exists.


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	ignore: Silently ignore this operation if data already exists.


	error (default case): Throw an exception if data already exists.







	partitionBy – names of partitioning columns


	compression – compression codec to use when saving to file. This can be one of the
known case-insensitive shorten names (none, snappy, gzip, and lzo).
This will override spark.sql.parquet.compression.codec. If None
is set, it uses the value specified in
spark.sql.parquet.compression.codec.








>>> df.write.parquet(os.path.join(tempfile.mkdtemp(), 'data'))






New in version 1.4.








	
partitionBy(*cols)

	Partitions the output by the given columns on the file system.

If specified, the output is laid out on the file system similar
to Hive’s partitioning scheme.


	Parameters

	cols – name of columns





>>> df.write.partitionBy('year', 'month').parquet(os.path.join(tempfile.mkdtemp(), 'data'))






New in version 1.4.








	
save(path=None, format=None, mode=None, partitionBy=None, **options)

	Saves the contents of the DataFrame to a data source.

The data source is specified by the format and a set of options.
If format is not specified, the default data source configured by
spark.sql.sources.default will be used.


	Parameters

	
	path – the path in a Hadoop supported file system


	format – the format used to save


	mode – specifies the behavior of the save operation when data already exists.


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	ignore: Silently ignore this operation if data already exists.


	error (default case): Throw an exception if data already exists.







	partitionBy – names of partitioning columns


	options – all other string options








>>> df.write.mode('append').parquet(os.path.join(tempfile.mkdtemp(), 'data'))






New in version 1.4.








	
saveAsTable(name, format=None, mode=None, partitionBy=None, **options)

	Saves the content of the DataFrame as the specified table.

In the case the table already exists, behavior of this function depends on the
save mode, specified by the mode function (default to throwing an exception).
When mode is Overwrite, the schema of the DataFrame does not need to be
the same as that of the existing table.


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	error: Throw an exception if data already exists.


	ignore: Silently ignore this operation if data already exists.





	Parameters

	
	name – the table name


	format – the format used to save


	mode – one of append, overwrite, error, ignore (default: error)


	partitionBy – names of partitioning columns


	options – all other string options









New in version 1.4.








	
text(path, compression=None)

	Saves the content of the DataFrame in a text file at the specified path.


	Parameters

	
	path – the path in any Hadoop supported file system


	compression – compression codec to use when saving to file. This can be one of the
known case-insensitive shorten names (none, bzip2, gzip, lz4,
snappy and deflate).








The DataFrame must have only one column that is of string type.
Each row becomes a new line in the output file.


New in version 1.6.














pyspark.sql.types module


	
class pyspark.sql.types.DataType

	Base class for data types.


	
fromInternal(obj)

	Converts an internal SQL object into a native Python object.






	
json()

	




	
jsonValue()

	




	
needConversion()

	Does this type need to conversion between Python object and internal SQL object.

This is used to avoid the unnecessary conversion for ArrayType/MapType/StructType.






	
simpleString()

	




	
toInternal(obj)

	Converts a Python object into an internal SQL object.






	
classmethod typeName()

	








	
class pyspark.sql.types.NullType

	Null type.

The data type representing None, used for the types that cannot be inferred.






	
class pyspark.sql.types.StringType

	String data type.






	
class pyspark.sql.types.BinaryType

	Binary (byte array) data type.






	
class pyspark.sql.types.BooleanType

	Boolean data type.






	
class pyspark.sql.types.DateType

	Date (datetime.date) data type.


	
EPOCH_ORDINAL = 719163

	




	
fromInternal(v)

	




	
needConversion()

	




	
toInternal(d)

	








	
class pyspark.sql.types.TimestampType

	Timestamp (datetime.datetime) data type.


	
fromInternal(ts)

	




	
needConversion()

	




	
toInternal(dt)

	








	
class pyspark.sql.types.DecimalType(precision=10, scale=0)

	Decimal (decimal.Decimal) data type.

The DecimalType must have fixed precision (the maximum total number of digits)
and scale (the number of digits on the right of dot). For example, (5, 2) can
support the value from [-999.99 to 999.99].

The precision can be up to 38, the scale must less or equal to precision.

When create a DecimalType, the default precision and scale is (10, 0). When infer
schema from decimal.Decimal objects, it will be DecimalType(38, 18).


	Parameters

	
	precision – the maximum total number of digits (default: 10)


	scale – the number of digits on right side of dot. (default: 0)









	
jsonValue()

	




	
simpleString()

	








	
class pyspark.sql.types.DoubleType

	Double data type, representing double precision floats.






	
class pyspark.sql.types.FloatType

	Float data type, representing single precision floats.






	
class pyspark.sql.types.ByteType

	Byte data type, i.e. a signed integer in a single byte.


	
simpleString()

	








	
class pyspark.sql.types.IntegerType

	Int data type, i.e. a signed 32-bit integer.


	
simpleString()

	








	
class pyspark.sql.types.LongType

	Long data type, i.e. a signed 64-bit integer.

If the values are beyond the range of [-9223372036854775808, 9223372036854775807],
please use DecimalType.


	
simpleString()

	








	
class pyspark.sql.types.ShortType

	Short data type, i.e. a signed 16-bit integer.


	
simpleString()

	








	
class pyspark.sql.types.ArrayType(elementType, containsNull=True)

	Array data type.


	Parameters

	
	elementType – DataType of each element in the array.


	containsNull – boolean, whether the array can contain null (None) values.









	
fromInternal(obj)

	




	
classmethod fromJson(json)

	




	
jsonValue()

	




	
needConversion()

	




	
simpleString()

	




	
toInternal(obj)

	








	
class pyspark.sql.types.MapType(keyType, valueType, valueContainsNull=True)

	Map data type.


	Parameters

	
	keyType – DataType of the keys in the map.


	valueType – DataType of the values in the map.


	valueContainsNull – indicates whether values can contain null (None) values.








Keys in a map data type are not allowed to be null (None).


	
fromInternal(obj)

	




	
classmethod fromJson(json)

	




	
jsonValue()

	




	
needConversion()

	




	
simpleString()

	




	
toInternal(obj)

	








	
class pyspark.sql.types.StructField(name, dataType, nullable=True, metadata=None)

	A field in StructType.


	Parameters

	
	name – string, name of the field.


	dataType – DataType of the field.


	nullable – boolean, whether the field can be null (None) or not.


	metadata – a dict from string to simple type that can be toInternald to JSON automatically









	
fromInternal(obj)

	




	
classmethod fromJson(json)

	




	
jsonValue()

	




	
needConversion()

	




	
simpleString()

	




	
toInternal(obj)

	








	
class pyspark.sql.types.StructType(fields=None)

	Struct type, consisting of a list of StructField.

This is the data type representing a Row.

Iterating a StructType will iterate its StructField`s.
A contained :class:`StructField can be accessed by name or position.

>>> struct1 = StructType([StructField("f1", StringType(), True)])
>>> struct1["f1"]
StructField(f1,StringType,true)
>>> struct1[0]
StructField(f1,StringType,true)






	
add(field, data_type=None, nullable=True, metadata=None)

	Construct a StructType by adding new elements to it to define the schema. The method accepts
either:



	A single parameter which is a StructField object.


	Between 2 and 4 parameters as (name, data_type, nullable (optional),
metadata(optional). The data_type parameter may be either a String or a
DataType object.







>>> struct1 = StructType().add("f1", StringType(), True).add("f2", StringType(), True, None)
>>> struct2 = StructType([StructField("f1", StringType(), True), \
...     StructField("f2", StringType(), True, None)])
>>> struct1 == struct2
True
>>> struct1 = StructType().add(StructField("f1", StringType(), True))
>>> struct2 = StructType([StructField("f1", StringType(), True)])
>>> struct1 == struct2
True
>>> struct1 = StructType().add("f1", "string", True)
>>> struct2 = StructType([StructField("f1", StringType(), True)])
>>> struct1 == struct2
True






	Parameters

	
	field – Either the name of the field or a StructField object


	data_type – If present, the DataType of the StructField to create


	nullable – Whether the field to add should be nullable (default True)


	metadata – Any additional metadata (default None)






	Returns

	a new updated StructType










	
fromInternal(obj)

	




	
classmethod fromJson(json)

	




	
jsonValue()

	




	
needConversion()

	




	
simpleString()

	




	
toInternal(obj)

	










pyspark.sql.functions module

A collections of builtin functions


	
pyspark.sql.functions.abs(col)

	Computes the absolute value.


New in version 1.3.








	
pyspark.sql.functions.acos(col)

	Computes the cosine inverse of the given value; the returned angle is in the range0.0 through pi.


New in version 1.4.








	
pyspark.sql.functions.add_months(start, months)

	Returns the date that is months months after start

>>> df = spark.createDataFrame([('2015-04-08',)], ['d'])
>>> df.select(add_months(df.d, 1).alias('d')).collect()
[Row(d=datetime.date(2015, 5, 8))]






New in version 1.5.








	
pyspark.sql.functions.approxCountDistinct(col, rsd=None)

	
Note

Deprecated in 2.1, use approx_count_distinct instead.




New in version 1.3.








	
pyspark.sql.functions.approx_count_distinct(col, rsd=None)

	Returns a new Column for approximate distinct count of col.

>>> df.agg(approx_count_distinct(df.age).alias('c')).collect()
[Row(c=2)]






New in version 2.1.








	
pyspark.sql.functions.array(*cols)

	Creates a new array column.


	Parameters

	cols – list of column names (string) or list of Column expressions that have
the same data type.





>>> df.select(array('age', 'age').alias("arr")).collect()
[Row(arr=[2, 2]), Row(arr=[5, 5])]
>>> df.select(array([df.age, df.age]).alias("arr")).collect()
[Row(arr=[2, 2]), Row(arr=[5, 5])]






New in version 1.4.








	
pyspark.sql.functions.array_contains(col, value)

	Collection function: returns True if the array contains the given value. The collection
elements and value must be of the same type.


	Parameters

	
	col – name of column containing array


	value – value to check for in array








>>> df = spark.createDataFrame([(["a", "b", "c"],), ([],)], ['data'])
>>> df.select(array_contains(df.data, "a")).collect()
[Row(array_contains(data, a)=True), Row(array_contains(data, a)=False)]






New in version 1.5.








	
pyspark.sql.functions.asc(col)

	Returns a sort expression based on the ascending order of the given column name.


New in version 1.3.








	
pyspark.sql.functions.ascii(col)

	Computes the numeric value of the first character of the string column.


New in version 1.5.








	
pyspark.sql.functions.asin(col)

	Computes the sine inverse of the given value; the returned angle is in the range-pi/2 through pi/2.


New in version 1.4.








	
pyspark.sql.functions.atan(col)

	Computes the tangent inverse of the given value.


New in version 1.4.








	
pyspark.sql.functions.atan2(col1, col2)

	Returns the angle theta from the conversion of rectangular coordinates (x, y) topolar coordinates (r, theta).


New in version 1.4.








	
pyspark.sql.functions.avg(col)

	Aggregate function: returns the average of the values in a group.


New in version 1.3.








	
pyspark.sql.functions.base64(col)

	Computes the BASE64 encoding of a binary column and returns it as a string column.


New in version 1.5.








	
pyspark.sql.functions.bin(col)

	Returns the string representation of the binary value of the given column.

>>> df.select(bin(df.age).alias('c')).collect()
[Row(c='10'), Row(c='101')]






New in version 1.5.








	
pyspark.sql.functions.bitwiseNOT(col)

	Computes bitwise not.


New in version 1.4.








	
pyspark.sql.functions.broadcast(df)

	Marks a DataFrame as small enough for use in broadcast joins.


New in version 1.6.








	
pyspark.sql.functions.bround(col, scale=0)

	Round the given value to scale decimal places using HALF_EVEN rounding mode if scale >= 0
or at integral part when scale < 0.

>>> spark.createDataFrame([(2.5,)], ['a']).select(bround('a', 0).alias('r')).collect()
[Row(r=2.0)]






New in version 2.0.








	
pyspark.sql.functions.cbrt(col)

	Computes the cube-root of the given value.


New in version 1.4.








	
pyspark.sql.functions.ceil(col)

	Computes the ceiling of the given value.


New in version 1.4.








	
pyspark.sql.functions.coalesce(*cols)

	Returns the first column that is not null.

>>> cDf = spark.createDataFrame([(None, None), (1, None), (None, 2)], ("a", "b"))
>>> cDf.show()
+----+----+
|   a|   b|
+----+----+
|null|null|
|   1|null|
|null|   2|
+----+----+





>>> cDf.select(coalesce(cDf["a"], cDf["b"])).show()
+--------------+
|coalesce(a, b)|
+--------------+
|          null|
|             1|
|             2|
+--------------+





>>> cDf.select('*', coalesce(cDf["a"], lit(0.0))).show()
+----+----+----------------+
|   a|   b|coalesce(a, 0.0)|
+----+----+----------------+
|null|null|             0.0|
|   1|null|             1.0|
|null|   2|             0.0|
+----+----+----------------+






New in version 1.4.








	
pyspark.sql.functions.col(col)

	Returns a Column based on the given column name.


New in version 1.3.








	
pyspark.sql.functions.collect_list(col)

	Aggregate function: returns a list of objects with duplicates.


New in version 1.6.








	
pyspark.sql.functions.collect_set(col)

	Aggregate function: returns a set of objects with duplicate elements eliminated.


New in version 1.6.








	
pyspark.sql.functions.column(col)

	Returns a Column based on the given column name.


New in version 1.3.








	
pyspark.sql.functions.concat(*cols)

	Concatenates multiple input string columns together into a single string column.

>>> df = spark.createDataFrame([('abcd','123')], ['s', 'd'])
>>> df.select(concat(df.s, df.d).alias('s')).collect()
[Row(s='abcd123')]






New in version 1.5.








	
pyspark.sql.functions.concat_ws(sep, *cols)

	Concatenates multiple input string columns together into a single string column,
using the given separator.

>>> df = spark.createDataFrame([('abcd','123')], ['s', 'd'])
>>> df.select(concat_ws('-', df.s, df.d).alias('s')).collect()
[Row(s='abcd-123')]






New in version 1.5.








	
pyspark.sql.functions.conv(col, fromBase, toBase)

	Convert a number in a string column from one base to another.

>>> df = spark.createDataFrame([("010101",)], ['n'])
>>> df.select(conv(df.n, 2, 16).alias('hex')).collect()
[Row(hex='15')]






New in version 1.5.








	
pyspark.sql.functions.corr(col1, col2)

	Returns a new Column for the Pearson Correlation Coefficient for col1
and col2.

>>> a = range(20)
>>> b = [2 * x for x in range(20)]
>>> df = spark.createDataFrame(zip(a, b), ["a", "b"])
>>> df.agg(corr("a", "b").alias('c')).collect()
[Row(c=1.0)]






New in version 1.6.








	
pyspark.sql.functions.cos(col)

	Computes the cosine of the given value.


New in version 1.4.








	
pyspark.sql.functions.cosh(col)

	Computes the hyperbolic cosine of the given value.


New in version 1.4.








	
pyspark.sql.functions.count(col)

	Aggregate function: returns the number of items in a group.


New in version 1.3.








	
pyspark.sql.functions.countDistinct(col, *cols)

	Returns a new Column for distinct count of col or cols.

>>> df.agg(countDistinct(df.age, df.name).alias('c')).collect()
[Row(c=2)]





>>> df.agg(countDistinct("age", "name").alias('c')).collect()
[Row(c=2)]






New in version 1.3.








	
pyspark.sql.functions.covar_pop(col1, col2)

	Returns a new Column for the population covariance of col1
and col2.

>>> a = [1] * 10
>>> b = [1] * 10
>>> df = spark.createDataFrame(zip(a, b), ["a", "b"])
>>> df.agg(covar_pop("a", "b").alias('c')).collect()
[Row(c=0.0)]






New in version 2.0.








	
pyspark.sql.functions.covar_samp(col1, col2)

	Returns a new Column for the sample covariance of col1
and col2.

>>> a = [1] * 10
>>> b = [1] * 10
>>> df = spark.createDataFrame(zip(a, b), ["a", "b"])
>>> df.agg(covar_samp("a", "b").alias('c')).collect()
[Row(c=0.0)]






New in version 2.0.








	
pyspark.sql.functions.crc32(col)

	Calculates the cyclic redundancy check value  (CRC32) of a binary column and
returns the value as a bigint.

>>> spark.createDataFrame([('ABC',)], ['a']).select(crc32('a').alias('crc32')).collect()
[Row(crc32=2743272264)]






New in version 1.5.








	
pyspark.sql.functions.create_map(*cols)

	Creates a new map column.


	Parameters

	cols – list of column names (string) or list of Column expressions that grouped
as key-value pairs, e.g. (key1, value1, key2, value2, …).





>>> df.select(create_map('name', 'age').alias("map")).collect()
[Row(map={'Alice': 2}), Row(map={'Bob': 5})]
>>> df.select(create_map([df.name, df.age]).alias("map")).collect()
[Row(map={'Alice': 2}), Row(map={'Bob': 5})]






New in version 2.0.








	
pyspark.sql.functions.cume_dist()

	Window function: returns the cumulative distribution of values within a window partition,
i.e. the fraction of rows that are below the current row.


New in version 1.6.








	
pyspark.sql.functions.current_date()

	Returns the current date as a date column.


New in version 1.5.








	
pyspark.sql.functions.current_timestamp()

	Returns the current timestamp as a timestamp column.






	
pyspark.sql.functions.date_add(start, days)

	Returns the date that is days days after start

>>> df = spark.createDataFrame([('2015-04-08',)], ['d'])
>>> df.select(date_add(df.d, 1).alias('d')).collect()
[Row(d=datetime.date(2015, 4, 9))]






New in version 1.5.








	
pyspark.sql.functions.date_format(date, format)

	Converts a date/timestamp/string to a value of string in the format specified by the date
format given by the second argument.

A pattern could be for instance dd.MM.yyyy and could return a string like ‘18.03.1993’. All
pattern letters of the Java class java.text.SimpleDateFormat can be used.


Note

Use when ever possible specialized functions like year. These benefit from a
specialized implementation.



>>> df = spark.createDataFrame([('2015-04-08',)], ['a'])
>>> df.select(date_format('a', 'MM/dd/yyy').alias('date')).collect()
[Row(date='04/08/2015')]






New in version 1.5.








	
pyspark.sql.functions.date_sub(start, days)

	Returns the date that is days days before start

>>> df = spark.createDataFrame([('2015-04-08',)], ['d'])
>>> df.select(date_sub(df.d, 1).alias('d')).collect()
[Row(d=datetime.date(2015, 4, 7))]






New in version 1.5.








	
pyspark.sql.functions.datediff(end, start)

	Returns the number of days from start to end.

>>> df = spark.createDataFrame([('2015-04-08','2015-05-10')], ['d1', 'd2'])
>>> df.select(datediff(df.d2, df.d1).alias('diff')).collect()
[Row(diff=32)]






New in version 1.5.








	
pyspark.sql.functions.dayofmonth(col)

	Extract the day of the month of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08',)], ['a'])
>>> df.select(dayofmonth('a').alias('day')).collect()
[Row(day=8)]






New in version 1.5.








	
pyspark.sql.functions.dayofyear(col)

	Extract the day of the year of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08',)], ['a'])
>>> df.select(dayofyear('a').alias('day')).collect()
[Row(day=98)]






New in version 1.5.








	
pyspark.sql.functions.decode(col, charset)

	Computes the first argument into a string from a binary using the provided character set
(one of ‘US-ASCII’, ‘ISO-8859-1’, ‘UTF-8’, ‘UTF-16BE’, ‘UTF-16LE’, ‘UTF-16’).


New in version 1.5.








	
pyspark.sql.functions.degrees(col)

	Converts an angle measured in radians to an approximately equivalent angle measured in degrees.


New in version 2.1.








	
pyspark.sql.functions.dense_rank()

	Window function: returns the rank of rows within a window partition, without any gaps.

The difference between rank and denseRank is that denseRank leaves no gaps in ranking
sequence when there are ties. That is, if you were ranking a competition using denseRank
and had three people tie for second place, you would say that all three were in second
place and that the next person came in third.


New in version 1.6.








	
pyspark.sql.functions.desc(col)

	Returns a sort expression based on the descending order of the given column name.


New in version 1.3.








	
pyspark.sql.functions.encode(col, charset)

	Computes the first argument into a binary from a string using the provided character set
(one of ‘US-ASCII’, ‘ISO-8859-1’, ‘UTF-8’, ‘UTF-16BE’, ‘UTF-16LE’, ‘UTF-16’).


New in version 1.5.








	
pyspark.sql.functions.exp(col)

	Computes the exponential of the given value.


New in version 1.4.








	
pyspark.sql.functions.explode(col)

	Returns a new row for each element in the given array or map.

>>> from pyspark.sql import Row
>>> eDF = spark.createDataFrame([Row(a=1, intlist=[1,2,3], mapfield={"a": "b"})])
>>> eDF.select(explode(eDF.intlist).alias("anInt")).collect()
[Row(anInt=1), Row(anInt=2), Row(anInt=3)]





>>> eDF.select(explode(eDF.mapfield).alias("key", "value")).show()
+---+-----+
|key|value|
+---+-----+
|  a|    b|
+---+-----+






New in version 1.4.








	
pyspark.sql.functions.expm1(col)

	Computes the exponential of the given value minus one.


New in version 1.4.








	
pyspark.sql.functions.expr(str)

	Parses the expression string into the column that it represents

>>> df.select(expr("length(name)")).collect()
[Row(length(name)=5), Row(length(name)=3)]






New in version 1.5.








	
pyspark.sql.functions.factorial(col)

	Computes the factorial of the given value.

>>> df = spark.createDataFrame([(5,)], ['n'])
>>> df.select(factorial(df.n).alias('f')).collect()
[Row(f=120)]






New in version 1.5.








	
pyspark.sql.functions.first(col, ignorenulls=False)

	Aggregate function: returns the first value in a group.

The function by default returns the first values it sees. It will return the first non-null
value it sees when ignoreNulls is set to true. If all values are null, then null is returned.


New in version 1.3.








	
pyspark.sql.functions.floor(col)

	Computes the floor of the given value.


New in version 1.4.








	
pyspark.sql.functions.format_number(col, d)

	Formats the number X to a format like ‘#,–#,–#.–’, rounded to d decimal places,
and returns the result as a string.


	Parameters

	
	col – the column name of the numeric value to be formatted


	d – the N decimal places








>>> spark.createDataFrame([(5,)], ['a']).select(format_number('a', 4).alias('v')).collect()
[Row(v='5.0000')]






New in version 1.5.








	
pyspark.sql.functions.format_string(format, *cols)

	Formats the arguments in printf-style and returns the result as a string column.


	Parameters

	
	col – the column name of the numeric value to be formatted


	d – the N decimal places








>>> df = spark.createDataFrame([(5, "hello")], ['a', 'b'])
>>> df.select(format_string('%d %s', df.a, df.b).alias('v')).collect()
[Row(v='5 hello')]






New in version 1.5.








	
pyspark.sql.functions.from_json(col, schema, options={})

	Parses a column containing a JSON string into a [[StructType]] with the
specified schema. Returns null, in the case of an unparseable string.


	Parameters

	
	col – string column in json format


	schema – a StructType to use when parsing the json column


	options – options to control parsing. accepts the same options as the json datasource








>>> from pyspark.sql.types import *
>>> data = [(1, '''{"a": 1}''')]
>>> schema = StructType([StructField("a", IntegerType())])
>>> df = spark.createDataFrame(data, ("key", "value"))
>>> df.select(from_json(df.value, schema).alias("json")).collect()
[Row(json=Row(a=1))]






New in version 2.1.








	
pyspark.sql.functions.from_unixtime(timestamp, format='yyyy-MM-dd HH:mm:ss')

	Converts the number of seconds from unix epoch (1970-01-01 00:00:00 UTC) to a string
representing the timestamp of that moment in the current system time zone in the given
format.


New in version 1.5.








	
pyspark.sql.functions.from_utc_timestamp(timestamp, tz)

	Given a timestamp, which corresponds to a certain time of day in UTC, returns another timestamp
that corresponds to the same time of day in the given timezone.

>>> df = spark.createDataFrame([('1997-02-28 10:30:00',)], ['t'])
>>> df.select(from_utc_timestamp(df.t, "PST").alias('t')).collect()
[Row(t=datetime.datetime(1997, 2, 28, 2, 30))]






New in version 1.5.








	
pyspark.sql.functions.get_json_object(col, path)

	Extracts json object from a json string based on json path specified, and returns json string
of the extracted json object. It will return null if the input json string is invalid.


	Parameters

	
	col – string column in json format


	path – path to the json object to extract








>>> data = [("1", '''{"f1": "value1", "f2": "value2"}'''), ("2", '''{"f1": "value12"}''')]
>>> df = spark.createDataFrame(data, ("key", "jstring"))
>>> df.select(df.key, get_json_object(df.jstring, '$.f1').alias("c0"), \
...                   get_json_object(df.jstring, '$.f2').alias("c1") ).collect()
[Row(key='1', c0='value1', c1='value2'), Row(key='2', c0='value12', c1=None)]






New in version 1.6.








	
pyspark.sql.functions.greatest(*cols)

	Returns the greatest value of the list of column names, skipping null values.
This function takes at least 2 parameters. It will return null iff all parameters are null.

>>> df = spark.createDataFrame([(1, 4, 3)], ['a', 'b', 'c'])
>>> df.select(greatest(df.a, df.b, df.c).alias("greatest")).collect()
[Row(greatest=4)]






New in version 1.5.








	
pyspark.sql.functions.grouping(col)

	Aggregate function: indicates whether a specified column in a GROUP BY list is aggregated
or not, returns 1 for aggregated or 0 for not aggregated in the result set.

>>> df.cube("name").agg(grouping("name"), sum("age")).orderBy("name").show()
+-----+--------------+--------+
| name|grouping(name)|sum(age)|
+-----+--------------+--------+
| null|             1|       7|
|Alice|             0|       2|
|  Bob|             0|       5|
+-----+--------------+--------+






New in version 2.0.








	
pyspark.sql.functions.grouping_id(*cols)

	Aggregate function: returns the level of grouping, equals to


(grouping(c1) << (n-1)) + (grouping(c2) << (n-2)) + … + grouping(cn)





Note

The list of columns should match with grouping columns exactly, or empty (means all
the grouping columns).



>>> df.cube("name").agg(grouping_id(), sum("age")).orderBy("name").show()
+-----+-------------+--------+
| name|grouping_id()|sum(age)|
+-----+-------------+--------+
| null|            1|       7|
|Alice|            0|       2|
|  Bob|            0|       5|
+-----+-------------+--------+






New in version 2.0.








	
pyspark.sql.functions.hash(*cols)

	Calculates the hash code of given columns, and returns the result as an int column.

>>> spark.createDataFrame([('ABC',)], ['a']).select(hash('a').alias('hash')).collect()
[Row(hash=-757602832)]






New in version 2.0.








	
pyspark.sql.functions.hex(col)

	Computes hex value of the given column, which could be pyspark.sql.types.StringType,
pyspark.sql.types.BinaryType, pyspark.sql.types.IntegerType or
pyspark.sql.types.LongType.

>>> spark.createDataFrame([('ABC', 3)], ['a', 'b']).select(hex('a'), hex('b')).collect()
[Row(hex(a)='414243', hex(b)='3')]






New in version 1.5.








	
pyspark.sql.functions.hour(col)

	Extract the hours of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08 13:08:15',)], ['a'])
>>> df.select(hour('a').alias('hour')).collect()
[Row(hour=13)]






New in version 1.5.








	
pyspark.sql.functions.hypot(col1, col2)

	Computes sqrt(a^2 + b^2) without intermediate overflow or underflow.


New in version 1.4.








	
pyspark.sql.functions.initcap(col)

	Translate the first letter of each word to upper case in the sentence.

>>> spark.createDataFrame([('ab cd',)], ['a']).select(initcap("a").alias('v')).collect()
[Row(v='Ab Cd')]






New in version 1.5.








	
pyspark.sql.functions.input_file_name()

	Creates a string column for the file name of the current Spark task.


New in version 1.6.








	
pyspark.sql.functions.instr(str, substr)

	Locate the position of the first occurrence of substr column in the given string.
Returns null if either of the arguments are null.


Note

The position is not zero based, but 1 based index. Returns 0 if substr
could not be found in str.



>>> df = spark.createDataFrame([('abcd',)], ['s',])
>>> df.select(instr(df.s, 'b').alias('s')).collect()
[Row(s=2)]






New in version 1.5.








	
pyspark.sql.functions.isnan(col)

	An expression that returns true iff the column is NaN.

>>> df = spark.createDataFrame([(1.0, float('nan')), (float('nan'), 2.0)], ("a", "b"))
>>> df.select(isnan("a").alias("r1"), isnan(df.a).alias("r2")).collect()
[Row(r1=False, r2=False), Row(r1=True, r2=True)]






New in version 1.6.








	
pyspark.sql.functions.isnull(col)

	An expression that returns true iff the column is null.

>>> df = spark.createDataFrame([(1, None), (None, 2)], ("a", "b"))
>>> df.select(isnull("a").alias("r1"), isnull(df.a).alias("r2")).collect()
[Row(r1=False, r2=False), Row(r1=True, r2=True)]






New in version 1.6.








	
pyspark.sql.functions.json_tuple(col, *fields)

	Creates a new row for a json column according to the given field names.


	Parameters

	
	col – string column in json format


	fields – list of fields to extract








>>> data = [("1", '''{"f1": "value1", "f2": "value2"}'''), ("2", '''{"f1": "value12"}''')]
>>> df = spark.createDataFrame(data, ("key", "jstring"))
>>> df.select(df.key, json_tuple(df.jstring, 'f1', 'f2')).collect()
[Row(key='1', c0='value1', c1='value2'), Row(key='2', c0='value12', c1=None)]






New in version 1.6.








	
pyspark.sql.functions.kurtosis(col)

	Aggregate function: returns the kurtosis of the values in a group.


New in version 1.6.








	
pyspark.sql.functions.lag(col, count=1, default=None)

	Window function: returns the value that is offset rows before the current row, and
defaultValue if there is less than offset rows before the current row. For example,
an offset of one will return the previous row at any given point in the window partition.

This is equivalent to the LAG function in SQL.


	Parameters

	
	col – name of column or expression


	count – number of row to extend


	default – default value









New in version 1.4.








	
pyspark.sql.functions.last(col, ignorenulls=False)

	Aggregate function: returns the last value in a group.

The function by default returns the last values it sees. It will return the last non-null
value it sees when ignoreNulls is set to true. If all values are null, then null is returned.


New in version 1.3.








	
pyspark.sql.functions.last_day(date)

	Returns the last day of the month which the given date belongs to.

>>> df = spark.createDataFrame([('1997-02-10',)], ['d'])
>>> df.select(last_day(df.d).alias('date')).collect()
[Row(date=datetime.date(1997, 2, 28))]






New in version 1.5.








	
pyspark.sql.functions.lead(col, count=1, default=None)

	Window function: returns the value that is offset rows after the current row, and
defaultValue if there is less than offset rows after the current row. For example,
an offset of one will return the next row at any given point in the window partition.

This is equivalent to the LEAD function in SQL.


	Parameters

	
	col – name of column or expression


	count – number of row to extend


	default – default value









New in version 1.4.








	
pyspark.sql.functions.least(*cols)

	Returns the least value of the list of column names, skipping null values.
This function takes at least 2 parameters. It will return null iff all parameters are null.

>>> df = spark.createDataFrame([(1, 4, 3)], ['a', 'b', 'c'])
>>> df.select(least(df.a, df.b, df.c).alias("least")).collect()
[Row(least=1)]






New in version 1.5.








	
pyspark.sql.functions.length(col)

	Calculates the length of a string or binary expression.

>>> spark.createDataFrame([('ABC',)], ['a']).select(length('a').alias('length')).collect()
[Row(length=3)]






New in version 1.5.








	
pyspark.sql.functions.levenshtein(left, right)

	Computes the Levenshtein distance of the two given strings.

>>> df0 = spark.createDataFrame([('kitten', 'sitting',)], ['l', 'r'])
>>> df0.select(levenshtein('l', 'r').alias('d')).collect()
[Row(d=3)]






New in version 1.5.








	
pyspark.sql.functions.lit(col)

	Creates a Column of literal value.


New in version 1.3.








	
pyspark.sql.functions.locate(substr, str, pos=1)

	Locate the position of the first occurrence of substr in a string column, after position pos.


Note

The position is not zero based, but 1 based index. Returns 0 if substr
could not be found in str.




	Parameters

	
	substr – a string


	str – a Column of pyspark.sql.types.StringType


	pos – start position (zero based)








>>> df = spark.createDataFrame([('abcd',)], ['s',])
>>> df.select(locate('b', df.s, 1).alias('s')).collect()
[Row(s=2)]






New in version 1.5.








	
pyspark.sql.functions.log(arg1, arg2=None)

	Returns the first argument-based logarithm of the second argument.

If there is only one argument, then this takes the natural logarithm of the argument.

>>> df.select(log(10.0, df.age).alias('ten')).rdd.map(lambda l: str(l.ten)[:7]).collect()
['0.30102', '0.69897']





>>> df.select(log(df.age).alias('e')).rdd.map(lambda l: str(l.e)[:7]).collect()
['0.69314', '1.60943']






New in version 1.5.








	
pyspark.sql.functions.log10(col)

	Computes the logarithm of the given value in Base 10.


New in version 1.4.








	
pyspark.sql.functions.log1p(col)

	Computes the natural logarithm of the given value plus one.


New in version 1.4.








	
pyspark.sql.functions.log2(col)

	Returns the base-2 logarithm of the argument.

>>> spark.createDataFrame([(4,)], ['a']).select(log2('a').alias('log2')).collect()
[Row(log2=2.0)]






New in version 1.5.








	
pyspark.sql.functions.lower(col)

	Converts a string column to lower case.


New in version 1.5.








	
pyspark.sql.functions.lpad(col, len, pad)

	Left-pad the string column to width len with pad.

>>> df = spark.createDataFrame([('abcd',)], ['s',])
>>> df.select(lpad(df.s, 6, '#').alias('s')).collect()
[Row(s='##abcd')]






New in version 1.5.








	
pyspark.sql.functions.ltrim(col)

	Trim the spaces from left end for the specified string value.


New in version 1.5.








	
pyspark.sql.functions.max(col)

	Aggregate function: returns the maximum value of the expression in a group.


New in version 1.3.








	
pyspark.sql.functions.md5(col)

	Calculates the MD5 digest and returns the value as a 32 character hex string.

>>> spark.createDataFrame([('ABC',)], ['a']).select(md5('a').alias('hash')).collect()
[Row(hash='902fbdd2b1df0c4f70b4a5d23525e932')]






New in version 1.5.








	
pyspark.sql.functions.mean(col)

	Aggregate function: returns the average of the values in a group.


New in version 1.3.








	
pyspark.sql.functions.min(col)

	Aggregate function: returns the minimum value of the expression in a group.


New in version 1.3.








	
pyspark.sql.functions.minute(col)

	Extract the minutes of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08 13:08:15',)], ['a'])
>>> df.select(minute('a').alias('minute')).collect()
[Row(minute=8)]






New in version 1.5.








	
pyspark.sql.functions.monotonically_increasing_id()

	A column that generates monotonically increasing 64-bit integers.

The generated ID is guaranteed to be monotonically increasing and unique, but not consecutive.
The current implementation puts the partition ID in the upper 31 bits, and the record number
within each partition in the lower 33 bits. The assumption is that the data frame has
less than 1 billion partitions, and each partition has less than 8 billion records.

As an example, consider a DataFrame with two partitions, each with 3 records.
This expression would return the following IDs:
0, 1, 2, 8589934592 (1L << 33), 8589934593, 8589934594.

>>> df0 = sc.parallelize(range(2), 2).mapPartitions(lambda x: [(1,), (2,), (3,)]).toDF(['col1'])
>>> df0.select(monotonically_increasing_id().alias('id')).collect()
[Row(id=0), Row(id=1), Row(id=2), Row(id=8589934592), Row(id=8589934593), Row(id=8589934594)]






New in version 1.6.








	
pyspark.sql.functions.month(col)

	
Extract the month of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08',)], ['a'])
>>> df.select(month('a').alias('month')).collect()
[Row(month=4)]









New in version 1.5.








	
pyspark.sql.functions.months_between(date1, date2)

	Returns the number of months between date1 and date2.

>>> df = spark.createDataFrame([('1997-02-28 10:30:00', '1996-10-30')], ['t', 'd'])
>>> df.select(months_between(df.t, df.d).alias('months')).collect()
[Row(months=3.9495967...)]






New in version 1.5.








	
pyspark.sql.functions.nanvl(col1, col2)

	Returns col1 if it is not NaN, or col2 if col1 is NaN.

Both inputs should be floating point columns (DoubleType or FloatType).

>>> df = spark.createDataFrame([(1.0, float('nan')), (float('nan'), 2.0)], ("a", "b"))
>>> df.select(nanvl("a", "b").alias("r1"), nanvl(df.a, df.b).alias("r2")).collect()
[Row(r1=1.0, r2=1.0), Row(r1=2.0, r2=2.0)]






New in version 1.6.








	
pyspark.sql.functions.next_day(date, dayOfWeek)

	Returns the first date which is later than the value of the date column.


	Day of the week parameter is case insensitive, and accepts:

	“Mon”, “Tue”, “Wed”, “Thu”, “Fri”, “Sat”, “Sun”.





>>> df = spark.createDataFrame([('2015-07-27',)], ['d'])
>>> df.select(next_day(df.d, 'Sun').alias('date')).collect()
[Row(date=datetime.date(2015, 8, 2))]






New in version 1.5.








	
pyspark.sql.functions.ntile(n)

	Window function: returns the ntile group id (from 1 to n inclusive)
in an ordered window partition. For example, if n is 4, the first
quarter of the rows will get value 1, the second quarter will get 2,
the third quarter will get 3, and the last quarter will get 4.

This is equivalent to the NTILE function in SQL.


	Parameters

	n – an integer






New in version 1.4.








	
pyspark.sql.functions.percent_rank()

	Window function: returns the relative rank (i.e. percentile) of rows within a window partition.


New in version 1.6.








	
pyspark.sql.functions.posexplode(col)

	Returns a new row for each element with position in the given array or map.

>>> from pyspark.sql import Row
>>> eDF = spark.createDataFrame([Row(a=1, intlist=[1,2,3], mapfield={"a": "b"})])
>>> eDF.select(posexplode(eDF.intlist)).collect()
[Row(pos=0, col=1), Row(pos=1, col=2), Row(pos=2, col=3)]





>>> eDF.select(posexplode(eDF.mapfield)).show()
+---+---+-----+
|pos|key|value|
+---+---+-----+
|  0|  a|    b|
+---+---+-----+






New in version 2.1.








	
pyspark.sql.functions.pow(col1, col2)

	Returns the value of the first argument raised to the power of the second argument.


New in version 1.4.








	
pyspark.sql.functions.quarter(col)

	Extract the quarter of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08',)], ['a'])
>>> df.select(quarter('a').alias('quarter')).collect()
[Row(quarter=2)]






New in version 1.5.








	
pyspark.sql.functions.radians(col)

	Converts an angle measured in degrees to an approximately equivalent angle measured in radians.


New in version 2.1.








	
pyspark.sql.functions.rand(seed=None)

	Generates a random column with independent and identically distributed (i.i.d.) samples
from U[0.0, 1.0].


New in version 1.4.








	
pyspark.sql.functions.randn(seed=None)

	Generates a column with independent and identically distributed (i.i.d.) samples from
the standard normal distribution.


New in version 1.4.








	
pyspark.sql.functions.rank()

	Window function: returns the rank of rows within a window partition.

The difference between rank and denseRank is that denseRank leaves no gaps in ranking
sequence when there are ties. That is, if you were ranking a competition using denseRank
and had three people tie for second place, you would say that all three were in second
place and that the next person came in third.

This is equivalent to the RANK function in SQL.


New in version 1.6.








	
pyspark.sql.functions.regexp_extract(str, pattern, idx)

	Extract a specific group matched by a Java regex, from the specified string column.
If the regex did not match, or the specified group did not match, an empty string is returned.

>>> df = spark.createDataFrame([('100-200',)], ['str'])
>>> df.select(regexp_extract('str', '(\d+)-(\d+)', 1).alias('d')).collect()
[Row(d='100')]
>>> df = spark.createDataFrame([('foo',)], ['str'])
>>> df.select(regexp_extract('str', '(\d+)', 1).alias('d')).collect()
[Row(d='')]
>>> df = spark.createDataFrame([('aaaac',)], ['str'])
>>> df.select(regexp_extract('str', '(a+)(b)?(c)', 2).alias('d')).collect()
[Row(d='')]






New in version 1.5.








	
pyspark.sql.functions.regexp_replace(str, pattern, replacement)

	Replace all substrings of the specified string value that match regexp with rep.

>>> df = spark.createDataFrame([('100-200',)], ['str'])
>>> df.select(regexp_replace('str', '(\d+)', '--').alias('d')).collect()
[Row(d='-----')]






New in version 1.5.








	
pyspark.sql.functions.repeat(col, n)

	Repeats a string column n times, and returns it as a new string column.

>>> df = spark.createDataFrame([('ab',)], ['s',])
>>> df.select(repeat(df.s, 3).alias('s')).collect()
[Row(s='ababab')]






New in version 1.5.








	
pyspark.sql.functions.reverse(col)

	Reverses the string column and returns it as a new string column.


New in version 1.5.








	
pyspark.sql.functions.rint(col)

	Returns the double value that is closest in value to the argument and is equal to a mathematical integer.


New in version 1.4.








	
pyspark.sql.functions.round(col, scale=0)

	Round the given value to scale decimal places using HALF_UP rounding mode if scale >= 0
or at integral part when scale < 0.

>>> spark.createDataFrame([(2.5,)], ['a']).select(round('a', 0).alias('r')).collect()
[Row(r=3.0)]






New in version 1.5.








	
pyspark.sql.functions.row_number()

	Window function: returns a sequential number starting at 1 within a window partition.


New in version 1.6.








	
pyspark.sql.functions.rpad(col, len, pad)

	Right-pad the string column to width len with pad.

>>> df = spark.createDataFrame([('abcd',)], ['s',])
>>> df.select(rpad(df.s, 6, '#').alias('s')).collect()
[Row(s='abcd##')]






New in version 1.5.








	
pyspark.sql.functions.rtrim(col)

	Trim the spaces from right end for the specified string value.


New in version 1.5.








	
pyspark.sql.functions.second(col)

	Extract the seconds of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08 13:08:15',)], ['a'])
>>> df.select(second('a').alias('second')).collect()
[Row(second=15)]






New in version 1.5.








	
pyspark.sql.functions.sha1(col)

	Returns the hex string result of SHA-1.

>>> spark.createDataFrame([('ABC',)], ['a']).select(sha1('a').alias('hash')).collect()
[Row(hash='3c01bdbb26f358bab27f267924aa2c9a03fcfdb8')]






New in version 1.5.








	
pyspark.sql.functions.sha2(col, numBits)

	Returns the hex string result of SHA-2 family of hash functions (SHA-224, SHA-256, SHA-384,
and SHA-512). The numBits indicates the desired bit length of the result, which must have a
value of 224, 256, 384, 512, or 0 (which is equivalent to 256).

>>> digests = df.select(sha2(df.name, 256).alias('s')).collect()
>>> digests[0]
Row(s='3bc51062973c458d5a6f2d8d64a023246354ad7e064b1e4e009ec8a0699a3043')
>>> digests[1]
Row(s='cd9fb1e148ccd8442e5aa74904cc73bf6fb54d1d54d333bd596aa9bb4bb4e961')






New in version 1.5.








	
pyspark.sql.functions.shiftLeft(col, numBits)

	Shift the given value numBits left.

>>> spark.createDataFrame([(21,)], ['a']).select(shiftLeft('a', 1).alias('r')).collect()
[Row(r=42)]






New in version 1.5.








	
pyspark.sql.functions.shiftRight(col, numBits)

	(Signed) shift the given value numBits right.

>>> spark.createDataFrame([(42,)], ['a']).select(shiftRight('a', 1).alias('r')).collect()
[Row(r=21)]






New in version 1.5.








	
pyspark.sql.functions.shiftRightUnsigned(col, numBits)

	Unsigned shift the given value numBits right.

>>> df = spark.createDataFrame([(-42,)], ['a'])
>>> df.select(shiftRightUnsigned('a', 1).alias('r')).collect()
[Row(r=9223372036854775787)]






New in version 1.5.








	
pyspark.sql.functions.signum(col)

	Computes the signum of the given value.


New in version 1.4.








	
pyspark.sql.functions.sin(col)

	Computes the sine of the given value.


New in version 1.4.








	
pyspark.sql.functions.sinh(col)

	Computes the hyperbolic sine of the given value.


New in version 1.4.








	
pyspark.sql.functions.size(col)

	Collection function: returns the length of the array or map stored in the column.


	Parameters

	col – name of column or expression





>>> df = spark.createDataFrame([([1, 2, 3],),([1],),([],)], ['data'])
>>> df.select(size(df.data)).collect()
[Row(size(data)=3), Row(size(data)=1), Row(size(data)=0)]






New in version 1.5.








	
pyspark.sql.functions.skewness(col)

	Aggregate function: returns the skewness of the values in a group.


New in version 1.6.








	
pyspark.sql.functions.sort_array(col, asc=True)

	Collection function: sorts the input array in ascending or descending order according
to the natural ordering of the array elements.


	Parameters

	col – name of column or expression





>>> df = spark.createDataFrame([([2, 1, 3],),([1],),([],)], ['data'])
>>> df.select(sort_array(df.data).alias('r')).collect()
[Row(r=[1, 2, 3]), Row(r=[1]), Row(r=[])]
>>> df.select(sort_array(df.data, asc=False).alias('r')).collect()
[Row(r=[3, 2, 1]), Row(r=[1]), Row(r=[])]






New in version 1.5.








	
pyspark.sql.functions.soundex(col)

	Returns the SoundEx encoding for a string

>>> df = spark.createDataFrame([("Peters",),("Uhrbach",)], ['name'])
>>> df.select(soundex(df.name).alias("soundex")).collect()
[Row(soundex='P362'), Row(soundex='U612')]






New in version 1.5.








	
pyspark.sql.functions.spark_partition_id()

	A column for partition ID.


Note

This is indeterministic because it depends on data partitioning and task scheduling.



>>> df.repartition(1).select(spark_partition_id().alias("pid")).collect()
[Row(pid=0), Row(pid=0)]






New in version 1.6.








	
pyspark.sql.functions.split(str, pattern)

	Splits str around pattern (pattern is a regular expression).


Note

pattern is a string represent the regular expression.



>>> df = spark.createDataFrame([('ab12cd',)], ['s',])
>>> df.select(split(df.s, '[0-9]+').alias('s')).collect()
[Row(s=['ab', 'cd'])]






New in version 1.5.








	
pyspark.sql.functions.sqrt(col)

	Computes the square root of the specified float value.


New in version 1.3.








	
pyspark.sql.functions.stddev(col)

	Aggregate function: returns the unbiased sample standard deviation of the expression in a group.


New in version 1.6.








	
pyspark.sql.functions.stddev_pop(col)

	Aggregate function: returns population standard deviation of the expression in a group.


New in version 1.6.








	
pyspark.sql.functions.stddev_samp(col)

	Aggregate function: returns the unbiased sample standard deviation of the expression in a group.


New in version 1.6.








	
pyspark.sql.functions.struct(*cols)

	Creates a new struct column.


	Parameters

	cols – list of column names (string) or list of Column expressions





>>> df.select(struct('age', 'name').alias("struct")).collect()
[Row(struct=Row(age=2, name='Alice')), Row(struct=Row(age=5, name='Bob'))]
>>> df.select(struct([df.age, df.name]).alias("struct")).collect()
[Row(struct=Row(age=2, name='Alice')), Row(struct=Row(age=5, name='Bob'))]






New in version 1.4.








	
pyspark.sql.functions.substring(str, pos, len)

	Substring starts at pos and is of length len when str is String type or
returns the slice of byte array that starts at pos in byte and is of length len
when str is Binary type

>>> df = spark.createDataFrame([('abcd',)], ['s',])
>>> df.select(substring(df.s, 1, 2).alias('s')).collect()
[Row(s='ab')]






New in version 1.5.








	
pyspark.sql.functions.substring_index(str, delim, count)

	Returns the substring from string str before count occurrences of the delimiter delim.
If count is positive, everything the left of the final delimiter (counting from left) is
returned. If count is negative, every to the right of the final delimiter (counting from the
right) is returned. substring_index performs a case-sensitive match when searching for delim.

>>> df = spark.createDataFrame([('a.b.c.d',)], ['s'])
>>> df.select(substring_index(df.s, '.', 2).alias('s')).collect()
[Row(s='a.b')]
>>> df.select(substring_index(df.s, '.', -3).alias('s')).collect()
[Row(s='b.c.d')]






New in version 1.5.








	
pyspark.sql.functions.sum(col)

	Aggregate function: returns the sum of all values in the expression.


New in version 1.3.








	
pyspark.sql.functions.sumDistinct(col)

	Aggregate function: returns the sum of distinct values in the expression.


New in version 1.3.








	
pyspark.sql.functions.tan(col)

	Computes the tangent of the given value.


New in version 1.4.








	
pyspark.sql.functions.tanh(col)

	Computes the hyperbolic tangent of the given value.


New in version 1.4.








	
pyspark.sql.functions.toDegrees(col)

	
Note

Deprecated in 2.1, use degrees instead.




New in version 1.4.








	
pyspark.sql.functions.toRadians(col)

	
Note

Deprecated in 2.1, use radians instead.




New in version 1.4.








	
pyspark.sql.functions.to_date(col)

	Converts the column of pyspark.sql.types.StringType or
pyspark.sql.types.TimestampType into pyspark.sql.types.DateType.

>>> df = spark.createDataFrame([('1997-02-28 10:30:00',)], ['t'])
>>> df.select(to_date(df.t).alias('date')).collect()
[Row(date=datetime.date(1997, 2, 28))]






New in version 1.5.








	
pyspark.sql.functions.to_json(col, options={})

	Converts a column containing a [[StructType]] into a JSON string. Throws an exception,
in the case of an unsupported type.


	Parameters

	
	col – name of column containing the struct


	options – options to control converting. accepts the same options as the json datasource








>>> from pyspark.sql import Row
>>> from pyspark.sql.types import *
>>> data = [(1, Row(name='Alice', age=2))]
>>> df = spark.createDataFrame(data, ("key", "value"))
>>> df.select(to_json(df.value).alias("json")).collect()
[Row(json='{"age":2,"name":"Alice"}')]






New in version 2.1.








	
pyspark.sql.functions.to_utc_timestamp(timestamp, tz)

	Given a timestamp, which corresponds to a certain time of day in the given timezone, returns
another timestamp that corresponds to the same time of day in UTC.

>>> df = spark.createDataFrame([('1997-02-28 10:30:00',)], ['t'])
>>> df.select(to_utc_timestamp(df.t, "PST").alias('t')).collect()
[Row(t=datetime.datetime(1997, 2, 28, 18, 30))]






New in version 1.5.








	
pyspark.sql.functions.translate(srcCol, matching, replace)

	A function translate any character in the srcCol by a character in matching.
The characters in replace is corresponding to the characters in matching.
The translate will happen when any character in the string matching with the character
in the matching.

>>> spark.createDataFrame([('translate',)], ['a']).select(translate('a', "rnlt", "123") \
...     .alias('r')).collect()
[Row(r='1a2s3ae')]






New in version 1.5.








	
pyspark.sql.functions.trim(col)

	Trim the spaces from both ends for the specified string column.


New in version 1.5.








	
pyspark.sql.functions.trunc(date, format)

	Returns date truncated to the unit specified by the format.


	Parameters

	format – ‘year’, ‘YYYY’, ‘yy’ or ‘month’, ‘mon’, ‘mm’





>>> df = spark.createDataFrame([('1997-02-28',)], ['d'])
>>> df.select(trunc(df.d, 'year').alias('year')).collect()
[Row(year=datetime.date(1997, 1, 1))]
>>> df.select(trunc(df.d, 'mon').alias('month')).collect()
[Row(month=datetime.date(1997, 2, 1))]






New in version 1.5.








	
pyspark.sql.functions.udf(f, returnType=StringType)

	Creates a Column expression representing a user defined function (UDF).


Note

The user-defined functions must be deterministic. Due to optimization,
duplicate invocations may be eliminated or the function may even be invoked more times than
it is present in the query.




	Parameters

	
	f – python function


	returnType – a pyspark.sql.types.DataType object








>>> from pyspark.sql.types import IntegerType
>>> slen = udf(lambda s: len(s), IntegerType())
>>> df.select(slen(df.name).alias('slen')).collect()
[Row(slen=5), Row(slen=3)]






New in version 1.3.








	
pyspark.sql.functions.unbase64(col)

	Decodes a BASE64 encoded string column and returns it as a binary column.


New in version 1.5.








	
pyspark.sql.functions.unhex(col)

	Inverse of hex. Interprets each pair of characters as a hexadecimal number
and converts to the byte representation of number.

>>> spark.createDataFrame([('414243',)], ['a']).select(unhex('a')).collect()
[Row(unhex(a)=bytearray(b'ABC'))]






New in version 1.5.








	
pyspark.sql.functions.unix_timestamp(timestamp=None, format='yyyy-MM-dd HH:mm:ss')

	Convert time string with given pattern (‘yyyy-MM-dd HH:mm:ss’, by default)
to Unix time stamp (in seconds), using the default timezone and the default
locale, return null if fail.

if timestamp is None, then it returns current timestamp.


New in version 1.5.








	
pyspark.sql.functions.upper(col)

	Converts a string column to upper case.


New in version 1.5.








	
pyspark.sql.functions.var_pop(col)

	Aggregate function: returns the population variance of the values in a group.


New in version 1.6.








	
pyspark.sql.functions.var_samp(col)

	Aggregate function: returns the unbiased variance of the values in a group.


New in version 1.6.








	
pyspark.sql.functions.variance(col)

	Aggregate function: returns the population variance of the values in a group.


New in version 1.6.








	
pyspark.sql.functions.weekofyear(col)

	Extract the week number of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08',)], ['a'])
>>> df.select(weekofyear(df.a).alias('week')).collect()
[Row(week=15)]






New in version 1.5.








	
pyspark.sql.functions.when(condition, value)

	Evaluates a list of conditions and returns one of multiple possible result expressions.
If Column.otherwise() is not invoked, None is returned for unmatched conditions.


	Parameters

	
	condition – a boolean Column expression.


	value – a literal value, or a Column expression.








>>> df.select(when(df['age'] == 2, 3).otherwise(4).alias("age")).collect()
[Row(age=3), Row(age=4)]





>>> df.select(when(df.age == 2, df.age + 1).alias("age")).collect()
[Row(age=3), Row(age=None)]






New in version 1.4.








	
pyspark.sql.functions.window(timeColumn, windowDuration, slideDuration=None, startTime=None)

	Bucketize rows into one or more time windows given a timestamp specifying column. Window
starts are inclusive but the window ends are exclusive, e.g. 12:05 will be in the window
[12:05,12:10) but not in [12:00,12:05). Windows can support microsecond precision. Windows in
the order of months are not supported.

The time column must be of pyspark.sql.types.TimestampType.

Durations are provided as strings, e.g. ‘1 second’, ‘1 day 12 hours’, ‘2 minutes’. Valid
interval strings are ‘week’, ‘day’, ‘hour’, ‘minute’, ‘second’, ‘millisecond’, ‘microsecond’.
If the slideDuration is not provided, the windows will be tumbling windows.

The startTime is the offset with respect to 1970-01-01 00:00:00 UTC with which to start
window intervals. For example, in order to have hourly tumbling windows that start 15 minutes
past the hour, e.g. 12:15-13:15, 13:15-14:15… provide startTime as 15 minutes.

The output column will be a struct called ‘window’ by default with the nested columns ‘start’
and ‘end’, where ‘start’ and ‘end’ will be of pyspark.sql.types.TimestampType.

>>> df = spark.createDataFrame([("2016-03-11 09:00:07", 1)]).toDF("date", "val")
>>> w = df.groupBy(window("date", "5 seconds")).agg(sum("val").alias("sum"))
>>> w.select(w.window.start.cast("string").alias("start"),
...          w.window.end.cast("string").alias("end"), "sum").collect()
[Row(start='2016-03-11 09:00:05', end='2016-03-11 09:00:10', sum=1)]






New in version 2.0.








	
pyspark.sql.functions.year(col)

	Extract the year of a given date as integer.

>>> df = spark.createDataFrame([('2015-04-08',)], ['a'])
>>> df.select(year('a').alias('year')).collect()
[Row(year=2015)]






New in version 1.5.










pyspark.sql.streaming module


	
class pyspark.sql.streaming.StreamingQuery(jsq)

	A handle to a query that is executing continuously in the background as new data arrives.
All these methods are thread-safe.


Note

Experimental




New in version 2.0.




	
awaitTermination(timeout=None)

	Waits for the termination of this query, either by query.stop() or by an
exception. If the query has terminated with an exception, then the exception will be thrown.
If timeout is set, it returns whether the query has terminated or not within the
timeout seconds.

If the query has terminated, then all subsequent calls to this method will either return
immediately (if the query was terminated by stop()), or throw the exception
immediately (if the query has terminated with exception).

throws StreamingQueryException, if this query has terminated with an exception


New in version 2.0.








	
exception()

	
	Returns

	the StreamingQueryException if the query was terminated by an exception, or None.






New in version 2.1.








	
explain(extended=False)

	Prints the (logical and physical) plans to the console for debugging purpose.


	Parameters

	extended – boolean, default False. If False, prints only the physical plan.





>>> sq = sdf.writeStream.format('memory').queryName('query_explain').start()
>>> sq.processAllAvailable() # Wait a bit to generate the runtime plans.
>>> sq.explain()
== Physical Plan ==
...
>>> sq.explain(True)
== Parsed Logical Plan ==
...
== Analyzed Logical Plan ==
...
== Optimized Logical Plan ==
...
== Physical Plan ==
...
>>> sq.stop()






New in version 2.1.








	
id

	Returns the unique id of this query that persists across restarts from checkpoint data.
That is, this id is generated when a query is started for the first time, and
will be the same every time it is restarted from checkpoint data.
There can only be one query with the same id active in a Spark cluster.
Also see, runId.


New in version 2.0.








	
isActive

	Whether this streaming query is currently active or not.


New in version 2.0.








	
lastProgress

	Returns the most recent StreamingQueryProgress update of this streaming query or
None if there were no progress updates
:return: a map


New in version 2.1.








	
name

	Returns the user-specified name of the query, or null if not specified.
This name can be specified in the org.apache.spark.sql.streaming.DataStreamWriter
as dataframe.writeStream.queryName(“query”).start().
This name, if set, must be unique across all active queries.


New in version 2.0.








	
processAllAvailable()

	Blocks until all available data in the source has been processed and committed to the
sink. This method is intended for testing.


Note

In the case of continually arriving data, this method may block forever.
Additionally, this method is only guaranteed to block until data that has been
synchronously appended data to a stream source prior to invocation.
(i.e. getOffset must immediately reflect the addition).




New in version 2.0.








	
recentProgress

	Returns an array of the most recent [[StreamingQueryProgress]] updates for this query.
The number of progress updates retained for each stream is configured by Spark session
configuration spark.sql.streaming.numRecentProgressUpdates.


New in version 2.1.








	
runId

	Returns the unique id of this query that does not persist across restarts. That is, every
query that is started (or restarted from checkpoint) will have a different runId.


New in version 2.1.








	
status

	Returns the current status of the query.


New in version 2.1.








	
stop()

	Stop this streaming query.


New in version 2.0.












	
class pyspark.sql.streaming.StreamingQueryManager(jsqm)

	A class to manage all the StreamingQuery StreamingQueries active.


Note

Experimental




New in version 2.0.




	
active

	Returns a list of active queries associated with this SQLContext

>>> sq = sdf.writeStream.format('memory').queryName('this_query').start()
>>> sqm = spark.streams
>>> # get the list of active streaming queries
>>> [q.name for q in sqm.active]
['this_query']
>>> sq.stop()






New in version 2.0.








	
awaitAnyTermination(timeout=None)

	Wait until any of the queries on the associated SQLContext has terminated since the
creation of the context, or since resetTerminated() was called. If any query was
terminated with an exception, then the exception will be thrown.
If timeout is set, it returns whether the query has terminated or not within the
timeout seconds.

If a query has terminated, then subsequent calls to awaitAnyTermination() will
either return immediately (if the query was terminated by query.stop()),
or throw the exception immediately (if the query was terminated with exception). Use
resetTerminated() to clear past terminations and wait for new terminations.

In the case where multiple queries have terminated since resetTermination()
was called, if any query has terminated with exception, then awaitAnyTermination()
will throw any of the exception. For correctly documenting exceptions across multiple
queries, users need to stop all of them after any of them terminates with exception, and
then check the query.exception() for each query.

throws StreamingQueryException, if this query has terminated with an exception


New in version 2.0.








	
get(id)

	Returns an active query from this SQLContext or throws exception if an active query
with this name doesn’t exist.

>>> sq = sdf.writeStream.format('memory').queryName('this_query').start()
>>> sq.name
'this_query'
>>> sq = spark.streams.get(sq.id)
>>> sq.isActive
True
>>> sq = sqlContext.streams.get(sq.id)
>>> sq.isActive
True
>>> sq.stop()






New in version 2.0.








	
resetTerminated()

	Forget about past terminated queries so that awaitAnyTermination() can be used
again to wait for new terminations.

>>> spark.streams.resetTerminated()






New in version 2.0.












	
class pyspark.sql.streaming.DataStreamReader(spark)

	Interface used to load a streaming DataFrame from external storage systems
(e.g. file systems, key-value stores, etc). Use spark.readStream()
to access this.


Note

Experimental.




New in version 2.0.




	
csv(path, schema=None, sep=None, encoding=None, quote=None, escape=None, comment=None, header=None, inferSchema=None, ignoreLeadingWhiteSpace=None, ignoreTrailingWhiteSpace=None, nullValue=None, nanValue=None, positiveInf=None, negativeInf=None, dateFormat=None, timestampFormat=None, maxColumns=None, maxCharsPerColumn=None, maxMalformedLogPerPartition=None, mode=None)

	Loads a CSV file stream and returns the result as a  DataFrame.

This function will go through the input once to determine the input schema if
inferSchema is enabled. To avoid going through the entire data once, disable
inferSchema option or specify the schema explicitly using schema.


Note

Experimental.




	Parameters

	
	path – string, or list of strings, for input path(s).


	schema – an optional pyspark.sql.types.StructType for the input schema.


	sep – sets the single character as a separator for each field and value.
If None is set, it uses the default value, ,.


	encoding – decodes the CSV files by the given encoding type. If None is set,
it uses the default value, UTF-8.


	quote – sets the single character used for escaping quoted values where the
separator can be part of the value. If None is set, it uses the default
value, ". If you would like to turn off quotations, you need to set an
empty string.


	escape – sets the single character used for escaping quotes inside an already
quoted value. If None is set, it uses the default value, \.


	comment – sets the single character used for skipping lines beginning with this
character. By default (None), it is disabled.


	header – uses the first line as names of columns. If None is set, it uses the
default value, false.


	inferSchema – infers the input schema automatically from data. It requires one extra
pass over the data. If None is set, it uses the default value, false.


	ignoreLeadingWhiteSpace – defines whether or not leading whitespaces from values
being read should be skipped. If None is set, it uses
the default value, false.


	ignoreTrailingWhiteSpace – defines whether or not trailing whitespaces from values
being read should be skipped. If None is set, it uses
the default value, false.


	nullValue – sets the string representation of a null value. If None is set, it uses
the default value, empty string. Since 2.0.1, this nullValue param
applies to all supported types including the string type.


	nanValue – sets the string representation of a non-number value. If None is set, it
uses the default value, NaN.


	positiveInf – sets the string representation of a positive infinity value. If None
is set, it uses the default value, Inf.


	negativeInf – sets the string representation of a negative infinity value. If None
is set, it uses the default value, Inf.


	dateFormat – sets the string that indicates a date format. Custom date formats
follow the formats at java.text.SimpleDateFormat. This
applies to date type. If None is set, it uses the
default value value, yyyy-MM-dd.


	timestampFormat – sets the string that indicates a timestamp format. Custom date
formats follow the formats at java.text.SimpleDateFormat.
This applies to timestamp type. If None is set, it uses the
default value value, yyyy-MM-dd'T'HH:mm:ss.SSSZZ.


	maxColumns – defines a hard limit of how many columns a record can have. If None is
set, it uses the default value, 20480.


	maxCharsPerColumn – defines the maximum number of characters allowed for any given
value being read. If None is set, it uses the default value,
-1 meaning unlimited length.


	mode – 
	allows a mode for dealing with corrupt records during parsing. If None is

	set, it uses the default value, PERMISSIVE.






	
	PERMISSIVEsets other fields to null when it meets a corrupted record.

	When a schema is set by user, it sets null for extra fields.







	DROPMALFORMED : ignores the whole corrupted records.


	FAILFAST : throws an exception when it meets corrupted records.













>>> csv_sdf = spark.readStream.csv(tempfile.mkdtemp(), schema = sdf_schema)
>>> csv_sdf.isStreaming
True
>>> csv_sdf.schema == sdf_schema
True






New in version 2.0.








	
format(source)

	Specifies the input data source format.


Note

Experimental.




	Parameters

	source – string, name of the data source, e.g. ‘json’, ‘parquet’.





>>> s = spark.readStream.format("text")






New in version 2.0.








	
json(path, schema=None, primitivesAsString=None, prefersDecimal=None, allowComments=None, allowUnquotedFieldNames=None, allowSingleQuotes=None, allowNumericLeadingZero=None, allowBackslashEscapingAnyCharacter=None, mode=None, columnNameOfCorruptRecord=None, dateFormat=None, timestampFormat=None)

	Loads a JSON file stream (JSON Lines text format or newline-delimited JSON [http://jsonlines.org/]) and returns a :class`DataFrame`.

If the schema parameter is not specified, this function goes
through the input once to determine the input schema.


Note

Experimental.




	Parameters

	
	path – string represents path to the JSON dataset,
or RDD of Strings storing JSON objects.


	schema – an optional pyspark.sql.types.StructType for the input schema.


	primitivesAsString – infers all primitive values as a string type. If None is set,
it uses the default value, false.


	prefersDecimal – infers all floating-point values as a decimal type. If the values
do not fit in decimal, then it infers them as doubles. If None is
set, it uses the default value, false.


	allowComments – ignores Java/C++ style comment in JSON records. If None is set,
it uses the default value, false.


	allowUnquotedFieldNames – allows unquoted JSON field names. If None is set,
it uses the default value, false.


	allowSingleQuotes – allows single quotes in addition to double quotes. If None is
set, it uses the default value, true.


	allowNumericLeadingZero – allows leading zeros in numbers (e.g. 00012). If None is
set, it uses the default value, false.


	allowBackslashEscapingAnyCharacter – allows accepting quoting of all character
using backslash quoting mechanism. If None is
set, it uses the default value, false.


	mode – 
	allows a mode for dealing with corrupt records during parsing. If None is

	set, it uses the default value, PERMISSIVE.






	PERMISSIVE : sets other fields to null when it meets a corrupted                   record and puts the malformed string into a new field configured by                  columnNameOfCorruptRecord. When a schema is set by user, it sets                  null for extra fields.


	DROPMALFORMED : ignores the whole corrupted records.


	FAILFAST : throws an exception when it meets corrupted records.







	columnNameOfCorruptRecord – allows renaming the new field having malformed string
created by PERMISSIVE mode. This overrides
spark.sql.columnNameOfCorruptRecord. If None is set,
it uses the value specified in
spark.sql.columnNameOfCorruptRecord.


	dateFormat – sets the string that indicates a date format. Custom date formats
follow the formats at java.text.SimpleDateFormat. This
applies to date type. If None is set, it uses the
default value value, yyyy-MM-dd.


	timestampFormat – sets the string that indicates a timestamp format. Custom date
formats follow the formats at java.text.SimpleDateFormat.
This applies to timestamp type. If None is set, it uses the
default value value, yyyy-MM-dd'T'HH:mm:ss.SSSZZ.








>>> json_sdf = spark.readStream.json(tempfile.mkdtemp(), schema = sdf_schema)
>>> json_sdf.isStreaming
True
>>> json_sdf.schema == sdf_schema
True






New in version 2.0.








	
load(path=None, format=None, schema=None, **options)

	Loads a data stream from a data source and returns it as a :class`DataFrame`.


Note

Experimental.




	Parameters

	
	path – optional string for file-system backed data sources.


	format – optional string for format of the data source. Default to ‘parquet’.


	schema – optional pyspark.sql.types.StructType for the input schema.


	options – all other string options








>>> json_sdf = spark.readStream.format("json") \
...     .schema(sdf_schema) \
...     .load(tempfile.mkdtemp())
>>> json_sdf.isStreaming
True
>>> json_sdf.schema == sdf_schema
True






New in version 2.0.








	
option(key, value)

	Adds an input option for the underlying data source.


Note

Experimental.



>>> s = spark.readStream.option("x", 1)






New in version 2.0.








	
options(**options)

	Adds input options for the underlying data source.


Note

Experimental.



>>> s = spark.readStream.options(x="1", y=2)






New in version 2.0.








	
parquet(path)

	Loads a Parquet file stream, returning the result as a DataFrame.


	You can set the following Parquet-specific option(s) for reading Parquet files:

	
	mergeSchema: sets whether we should merge schemas collected from all                 Parquet part-files. This will override spark.sql.parquet.mergeSchema.                 The default value is specified in spark.sql.parquet.mergeSchema.









Note

Experimental.



>>> parquet_sdf = spark.readStream.schema(sdf_schema).parquet(tempfile.mkdtemp())
>>> parquet_sdf.isStreaming
True
>>> parquet_sdf.schema == sdf_schema
True






New in version 2.0.








	
schema(schema)

	Specifies the input schema.

Some data sources (e.g. JSON) can infer the input schema automatically from data.
By specifying the schema here, the underlying data source can skip the schema
inference step, and thus speed up data loading.


Note

Experimental.




	Parameters

	schema – a pyspark.sql.types.StructType object





>>> s = spark.readStream.schema(sdf_schema)






New in version 2.0.








	
text(path)

	Loads a text file stream and returns a DataFrame whose schema starts with a
string column named “value”, and followed by partitioned columns if there
are any.

Each line in the text file is a new row in the resulting DataFrame.


Note

Experimental.




	Parameters

	paths – string, or list of strings, for input path(s).





>>> text_sdf = spark.readStream.text(tempfile.mkdtemp())
>>> text_sdf.isStreaming
True
>>> "value" in str(text_sdf.schema)
True






New in version 2.0.












	
class pyspark.sql.streaming.DataStreamWriter(df)

	Interface used to write a streaming DataFrame to external storage systems
(e.g. file systems, key-value stores, etc). Use DataFrame.writeStream()
to access this.


Note

Experimental.




New in version 2.0.




	
format(source)

	Specifies the underlying output data source.


Note

Experimental.




	Parameters

	source – string, name of the data source, which for now can be ‘parquet’.





>>> writer = sdf.writeStream.format('json')






New in version 2.0.








	
option(key, value)

	Adds an output option for the underlying data source.


Note

Experimental.




New in version 2.0.








	
options(**options)

	Adds output options for the underlying data source.


Note

Experimental.




New in version 2.0.








	
outputMode(outputMode)

	Specifies how data of a streaming DataFrame/Dataset is written to a streaming sink.


Options include:


	
	append:Only the new rows in the streaming DataFrame/Dataset will be written to

	the sink







	
	complete:All the rows in the streaming DataFrame/Dataset will be written to the sink

	every time these is some updates













Note

Experimental.

>>> writer = sdf.writeStream.outputMode('append')








New in version 2.0.








	
partitionBy(*cols)

	Partitions the output by the given columns on the file system.

If specified, the output is laid out on the file system similar
to Hive’s partitioning scheme.


Note

Experimental.




	Parameters

	cols – name of columns






New in version 2.0.








	
queryName(queryName)

	Specifies the name of the StreamingQuery that can be started with
start(). This name must be unique among all the currently active queries
in the associated SparkSession.


Note

Experimental.




	Parameters

	queryName – unique name for the query





>>> writer = sdf.writeStream.queryName('streaming_query')






New in version 2.0.








	
start(path=None, format=None, partitionBy=None, queryName=None, **options)

	Streams the contents of the DataFrame to a data source.

The data source is specified by the format and a set of options.
If format is not specified, the default data source configured by
spark.sql.sources.default will be used.


Note

Experimental.




	Parameters

	
	path – the path in a Hadoop supported file system


	format – the format used to save


	append: Append contents of this DataFrame to existing data.


	overwrite: Overwrite existing data.


	ignore: Silently ignore this operation if data already exists.


	error (default case): Throw an exception if data already exists.







	partitionBy – names of partitioning columns


	queryName – unique name for the query


	options – All other string options. You may want to provide a checkpointLocation
for most streams, however it is not required for a memory stream.








>>> sq = sdf.writeStream.format('memory').queryName('this_query').start()
>>> sq.isActive
True
>>> sq.name
'this_query'
>>> sq.stop()
>>> sq.isActive
False
>>> sq = sdf.writeStream.trigger(processingTime='5 seconds').start(
...     queryName='that_query', format='memory')
>>> sq.name
'that_query'
>>> sq.isActive
True
>>> sq.stop()






New in version 2.0.








	
trigger(processingTime=None)

	Set the trigger for the stream query. If this is not set it will run the query as fast
as possible, which is equivalent to setting the trigger to processingTime='0 seconds'.


Note

Experimental.




	Parameters

	processingTime – a processing time interval as a string, e.g. ‘5 seconds’, ‘1 minute’.





>>> # trigger the query for execution every 5 seconds
>>> writer = sdf.writeStream.trigger(processingTime='5 seconds')






New in version 2.0.

















          

      

      

    

  

    
      
          
            
  
pyspark.streaming module


Module contents


	
class pyspark.streaming.StreamingContext(sparkContext, batchDuration=None, jssc=None)

	Bases: object

Main entry point for Spark Streaming functionality. A StreamingContext
represents the connection to a Spark cluster, and can be used to create
L{DStream} various input sources. It can be from an existing L{SparkContext}.
After creating and transforming DStreams, the streaming computation can
be started and stopped using context.start() and context.stop(),
respectively. context.awaitTermination() allows the current thread
to wait for the termination of the context by stop() or by an exception.


	
addStreamingListener(streamingListener)

	Add a [[org.apache.spark.streaming.scheduler.StreamingListener]] object for
receiving system events related to streaming.






	
awaitTermination(timeout=None)

	Wait for the execution to stop.

@param timeout: time to wait in seconds






	
awaitTerminationOrTimeout(timeout)

	Wait for the execution to stop. Return true if it’s stopped; or
throw the reported error during the execution; or false if the
waiting time elapsed before returning from the method.

@param timeout: time to wait in seconds






	
binaryRecordsStream(directory, recordLength)

	Create an input stream that monitors a Hadoop-compatible file system
for new files and reads them as flat binary files with records of
fixed length. Files must be written to the monitored directory by “moving”
them from another location within the same file system.
File names starting with . are ignored.

@param directory:       Directory to load data from
@param recordLength:    Length of each record in bytes






	
checkpoint(directory)

	Sets the context to periodically checkpoint the DStream operations for master
fault-tolerance. The graph will be checkpointed every batch interval.


	@param directory: HDFS-compatible directory where the checkpoint data

	will be reliably stored










	
classmethod getActive()

	Return either the currently active StreamingContext (i.e., if there is a context started
but not stopped) or None.






	
classmethod getActiveOrCreate(checkpointPath, setupFunc)

	Either return the active StreamingContext (i.e. currently started but not stopped),
or recreate a StreamingContext from checkpoint data or create a new StreamingContext
using the provided setupFunc function. If the checkpointPath is None or does not contain
valid checkpoint data, then setupFunc will be called to create a new context and setup
DStreams.


	@param checkpointPath: Checkpoint directory used in an earlier streaming program. Can be

	None if the intention is to always create a new context when there
is no active context.





@param setupFunc:      Function to create a new JavaStreamingContext and setup DStreams






	
classmethod getOrCreate(checkpointPath, setupFunc)

	Either recreate a StreamingContext from checkpoint data or create a new StreamingContext.
If checkpoint data exists in the provided checkpointPath, then StreamingContext will be
recreated from the checkpoint data. If the data does not exist, then the provided setupFunc
will be used to create a new context.

@param checkpointPath: Checkpoint directory used in an earlier streaming program
@param setupFunc:      Function to create a new context and setup DStreams






	
queueStream(rdds, oneAtATime=True, default=None)

	Create an input stream from an queue of RDDs or list. In each batch,
it will process either one or all of the RDDs returned by the queue.


Note

Changes to the queue after the stream is created will not be recognized.



@param rdds:       Queue of RDDs
@param oneAtATime: pick one rdd each time or pick all of them once.
@param default:    The default rdd if no more in rdds






	
remember(duration)

	Set each DStreams in this context to remember RDDs it generated
in the last given duration. DStreams remember RDDs only for a
limited duration of time and releases them for garbage collection.
This method allows the developer to specify how to long to remember
the RDDs (if the developer wishes to query old data outside the
DStream computation).


	@param duration: Minimum duration (in seconds) that each DStream

	should remember its RDDs










	
socketTextStream(hostname, port, storageLevel=StorageLevel(True, True, False, False, 2))

	Create an input from TCP source hostname:port. Data is received using
a TCP socket and receive byte is interpreted as UTF8 encoded \n delimited
lines.

@param hostname:      Hostname to connect to for receiving data
@param port:          Port to connect to for receiving data
@param storageLevel:  Storage level to use for storing the received objects






	
sparkContext

	Return SparkContext which is associated with this StreamingContext.






	
start()

	Start the execution of the streams.






	
stop(stopSparkContext=True, stopGraceFully=False)

	Stop the execution of the streams, with option of ensuring all
received data has been processed.

@param stopSparkContext: Stop the associated SparkContext or not
@param stopGracefully: Stop gracefully by waiting for the processing


of all received data to be completed









	
textFileStream(directory)

	Create an input stream that monitors a Hadoop-compatible file system
for new files and reads them as text files. Files must be wrriten to the
monitored directory by “moving” them from another location within the same
file system. File names starting with . are ignored.






	
transform(dstreams, transformFunc)

	Create a new DStream in which each RDD is generated by applying
a function on RDDs of the DStreams. The order of the JavaRDDs in
the transform function parameter will be the same as the order
of corresponding DStreams in the list.






	
union(*dstreams)

	Create a unified DStream from multiple DStreams of the same
type and same slide duration.










	
class pyspark.streaming.DStream(jdstream, ssc, jrdd_deserializer)

	Bases: object

A Discretized Stream (DStream), the basic abstraction in Spark Streaming,
is a continuous sequence of RDDs (of the same type) representing a
continuous stream of data (see L{RDD} in the Spark core documentation
for more details on RDDs).

DStreams can either be created from live data (such as, data from TCP
sockets, Kafka, Flume, etc.) using a L{StreamingContext} or it can be
generated by transforming existing DStreams using operations such as
map, window and reduceByKeyAndWindow. While a Spark Streaming
program is running, each DStream periodically generates a RDD, either
from live data or by transforming the RDD generated by a parent DStream.


	DStreams internally is characterized by a few basic properties:

	
	A list of other DStreams that the DStream depends on


	A time interval at which the DStream generates an RDD


	A function that is used to generate an RDD after each time interval









	
cache()

	Persist the RDDs of this DStream with the default storage level
(C{MEMORY_ONLY}).






	
checkpoint(interval)

	Enable periodic checkpointing of RDDs of this DStream


	@param interval: time in seconds, after each period of that, generated

	RDD will be checkpointed










	
cogroup(other, numPartitions=None)

	Return a new DStream by applying ‘cogroup’ between RDDs of this
DStream and other DStream.

Hash partitioning is used to generate the RDDs with numPartitions partitions.






	
combineByKey(createCombiner, mergeValue, mergeCombiners, numPartitions=None)

	Return a new DStream by applying combineByKey to each RDD.






	
context()

	Return the StreamingContext associated with this DStream






	
count()

	Return a new DStream in which each RDD has a single element
generated by counting each RDD of this DStream.






	
countByValue()

	Return a new DStream in which each RDD contains the counts of each
distinct value in each RDD of this DStream.






	
countByValueAndWindow(windowDuration, slideDuration, numPartitions=None)

	Return a new DStream in which each RDD contains the count of distinct elements in
RDDs in a sliding window over this DStream.


	@param windowDuration: width of the window; must be a multiple of this DStream’s

	batching interval



	@param slideDuration:  sliding interval of the window (i.e., the interval after which

	the new DStream will generate RDDs); must be a multiple of this
DStream’s batching interval





@param numPartitions:  number of partitions of each RDD in the new DStream.






	
countByWindow(windowDuration, slideDuration)

	Return a new DStream in which each RDD has a single element generated
by counting the number of elements in a window over this DStream.
windowDuration and slideDuration are as defined in the window() operation.

This is equivalent to window(windowDuration, slideDuration).count(),
but will be more efficient if window is large.






	
filter(f)

	Return a new DStream containing only the elements that satisfy predicate.






	
flatMap(f, preservesPartitioning=False)

	Return a new DStream by applying a function to all elements of
this DStream, and then flattening the results






	
flatMapValues(f)

	Return a new DStream by applying a flatmap function to the value
of each key-value pairs in this DStream without changing the key.






	
foreachRDD(func)

	Apply a function to each RDD in this DStream.






	
fullOuterJoin(other, numPartitions=None)

	Return a new DStream by applying ‘full outer join’ between RDDs of this DStream and
other DStream.

Hash partitioning is used to generate the RDDs with numPartitions
partitions.






	
glom()

	Return a new DStream in which RDD is generated by applying glom()
to RDD of this DStream.






	
groupByKey(numPartitions=None)

	Return a new DStream by applying groupByKey on each RDD.






	
groupByKeyAndWindow(windowDuration, slideDuration, numPartitions=None)

	Return a new DStream by applying groupByKey over a sliding window.
Similar to DStream.groupByKey(), but applies it over a sliding window.


	@param windowDuration: width of the window; must be a multiple of this DStream’s

	batching interval



	@param slideDuration:  sliding interval of the window (i.e., the interval after which

	the new DStream will generate RDDs); must be a multiple of this
DStream’s batching interval





@param numPartitions:  Number of partitions of each RDD in the new DStream.






	
join(other, numPartitions=None)

	Return a new DStream by applying ‘join’ between RDDs of this DStream and
other DStream.

Hash partitioning is used to generate the RDDs with numPartitions
partitions.






	
leftOuterJoin(other, numPartitions=None)

	Return a new DStream by applying ‘left outer join’ between RDDs of this DStream and
other DStream.

Hash partitioning is used to generate the RDDs with numPartitions
partitions.






	
map(f, preservesPartitioning=False)

	Return a new DStream by applying a function to each element of DStream.






	
mapPartitions(f, preservesPartitioning=False)

	Return a new DStream in which each RDD is generated by applying
mapPartitions() to each RDDs of this DStream.






	
mapPartitionsWithIndex(f, preservesPartitioning=False)

	Return a new DStream in which each RDD is generated by applying
mapPartitionsWithIndex() to each RDDs of this DStream.






	
mapValues(f)

	Return a new DStream by applying a map function to the value of
each key-value pairs in this DStream without changing the key.






	
partitionBy(numPartitions, partitionFunc=<function portable_hash>)

	Return a copy of the DStream in which each RDD are partitioned
using the specified partitioner.






	
persist(storageLevel)

	Persist the RDDs of this DStream with the given storage level






	
pprint(num=10)

	Print the first num elements of each RDD generated in this DStream.

@param num: the number of elements from the first will be printed.






	
reduce(func)

	Return a new DStream in which each RDD has a single element
generated by reducing each RDD of this DStream.






	
reduceByKey(func, numPartitions=None)

	Return a new DStream by applying reduceByKey to each RDD.






	
reduceByKeyAndWindow(func, invFunc, windowDuration, slideDuration=None, numPartitions=None, filterFunc=None)

	Return a new DStream by applying incremental reduceByKey over a sliding window.


	The reduced value of over a new window is calculated using the old window’s reduce value :

	
	reduce the new values that entered the window (e.g., adding new counts)


	“inverse reduce” the old values that left the window (e.g., subtracting old counts)








invFunc can be None, then it will reduce all the RDDs in window, could be slower
than having invFunc.

@param func:           associative and commutative reduce function
@param invFunc:        inverse function of reduceFunc
@param windowDuration: width of the window; must be a multiple of this DStream’s


batching interval





	@param slideDuration:  sliding interval of the window (i.e., the interval after which

	the new DStream will generate RDDs); must be a multiple of this
DStream’s batching interval





@param numPartitions:  number of partitions of each RDD in the new DStream.
@param filterFunc:     function to filter expired key-value pairs;


only pairs that satisfy the function are retained
set this to null if you do not want to filter









	
reduceByWindow(reduceFunc, invReduceFunc, windowDuration, slideDuration)

	Return a new DStream in which each RDD has a single element generated by reducing all
elements in a sliding window over this DStream.

if invReduceFunc is not None, the reduction is done incrementally
using the old window’s reduced value :


	reduce the new values that entered the window (e.g., adding new counts)




2. “inverse reduce” the old values that left the window (e.g., subtracting old counts)
This is more efficient than invReduceFunc is None.

@param reduceFunc:     associative and commutative reduce function
@param invReduceFunc:  inverse reduce function of reduceFunc; such that for all y,


and invertible x:
invReduceFunc(reduceFunc(x, y), x) = y





	@param windowDuration: width of the window; must be a multiple of this DStream’s

	batching interval



	@param slideDuration:  sliding interval of the window (i.e., the interval after which

	the new DStream will generate RDDs); must be a multiple of this
DStream’s batching interval










	
repartition(numPartitions)

	Return a new DStream with an increased or decreased level of parallelism.






	
rightOuterJoin(other, numPartitions=None)

	Return a new DStream by applying ‘right outer join’ between RDDs of this DStream and
other DStream.

Hash partitioning is used to generate the RDDs with numPartitions
partitions.






	
saveAsTextFiles(prefix, suffix=None)

	Save each RDD in this DStream as at text file, using string
representation of elements.






	
slice(begin, end)

	Return all the RDDs between ‘begin’ to ‘end’ (both included)

begin, end could be datetime.datetime() or unix_timestamp






	
transform(func)

	Return a new DStream in which each RDD is generated by applying a function
on each RDD of this DStream.

func can have one argument of rdd, or have two arguments of
(time, rdd)






	
transformWith(func, other, keepSerializer=False)

	Return a new DStream in which each RDD is generated by applying a function
on each RDD of this DStream and ‘other’ DStream.

func can have two arguments of (rdd_a, rdd_b) or have three
arguments of (time, rdd_a, rdd_b)






	
union(other)

	Return a new DStream by unifying data of another DStream with this DStream.


	@param other: Another DStream having the same interval (i.e., slideDuration)

	as this DStream.










	
updateStateByKey(updateFunc, numPartitions=None, initialRDD=None)

	Return a new “state” DStream where the state for each key is updated by applying
the given function on the previous state of the key and the new values of the key.


	@param updateFunc: State update function. If this function returns None, then

	corresponding state key-value pair will be eliminated.










	
window(windowDuration, slideDuration=None)

	Return a new DStream in which each RDD contains all the elements in seen in a
sliding window of time over this DStream.


	@param windowDuration: width of the window; must be a multiple of this DStream’s

	batching interval



	@param slideDuration:  sliding interval of the window (i.e., the interval after which

	the new DStream will generate RDDs); must be a multiple of this
DStream’s batching interval














	
class pyspark.streaming.StreamingListener

	Bases: object


	
class Java

	Bases: object


	
implements = ['org.apache.spark.streaming.api.java.PythonStreamingListener']

	








	
onBatchCompleted(batchCompleted)

	Called when processing of a batch of jobs has completed.






	
onBatchStarted(batchStarted)

	Called when processing of a batch of jobs has started.






	
onBatchSubmitted(batchSubmitted)

	Called when a batch of jobs has been submitted for processing.






	
onOutputOperationCompleted(outputOperationCompleted)

	Called when processing of a job of a batch has completed






	
onOutputOperationStarted(outputOperationStarted)

	Called when processing of a job of a batch has started.






	
onReceiverError(receiverError)

	Called when a receiver has reported an error






	
onReceiverStarted(receiverStarted)

	Called when a receiver has been started






	
onReceiverStopped(receiverStopped)

	Called when a receiver has been stopped












pyspark.streaming.kafka module


	
class pyspark.streaming.kafka.Broker(host, port)

	Bases: object

Represent the host and port info for a Kafka broker.






	
class pyspark.streaming.kafka.KafkaMessageAndMetadata(topic, partition, offset, key, message)

	Bases: object

Kafka message and metadata information. Including topic, partition, offset and message


	
key

	




	
message

	








	
class pyspark.streaming.kafka.KafkaUtils

	Bases: object


	
static createDirectStream(ssc, topics, kafkaParams, fromOffsets=None, keyDecoder=<function utf8_decoder>, valueDecoder=<function utf8_decoder>, messageHandler=None)

	
Note

Experimental



Create an input stream that directly pulls messages from a Kafka Broker and specific offset.

This is not a receiver based Kafka input stream, it directly pulls the message from Kafka
in each batch duration and processed without storing.

This does not use Zookeeper to store offsets. The consumed offsets are tracked
by the stream itself. For interoperability with Kafka monitoring tools that depend on
Zookeeper, you have to update Kafka/Zookeeper yourself from the streaming application.
You can access the offsets used in each batch from the generated RDDs (see

To recover from driver failures, you have to enable checkpointing in the StreamingContext.
The information on consumed offset can be recovered from the checkpoint.
See the programming guide for details (constraints, etc.).


	Parameters

	
	ssc – StreamingContext object.


	topics – list of topic_name to consume.


	kafkaParams – Additional params for Kafka.


	fromOffsets – Per-topic/partition Kafka offsets defining the (inclusive) starting
point of the stream.


	keyDecoder – A function used to decode key (default is utf8_decoder).


	valueDecoder – A function used to decode value (default is utf8_decoder).


	messageHandler – A function used to convert KafkaMessageAndMetadata. You can assess
meta using messageHandler (default is None).






	Returns

	A DStream object










	
static createRDD(sc, kafkaParams, offsetRanges, leaders=None, keyDecoder=<function utf8_decoder>, valueDecoder=<function utf8_decoder>, messageHandler=None)

	
Note

Experimental



Create an RDD from Kafka using offset ranges for each topic and partition.


	Parameters

	
	sc – SparkContext object


	kafkaParams – Additional params for Kafka


	offsetRanges – list of offsetRange to specify topic:partition:[start, end) to consume


	leaders – Kafka brokers for each TopicAndPartition in offsetRanges.  May be an empty
map, in which case leaders will be looked up on the driver.


	keyDecoder – A function used to decode key (default is utf8_decoder)


	valueDecoder – A function used to decode value (default is utf8_decoder)


	messageHandler – A function used to convert KafkaMessageAndMetadata. You can assess
meta using messageHandler (default is None).






	Returns

	An RDD object










	
static createStream(ssc, zkQuorum, groupId, topics, kafkaParams=None, storageLevel=StorageLevel(True, True, False, False, 2), keyDecoder=<function utf8_decoder>, valueDecoder=<function utf8_decoder>)

	Create an input stream that pulls messages from a Kafka Broker.


	Parameters

	
	ssc – StreamingContext object


	zkQuorum – Zookeeper quorum (hostname:port,hostname:port,..).


	groupId – The group id for this consumer.


	topics – Dict of (topic_name -> numPartitions) to consume.
Each partition is consumed in its own thread.


	kafkaParams – Additional params for Kafka


	storageLevel – RDD storage level.


	keyDecoder – A function used to decode key (default is utf8_decoder)


	valueDecoder – A function used to decode value (default is utf8_decoder)






	Returns

	A DStream object














	
class pyspark.streaming.kafka.OffsetRange(topic, partition, fromOffset, untilOffset)

	Bases: object

Represents a range of offsets from a single Kafka TopicAndPartition.






	
class pyspark.streaming.kafka.TopicAndPartition(topic, partition)

	Bases: object

Represents a specific top and partition for Kafka.






	
pyspark.streaming.kafka.utf8_decoder(s)

	Decode the unicode as UTF-8








pyspark.streaming.kinesis module


	
class pyspark.streaming.kinesis.KinesisUtils

	Bases: object


	
static createStream(ssc, kinesisAppName, streamName, endpointUrl, regionName, initialPositionInStream, checkpointInterval, storageLevel=StorageLevel(True, True, False, False, 2), awsAccessKeyId=None, awsSecretKey=None, decoder=<function utf8_decoder>)

	Create an input stream that pulls messages from a Kinesis stream. This uses the
Kinesis Client Library (KCL) to pull messages from Kinesis.


Note

The given AWS credentials will get saved in DStream checkpoints if checkpointing
is enabled. Make sure that your checkpoint directory is secure.




	Parameters

	
	ssc – StreamingContext object


	kinesisAppName – Kinesis application name used by the Kinesis Client Library (KCL) to
update DynamoDB


	streamName – Kinesis stream name


	endpointUrl – Url of Kinesis service (e.g., https://kinesis.us-east-1.amazonaws.com)


	regionName – Name of region used by the Kinesis Client Library (KCL) to update
DynamoDB (lease coordination and checkpointing) and CloudWatch (metrics)


	initialPositionInStream – In the absence of Kinesis checkpoint info, this is the
worker’s initial starting position in the stream. The
values are either the beginning of the stream per Kinesis’
limit of 24 hours (InitialPositionInStream.TRIM_HORIZON) or
the tip of the stream (InitialPositionInStream.LATEST).


	checkpointInterval – Checkpoint interval for Kinesis checkpointing. See the Kinesis
Spark Streaming documentation for more details on the different
types of checkpoints.


	storageLevel – Storage level to use for storing the received objects (default is
StorageLevel.MEMORY_AND_DISK_2)


	awsAccessKeyId – AWS AccessKeyId (default is None. If None, will use
DefaultAWSCredentialsProviderChain)


	awsSecretKey – AWS SecretKey (default is None. If None, will use
DefaultAWSCredentialsProviderChain)


	decoder – A function used to decode value (default is utf8_decoder)






	Returns

	A DStream object














	
class pyspark.streaming.kinesis.InitialPositionInStream

	Bases: object


	
LATEST = 0

	




	
TRIM_HORIZON = 1

	








	
pyspark.streaming.kinesis.utf8_decoder(s)

	Decode the unicode as UTF-8








pyspark.streaming.flume.module


	
class pyspark.streaming.flume.FlumeUtils

	Bases: object


	
static createPollingStream(ssc, addresses, storageLevel=StorageLevel(True, True, False, False, 2), maxBatchSize=1000, parallelism=5, bodyDecoder=<function utf8_decoder>)

	Creates an input stream that is to be used with the Spark Sink deployed on a Flume agent.
This stream will poll the sink for data and will pull events as they are available.


	Parameters

	
	ssc – StreamingContext object


	addresses – List of (host, port)s on which the Spark Sink is running.


	storageLevel – Storage level to use for storing the received objects


	maxBatchSize – The maximum number of events to be pulled from the Spark sink
in a single RPC call


	parallelism – Number of concurrent requests this stream should send to the sink.
Note that having a higher number of requests concurrently being pulled
will result in this stream using more threads


	bodyDecoder – A function used to decode body (default is utf8_decoder)






	Returns

	A DStream object










	
static createStream(ssc, hostname, port, storageLevel=StorageLevel(True, True, False, False, 2), enableDecompression=False, bodyDecoder=<function utf8_decoder>)

	Create an input stream that pulls events from Flume.


	Parameters

	
	ssc – StreamingContext object


	hostname – Hostname of the slave machine to which the flume data will be sent


	port – Port of the slave machine to which the flume data will be sent


	storageLevel – Storage level to use for storing the received objects


	enableDecompression – Should netty server decompress input stream


	bodyDecoder – A function used to decode body (default is utf8_decoder)






	Returns

	A DStream object














	
pyspark.streaming.flume.utf8_decoder(s)

	Decode the unicode as UTF-8











          

      

      

    

  

    
      
          
            
  
pyspark package


Subpackages



	pyspark.sql module

	pyspark.streaming module

	pyspark.ml package

	pyspark.mllib package








Contents

PySpark is the Python API for Spark.

Public classes:



	
	SparkContext:

	Main entry point for Spark functionality.







	
	RDD:

	A Resilient Distributed Dataset (RDD), the basic abstraction in Spark.







	
	Broadcast:

	A broadcast variable that gets reused across tasks.







	
	Accumulator:

	An “add-only” shared variable that tasks can only add values to.







	
	SparkConf:

	For configuring Spark.







	
	SparkFiles:

	Access files shipped with jobs.







	
	StorageLevel:

	Finer-grained cache persistence levels.













	
class pyspark.SparkConf(loadDefaults=True, _jvm=None, _jconf=None)

	Configuration for a Spark application. Used to set various Spark
parameters as key-value pairs.

Most of the time, you would create a SparkConf object with
C{SparkConf()}, which will load values from C{spark.*} Java system
properties as well. In this case, any parameters you set directly on
the C{SparkConf} object take priority over system properties.

For unit tests, you can also call C{SparkConf(false)} to skip
loading external settings and get the same configuration no matter
what the system properties are.

All setter methods in this class support chaining. For example,
you can write C{conf.setMaster(“local”).setAppName(“My app”)}.


Note

Once a SparkConf object is passed to Spark, it is cloned
and can no longer be modified by the user.




	
contains(key)

	Does this configuration contain a given key?






	
get(key, defaultValue=None)

	Get the configured value for some key, or return a default otherwise.






	
getAll()

	Get all values as a list of key-value pairs.






	
set(key, value)

	Set a configuration property.






	
setAll(pairs)

	Set multiple parameters, passed as a list of key-value pairs.


	Parameters

	pairs – list of key-value pairs to set










	
setAppName(value)

	Set application name.






	
setExecutorEnv(key=None, value=None, pairs=None)

	Set an environment variable to be passed to executors.






	
setIfMissing(key, value)

	Set a configuration property, if not already set.






	
setMaster(value)

	Set master URL to connect to.






	
setSparkHome(value)

	Set path where Spark is installed on worker nodes.






	
toDebugString()

	Returns a printable version of the configuration, as a list of
key=value pairs, one per line.










	
class pyspark.SparkContext(master=None, appName=None, sparkHome=None, pyFiles=None, environment=None, batchSize=0, serializer=PickleSerializer(), conf=None, gateway=None, jsc=None, profiler_cls=<class 'pyspark.profiler.BasicProfiler'>)

	Main entry point for Spark functionality. A SparkContext represents the
connection to a Spark cluster, and can be used to create L{RDD} and
broadcast variables on that cluster.


	
PACKAGE_EXTENSIONS = ('.zip', '.egg', '.jar')

	




	
accumulator(value, accum_param=None)

	Create an L{Accumulator} with the given initial value, using a given
L{AccumulatorParam} helper object to define how to add values of the
data type if provided. Default AccumulatorParams are used for integers
and floating-point numbers if you do not provide one. For other types,
a custom AccumulatorParam can be used.






	
addFile(path, recursive=False)

	Add a file to be downloaded with this Spark job on every node.
The C{path} passed can be either a local file, a file in HDFS
(or other Hadoop-supported filesystems), or an HTTP, HTTPS or
FTP URI.

To access the file in Spark jobs, use
L{SparkFiles.get(fileName)<pyspark.files.SparkFiles.get>} with the
filename to find its download location.

A directory can be given if the recursive option is set to True.
Currently directories are only supported for Hadoop-supported filesystems.

>>> from pyspark import SparkFiles
>>> path = os.path.join(tempdir, "test.txt")
>>> with open(path, "w") as testFile:
...    _ = testFile.write("100")
>>> sc.addFile(path)
>>> def func(iterator):
...    with open(SparkFiles.get("test.txt")) as testFile:
...        fileVal = int(testFile.readline())
...        return [x * fileVal for x in iterator]
>>> sc.parallelize([1, 2, 3, 4]).mapPartitions(func).collect()
[100, 200, 300, 400]










	
addPyFile(path)

	Add a .py or .zip dependency for all tasks to be executed on this
SparkContext in the future.  The C{path} passed can be either a local
file, a file in HDFS (or other Hadoop-supported filesystems), or an
HTTP, HTTPS or FTP URI.






	
applicationId

	A unique identifier for the Spark application.
Its format depends on the scheduler implementation.


	in case of local spark app something like ‘local-1433865536131’


	in case of YARN something like ‘application_1433865536131_34483’




>>> sc.applicationId  
'local-...'










	
binaryFiles(path, minPartitions=None)

	
Note

Experimental



Read a directory of binary files from HDFS, a local file system
(available on all nodes), or any Hadoop-supported file system URI
as a byte array. Each file is read as a single record and returned
in a key-value pair, where the key is the path of each file, the
value is the content of each file.


Note

Small files are preferred, large file is also allowable, but
may cause bad performance.








	
binaryRecords(path, recordLength)

	
Note

Experimental



Load data from a flat binary file, assuming each record is a set of numbers
with the specified numerical format (see ByteBuffer), and the number of
bytes per record is constant.


	Parameters

	
	path – Directory to the input data files


	recordLength – The length at which to split the records













	
broadcast(value)

	Broadcast a read-only variable to the cluster, returning a
L{Broadcast<pyspark.broadcast.Broadcast>}
object for reading it in distributed functions. The variable will
be sent to each cluster only once.






	
cancelAllJobs()

	Cancel all jobs that have been scheduled or are running.






	
cancelJobGroup(groupId)

	Cancel active jobs for the specified group. See L{SparkContext.setJobGroup}
for more information.






	
defaultMinPartitions

	Default min number of partitions for Hadoop RDDs when not given by user






	
defaultParallelism

	Default level of parallelism to use when not given by user (e.g. for
reduce tasks)






	
dump_profiles(path)

	Dump the profile stats into directory path






	
emptyRDD()

	Create an RDD that has no partitions or elements.






	
getConf()

	




	
getLocalProperty(key)

	Get a local property set in this thread, or null if it is missing. See
L{setLocalProperty}






	
classmethod getOrCreate(conf=None)

	Get or instantiate a SparkContext and register it as a singleton object.


	Parameters

	conf – SparkConf (optional)










	
hadoopFile(path, inputFormatClass, keyClass, valueClass, keyConverter=None, valueConverter=None, conf=None, batchSize=0)

	Read an ‘old’ Hadoop InputFormat with arbitrary key and value class from HDFS,
a local file system (available on all nodes), or any Hadoop-supported file system URI.
The mechanism is the same as for sc.sequenceFile.

A Hadoop configuration can be passed in as a Python dict. This will be converted into a
Configuration in Java.


	Parameters

	
	path – path to Hadoop file


	inputFormatClass – fully qualified classname of Hadoop InputFormat
(e.g. “org.apache.hadoop.mapred.TextInputFormat”)


	keyClass – fully qualified classname of key Writable class
(e.g. “org.apache.hadoop.io.Text”)


	valueClass – fully qualified classname of value Writable class
(e.g. “org.apache.hadoop.io.LongWritable”)


	keyConverter – (None by default)


	valueConverter – (None by default)


	conf – Hadoop configuration, passed in as a dict
(None by default)


	batchSize – The number of Python objects represented as a single
Java object. (default 0, choose batchSize automatically)













	
hadoopRDD(inputFormatClass, keyClass, valueClass, keyConverter=None, valueConverter=None, conf=None, batchSize=0)

	Read an ‘old’ Hadoop InputFormat with arbitrary key and value class, from an arbitrary
Hadoop configuration, which is passed in as a Python dict.
This will be converted into a Configuration in Java.
The mechanism is the same as for sc.sequenceFile.


	Parameters

	
	inputFormatClass – fully qualified classname of Hadoop InputFormat
(e.g. “org.apache.hadoop.mapred.TextInputFormat”)


	keyClass – fully qualified classname of key Writable class
(e.g. “org.apache.hadoop.io.Text”)


	valueClass – fully qualified classname of value Writable class
(e.g. “org.apache.hadoop.io.LongWritable”)


	keyConverter – (None by default)


	valueConverter – (None by default)


	conf – Hadoop configuration, passed in as a dict
(None by default)


	batchSize – The number of Python objects represented as a single
Java object. (default 0, choose batchSize automatically)













	
newAPIHadoopFile(path, inputFormatClass, keyClass, valueClass, keyConverter=None, valueConverter=None, conf=None, batchSize=0)

	Read a ‘new API’ Hadoop InputFormat with arbitrary key and value class from HDFS,
a local file system (available on all nodes), or any Hadoop-supported file system URI.
The mechanism is the same as for sc.sequenceFile.

A Hadoop configuration can be passed in as a Python dict. This will be converted into a
Configuration in Java


	Parameters

	
	path – path to Hadoop file


	inputFormatClass – fully qualified classname of Hadoop InputFormat
(e.g. “org.apache.hadoop.mapreduce.lib.input.TextInputFormat”)


	keyClass – fully qualified classname of key Writable class
(e.g. “org.apache.hadoop.io.Text”)


	valueClass – fully qualified classname of value Writable class
(e.g. “org.apache.hadoop.io.LongWritable”)


	keyConverter – (None by default)


	valueConverter – (None by default)


	conf – Hadoop configuration, passed in as a dict
(None by default)


	batchSize – The number of Python objects represented as a single
Java object. (default 0, choose batchSize automatically)













	
newAPIHadoopRDD(inputFormatClass, keyClass, valueClass, keyConverter=None, valueConverter=None, conf=None, batchSize=0)

	Read a ‘new API’ Hadoop InputFormat with arbitrary key and value class, from an arbitrary
Hadoop configuration, which is passed in as a Python dict.
This will be converted into a Configuration in Java.
The mechanism is the same as for sc.sequenceFile.


	Parameters

	
	inputFormatClass – fully qualified classname of Hadoop InputFormat
(e.g. “org.apache.hadoop.mapreduce.lib.input.TextInputFormat”)


	keyClass – fully qualified classname of key Writable class
(e.g. “org.apache.hadoop.io.Text”)


	valueClass – fully qualified classname of value Writable class
(e.g. “org.apache.hadoop.io.LongWritable”)


	keyConverter – (None by default)


	valueConverter – (None by default)


	conf – Hadoop configuration, passed in as a dict
(None by default)


	batchSize – The number of Python objects represented as a single
Java object. (default 0, choose batchSize automatically)













	
parallelize(c, numSlices=None)

	Distribute a local Python collection to form an RDD. Using xrange
is recommended if the input represents a range for performance.

>>> sc.parallelize([0, 2, 3, 4, 6], 5).glom().collect()
[[0], [2], [3], [4], [6]]
>>> sc.parallelize(xrange(0, 6, 2), 5).glom().collect()
[[], [0], [], [2], [4]]










	
pickleFile(name, minPartitions=None)

	Load an RDD previously saved using L{RDD.saveAsPickleFile} method.

>>> tmpFile = NamedTemporaryFile(delete=True)
>>> tmpFile.close()
>>> sc.parallelize(range(10)).saveAsPickleFile(tmpFile.name, 5)
>>> sorted(sc.pickleFile(tmpFile.name, 3).collect())
[0, 1, 2, 3, 4, 5, 6, 7, 8, 9]










	
range(start, end=None, step=1, numSlices=None)

	Create a new RDD of int containing elements from start to end
(exclusive), increased by step every element. Can be called the same
way as python’s built-in range() function. If called with a single argument,
the argument is interpreted as end, and start is set to 0.


	Parameters

	
	start – the start value


	end – the end value (exclusive)


	step – the incremental step (default: 1)


	numSlices – the number of partitions of the new RDD






	Returns

	An RDD of int





>>> sc.range(5).collect()
[0, 1, 2, 3, 4]
>>> sc.range(2, 4).collect()
[2, 3]
>>> sc.range(1, 7, 2).collect()
[1, 3, 5]










	
runJob(rdd, partitionFunc, partitions=None, allowLocal=False)

	Executes the given partitionFunc on the specified set of partitions,
returning the result as an array of elements.

If ‘partitions’ is not specified, this will run over all partitions.

>>> myRDD = sc.parallelize(range(6), 3)
>>> sc.runJob(myRDD, lambda part: [x * x for x in part])
[0, 1, 4, 9, 16, 25]





>>> myRDD = sc.parallelize(range(6), 3)
>>> sc.runJob(myRDD, lambda part: [x * x for x in part], [0, 2], True)
[0, 1, 16, 25]










	
sequenceFile(path, keyClass=None, valueClass=None, keyConverter=None, valueConverter=None, minSplits=None, batchSize=0)

	Read a Hadoop SequenceFile with arbitrary key and value Writable class from HDFS,
a local file system (available on all nodes), or any Hadoop-supported file system URI.
The mechanism is as follows:



	A Java RDD is created from the SequenceFile or other InputFormat, and the key
and value Writable classes


	Serialization is attempted via Pyrolite pickling


	If this fails, the fallback is to call ‘toString’ on each key and value


	C{PickleSerializer} is used to deserialize pickled objects on the Python side








	Parameters

	
	path – path to sequncefile


	keyClass – fully qualified classname of key Writable class
(e.g. “org.apache.hadoop.io.Text”)


	valueClass – fully qualified classname of value Writable class
(e.g. “org.apache.hadoop.io.LongWritable”)


	keyConverter – 


	valueConverter – 


	minSplits – minimum splits in dataset
(default min(2, sc.defaultParallelism))


	batchSize – The number of Python objects represented as a single
Java object. (default 0, choose batchSize automatically)













	
setCheckpointDir(dirName)

	Set the directory under which RDDs are going to be checkpointed. The
directory must be a HDFS path if running on a cluster.






	
setJobGroup(groupId, description, interruptOnCancel=False)

	Assigns a group ID to all the jobs started by this thread until the group ID is set to a
different value or cleared.

Often, a unit of execution in an application consists of multiple Spark actions or jobs.
Application programmers can use this method to group all those jobs together and give a
group description. Once set, the Spark web UI will associate such jobs with this group.

The application can use L{SparkContext.cancelJobGroup} to cancel all
running jobs in this group.

>>> import threading
>>> from time import sleep
>>> result = "Not Set"
>>> lock = threading.Lock()
>>> def map_func(x):
...     sleep(100)
...     raise Exception("Task should have been cancelled")
>>> def start_job(x):
...     global result
...     try:
...         sc.setJobGroup("job_to_cancel", "some description")
...         result = sc.parallelize(range(x)).map(map_func).collect()
...     except Exception as e:
...         result = "Cancelled"
...     lock.release()
>>> def stop_job():
...     sleep(5)
...     sc.cancelJobGroup("job_to_cancel")
>>> supress = lock.acquire()
>>> supress = threading.Thread(target=start_job, args=(10,)).start()
>>> supress = threading.Thread(target=stop_job).start()
>>> supress = lock.acquire()
>>> print(result)
Cancelled





If interruptOnCancel is set to true for the job group, then job cancellation will result
in Thread.interrupt() being called on the job’s executor threads. This is useful to help
ensure that the tasks are actually stopped in a timely manner, but is off by default due
to HDFS-1208, where HDFS may respond to Thread.interrupt() by marking nodes as dead.






	
setLocalProperty(key, value)

	Set a local property that affects jobs submitted from this thread, such as the
Spark fair scheduler pool.






	
setLogLevel(logLevel)

	Control our logLevel. This overrides any user-defined log settings.
Valid log levels include: ALL, DEBUG, ERROR, FATAL, INFO, OFF, TRACE, WARN






	
classmethod setSystemProperty(key, value)

	Set a Java system property, such as spark.executor.memory. This must
must be invoked before instantiating SparkContext.






	
show_profiles()

	Print the profile stats to stdout






	
sparkUser()

	Get SPARK_USER for user who is running SparkContext.






	
startTime

	Return the epoch time when the Spark Context was started.






	
statusTracker()

	Return StatusTracker object






	
stop()

	Shut down the SparkContext.






	
textFile(name, minPartitions=None, use_unicode=True)

	Read a text file from HDFS, a local file system (available on all
nodes), or any Hadoop-supported file system URI, and return it as an
RDD of Strings.

If use_unicode is False, the strings will be kept as str (encoding
as utf-8), which is faster and smaller than unicode. (Added in
Spark 1.2)

>>> path = os.path.join(tempdir, "sample-text.txt")
>>> with open(path, "w") as testFile:
...    _ = testFile.write("Hello world!")
>>> textFile = sc.textFile(path)
>>> textFile.collect()
['Hello world!']










	
uiWebUrl

	Return the URL of the SparkUI instance started by this SparkContext






	
union(rdds)

	Build the union of a list of RDDs.

This supports unions() of RDDs with different serialized formats,
although this forces them to be reserialized using the default
serializer:

>>> path = os.path.join(tempdir, "union-text.txt")
>>> with open(path, "w") as testFile:
...    _ = testFile.write("Hello")
>>> textFile = sc.textFile(path)
>>> textFile.collect()
['Hello']
>>> parallelized = sc.parallelize(["World!"])
>>> sorted(sc.union([textFile, parallelized]).collect())
['Hello', 'World!']










	
version

	The version of Spark on which this application is running.






	
wholeTextFiles(path, minPartitions=None, use_unicode=True)

	Read a directory of text files from HDFS, a local file system
(available on all nodes), or any  Hadoop-supported file system
URI. Each file is read as a single record and returned in a
key-value pair, where the key is the path of each file, the
value is the content of each file.

If use_unicode is False, the strings will be kept as str (encoding
as utf-8), which is faster and smaller than unicode. (Added in
Spark 1.2)

For example, if you have the following files:

hdfs://a-hdfs-path/part-00000
hdfs://a-hdfs-path/part-00001
...
hdfs://a-hdfs-path/part-nnnnn





Do C{rdd = sparkContext.wholeTextFiles(“hdfs://a-hdfs-path”)},
then C{rdd} contains:

(a-hdfs-path/part-00000, its content)
(a-hdfs-path/part-00001, its content)
...
(a-hdfs-path/part-nnnnn, its content)






Note

Small files are preferred, as each file will be loaded
fully in memory.



>>> dirPath = os.path.join(tempdir, "files")
>>> os.mkdir(dirPath)
>>> with open(os.path.join(dirPath, "1.txt"), "w") as file1:
...    _ = file1.write("1")
>>> with open(os.path.join(dirPath, "2.txt"), "w") as file2:
...    _ = file2.write("2")
>>> textFiles = sc.wholeTextFiles(dirPath)
>>> sorted(textFiles.collect())
[('.../1.txt', '1'), ('.../2.txt', '2')]














	
class pyspark.SparkFiles

	Resolves paths to files added through
L{SparkContext.addFile()<pyspark.context.SparkContext.addFile>}.

SparkFiles contains only classmethods; users should not create SparkFiles
instances.


	
classmethod get(filename)

	Get the absolute path of a file added through C{SparkContext.addFile()}.






	
classmethod getRootDirectory()

	Get the root directory that contains files added through
C{SparkContext.addFile()}.










	
class pyspark.RDD(jrdd, ctx, jrdd_deserializer=AutoBatchedSerializer(PickleSerializer()))

	A Resilient Distributed Dataset (RDD), the basic abstraction in Spark.
Represents an immutable, partitioned collection of elements that can be
operated on in parallel.


	
aggregate(zeroValue, seqOp, combOp)

	Aggregate the elements of each partition, and then the results for all
the partitions, using a given combine functions and a neutral “zero
value.”

The functions C{op(t1, t2)} is allowed to modify C{t1} and return it
as its result value to avoid object allocation; however, it should not
modify C{t2}.

The first function (seqOp) can return a different result type, U, than
the type of this RDD. Thus, we need one operation for merging a T into
an U and one operation for merging two U

>>> seqOp = (lambda x, y: (x[0] + y, x[1] + 1))
>>> combOp = (lambda x, y: (x[0] + y[0], x[1] + y[1]))
>>> sc.parallelize([1, 2, 3, 4]).aggregate((0, 0), seqOp, combOp)
(10, 4)
>>> sc.parallelize([]).aggregate((0, 0), seqOp, combOp)
(0, 0)










	
aggregateByKey(zeroValue, seqFunc, combFunc, numPartitions=None, partitionFunc=<function portable_hash>)

	Aggregate the values of each key, using given combine functions and a neutral
“zero value”. This function can return a different result type, U, than the type
of the values in this RDD, V. Thus, we need one operation for merging a V into
a U and one operation for merging two U’s, The former operation is used for merging
values within a partition, and the latter is used for merging values between
partitions. To avoid memory allocation, both of these functions are
allowed to modify and return their first argument instead of creating a new U.






	
cache()

	Persist this RDD with the default storage level (C{MEMORY_ONLY}).






	
cartesian(other)

	Return the Cartesian product of this RDD and another one, that is, the
RDD of all pairs of elements C{(a, b)} where C{a} is in C{self} and
C{b} is in C{other}.

>>> rdd = sc.parallelize([1, 2])
>>> sorted(rdd.cartesian(rdd).collect())
[(1, 1), (1, 2), (2, 1), (2, 2)]










	
checkpoint()

	Mark this RDD for checkpointing. It will be saved to a file inside the
checkpoint directory set with L{SparkContext.setCheckpointDir()} and
all references to its parent RDDs will be removed. This function must
be called before any job has been executed on this RDD. It is strongly
recommended that this RDD is persisted in memory, otherwise saving it
on a file will require recomputation.






	
coalesce(numPartitions, shuffle=False)

	Return a new RDD that is reduced into numPartitions partitions.

>>> sc.parallelize([1, 2, 3, 4, 5], 3).glom().collect()
[[1], [2, 3], [4, 5]]
>>> sc.parallelize([1, 2, 3, 4, 5], 3).coalesce(1).glom().collect()
[[1, 2, 3, 4, 5]]










	
cogroup(other, numPartitions=None)

	For each key k in C{self} or C{other}, return a resulting RDD that
contains a tuple with the list of values for that key in C{self} as
well as C{other}.

>>> x = sc.parallelize([("a", 1), ("b", 4)])
>>> y = sc.parallelize([("a", 2)])
>>> [(x, tuple(map(list, y))) for x, y in sorted(list(x.cogroup(y).collect()))]
[('a', ([1], [2])), ('b', ([4], []))]










	
collect()

	Return a list that contains all of the elements in this RDD.


Note

This method should only be used if the resulting array is expected
to be small, as all the data is loaded into the driver’s memory.








	
collectAsMap()

	Return the key-value pairs in this RDD to the master as a dictionary.


Note

this method should only be used if the resulting data is expected
to be small, as all the data is loaded into the driver’s memory.



>>> m = sc.parallelize([(1, 2), (3, 4)]).collectAsMap()
>>> m[1]
2
>>> m[3]
4










	
combineByKey(createCombiner, mergeValue, mergeCombiners, numPartitions=None, partitionFunc=<function portable_hash>)

	Generic function to combine the elements for each key using a custom
set of aggregation functions.

Turns an RDD[(K, V)] into a result of type RDD[(K, C)], for a “combined
type” C.

Users provide three functions:



	C{createCombiner}, which turns a V into a C (e.g., creates
a one-element list)


	C{mergeValue}, to merge a V into a C (e.g., adds it to the end of
a list)


	C{mergeCombiners}, to combine two C’s into a single one.







In addition, users can control the partitioning of the output RDD.


Note

V and C can be different – for example, one might group an RDD of type
(Int, Int) into an RDD of type (Int, List[Int]).



>>> x = sc.parallelize([("a", 1), ("b", 1), ("a", 1)])
>>> def add(a, b): return a + str(b)
>>> sorted(x.combineByKey(str, add, add).collect())
[('a', '11'), ('b', '1')]










	
context

	The L{SparkContext} that this RDD was created on.






	
count()

	Return the number of elements in this RDD.

>>> sc.parallelize([2, 3, 4]).count()
3










	
countApprox(timeout, confidence=0.95)

	
Note

Experimental



Approximate version of count() that returns a potentially incomplete
result within a timeout, even if not all tasks have finished.

>>> rdd = sc.parallelize(range(1000), 10)
>>> rdd.countApprox(1000, 1.0)
1000










	
countApproxDistinct(relativeSD=0.05)

	
Note

Experimental



Return approximate number of distinct elements in the RDD.

The algorithm used is based on streamlib’s implementation of
“HyperLogLog in Practice: Algorithmic Engineering of a State
of The Art Cardinality Estimation Algorithm”, available here [http://dx.doi.org/10.1145/2452376.2452456].


	Parameters

	relativeSD – Relative accuracy. Smaller values create
counters that require more space.
It must be greater than 0.000017.





>>> n = sc.parallelize(range(1000)).map(str).countApproxDistinct()
>>> 900 < n < 1100
True
>>> n = sc.parallelize([i % 20 for i in range(1000)]).countApproxDistinct()
>>> 16 < n < 24
True










	
countByKey()

	Count the number of elements for each key, and return the result to the
master as a dictionary.

>>> rdd = sc.parallelize([("a", 1), ("b", 1), ("a", 1)])
>>> sorted(rdd.countByKey().items())
[('a', 2), ('b', 1)]










	
countByValue()

	Return the count of each unique value in this RDD as a dictionary of
(value, count) pairs.

>>> sorted(sc.parallelize([1, 2, 1, 2, 2], 2).countByValue().items())
[(1, 2), (2, 3)]










	
distinct(numPartitions=None)

	Return a new RDD containing the distinct elements in this RDD.

>>> sorted(sc.parallelize([1, 1, 2, 3]).distinct().collect())
[1, 2, 3]










	
filter(f)

	Return a new RDD containing only the elements that satisfy a predicate.

>>> rdd = sc.parallelize([1, 2, 3, 4, 5])
>>> rdd.filter(lambda x: x % 2 == 0).collect()
[2, 4]










	
first()

	Return the first element in this RDD.

>>> sc.parallelize([2, 3, 4]).first()
2
>>> sc.parallelize([]).first()
Traceback (most recent call last):
    ...
ValueError: RDD is empty










	
flatMap(f, preservesPartitioning=False)

	Return a new RDD by first applying a function to all elements of this
RDD, and then flattening the results.

>>> rdd = sc.parallelize([2, 3, 4])
>>> sorted(rdd.flatMap(lambda x: range(1, x)).collect())
[1, 1, 1, 2, 2, 3]
>>> sorted(rdd.flatMap(lambda x: [(x, x), (x, x)]).collect())
[(2, 2), (2, 2), (3, 3), (3, 3), (4, 4), (4, 4)]










	
flatMapValues(f)

	Pass each value in the key-value pair RDD through a flatMap function
without changing the keys; this also retains the original RDD’s
partitioning.

>>> x = sc.parallelize([("a", ["x", "y", "z"]), ("b", ["p", "r"])])
>>> def f(x): return x
>>> x.flatMapValues(f).collect()
[('a', 'x'), ('a', 'y'), ('a', 'z'), ('b', 'p'), ('b', 'r')]










	
fold(zeroValue, op)

	Aggregate the elements of each partition, and then the results for all
the partitions, using a given associative function and a neutral “zero value.”

The function C{op(t1, t2)} is allowed to modify C{t1} and return it
as its result value to avoid object allocation; however, it should not
modify C{t2}.

This behaves somewhat differently from fold operations implemented
for non-distributed collections in functional languages like Scala.
This fold operation may be applied to partitions individually, and then
fold those results into the final result, rather than apply the fold
to each element sequentially in some defined ordering. For functions
that are not commutative, the result may differ from that of a fold
applied to a non-distributed collection.

>>> from operator import add
>>> sc.parallelize([1, 2, 3, 4, 5]).fold(0, add)
15










	
foldByKey(zeroValue, func, numPartitions=None, partitionFunc=<function portable_hash>)

	Merge the values for each key using an associative function “func”
and a neutral “zeroValue” which may be added to the result an
arbitrary number of times, and must not change the result
(e.g., 0 for addition, or 1 for multiplication.).

>>> rdd = sc.parallelize([("a", 1), ("b", 1), ("a", 1)])
>>> from operator import add
>>> sorted(rdd.foldByKey(0, add).collect())
[('a', 2), ('b', 1)]










	
foreach(f)

	Applies a function to all elements of this RDD.

>>> def f(x): print(x)
>>> sc.parallelize([1, 2, 3, 4, 5]).foreach(f)










	
foreachPartition(f)

	Applies a function to each partition of this RDD.

>>> def f(iterator):
...     for x in iterator:
...          print(x)
>>> sc.parallelize([1, 2, 3, 4, 5]).foreachPartition(f)










	
fullOuterJoin(other, numPartitions=None)

	Perform a right outer join of C{self} and C{other}.

For each element (k, v) in C{self}, the resulting RDD will either
contain all pairs (k, (v, w)) for w in C{other}, or the pair
(k, (v, None)) if no elements in C{other} have key k.

Similarly, for each element (k, w) in C{other}, the resulting RDD will
either contain all pairs (k, (v, w)) for v in C{self}, or the pair
(k, (None, w)) if no elements in C{self} have key k.

Hash-partitions the resulting RDD into the given number of partitions.

>>> x = sc.parallelize([("a", 1), ("b", 4)])
>>> y = sc.parallelize([("a", 2), ("c", 8)])
>>> sorted(x.fullOuterJoin(y).collect())
[('a', (1, 2)), ('b', (4, None)), ('c', (None, 8))]










	
getCheckpointFile()

	Gets the name of the file to which this RDD was checkpointed

Not defined if RDD is checkpointed locally.






	
getNumPartitions()

	Returns the number of partitions in RDD

>>> rdd = sc.parallelize([1, 2, 3, 4], 2)
>>> rdd.getNumPartitions()
2










	
getStorageLevel()

	Get the RDD’s current storage level.

>>> rdd1 = sc.parallelize([1,2])
>>> rdd1.getStorageLevel()
StorageLevel(False, False, False, False, 1)
>>> print(rdd1.getStorageLevel())
Serialized 1x Replicated










	
glom()

	Return an RDD created by coalescing all elements within each partition
into a list.

>>> rdd = sc.parallelize([1, 2, 3, 4], 2)
>>> sorted(rdd.glom().collect())
[[1, 2], [3, 4]]










	
groupBy(f, numPartitions=None, partitionFunc=<function portable_hash>)

	Return an RDD of grouped items.

>>> rdd = sc.parallelize([1, 1, 2, 3, 5, 8])
>>> result = rdd.groupBy(lambda x: x % 2).collect()
>>> sorted([(x, sorted(y)) for (x, y) in result])
[(0, [2, 8]), (1, [1, 1, 3, 5])]










	
groupByKey(numPartitions=None, partitionFunc=<function portable_hash>)

	Group the values for each key in the RDD into a single sequence.
Hash-partitions the resulting RDD with numPartitions partitions.


Note

If you are grouping in order to perform an aggregation (such as a
sum or average) over each key, using reduceByKey or aggregateByKey will
provide much better performance.



>>> rdd = sc.parallelize([("a", 1), ("b", 1), ("a", 1)])
>>> sorted(rdd.groupByKey().mapValues(len).collect())
[('a', 2), ('b', 1)]
>>> sorted(rdd.groupByKey().mapValues(list).collect())
[('a', [1, 1]), ('b', [1])]










	
groupWith(other, *others)

	Alias for cogroup but with support for multiple RDDs.

>>> w = sc.parallelize([("a", 5), ("b", 6)])
>>> x = sc.parallelize([("a", 1), ("b", 4)])
>>> y = sc.parallelize([("a", 2)])
>>> z = sc.parallelize([("b", 42)])
>>> [(x, tuple(map(list, y))) for x, y in sorted(list(w.groupWith(x, y, z).collect()))]
[('a', ([5], [1], [2], [])), ('b', ([6], [4], [], [42]))]










	
histogram(buckets)

	Compute a histogram using the provided buckets. The buckets
are all open to the right except for the last which is closed.
e.g. [1,10,20,50] means the buckets are [1,10) [10,20) [20,50],
which means 1<=x<10, 10<=x<20, 20<=x<=50. And on the input of 1
and 50 we would have a histogram of 1,0,1.

If your histogram is evenly spaced (e.g. [0, 10, 20, 30]),
this can be switched from an O(log n) inseration to O(1) per
element (where n is the number of buckets).

Buckets must be sorted, not contain any duplicates, and have
at least two elements.

If buckets is a number, it will generate buckets which are
evenly spaced between the minimum and maximum of the RDD. For
example, if the min value is 0 and the max is 100, given buckets
as 2, the resulting buckets will be [0,50) [50,100]. buckets must
be at least 1. An exception is raised if the RDD contains infinity.
If the elements in the RDD do not vary (max == min), a single bucket
will be used.

The return value is a tuple of buckets and histogram.

>>> rdd = sc.parallelize(range(51))
>>> rdd.histogram(2)
([0, 25, 50], [25, 26])
>>> rdd.histogram([0, 5, 25, 50])
([0, 5, 25, 50], [5, 20, 26])
>>> rdd.histogram([0, 15, 30, 45, 60])  # evenly spaced buckets
([0, 15, 30, 45, 60], [15, 15, 15, 6])
>>> rdd = sc.parallelize(["ab", "ac", "b", "bd", "ef"])
>>> rdd.histogram(("a", "b", "c"))
(('a', 'b', 'c'), [2, 2])










	
id()

	A unique ID for this RDD (within its SparkContext).






	
intersection(other)

	Return the intersection of this RDD and another one. The output will
not contain any duplicate elements, even if the input RDDs did.


Note

This method performs a shuffle internally.



>>> rdd1 = sc.parallelize([1, 10, 2, 3, 4, 5])
>>> rdd2 = sc.parallelize([1, 6, 2, 3, 7, 8])
>>> rdd1.intersection(rdd2).collect()
[1, 2, 3]










	
isCheckpointed()

	Return whether this RDD is checkpointed and materialized, either reliably or locally.






	
isEmpty()

	Returns true if and only if the RDD contains no elements at all.


Note

an RDD may be empty even when it has at least 1 partition.



>>> sc.parallelize([]).isEmpty()
True
>>> sc.parallelize([1]).isEmpty()
False










	
isLocallyCheckpointed()

	Return whether this RDD is marked for local checkpointing.

Exposed for testing.






	
join(other, numPartitions=None)

	Return an RDD containing all pairs of elements with matching keys in
C{self} and C{other}.

Each pair of elements will be returned as a (k, (v1, v2)) tuple, where
(k, v1) is in C{self} and (k, v2) is in C{other}.

Performs a hash join across the cluster.

>>> x = sc.parallelize([("a", 1), ("b", 4)])
>>> y = sc.parallelize([("a", 2), ("a", 3)])
>>> sorted(x.join(y).collect())
[('a', (1, 2)), ('a', (1, 3))]










	
keyBy(f)

	Creates tuples of the elements in this RDD by applying C{f}.

>>> x = sc.parallelize(range(0,3)).keyBy(lambda x: x*x)
>>> y = sc.parallelize(zip(range(0,5), range(0,5)))
>>> [(x, list(map(list, y))) for x, y in sorted(x.cogroup(y).collect())]
[(0, [[0], [0]]), (1, [[1], [1]]), (2, [[], [2]]), (3, [[], [3]]), (4, [[2], [4]])]










	
keys()

	Return an RDD with the keys of each tuple.

>>> m = sc.parallelize([(1, 2), (3, 4)]).keys()
>>> m.collect()
[1, 3]










	
leftOuterJoin(other, numPartitions=None)

	Perform a left outer join of C{self} and C{other}.

For each element (k, v) in C{self}, the resulting RDD will either
contain all pairs (k, (v, w)) for w in C{other}, or the pair
(k, (v, None)) if no elements in C{other} have key k.

Hash-partitions the resulting RDD into the given number of partitions.

>>> x = sc.parallelize([("a", 1), ("b", 4)])
>>> y = sc.parallelize([("a", 2)])
>>> sorted(x.leftOuterJoin(y).collect())
[('a', (1, 2)), ('b', (4, None))]










	
localCheckpoint()

	Mark this RDD for local checkpointing using Spark’s existing caching layer.

This method is for users who wish to truncate RDD lineages while skipping the expensive
step of replicating the materialized data in a reliable distributed file system. This is
useful for RDDs with long lineages that need to be truncated periodically (e.g. GraphX).

Local checkpointing sacrifices fault-tolerance for performance. In particular, checkpointed
data is written to ephemeral local storage in the executors instead of to a reliable,
fault-tolerant storage. The effect is that if an executor fails during the computation,
the checkpointed data may no longer be accessible, causing an irrecoverable job failure.

This is NOT safe to use with dynamic allocation, which removes executors along
with their cached blocks. If you must use both features, you are advised to set
L{spark.dynamicAllocation.cachedExecutorIdleTimeout} to a high value.

The checkpoint directory set through L{SparkContext.setCheckpointDir()} is not used.






	
lookup(key)

	Return the list of values in the RDD for key key. This operation
is done efficiently if the RDD has a known partitioner by only
searching the partition that the key maps to.

>>> l = range(1000)
>>> rdd = sc.parallelize(zip(l, l), 10)
>>> rdd.lookup(42)  # slow
[42]
>>> sorted = rdd.sortByKey()
>>> sorted.lookup(42)  # fast
[42]
>>> sorted.lookup(1024)
[]
>>> rdd2 = sc.parallelize([(('a', 'b'), 'c')]).groupByKey()
>>> list(rdd2.lookup(('a', 'b'))[0])
['c']










	
map(f, preservesPartitioning=False)

	Return a new RDD by applying a function to each element of this RDD.

>>> rdd = sc.parallelize(["b", "a", "c"])
>>> sorted(rdd.map(lambda x: (x, 1)).collect())
[('a', 1), ('b', 1), ('c', 1)]










	
mapPartitions(f, preservesPartitioning=False)

	Return a new RDD by applying a function to each partition of this RDD.

>>> rdd = sc.parallelize([1, 2, 3, 4], 2)
>>> def f(iterator): yield sum(iterator)
>>> rdd.mapPartitions(f).collect()
[3, 7]










	
mapPartitionsWithIndex(f, preservesPartitioning=False)

	Return a new RDD by applying a function to each partition of this RDD,
while tracking the index of the original partition.

>>> rdd = sc.parallelize([1, 2, 3, 4], 4)
>>> def f(splitIndex, iterator): yield splitIndex
>>> rdd.mapPartitionsWithIndex(f).sum()
6










	
mapPartitionsWithSplit(f, preservesPartitioning=False)

	Deprecated: use mapPartitionsWithIndex instead.

Return a new RDD by applying a function to each partition of this RDD,
while tracking the index of the original partition.

>>> rdd = sc.parallelize([1, 2, 3, 4], 4)
>>> def f(splitIndex, iterator): yield splitIndex
>>> rdd.mapPartitionsWithSplit(f).sum()
6










	
mapValues(f)

	Pass each value in the key-value pair RDD through a map function
without changing the keys; this also retains the original RDD’s
partitioning.

>>> x = sc.parallelize([("a", ["apple", "banana", "lemon"]), ("b", ["grapes"])])
>>> def f(x): return len(x)
>>> x.mapValues(f).collect()
[('a', 3), ('b', 1)]










	
max(key=None)

	Find the maximum item in this RDD.


	Parameters

	key – A function used to generate key for comparing





>>> rdd = sc.parallelize([1.0, 5.0, 43.0, 10.0])
>>> rdd.max()
43.0
>>> rdd.max(key=str)
5.0










	
mean()

	Compute the mean of this RDD’s elements.

>>> sc.parallelize([1, 2, 3]).mean()
2.0










	
meanApprox(timeout, confidence=0.95)

	
Note

Experimental



Approximate operation to return the mean within a timeout
or meet the confidence.

>>> rdd = sc.parallelize(range(1000), 10)
>>> r = sum(range(1000)) / 1000.0
>>> abs(rdd.meanApprox(1000) - r) / r < 0.05
True










	
min(key=None)

	Find the minimum item in this RDD.


	Parameters

	key – A function used to generate key for comparing





>>> rdd = sc.parallelize([2.0, 5.0, 43.0, 10.0])
>>> rdd.min()
2.0
>>> rdd.min(key=str)
10.0










	
name()

	Return the name of this RDD.






	
partitionBy(numPartitions, partitionFunc=<function portable_hash>)

	Return a copy of the RDD partitioned using the specified partitioner.

>>> pairs = sc.parallelize([1, 2, 3, 4, 2, 4, 1]).map(lambda x: (x, x))
>>> sets = pairs.partitionBy(2).glom().collect()
>>> len(set(sets[0]).intersection(set(sets[1])))
0










	
persist(storageLevel=StorageLevel(False, True, False, False, 1))

	Set this RDD’s storage level to persist its values across operations
after the first time it is computed. This can only be used to assign
a new storage level if the RDD does not have a storage level set yet.
If no storage level is specified defaults to (C{MEMORY_ONLY}).

>>> rdd = sc.parallelize(["b", "a", "c"])
>>> rdd.persist().is_cached
True










	
pipe(command, env=None, checkCode=False)

	Return an RDD created by piping elements to a forked external process.

>>> sc.parallelize(['1', '2', '', '3']).pipe('cat').collect()
['1', '2', '', '3']






	Parameters

	checkCode – whether or not to check the return value of the shell command.










	
randomSplit(weights, seed=None)

	Randomly splits this RDD with the provided weights.


	Parameters

	
	weights – weights for splits, will be normalized if they don’t sum to 1


	seed – random seed






	Returns

	split RDDs in a list





>>> rdd = sc.parallelize(range(500), 1)
>>> rdd1, rdd2 = rdd.randomSplit([2, 3], 17)
>>> len(rdd1.collect() + rdd2.collect())
500
>>> 150 < rdd1.count() < 250
True
>>> 250 < rdd2.count() < 350
True










	
reduce(f)

	Reduces the elements of this RDD using the specified commutative and
associative binary operator. Currently reduces partitions locally.

>>> from operator import add
>>> sc.parallelize([1, 2, 3, 4, 5]).reduce(add)
15
>>> sc.parallelize((2 for _ in range(10))).map(lambda x: 1).cache().reduce(add)
10
>>> sc.parallelize([]).reduce(add)
Traceback (most recent call last):
    ...
ValueError: Can not reduce() empty RDD










	
reduceByKey(func, numPartitions=None, partitionFunc=<function portable_hash>)

	Merge the values for each key using an associative and commutative reduce function.

This will also perform the merging locally on each mapper before
sending results to a reducer, similarly to a “combiner” in MapReduce.

Output will be partitioned with C{numPartitions} partitions, or
the default parallelism level if C{numPartitions} is not specified.
Default partitioner is hash-partition.

>>> from operator import add
>>> rdd = sc.parallelize([("a", 1), ("b", 1), ("a", 1)])
>>> sorted(rdd.reduceByKey(add).collect())
[('a', 2), ('b', 1)]










	
reduceByKeyLocally(func)

	Merge the values for each key using an associative and commutative reduce function, but
return the results immediately to the master as a dictionary.

This will also perform the merging locally on each mapper before
sending results to a reducer, similarly to a “combiner” in MapReduce.

>>> from operator import add
>>> rdd = sc.parallelize([("a", 1), ("b", 1), ("a", 1)])
>>> sorted(rdd.reduceByKeyLocally(add).items())
[('a', 2), ('b', 1)]










	
repartition(numPartitions)

	Return a new RDD that has exactly numPartitions partitions.

Can increase or decrease the level of parallelism in this RDD.
Internally, this uses a shuffle to redistribute data.
If you are decreasing the number of partitions in this RDD, consider
using coalesce, which can avoid performing a shuffle.

>>> rdd = sc.parallelize([1,2,3,4,5,6,7], 4)
>>> sorted(rdd.glom().collect())
[[1], [2, 3], [4, 5], [6, 7]]
>>> len(rdd.repartition(2).glom().collect())
2
>>> len(rdd.repartition(10).glom().collect())
10










	
repartitionAndSortWithinPartitions(numPartitions=None, partitionFunc=<function portable_hash>, ascending=True, keyfunc=<function RDD.<lambda>>)

	Repartition the RDD according to the given partitioner and, within each resulting partition,
sort records by their keys.

>>> rdd = sc.parallelize([(0, 5), (3, 8), (2, 6), (0, 8), (3, 8), (1, 3)])
>>> rdd2 = rdd.repartitionAndSortWithinPartitions(2, lambda x: x % 2, 2)
>>> rdd2.glom().collect()
[[(0, 5), (0, 8), (2, 6)], [(1, 3), (3, 8), (3, 8)]]










	
rightOuterJoin(other, numPartitions=None)

	Perform a right outer join of C{self} and C{other}.

For each element (k, w) in C{other}, the resulting RDD will either
contain all pairs (k, (v, w)) for v in this, or the pair (k, (None, w))
if no elements in C{self} have key k.

Hash-partitions the resulting RDD into the given number of partitions.

>>> x = sc.parallelize([("a", 1), ("b", 4)])
>>> y = sc.parallelize([("a", 2)])
>>> sorted(y.rightOuterJoin(x).collect())
[('a', (2, 1)), ('b', (None, 4))]










	
sample(withReplacement, fraction, seed=None)

	Return a sampled subset of this RDD.


	Parameters

	
	withReplacement – can elements be sampled multiple times (replaced when sampled out)


	fraction – expected size of the sample as a fraction of this RDD’s size
without replacement: probability that each element is chosen; fraction must be [0, 1]
with replacement: expected number of times each element is chosen; fraction must be >= 0


	seed – seed for the random number generator









Note

This is not guaranteed to provide exactly the fraction specified of the total
count of the given DataFrame.



>>> rdd = sc.parallelize(range(100), 4)
>>> 6 <= rdd.sample(False, 0.1, 81).count() <= 14
True










	
sampleByKey(withReplacement, fractions, seed=None)

	Return a subset of this RDD sampled by key (via stratified sampling).
Create a sample of this RDD using variable sampling rates for
different keys as specified by fractions, a key to sampling rate map.

>>> fractions = {"a": 0.2, "b": 0.1}
>>> rdd = sc.parallelize(fractions.keys()).cartesian(sc.parallelize(range(0, 1000)))
>>> sample = dict(rdd.sampleByKey(False, fractions, 2).groupByKey().collect())
>>> 100 < len(sample["a"]) < 300 and 50 < len(sample["b"]) < 150
True
>>> max(sample["a"]) <= 999 and min(sample["a"]) >= 0
True
>>> max(sample["b"]) <= 999 and min(sample["b"]) >= 0
True










	
sampleStdev()

	Compute the sample standard deviation of this RDD’s elements (which
corrects for bias in estimating the standard deviation by dividing by
N-1 instead of N).

>>> sc.parallelize([1, 2, 3]).sampleStdev()
1.0










	
sampleVariance()

	Compute the sample variance of this RDD’s elements (which corrects
for bias in estimating the variance by dividing by N-1 instead of N).

>>> sc.parallelize([1, 2, 3]).sampleVariance()
1.0










	
saveAsHadoopDataset(conf, keyConverter=None, valueConverter=None)

	Output a Python RDD of key-value pairs (of form C{RDD[(K, V)]}) to any Hadoop file
system, using the old Hadoop OutputFormat API (mapred package). Keys/values are
converted for output using either user specified converters or, by default,
L{org.apache.spark.api.python.JavaToWritableConverter}.


	Parameters

	
	conf – Hadoop job configuration, passed in as a dict


	keyConverter – (None by default)


	valueConverter – (None by default)













	
saveAsHadoopFile(path, outputFormatClass, keyClass=None, valueClass=None, keyConverter=None, valueConverter=None, conf=None, compressionCodecClass=None)

	Output a Python RDD of key-value pairs (of form C{RDD[(K, V)]}) to any Hadoop file
system, using the old Hadoop OutputFormat API (mapred package). Key and value types
will be inferred if not specified. Keys and values are converted for output using either
user specified converters or L{org.apache.spark.api.python.JavaToWritableConverter}. The
C{conf} is applied on top of the base Hadoop conf associated with the SparkContext
of this RDD to create a merged Hadoop MapReduce job configuration for saving the data.


	Parameters

	
	path – path to Hadoop file


	outputFormatClass – fully qualified classname of Hadoop OutputFormat
(e.g. “org.apache.hadoop.mapred.SequenceFileOutputFormat”)


	keyClass – fully qualified classname of key Writable class
(e.g. “org.apache.hadoop.io.IntWritable”, None by default)


	valueClass – fully qualified classname of value Writable class
(e.g. “org.apache.hadoop.io.Text”, None by default)


	keyConverter – (None by default)


	valueConverter – (None by default)


	conf – (None by default)


	compressionCodecClass – (None by default)













	
saveAsNewAPIHadoopDataset(conf, keyConverter=None, valueConverter=None)

	Output a Python RDD of key-value pairs (of form C{RDD[(K, V)]}) to any Hadoop file
system, using the new Hadoop OutputFormat API (mapreduce package). Keys/values are
converted for output using either user specified converters or, by default,
L{org.apache.spark.api.python.JavaToWritableConverter}.


	Parameters

	
	conf – Hadoop job configuration, passed in as a dict


	keyConverter – (None by default)


	valueConverter – (None by default)













	
saveAsNewAPIHadoopFile(path, outputFormatClass, keyClass=None, valueClass=None, keyConverter=None, valueConverter=None, conf=None)

	Output a Python RDD of key-value pairs (of form C{RDD[(K, V)]}) to any Hadoop file
system, using the new Hadoop OutputFormat API (mapreduce package). Key and value types
will be inferred if not specified. Keys and values are converted for output using either
user specified converters or L{org.apache.spark.api.python.JavaToWritableConverter}. The
C{conf} is applied on top of the base Hadoop conf associated with the SparkContext
of this RDD to create a merged Hadoop MapReduce job configuration for saving the data.


	Parameters

	
	path – path to Hadoop file


	outputFormatClass – fully qualified classname of Hadoop OutputFormat
(e.g. “org.apache.hadoop.mapreduce.lib.output.SequenceFileOutputFormat”)


	keyClass – fully qualified classname of key Writable class
(e.g. “org.apache.hadoop.io.IntWritable”, None by default)


	valueClass – fully qualified classname of value Writable class
(e.g. “org.apache.hadoop.io.Text”, None by default)


	keyConverter – (None by default)


	valueConverter – (None by default)


	conf – Hadoop job configuration, passed in as a dict (None by default)













	
saveAsPickleFile(path, batchSize=10)

	Save this RDD as a SequenceFile of serialized objects. The serializer
used is L{pyspark.serializers.PickleSerializer}, default batch size
is 10.

>>> tmpFile = NamedTemporaryFile(delete=True)
>>> tmpFile.close()
>>> sc.parallelize([1, 2, 'spark', 'rdd']).saveAsPickleFile(tmpFile.name, 3)
>>> sorted(sc.pickleFile(tmpFile.name, 5).map(str).collect())
['1', '2', 'rdd', 'spark']










	
saveAsSequenceFile(path, compressionCodecClass=None)

	Output a Python RDD of key-value pairs (of form C{RDD[(K, V)]}) to any Hadoop file
system, using the L{org.apache.hadoop.io.Writable} types that we convert from the
RDD’s key and value types. The mechanism is as follows:



	Pyrolite is used to convert pickled Python RDD into RDD of Java objects.


	Keys and values of this Java RDD are converted to Writables and written out.








	Parameters

	
	path – path to sequence file


	compressionCodecClass – (None by default)













	
saveAsTextFile(path, compressionCodecClass=None)

	Save this RDD as a text file, using string representations of elements.

@param path: path to text file
@param compressionCodecClass: (None by default) string i.e.


“org.apache.hadoop.io.compress.GzipCodec”




>>> tempFile = NamedTemporaryFile(delete=True)
>>> tempFile.close()
>>> sc.parallelize(range(10)).saveAsTextFile(tempFile.name)
>>> from fileinput import input
>>> from glob import glob
>>> ''.join(sorted(input(glob(tempFile.name + "/part-0000*"))))
'0\n1\n2\n3\n4\n5\n6\n7\n8\n9\n'





Empty lines are tolerated when saving to text files.

>>> tempFile2 = NamedTemporaryFile(delete=True)
>>> tempFile2.close()
>>> sc.parallelize(['', 'foo', '', 'bar', '']).saveAsTextFile(tempFile2.name)
>>> ''.join(sorted(input(glob(tempFile2.name + "/part-0000*"))))
'\n\n\nbar\nfoo\n'





Using compressionCodecClass

>>> tempFile3 = NamedTemporaryFile(delete=True)
>>> tempFile3.close()
>>> codec = "org.apache.hadoop.io.compress.GzipCodec"
>>> sc.parallelize(['foo', 'bar']).saveAsTextFile(tempFile3.name, codec)
>>> from fileinput import input, hook_compressed
>>> result = sorted(input(glob(tempFile3.name + "/part*.gz"), openhook=hook_compressed))
>>> b''.join(result).decode('utf-8')
'bar\nfoo\n'










	
setName(name)

	Assign a name to this RDD.

>>> rdd1 = sc.parallelize([1, 2])
>>> rdd1.setName('RDD1').name()
'RDD1'










	
sortBy(keyfunc, ascending=True, numPartitions=None)

	Sorts this RDD by the given keyfunc

>>> tmp = [('a', 1), ('b', 2), ('1', 3), ('d', 4), ('2', 5)]
>>> sc.parallelize(tmp).sortBy(lambda x: x[0]).collect()
[('1', 3), ('2', 5), ('a', 1), ('b', 2), ('d', 4)]
>>> sc.parallelize(tmp).sortBy(lambda x: x[1]).collect()
[('a', 1), ('b', 2), ('1', 3), ('d', 4), ('2', 5)]










	
sortByKey(ascending=True, numPartitions=None, keyfunc=<function RDD.<lambda>>)

	Sorts this RDD, which is assumed to consist of (key, value) pairs.
# noqa

>>> tmp = [('a', 1), ('b', 2), ('1', 3), ('d', 4), ('2', 5)]
>>> sc.parallelize(tmp).sortByKey().first()
('1', 3)
>>> sc.parallelize(tmp).sortByKey(True, 1).collect()
[('1', 3), ('2', 5), ('a', 1), ('b', 2), ('d', 4)]
>>> sc.parallelize(tmp).sortByKey(True, 2).collect()
[('1', 3), ('2', 5), ('a', 1), ('b', 2), ('d', 4)]
>>> tmp2 = [('Mary', 1), ('had', 2), ('a', 3), ('little', 4), ('lamb', 5)]
>>> tmp2.extend([('whose', 6), ('fleece', 7), ('was', 8), ('white', 9)])
>>> sc.parallelize(tmp2).sortByKey(True, 3, keyfunc=lambda k: k.lower()).collect()
[('a', 3), ('fleece', 7), ('had', 2), ('lamb', 5),...('white', 9), ('whose', 6)]










	
stats()

	Return a L{StatCounter} object that captures the mean, variance
and count of the RDD’s elements in one operation.






	
stdev()

	Compute the standard deviation of this RDD’s elements.

>>> sc.parallelize([1, 2, 3]).stdev()
0.816...










	
subtract(other, numPartitions=None)

	Return each value in C{self} that is not contained in C{other}.

>>> x = sc.parallelize([("a", 1), ("b", 4), ("b", 5), ("a", 3)])
>>> y = sc.parallelize([("a", 3), ("c", None)])
>>> sorted(x.subtract(y).collect())
[('a', 1), ('b', 4), ('b', 5)]










	
subtractByKey(other, numPartitions=None)

	Return each (key, value) pair in C{self} that has no pair with matching
key in C{other}.

>>> x = sc.parallelize([("a", 1), ("b", 4), ("b", 5), ("a", 2)])
>>> y = sc.parallelize([("a", 3), ("c", None)])
>>> sorted(x.subtractByKey(y).collect())
[('b', 4), ('b', 5)]










	
sum()

	Add up the elements in this RDD.

>>> sc.parallelize([1.0, 2.0, 3.0]).sum()
6.0










	
sumApprox(timeout, confidence=0.95)

	
Note

Experimental



Approximate operation to return the sum within a timeout
or meet the confidence.

>>> rdd = sc.parallelize(range(1000), 10)
>>> r = sum(range(1000))
>>> abs(rdd.sumApprox(1000) - r) / r < 0.05
True










	
take(num)

	Take the first num elements of the RDD.

It works by first scanning one partition, and use the results from
that partition to estimate the number of additional partitions needed
to satisfy the limit.

Translated from the Scala implementation in RDD#take().


Note

this method should only be used if the resulting array is expected
to be small, as all the data is loaded into the driver’s memory.



>>> sc.parallelize([2, 3, 4, 5, 6]).cache().take(2)
[2, 3]
>>> sc.parallelize([2, 3, 4, 5, 6]).take(10)
[2, 3, 4, 5, 6]
>>> sc.parallelize(range(100), 100).filter(lambda x: x > 90).take(3)
[91, 92, 93]










	
takeOrdered(num, key=None)

	Get the N elements from an RDD ordered in ascending order or as
specified by the optional key function.


Note

this method should only be used if the resulting array is expected
to be small, as all the data is loaded into the driver’s memory.



>>> sc.parallelize([10, 1, 2, 9, 3, 4, 5, 6, 7]).takeOrdered(6)
[1, 2, 3, 4, 5, 6]
>>> sc.parallelize([10, 1, 2, 9, 3, 4, 5, 6, 7], 2).takeOrdered(6, key=lambda x: -x)
[10, 9, 7, 6, 5, 4]










	
takeSample(withReplacement, num, seed=None)

	Return a fixed-size sampled subset of this RDD.


Note

This method should only be used if the resulting array is expected
to be small, as all the data is loaded into the driver’s memory.



>>> rdd = sc.parallelize(range(0, 10))
>>> len(rdd.takeSample(True, 20, 1))
20
>>> len(rdd.takeSample(False, 5, 2))
5
>>> len(rdd.takeSample(False, 15, 3))
10










	
toDebugString()

	A description of this RDD and its recursive dependencies for debugging.






	
toLocalIterator()

	Return an iterator that contains all of the elements in this RDD.
The iterator will consume as much memory as the largest partition in this RDD.

>>> rdd = sc.parallelize(range(10))
>>> [x for x in rdd.toLocalIterator()]
[0, 1, 2, 3, 4, 5, 6, 7, 8, 9]










	
top(num, key=None)

	Get the top N elements from an RDD.


Note

This method should only be used if the resulting array is expected
to be small, as all the data is loaded into the driver’s memory.




Note

It returns the list sorted in descending order.



>>> sc.parallelize([10, 4, 2, 12, 3]).top(1)
[12]
>>> sc.parallelize([2, 3, 4, 5, 6], 2).top(2)
[6, 5]
>>> sc.parallelize([10, 4, 2, 12, 3]).top(3, key=str)
[4, 3, 2]










	
treeAggregate(zeroValue, seqOp, combOp, depth=2)

	Aggregates the elements of this RDD in a multi-level tree
pattern.


	Parameters

	depth – suggested depth of the tree (default: 2)





>>> add = lambda x, y: x + y
>>> rdd = sc.parallelize([-5, -4, -3, -2, -1, 1, 2, 3, 4], 10)
>>> rdd.treeAggregate(0, add, add)
-5
>>> rdd.treeAggregate(0, add, add, 1)
-5
>>> rdd.treeAggregate(0, add, add, 2)
-5
>>> rdd.treeAggregate(0, add, add, 5)
-5
>>> rdd.treeAggregate(0, add, add, 10)
-5










	
treeReduce(f, depth=2)

	Reduces the elements of this RDD in a multi-level tree pattern.


	Parameters

	depth – suggested depth of the tree (default: 2)





>>> add = lambda x, y: x + y
>>> rdd = sc.parallelize([-5, -4, -3, -2, -1, 1, 2, 3, 4], 10)
>>> rdd.treeReduce(add)
-5
>>> rdd.treeReduce(add, 1)
-5
>>> rdd.treeReduce(add, 2)
-5
>>> rdd.treeReduce(add, 5)
-5
>>> rdd.treeReduce(add, 10)
-5










	
union(other)

	Return the union of this RDD and another one.

>>> rdd = sc.parallelize([1, 1, 2, 3])
>>> rdd.union(rdd).collect()
[1, 1, 2, 3, 1, 1, 2, 3]










	
unpersist()

	Mark the RDD as non-persistent, and remove all blocks for it from
memory and disk.






	
values()

	Return an RDD with the values of each tuple.

>>> m = sc.parallelize([(1, 2), (3, 4)]).values()
>>> m.collect()
[2, 4]










	
variance()

	Compute the variance of this RDD’s elements.

>>> sc.parallelize([1, 2, 3]).variance()
0.666...










	
zip(other)

	Zips this RDD with another one, returning key-value pairs with the
first element in each RDD second element in each RDD, etc. Assumes
that the two RDDs have the same number of partitions and the same
number of elements in each partition (e.g. one was made through
a map on the other).

>>> x = sc.parallelize(range(0,5))
>>> y = sc.parallelize(range(1000, 1005))
>>> x.zip(y).collect()
[(0, 1000), (1, 1001), (2, 1002), (3, 1003), (4, 1004)]










	
zipWithIndex()

	Zips this RDD with its element indices.

The ordering is first based on the partition index and then the
ordering of items within each partition. So the first item in
the first partition gets index 0, and the last item in the last
partition receives the largest index.

This method needs to trigger a spark job when this RDD contains
more than one partitions.

>>> sc.parallelize(["a", "b", "c", "d"], 3).zipWithIndex().collect()
[('a', 0), ('b', 1), ('c', 2), ('d', 3)]










	
zipWithUniqueId()

	Zips this RDD with generated unique Long ids.

Items in the kth partition will get ids k, n+k, 2*n+k, …, where
n is the number of partitions. So there may exist gaps, but this
method won’t trigger a spark job, which is different from
L{zipWithIndex}

>>> sc.parallelize(["a", "b", "c", "d", "e"], 3).zipWithUniqueId().collect()
[('a', 0), ('b', 1), ('c', 4), ('d', 2), ('e', 5)]














	
class pyspark.StorageLevel(useDisk, useMemory, useOffHeap, deserialized, replication=1)

	Flags for controlling the storage of an RDD. Each StorageLevel records whether to use memory,
whether to drop the RDD to disk if it falls out of memory, whether to keep the data in memory
in a JAVA-specific serialized format, and whether to replicate the RDD partitions on multiple
nodes. Also contains static constants for some commonly used storage levels, MEMORY_ONLY.
Since the data is always serialized on the Python side, all the constants use the serialized
formats.


	
DISK_ONLY = StorageLevel(True, False, False, False, 1)

	




	
DISK_ONLY_2 = StorageLevel(True, False, False, False, 2)

	




	
MEMORY_AND_DISK = StorageLevel(True, True, False, False, 1)

	




	
MEMORY_AND_DISK_2 = StorageLevel(True, True, False, False, 2)

	




	
MEMORY_AND_DISK_SER = StorageLevel(True, True, False, False, 1)

	




	
MEMORY_AND_DISK_SER_2 = StorageLevel(True, True, False, False, 2)

	




	
MEMORY_ONLY = StorageLevel(False, True, False, False, 1)

	




	
MEMORY_ONLY_2 = StorageLevel(False, True, False, False, 2)

	




	
MEMORY_ONLY_SER = StorageLevel(False, True, False, False, 1)

	




	
MEMORY_ONLY_SER_2 = StorageLevel(False, True, False, False, 2)

	




	
OFF_HEAP = StorageLevel(True, True, True, False, 1)

	








	
class pyspark.Broadcast(sc=None, value=None, pickle_registry=None, path=None)

	A broadcast variable created with L{SparkContext.broadcast()}.
Access its value through C{.value}.

Examples:

>>> from pyspark.context import SparkContext
>>> sc = SparkContext('local', 'test')
>>> b = sc.broadcast([1, 2, 3, 4, 5])
>>> b.value
[1, 2, 3, 4, 5]
>>> sc.parallelize([0, 0]).flatMap(lambda x: b.value).collect()
[1, 2, 3, 4, 5, 1, 2, 3, 4, 5]
>>> b.unpersist()





>>> large_broadcast = sc.broadcast(range(10000))






	
destroy()

	Destroy all data and metadata related to this broadcast variable.
Use this with caution; once a broadcast variable has been destroyed,
it cannot be used again. This method blocks until destroy has
completed.






	
dump(value, f)

	




	
load(path)

	




	
unpersist(blocking=False)

	Delete cached copies of this broadcast on the executors. If the
broadcast is used after this is called, it will need to be
re-sent to each executor.


	Parameters

	blocking – Whether to block until unpersisting has completed










	
value

	Return the broadcasted value










	
class pyspark.Accumulator(aid, value, accum_param)

	A shared variable that can be accumulated, i.e., has a commutative and associative “add”
operation. Worker tasks on a Spark cluster can add values to an Accumulator with the C{+=}
operator, but only the driver program is allowed to access its value, using C{value}.
Updates from the workers get propagated automatically to the driver program.

While C{SparkContext} supports accumulators for primitive data types like C{int} and
C{float}, users can also define accumulators for custom types by providing a custom
L{AccumulatorParam} object. Refer to the doctest of this module for an example.


	
add(term)

	Adds a term to this accumulator’s value






	
value

	Get the accumulator’s value; only usable in driver program










	
class pyspark.AccumulatorParam

	Helper object that defines how to accumulate values of a given type.


	
addInPlace(value1, value2)

	Add two values of the accumulator’s data type, returning a new value;
for efficiency, can also update C{value1} in place and return it.






	
zero(value)

	Provide a “zero value” for the type, compatible in dimensions with the
provided C{value} (e.g., a zero vector)










	
class pyspark.MarshalSerializer

	Serializes objects using Python’s Marshal serializer:


http://docs.python.org/2/library/marshal.html




This serializer is faster than PickleSerializer but supports fewer datatypes.


	
dumps(obj)

	




	
loads(obj)

	








	
class pyspark.PickleSerializer

	Serializes objects using Python’s pickle serializer:


http://docs.python.org/2/library/pickle.html




This serializer supports nearly any Python object, but may
not be as fast as more specialized serializers.


	
dumps(obj)

	




	
loads(obj, encoding='bytes')

	








	
class pyspark.StatusTracker(jtracker)

	Low-level status reporting APIs for monitoring job and stage progress.

These APIs intentionally provide very weak consistency semantics;
consumers of these APIs should be prepared to handle empty / missing
information. For example, a job’s stage ids may be known but the status
API may not have any information about the details of those stages, so
getStageInfo could potentially return None for a valid stage id.

To limit memory usage, these APIs only provide information on recent
jobs / stages.  These APIs will provide information for the last
spark.ui.retainedStages stages and spark.ui.retainedJobs jobs.


	
getActiveJobsIds()

	Returns an array containing the ids of all active jobs.






	
getActiveStageIds()

	Returns an array containing the ids of all active stages.






	
getJobIdsForGroup(jobGroup=None)

	Return a list of all known jobs in a particular job group.  If
jobGroup is None, then returns all known jobs that are not
associated with a job group.

The returned list may contain running, failed, and completed jobs,
and may vary across invocations of this method. This method does
not guarantee the order of the elements in its result.






	
getJobInfo(jobId)

	Returns a SparkJobInfo object, or None if the job info
could not be found or was garbage collected.






	
getStageInfo(stageId)

	Returns a SparkStageInfo object, or None if the stage
info could not be found or was garbage collected.










	
class pyspark.SparkJobInfo

	Exposes information about Spark Jobs.






	
class pyspark.SparkStageInfo

	Exposes information about Spark Stages.






	
class pyspark.Profiler(ctx)

	
Note

DeveloperApi



PySpark supports custom profilers, this is to allow for different profilers to
be used as well as outputting to different formats than what is provided in the
BasicProfiler.


	A custom profiler has to define or inherit the following methods:

	profile - will produce a system profile of some sort.
stats - return the collected stats.
dump - dumps the profiles to a path
add - adds a profile to the existing accumulated profile





The profiler class is chosen when creating a SparkContext

>>> from pyspark import SparkConf, SparkContext
>>> from pyspark import BasicProfiler
>>> class MyCustomProfiler(BasicProfiler):
...     def show(self, id):
...         print("My custom profiles for RDD:%s" % id)
...
>>> conf = SparkConf().set("spark.python.profile", "true")
>>> sc = SparkContext('local', 'test', conf=conf, profiler_cls=MyCustomProfiler)
>>> sc.parallelize(range(1000)).map(lambda x: 2 * x).take(10)
[0, 2, 4, 6, 8, 10, 12, 14, 16, 18]
>>> sc.parallelize(range(1000)).count()
1000
>>> sc.show_profiles()
My custom profiles for RDD:1
My custom profiles for RDD:3
>>> sc.stop()






	
dump(id, path)

	Dump the profile into path, id is the RDD id






	
profile(func)

	Do profiling on the function func






	
show(id)

	Print the profile stats to stdout, id is the RDD id






	
stats()

	Return the collected profiling stats (pstats.Stats)










	
class pyspark.BasicProfiler(ctx)

	BasicProfiler is the default profiler, which is implemented based on
cProfile and Accumulator


	
profile(func)

	Runs and profiles the method to_profile passed in. A profile object is returned.






	
stats()
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