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GCS-Client


 [https://travis-ci.org/Akrog/gcs-client]
 [https://pypi.python.org/pypi/gcs-client]
 [https://coveralls.io/github/Akrog/gcs-client][image: Documentation Status]
 [http://gcs-client.readthedocs.org/en/latest/?badge=latest]
 [https://pypi.python.org/pypi/gcs-client]
 [http://www.apache.org/licenses/LICENSE-2.0]Google Cloud Storage Python Client


	Apache 2.0 License

	Documentation: https://gcs-client.readthedocs.org.



The idea is to create a client with similar functionality to Google’s
appengine-gcs-client [https://github.com/GoogleCloudPlatform/appengine-gcs-client] but intended for applications running from outside
Google’s AppEngine.

Cloud Storage documentation can be found at Google [https://cloud.google.com/storage/docs/overview]


Features

For now only basic functionality is available:


	Creating buckets

	Deleting buckets

	Listing buckets in a project

	Getting default bucket for a project

	Getting bucket attributes

	Listing objects in a bucket

	Getting objects attributes

	Deleting objects

	Reading object contents

	Writing an object

	Configurable retries with Truncated Exponential Backoff






Installation

To install all you need to do is run:

$ pip install --upgrade gcs-client








Usage Example

To use gcs-client in a project you will need to have Credentials to access intended Google Cloud Storage.

Credentials are generated in Google Developers Console [https://console.developers.google.com] in the Credentials section [https://console.developers.google.com/apis/credentials] of the API Manager of the project. Recommended credentials file is JSON.

Once you have the credentials you can start using gcs_client to access your project:

import gcs_client

credentials = gcs_client.Credentials('private_key.json')
project = gcs_client.Project('project_name', credentials)

# Print buckets in the project
buckets = project.list()
print 'Buckets:\n\t-', '\n\t- '.join(map(str, buckets))

# Print some information from first bucket
bucket = buckets[0]
print 'Bucket %s is located in %s with storage class %s' % (bucket, bucket.location,
                                                            bucket.storageClass)

# List the objects in the bucket
objects = bucket.list()
if not objects:
    print 'There are no objects, creating one'
    filename = '/tmp/my_file.txt'
    with bucket.open(filename, 'w') as f:
        f.write('this is a test file\n' * 100)
    objects = [gcs_client.Object(bucket.name, filename, credentials=credentials)]

if objects:
    print '\t', '\n\t'.join(map(lambda o: o.name + ' has %s bytes' % o.size, objects))
    # Read the contents from the first file
    with objects[0].open() as obj:
        print 'Contents of file %s are:\n' % obj.name, obj.read()
else:
    print 'There are no objects, nothing to do'





More examples can be found in the documentation, in the Usage section.




Reporting an issue

If you’ve found an issue with gcs-client here’s how you can report the problem:


	Preferred method is filing a bug on GitHub:
	Go to project’s issue tracker on GitHub [https://github.com/Akrog/gcs-client/issues]

	Search for existing issues using the search field at the top of the page

	File a new issue with information on the problem

	Thanks for helping make gcs-client better





	If you don’t have a GitHub account and don’t wish to create one you can just
drop me an email.
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Installation

At the command line:

$ easy_install gcs-client





If you have pip installed:

$ pip install --upgrade gcs-client





It is good practice to use virtual environments, be it using virtualenv or
virtualenvwrapper.
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Usage

To use gcs-client in a project you will need to have Credentials to access intended Google Cloud Storage.

Credentials are generated in Google Developers Console [https://console.developers.google.com] in the Credentials section [https://console.developers.google.com/apis/credentials] of the API Manager of the project. Recommended credentials file is JSON.

Once you have the credentials you can start using gcs_client to access your project.


Listing buckets

import gcs_client

credentials_file = 'private_key.json'
project_name = 'project_name'

credentials = gcs_client.Credentials(credentials_file)
project = gcs_client.Project(project_name, credentials)

buckets = project.list()
print 'Buckets:\n\t- ','\n\t- '.join(map(str, buckets))








Creating a bucket

import gcs_client

credentials_file = 'private_key.json'
project_name = 'project_name'

credentials = gcs_client.Credentials(credentials_file)
project = gcs_client.Project(project_name, credentials)

bucket = project.create_bucket('my_new_bucket', location='EU')
print 'Bucket %s is located in %s with storage class %s' % (bucket, bucket.location,
                                                            bucket.storageClass)








Deleting a bucket

import gcs_client

credentials_file = 'private_key.json'
project_name = 'project_name'

credentials = gcs_client.Credentials(credentials_file)
project = gcs_client.Project(project_name, credentials)

buckets = project.list()
# Delete one bucket but never the default bucket
default_bucket = project.default_bucket_name
filtered = filter(lambda b: b.name != default_bucket, buckets)
if filtered:
    buckets[0].delete()








Listing all objects

import gcs_client

credentials_file = 'private_key.json'
project_name = 'project_name'

credentials = gcs_client.Credentials(credentials_file)
project = gcs_client.Project(project_name, credentials)

buckets = project.list()
objects = buckets[0].list()

print 'Contents of bucket %s:' % bucket
if objects:
    print '\t','\n\t'.join(map(lambda o: o.name + ' has %s bytes' % o.size, objects))
else:
    print '\tThere are no objects'








Listing objects with a prefix

import gcs_client

credentials = gcs_client.Credentials('private_key.json')
bucket = gcs_client.Bucket('bucket_name', credentials)
directory = 'var/log'
objects = bucket.list(directory)

print 'Contents of %s/%s:' % (bucket.name, directory)
if objects:
    print '\t','\n\t'.join(map(lambda o: o.name + ' has %s bytes' % o.size, objects))
else:
    print '\tThere are no objects'








List contents of a bucket as a directory

We can list a bucket as if it were a directory by passing delimiter
optional argument on the list call.

Following example implements tree command for a bucket.

This is just for demonstration purposes, since it is not efficient because for
each “directory” we find we make another request to the server to list its
contents.  It would be more efficient to request all the objects in one go
and then rebuild the tree locally.

import gcs_client

def print_obj(obj, i, last):
    if isinstance(obj, gcs_client.Prefix):
        name = obj.prefix.split('/')[-2]
    else:
        name = obj.name.split('/')[-1]
    print ('   ' * i) + ('└──' if last else '├──'), name

def tree(objs, indent=0):
    if indent == 0:
        print '.'
    for i in range(len(objs)):
        obj = objs[i]
        print_obj(obj, indent, i == len(objs) - 1)
        if isinstance(obj, gcs_client.Prefix):
            tree(obj.list(), indent+1)

credentials = gcs_client.Credentials('private_key.json')
bucket = gcs_client.Bucket('bucket_name', credentials)

print '$ tree', bucket.name
tree(bucket.list(delimiter='/'))








Deleting objects

import gcs_client

credentials_file = 'private_key.json'
project_name = 'project_name'

credentials = gcs_client.Credentials(credentials_file)
project = gcs_client.Project(project_name, credentials)

bucket = project.list()[0]
objects = bucket.list()

if objects:
    obj = objects[0]
    print 'Deleting object %s' % obj
    obj.delete()








Reading objects

import gcs_client

credentials_file = 'private_key.json'
project_name = 'project_name'

credentials = gcs_client.Credentials(credentials_file)
project = gcs_client.Project(project_name, credentials)

buckets = project.list()
objects = buckets[0].list()

if objects:
    with objects[0].open() as obj:
        print 'Contents of file %s are:\n' % obj.name, obj.read()








Reading objects in big chunks

import gcs_client

credentials = gcs_client.Credentials('private_key.json')
bucket = gcs_client.Bucket('bucket_name', credentials)

chunksize = 4 * 1024 * 1024

with bucket.open('my_file', 'r', chunksize=chunksize) as obj:
    print 'Contents of file %s are:\n' % obj.name, obj.read()








Writing objects

import gcs_client

credentials_file = 'private_key.json'
project_name = 'project_name'

credentials = gcs_client.Credentials(credentials_file)
project = gcs_client.Project(project_name, credentials)

bucket = project.list()[0]

with bucket.open('new_file.txt', 'w') as obj:
    obj.write('Hello world\n')

with bucket.open('new_file.txt') as obj:
    print obj.read()








Changing default retry configuration

All operations use retries with Truncated Exponential Backoff by default, but we can change default configuration.

import gcs_client

# Set default retry configuration using a RetryParams instance
new_retry_cfg = gcs_client.RetryParams(max_retries=10, initial_delay=0.5, max_backoff=8,
                                       randomize=False)
gcs_client.RetryParams.set_default(new_retry_cfg)

# Set default retry configuration via params
gcs_client.RetryParams.set_default(max_retries=10, initial_delay=0.5, max_backoff=8,
                                   randomize=False)








Disabling default retries

We may want to disable all retries for all instances that are using default retry configuration.  Those that are using specific instance configurations will continue doing so.

import gcs_client

# Disable retry configuration
gcs_client.RetryParams.set_default(0)








Per instance retry configuration

We can set specific retry configuration for an instance.  Important to notice that listed objects will inherit retry configuration from the object that did the listing.

import gcs_client

credentials_file = 'private_key.json'
project_name = 'project_name'

credentials = gcs_client.Credentials(credentials_file)
project = gcs_client.Project(project_name, credentials)

bucket = project.list()[0]
# Set bucket retry configuration
bucket.retry_params = gcs_client.RetryParams(max_retries=10, initial_delay=0.5, max_backoff=8,
                                             randomize=False)

# Disable retries on the bucket
bucket.retry_params = None
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gcs_client package

Client Library for Google Cloud Storage.


Submodules



	gcs_client.bucket module

	gcs_client.constants module

	gcs_client.credentials module

	gcs_client.errors module

	gcs_client.gcs_object module

	gcs_client.prefix module

	gcs_client.project module
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gcs_client.bucket module


	
class gcs_client.bucket.Bucket(name=None, credentials=None, retry_params=None)[source]

	Bases: gcs_client.base.Fillable, gcs_client.base.Listable

GCS Bucket Object representation.





	Variables:	
	kind (string) – The kind of item this is. For buckets, this is always
storage#bucket.

	name (string) – The name of the bucket.

	timeCreated (string) – The creation time of the bucket in RFC 3339 format.

	updated (string) – The modification time of the bucket in RFC 3339 format.

	id (string) – The ID of the bucket.

	metageneration (long) – The metadata generation of this bucket.

	location (string) – The location of the bucket. Object data for objects in the
bucket resides in physical storage within this region.
Defaults to US. See the developer’s guide for the
authoritative list:
https://cloud.google.com/storage/docs/bucket-locations

	owner (dict) – The owner of the object.  This will always be the uploader of
the object.  Contains entity and entityId keys.

	etag (string) – HTTP 1.1 Entity tag for the object.

	projectNumber (long) – The project number of the project the bucket belongs
to.

	selfLink (string) – The link to this object.

	storageClass (string) – Storage class of the object.









Initialize a Bucket object.





	Parameters:	
	name (String) – Name of the bucket to use.

	credentials (gcs_client.Credentials) – A credentials object to authorize the connection.

	retry_params (RetryParams or NoneType) – Retry configuration used for communications with
GCS.  If None is passed default retries will be
used.










	
delete(*args, **kwargs)[source]

	Permanently deletes an empty bucket from a Project.

The authenticated user in credentials must be a member of the project’s
team as an editor or owner.





	Parameters:	
	if_metageneration_match (long) – If set, only deletes the bucket if its
metageneration matches this value.

	if_metageneration_not_match (long) – If set, only deletes the bucket if
its metageneration does not match
this value.






	Returns:	None












	
exists(*args, **kwargs)

	Check if exists in GCS server.






	
list(prefix=None, maxResults=None, versions=None, delimiter=None, projection=None, pageToken=None)[source]

	List Objects matching the criteria contained in the Bucket.

In conjunction with the prefix filter, the use of the delimiter
parameter allows the list method to operate like a directory listing,
despite the object namespace being flat.  For example, if delimiter
were set to “/”, then listing objects from a bucket that contains the
objects “a/b”, “a/c”, “d”, “e”, “e/f” would return objects “d” and “e”,
and prefixes “a/” and “e/”.

The authenticated user must have READER permissions on the bucket.

Object list operations are eventually consistent. This means that if
you upload an object to a bucket and then immediately perform a list
operation on the bucket in which the object is stored, the uploaded
object might not immediately appear in the returned list of objects.
However, you can always immediately download a newly-created object
and get its ACLs because object uploads are strongly consistent.





	Parameters:	
	prefix (String) – Filter results to objects whose names begin with this
prefix.

	maxResults (Unsigned integer) – Maximum number of items plus prefixes to return.
As duplicate prefixes are omitted, fewer total
results may be returned than requested.  The default
value of this parameter is 1,000 items.

	versions (bool) – If True, lists all versions of an object as distinct
results.  The default is False.

	delimiter (String) – Returns results in a directory-like mode.  Objects
whose names, aside from the prefix, do not contain
delimiter with be returned as Object instances.
Objects whose names, aside from the prefix, contain
delimiter will be returned as Prefix instances.
Duplicate prefixes are omitted.

	projection (String) – Set of properties to return. Defaults to noAcl.
Acceptable values are:


“full”: Include all properties.
“noAcl”: Omit the acl property.




	pageToken (String) – A previously-returned page token representing part
of the larger set of results to view.  The pageToken
is an encoded field representing the name and
generation of the last object in the returned list.
In a subsequent request using the pageToken, items
that come after the pageToken are shown (up to
maxResults).  Object list operations are eventually
consistent. In addition, if you start a listing and
then create an object in the bucket before using a
pageToken to continue listing, you will not see the
new object in subsequent listing results if it is in
part of the object namespace already listed.






	Returns:	List of objects and prefixes that match the criteria.




	Return type:	List of gcs_client.Object and gcs_client.Prefix.












	
open(name, mode='r', generation=None, chunksize=None)[source]

	Open an object from the Bucket.





	Parameters:	
	name (String) – Name of the file to open.

	mode (String) – Mode to open the file with, ‘r’ for read and ‘w’ for
writing are only supported formats.  Default is ‘r’ if
this argument is not provided.

	generation (long) – If present, selects a specific revision of this
object (as opposed to the latest version, the
default).

	chunksize (int) – Size in bytes of the payload to send/receive to/from
GCS.  Default is gcs_client.DEFAULT_BLOCK_SIZE














	
credentials

	Credentials used to connect to GCS server.






	
kind = 'storage#buckets'

	




	
retry_params

	Get retry configuration used by this instance for accessing GCS.
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gcs_client.constants module


	
gcs_client.constants.ACL_AUTH_READ = 'authenticatedRead'

	Project team/Object owners get OWNER access, and allAuthenticatedUsers get
READER access.






	
gcs_client.constants.ACL_OWNER_FULL = 'bucketOwnerFullControl'

	Object owner gets OWNER access, and project team owners get OWNER access.






	
gcs_client.constants.ACL_OWNER_READ = 'bucketOwnerRead'

	Object owner gets OWNER access, and project team owners get READER access.






	
gcs_client.constants.ACL_PRIVATE = 'private'

	Project team/Object owners get OWNER access.






	
gcs_client.constants.ACL_PROJECT_PRIVATE = 'projectPrivate'

	Object owner gets OWNER access, and project team members get access
according to their roles.






	
gcs_client.constants.ACL_PUBLIC_R = 'publicRead'

	Project team owners get OWNER access, and allUsers get READER access.






	
gcs_client.constants.ACL_PUBLIC_RW = 'publicRead'

	Project team/Object owners get OWNER access, and allUsers get WRITER access.






	
gcs_client.constants.PROJECTION_FULL = 'full'

	Full projection: Include all properties....






	
gcs_client.constants.PROJECTION_SIMPLE = 'noAcl'

	Simple projection: Exclude the ACL property.






	
gcs_client.constants.SCOPE_CLOUD = 'CLOUD'

	Cloud permissions: For buckets, they have the predefined project-private ACL
applied when they are created. Buckets are always owned by the
project-owners group.  For objects, they have the predefined project-private
ACL applied when they are uploaded. Objects are always owned by the original
requester who uploaded the object.






	
gcs_client.constants.SCOPE_OWNER = 'OWNER'

	Owner permissions: For buckets gives a user READER and WRITER permissions on
the bucket.  It also lets a user read and write bucket metadata, including
ACLs.  For objects, gives a user READER access.  It also lets a
user read and write object metadata, including ACLs.






	
gcs_client.constants.SCOPE_READER = 'READER'

	Reader permissions lets a user download an object’s data and list a bucket’s
contents.






	
gcs_client.constants.SCOPE_WRITER = 'WRITER'

	Writer permissions: For buckets lets a user list, create, overwrite, and
delete objects in a bucket.  You cannot apply this permission to objects.






	
gcs_client.constants.STORAGE_DURABLE = 'DURABLE_REDUCED_AVAILABILITY'

	Durable Reduced Availability (DRA) class: Lower availability than Standard
Storage and lower cost per GB stored.  Use cases: Applications that are
particularly cost-sensitive, or for which some unavailability is acceptable
such as batch jobs and some types of data backup.






	
gcs_client.constants.STORAGE_NEARLINE = 'NEARLINE'

	Cloud Storage Nearline class: Slightly lower availability and slightly
higher latency (time to first byte is typically 2 - 5 seconds) than Standard
Storage but with a lower cost.  Use cases: Data you do not expect to access
frequently (i.e., no more than once per month). Typically this is backup
data for disaster recovery, or so called “cold” storage that is archived and
may or may not be needed at some future time.






	
gcs_client.constants.STORAGE_STANDARD = 'STANDARD'

	Standard Storage class:  High availability, low latency (time to first byte
is typically tens of milliseconds).  Use cases: Storing data that requires
low latency access or data that is frequently accessed (“hot” objects), such
as serving website content, interactive workloads, or gaming and mobile
applications.









          

      

      

    


    
         Copyright 2015, Red Hat, Inc..
      Created using Sphinx 1.3.5.
    

  

    
      Navigation

      
        	
          index

        	
          modules |

        	
          next |

        	
          previous |

        	gcs-client 0.2.2 documentation 

          	gcs_client package 
 
      

    


    
      
          
            
  
gcs_client.credentials module


	
class gcs_client.credentials.Credentials(key_file_name, email=None, scope='OWNER')[source]

	Bases: oauth2client.client.SignedJwtAssertionCredentials

GCS Credentials used to access servers.

Initialize credentials used for all GCS operations.

Create OAuth 2.0 credentials to access GCS from a JSON file or a P12
and email address.

Since this library is meant to work outside of Google App Engine and
Google Compute Engine, you must obtain these credential files in the
Google Developers Console.  To generate service-account credentials,
or to view the public credentials that you’ve already generated, do the
following:


	Open the Credentials page.



	To set up a new service account, do the following:


	Click Add credentials > Service account.

	Choose whether to download the service account’s public/private
key as a JSON file (preferred) or standard P12 file.



Your new public/private key pair is generated and downloaded to your
machine; it serves as the only copy of this key. You are responsible
for storing it securely.





You can return to the Developers Console at any time to view the client
ID, email address, and public key fingerprints, or to generate
additional public/private key pairs. For more details about service
account credentials in the Developers Console, see Service accounts in
the Developers Console help file.





	Parameters:	
	key_file_name (String) – Name of the file with the credentials to use.

	email (String) – Service account’s Email address to use with P12 file.
When using JSON files this argument will be ignored.

	scope (String) – Scopes that the credentials should be granted access to.
Value must be one of Credentials.scope_urls.keys()










	
apply(headers)[source]

	Add the authorization to the headers.


	Args:

	headers: dict, the headers to add the Authorization header to.








	
authorize(http)[source]

	Authorize an httplib2.Http instance with these credentials.

The modified http.request method will add authentication headers to
each request and will refresh access_tokens when a 401 is received on a
request. In addition the http.request method has a credentials
property, http.request.credentials, which is the Credentials object
that authorized it.


	Args:

	
	http: An instance of httplib2.Http or something that acts

	like it.





	Returns:

	A modified instance of http that was passed in.



Example:

h = httplib2.Http()
h = credentials.authorize(h)





You can’t create a new OAuth subclass of httplib2.Authentication
because it never gets passed the absolute URI, which is needed for
signing. So instead we have to overload ‘request’ with a closure
that adds in the Authorization header and then calls the original
version of ‘request()’.






	
create_scoped(scopes)

	Create a Credentials object for the given scopes.

The Credentials type is preserved.






	
create_scoped_required()

	Whether this Credentials object is scopeless.

create_scoped(scopes) method needs to be called in order to create
a Credentials object for API calls.






	
from_json(s)[source]

	




	
from_stream(credential_filename)

	Create a Credentials object by reading information from a file.

It returns an object of type GoogleCredentials.


	Args:

	
	credential_filename: the path to the file from where the

	credentials are to be read





	Raises:

	
	ApplicationDefaultCredentialsError: raised when the credentials

	fail to be retrieved.












	
get_access_token(http=None)

	Return the access token and its expiration information.

If the token does not exist, get one.
If the token expired, refresh it.






	
get_application_default()

	Get the Application Default Credentials for the current environment.


	Raises:

	
	ApplicationDefaultCredentialsError: raised when the credentials

	fail to be retrieved.












	
has_scopes(scopes)

	Verify that the credentials are authorized for the given scopes.

Returns True if the credentials authorized scopes contain all of the
scopes given.


	Args:

	scopes: list or string, the scopes to check.

	Notes:

	There are cases where the credentials are unaware of which scopes
are authorized. Notably, credentials obtained and stored before
this code was added will not have scopes, AccessTokenCredentials do
not have scopes. In both cases, you can use refresh_scopes() to
obtain the canonical set of scopes.








	
new_from_json(s)[source]

	Utility class method to instantiate a Credentials subclass from JSON.

Expects the JSON string to have been produced by to_json().


	Args:

	s: string or bytes, JSON from to_json().

	Returns:

	An instance of the subclass of Credentials that was serialized with
to_json().








	
refresh(http)[source]

	Forces a refresh of the access_token.


	Args:

	
	http: httplib2.Http, an http object to be used to make the refresh

	request.












	
retrieve_scopes(http)

	Retrieves the canonical list of scopes for this access token.

Gets the scopes from the OAuth2 provider.


	Args:

	
	http: httplib2.Http, an http object to be used to make the refresh

	request.





	Returns:

	A set of strings containing the canonical list of scopes.








	
revoke(http)[source]

	Revokes a refresh_token and makes the credentials void.


	Args:

	
	http: httplib2.Http, an http object to be used to make the revoke

	request.












	
set_store(store)

	Set the Storage for the credential.


	Args:

	
	store: Storage, an implementation of Storage object.

	This is needed to store the latest access_token if it
has expired and been refreshed. This implementation uses
locking to check for updates before updating the
access_token.












	
to_json()[source]

	




	
MAX_TOKEN_LIFETIME_SECS = 3600

	




	
NON_SERIALIZED_MEMBERS = ['store']

	




	
access_token_expired

	True if the credential is expired or invalid.

If the token_expiry isn’t set, we assume the token doesn’t expire.






	
authorization

	Authorization header value for GCS requests.






	
common_url = 'https://www.googleapis.com/auth/'

	




	
scope_urls = {'OWNER': 'devstorage.full_control', 'WRITER': 'devstorage.read_write', 'CLOUD': 'cloud-platform', 'READER': 'devstorage.read_only'}

	




	
serialization_data

	Get the fields and values identifying the current credentials.
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gcs_client.errors module


	
exception gcs_client.errors.BadGateway(message=None, code=None)

	Bases: gcs_client.errors.Transient


	
args

	




	
code = 502

	




	
message

	








	
exception gcs_client.errors.BadRequest(message=None, code=None)

	Bases: gcs_client.errors.Fatal


	
args

	




	
code = 400

	




	
message

	








	
exception gcs_client.errors.Credentials[source]

	Bases: gcs_client.errors.Error

Credentials errors.


	
args

	




	
message

	








	
exception gcs_client.errors.Error[source]

	Bases: exceptions.Exception

Base error for all gcs_client operations.


	
args

	




	
message

	








	
exception gcs_client.errors.Fatal(message=None, code=None)[source]

	Bases: gcs_client.errors.Http

Fatal HTTP exceptions.


	
args

	




	
code = None

	




	
message

	








	
exception gcs_client.errors.Forbidden(message=None, code=None)

	Bases: gcs_client.errors.Fatal


	
args

	




	
code = 403

	




	
message

	








	
exception gcs_client.errors.GatewayTimeout(message=None, code=None)

	Bases: gcs_client.errors.Transient


	
args

	




	
code = 504

	




	
message

	








	
exception gcs_client.errors.Http(message=None, code=None)[source]

	Bases: gcs_client.errors.Error

HTTP specific errors.


	
args

	




	
code = None

	




	
message

	








	
exception gcs_client.errors.InternalServer(message=None, code=None)

	Bases: gcs_client.errors.Transient


	
args

	




	
code = 500

	




	
message

	








	
exception gcs_client.errors.InvalidRange(message=None, code=None)

	Bases: gcs_client.errors.Fatal


	
args

	




	
code = 416

	




	
message

	








	
exception gcs_client.errors.NotFound(message=None, code=None)

	Bases: gcs_client.errors.Fatal


	
args

	




	
code = 404

	




	
message

	








	
exception gcs_client.errors.RequestTimeout(message=None, code=None)

	Bases: gcs_client.errors.Transient


	
args

	




	
code = 408

	




	
message

	








	
exception gcs_client.errors.ServiceUnavailable(message=None, code=None)

	Bases: gcs_client.errors.Transient


	
args

	




	
code = 503

	




	
message

	








	
exception gcs_client.errors.TooManyRequests(message=None, code=None)

	Bases: gcs_client.errors.Transient


	
args

	




	
code = 429

	




	
message

	








	
exception gcs_client.errors.Transient(message=None, code=None)[source]

	Bases: gcs_client.errors.Http

Transient  HTTP exceptions.


	
args

	




	
code = None

	




	
message

	








	
exception gcs_client.errors.Unauthorized(message=None, code=None)

	Bases: gcs_client.errors.Fatal


	
args

	




	
code = 401

	




	
message

	








	
gcs_client.errors.error_class

	alias of Transient






	
gcs_client.errors.new_class

	alias of GatewayTimeout






	
gcs_client.errors.create_http_exception(status_code, message=None)[source]

	Create an http exception.

Create an Http exception instance as specific as possible.

For status codes that have specific exceptions, like with 408
(RequestTimeout class), those will be returned, but for those that we don’t
have one we will return a generic Http error with the right status code.





	Parameters:	
	status_code (int or string) – Status code of the http error

	message (str) – Detailed message for the error






	Returns:	Http exception instance as specific as possible




	Return type:	Http or subclass
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gcs_client.gcs_object module


	
class gcs_client.gcs_object.Object(bucket=None, name=None, generation=None, credentials=None, retry_params=None, chunksize=None)[source]

	Bases: gcs_client.base.Fillable

GCS Stored Object Object representation.





	Variables:	
	bucket (string) – The name of the bucket containing this object.

	contentType (string) – Content-Type of the object data.

	crc32c (string) – CRC32c checksum, as described in RFC 4960, Appendix B;
encoded using base64 in big-endian byte order.

	etag (string) – HTTP 1.1 Entity tag for the object.

	generation (long) – The content generation of this object. Used for object
versioning.

	id (string) – The ID of the object.

	kind (string) – The kind of item this is. For objects, this is always
storage#object.

	md5Hash (string) – MD5 hash of the data; encoded using base64.

	mediaLink (string) – Media download link.

	metadata (dict) – User-provided metadata, in key/value pairs.

	metageneration (long) – The version of the metadata for this object at this
generation.  Used for preconditions and for
detecting changes in metadata.  A metageneration
number is only meaningful in the context of a
particular generation of a particular object.

	name (string) – The name of this object.

	owner (dict) – The owner of the object.  This will always be the uploader of
the object.  Contains entity and entityId keys.

	selfLink (string) – The link to this object.

	size (unsigned long) – Content-Length of the data in bytes.

	storageClass (string) – Storage class of the object.

	timeCreated (string) – The creation time of the object in RFC 3339 format.

	timeDeleted (string) – The deletion time of the object in RFC 3339 format. Will
be None if this version of the object has not been
deleted.

	updated (string) – The modification time of the object metadata in RFC 3339
format.









Initialize an Object object.





	Parameters:	
	bucket (String) – Name of the bucket to use.

	name (String) – Name of the object.

	generation (long) – If present, selects a specific revision of this
object (as opposed to the latest version, the
default).

	credentials (Credentials) – A credentials object to authorize the connection.

	retry_params (RetryParams or NoneType) – Retry configuration used for communications with
GCS.  If None is passed default retries will be
used.

	chunksize (int) – Size in bytes of the payload to send/receive to/from
GCS.  Default is gcs_client.DEFAULT_BLOCK_SIZE










	
delete(*args, **kwargs)[source]

	Deletes an object and its metadata.

Deletions are permanent if versioning is not enabled for the bucket, or
if the generation parameter is used.

The authenticated user in the credentials must have WRITER permissions
on the bucket.





	Parameters:	
	generation (long) – If present, permanently deletes a specific revision
of this object (as opposed to the latest version,
the default).

	if_generation_match (long) – Makes the operation conditional on whether
the object’s current generation matches the
given value.

	if_generation_not_match (long) – Makes the operation conditional on
whether the object’s current generation
does not match the given value.

	if_metageneration_match (long) – Makes the operation conditional on
whether the object’s current
metageneration matches the given value.

	if_metageneration_not_match (long) – Makes the operation conditional on
whether the object’s current
metageneration does not match the
given value.






	Returns:	None












	
exists(*args, **kwargs)

	Check if exists in GCS server.






	
open(*args, **kwargs)[source]

	Open this object.





	Parameters:	
	mode (String) – Mode to open the file with, ‘r’ for read and ‘w’ for
writing are only supported formats.  Default is ‘r’ if
this argument is not provided.

	chunksize (int) – Size in bytes of the payload to send/receive to/from
GCS.  Default chunksize is the one defined on
object’s initialization.














	
credentials

	Credentials used to connect to GCS server.






	
kind = 'storage#objects'

	




	
metadata = {}

	




	
retry_params

	Get retry configuration used by this instance for accessing GCS.






	
timeDeleted = None

	








	
class gcs_client.gcs_object.GCSObjFile(bucket, name, credentials, mode='r', chunksize=None, retry_params=None, generation=None)[source]

	Bases: object

Reader/Writer for GCS Objects.


	Supports basic functionality:

	
	Read

	Write

	Close

	Seek

	Tell







Instances support context manager behavior.

Initialize reader/writer of GCS object.

On initialization connection to GCS will be tested.  For reading it’ll
confirm the existence of the object in the bucket and for writing it’ll
create the object (it won’t send any content).





	Parameters:	
	bucket (String) – Name of the bucket to use.

	name (String) – Name of the object.

	credentials (gcs_client.Credentials) – A credentials object to authorize the connection.

	mode (String) – Mode to open the file with, ‘r’ for read and ‘w’ for
writing are only supported formats.  Default is ‘r’ if
this argument is not provided.

	chunksize (int) – Size in bytes of the payload to send/receive to/from
GCS.  Default is gcs_client.DEFAULT_BLOCK_SIZE

	retry_params (RetryParams or NoneType) – Retry configuration used for communications with
GCS.  If None is passed default retries will be
used.

	generation (long) – If present, selects a specific revision of this
object (as opposed to the latest version, the
default).










	
close()[source]

	Close the file.

A closed file cannot be read or written any more. Any operation which
requires that the file be open will raise an error after the file has
been closed. Calling close() more than once is allowed.






	
read(size=None)[source]

	Read data from the file.

Read at most size bytes from the file (less if the read hits EOF before
obtaining size bytes).  If the size argument is None, read all data
until EOF is reached.

The bytes are returned as a bytes object. An empty string is returned
when EOF is encountered immediately.

Note that this method may make multiple requests to GCS service in an
effort to acquire as close to size bytes as possible.





	Parameters:	size (int) – Number of bytes to read.


	Returns:	Bytes with read data from GCS.


	Return type:	bytes










	
seek(offset, whence=0)[source]

	Set the file’s current position, like stdio’s fseek().

Note that only files open for reading are seekable.





	Parameters:	
	offset (int) – Offset to move the file cursor.

	whence (int) – How to interpret the offset, defaults to os.SEEK_SET (0)
-absolute file positioning- other values are os.SEEK_CUR
(1) -seek relative to the current position- and
os.SEEK_END (2) -seek relative to the file’s end-.






	Returns:	None












	
tell()[source]

	Return file’s current position from the beginning of the file.






	
write(data)[source]

	Write a string to the file.

Due to buffering, the string may not actually show up in the file until
we close the file or enough data to send another chunk has been
buffered.





	Parameters:	data (String) – Data to write to the object.


	Returns:	None
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gcs_client.prefix module


	
class gcs_client.prefix.Prefix(name, prefix, delimiter=None, credentials=None, retry_params=None)[source]

	Bases: gcs_client.base.Listable

GCS Prefix Object representation.

Represents prefixes returned from listing objects inside a bucket using a
delimiter.

A Prefix object can be thought of as a directory in a filesystem.





	Variables:	
	kind (string) – The kind of item this is. For buckets, this is always
storage#prefix.

	name (string) – Bucket name that this prefix belongs to.

	prefix (string) – Prefix name (like the full path of a directory).

	delimiter (string) – Delimiter used to generate this prefix.









Initialize a prefix representation.





	Parameters:	
	name (String) – Name of the bucket this prefix belongs to.

	prefix (String) – Prefix name (like the full path of a directory).

	delimiter (String) – Delimiter used on the listing

	credentials (gcs_client.Credentials) – A credentials object to authorize the connection.

	retry_params (RetryParams or NoneType) – Retry configuration used for communications with
GCS.  If None is passed default retries will be
used.










	
exists(*args, **kwargs)

	Check if exists in GCS server.






	
list(prefix='', maxResults=None, versions=None, delimiter=None, projection=None, pageToken=None)[source]

	List Objects matching the criteria contained in the Bucket.

In conjunction with the prefix filter, the use of the delimiter
parameter allows the list method to operate like a directory listing,
despite the object namespace being flat.  For example, if delimiter
were set to “/”, then listing objects from a bucket that contains the
objects “a/b”, “a/c”, “d”, “e”, “e/f” would return objects “d” and “e”,
and prefixes “a/” and “e/”.

The authenticated user must have READER permissions on the bucket.

Object list operations are eventually consistent. This means that if
you upload an object to a bucket and then immediately perform a list
operation on the bucket in which the object is stored, the uploaded
object might not immediately appear in the returned list of objects.
However, you can always immediately download a newly-created object
and get its ACLs because object uploads are strongly consistent.

This differs slightly from bucket listing, because if no delimiter is
provided it will use the delimiter that was used on the listing that
generated the instance.  Likewise for the prefix.





	Parameters:	
	prefix (String) – Filter results in this ‘directory’ to objects whose
names begin with this prefix.  Default is to list all
objects in the directory.

	maxResults (Unsigned integer) – Maximum number of items plus prefixes to return.
As duplicate prefixes are omitted, fewer total
results may be returned than requested.  The default
value of this parameter is 1,000 items.

	versions (bool) – If True, lists all versions of an object as distinct
results.  The default is False.

	delimiter (String) – Returns results in a directory-like mode.  Objects
whose names, aside from the prefix, do not contain
delimiter with be returned as Object instances.
Objects whose names, aside from the prefix, contain
delimiter will be returned as Prefix instances.
Duplicate prefixes are omitted.  Default use
delimiter that was used to create this prefix.

	projection (String) – Set of properties to return. Defaults to noAcl.
Acceptable values are:


“full”: Include all properties.
“noAcl”: Omit the acl property.




	pageToken (String) – A previously-returned page token representing part
of the larger set of results to view.  The pageToken
is an encoded field representing the name and
generation of the last object in the returned list.
In a subsequent request using the pageToken, items
that come after the pageToken are shown (up to
maxResults).  Object list operations are eventually
consistent. In addition, if you start a listing and
then create an object in the bucket before using a
pageToken to continue listing, you will not see the
new object in subsequent listing results if it is in
part of the object namespace already listed.






	Returns:	List of objects and prefixes that match the criteria.




	Return type:	List of gcs_client.Object and gcs_client.Prefix.












	
credentials

	Credentials used to connect to GCS server.






	
kind = 'storage#prefix'

	




	
retry_params

	Get retry configuration used by this instance for accessing GCS.
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gcs_client.project module


	
class gcs_client.project.Project(project_id, credentials=None, retry_params=None)[source]

	Bases: gcs_client.base.Listable

GCS Project Object representation.

Initialize a Project object.





	Parameters:	
	project_id (String) – Project id as listed in Google’s project management
https://console.developers.google.com/project.

	credentials (gcs_client.Credentials) – A credentials object to authorize the connection.

	retry_params (RetryParams or NoneType) – Retry configuration used for communications with
GCS.  If None is passed default retries will be
used.










	
create_bucket(*args, **kwargs)[source]

	Create a new bucket in the project.

Google Cloud Storage uses a flat namespace, so you can’t create a
bucket with a name that is already in use.

For more information, see Bucket Naming Guidelines:
https://cloud.google.com/storage/docs/bucket-naming#requirements

The authenticated user in credentials must be a member of the project’s
team as an editor or owner.





	Parameters:	
	name (String) – The name of the bucket.

	location (String) – The location of the bucket. Object data for objects in
the bucket resides in physical storage within this
region.  Defaults to US. See the developer’s guide for
the authoritative list:
https://cloud.google.com/storage/docs/bucket-locations

	storage_class (String) – The bucket’s storage class. This defines how
objects in the bucket are stored and determines
the SLA and the cost of storage.  Value must be
one of gcs_client.constants.STORAGE_*, and
they include STANDARD, NEARLINE and
DURABLE_REDUCED_AVAILABILITY.  Defaults to
gcs_client.constants.STORAGE_NEARLINE.

	predefined_acl (String) – Apply a predefined set of access controls to
this bucket.  Acceptable values from
gcs_client.ACL_* are ACL_AUTH_READ, ACL_PRIVATE,
ACL_PROJECT_PRIVATE, ACL_PUBLIC_R, and
ACL_PUBLIC_RW

	predefined_default_obj_acl (String) – Apply a predefined set of default
object access controls to this
bucket.  Acceptable values from
gcs_client.constants.ACL_* are
ACL_AUTH_READ, ACL_OWNER_FULL,
ACL_OWNER_READ, ACL_PRIVATE,
ACL_PROJECT_PRIVATE, and
ACL_PUBLIC_R

	projection (String) – Set of properties to return. Defaults to
PROJECTION_SIMPLE.
Acceptable values from gcs_client.constants are:



	PROJECTION_FULL (‘full’): Include all
properties.

	PROJECTION_SIMPLE (‘noAcl’): Omit the acl
property.













	Returns:	A new Bucket instance




	Return type:	gcs_client.Bucket












	
exists(*args, **kwargs)

	Check if exists in GCS server.






	
list(fields=None, maxResults=None, projection=None, prefix=None, pageToken=None)[source]

	Retrieves a list of buckets for a given project.

The authenticated user in credentials must be a member of the
project’s team.

Bucket list operations are eventually consistent.  This means that if
you create a bucket and then immediately perform a list operation,
the newly-created bucket will be immediately available for use, but
the bucket might not immediately appear in the returned list of
buckets.





	Parameters:	
	fields (list of strings) – Limit retrieved data for each bucket to these fields.

	maxResults (Unsigned integer) – Maximum number of buckets to return.

	projection (String) – Set of properties to return. Defaults to noAcl.
Acceptable values are:


“full”: Include all properties.
“noAcl”: Omit the acl property.




	prefix (String) – Filter results to buckets whose names begin with this
prefix.

	pageToken (String) – A previously-returned page token representing part
of the larger set of results to view.  The pageToken
is an encoded field representing the name and
generation of the last bucket in the returned list.
In a subsequent request using the pageToken, items
that come after the pageToken are shown (up to
maxResults).  Bucket list operations are eventually
consistent. In addition, if you start a listing and
then create a new bucket before using a pageToken to
continue listing, you will not see the new bucket in
subsequent listing results if it is in part of the
bucket namespace already listed.






	Returns:	List of buckets that match the criteria.




	Return type:	List of gcs_client.Bucket.












	
credentials

	Credentials used to connect to GCS server.






	
default_bucket_name

	Bucket name of the default bucket for the project.






	
retry_params

	Get retry configuration used by this instance for accessing GCS.
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Contributing

Contributions are welcome, and they are greatly appreciated! Every
little bit helps, and credit will always be given.

You can contribute in many ways:


Types of Contributions


Report Bugs

Report bugs at https://github.com/Akrog/gcs-client/issues.

If you are reporting a bug, please include:


	Your operating system name and version.

	Any details about your local setup that might be helpful in troubleshooting.

	Detailed steps to reproduce the bug.






Fix Bugs

Look through the GitHub issues for bugs. Anything tagged with “bug”
is open to whoever wants to implement it.




Implement Features

Look through the GitHub issues for features. Anything tagged with “feature”
is open to whoever wants to implement it.




Write Documentation

gcs-client could always use more documentation, whether as part of the
official gcs-client docs, in docstrings, or even on the web in blog posts,
articles, and such.




Submit Feedback

The best way to send feedback is to file an issue at https://github.com/Akrog/gcs-client/issues.

If you are proposing a feature:


	Explain in detail how it would work.

	Keep the scope as narrow as possible, to make it easier to implement.

	Remember that this is a volunteer-driven project, and that contributions
are welcome :)








Get Started!

Ready to contribute? Here’s how to set up gcs-client for local development.


	Fork the gcs-client repo on GitHub.



	Clone your fork locally:

$ git clone git@github.com:your_name_here/gcs-client.git







	Install your local copy into a virtualenv. Assuming you have virtualenvwrapper installed, this is how you set up your fork for local development:

$ mkvirtualenv gcs-client
$ cd gcs-client/
$ python setup.py develop







	Create a branch for local development:

$ git checkout -b name-of-your-bugfix-or-feature





Now you can make your changes locally.



	When you’re done making changes, check that your changes pass flake8 and the tests, including testing other Python versions with tox:

$ flake8 gcs-client tests
$ python setup.py test
$ tox





To get flake8 and tox, just pip install them into your virtualenv.



	Commit your changes and push your branch to GitHub:

$ git add .
$ git commit -m "Your detailed description of your changes."
$ git push origin name-of-your-bugfix-or-feature







	Submit a pull request through the GitHub website.








Pull Request Guidelines

Before you submit a pull request, check that it meets these guidelines:


	The pull request should include tests.

	If the pull request adds functionality, the docs should be updated. Put
your new functionality into a function with a docstring, and add the
feature to the list in README.rst.

	The pull request should work for Python 2.6, 2.7, 3.3, and 3.4, and for PyPy. Check
https://travis-ci.org/Akrog/gcs-client/pull_requests
and make sure that the tests pass for all supported Python versions.






Tips

To run a subset of tests:

$ python -m unittest tests.test_gcs-client
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	Gorka Eguileor <gorka@eguileor.com>






Contributors
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History


0.2.2 (2016-11-26)


	Fix #1 - Media upload not working






0.2.1 (2016-03-26)


	Fix requirements issue






0.2.0 (2015-11-25)


	Add support for delimiter in listings using Prefix object

	Remove dependency from google-api-python-client

	Return descriptive error message on AttributeError






0.1.4 (2015-11-16)


	No changes, version bump to reload in pypi






0.1.3 (2015-11-16)


	Reading an object will return data as bytes, not a bytearray.

	Read specific versions of an object.

	Can specify chunksize on Bucket’s open and Object init.

	Add exists to buckets and project.

	Fix opening files with names that needed encoding.






0.1.2 (2015-11-10)


	Fix seek method.






0.1.1 (2015-11-09)


	Fix Pypi package.






0.1.0 (2015-11-09)


	First release on PyPI.
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# -*- coding: utf-8 -*-
# Copyright 2015 Red Hat, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
#     Unless required by applicable law or agreed to in writing, software
#     distributed under the License is distributed on an "AS IS" BASIS,
#     WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#     See the License for the specific language governing permissions and
#     limitations under the License.

from __future__ import absolute_import

from gcs_client import base


[docs]class Prefix(base.Listable):
    """GCS Prefix Object representation.

    Represents prefixes returned from listing objects inside a bucket using a
    delimiter.

    A Prefix object can be thought of as a directory in a filesystem.

    :ivar kind: The kind of item this is. For buckets, this is always
                storage#prefix.
    :vartype kind: string

    :ivar name: Bucket name that this prefix belongs to.
    :vartype name: string

    :ivar prefix: Prefix name (like the full path of a directory).
    :vartype prefix: string

    :ivar delimiter: Delimiter used to generate this prefix.
    :vartype delimiter: string
    """

    kind = 'storage#prefix'
    _URL = base.GCS._URL + '/{name}/o'
    _required_attributes = base.GCS._required_attributes + ['name',
                                                            'prefix']

    def __init__(self, name, prefix, delimiter=None, credentials=None,
                 retry_params=None):
        """Initialize a prefix representation.

        :param name: Name of the bucket this prefix belongs to.
        :type name: String
        :param prefix: Prefix name (like the full path of a directory).
        :type prefix: String
        :param delimiter: Delimiter used on the listing
        :type delimiter: String
        :param credentials: A credentials object to authorize the connection.
        :type credentials: gcs_client.Credentials
        :param retry_params: Retry configuration used for communications with
                             GCS.  If None is passed default retries will be
                             used.
        :type retry_params: RetryParams or NoneType
        """
        super(Prefix, self).__init__(credentials, retry_params)
        self.name = name
        self.prefix = prefix
        self.delimiter = delimiter

[docs]    def list(self, prefix='', maxResults=None, versions=None, delimiter=None,
             projection=None, pageToken=None):
        """List Objects matching the criteria contained in the Bucket.

        In conjunction with the prefix filter, the use of the delimiter
        parameter allows the list method to operate like a directory listing,
        despite the object namespace being flat.  For example, if delimiter
        were set to "/", then listing objects from a bucket that contains the
        objects "a/b", "a/c", "d", "e", "e/f" would return objects "d" and "e",
        and prefixes "a/" and "e/".

        The authenticated user must have READER permissions on the bucket.

        Object list operations are eventually consistent. This means that if
        you upload an object to a bucket and then immediately perform a list
        operation on the bucket in which the object is stored, the uploaded
        object might not immediately appear in the returned list of objects.
        However, you can always immediately download a newly-created object
        and get its ACLs because object uploads are strongly consistent.

        This differs slightly from bucket listing, because if no delimiter is
        provided it will use the delimiter that was used on the listing that
        generated the instance.  Likewise for the prefix.

        :param prefix: Filter results in this 'directory' to objects whose
                       names begin with this prefix.  Default is to list all
                       objects in the directory.
        :type prefix: String
        :param maxResults: Maximum number of items plus prefixes to return.
                           As duplicate prefixes are omitted, fewer total
                           results may be returned than requested.  The default
                           value of this parameter is 1,000 items.
        :type maxResults: Unsigned integer
        :param versions: If True, lists all versions of an object as distinct
                         results.  The default is False.
        :type versions: bool
        :param delimiter: Returns results in a directory-like mode.  Objects
                          whose names, aside from the prefix, do not contain
                          delimiter with be returned as Object instances.
                          Objects whose names, aside from the prefix, contain
                          delimiter will be returned as Prefix instances.
                          Duplicate prefixes are omitted.  Default use
                          delimiter that was used to create this prefix.
        :type delimiter: String
        :param projection: Set of properties to return. Defaults to noAcl.
                           Acceptable values are:
                               "full": Include all properties.
                               "noAcl": Omit the acl property.
        :type projection: String
        :param pageToken:  A previously-returned page token representing part
                           of the larger set of results to view.  The pageToken
                           is an encoded field representing the name and
                           generation of the last object in the returned list.
                           In a subsequent request using the pageToken, items
                           that come after the pageToken are shown (up to
                           maxResults).  Object list operations are eventually
                           consistent. In addition, if you start a listing and
                           then create an object in the bucket before using a
                           pageToken to continue listing, you will not see the
                           new object in subsequent listing results if it is in
                           part of the object namespace already listed.
        :type pageToken: String
        :returns: List of objects and prefixes that match the criteria.
        :rtype: List of gcs_client.Object and gcs_client.Prefix.
        """
        if delimiter is None:
            delimiter = self.delimiter
        return self._list(prefix=self.prefix + prefix,
                          maxResults=maxResults, versions=versions,
                          delimiter=delimiter,
                          projection=projection,
                          pageToken=pageToken)


    def __str__(self):
        return self.prefix

    def __repr__(self):
        return ("%s.%s('%s', '%s')" % (self.__module__,
                self.__class__.__name__, self.name, self.prefix))
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# -*- coding: utf-8 -*-
# Copyright 2015 Red Hat, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
#     Unless required by applicable law or agreed to in writing, software
#     distributed under the License is distributed on an "AS IS" BASIS,
#     WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#     See the License for the specific language governing permissions and
#     limitations under the License.

from __future__ import absolute_import

import requests

from gcs_client import base
from gcs_client import common
from gcs_client import gcs_object


[docs]class Bucket(base.Fillable, base.Listable):
    """GCS Bucket Object representation.

    :ivar kind: The kind of item this is. For buckets, this is always
                storage#bucket.
    :vartype kind: string

    :ivar name: The name of the bucket.
    :vartype name: string

    :ivar timeCreated: The creation time of the bucket in RFC 3339 format.
    :vartype timeCreated: string

    :ivar updated: The modification time of the bucket in RFC 3339 format.
    :vartype updated: string

    :ivar id: The ID of the bucket.
    :vartype id: string

    :ivar metageneration: The metadata generation of this bucket.
    :vartype metageneration: long

    :ivar location: The location of the bucket. Object data for objects in the
                    bucket resides in physical storage within this region.
                    Defaults to US. See the developer's guide for the
                    authoritative list:
                    https://cloud.google.com/storage/docs/bucket-locations
    :vartype location: string

    :ivar owner: The owner of the object.  This will always be the uploader of
                 the object.  Contains entity and entityId keys.
    :vartype owner: dict

    :ivar etag: HTTP 1.1 Entity tag for the object.
    :vartype etag: string

    :ivar projectNumber: The project number of the project the bucket belongs
                         to.
    :vartype projectNumber: long

    :ivar selfLink: The link to this object.
    :vartype selfLink: string

    :ivar storageClass: Storage class of the object.
    :vartype storageClass: string
    """

    kind = 'storage#buckets'
    _required_attributes = base.GCS._required_attributes + ['name']
    _URL = base.Fillable._URL + '/{name}'
    _list_url = base.Fillable._URL + '/{name}/o'

    def __init__(self, name=None, credentials=None, retry_params=None):
        """Initialize a Bucket object.

        :param name: Name of the bucket to use.
        :type name: String
        :param credentials: A credentials object to authorize the connection.
        :type credentials: gcs_client.Credentials
        :param retry_params: Retry configuration used for communications with
                             GCS.  If None is passed default retries will be
                             used.
        :type retry_params: RetryParams or NoneType
        """
        super(Bucket, self).__init__(credentials, retry_params)
        self.name = name

    @common.retry
    def _get_data(self):
        r = self._request(parse=True)
        return r.json()

[docs]    def list(self, prefix=None, maxResults=None, versions=None, delimiter=None,
             projection=None, pageToken=None):
        """List Objects matching the criteria contained in the Bucket.

        In conjunction with the prefix filter, the use of the delimiter
        parameter allows the list method to operate like a directory listing,
        despite the object namespace being flat.  For example, if delimiter
        were set to "/", then listing objects from a bucket that contains the
        objects "a/b", "a/c", "d", "e", "e/f" would return objects "d" and "e",
        and prefixes "a/" and "e/".

        The authenticated user must have READER permissions on the bucket.

        Object list operations are eventually consistent. This means that if
        you upload an object to a bucket and then immediately perform a list
        operation on the bucket in which the object is stored, the uploaded
        object might not immediately appear in the returned list of objects.
        However, you can always immediately download a newly-created object
        and get its ACLs because object uploads are strongly consistent.

        :param prefix: Filter results to objects whose names begin with this
                       prefix.
        :type prefix: String
        :param maxResults: Maximum number of items plus prefixes to return.
                           As duplicate prefixes are omitted, fewer total
                           results may be returned than requested.  The default
                           value of this parameter is 1,000 items.
        :type maxResults: Unsigned integer
        :param versions: If True, lists all versions of an object as distinct
                         results.  The default is False.
        :type versions: bool
        :param delimiter: Returns results in a directory-like mode.  Objects
                          whose names, aside from the prefix, do not contain
                          delimiter with be returned as Object instances.
                          Objects whose names, aside from the prefix, contain
                          delimiter will be returned as Prefix instances.
                          Duplicate prefixes are omitted.
        :type delimiter: String
        :param projection: Set of properties to return. Defaults to noAcl.
                           Acceptable values are:
                               "full": Include all properties.
                               "noAcl": Omit the acl property.
        :type projection: String
        :param pageToken:  A previously-returned page token representing part
                           of the larger set of results to view.  The pageToken
                           is an encoded field representing the name and
                           generation of the last object in the returned list.
                           In a subsequent request using the pageToken, items
                           that come after the pageToken are shown (up to
                           maxResults).  Object list operations are eventually
                           consistent. In addition, if you start a listing and
                           then create an object in the bucket before using a
                           pageToken to continue listing, you will not see the
                           new object in subsequent listing results if it is in
                           part of the object namespace already listed.
        :type pageToken: String
        :returns: List of objects and prefixes that match the criteria.
        :rtype: List of gcs_client.Object and gcs_client.Prefix.
        """
        return self._list(prefix=prefix, maxResults=maxResults,
                          versions=versions, delimiter=delimiter,
                          projection=projection, pageToken=pageToken)


    @common.retry
[docs]    def delete(self, if_metageneration_match=None,
               if_metageneration_not_match=None):
        """Permanently deletes an empty bucket from a Project.

        The authenticated user in credentials must be a member of the project's
        team as an editor or owner.

        :param if_metageneration_match: If set, only deletes the bucket if its
                                        metageneration matches this value.
        :type if_metageneration_match: long
        :param if_metageneration_not_match: If set, only deletes the bucket if
                                            its metageneration does not match
                                            this value.
        :type if_metageneration_not_match: long
        :returns: None
        """
        self._request(op='DELETE', ok=(requests.codes.no_content,),
                      ifMetagenerationMatch=if_metageneration_match,
                      ifMetagenerationNotMatch=if_metageneration_not_match)


[docs]    def open(self, name, mode='r', generation=None, chunksize=None):
        """Open an object from the Bucket.

        :param name: Name of the file to open.
        :type name: String
        :param mode: Mode to open the file with, 'r' for read and 'w' for
                     writing are only supported formats.  Default is 'r' if
                     this argument is not provided.
        :type mode: String
        :param generation: If present, selects a specific revision of this
                           object (as opposed to the latest version, the
                           default).
        :type generation: long
        :param chunksize: Size in bytes of the payload to send/receive to/from
                          GCS.  Default is gcs_client.DEFAULT_BLOCK_SIZE
        :type chunksize: int
        """
        obj = gcs_object.Object(self.name, name, generation, self.credentials,
                                self.retry_params, chunksize)
        return obj.open(mode)


    def __str__(self):
        return self.name

    def __repr__(self):
        return ("%s.%s('%s') #etag: %s" %
                (self.__module__, self.__class__.__name__, self.name,
                 getattr(self, 'etag', '?')))
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# -*- coding: utf-8 -*-
# Copyright 2015 Red Hat, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
#     Unless required by applicable law or agreed to in writing, software
#     distributed under the License is distributed on an "AS IS" BASIS,
#     WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#     See the License for the specific language governing permissions and
#     limitations under the License.

from __future__ import absolute_import

import json

from oauth2client import client as oauth2_client

from gcs_client import constants
from gcs_client import errors


[docs]class Credentials(oauth2_client.SignedJwtAssertionCredentials):
    """GCS Credentials used to access servers."""

    common_url = 'https://www.googleapis.com/auth/'
    scope_urls = {
        constants.SCOPE_READER: 'devstorage.read_only',
        constants.SCOPE_WRITER: 'devstorage.read_write',
        constants.SCOPE_OWNER: 'devstorage.full_control',
        constants.SCOPE_CLOUD: 'cloud-platform',
    }

    def __init__(self, key_file_name, email=None, scope=constants.SCOPE_OWNER):
        """Initialize credentials used for all GCS operations.

        Create OAuth 2.0 credentials to access GCS from a JSON file or a P12
        and email address.

        Since this library is meant to work outside of Google App Engine and
        Google Compute Engine, you must obtain these credential files in the
        Google Developers Console.  To generate service-account credentials,
        or to view the public credentials that you've already generated, do the
        following:

        1. Open the Credentials page.
        2. To set up a new service account, do the following:

           a. Click Add credentials > Service account.
           b. Choose whether to download the service account's public/private
              key as a JSON file (preferred) or standard P12 file.

           Your new public/private key pair is generated and downloaded to your
           machine; it serves as the only copy of this key. You are responsible
           for storing it securely.

        You can return to the Developers Console at any time to view the client
        ID, email address, and public key fingerprints, or to generate
        additional public/private key pairs. For more details about service
        account credentials in the Developers Console, see Service accounts in
        the Developers Console help file.

        :param key_file_name: Name of the file with the credentials to use.
        :type key_file_name: String
        :param email: Service account's Email address to use with P12 file.
                      When using JSON files this argument will be ignored.
        :type email: String
        :param scope: Scopes that the credentials should be granted access to.
                      Value must be one of Credentials.scope_urls.keys()
        :type scope: String

        """
        if scope not in self.scope_urls:
            raise errors.Credentials('scope must be one of %s' %
                                     self.scope_urls.keys())
        self.scope = scope

        try:
            with open(key_file_name, 'r') as f:
                key_data = f.read()
        except IOError:
            raise errors.Credentials(
                'Could not read data from private key file %s.', key_file_name)

        try:
            json_data = json.loads(key_data)
            key_data = json_data['private_key']
            email = json_data['client_email']
        except Exception:
            if not email:
                raise errors.Credentials(
                    'Non JSON private key needs email, but it was missing')

        url = self.common_url + self.scope_urls[scope]
        super(Credentials, self).__init__(email, key_data, url)

    @property
    def authorization(self):
        """Authorization header value for GCS requests."""
        if not self.access_token or self.access_token_expired:
            self.get_access_token()
        return 'Bearer ' + self.access_token
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  Source code for gcs_client.errors

# -*- coding: utf-8 -*-
# Copyright 2015 Red Hat, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
#     Unless required by applicable law or agreed to in writing, software
#     distributed under the License is distributed on an "AS IS" BASIS,
#     WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#     See the License for the specific language governing permissions and
#     limitations under the License.

from __future__ import absolute_import

from six.moves import http_client as httplib
import sys


[docs]class Error(Exception):
    """Base error for all gcs_client operations."""
    pass



[docs]class Credentials(Error):
    """Credentials errors."""
    pass



[docs]class Http(Error):
    """HTTP specific errors."""
    code = None

    def __init__(self, message=None, code=None):
        if code:
            self.code = code
        self.message = message

    def __str__(self):
        msg = 'HTTP Error %s' % self.code
        if self.message:
            msg += ': %s' % self.message
        return msg



[docs]class Fatal(Http):
    """Fatal HTTP exceptions."""
    pass



[docs]class Transient(Http):
    """Transient  HTTP exceptions."""
    pass



http_errors = {
    httplib.REQUEST_TIMEOUT: ('RequestTimeout', Transient),
    httplib.INTERNAL_SERVER_ERROR: ('InternalServer', Transient),
    httplib.BAD_GATEWAY: ('BadGateway', Transient),
    httplib.SERVICE_UNAVAILABLE: ('ServiceUnavailable', Transient),
    httplib.GATEWAY_TIMEOUT: ('GatewayTimeout', Transient),
    httplib.NOT_FOUND: ('NotFound', Fatal),
    httplib.BAD_REQUEST: ('BadRequest', Fatal),
    httplib.FORBIDDEN: ('Forbidden', Fatal),
    httplib.UNAUTHORIZED: ('Unauthorized', Fatal),
    httplib.REQUESTED_RANGE_NOT_SATISFIABLE: ('InvalidRange', Fatal),
    429: ('TooManyRequests', Transient),
}


[docs]def create_http_exception(status_code, message=None):
    """Create an http exception.

    Create an Http exception instance as specific as possible.

    For status codes that have specific exceptions, like with 408
    (RequestTimeout class), those will be returned, but for those that we don't
    have one we will return a generic Http error with the right status code.

    :param status_code: Status code of the http error
    :type status_code: int or string
    :param message: Detailed message for the error
    :type message: str
    :returns: Http exception instance as specific as possible
    :rtype: Http or subclass
    """
    # Try to convert status_code to an integer if it's not one already
    if not isinstance(status_code, int):
        try:
            status_code = int(status_code)
        except ValueError:
            pass

    # Get specific exception if possible
    cls_name, __ = http_errors.get(status_code, (None, None))
    if cls_name:
        return globals()[cls_name](message)

    # Return generic exception
    return Http(message, status_code)



# Dynamically create all HTTP error classes from http_errors dictionary
for status_code, (name, error_class) in http_errors.items():
    new_class = type(name, (error_class,),
                     {'__module__': __name__, 'code': status_code})
    sys.modules[__name__ + '.' + name] = new_class
    globals()[new_class.__name__] = new_class
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  Source code for gcs_client.project

# -*- coding: utf-8 -*-
# Copyright 2015 Red Hat, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
#     Unless required by applicable law or agreed to in writing, software
#     distributed under the License is distributed on an "AS IS" BASIS,
#     WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#     See the License for the specific language governing permissions and
#     limitations under the License.

from __future__ import absolute_import

from gcs_client import base
from gcs_client import bucket
from gcs_client import common
from gcs_client import constants


[docs]class Project(base.Listable):
    """GCS Project Object representation."""

    _required_attributes = base.GCS._required_attributes + ['project_id']
    _URL = base.Fillable._URL + '?project={project_id}'
    _list_url = base.Fillable._URL

    def __init__(self, project_id, credentials=None, retry_params=None):
        """Initialize a Project object.

        :param project_id: Project id as listed in Google's project management
                           https://console.developers.google.com/project.
        :type project_id: String
        :param credentials: A credentials object to authorize the connection.
        :type credentials: gcs_client.Credentials
        :param retry_params: Retry configuration used for communications with
                             GCS.  If None is passed default retries will be
                             used.
        :type retry_params: RetryParams or NoneType
        """
        super(Project, self).__init__(credentials, retry_params)
        self.project_id = project_id

    @property
    def default_bucket_name(self):
        """Bucket name of the default bucket for the project."""
        if not self.project_id:
            return None
        return self.project_id + '.appspot.com'

[docs]    def list(self, fields=None, maxResults=None, projection=None, prefix=None,
             pageToken=None):
        """Retrieves a list of buckets for a given project.

        The authenticated user in credentials must be a member of the
        project's team.

        Bucket list operations are eventually consistent.  This means that if
        you create a bucket and then immediately perform a list operation,
        the newly-created bucket will be immediately available for use, but
        the bucket might not immediately appear in the returned list of
        buckets.

        :param fields: Limit retrieved data for each bucket to these fields.
        :type fields: list of strings
        :param maxResults: Maximum number of buckets to return.
        :type maxResults: Unsigned integer
        :param projection: Set of properties to return. Defaults to noAcl.
                           Acceptable values are:
                               "full": Include all properties.
                               "noAcl": Omit the acl property.
        :type projection: String
        :param prefix: Filter results to buckets whose names begin with this
                       prefix.
        :type prefix: String
        :param pageToken:  A previously-returned page token representing part
                           of the larger set of results to view.  The pageToken
                           is an encoded field representing the name and
                           generation of the last bucket in the returned list.
                           In a subsequent request using the pageToken, items
                           that come after the pageToken are shown (up to
                           maxResults).  Bucket list operations are eventually
                           consistent. In addition, if you start a listing and
                           then create a new bucket before using a pageToken to
                           continue listing, you will not see the new bucket in
                           subsequent listing results if it is in part of the
                           bucket namespace already listed.
        :type pageToken: String
        :returns: List of buckets that match the criteria.
        :rtype: List of gcs_client.Bucket.
        """
        return self._list(project=self.project_id, fields=fields,
                          maxResults=maxResults, projection=projection,
                          prefix=prefix, pageToken=pageToken)


    @common.is_complete
    @common.retry
[docs]    def create_bucket(self, name, location='US',
                      storage_class=constants.STORAGE_NEARLINE,
                      predefined_acl=None,
                      predefined_default_obj_acl=None,
                      projection=constants.PROJECTION_SIMPLE, **kwargs):
        """Create a new bucket in the project.

        Google Cloud Storage uses a flat namespace, so you can't create a
        bucket with a name that is already in use.

        For more information, see Bucket Naming Guidelines:
        https://cloud.google.com/storage/docs/bucket-naming#requirements

        The authenticated user in credentials must be a member of the project's
        team as an editor or owner.

        :param name: The name of the bucket.
        :type name: String
        :param location: The location of the bucket. Object data for objects in
                         the bucket resides in physical storage within this
                         region.  Defaults to US. See the developer's guide for
                         the authoritative list:
                         https://cloud.google.com/storage/docs/bucket-locations
        :type location: String
        :param storage_class: The bucket's storage class. This defines how
                              objects in the bucket are stored and determines
                              the SLA and the cost of storage.  Value must be
                              one of gcs_client.constants.STORAGE_*, and
                              they include STANDARD, NEARLINE and
                              DURABLE_REDUCED_AVAILABILITY.  Defaults to
                              gcs_client.constants.STORAGE_NEARLINE.
        :type storage_class: String
        :param predefined_acl: Apply a predefined set of access controls to
                               this bucket.  Acceptable values from
                               gcs_client.ACL_* are ACL_AUTH_READ, ACL_PRIVATE,
                               ACL_PROJECT_PRIVATE, ACL_PUBLIC_R, and
                               ACL_PUBLIC_RW
        :type predefined_acl: String
        :param predefined_default_obj_acl: Apply a predefined set of default
                                           object access controls to this
                                           bucket.  Acceptable values from
                                           gcs_client.constants.ACL_* are
                                           ACL_AUTH_READ, ACL_OWNER_FULL,
                                           ACL_OWNER_READ, ACL_PRIVATE,
                                           ACL_PROJECT_PRIVATE, and
                                           ACL_PUBLIC_R
        :type predefined_default_obj_acl: String
        :param projection: Set of properties to return. Defaults to
                           PROJECTION_SIMPLE.
                           Acceptable values from gcs_client.constants are:
                               - PROJECTION_FULL ('full'): Include all
                                 properties.
                               - PROJECTION_SIMPLE ('noAcl'): Omit the acl
                                 property.
        :type projection: String
        :returns: A new Bucket instance
        :rtype: gcs_client.Bucket
        """
        r = self._request(
            parse=True,
            op='POST',
            predefinedAcl=predefined_acl,
            predefinedDefaultObjectAcl=predefined_default_obj_acl,
            projection=projection,
            body={'name': name, 'location': location,
                  'storageClass': storage_class})
        return bucket.Bucket._obj_from_data(r.json(), self.credentials)


    def __str__(self):
        return self.project_id

    __repr__ = __str__
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  Source code for oauth2client.client

# Copyright 2014 Google Inc. All rights reserved.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#      http://www.apache.org/licenses/LICENSE-2.0
#
# Unless required by applicable law or agreed to in writing, software
# distributed under the License is distributed on an "AS IS" BASIS,
# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
# See the License for the specific language governing permissions and
# limitations under the License.

"""An OAuth 2.0 client.

Tools for interacting with OAuth 2.0 protected resources.
"""

import base64
import collections
import copy
import datetime
import json
import logging
import os
import socket
import sys
import tempfile
import time
import shutil
import six
from six.moves import urllib

import httplib2
from oauth2client import GOOGLE_AUTH_URI
from oauth2client import GOOGLE_DEVICE_URI
from oauth2client import GOOGLE_REVOKE_URI
from oauth2client import GOOGLE_TOKEN_URI
from oauth2client import GOOGLE_TOKEN_INFO_URI
from oauth2client._helpers import _from_bytes
from oauth2client._helpers import _to_bytes
from oauth2client._helpers import _urlsafe_b64decode
from oauth2client import clientsecrets
from oauth2client import util


__author__ = 'jcgregorio@google.com (Joe Gregorio)'

HAS_OPENSSL = False
HAS_CRYPTO = False
try:
    from oauth2client import crypt
    HAS_CRYPTO = True
    if crypt.OpenSSLVerifier is not None:
        HAS_OPENSSL = True
except ImportError:
    pass


logger = logging.getLogger(__name__)

# Expiry is stored in RFC3339 UTC format
EXPIRY_FORMAT = '%Y-%m-%dT%H:%M:%SZ'

# Which certs to use to validate id_tokens received.
ID_TOKEN_VERIFICATION_CERTS = 'https://www.googleapis.com/oauth2/v1/certs'
# This symbol previously had a typo in the name; we keep the old name
# around for now, but will remove it in the future.
ID_TOKEN_VERIFICATON_CERTS = ID_TOKEN_VERIFICATION_CERTS

# Constant to use for the out of band OAuth 2.0 flow.
OOB_CALLBACK_URN = 'urn:ietf:wg:oauth:2.0:oob'

# Google Data client libraries may need to set this to [401, 403].
REFRESH_STATUS_CODES = [401]

# The value representing user credentials.
AUTHORIZED_USER = 'authorized_user'

# The value representing service account credentials.
SERVICE_ACCOUNT = 'service_account'

# The environment variable pointing the file with local
# Application Default Credentials.
GOOGLE_APPLICATION_CREDENTIALS = 'GOOGLE_APPLICATION_CREDENTIALS'
# The ~/.config subdirectory containing gcloud credentials. Intended
# to be swapped out in tests.
_CLOUDSDK_CONFIG_DIRECTORY = 'gcloud'
# The environment variable name which can replace ~/.config if set.
_CLOUDSDK_CONFIG_ENV_VAR = 'CLOUDSDK_CONFIG'

# The error message we show users when we can't find the Application
# Default Credentials.
ADC_HELP_MSG = (
    'The Application Default Credentials are not available. They are '
    'available if running in Google Compute Engine. Otherwise, the '
    'environment variable ' +
    GOOGLE_APPLICATION_CREDENTIALS +
    ' must be defined pointing to a file defining the credentials. See '
    'https://developers.google.com/accounts/docs/'
    'application-default-credentials for more information.')

# The access token along with the seconds in which it expires.
AccessTokenInfo = collections.namedtuple(
    'AccessTokenInfo', ['access_token', 'expires_in'])

DEFAULT_ENV_NAME = 'UNKNOWN'

# If set to True _get_environment avoid GCE check (_detect_gce_environment)
NO_GCE_CHECK = os.environ.setdefault('NO_GCE_CHECK', 'False')

_SERVER_SOFTWARE = 'SERVER_SOFTWARE'
_GCE_METADATA_HOST = '169.254.169.254'
_METADATA_FLAVOR_HEADER = 'Metadata-Flavor'
_DESIRED_METADATA_FLAVOR = 'Google'


class SETTINGS(object):
    """Settings namespace for globally defined values."""
    env_name = None


class Error(Exception):
    """Base error for this module."""


class FlowExchangeError(Error):
    """Error trying to exchange an authorization grant for an access token."""


class AccessTokenRefreshError(Error):
    """Error trying to refresh an expired access token."""


class HttpAccessTokenRefreshError(AccessTokenRefreshError):
    """Error (with HTTP status) trying to refresh an expired access token."""
    def __init__(self, *args, **kwargs):
        super(HttpAccessTokenRefreshError, self).__init__(*args)
        self.status = kwargs.get('status')


class TokenRevokeError(Error):
    """Error trying to revoke a token."""


class UnknownClientSecretsFlowError(Error):
    """The client secrets file called for an unknown type of OAuth 2.0 flow."""


class AccessTokenCredentialsError(Error):
    """Having only the access_token means no refresh is possible."""


class VerifyJwtTokenError(Error):
    """Could not retrieve certificates for validation."""


class NonAsciiHeaderError(Error):
    """Header names and values must be ASCII strings."""


class ApplicationDefaultCredentialsError(Error):
    """Error retrieving the Application Default Credentials."""


class OAuth2DeviceCodeError(Error):
    """Error trying to retrieve a device code."""


class CryptoUnavailableError(Error, NotImplementedError):
    """Raised when a crypto library is required, but none is available."""


def _abstract():
    raise NotImplementedError('You need to override this function')


class MemoryCache(object):
    """httplib2 Cache implementation which only caches locally."""

    def __init__(self):
        self.cache = {}

    def get(self, key):
        return self.cache.get(key)

    def set(self, key, value):
        self.cache[key] = value

    def delete(self, key):
        self.cache.pop(key, None)


class Credentials(object):
    """Base class for all Credentials objects.

    Subclasses must define an authorize() method that applies the credentials
    to an HTTP transport.

    Subclasses must also specify a classmethod named 'from_json' that takes a
    JSON string as input and returns an instantiated Credentials object.
    """

    NON_SERIALIZED_MEMBERS = ['store']

[docs]    def authorize(self, http):
        """Take an httplib2.Http instance (or equivalent) and authorizes it.

        Authorizes it for the set of credentials, usually by replacing
        http.request() with a method that adds in the appropriate headers and
        then delegates to the original Http.request() method.

        Args:
            http: httplib2.Http, an http object to be used to make the refresh
                  request.
        """
        _abstract()


[docs]    def refresh(self, http):
        """Forces a refresh of the access_token.

        Args:
            http: httplib2.Http, an http object to be used to make the refresh
                  request.
        """
        _abstract()


[docs]    def revoke(self, http):
        """Revokes a refresh_token and makes the credentials void.

        Args:
            http: httplib2.Http, an http object to be used to make the revoke
                  request.
        """
        _abstract()


[docs]    def apply(self, headers):
        """Add the authorization to the headers.

        Args:
            headers: dict, the headers to add the Authorization header to.
        """
        _abstract()


    def _to_json(self, strip):
        """Utility function that creates JSON repr. of a Credentials object.

        Args:
            strip: array, An array of names of members to not include in the
                   JSON.

        Returns:
            string, a JSON representation of this instance, suitable to pass to
            from_json().
        """
        t = type(self)
        d = copy.copy(self.__dict__)
        for member in strip:
            if member in d:
                del d[member]
        if (d.get('token_expiry') and
                isinstance(d['token_expiry'], datetime.datetime)):
            d['token_expiry'] = d['token_expiry'].strftime(EXPIRY_FORMAT)
        # Add in information we will need later to reconsistitue this instance.
        d['_class'] = t.__name__
        d['_module'] = t.__module__
        for key, val in d.items():
            if isinstance(val, bytes):
                d[key] = val.decode('utf-8')
            if isinstance(val, set):
                d[key] = list(val)
        return json.dumps(d)

[docs]    def to_json(self):
        """Creating a JSON representation of an instance of Credentials.

        Returns:
            string, a JSON representation of this instance, suitable to pass to
            from_json().
        """
        return self._to_json(Credentials.NON_SERIALIZED_MEMBERS)


    @classmethod
[docs]    def new_from_json(cls, s):
        """Utility class method to instantiate a Credentials subclass from JSON.

        Expects the JSON string to have been produced by to_json().

        Args:
            s: string or bytes, JSON from to_json().

        Returns:
            An instance of the subclass of Credentials that was serialized with
            to_json().
        """
        json_string_as_unicode = _from_bytes(s)
        data = json.loads(json_string_as_unicode)
        # Find and call the right classmethod from_json() to restore
        # the object.
        module_name = data['_module']
        try:
            module_obj = __import__(module_name)
        except ImportError:
            # In case there's an object from the old package structure,
            # update it
            module_name = module_name.replace('.googleapiclient', '')
            module_obj = __import__(module_name)

        module_obj = __import__(module_name,
                                fromlist=module_name.split('.')[:-1])
        kls = getattr(module_obj, data['_class'])
        from_json = getattr(kls, 'from_json')
        return from_json(json_string_as_unicode)


    @classmethod
[docs]    def from_json(cls, unused_data):
        """Instantiate a Credentials object from a JSON description of it.

        The JSON should have been produced by calling .to_json() on the object.

        Args:
            unused_data: dict, A deserialized JSON object.

        Returns:
            An instance of a Credentials subclass.
        """
        return Credentials()



class Flow(object):
    """Base class for all Flow objects."""
    pass


class Storage(object):
    """Base class for all Storage objects.

    Store and retrieve a single credential. This class supports locking
    such that multiple processes and threads can operate on a single
    store.
    """

    def acquire_lock(self):
        """Acquires any lock necessary to access this Storage.

        This lock is not reentrant.
        """
        pass

    def release_lock(self):
        """Release the Storage lock.

        Trying to release a lock that isn't held will result in a
        RuntimeError.
        """
        pass

    def locked_get(self):
        """Retrieve credential.

        The Storage lock must be held when this is called.

        Returns:
            oauth2client.client.Credentials
        """
        _abstract()

    def locked_put(self, credentials):
        """Write a credential.

        The Storage lock must be held when this is called.

        Args:
            credentials: Credentials, the credentials to store.
        """
        _abstract()

    def locked_delete(self):
        """Delete a credential.

        The Storage lock must be held when this is called.
        """
        _abstract()

    def get(self):
        """Retrieve credential.

        The Storage lock must *not* be held when this is called.

        Returns:
            oauth2client.client.Credentials
        """
        self.acquire_lock()
        try:
            return self.locked_get()
        finally:
            self.release_lock()

    def put(self, credentials):
        """Write a credential.

        The Storage lock must be held when this is called.

        Args:
            credentials: Credentials, the credentials to store.
        """
        self.acquire_lock()
        try:
            self.locked_put(credentials)
        finally:
            self.release_lock()

    def delete(self):
        """Delete credential.

        Frees any resources associated with storing the credential.
        The Storage lock must *not* be held when this is called.

        Returns:
            None
        """
        self.acquire_lock()
        try:
            return self.locked_delete()
        finally:
            self.release_lock()


def clean_headers(headers):
    """Forces header keys and values to be strings, i.e not unicode.

    The httplib module just concats the header keys and values in a way that
    may make the message header a unicode string, which, if it then tries to
    contatenate to a binary request body may result in a unicode decode error.

    Args:
        headers: dict, A dictionary of headers.

    Returns:
        The same dictionary but with all the keys converted to strings.
    """
    clean = {}
    try:
        for k, v in six.iteritems(headers):
            if not isinstance(k, six.binary_type):
                k = str(k)
            if not isinstance(v, six.binary_type):
                v = str(v)
            clean[_to_bytes(k)] = _to_bytes(v)
    except UnicodeEncodeError:
        raise NonAsciiHeaderError(k, ': ', v)
    return clean


def _update_query_params(uri, params):
    """Updates a URI with new query parameters.

    Args:
        uri: string, A valid URI, with potential existing query parameters.
        params: dict, A dictionary of query parameters.

    Returns:
        The same URI but with the new query parameters added.
    """
    parts = urllib.parse.urlparse(uri)
    query_params = dict(urllib.parse.parse_qsl(parts.query))
    query_params.update(params)
    new_parts = parts._replace(query=urllib.parse.urlencode(query_params))
    return urllib.parse.urlunparse(new_parts)


class OAuth2Credentials(Credentials):
    """Credentials object for OAuth 2.0.

    Credentials can be applied to an httplib2.Http object using the authorize()
    method, which then adds the OAuth 2.0 access token to each request.

    OAuth2Credentials objects may be safely pickled and unpickled.
    """

    @util.positional(8)
    def __init__(self, access_token, client_id, client_secret, refresh_token,
                 token_expiry, token_uri, user_agent, revoke_uri=None,
                 id_token=None, token_response=None, scopes=None,
                 token_info_uri=None):
        """Create an instance of OAuth2Credentials.

        This constructor is not usually called by the user, instead
        OAuth2Credentials objects are instantiated by the OAuth2WebServerFlow.

        Args:
            access_token: string, access token.
            client_id: string, client identifier.
            client_secret: string, client secret.
            refresh_token: string, refresh token.
            token_expiry: datetime, when the access_token expires.
            token_uri: string, URI of token endpoint.
            user_agent: string, The HTTP User-Agent to provide for this
                        application.
            revoke_uri: string, URI for revoke endpoint. Defaults to None; a
                        token can't be revoked if this is None.
            id_token: object, The identity of the resource owner.
            token_response: dict, the decoded response to the token request.
                            None if a token hasn't been requested yet. Stored
                            because some providers (e.g. wordpress.com) include
                            extra fields that clients may want.
            scopes: list, authorized scopes for these credentials.
          token_info_uri: string, the URI for the token info endpoint. Defaults
                          to None; scopes can not be refreshed if this is None.

        Notes:
            store: callable, A callable that when passed a Credential
                   will store the credential back to where it came from.
                   This is needed to store the latest access_token if it
                   has expired and been refreshed.
        """
        self.access_token = access_token
        self.client_id = client_id
        self.client_secret = client_secret
        self.refresh_token = refresh_token
        self.store = None
        self.token_expiry = token_expiry
        self.token_uri = token_uri
        self.user_agent = user_agent
        self.revoke_uri = revoke_uri
        self.id_token = id_token
        self.token_response = token_response
        self.scopes = set(util.string_to_scopes(scopes or []))
        self.token_info_uri = token_info_uri

        # True if the credentials have been revoked or expired and can't be
        # refreshed.
        self.invalid = False

    def authorize(self, http):
        """Authorize an httplib2.Http instance with these credentials.

        The modified http.request method will add authentication headers to
        each request and will refresh access_tokens when a 401 is received on a
        request. In addition the http.request method has a credentials
        property, http.request.credentials, which is the Credentials object
        that authorized it.

        Args:
            http: An instance of ``httplib2.Http`` or something that acts
                  like it.

        Returns:
            A modified instance of http that was passed in.

        Example::

            h = httplib2.Http()
            h = credentials.authorize(h)

        You can't create a new OAuth subclass of httplib2.Authentication
        because it never gets passed the absolute URI, which is needed for
        signing. So instead we have to overload 'request' with a closure
        that adds in the Authorization header and then calls the original
        version of 'request()'.
        """
        request_orig = http.request

        # The closure that will replace 'httplib2.Http.request'.
        def new_request(uri, method='GET', body=None, headers=None,
                        redirections=httplib2.DEFAULT_MAX_REDIRECTS,
                        connection_type=None):
            if not self.access_token:
                logger.info('Attempting refresh to obtain '
                            'initial access_token')
                self._refresh(request_orig)

            # Clone and modify the request headers to add the appropriate
            # Authorization header.
            if headers is None:
                headers = {}
            else:
                headers = dict(headers)
            self.apply(headers)

            if self.user_agent is not None:
                if 'user-agent' in headers:
                    headers['user-agent'] = (self.user_agent + ' ' +
                                             headers['user-agent'])
                else:
                    headers['user-agent'] = self.user_agent

            body_stream_position = None
            if all(getattr(body, stream_prop, None) for stream_prop in
                   ('read', 'seek', 'tell')):
                body_stream_position = body.tell()

            resp, content = request_orig(uri, method, body,
                                         clean_headers(headers),
                                         redirections, connection_type)

            # A stored token may expire between the time it is retrieved and
            # the time the request is made, so we may need to try twice.
            max_refresh_attempts = 2
            for refresh_attempt in range(max_refresh_attempts):
                if resp.status not in REFRESH_STATUS_CODES:
                    break
                logger.info('Refreshing due to a %s (attempt %s/%s)',
                            resp.status, refresh_attempt + 1,
                            max_refresh_attempts)
                self._refresh(request_orig)
                self.apply(headers)
                if body_stream_position is not None:
                    body.seek(body_stream_position)

                resp, content = request_orig(uri, method, body,
                                             clean_headers(headers),
                                             redirections, connection_type)

            return (resp, content)

        # Replace the request method with our own closure.
        http.request = new_request

        # Set credentials as a property of the request method.
        setattr(http.request, 'credentials', self)

        return http

    def refresh(self, http):
        """Forces a refresh of the access_token.

        Args:
            http: httplib2.Http, an http object to be used to make the refresh
                  request.
        """
        self._refresh(http.request)

    def revoke(self, http):
        """Revokes a refresh_token and makes the credentials void.

        Args:
            http: httplib2.Http, an http object to be used to make the revoke
                  request.
        """
        self._revoke(http.request)

    def apply(self, headers):
        """Add the authorization to the headers.

        Args:
            headers: dict, the headers to add the Authorization header to.
        """
        headers['Authorization'] = 'Bearer ' + self.access_token

    def has_scopes(self, scopes):
        """Verify that the credentials are authorized for the given scopes.

        Returns True if the credentials authorized scopes contain all of the
        scopes given.

        Args:
            scopes: list or string, the scopes to check.

        Notes:
            There are cases where the credentials are unaware of which scopes
            are authorized. Notably, credentials obtained and stored before
            this code was added will not have scopes, AccessTokenCredentials do
            not have scopes. In both cases, you can use refresh_scopes() to
            obtain the canonical set of scopes.
        """
        scopes = util.string_to_scopes(scopes)
        return set(scopes).issubset(self.scopes)

    def retrieve_scopes(self, http):
        """Retrieves the canonical list of scopes for this access token.

        Gets the scopes from the OAuth2 provider.

        Args:
            http: httplib2.Http, an http object to be used to make the refresh
                  request.

        Returns:
            A set of strings containing the canonical list of scopes.
        """
        self._retrieve_scopes(http.request)
        return self.scopes

    def to_json(self):
        return self._to_json(Credentials.NON_SERIALIZED_MEMBERS)

    @classmethod
    def from_json(cls, s):
        """Instantiate a Credentials object from a JSON description of it.

        The JSON should have been produced by calling .to_json() on the object.

        Args:
            data: dict, A deserialized JSON object.

        Returns:
            An instance of a Credentials subclass.
        """
        s = _from_bytes(s)
        data = json.loads(s)
        if (data.get('token_expiry') and
                not isinstance(data['token_expiry'], datetime.datetime)):
            try:
                data['token_expiry'] = datetime.datetime.strptime(
                    data['token_expiry'], EXPIRY_FORMAT)
            except ValueError:
                data['token_expiry'] = None
        retval = cls(
            data['access_token'],
            data['client_id'],
            data['client_secret'],
            data['refresh_token'],
            data['token_expiry'],
            data['token_uri'],
            data['user_agent'],
            revoke_uri=data.get('revoke_uri', None),
            id_token=data.get('id_token', None),
            token_response=data.get('token_response', None),
            scopes=data.get('scopes', None),
            token_info_uri=data.get('token_info_uri', None))
        retval.invalid = data['invalid']
        return retval

    @property
    def access_token_expired(self):
        """True if the credential is expired or invalid.

        If the token_expiry isn't set, we assume the token doesn't expire.
        """
        if self.invalid:
            return True

        if not self.token_expiry:
            return False

        now = datetime.datetime.utcnow()
        if now >= self.token_expiry:
            logger.info('access_token is expired. Now: %s, token_expiry: %s',
                        now, self.token_expiry)
            return True
        return False

    def get_access_token(self, http=None):
        """Return the access token and its expiration information.

        If the token does not exist, get one.
        If the token expired, refresh it.
        """
        if not self.access_token or self.access_token_expired:
            if not http:
                http = httplib2.Http()
            self.refresh(http)
        return AccessTokenInfo(access_token=self.access_token,
                               expires_in=self._expires_in())

    def set_store(self, store):
        """Set the Storage for the credential.

        Args:
            store: Storage, an implementation of Storage object.
                   This is needed to store the latest access_token if it
                   has expired and been refreshed. This implementation uses
                   locking to check for updates before updating the
                   access_token.
        """
        self.store = store

    def _expires_in(self):
        """Return the number of seconds until this token expires.

        If token_expiry is in the past, this method will return 0, meaning the
        token has already expired.

        If token_expiry is None, this method will return None. Note that
        returning 0 in such a case would not be fair: the token may still be
        valid; we just don't know anything about it.
        """
        if self.token_expiry:
            now = datetime.datetime.utcnow()
            if self.token_expiry > now:
                time_delta = self.token_expiry - now
                # TODO(orestica): return time_delta.total_seconds()
                # once dropping support for Python 2.6
                return time_delta.days * 86400 + time_delta.seconds
            else:
                return 0

    def _updateFromCredential(self, other):
        """Update this Credential from another instance."""
        self.__dict__.update(other.__getstate__())

    def __getstate__(self):
        """Trim the state down to something that can be pickled."""
        d = copy.copy(self.__dict__)
        del d['store']
        return d

    def __setstate__(self, state):
        """Reconstitute the state of the object from being pickled."""
        self.__dict__.update(state)
        self.store = None

    def _generate_refresh_request_body(self):
        """Generate the body that will be used in the refresh request."""
        body = urllib.parse.urlencode({
            'grant_type': 'refresh_token',
            'client_id': self.client_id,
            'client_secret': self.client_secret,
            'refresh_token': self.refresh_token,
        })
        return body

    def _generate_refresh_request_headers(self):
        """Generate the headers that will be used in the refresh request."""
        headers = {
            'content-type': 'application/x-www-form-urlencoded',
        }

        if self.user_agent is not None:
            headers['user-agent'] = self.user_agent

        return headers

    def _refresh(self, http_request):
        """Refreshes the access_token.

        This method first checks by reading the Storage object if available.
        If a refresh is still needed, it holds the Storage lock until the
        refresh is completed.

        Args:
            http_request: callable, a callable that matches the method
                          signature of httplib2.Http.request, used to make the
                          refresh request.

        Raises:
            HttpAccessTokenRefreshError: When the refresh fails.
        """
        if not self.store:
            self._do_refresh_request(http_request)
        else:
            self.store.acquire_lock()
            try:
                new_cred = self.store.locked_get()

                if (new_cred and not new_cred.invalid and
                        new_cred.access_token != self.access_token and
                        not new_cred.access_token_expired):
                    logger.info('Updated access_token read from Storage')
                    self._updateFromCredential(new_cred)
                else:
                    self._do_refresh_request(http_request)
            finally:
                self.store.release_lock()

    def _do_refresh_request(self, http_request):
        """Refresh the access_token using the refresh_token.

        Args:
            http_request: callable, a callable that matches the method
                          signature of httplib2.Http.request, used to make the
                          refresh request.

        Raises:
            HttpAccessTokenRefreshError: When the refresh fails.
        """
        body = self._generate_refresh_request_body()
        headers = self._generate_refresh_request_headers()

        logger.info('Refreshing access_token')
        resp, content = http_request(
            self.token_uri, method='POST', body=body, headers=headers)
        content = _from_bytes(content)
        if resp.status == 200:
            d = json.loads(content)
            self.token_response = d
            self.access_token = d['access_token']
            self.refresh_token = d.get('refresh_token', self.refresh_token)
            if 'expires_in' in d:
                self.token_expiry = datetime.timedelta(
                    seconds=int(d['expires_in'])) + datetime.datetime.utcnow()
            else:
                self.token_expiry = None
            # On temporary refresh errors, the user does not actually have to
            # re-authorize, so we unflag here.
            self.invalid = False
            if self.store:
                self.store.locked_put(self)
        else:
            # An {'error':...} response body means the token is expired or
            # revoked, so we flag the credentials as such.
            logger.info('Failed to retrieve access token: %s', content)
            error_msg = 'Invalid response %s.' % resp['status']
            try:
                d = json.loads(content)
                if 'error' in d:
                    error_msg = d['error']
                    if 'error_description' in d:
                        error_msg += ': ' + d['error_description']
                    self.invalid = True
                    if self.store:
                        self.store.locked_put(self)
            except (TypeError, ValueError):
                pass
            raise HttpAccessTokenRefreshError(error_msg, status=resp.status)

    def _revoke(self, http_request):
        """Revokes this credential and deletes the stored copy (if it exists).

        Args:
            http_request: callable, a callable that matches the method
                          signature of httplib2.Http.request, used to make the
                          revoke request.
        """
        self._do_revoke(http_request, self.refresh_token or self.access_token)

    def _do_revoke(self, http_request, token):
        """Revokes this credential and deletes the stored copy (if it exists).

        Args:
            http_request: callable, a callable that matches the method
                          signature of httplib2.Http.request, used to make the
                          refresh request.
            token: A string used as the token to be revoked. Can be either an
                   access_token or refresh_token.

        Raises:
            TokenRevokeError: If the revoke request does not return with a
                              200 OK.
        """
        logger.info('Revoking token')
        query_params = {'token': token}
        token_revoke_uri = _update_query_params(self.revoke_uri, query_params)
        resp, content = http_request(token_revoke_uri)
        if resp.status == 200:
            self.invalid = True
        else:
            error_msg = 'Invalid response %s.' % resp.status
            try:
                d = json.loads(_from_bytes(content))
                if 'error' in d:
                    error_msg = d['error']
            except (TypeError, ValueError):
                pass
            raise TokenRevokeError(error_msg)

        if self.store:
            self.store.delete()

    def _retrieve_scopes(self, http_request):
        """Retrieves the list of authorized scopes from the OAuth2 provider.

        Args:
            http_request: callable, a callable that matches the method
                          signature of httplib2.Http.request, used to make the
                          revoke request.
        """
        self._do_retrieve_scopes(http_request, self.access_token)

    def _do_retrieve_scopes(self, http_request, token):
        """Retrieves the list of authorized scopes from the OAuth2 provider.

        Args:
            http_request: callable, a callable that matches the method
                          signature of httplib2.Http.request, used to make the
                          refresh request.
            token: A string used as the token to identify the credentials to
                   the provider.

        Raises:
            Error: When refresh fails, indicating the the access token is
                   invalid.
        """
        logger.info('Refreshing scopes')
        query_params = {'access_token': token, 'fields': 'scope'}
        token_info_uri = _update_query_params(self.token_info_uri,
                                              query_params)
        resp, content = http_request(token_info_uri)
        content = _from_bytes(content)
        if resp.status == 200:
            d = json.loads(content)
            self.scopes = set(util.string_to_scopes(d.get('scope', '')))
        else:
            error_msg = 'Invalid response %s.' % (resp.status,)
            try:
                d = json.loads(content)
                if 'error_description' in d:
                    error_msg = d['error_description']
            except (TypeError, ValueError):
                pass
            raise Error(error_msg)


class AccessTokenCredentials(OAuth2Credentials):
    """Credentials object for OAuth 2.0.

    Credentials can be applied to an httplib2.Http object using the
    authorize() method, which then signs each request from that object
    with the OAuth 2.0 access token. This set of credentials is for the
    use case where you have acquired an OAuth 2.0 access_token from
    another place such as a JavaScript client or another web
    application, and wish to use it from Python. Because only the
    access_token is present it can not be refreshed and will in time
    expire.

    AccessTokenCredentials objects may be safely pickled and unpickled.

    Usage::

        credentials = AccessTokenCredentials('<an access token>',
            'my-user-agent/1.0')
        http = httplib2.Http()
        http = credentials.authorize(http)

    Raises:
        AccessTokenCredentialsExpired: raised when the access_token expires or
                                       is revoked.
    """

    def __init__(self, access_token, user_agent, revoke_uri=None):
        """Create an instance of OAuth2Credentials

        This is one of the few types if Credentials that you should contrust,
        Credentials objects are usually instantiated by a Flow.

        Args:
            access_token: string, access token.
            user_agent: string, The HTTP User-Agent to provide for this
                        application.
            revoke_uri: string, URI for revoke endpoint. Defaults to None; a
                        token can't be revoked if this is None.
        """
        super(AccessTokenCredentials, self).__init__(
            access_token,
            None,
            None,
            None,
            None,
            None,
            user_agent,
            revoke_uri=revoke_uri)

    @classmethod
    def from_json(cls, s):
        data = json.loads(_from_bytes(s))
        retval = AccessTokenCredentials(
            data['access_token'],
            data['user_agent'])
        return retval

    def _refresh(self, http_request):
        raise AccessTokenCredentialsError(
            'The access_token is expired or invalid and can\'t be refreshed.')

    def _revoke(self, http_request):
        """Revokes the access_token and deletes the store if available.

        Args:
            http_request: callable, a callable that matches the method
                          signature of httplib2.Http.request, used to make the
                          revoke request.
        """
        self._do_revoke(http_request, self.access_token)


def _detect_gce_environment():
    """Determine if the current environment is Compute Engine.

    Returns:
        Boolean indicating whether or not the current environment is Google
        Compute Engine.
    """
    # NOTE: The explicit ``timeout`` is a workaround. The underlying
    #       issue is that resolving an unknown host on some networks will take
    #       20-30 seconds; making this timeout short fixes the issue, but
    #       could lead to false negatives in the event that we are on GCE, but
    #       the metadata resolution was particularly slow. The latter case is
    #       "unlikely".
    connection = six.moves.http_client.HTTPConnection(
        _GCE_METADATA_HOST, timeout=1)

    try:
        headers = {_METADATA_FLAVOR_HEADER: _DESIRED_METADATA_FLAVOR}
        connection.request('GET', '/', headers=headers)
        response = connection.getresponse()
        if response.status == 200:
            return (response.getheader(_METADATA_FLAVOR_HEADER) ==
                    _DESIRED_METADATA_FLAVOR)
    except socket.error:  # socket.timeout or socket.error(64, 'Host is down')
        logger.info('Timeout attempting to reach GCE metadata service.')
        return False
    finally:
        connection.close()


def _in_gae_environment():
    """Detects if the code is running in the App Engine environment.

    Returns:
        True if running in the GAE environment, False otherwise.
    """
    if SETTINGS.env_name is not None:
        return SETTINGS.env_name in ('GAE_PRODUCTION', 'GAE_LOCAL')

    try:
        import google.appengine  # noqa: unused import
    except ImportError:
        pass
    else:
        server_software = os.environ.get(_SERVER_SOFTWARE, '')
        if server_software.startswith('Google App Engine/'):
            SETTINGS.env_name = 'GAE_PRODUCTION'
            return True
        elif server_software.startswith('Development/'):
            SETTINGS.env_name = 'GAE_LOCAL'
            return True

    return False


def _in_gce_environment():
    """Detect if the code is running in the Compute Engine environment.

    Returns:
        True if running in the GCE environment, False otherwise.
    """
    if SETTINGS.env_name is not None:
        return SETTINGS.env_name == 'GCE_PRODUCTION'

    if NO_GCE_CHECK != 'True' and _detect_gce_environment():
        SETTINGS.env_name = 'GCE_PRODUCTION'
        return True
    return False


class GoogleCredentials(OAuth2Credentials):
    """Application Default Credentials for use in calling Google APIs.

    The Application Default Credentials are being constructed as a function of
    the environment where the code is being run.
    More details can be found on this page:
    https://developers.google.com/accounts/docs/application-default-credentials

    Here is an example of how to use the Application Default Credentials for a
    service that requires authentication::

        from googleapiclient.discovery import build
        from oauth2client.client import GoogleCredentials

        credentials = GoogleCredentials.get_application_default()
        service = build('compute', 'v1', credentials=credentials)

        PROJECT = 'bamboo-machine-422'
        ZONE = 'us-central1-a'
        request = service.instances().list(project=PROJECT, zone=ZONE)
        response = request.execute()

        print(response)
    """

    def __init__(self, access_token, client_id, client_secret, refresh_token,
                 token_expiry, token_uri, user_agent,
                 revoke_uri=GOOGLE_REVOKE_URI):
        """Create an instance of GoogleCredentials.

        This constructor is not usually called by the user, instead
        GoogleCredentials objects are instantiated by
        GoogleCredentials.from_stream() or
        GoogleCredentials.get_application_default().

        Args:
            access_token: string, access token.
            client_id: string, client identifier.
            client_secret: string, client secret.
            refresh_token: string, refresh token.
            token_expiry: datetime, when the access_token expires.
            token_uri: string, URI of token endpoint.
            user_agent: string, The HTTP User-Agent to provide for this
                        application.
            revoke_uri: string, URI for revoke endpoint. Defaults to
                        GOOGLE_REVOKE_URI; a token can't be revoked if this
                        is None.
        """
        super(GoogleCredentials, self).__init__(
            access_token, client_id, client_secret, refresh_token,
            token_expiry, token_uri, user_agent, revoke_uri=revoke_uri)

    def create_scoped_required(self):
        """Whether this Credentials object is scopeless.

        create_scoped(scopes) method needs to be called in order to create
        a Credentials object for API calls.
        """
        return False

    def create_scoped(self, scopes):
        """Create a Credentials object for the given scopes.

        The Credentials type is preserved.
        """
        return self

    @property
    def serialization_data(self):
        """Get the fields and values identifying the current credentials."""
        return {
            'type': 'authorized_user',
            'client_id': self.client_id,
            'client_secret': self.client_secret,
            'refresh_token': self.refresh_token
        }

    @staticmethod
    def _implicit_credentials_from_gae():
        """Attempts to get implicit credentials in Google App Engine env.

        If the current environment is not detected as App Engine, returns None,
        indicating no Google App Engine credentials can be detected from the
        current environment.

        Returns:
            None, if not in GAE, else an appengine.AppAssertionCredentials
            object.
        """
        if not _in_gae_environment():
            return None

        return _get_application_default_credential_GAE()

    @staticmethod
    def _implicit_credentials_from_gce():
        """Attempts to get implicit credentials in Google Compute Engine env.

        If the current environment is not detected as Compute Engine, returns
        None, indicating no Google Compute Engine credentials can be detected
        from the current environment.

        Returns:
            None, if not in GCE, else a gce.AppAssertionCredentials object.
        """
        if not _in_gce_environment():
            return None

        return _get_application_default_credential_GCE()

    @staticmethod
    def _implicit_credentials_from_files():
        """Attempts to get implicit credentials from local credential files.

        First checks if the environment variable GOOGLE_APPLICATION_CREDENTIALS
        is set with a filename and then falls back to a configuration file (the
        "well known" file) associated with the 'gcloud' command line tool.

        Returns:
            Credentials object associated with the
            GOOGLE_APPLICATION_CREDENTIALS file or the "well known" file if
            either exist. If neither file is define, returns None, indicating
            no credentials from a file can detected from the current
            environment.
        """
        credentials_filename = _get_environment_variable_file()
        if not credentials_filename:
            credentials_filename = _get_well_known_file()
            if os.path.isfile(credentials_filename):
                extra_help = (' (produced automatically when running'
                              ' "gcloud auth login" command)')
            else:
                credentials_filename = None
        else:
            extra_help = (' (pointed to by ' + GOOGLE_APPLICATION_CREDENTIALS +
                          ' environment variable)')

        if not credentials_filename:
            return

        # If we can read the credentials from a file, we don't need to know
        # what environment we are in.
        SETTINGS.env_name = DEFAULT_ENV_NAME

        try:
            return _get_application_default_credential_from_file(
                credentials_filename)
        except (ApplicationDefaultCredentialsError, ValueError) as error:
            _raise_exception_for_reading_json(credentials_filename,
                                              extra_help, error)

    @classmethod
    def _get_implicit_credentials(cls):
        """Gets credentials implicitly from the environment.

        Checks environment in order of precedence:
        - Google App Engine (production and testing)
        - Environment variable GOOGLE_APPLICATION_CREDENTIALS pointing to
          a file with stored credentials information.
        - Stored "well known" file associated with `gcloud` command line tool.
        - Google Compute Engine production environment.

        Raises:
            ApplicationDefaultCredentialsError: raised when the credentials
                                                fail to be retrieved.
        """
        # Environ checks (in order).
        environ_checkers = [
            cls._implicit_credentials_from_gae,
            cls._implicit_credentials_from_files,
            cls._implicit_credentials_from_gce,
        ]

        for checker in environ_checkers:
            credentials = checker()
            if credentials is not None:
                return credentials

        # If no credentials, fail.
        raise ApplicationDefaultCredentialsError(ADC_HELP_MSG)

    @staticmethod
    def get_application_default():
        """Get the Application Default Credentials for the current environment.

        Raises:
            ApplicationDefaultCredentialsError: raised when the credentials
                                                fail to be retrieved.
        """
        return GoogleCredentials._get_implicit_credentials()

    @staticmethod
    def from_stream(credential_filename):
        """Create a Credentials object by reading information from a file.

        It returns an object of type GoogleCredentials.

        Args:
            credential_filename: the path to the file from where the
                                 credentials are to be read

        Raises:
            ApplicationDefaultCredentialsError: raised when the credentials
                                                fail to be retrieved.
        """
        if credential_filename and os.path.isfile(credential_filename):
            try:
                return _get_application_default_credential_from_file(
                    credential_filename)
            except (ApplicationDefaultCredentialsError, ValueError) as error:
                extra_help = (' (provided as parameter to the '
                              'from_stream() method)')
                _raise_exception_for_reading_json(credential_filename,
                                                  extra_help,
                                                  error)
        else:
            raise ApplicationDefaultCredentialsError(
                'The parameter passed to the from_stream() '
                'method should point to a file.')


def _save_private_file(filename, json_contents):
    """Saves a file with read-write permissions on for the owner.

    Args:
        filename: String. Absolute path to file.
        json_contents: JSON serializable object to be saved.
    """
    temp_filename = tempfile.mktemp()
    file_desc = os.open(temp_filename, os.O_WRONLY | os.O_CREAT, 0o600)
    with os.fdopen(file_desc, 'w') as file_handle:
        json.dump(json_contents, file_handle, sort_keys=True,
                  indent=2, separators=(',', ': '))
    shutil.move(temp_filename, filename)


def save_to_well_known_file(credentials, well_known_file=None):
    """Save the provided GoogleCredentials to the well known file.

    Args:
        credentials: the credentials to be saved to the well known file;
                     it should be an instance of GoogleCredentials
        well_known_file: the name of the file where the credentials are to be
                         saved; this parameter is supposed to be used for
                         testing only
    """
    # TODO(orestica): move this method to tools.py
    # once the argparse import gets fixed (it is not present in Python 2.6)

    if well_known_file is None:
        well_known_file = _get_well_known_file()

    config_dir = os.path.dirname(well_known_file)
    if not os.path.isdir(config_dir):
        raise OSError('Config directory does not exist: %s' % config_dir)

    credentials_data = credentials.serialization_data
    _save_private_file(well_known_file, credentials_data)


def _get_environment_variable_file():
    application_default_credential_filename = (
      os.environ.get(GOOGLE_APPLICATION_CREDENTIALS,
                     None))

    if application_default_credential_filename:
        if os.path.isfile(application_default_credential_filename):
            return application_default_credential_filename
        else:
            raise ApplicationDefaultCredentialsError(
                'File ' + application_default_credential_filename +
                ' (pointed by ' +
                GOOGLE_APPLICATION_CREDENTIALS +
                ' environment variable) does not exist!')


def _get_well_known_file():
    """Get the well known file produced by command 'gcloud auth login'."""
    # TODO(orestica): Revisit this method once gcloud provides a better way
    # of pinpointing the exact location of the file.

    WELL_KNOWN_CREDENTIALS_FILE = 'application_default_credentials.json'

    default_config_dir = os.getenv(_CLOUDSDK_CONFIG_ENV_VAR)
    if default_config_dir is None:
        if os.name == 'nt':
            try:
                default_config_dir = os.path.join(os.environ['APPDATA'],
                                                  _CLOUDSDK_CONFIG_DIRECTORY)
            except KeyError:
                # This should never happen unless someone is really
                # messing with things.
                drive = os.environ.get('SystemDrive', 'C:')
                default_config_dir = os.path.join(drive, '\\',
                                                  _CLOUDSDK_CONFIG_DIRECTORY)
        else:
            default_config_dir = os.path.join(os.path.expanduser('~'),
                                              '.config',
                                              _CLOUDSDK_CONFIG_DIRECTORY)

    return os.path.join(default_config_dir, WELL_KNOWN_CREDENTIALS_FILE)


def _get_application_default_credential_from_file(filename):
    """Build the Application Default Credentials from file."""

    from oauth2client import service_account

    # read the credentials from the file
    with open(filename) as file_obj:
        client_credentials = json.load(file_obj)

    credentials_type = client_credentials.get('type')
    if credentials_type == AUTHORIZED_USER:
        required_fields = set(['client_id', 'client_secret', 'refresh_token'])
    elif credentials_type == SERVICE_ACCOUNT:
        required_fields = set(['client_id', 'client_email', 'private_key_id',
                               'private_key'])
    else:
        raise ApplicationDefaultCredentialsError(
            "'type' field should be defined (and have one of the '" +
            AUTHORIZED_USER + "' or '" + SERVICE_ACCOUNT + "' values)")

    missing_fields = required_fields.difference(client_credentials.keys())

    if missing_fields:
        _raise_exception_for_missing_fields(missing_fields)

    if client_credentials['type'] == AUTHORIZED_USER:
        return GoogleCredentials(
            access_token=None,
            client_id=client_credentials['client_id'],
            client_secret=client_credentials['client_secret'],
            refresh_token=client_credentials['refresh_token'],
            token_expiry=None,
            token_uri=GOOGLE_TOKEN_URI,
            user_agent='Python client library')
    else:  # client_credentials['type'] == SERVICE_ACCOUNT
        return service_account._ServiceAccountCredentials(
            service_account_id=client_credentials['client_id'],
            service_account_email=client_credentials['client_email'],
            private_key_id=client_credentials['private_key_id'],
            private_key_pkcs8_text=client_credentials['private_key'],
            scopes=[])


def _raise_exception_for_missing_fields(missing_fields):
    raise ApplicationDefaultCredentialsError(
        'The following field(s) must be defined: ' + ', '.join(missing_fields))


def _raise_exception_for_reading_json(credential_file,
                                      extra_help,
                                      error):
    raise ApplicationDefaultCredentialsError(
      'An error was encountered while reading json file: ' +
      credential_file + extra_help + ': ' + str(error))


def _get_application_default_credential_GAE():
    from oauth2client.appengine import AppAssertionCredentials

    return AppAssertionCredentials([])


def _get_application_default_credential_GCE():
    from oauth2client.gce import AppAssertionCredentials

    return AppAssertionCredentials([])


class AssertionCredentials(GoogleCredentials):
    """Abstract Credentials object used for OAuth 2.0 assertion grants.

    This credential does not require a flow to instantiate because it
    represents a two legged flow, and therefore has all of the required
    information to generate and refresh its own access tokens. It must
    be subclassed to generate the appropriate assertion string.

    AssertionCredentials objects may be safely pickled and unpickled.
    """

    @util.positional(2)
    def __init__(self, assertion_type, user_agent=None,
                 token_uri=GOOGLE_TOKEN_URI,
                 revoke_uri=GOOGLE_REVOKE_URI,
                 **unused_kwargs):
        """Constructor for AssertionFlowCredentials.

        Args:
            assertion_type: string, assertion type that will be declared to the
                            auth server
            user_agent: string, The HTTP User-Agent to provide for this
                        application.
            token_uri: string, URI for token endpoint. For convenience defaults
                       to Google's endpoints but any OAuth 2.0 provider can be
                       used.
            revoke_uri: string, URI for revoke endpoint.
        """
        super(AssertionCredentials, self).__init__(
            None,
            None,
            None,
            None,
            None,
            token_uri,
            user_agent,
            revoke_uri=revoke_uri)
        self.assertion_type = assertion_type

    def _generate_refresh_request_body(self):
        assertion = self._generate_assertion()

        body = urllib.parse.urlencode({
            'assertion': assertion,
            'grant_type': 'urn:ietf:params:oauth:grant-type:jwt-bearer',
        })

        return body

    def _generate_assertion(self):
        """Generate assertion string to be used in the access token request."""
        _abstract()

    def _revoke(self, http_request):
        """Revokes the access_token and deletes the store if available.

        Args:
            http_request: callable, a callable that matches the method
                          signature of httplib2.Http.request, used to make the
                          revoke request.
        """
        self._do_revoke(http_request, self.access_token)


def _RequireCryptoOrDie():
    """Ensure we have a crypto library, or throw CryptoUnavailableError.

    The oauth2client.crypt module requires either PyCrypto or PyOpenSSL
    to be available in order to function, but these are optional
    dependencies.
    """
    if not HAS_CRYPTO:
        raise CryptoUnavailableError('No crypto library available')


class SignedJwtAssertionCredentials(AssertionCredentials):
    """Credentials object used for OAuth 2.0 Signed JWT assertion grants.

    This credential does not require a flow to instantiate because it
    represents a two legged flow, and therefore has all of the required
    information to generate and refresh its own access tokens.

    SignedJwtAssertionCredentials requires either PyOpenSSL, or PyCrypto
    2.6 or later. For App Engine you may also consider using
    AppAssertionCredentials.
    """

    MAX_TOKEN_LIFETIME_SECS = 3600  # 1 hour in seconds

    @util.positional(4)
    def __init__(self,
                 service_account_name,
                 private_key,
                 scope,
                 private_key_password='notasecret',
                 user_agent=None,
                 token_uri=GOOGLE_TOKEN_URI,
                 revoke_uri=GOOGLE_REVOKE_URI,
                 **kwargs):
        """Constructor for SignedJwtAssertionCredentials.

        Args:
            service_account_name: string, id for account, usually an email
                                  address.
            private_key: string or bytes, private key in PKCS12 or PEM format.
            scope: string or iterable of strings, scope(s) of the credentials
                   being requested.
            private_key_password: string, password for private_key, unused if
                                  private_key is in PEM format.
            user_agent: string, HTTP User-Agent to provide for this
                        application.
            token_uri: string, URI for token endpoint. For convenience defaults
                       to Google's endpoints but any OAuth 2.0 provider can be
                       used.
            revoke_uri: string, URI for revoke endpoint.
            kwargs: kwargs, Additional parameters to add to the JWT token, for
                    example sub=joe@xample.org.

        Raises:
            CryptoUnavailableError if no crypto library is available.
        """
        _RequireCryptoOrDie()
        super(SignedJwtAssertionCredentials, self).__init__(
            None,
            user_agent=user_agent,
            token_uri=token_uri,
            revoke_uri=revoke_uri,
        )

        self.scope = util.scopes_to_string(scope)

        # Keep base64 encoded so it can be stored in JSON.
        self.private_key = base64.b64encode(_to_bytes(private_key))
        self.private_key_password = private_key_password
        self.service_account_name = service_account_name
        self.kwargs = kwargs

    @classmethod
    def from_json(cls, s):
        data = json.loads(_from_bytes(s))
        retval = SignedJwtAssertionCredentials(
            data['service_account_name'],
            base64.b64decode(data['private_key']),
            data['scope'],
            private_key_password=data['private_key_password'],
            user_agent=data['user_agent'],
            token_uri=data['token_uri'],
            **data['kwargs']
        )
        retval.invalid = data['invalid']
        retval.access_token = data['access_token']
        return retval

    def _generate_assertion(self):
        """Generate the assertion that will be used in the request."""
        now = int(time.time())
        payload = {
            'aud': self.token_uri,
            'scope': self.scope,
            'iat': now,
            'exp': now + SignedJwtAssertionCredentials.MAX_TOKEN_LIFETIME_SECS,
            'iss': self.service_account_name
        }
        payload.update(self.kwargs)
        logger.debug(str(payload))

        private_key = base64.b64decode(self.private_key)
        return crypt.make_signed_jwt(crypt.Signer.from_string(
            private_key, self.private_key_password), payload)

# Only used in verify_id_token(), which is always calling to the same URI
# for the certs.
_cached_http = httplib2.Http(MemoryCache())


@util.positional(2)
def verify_id_token(id_token, audience, http=None,
                    cert_uri=ID_TOKEN_VERIFICATION_CERTS):
    """Verifies a signed JWT id_token.

    This function requires PyOpenSSL and because of that it does not work on
    App Engine.

    Args:
        id_token: string, A Signed JWT.
        audience: string, The audience 'aud' that the token should be for.
        http: httplib2.Http, instance to use to make the HTTP request. Callers
              should supply an instance that has caching enabled.
        cert_uri: string, URI of the certificates in JSON format to
                  verify the JWT against.

    Returns:
        The deserialized JSON in the JWT.

    Raises:
        oauth2client.crypt.AppIdentityError: if the JWT fails to verify.
        CryptoUnavailableError: if no crypto library is available.
    """
    _RequireCryptoOrDie()
    if http is None:
        http = _cached_http

    resp, content = http.request(cert_uri)
    if resp.status == 200:
        certs = json.loads(_from_bytes(content))
        return crypt.verify_signed_jwt_with_certs(id_token, certs, audience)
    else:
        raise VerifyJwtTokenError('Status code: %d' % resp.status)


def _extract_id_token(id_token):
    """Extract the JSON payload from a JWT.

    Does the extraction w/o checking the signature.

    Args:
        id_token: string or bytestring, OAuth 2.0 id_token.

    Returns:
        object, The deserialized JSON payload.
    """
    if type(id_token) == bytes:
        segments = id_token.split(b'.')
    else:
        segments = id_token.split(u'.')

    if len(segments) != 3:
        raise VerifyJwtTokenError(
            'Wrong number of segments in token: %s' % id_token)

    return json.loads(_from_bytes(_urlsafe_b64decode(segments[1])))


def _parse_exchange_token_response(content):
    """Parses response of an exchange token request.

    Most providers return JSON but some (e.g. Facebook) return a
    url-encoded string.

    Args:
        content: The body of a response

    Returns:
        Content as a dictionary object. Note that the dict could be empty,
        i.e. {}. That basically indicates a failure.
    """
    resp = {}
    content = _from_bytes(content)
    try:
        resp = json.loads(content)
    except Exception:
        # different JSON libs raise different exceptions,
        # so we just do a catch-all here
        resp = dict(urllib.parse.parse_qsl(content))

    # some providers respond with 'expires', others with 'expires_in'
    if resp and 'expires' in resp:
        resp['expires_in'] = resp.pop('expires')

    return resp


@util.positional(4)
def credentials_from_code(client_id, client_secret, scope, code,
                          redirect_uri='postmessage', http=None,
                          user_agent=None, token_uri=GOOGLE_TOKEN_URI,
                          auth_uri=GOOGLE_AUTH_URI,
                          revoke_uri=GOOGLE_REVOKE_URI,
                          device_uri=GOOGLE_DEVICE_URI,
                          token_info_uri=GOOGLE_TOKEN_INFO_URI):
    """Exchanges an authorization code for an OAuth2Credentials object.

    Args:
        client_id: string, client identifier.
        client_secret: string, client secret.
        scope: string or iterable of strings, scope(s) to request.
        code: string, An authorization code, most likely passed down from
              the client
        redirect_uri: string, this is generally set to 'postmessage' to match
                      the redirect_uri that the client specified
        http: httplib2.Http, optional http instance to use to do the fetch
        token_uri: string, URI for token endpoint. For convenience defaults
                   to Google's endpoints but any OAuth 2.0 provider can be
                   used.
        auth_uri: string, URI for authorization endpoint. For convenience
                  defaults to Google's endpoints but any OAuth 2.0 provider
                  can be used.
        revoke_uri: string, URI for revoke endpoint. For convenience
                    defaults to Google's endpoints but any OAuth 2.0 provider
                    can be used.
        device_uri: string, URI for device authorization endpoint. For
                    convenience defaults to Google's endpoints but any OAuth
                    2.0 provider can be used.

    Returns:
        An OAuth2Credentials object.

    Raises:
        FlowExchangeError if the authorization code cannot be exchanged for an
        access token
    """
    flow = OAuth2WebServerFlow(client_id, client_secret, scope,
                               redirect_uri=redirect_uri,
                               user_agent=user_agent, auth_uri=auth_uri,
                               token_uri=token_uri, revoke_uri=revoke_uri,
                               device_uri=device_uri,
                               token_info_uri=token_info_uri)

    credentials = flow.step2_exchange(code, http=http)
    return credentials


@util.positional(3)
def credentials_from_clientsecrets_and_code(filename, scope, code,
                                            message=None,
                                            redirect_uri='postmessage',
                                            http=None,
                                            cache=None,
                                            device_uri=None):
    """Returns OAuth2Credentials from a clientsecrets file and an auth code.

    Will create the right kind of Flow based on the contents of the
    clientsecrets file or will raise InvalidClientSecretsError for unknown
    types of Flows.

    Args:
        filename: string, File name of clientsecrets.
        scope: string or iterable of strings, scope(s) to request.
        code: string, An authorization code, most likely passed down from
              the client
        message: string, A friendly string to display to the user if the
                 clientsecrets file is missing or invalid. If message is
                 provided then sys.exit will be called in the case of an error.
                 If message in not provided then
                 clientsecrets.InvalidClientSecretsError will be raised.
        redirect_uri: string, this is generally set to 'postmessage' to match
                      the redirect_uri that the client specified
        http: httplib2.Http, optional http instance to use to do the fetch
        cache: An optional cache service client that implements get() and set()
               methods. See clientsecrets.loadfile() for details.
        device_uri: string, OAuth 2.0 device authorization endpoint

    Returns:
        An OAuth2Credentials object.

    Raises:
        FlowExchangeError: if the authorization code cannot be exchanged for an
                           access token
        UnknownClientSecretsFlowError: if the file describes an unknown kind
                                       of Flow.
        clientsecrets.InvalidClientSecretsError: if the clientsecrets file is
                                                 invalid.
    """
    flow = flow_from_clientsecrets(filename, scope, message=message,
                                   cache=cache, redirect_uri=redirect_uri,
                                   device_uri=device_uri)
    credentials = flow.step2_exchange(code, http=http)
    return credentials


class DeviceFlowInfo(collections.namedtuple('DeviceFlowInfo', (
        'device_code', 'user_code', 'interval', 'verification_url',
        'user_code_expiry'))):
    """Intermediate information the OAuth2 for devices flow."""

    @classmethod
    def FromResponse(cls, response):
        """Create a DeviceFlowInfo from a server response.

        The response should be a dict containing entries as described here:

        http://tools.ietf.org/html/draft-ietf-oauth-v2-05#section-3.7.1
        """
        # device_code, user_code, and verification_url are required.
        kwargs = {
            'device_code': response['device_code'],
            'user_code': response['user_code'],
        }
        # The response may list the verification address as either
        # verification_url or verification_uri, so we check for both.
        verification_url = response.get(
            'verification_url', response.get('verification_uri'))
        if verification_url is None:
            raise OAuth2DeviceCodeError(
                'No verification_url provided in server response')
        kwargs['verification_url'] = verification_url
        # expires_in and interval are optional.
        kwargs.update({
            'interval': response.get('interval'),
            'user_code_expiry': None,
        })
        if 'expires_in' in response:
            kwargs['user_code_expiry'] = (
                datetime.datetime.now() +
                datetime.timedelta(seconds=int(response['expires_in'])))
        return cls(**kwargs)


class OAuth2WebServerFlow(Flow):
    """Does the Web Server Flow for OAuth 2.0.

    OAuth2WebServerFlow objects may be safely pickled and unpickled.
    """

    @util.positional(4)
    def __init__(self, client_id,
                 client_secret=None,
                 scope=None,
                 redirect_uri=None,
                 user_agent=None,
                 auth_uri=GOOGLE_AUTH_URI,
                 token_uri=GOOGLE_TOKEN_URI,
                 revoke_uri=GOOGLE_REVOKE_URI,
                 login_hint=None,
                 device_uri=GOOGLE_DEVICE_URI,
                 token_info_uri=GOOGLE_TOKEN_INFO_URI,
                 authorization_header=None,
                 **kwargs):
        """Constructor for OAuth2WebServerFlow.

        The kwargs argument is used to set extra query parameters on the
        auth_uri. For example, the access_type and approval_prompt
        query parameters can be set via kwargs.

        Args:
            client_id: string, client identifier.
            client_secret: string client secret.
            scope: string or iterable of strings, scope(s) of the credentials
                   being requested.
            redirect_uri: string, Either the string 'urn:ietf:wg:oauth:2.0:oob'
                          for a non-web-based application, or a URI that
                          handles the callback from the authorization server.
            user_agent: string, HTTP User-Agent to provide for this
                        application.
            auth_uri: string, URI for authorization endpoint. For convenience
                      defaults to Google's endpoints but any OAuth 2.0 provider
                      can be used.
            token_uri: string, URI for token endpoint. For convenience
                       defaults to Google's endpoints but any OAuth 2.0
                       provider can be used.
            revoke_uri: string, URI for revoke endpoint. For convenience
                        defaults to Google's endpoints but any OAuth 2.0
                        provider can be used.
            login_hint: string, Either an email address or domain. Passing this
                        hint will either pre-fill the email box on the sign-in
                        form or select the proper multi-login session, thereby
                        simplifying the login flow.
            device_uri: string, URI for device authorization endpoint. For
                        convenience defaults to Google's endpoints but any
                        OAuth 2.0 provider can be used.
            authorization_header: string, For use with OAuth 2.0 providers that
                                  require a client to authenticate using a
                                  header value instead of passing client_secret
                                  in the POST body.
            **kwargs: dict, The keyword arguments are all optional and required
                      parameters for the OAuth calls.
        """
        # scope is a required argument, but to preserve backwards-compatibility
        # we don't want to rearrange the positional arguments
        if scope is None:
            raise TypeError("The value of scope must not be None")
        self.client_id = client_id
        self.client_secret = client_secret
        self.scope = util.scopes_to_string(scope)
        self.redirect_uri = redirect_uri
        self.login_hint = login_hint
        self.user_agent = user_agent
        self.auth_uri = auth_uri
        self.token_uri = token_uri
        self.revoke_uri = revoke_uri
        self.device_uri = device_uri
        self.token_info_uri = token_info_uri
        self.authorization_header = authorization_header
        self.params = {
            'access_type': 'offline',
            'response_type': 'code',
        }
        self.params.update(kwargs)

    @util.positional(1)
    def step1_get_authorize_url(self, redirect_uri=None, state=None):
        """Returns a URI to redirect to the provider.

        Args:
            redirect_uri: string, Either the string 'urn:ietf:wg:oauth:2.0:oob'
                          for a non-web-based application, or a URI that
                          handles the callback from the authorization server.
                          This parameter is deprecated, please move to passing
                          the redirect_uri in via the constructor.
            state: string, Opaque state string which is passed through the
                   OAuth2 flow and returned to the client as a query parameter
                   in the callback.

        Returns:
            A URI as a string to redirect the user to begin the authorization
            flow.
        """
        if redirect_uri is not None:
            logger.warning((
                'The redirect_uri parameter for '
                'OAuth2WebServerFlow.step1_get_authorize_url is deprecated. '
                'Please move to passing the redirect_uri in via the '
                'constructor.'))
            self.redirect_uri = redirect_uri

        if self.redirect_uri is None:
            raise ValueError('The value of redirect_uri must not be None.')

        query_params = {
            'client_id': self.client_id,
            'redirect_uri': self.redirect_uri,
            'scope': self.scope,
        }
        if state is not None:
            query_params['state'] = state
        if self.login_hint is not None:
            query_params['login_hint'] = self.login_hint
        query_params.update(self.params)
        return _update_query_params(self.auth_uri, query_params)

    @util.positional(1)
    def step1_get_device_and_user_codes(self, http=None):
        """Returns a user code and the verification URL where to enter it

        Returns:
            A user code as a string for the user to authorize the application
            An URL as a string where the user has to enter the code
        """
        if self.device_uri is None:
            raise ValueError('The value of device_uri must not be None.')

        body = urllib.parse.urlencode({
            'client_id': self.client_id,
            'scope': self.scope,
        })
        headers = {
            'content-type': 'application/x-www-form-urlencoded',
        }

        if self.user_agent is not None:
            headers['user-agent'] = self.user_agent

        if http is None:
            http = httplib2.Http()

        resp, content = http.request(self.device_uri, method='POST', body=body,
                                     headers=headers)
        content = _from_bytes(content)
        if resp.status == 200:
            try:
                flow_info = json.loads(content)
            except ValueError as e:
                raise OAuth2DeviceCodeError(
                    'Could not parse server response as JSON: "%s", '
                    'error: "%s"' % (content, e))
            return DeviceFlowInfo.FromResponse(flow_info)
        else:
            error_msg = 'Invalid response %s.' % resp.status
            try:
                d = json.loads(content)
                if 'error' in d:
                    error_msg += ' Error: %s' % d['error']
            except ValueError:
                # Couldn't decode a JSON response, stick with the
                # default message.
                pass
            raise OAuth2DeviceCodeError(error_msg)

    @util.positional(2)
    def step2_exchange(self, code=None, http=None, device_flow_info=None):
        """Exchanges a code for OAuth2Credentials.

        Args:
            code: string, a dict-like object, or None. For a non-device
                  flow, this is either the response code as a string, or a
                  dictionary of query parameters to the redirect_uri. For a
                  device flow, this should be None.
            http: httplib2.Http, optional http instance to use when fetching
                  credentials.
            device_flow_info: DeviceFlowInfo, return value from step1 in the
                              case of a device flow.

        Returns:
            An OAuth2Credentials object that can be used to authorize requests.

        Raises:
            FlowExchangeError: if a problem occurred exchanging the code for a
                               refresh_token.
            ValueError: if code and device_flow_info are both provided or both
                        missing.
        """
        if code is None and device_flow_info is None:
            raise ValueError('No code or device_flow_info provided.')
        if code is not None and device_flow_info is not None:
            raise ValueError('Cannot provide both code and device_flow_info.')

        if code is None:
            code = device_flow_info.device_code
        elif not isinstance(code, six.string_types):
            if 'code' not in code:
                raise FlowExchangeError(code.get(
                    'error', 'No code was supplied in the query parameters.'))
            code = code['code']

        post_data = {
            'client_id': self.client_id,
            'code': code,
            'scope': self.scope,
        }
        if self.client_secret is not None:
            post_data['client_secret'] = self.client_secret
        if device_flow_info is not None:
            post_data['grant_type'] = 'http://oauth.net/grant_type/device/1.0'
        else:
            post_data['grant_type'] = 'authorization_code'
            post_data['redirect_uri'] = self.redirect_uri
        body = urllib.parse.urlencode(post_data)
        headers = {
            'content-type': 'application/x-www-form-urlencoded',
        }
        if self.authorization_header is not None:
            headers['Authorization'] = self.authorization_header
        if self.user_agent is not None:
            headers['user-agent'] = self.user_agent

        if http is None:
            http = httplib2.Http()

        resp, content = http.request(self.token_uri, method='POST', body=body,
                                     headers=headers)
        d = _parse_exchange_token_response(content)
        if resp.status == 200 and 'access_token' in d:
            access_token = d['access_token']
            refresh_token = d.get('refresh_token', None)
            if not refresh_token:
                logger.info(
                    'Received token response with no refresh_token. Consider '
                    "reauthenticating with approval_prompt='force'.")
            token_expiry = None
            if 'expires_in' in d:
                token_expiry = (
                    datetime.datetime.utcnow() +
                    datetime.timedelta(seconds=int(d['expires_in'])))

            extracted_id_token = None
            if 'id_token' in d:
                extracted_id_token = _extract_id_token(d['id_token'])

            logger.info('Successfully retrieved access token')
            return OAuth2Credentials(
                access_token, self.client_id, self.client_secret,
                refresh_token, token_expiry, self.token_uri, self.user_agent,
                revoke_uri=self.revoke_uri, id_token=extracted_id_token,
                token_response=d, scopes=self.scope,
                token_info_uri=self.token_info_uri)
        else:
            logger.info('Failed to retrieve access token: %s', content)
            if 'error' in d:
                # you never know what those providers got to say
                error_msg = (str(d['error']) +
                             str(d.get('error_description', '')))
            else:
                error_msg = 'Invalid response: %s.' % str(resp.status)
            raise FlowExchangeError(error_msg)


@util.positional(2)
def flow_from_clientsecrets(filename, scope, redirect_uri=None,
                            message=None, cache=None, login_hint=None,
                            device_uri=None):
    """Create a Flow from a clientsecrets file.

    Will create the right kind of Flow based on the contents of the
    clientsecrets file or will raise InvalidClientSecretsError for unknown
    types of Flows.

    Args:
        filename: string, File name of client secrets.
        scope: string or iterable of strings, scope(s) to request.
        redirect_uri: string, Either the string 'urn:ietf:wg:oauth:2.0:oob' for
                      a non-web-based application, or a URI that handles the
                      callback from the authorization server.
        message: string, A friendly string to display to the user if the
                 clientsecrets file is missing or invalid. If message is
                 provided then sys.exit will be called in the case of an error.
                 If message in not provided then
                 clientsecrets.InvalidClientSecretsError will be raised.
        cache: An optional cache service client that implements get() and set()
               methods. See clientsecrets.loadfile() for details.
        login_hint: string, Either an email address or domain. Passing this
                    hint will either pre-fill the email box on the sign-in form
                    or select the proper multi-login session, thereby
                    simplifying the login flow.
        device_uri: string, URI for device authorization endpoint. For
                    convenience defaults to Google's endpoints but any
                    OAuth 2.0 provider can be used.

    Returns:
        A Flow object.

    Raises:
        UnknownClientSecretsFlowError: if the file describes an unknown kind of
                                       Flow.
        clientsecrets.InvalidClientSecretsError: if the clientsecrets file is
                                                 invalid.
    """
    try:
        client_type, client_info = clientsecrets.loadfile(filename,
                                                          cache=cache)
        if client_type in (clientsecrets.TYPE_WEB,
                           clientsecrets.TYPE_INSTALLED):
            constructor_kwargs = {
                'redirect_uri': redirect_uri,
                'auth_uri': client_info['auth_uri'],
                'token_uri': client_info['token_uri'],
                'login_hint': login_hint,
            }
            revoke_uri = client_info.get('revoke_uri')
            if revoke_uri is not None:
                constructor_kwargs['revoke_uri'] = revoke_uri
            if device_uri is not None:
                constructor_kwargs['device_uri'] = device_uri
            return OAuth2WebServerFlow(
                client_info['client_id'], client_info['client_secret'],
                scope, **constructor_kwargs)

    except clientsecrets.InvalidClientSecretsError:
        if message:
            sys.exit(message)
        else:
            raise
    else:
        raise UnknownClientSecretsFlowError(
            'This OAuth 2.0 flow is unsupported: %r' % client_type)
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  Source code for gcs_client.base

# -*- coding: utf-8 -*-
# Copyright 2015 Red Hat, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
#     Unless required by applicable law or agreed to in writing, software
#     distributed under the License is distributed on an "AS IS" BASIS,
#     WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#     See the License for the specific language governing permissions and
#     limitations under the License.

from __future__ import absolute_import

import abc
import six

import requests

from gcs_client import common
from gcs_client import errors as gcs_errors


class GCS(object):
    _required_attributes = ['credentials']

    _URL = 'https://www.googleapis.com/storage/v1/b'
    _URL_UPLOAD = 'https://www.googleapis.com/upload/storage/v1/b'

    def __init__(self, credentials, retry_params=None):
        """Base GCS initialization.

        :param credentials: credentials to use for accessing GCS
        :type credentials: Credentials
        :param retry_params: retry configuration used for communications with
                             GCS.  If not specified RetryParams.getdefault()
                             will be used.
        :type retry_params: RetryParams
        :returns: None
        """
        self.credentials = credentials
        self._retry_params = retry_params or common.RetryParams.get_default()

    def _request(self, op='GET', headers=None, body=None, parse=False,
                 ok=(requests.codes.ok,), url=None, format_url=True, **params):
        """Request actions on a GCS resource.

        :param op: Operation to perform (GET, PUT, POST, HEAD, DELETE).
        :type op: six.string_types
        :param headers: Headers to send in the request.  Authentication will be
                        added.
        :type headers: dict
        :param body: Body to send in the request.
        :type body: Dictionary, bytes or file-like object.
        :param parse: If we want to check that response body is JSON.
        :type parse: bool
        :param ok: Response status codes to consider as OK.
        :type ok: Iterable of integer numbers
        :param url: Alternative url to use
        :type url: six.string_types
        :param format_url: If we want provided url to be formatted with params
        :type format_url: bool
        :param params: All params to send as URL params in the request.
        :returns: requests.Request
        :"""
        headers = {} if not headers else headers.copy()
        headers['Authorization'] = self._credentials.authorization

        if not url:
            url = self._URL

        if format_url:
            format_args = {
                x: requests.utils.quote(six.text_type(getattr(self, x)),
                                        safe='')
                for x in self._required_attributes}
            url = url.format(**format_args)

        r = requests.request(op, url, params=params, headers=headers,
                             json=body)

        if r.status_code not in ok:
            raise gcs_errors.create_http_exception(r.status_code, r.content)

        if parse:
            try:
                r.json()
            except Exception:
                raise gcs_errors.Error('GCS response is not JSON: %s' %
                                       r.content)

        return r

    @property
    def retry_params(self):
        """Get retry configuration used by this instance for accessing GCS."""
        return self._retry_params

    @retry_params.setter
    def retry_params(self, retry_params):
        """Set retry configuration used by this instance for accessing GCS.

        :param retry_params: Retry configuration used for communications with
                             GCS.  If None is passed retries will be disabled.
        :type retry_params: RetryParams or NoneType
        """
        assert isinstance(retry_params, (type(None), common.RetryParams))
        self._retry_params = retry_params

    @property
    def credentials(self):
        """Credentials used to connect to GCS server."""
        return self._credentials

    @credentials.setter
    def credentials(self, value):
        if value == getattr(self, '_credentials', not value):
            return
        self._credentials = value

    @common.is_complete
    @common.retry
    def exists(self):
        """Check if exists in GCS server."""
        try:
            self._request(op='HEAD')
        except (gcs_errors.NotFound, gcs_errors.BadRequest):
            return False
        return True


class Fillable(GCS):
    def __init__(self, credentials, retry_params=None):
        super(Fillable, self).__setattr__('_gcs_attrs', {})
        # We need to set a default value for _credentials, otherwise we would
        # end up calling __get_attr__ on GCS base class
        self._credentials = not credentials
        super(Fillable, self).__init__(credentials, retry_params)
        self._data_retrieved = False
        self._exists = None

    @classmethod
    def _obj_from_data(cls, data, credentials=None, retry_params=None):
        obj = cls(credentials=credentials, retry_params=retry_params)
        obj._fill_with_data(data)
        return obj

    def __getattribute__(self, name):
        gcs_attrs = super(Fillable, self).__getattribute__('_gcs_attrs')
        if name in gcs_attrs:
            return gcs_attrs[name]
        return super(Fillable, self).__getattribute__(name)

    def __getattr__(self, name):
        def attr_error():
            raise AttributeError("'%s' object has no attribute '%s'" %
                                 (self.__class__.__name__, name))

        if self._data_retrieved or self._exists is False:
            attr_error()

        try:
            data = self._get_data()
            self._exists = True
        except gcs_errors.NotFound:
            self._exists = False
            attr_error()

        self._fill_with_data(data)
        return getattr(self, name)

    def __setattr__(self, name, value, force_gcs=False):
        if force_gcs or name in self._gcs_attrs:
            self._gcs_attrs[name] = value
        else:
            super(Fillable, self).__setattr__(name, value)

    def _fill_with_data(self, data):
        self._data_retrieved = True
        for k, v in data.items():
            if isinstance(v, dict) and len(v) == 1:
                if six.PY3:
                    v = tuple(v.values())[0]
                else:
                    v = v.values()[0]
            self.__setattr__(k, v, True)

    def _get_data(self):
        raise NotImplementedError


class Listable(GCS):
    __metaclass__ = abc.ABCMeta

    @common.is_complete
    @common.retry
    def _list(self, _list_url=None, **kwargs):
        # Get url and child class
        if not _list_url:
            _list_url = self._list_url

        # Retrieve the list from GCS
        result = []
        while True:
            # Get the first page of items
            r = self._request(parse=True, url=_list_url, **kwargs).json()

            # Transform data from GCS into classes
            result.extend(gcs_factory(r['kind'], b, self.credentials,
                                      self.retry_params)
                          for b in r.get('items', []))

            if r.get('prefixes'):
                result.extend(gcs_factory('storage#prefix', self.name, prefix,
                                          kwargs.get('delimiter'),
                                          self.credentials,
                                          self.retry_params)
                              for prefix in r.get('prefixes', []))

            kwargs['pageToken'] = r.get('nextPageToken')
            if not kwargs['pageToken']:
                break

        return result

    list = _list

    _list_url = None


def all_subclasses(cls):
    """Get all subclasses for a class recursevely."""
    return cls.__subclasses__() + [subcls for s in cls.__subclasses__()
                                   for subcls in all_subclasses(s)]


gcs_classes = {}


def gcs_factory(kind, *args, **kwargs):
    """Return an instance for a class of kind type."""

    # Build kind to class mapping if it doesn't already exist
    if not gcs_classes:
        subclasses = all_subclasses(GCS)
        for subcls in subclasses:
            # We only map classes that have the kind attribute
            if hasattr(subcls, 'kind'):
                gcs_classes[getattr(subcls, 'kind')] = subcls

    cls = gcs_classes.get(kind)
    # Instantiate the class, if has _obj_from_data method we create the class
    # and then call it with all the arguments and if it doesn't we just
    # instantiate the class with the arguments.
    return getattr(cls, '_obj_from_data', cls)(*args, **kwargs)
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  Source code for gcs_client.gcs_object

# -*- coding: utf-8 -*-
# Copyright 2015 Red Hat, Inc.
#
# Licensed under the Apache License, Version 2.0 (the "License");
# you may not use this file except in compliance with the License.
# You may obtain a copy of the License at
#
#     http://www.apache.org/licenses/LICENSE-2.0
#
#     Unless required by applicable law or agreed to in writing, software
#     distributed under the License is distributed on an "AS IS" BASIS,
#     WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or implied.
#     See the License for the specific language governing permissions and
#     limitations under the License.

from __future__ import absolute_import

import collections
import json
import os
import six

import requests

from gcs_client import base
from gcs_client import common
from gcs_client import errors


__all__ = ('BLOCK_MULTIPLE', 'DEFAULT_BLOCK_SIZE', 'Object', 'GCSObjFile')


BLOCK_MULTIPLE = 256 * 1024
DEFAULT_BLOCK_SIZE = 4 * BLOCK_MULTIPLE


[docs]class Object(base.Fillable):
    """GCS Stored Object Object representation.

    :ivar bucket: The name of the bucket containing this object.
    :vartype bucket: string

    :ivar contentType: Content-Type of the object data.
    :vartype contentType: string

    :ivar crc32c: CRC32c checksum, as described in RFC 4960, Appendix B;
                  encoded using base64 in big-endian byte order.
    :vartype crc32c: string

    :ivar etag: HTTP 1.1 Entity tag for the object.
    :vartype etag: string

    :ivar generation: The content generation of this object. Used for object
                      versioning.
    :vartype generation: long

    :ivar id: The ID of the object.
    :vartype id: string

    :ivar kind: The kind of item this is. For objects, this is always
                storage#object.
    :vartype kind: string

    :ivar md5Hash: MD5 hash of the data; encoded using base64.
    :vartype md5Hash: string

    :ivar mediaLink: Media download link.
    :vartype mediaLink: string

    :ivar metadata: User-provided metadata, in key/value pairs.
    :vartype metadata: dict

    :ivar metageneration: The version of the metadata for this object at this
                          generation.  Used for preconditions and for
                          detecting changes in metadata.  A metageneration
                          number is only meaningful in the context of a
                          particular generation of a particular object.
    :vartype metageneration: long

    :ivar name: The name of this object.
    :vartype name: string

    :ivar owner: The owner of the object.  This will always be the uploader of
                 the object.  Contains entity and entityId keys.
    :vartype owner: dict

    :ivar selfLink: The link to this object.
    :vartype selfLink: string

    :ivar size: Content-Length of the data in bytes.
    :vartype size: unsigned long

    :ivar storageClass: Storage class of the object.
    :vartype storageClass: string

    :ivar timeCreated: The creation time of the object in RFC 3339 format.
    :vartype timeCreated: string

    :ivar timeDeleted: The deletion time of the object in RFC 3339 format. Will
                       be None if this version of the object has not been
                       deleted.
    :vartype timeDeleted: string

    :ivar updated: The modification time of the object metadata in RFC 3339
                   format.
    :vartype updated: string
    """

    kind = 'storage#objects'
    timeDeleted = None
    metadata = {}
    _required_attributes = base.GCS._required_attributes + ['bucket', 'name']
    _URL = base.Fillable._URL + '/{bucket}/o/{name}'

    def __init__(self, bucket=None, name=None, generation=None,
                 credentials=None, retry_params=None, chunksize=None):
        """Initialize an Object object.

        :param bucket: Name of the bucket to use.
        :type bucket: String
        :param name: Name of the object.
        :type name: String
        :param generation: If present, selects a specific revision of this
                           object (as opposed to the latest version, the
                           default).
        :type generation: long
        :param credentials: A credentials object to authorize the connection.
        :type credentials: Credentials
        :param retry_params: Retry configuration used for communications with
                             GCS.  If None is passed default retries will be
                             used.
        :type retry_params: RetryParams or NoneType
        :param chunksize: Size in bytes of the payload to send/receive to/from
                          GCS.  Default is gcs_client.DEFAULT_BLOCK_SIZE
        :type chunksize: int
        """
        super(Object, self).__init__(credentials, retry_params)
        self.name = name
        self.bucket = bucket
        self.generation = generation
        self._chunksize = chunksize

    @common.retry
    def _get_data(self):
        r = self._request(parse=True, generation=self.generation)
        return r.json()

    @common.is_complete
    @common.retry
[docs]    def delete(self, generation=None, if_generation_match=None,
               if_generation_not_match=None, if_metageneration_match=None,
               if_metageneration_not_match=None):
        """Deletes an object and its metadata.

        Deletions are permanent if versioning is not enabled for the bucket, or
        if the generation parameter is used.

        The authenticated user in the credentials must have WRITER permissions
        on the bucket.

        :param generation: If present, permanently deletes a specific revision
                           of this object (as opposed to the latest version,
                           the default).
        :type generation: long
        :param if_generation_match: Makes the operation conditional on whether
                                    the object's current generation matches the
                                    given value.
        :type if_generation_match: long
        :param if_generation_not_match: Makes the operation conditional on
                                        whether the object's current generation
                                        does not match the given value.
        :type if_generation_not_match: long
        :param if_metageneration_match: Makes the operation conditional on
                                        whether the object's current
                                        metageneration matches the given value.
        :type if_metageneration_match: long
        :param if_metageneration_not_match: Makes the operation conditional on
                                            whether the object's current
                                            metageneration does not match the
                                            given value.
        :type if_metageneration_not_match: long
        :returns: None
        """
        self._request(op='DELETE', ok=(requests.codes.no_content,),
                      generation=generation or self.generation,
                      ifGenerationMatch=if_generation_match,
                      ifGenerationNotMatch=if_generation_not_match,
                      ifMetagenerationMatch=if_metageneration_match,
                      ifMetagenerationNotMatch=if_metageneration_not_match)


    @common.is_complete
[docs]    def open(self, mode='r', chunksize=None):
        """Open this object.

        :param mode: Mode to open the file with, 'r' for read and 'w' for
                     writing are only supported formats.  Default is 'r' if
                     this argument is not provided.
        :type mode: String
        :param chunksize: Size in bytes of the payload to send/receive to/from
                          GCS.  Default chunksize is the one defined on
                          object's initialization.
        :type chunksize: int
        """
        return GCSObjFile(self.bucket, self.name, self._credentials, mode,
                          chunksize or self._chunksize, self.retry_params,
                          self.generation)


    def __str__(self):
        return '%s/%s' % (self.bucket, self.name)

    def __repr__(self):
        return ("%s.%s('%s', '%s', '%s') #etag: %s" % (self.__module__,
                self.__class__.__name__, self.bucket, self.name,
                self.generation, getattr(self, 'etag', '?')))



[docs]class GCSObjFile(object):
    """Reader/Writer for GCS Objects.

    Supports basic functionality:
        - Read
        - Write
        - Close
        - Seek
        - Tell

    Instances support context manager behavior.
    """
    _URL = base.Fillable._URL + '/%s/o/%s'
    _URL_UPLOAD = base.Fillable._URL_UPLOAD + '/%s/o'

    def __init__(self, bucket, name, credentials, mode='r', chunksize=None,
                 retry_params=None, generation=None):
        """Initialize reader/writer of GCS object.

        On initialization connection to GCS will be tested.  For reading it'll
        confirm the existence of the object in the bucket and for writing it'll
        create the object (it won't send any content).

        :param bucket: Name of the bucket to use.
        :type bucket: String
        :param name: Name of the object.
        :type name: String
        :param credentials: A credentials object to authorize the connection.
        :type credentials: gcs_client.Credentials
        :param mode: Mode to open the file with, 'r' for read and 'w' for
                     writing are only supported formats.  Default is 'r' if
                     this argument is not provided.
        :type mode: String
        :param chunksize: Size in bytes of the payload to send/receive to/from
                          GCS.  Default is gcs_client.DEFAULT_BLOCK_SIZE
        :type chunksize: int
        :param retry_params: Retry configuration used for communications with
                             GCS.  If None is passed default retries will be
                             used.
        :type retry_params: RetryParams or NoneType
        :param generation: If present, selects a specific revision of this
                           object (as opposed to the latest version, the
                           default).
        :type generation: long
        """
        if mode not in ('r', 'w'):
            raise IOError('Only r or w modes supported')
        self.mode = mode

        self._chunksize = chunksize or DEFAULT_BLOCK_SIZE
        assert self._chunksize % BLOCK_MULTIPLE == 0, \
            'chunksize must be multiple of %s' % BLOCK_MULTIPLE
        self.name = name
        self.bucket = bucket
        self._offset = 0
        self._eof = False
        self._gcs_offset = 0
        self._credentials = credentials
        self._buffer = _Buffer()
        self._retry_params = retry_params
        self._generation = generation
        self.closed = True
        try:
            self._open()
        except errors.NotFound:
            raise IOError('Object %s does not exist in bucket %s' %
                          (name, bucket))

    def _is_readable(self):
        return self.mode == 'r'

    def _is_writable(self):
        return self.mode == 'w'

    def _check_is_writable(self, action='write'):
        if self._is_readable():
            raise IOError('File open for reading, cannot %s' % action)

    def _check_is_readable(self, action='read'):
        if self._is_writable():
            raise IOError('File open for writing, cannot %s' % action)

    def _check_is_open(self):
        if self.closed:
            raise IOError('File is closed')

    @common.retry
    def _open(self):
        safe_bucket = requests.utils.quote(self.bucket, safe='')
        safe_name = requests.utils.quote(self.name, safe='')
        if self._is_readable():
            self._location = self._URL % (safe_bucket, safe_name)
            params = {'fields': 'size', 'generation': self._generation}
            headers = {'Authorization': self._credentials.authorization}
            r = requests.get(self._location, params=params, headers=headers)
            if r.status_code == requests.codes.ok:
                try:
                    self.size = int(json.loads(r.content)['size'])
                except Exception as exc:
                    raise errors.Error('Bad data returned by GCS %s' % exc)

        else:
            self.size = 0
            initial_url = self._URL_UPLOAD % safe_bucket
            params = {'uploadType': 'resumable', 'name': self.name}
            headers = {'x-goog-resumable': 'start',
                       'Authorization': self._credentials.authorization,
                       'Content-type': 'application/octet-stream'}
            r = requests.post(initial_url, params=params, headers=headers)
            if r.status_code == requests.codes.ok:
                self._location = r.headers['Location']

        if r.status_code != requests.codes.ok:
            raise errors.create_http_exception(
                r.status_code,
                'Error opening object %s in bucket %s: %s-%s' %
                (self.name, self.bucket, r.status_code, r.content))
        self.closed = False

[docs]    def tell(self):
        """Return file's current position from the beginning of the file."""
        self._check_is_open()
        return self._offset


[docs]    def seek(self, offset, whence=os.SEEK_SET):
        """Set the file's current position, like stdio's fseek().

        Note that only files open for reading are seekable.

        :param offset: Offset to move the file cursor.
        :type offset: int
        :param whence: How to interpret the offset, defaults to os.SEEK_SET (0)
                       -absolute file positioning- other values are os.SEEK_CUR
                       (1) -seek relative to the current position- and
                       os.SEEK_END (2) -seek relative to the file's end-.
        :type whence: int
        :returns: None
        """
        self._check_is_open()
        self._check_is_readable('seek')

        if whence == os.SEEK_SET:
            position = offset
        elif whence == os.SEEK_CUR:
            position = self._offset + offset
        elif whence == os.SEEK_END:
            position = self.size + offset
        else:
            raise ValueError('whence value %s is invalid.' % whence)

        position = min(position, self.size)
        position = max(position, 0)
        # TODO: This could be optimized to not discard all buffer for small
        # movements.
        self._offset = self._gcs_offset = position
        self._buffer.clear()


[docs]    def write(self, data):
        """Write a string to the file.

        Due to buffering, the string may not actually show up in the file until
        we close the file or enough data to send another chunk has been
        buffered.

        :param data: Data to write to the object.
        :type data: String
        :returns: None
        """
        self._check_is_open()
        self._check_is_writable()

        self.size += len(data)

        self._buffer.write(data)
        while len(self._buffer) >= self._chunksize:
            data = self._buffer.read(self._chunksize)
            self._send_data(data, self._gcs_offset)
            self._gcs_offset += len(data)


    @common.retry
    def _send_data(self, data, begin=0, finalize=False):
        if not (data or finalize):
            return

        if not data:
            size = self.size
            data_range = 'bytes */%s' % size
        else:
            end = begin + len(data) - 1
            size = self.size if finalize else '*'
            data_range = 'bytes %s-%s/%s' % (begin, end, size)

        headers = {'Authorization': self._credentials.authorization,
                   'Content-Range': data_range}
        r = requests.put(self._location, data=data, headers=headers)

        if size == '*':
            expected = requests.codes.resume_incomplete
        else:
            expected = requests.codes.ok

        if r.status_code != expected:
            raise errors.create_http_exception(
                r.status_code,
                'Error writting to object %s in bucket %s: %s-%s' %
                (self.name, self.bucket, r.status_code, r.content))

[docs]    def close(self):
        """Close the file.

        A closed file cannot be read or written any more. Any operation which
        requires that the file be open will raise an error after the file has
        been closed. Calling close() more than once is allowed.
        """
        if not self.closed:
            if self._is_writable():
                self._send_data(self._buffer.read(), self._gcs_offset,
                                finalize=True)
            self.closed = True


[docs]    def read(self, size=None):
        """Read data from the file.

        Read at most size bytes from the file (less if the read hits EOF before
        obtaining size bytes).  If the size argument is None, read all data
        until EOF is reached.

        The bytes are returned as a bytes object. An empty string is returned
        when EOF is encountered immediately.

        Note that this method may make multiple requests to GCS service in an
        effort to acquire as close to size bytes as possible.

        :param size: Number of bytes to read.
        :type size: int
        :returns: Bytes with read data from GCS.
        :rtype: bytes
        """
        self._check_is_open()
        self._check_is_readable()

        if size is 0 or self._eof:
            return ''

        while not self._eof and (not size or len(self._buffer) < size):
            data, self._eof = self._get_data(self._chunksize, self._gcs_offset)
            self._gcs_offset += len(data)
            self._buffer.write(data)

        data = self._buffer.read(size)
        self._offset += len(data)
        return data.tobytes()


    @common.retry
    def _get_data(self, size, begin=0):
        if not size:
            return ''

        end = begin + size - 1
        headers = {'Authorization': self._credentials.authorization,
                   'Range': 'bytes=%d-%d' % (begin, end)}
        params = {'alt': 'media'}
        r = requests.get(self._location, params=params, headers=headers)
        expected = (requests.codes.ok, requests.codes.partial_content,
                    requests.codes.requested_range_not_satisfiable)

        if r.status_code not in expected:
            raise errors.create_http_exception(
                r.status_code,
                'Error reading object %s in bucket %s: %s-%s' %
                (self.name, self.bucket, r.status_code, r.content))

        if r.status_code == requests.codes.requested_range_not_satisfiable:
            return ('', True)

        content_range = r.headers.get('Content-Range')
        total_size = None
        if content_range:
            try:
                total_size = int(content_range.split('/')[-1])
                eof = total_size <= begin + len(r.content)
                self.size = total_size
            except Exception:
                eof = len(r.content) < size
        if total_size is None:
            eof = len(r.content) < size

        return (r.content, eof)

    def __enter__(self):
        return self

    def __exit__(self, exc_type, exc_value, traceback):
        self.close()



class _Buffer(object):
    def __init__(self):
        self._queue = collections.deque()
        self._size = 0

    def __len__(self):
        return self._size

    def clear(self):
        self._queue.clear()
        self._size = 0

    def write(self, data):
        if data:
            if six.PY3 and isinstance(data, six.string_types):
                data = data.encode()
            self._queue.append(memoryview(data))
            self._size += len(data)

    def read(self, size=None):
        if size is None or size > self._size:
            size = self._size

        result = bytearray(size)
        written = 0
        remaining = size
        while remaining:
            data = self._queue.popleft()
            if len(data) > remaining:
                data_view = memoryview(data)
                self._queue.appendleft(data_view[remaining:])
                data = data_view[:remaining]
            result[written: written + len(data)] = data
            written += len(data)
            remaining -= len(data)

        self._size -= size
        return memoryview(result)
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