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목적


아래 문서는 리눅스에서 빈번하게 사용하는 명령과 지식에 대해서 정리한 페이지입니다.
명령어 별로 자세한 설명은 man 명령을 이용하시면 됩니다.
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		shell, shell script
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		프로그램 및 설치


		계정 및 권한


		시스템 정보 보기


		네트워크 관련 명령


		파일 압축하기, 압축 풀기


		awk


		sed


		top


		정규 표현식


		개발 관련 명령어
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Q: 파일에서 특정 문자열을 전부 대체하고 싶다.


A: sed ‘s///g’
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Perl로 만들어 놓은 코드를 python으로 바꾸어봤다.


Perl로 만들어 놓은 코드를 python으로 바꾸어봤다.둘 다 스크립트 언어이고 비슷한 기본 자료형들을 가지고 있기 때문에 큰 문제는 없었다.제목은 python을 쓰면서 편한 점, 불편한 점이지만 엄밀하게는 perl에 비해서 편한 점 불편한 점이 맞겠다.



불편한 기호들이 없다.


“$”, “%”, “@”, ”;”, “{”, “}” 와 같은 불편한 기호들이 없어져서 코드가 너무 깔끔하게 보인다.


Perl에 비해서 가장 편했던 기능이다.코드에서 복잡한 기호들이 사라졌을 때 이렇게 기분이 좋을 수 있구나란 느낌을 perl을 python으로 바꾸면서 알았다.





%로 값을 대체할 수 있다.


>>> MAX = 100
>>> MIN = 10
>>> str = "%(MAX)s %(MIN)s" % vars()
>>> print str
100 10






예제가 아주 확 인식이 될 꺼다.%연산자를 통하여 변수로 선언된 이름과 동일한 것을 대체할 수 있다. 이거 정말 보고 편했다.





python으로 바꾸면서 가장 적응이 안된 부분은 3가지였다.



brace가 없어서 어디까지가 끝인지 잘모르겠다.


java, c, perl과 같은 언어들 대부분이 brace(“{”, “}”)를 이용하여 영역을 표시한다.하지만 python의 가장 큰 특징은 들여쓰기로 구분한다는 점이고 이를 지키지 않으면 컴파일 에러가 난다는 점특징이기도 하지만 적응하기 어려울 줄 알았다. 코드를 첨 봤을 때는 굉장히 낮설었다.하지만 의외로 변경하는 과정에서 brace가 없는 것은 쉽게 익숙해졌다.





제어문 및 함수에서 반드시 끝에 :을 붙여야 한다.


예전에는 뒤에 brace를 붙여야 했던 곳인데 이제는 붙일 필요가 없게되었다.그러니 그냥 지나가게 된다. 소스를 수정하고 가장 많이 에러가 났던 것도 바로 이거였다.그래도 자꾸만 깜빡하고 안붙이는 경우가 많이 발생한다.





True, False와 같이 대소문자를 구분하는 점이다.


java에서 true, false에 익숙하고, perl도 true, false로 구분하지만
python은 True, False다 이거 컴파일하면서 자꾸 에러난 부분 중에 하나다.





변수의 초기화


일반적 변수가 아닌 dict, list와 같은 자료형을 처음에 선언할 때 python은 다음과 같이 초기화 한다.


dict = {}
list = []






처음에 이거 어떻게 해야 할 까 많이 찾아봤다.ㅎㅎ 물론 이거 말고도 다른 초기화 방법도 있지만 어쨌든..







perl과 python의 차이



문자열을 반복해야할 때 아래와 같이 차이가 난다.


perl


str = "#" X 60






python


str = "#" * 60






perl을 통해서 이렇게 쉽게 반복하는 문법을 첨 접했다.굉장히 당연한 거 임에도 편했다. python은 말 그대로 곱하기 였다.python을 먼저 알았으면 perl이 굉장히 이상하게 느껴졌을 텐데,perl을 알고 python을 보니 python의 문법이 더 친숙할 뿐 이상하진 않았다.



문자열을 더하는 것은 perl은 ”.”이고 python은 “+” 이다.
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Q : 내가 누군 지 알고 싶어요.


A : whoami로 확인하세요..





Q : 다른 계정으로 바꾸고 싶어요.


A : su 를 이용하세요.





Q : 다른 계정으로 잠깐 명령을 실행하고 싶어요.


A : sudo를 사용하세요.





Q : sudo를 이용했는데 비밀번호를 물어보지 않게 할 수는 없나요?


A : root의 권한이 필요할 경우에는 /etc/sudoers 를 수정하시면 됩니다.
그외의 유저의 경우에는  /etc/sudoers.d/mysudoers 로 생성하시면 됩니다.
파일의 권한은 반드시 440이어야 합니다.





Q : 파일을 수정하려니 안되요..


A : 해당 유저에게 쓰기 권한이 있는 지 확인하세요.



		파일의 권한
ls -l 명령으로 파일의 권한을 확인할 수 있습니다.





[localhost /home1/user ]# ls -l
drwxrwxr-x  3 user  group  4096  8월 19 18:38 bin
-rwxrw-r--  1 user  group  6689  9월 10  2012 command.sh






* [file type][user permission][group permission][other permission]
* d는 디렉토리, r은 read, w는 write, x는 execute 입니다. 







		파일 타입





| file type | 설명 |
|–|–|
| - | 일반 파일 |
| b | 블럭 특수 파일 |
| c | 문자 특수 파일 |
| d | 디렉토리 |
| l | 심볼링 링크|



		chown : 소유주를 바꾸는 명령입니다.





chown user:group file로 하면 group 정보도 한꺼번에 바꿀 수 있어요.







		chgrp : 파일의 그룹을 바꾸는 명령입니다.


		chmod : 파일의 권한을 수정하는 명령입니다.
		일반적으로 숫자로 권한을 수정합니다.
		read : 4, write : 2, execute : 1


		읽기 권한만 주고 싶다. : 4 (read)


		읽기와 쓰기 권한만 주고 싶다. : 6 (read + write)


		읽기, 쓰기, 실행 권한 모두 주고 싶다. : 7 (read + write + execute)

















 위의 명령 3개를 이용하면서 하위 디렉토리도 모두 바꾸고 싶다면 -r 옵션이 아니라 -R 옵션을 주어야 합니다. 









Q : 파일을 읽고, 쓰고, 실행은 가능하지만 삭제는 못하게 하고 싶어요.. 쓰기 권한이 있는 데 파일 삭제가 안되요.


A : sticky bit를 설정해주시면 됩니다. sticky bit가 설정되어 있는 지 확인하세요.


[localhost /home1/user ]# ls -l
-rwxrwxrwx  1 www www 6689  9월 10  2012 command.sh
[localhost /home1/user ]# chmod 1777 command.sh
[localhost /home1/user ]# ls -l
-rwxrwxrwT  1 www www 6689  9월 10  2012 command.sh







		sticky bit가 설정되어 있는 경우에 삭제가 가능한 유저
		파일의 소유주


		상위 디렉토리의 소유주


		root














Q : ls -l을 했던 rwx 외의 다른 문자가 있어요..


A : setuid, setgid 입니다.



		해당 명령을 실행할 때 소유주나 그룹의 권한을 주고 싶은 경우에 설정합니다.


		예제
		비밀번호를 변경하려면 /etc/shadow 파일을 수정하고 싶지만 권한이 부족함


		passwd 명령을 이용해서 비밀번호를 변경함


		passwd 명령은 uid가 셋팅되어 있으므로 root의 권한으로 실행이 가능함.











[localhost /home1/user ]# ls -al /etc/shadow
-r-------- 1 root root 651 10월  1 11:03 /etc/shadow
[localhost /home1/user ]# ls -al /usr/bin/passwd
-rwsr-xr-x 1 root root 27936  8월 11  2010 /usr/bin/passwd






| SUG | | User | number  |  Group | number | Others  | number |
|—–|-|——|———|——–|——–|———|——–|
| Sticky bit | 1000 | R | 400  |  R | 40 | R | 4 |
| GID | 2000 | W | 200  | W | 20 | W | 2 |
| UID  | 4000 | X | 100 | X | 10 | X | 1 |





Q : 윈도우의 바로가기 처럼 파일은 하나이고 링크를 걸고 싶습니다.


A : 심볼릭 링크를 걸어주세요..


# bin 디렉토리 및에 링크를 걸고 싶은 경우
* ln -s [원본] [링크] 임.  혼동하기 쉬움.
[localhost /home1/user ]# ln -s /home1/user/command.sh /home1/user/bin/command.sh
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Q : 내가 누군 지 알고 싶어요.


A : whoami로 확인하세요..





Q : 다른 계정으로 바꾸고 싶어요.


A : su 를 이용하세요.





Q : 다른 계정으로 잠깐 명령을 실행하고 싶어요.


A : sudo를 사용하세요.





Q : sudo를 이용했는데 비밀번호를 물어보지 않게 할 수는 없나요?


A : root의 권한이 필요할 경우에는 /etc/sudoers 를 수정하시면 됩니다.
그외의 유저의 경우에는  /etc/sudoers.d/mysudoers 로 생성하시면 됩니다.
파일의 권한은 반드시 440이어야 합니다.





Q : 파일을 수정하려니 안되요..


A : 해당 유저에게 쓰기 권한이 있는 지 확인하세요.



		파일의 권한 : ls -l 명령으로 파일의 권한을 확인할 수 있습니다.


[localhost /home1/user ]# ls -l
drwxrwxr-x  3 user  group  4096  8월 19 18:38 bin
-rwxrw-r--  1 user  group  6689  9월 10  2012 command.sh







		[file type][user permission][group permission][other permission]


		d는 디렉토리, r은 read, w는 write, x는 execute 입니다.








		파일 타입








| file type | 설명 |
|—-|—-|
| - | 일반 파일  |
| b | 블럭 특수 파일 |
| c | 문자 특수 파일 |
| d | 디렉토리  |
| l | 심볼링 링크 |



		chown : 소유주를 바꾸는 명령입니다.





chown user:group file로 하면 group 정보도 한꺼번에 바꿀 수 있어요.







		chgrp : 파일의 그룹을 바꾸는 명령입니다.


		chmod : 파일의 권한을 수정하는 명령입니다.
** 일반적으로 숫자로 권한을 수정합니다.
*** read : 4, write : 2, execute : 1
*** 읽기 권한만 주고 싶다. : 4 (read)
*** 읽기와 쓰기 권한만 주고 싶다. : 6 (read + write)
*** 읽기, 쓰기, 실행 권한 모두 주고 싶다. : 7 (read + write + execute)





 위의 명령 3개를 이용하면서 하위 디렉토리도 모두 바꾸고 싶다면 -r 옵션이 아니라 -R 옵션을 주어야 합니다. 









Q : 파일을 읽고, 쓰고, 실행은 가능하지만 삭제는 못하게 하고 싶어요.. 쓰기 권한이 있는 데 파일 삭제가 안되요.


A : sticky bit를 설정해주시면 됩니다. sticky bit가 설정되어 있는 지 확인하세요.


[localhost /home1/user ]# ls -l
-rwxrwxrwx  1 www www 6689  9월 10  2012 command.sh
[localhost /home1/user ]# chmod 1777 command.sh
[localhost /home1/user ]# ls -l
-rwxrwxrwT  1 www www 6689  9월 10  2012 command.sh







		sticky bit가 설정되어 있는 경우에 삭제가 가능한 유저
** 파일의 소유주
** 상위 디렉토리의 소유주
** root








Q : ls -l을 했던 rwx 외의 다른 문자가 있어요..


A : setuid, setgid 입니다.



		해당 명령을 실행할 때 소유주나 그룹의 권한을 주고 싶은 경우에 설정합니다.


		예제
		비밀번호를 변경하려면 /etc/shadow 파일을 수정하고 싶지만 권한이 부족함


		passwd 명령을 이용해서 비밀번호를 변경함


		passwd 명령은 uid가 셋팅되어 있으므로 root의 권한으로 실행이 가능함.











[localhost /home1/user ]# ls -al /etc/shadow
-r-------- 1 root root 651 10월  1 11:03 /etc/shadow
[localhost /home1/user ]# ls -al /usr/bin/passwd
-rwsr-xr-x 1 root root 27936  8월 11  2010 /usr/bin/passwd






| SUG |  | User | number  |  Group | number | Others  | number |
|—–|–|——|———|——–|——–|———|——–|
| Sticky bit | 1000 | R | 400  |  R | 40 | R | 4 |
| GID | 2000 | W | 200  | W | 20 | W | 2 |
| UID  | 4000 | X | 100 | X | 10 | X | 1 |





Q : 윈도우의 바로가기 처럼 파일은 하나이고 링크를 걸고 싶습니다.


A : 심볼릭 링크를 걸어주세요..


# bin 디렉토리 및에 링크를 걸고 싶은 경우
* ln -s [원본] [링크] 임.  혼동하기 쉬움.
[localhost /home1/user ]# ln -s /home1/user/command.sh /home1/user/bin/command.sh
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Q : Shell이란? Shell script란?


A : 커널과 사용자를 연결해주는 인터페이스.





Q : 그럼 시스템에서 지원하고 있는 Shell이 어떤 것이 있는 지 확인하는 방법은?


A :


[localhost:/home1/user] cat /etc/shells









Q : Shell의 종류는?


A : sh, bash, csh, tcsh 가 있다.





Q :  많이 쓰는 Shell은?


A : bash를 많이 쓴다. 이후 아래 설명은 모두 bash 기준으로 설명





Q :  내가 사용하는 Shell이 무엇인지 확인하는 방법


A :


[localhost:/home1/user] echo $SHELL









Q :  나만의 Shell의 환경을 구축하고 싶다면


A : 홈디렉토리에서 .bashrc를 수정한다.





Q :  .bashrc, .bash_profile, /etc/profile, /etc/bash.bashrc의 차이는?


A : /etc/profile은 전체 유저의 로그인 설정, /etc/bash.bashrc는 bash 사용자의 전체 설정임.
~/.bash_profile, ~/.bashrc 는 각 유저별 설정을 하는 파일임.





Q :  홈디렉토리로 가는 방법은?


A :


[localhost:/home1/user] cd









Q :  수정한 .bashrc를 적용하고 싶다면?


A : 로그아웃한 다음 로그인을 다시한다.





Q :  수정한 .bashrc를 적용하고 싶지만 로그아웃은 하고 싶지 않다면?


A :


[localhost:/home1/user] source ./.basrhc









Q :  환경 변수는?


A : 윈도우의 환경 변수와 비슷한 개념





Q :  Command not found.라는 에러가 발생해요..


[localhost:/home1/user] ifconfig
ifconfig: Command not found.






A : PATH에 해당 명령어가 포함되어 있지 않아서 그래요.





Q :  현재 PATH는 어떻게 확인하죠?


A : echo $PATH라고 입력하면 됩니다.


[localhost:/home1/user] echo $PATH
/home1/user/bin:/usr/local/bin:/usr/local/sbin:/bin:/usr/bin:/usr/sbin:/usr/ucb:/etc:.









Q :  명령어가 PATH에 포함되어 있는 지는 어떻게 확인하죠?


A : which 명령어를 통해서 확인할 수 있어요.


   [localhost:/home1/user] which ifconfig









Q :  PATH에 포함시키고 싶은데 명령어가 어디있는 지 모르겠어요..


A : whereis 명령어를 이용해서 확인할 수 있어요.


   [localhost:/home1/user] whereis ifconfig









Q :  예전에 입력했던 명령어를 보고 싶어요


A : history 명령을 이용하세요.


   [localhost:/home1/user] history









Q :  bash shell script를 개발하기 위해서 유용한 페이지는?


A : 여기로 가보세요.. –> http://wiki.kldp.org/HOWTO/html/Adv-Bash-Scr-HOWTO/





Q :  secureCRT는 못쓰고 putty를 쓰고 있는데 putty창을 여러개 띄우고 쓰려니 너무 불편해요


A : screen을 사용하세요..





Q :  screen도 환경설정 파일이 있나요?


A : 네 ~/.screenrc 파일을 만들어서 아래처럼 넣어주시면 되요..


screen -t hite95 0

bind c screen -t hite95
bind ^C screen -t hite95

bindkey "\033[17~" select 0
bindkey "\033[18~" select 1
bindkey "\033[19~" select 2
bindkey "\033[20~" select 3
bindkey "\033[21~" select 4
bindkey "\033[23~" select 5
bindkey "\033[24~" select 6

defscrollback 10000

vbell off
caption always "%{= bc}%?%-Lw%?%{= bY}%n*%f %t%?(%u)%?%{= bc}%?%+Lw%?"
hardstatus      off









Q :  screen의 좋은 점은요?


A : shell을 그대로 살려둘 수 있어요..
출력된 화면을 vi 단축키를 이용해서 이동할 수 있어요..
화면간 창이동이 편리합니다.





Q :  콘솔로 출력되는 걸 없애버리고 싶어요.


A : 아래와 같이 redirect 시켜버리세요..


   [localhost:/home1/user] ./command.sh > /dev/null 2> /dev/null









Q :  프로그램을 백그라운드 프로세스(데몬)으로 띄우고 싶어요..


A : 아래와 같이 실행 시키세요.


   [localhost:/home1/user] ./command.sh > /dev/null 2> /dev/null &
   [localhost:/home1/user] nohup ./command.sh > /dev/null 2> /dev/null & (권장)









Q :  nohup에 대한 자세한 내용이 알고 싶어요?


A : 아래 링크가 괜찮은 것 같네요
http://en.wikipedia.org/wiki/Nohup
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Q : 도메인에 대한 ip 정보를 알고 싶다.


A : nslookup 명령을 이용해서 확인이 가능합니다.


[localhost:/home1/user] nslookup toast.com
Server:         127.0.0.1
Address:        127.0.0.1#53

Non-authoritative answer:
Name:   toast.com
Address: 183.110.213.121









Q : 현재 네트워크 사용 정보를 확인하고 싶다. listen으로 열려 있는 포트 정보들을 확인하고 싶다.


A : netstat 명령으로 확인 가능함


[localhost:/home1/user] netstat | grep tcp
tcp        0      0 boscolyu-HP-Elite:56101 nrt19s12-in-f2.1e:https ESTABLISHED
tcp        0      0 boscolyu-HP-Elite:55200 tb-in-f125.:xmpp-client ESTABLISHED
tcp        1      0 boscolyu-HP-Elite:34847 mulberry.canonical:http CLOSE_WAIT 
[localhost:/home1/user] netstat -na | grep tcp
tcp        0      0 127.0.0.1:53            0.0.0.0:*               LISTEN     
tcp        0      0 127.0.0.1:631           0.0.0.0:*               LISTEN     
tcp        0      0 10.77.38.192:56101      74.125.235.162:443      ESTABLISHED
tcp        0      0 10.77.38.192:55200      74.125.31.125:5222      ESTABLISHED
tcp        1      0 10.77.38.192:34847      91.189.94.25:80         CLOSE_WAIT 
tcp        0      0 10.77.38.192:55214      10.24.48.47:80          ESTABLISHED
tcp6       0      0 ::1:631                 :::*                    LISTEN 









Q: 윈도우의 ipconfig와 비슷한 명령은?


A: ifconfig 명령을 쓰면 됩니다.


[localhost:/home1/user] /sbin/ifconfig
eth0      Link encap:Ethernet  HWaddr 2c:41:38:01:a2:94  
          UP BROADCAST MULTICAST  MTU:1500  Metric:1
          RX packets:0 errors:0 dropped:0 overruns:0 frame:0
          TX packets:0 errors:0 dropped:0 overruns:0 carrier:0
          collisions:0 txqueuelen:1000 
          RX bytes:0 (0.0 B)  TX bytes:0 (0.0 B)
          Interrupt:20 Memory:d4700000-d4720000 

lo        Link encap:Local Loopback  
          inet addr:127.0.0.1  Mask:255.0.0.0
          inet6 addr: ::1/128 Scope:Host
          UP LOOPBACK RUNNING  MTU:65536  Metric:1
          RX packets:5133 errors:0 dropped:0 overruns:0 frame:0
          TX packets:5133 errors:0 dropped:0 overruns:0 carrier:0
          collisions:0 txqueuelen:0 
          RX bytes:395187 (395.1 KB)  TX bytes:395187 (395.1 KB)









Q: 웹에 있는 파일을 다운로드 하고 싶습니다.


A: wget 명령을 사용하시면 됩니다.


## m.naver.com의 내용을 target.html로 저장함
[localhost:/home1/user] wget -O target.html "http://m.naver.com"

## http request, response의 헤더 정보를 보고 싶은 경우에는 -d 옵션을 사용한다.
[localhost:/home1/user] wget -d -O target.html "http://m.naver.com"

## wget하면서 로그 정보를 별도 파일로 저장하고 싶은 경우에는  -o옵션을 사용한다.
[localhost:/home1/user] wget -d -o log.log -O target.html "http://m.naver.com"

## proxy를 사용하지 않고 받고 싶은 경우에는 --no-proxy 옵션을 사용한다.
[localhost:/home1/user] wget -d --no-proxy  -O target.html "http://m.naver.com"

## proxy를 사용하지 않고 받고 싶은 경우에는 --no-proxy 옵션을 사용한다.
[localhost:/home1/user] wget --header='Accept-Charset: iso-8859-2' \
--header='Accept-Language: hr'        \
-O target.html "http://m.naver.com"

## 요청시의 user-agent를 설정해서 보내고 싶다.
[localhost:/home1/user] wget --user-agent='google' -O target.html "http://m.naver.com

## post로 데이터를 전송하고 싶은 경우









Q: ssh 접속을 할 때 비밀번호를 물어보지 않게 하고 싶다.


A: 키 교환을 해주면 물어보지 않습니다.





Q: 리눅스에서 장비간  파일 전송을 어떻게 하나요?


A: 일반적으로는 rsync 명령을 이용하실 수 있습니다.





Q: 목적지 IP까지 경유하는 route 정보와 시간을 보고 싶습니다.


A : traceroute 명령을 사용하시면 됩니다.


[localhost:/home1/user] traceroute 10.99.208.96
traceroute to 10.99.208.96 (10.99.208.96), 30 hops max, 40 byte packets
 1  10.101.28.2 (10.101.28.2)  1.344 ms  1.471 ms  2.173 ms
 2  10.22.44.113 (10.22.44.113)  0.796 ms  0.788 ms  0.776 ms
 3  10.22.46.222 (10.22.46.222)  1.221 ms  1.219 ms 10.22.46.226 (10.22.46.226)  1.187 ms
 4  10.99.208.96 (10.99.208.96)  1.956 ms  1.951 ms  1.939 ms
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Q : 특정 프로그램이 실행이 안되는 동적으로 참조하는 라이브러리 정보를 알고 싶습니다.


A : ldd 명령을 사용하시면 됩니다.


[localhost:/home1/user] ldd /bin/traceroute
        linux-gate.so.1 =>  (0x0037c000)
        libm.so.6 => /lib/i686/nosegneg/libm.so.6 (0x00a59000)
        libc.so.6 => /lib/i686/nosegneg/libc.so.6 (0x008d8000)
        /lib/ld-linux.so.2 (0x008b9000)

# v 옵션을 추가하면 더 세부적인 정보를 보실 수 있습니다.
[localhost:/home1/user] ldd -v /bin/traceroute
        linux-gate.so.1 =>  (0x00836000)
        libm.so.6 => /lib/i686/nosegneg/libm.so.6 (0x00a59000)
        libc.so.6 => /lib/i686/nosegneg/libc.so.6 (0x008d8000)
        /lib/ld-linux.so.2 (0x008b9000)

        Version information:
        /bin/traceroute:
                libc.so.6 (GLIBC_2.4) => /lib/i686/nosegneg/libc.so.6
                libc.so.6 (GLIBC_2.3) => /lib/i686/nosegneg/libc.so.6
                libc.so.6 (GLIBC_2.1) => /lib/i686/nosegneg/libc.so.6
                libc.so.6 (GLIBC_2.3.4) => /lib/i686/nosegneg/libc.so.6
                libc.so.6 (GLIBC_2.0) => /lib/i686/nosegneg/libc.so.6
        /lib/i686/nosegneg/libm.so.6:
                ld-linux.so.2 (GLIBC_PRIVATE) => /lib/ld-linux.so.2
                libc.so.6 (GLIBC_2.1.3) => /lib/i686/nosegneg/libc.so.6
                libc.so.6 (GLIBC_2.0) => /lib/i686/nosegneg/libc.so.6
        /lib/i686/nosegneg/libc.so.6:
                ld-linux.so.2 (GLIBC_PRIVATE) => /lib/ld-linux.so.2
                ld-linux.so.2 (GLIBC_2.3) => /lib/ld-linux.so.2
                ld-linux.so.2 (GLIBC_2.1) => /lib/ld-linux.so.2
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Q : 파일의 마지막 부분을 보고 싶을 경우에는?


A: tail 명령을 이용한다.


// 마지막 100라인의 내용을 보고 싶은 경우
[localhost:/home1/user] tail -n 100 linuxFile.txt









Q : 파일의 앞부분을 보고 싶을 경우에는?


A: head 명령을 이용한다.


// 마지막 100라인의 내용을 보고 싶은 경우
[localhost:/home1/user] head -n 100 linuxFile.txt









Q : 파일에 계속 쌓이는 로그들을 보고 싶을 경우에는”


A: tail -f 로 실행한다.


[localhost:/home1/user] tail -f windowFile.txt









Q : 파일 여러개를 한꺼번에 보고 싶다.


A: tail -f 에 디렉토리를 붙이거나 패턴으로 파일을 지정하면 해당 디렉토리 또는 파일들이 모두 출력됨


[localhost:/home/www/backup/bloclog] tail -f ./*

==> ./bloc_5810-lucy.2014-03-06.log <==
2014. 3. 6 오후 2:50:48 com.nhncorp.lucy.bloc.tracer.StatusLogAppender append
정보: [SRTR1000I] Status [{run=0,slow=0,ips=0},{jvm=2.96%,os=15.50%},{NPC=0/256,HTTP=0/5000,MRSREXDR=0/100}]
2014. 3. 6 오후 2:50:58 com.nhncorp.lucy.bloc.tracer.StatusLogAppender append
정보: [SRTR1000I] Status [{run=0,slow=0,ips=0},{jvm=2.96%,os=15.50%},{NPC=0/256,HTTP=0/5000,MRSREXDR=0/100}]
2014. 3. 6 오후 2:51:08 com.nhncorp.lucy.bloc.tracer.StatusLogAppender append
정보: [SRTR1000I] Status [{run=0,slow=0,ips=0},{jvm=2.99%,os=15.50%},{NPC=0/256,HTTP=0/5000,MRSREXDR=0/100}]
2014. 3. 6 오후 2:51:18 com.nhncorp.lucy.bloc.tracer.StatusLogAppender append
정보: [SRTR1000I] Status [{run=0,slow=0,ips=0},{jvm=2.99%,os=15.50%},{NPC=0/256,HTTP=0/5000,MRSREXDR=0/100}]
2014. 3. 6 오후 2:51:28 com.nhncorp.lucy.bloc.tracer.StatusLogAppender append
정보: [SRTR1000I] Status [{run=0,slow=0,ips=0},{jvm=2.99%,os=15.50%},{NPC=0/256,HTTP=0/5000,MRSREXDR=0/100}]
==> ./bloc_5810-lucy.2014-03-06.log <==
2014. 3. 6 오후 2:51:38 com.nhncorp.lucy.bloc.tracer.StatusLogAppender append
정보: [SRTR1000I] Status [{run=0,slow=0,ips=0},{jvm=2.99%,os=15.50%},{NPC=0/256,HTTP=0/5000,MRSREXDR=0/100}]
==> ./bloc_5810-catalina.2014-03-06.log <==
2014. 3. 6 오후 2:51:41 com.nhncorp.mrs.ControlMessageHandler hello
정보: HELLO message sent; state=ACTIVATED
2014. 3. 6 오후 2:51:43 com.nhncorp.mrs.ControlMessageHandler hello









Q : 윈도우의 파일을 리눅스로 옮겼더니 carrage return 값이 이상하다고 한다.


A: vi로 파일을 연 다음 포맷을 변경한다.


[localhost:/home1/user] ./run.sh
-bash: ./run.sh: /bin/bash^M: bad interpreter: 그런 파일이나 디렉터리가 없습니다
[localhost:/home1/user] vi run.sh
// command mode에서 입력
:set ff=unix






dos2unix, unix2dos 명령도 있음









Q : vi로 파일을 열었는 데 너무 커서 로딩에 올래 걸린다. 중간에 로딩을 멈추고 싶은 경우


A: vi로 파일을 연 다음 ctrl + C : 로딩 도중에 누르면 중간에 멈춤





Q : 콘솔창에서 vi로 파일을 열어서 윈도우의 텍스트를 붙여넣었더니 탭이 계속 먹으면서 옆으로 쭉 펼쳐져서 이상하게 보인다.


A: set paste를 입력해준다.


[localhost:/home1/user] vi pasteText.txt
// command mode에서 입력
:set paste









Q : vi에서 파일의 맨 마지막으로 이동하고 싶다.


A: command mode에서 shift + g 키를 누른다.





Q : vi에서 파일의 맨 첫라인으로 이동하고 싶다.


A: command mode에서 1 키를 누르고, shift + g 키를 누른다.





Q : vi에서 특정 문자열을 찾고 싶다.


A: command mode에서 “/”를 누르고 찾고 싶은 문자열을 입력하고 엔터를 친다. n키를 입력하면 다음 매치되는 곳으로 이동한다.





Q : 파일에서 모든 previous 문자열을 after 문자열로 바꾸고 싶다.


A: vi로 파일을 열고 command mode에서 아래와 같이 입력한다. 정규식도 지원한다.


:%s /previous/after/g









Q : 내용을 고칠 것은 아니지만 큰 파일을 읽기 용도로 열어보고 싶다. vi는 너무 오래걸린다.


A: more 명령을 이용해서 파일을 열어본다.


[localhost:/home1/user] more openBigFileForReading.txt
## f 키를 누르면 page down, b 키를 누르면 page up임
## 끝내고 싶으면 q를 입력한다.









Q : 파일의 내용을 전부 출력하고 싶다.


A: cat 명령을 이용해서 파일을 열어본다.


[localhost:/home1/user] cat displayAllText.txt









Q : 디렉토리 구조가 궁금하다.


A: tree 명령으로 확인한다.


[localhost /home/www/backup]# tree
.
|-- apachelog
|-- bloclog
|   |-- bloc_10850.out
|   |-- bloc_10850.out.2014.03.05
|   |-- bloc_5810-access.2014-02-25.log
|   |-- bloc_5810-access.2014-03-05.log
|   |-- bloc_5810-admin.2014-02-25.log
|   |-- bloc_5810-admin.2014-03-05.log
|   |-- bloc_5810-catalina.2014-02-25.log
|   |-- bloc_5810-catalina.2014-03-05.log
|   |-- bloc_5810-catalina.2014-03-06.log
|   |-- bloc_5810-host-manager.2014-02-25.log
|   |-- bloc_5810-host-manager.2014-03-05.log
|   |-- bloc_5810-localhost.2014-02-25.log
|   |-- bloc_5810-localhost.2014-03-05.log
|   |-- bloc_5810-lucy.2014-02-25.log
|   |-- bloc_5810-lucy.2014-03-05.log
|   |-- bloc_5810-lucy.2014-03-06.log
|   |-- bloc_5810-manager.2014-02-25.log
|   |-- bloc_5810-manager.2014-03-05.log
|   `-- heapdump
`-- tomcatlog









Q : tree 명령에 사이즈도 같이 보고 싶다.


A: tree -s 를 입력한다.


[localhost /home/www/backup]# tree -s
.
|-- [     4096]  apachelog
|-- [     4096]  bloclog
|   |-- [   211120]  bloc_10850.out
|   |-- [    61972]  bloc_10850.out.2014.03.05
|   |-- [        0]  bloc_5810-access.2014-02-25.log
|   |-- [        0]  bloc_5810-access.2014-03-05.log
|   |-- [        0]  bloc_5810-admin.2014-02-25.log
|   |-- [        0]  bloc_5810-admin.2014-03-05.log
|   |-- [    15912]  bloc_5810-catalina.2014-02-25.log
|   |-- [   509697]  bloc_5810-catalina.2014-03-05.log
|   |-- [  2979946]  bloc_5810-catalina.2014-03-06.log
|   |-- [        0]  bloc_5810-host-manager.2014-02-25.log
|   |-- [        0]  bloc_5810-host-manager.2014-03-05.log
|   |-- [        0]  bloc_5810-localhost.2014-02-25.log
|   |-- [        0]  bloc_5810-localhost.2014-03-05.log
|   |-- [    25187]  bloc_5810-lucy.2014-02-25.log
|   |-- [   174128]  bloc_5810-lucy.2014-03-05.log
|   |-- [  1012362]  bloc_5810-lucy.2014-03-06.log
|   |-- [        0]  bloc_5810-manager.2014-02-25.log
|   |-- [        0]  bloc_5810-manager.2014-03-05.log
|   `-- [     4096]  heapdump
`-- [     4096]  tomcatlog









Q : 데이터가 존재하는 큰 파일을 여러개의 파일로 쪼개고 싶다.


A: split 명령을 이용한다.


## 파일을 5000라인 단위로 쪼개고 쪼개지는 파일들은 모두 앞에 prefix_를 붙이고 싶다.
[localhost /home/www/backup/bloclog]# split -l 5000 bloc_5810-lucy.2014-03-06.log prefix_
[localhost /home/www/backup/bloclog]# ls -al prefix_a*
-rw-rw-r-- 1 www www 467860  3월  6 15:04 prefix_aa
-rw-rw-r-- 1 www www 468580  3월  6 15:04 prefix_ab
-rw-rw-r-- 1 www www  79662  3월  6 15:04 prefix_ac









Q : 파일을 하나 생성하고 싶다.


A: touch 명령을 이용한다.


[localhost /home1/user]# touch prefix_ad









Q : 2개의 파일을 비교해서 차이점을 보고 싶다.


A: diff 명령을 이용한다.


[localhost /home1/user]# diff prefix_aa prefix_ab









Q : 특정 이름을 가진 파일을 찾고 싶다.


A: find 명령을 이용한다.


## 현재 디렉토리 밑으로 patch라는 단어가 앞에 붙은 파일을 찾고 싶다.
[localhost /home/user]# find ./ -name "patch*"
./script/install_www/gameplatform/upgrade_bloc_library/patch_server.sh
./script/install_www/gameplatform/upgrade_bloc_library/patch_server_onestop.sh
./script/install_www/gameplatform/upgrade_bloc_library/patch_profile_servers.sh
./apps/apache-ant-1.7.1/docs/manual/CoreTasks/patch.html
./patch_server_hspapp-ami701.log






## 찾은 파일을 지우고 싶다.
[localhost /home/user]# find ./ -name "patch_server_hspapp-ami701*"
./patch_server_hspapp-ami701.log
[localhost /home/user]# find ./ -name "patch_server_hspapp-ami701*" -exec rm -rf {} \;


## 현재 디렉토리 밑으로 patch라는 단어가 앞에 붙은 파일을 찾고 싶다.
[localhost /home/user]# find ./ -name "patch*"
./script/install_www/gameplatform/upgrade_bloc_library/patch_server.sh
./script/install_www/gameplatform/upgrade_bloc_library/patch_server_onestop.sh
./script/install_www/gameplatform/upgrade_bloc_library/patch_profile_servers.sh
./apps/apache-ant-1.7.1/docs/manual/CoreTasks/patch.html
./patch_server_hspapp-ami701.log






## 마지막 수정일이 1일 이내의 파일을 찾고 싶다.
[localhost /home/user]# find ./* -mtime -1
./bloc_10850.out
./bloc_10850.out.2014.03.05
./bloc_5810-access.2014-03-05.log
./bloc_5810-admin.2014-03-05.log
./bloc_5810-catalina.2014-03-05.log
./bloc_5810-catalina.2014-03-06.log
./bloc_5810-host-manager.2014-03-05.log
./bloc_5810-localhost.2014-03-05.log
./bloc_5810-lucy.2014-03-05.log
./bloc_5810-lucy.2014-03-06.log
./bloc_5810-manager.2014-03-05.log


## 마지막 수정일이 7일 이상된의 파일을 찾고 싶다.
[localhost /home/user]# find ./* -mtime +7
./bloc_5810-access.2014-02-25.log
./bloc_5810-admin.2014-02-25.log
./bloc_5810-catalina.2014-02-25.log
./bloc_5810-host-manager.2014-02-25.log
./bloc_5810-localhost.2014-02-25.log
./bloc_5810-lucy.2014-02-25.log
./bloc_5810-manager.2014-02-25.log


## 마지막 수정일이 7일 이상된의 파일을 찾아서 지우고 싶다.
[localhost /home/user]# find ./* -mtime +7 -exec rm -rf {} \;









Q : 파일, 디렉토리, 스트림에서 특정 텍스트를 찾고 싶다.


A: grep 명령을 이용한다.


## 로그 파일에서 "ERROR" 라는 키워드가 들어간 파일의 이름과 라인 정보, 내용을 보고싶다.
[localhost /home/user]# grep -n "ERROR" ./*
./bloc_10850.out.2014.03.05:29:2014-02-25 16:55:24 [ERROR](Gateway.java:63) [Gateway] Failed to connect CM. dev.xnbasearc.navercorp.com:2181 - hsp_social_game_qa
./bloc_10850.out.2014.03.05:81:2014-02-25 16:55:24 [ERROR](ContextLoader.java:227) Context initialization failed









Q : grep에서 주위 텍스트들도 같이 보고 싶다.


A: -A, -B, -C 옵션을 사용한다.


## 뒷부분 3라인을 보고 싶다.
[localhost /home/user]# cat srs.log | tail -n 20 | grep -A 3 88899626759592299
## 앞부분 3라인을 보고 싶다.
[localhost /home/user]# cat srs.log | tail -n 20 | grep -B 3 88899626759592299
## 앞, 뒷부분 3라인을 보고 싶다.
[localhost /home/user]# cat srs.log | tail -n 20 | grep -C 3 88899626759592299









Q : grep에서 특정 확장자만 검색하고 싶다.


A: –include 옵션을 사용한다.


## cpp 파일 중 SEARCH_ME 라는 키워드를 검색
[localhost /home/user]# grep --include="*.cpp" "SEARCH_ME" .
## 하위디랙토리까지 몽땅 검색
[localhost /home/user]# grep -R --include="*.cpp" "SEARCH_ME" .









Q : 파일 또는 스트림을 정렬하고 싶다.


A: sort 명령을 이용한다.


## 파일에서 INFO가 들어간 내용을 출력하되 두번째 컬럼인 시간순으로 출력하고 싶다.
[localhost /home/user]# grep -n "INFO" bloc_10850.out.2014.03.05 | sort -k 2

227:2014-03-05 21:30:07 [INFO ](PlugInLoader.java:80) 다음 플러그인 로딩을 시작합니다. scheduler=com.nhncorp.lucy.common.plugin.component.SchedulerPlugIn
224:2014-03-05 21:30:07 [INFO ](PlugInLoader.java:80) 다음 플러그인 로딩을 시작합니다. sqlMap=com.nhncorp.lucy.db.SqlMapPlugIn
228:2014-03-05 21:30:07 [INFO ](SchedulerPlugIn.java:59) Scheduler initialized
235:2014-03-05 21:30:07 [INFO ](WebConfiguration.java:48) start initializing pager info
241:2014-03-05 21:30:08 [INFO ](SocialService.java:44) MUTUAL_MATE_QUEUE_SIZE                           : 500
242:2014-03-05 21:30:08 [INFO ](SocialService.java:45) MUTUAL_MATE_THREADS                                      : 10
243:2014-03-05 21:30:08 [INFO ](SocialService.java:46) MUTUAL_MATE_QUEUE_MONTIR_THRESHOLD       : 450
244:2014-03-05 21:30:08 [INFO ](SocialService.java:52) MutualMateThread : Thread Run 0
245:2014-03-05 21:30:08 [INFO ](SocialService.java:52) MutualMateThread : Thread Run 1
246:2014-03-05 21:30:08 [INFO ](SocialService.java:52) MutualMateThread : Thread Run 2
247:2014-03-05 21:30:08 [INFO ](SocialService.java:52) MutualMateThread : Thread Run 3
248:2014-03-05 21:30:08 [INFO ](SocialService.java:52) MutualMateThread : Thread Run 4









Q : 파일 또는 스트림을 정렬하면서 중복은 제거하고 싶다.


A: sort -u 명령을 이용한다.


## WARN이 있는 부분을 찾아서 중복을 제거하고 싶다.
[localhost /home/user]# grep -n "WARN" bloc_10850.out.2014.03.05 | sort -u









Q : 키워드를 찾아서 중복을 제거한 텍스트만 보고 싶은데 날짜와 시간이 있어서 중복 제거한 값만 보기가 너무 힘들다.


A: awk 명령을 이용해서 날짜와 시간을 제거하고 나머지 정보만 출력하면 된다.


[localhost /home/user]# grep -n "WARN" bloc_10850.out.2014.03.05  | awk '{printf("%s\t%s\t%s\n", $3, $4, $5)}' | sort -u
[WARN   ](CacheCron.java:41)    Cache
[WARN   ](CacheCron.java:43)    Cache
[WARN   ](ClientCnxn.java:1185) Session









Q : 파일 또는 스트림을 정렬하면서 중복은 제거한 갯수를 알고 싶다.


A: sort와 uniq 명령을 조합해서 결과를 뽑는다.


[localhost:/home1/user] cat displayAllText.txt | sort | uniq -c






[localhost /home/user]# grep -n "WARN" bloc_10850.out.2014.03.05  | awk '{printf("%s\t%s\t%s\n", $3, $4, $5)}' | sort | uniq -c
    149 [WARN   ](CacheCron.java:41)    Cache
    149 [WARN   ](CacheCron.java:43)    Cache
     18 [WARN   ](ClientCnxn.java:1185) Session









Q : 단순하게 파일 또는 스트림의 레코드 갯수를 알고 싶다.


A: wc 명령을 이용한다.


[localhost:/home1/user] cat displayAllText.txt | wc -l









Q : 최대 열수 있는 파일의 갯수를 알고 싶다.


A: ulimit  명령을 이용하면 됩니다.


## ulimit - get and set user limits
[localhost:/home1/user] ulimit -a
## 출력 화면에서 open files에 해당하는 값을 보면됨.









Q : ulimit 의 설정을 저장하고 싶다면


A: /etc/security/limits.conf 파일을 고치면 됩니다.





Q : vi 명령어가 궁금합니다.


A:
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Q : Command mode로 가고 싶을 때는?


A: Esc 키를 누릅니다.





Q : vi에서 파일의 맨 끝으로 가고 싶을 때는?


A: Command mode에서 Shift + G 키를 누릅니다.





Q : vi에서 파일의 맨 처음으로 가고 싶을 때는?


A: Command mode에서 gg 키를 누릅니다.





Q : vi에서 아래줄의 내용을 위로 올리고 싶을 때는?


A: Command mode에서 Shift + J 키를 누릅니다.


1: rm -f install.sh
2: touch install.sh
#########################
1: rm -f install.shtouch install.sh









Q : vi 창을 하나 더 열고 다른 파일을 열고 싶을 때는?


A: 아래의 순서로 명령을 입력한다.



		Ctrl + V , W 키를 눌러서 vi 창을 2등분한다.


		command mode에서 :e filename으로 파일을 연다
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Q : 좌측편에 디렉토리를 보면서 파일을 편집하고 싶다.


A: 아래의 순서로 명령을 입력한다.



		Ctrl + V , W 키를 눌러서 vi 창을 2등분한다.


		command mode에서 :e .으로 파일을 연다


		이동 키(j, k키)로 열고 싶은 파일로 이동한 후에 Shift + P 키를 누른다.
** 참고 사항 : Shiftp + P 키 대신에 Enter 키를 누르면 반대편 창이 아닌 현재 창에 파일이 열린다.


		반대편 창에 해당 파일이 열린다.








Q : 열려져 있는 두개의 창사이를 이동하고 싶다.


A: Ctrl + w, w 키를 누르면 창 사이를 이동할 수 있다.





Q : 두 개(A, B)의 파일을 열어서 한쪽 파일(A)의 내용을 다른 파일(B)로 복사하고 싶다.


A: 아래의 순서로 명령을 입력한다.



		vi A를 입력한다.


		Ctrl + V , W 키를 눌러서 vi 창을 2등분한다.


		command mode에서 :e B으로 파일을 연다


		복사하려고 하는 행으로 이동한다.


		y키를 2번 누른다.


		Ctrl + w, w키로 반대편 창으로 이동한다.


		Command mode에서 p 키를 누른다.
** 현재 커서가 위치하는 행의 아래 행에 데이터가 붙는다.
** 잘못 붙여넣기를 했으면 command mode에서 u키를 누르며 붙여넣기한 것이 사라진다.
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Q: 윈도우에서는 설치 파일인 setup.exe를 이용하면 installshield를 이용한 설치가 쉽게 된다. 리눅스는 어떻게 하나?


A: rpm을 이용해서 설치하면 된다.





Q: rpm 설치와 yum 설치는 차이가 무엇인가?


A: rpm 파일은 해당 프로그램에서 의존성이 있는 다른 프로그램이 설치되어 있지 않으면 에러가 발생함.
yum은 의존성이 있는 파일을 찾아서 같이 설치해줌. rpm 설치를 훨씬 편하게 해줌.





Q: 자세한 내용은?


A: 아래 문서를 참조
http://wikin.nhnent.com/pages/viewpage.action?pageId=236228463
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Network



		TCP vs UDP


		Proactor
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Python



		perl 코드를 python으로 변환하면


		python 코드에서 한글 사용하기
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UDP vs TCP


원문 : http://gafferongames.com/networking-for-game-programmers/udp-vs-tcp/



Introduction


안녕하세요. 저는 Glenn Fiedler입니다. 저의 게임 개발자를 위한 Networking 시리즈의 첫번째 문서에 오신 것을 환영합니다.


여기서 우리는 데이터를 주고 받는 기본적인 네트워크 개발에 대해 알아보려고 합니다. 이것은 네트워크 개발자가 알아야 하는 가장 단순하면서도 기본적인 내용이고 시작에 불과합니다. 하지만 내용은 꽤 복잡하고 어떤 것을 해야할 지 명확해 보이지 않습니다. 만약 네트워크 개발에 대해서 잘못 이해하고 있다면, 당신의 multiplayer 게임에 심각한 악영향을 끼칠 수 있으니 주의해야 합니다.


우리들은 대부분 소켓이라는 용어에 익숙합니다. 그리고 TCP와 UDP 두 개 타입의 소켓이 있다는 것도 알고 있습니다. 실제 우리가 네트워크 게임을 개발할 때는 어떤 타입의 소켓을 사용할 지 결정해야 합니다. TCP를 사용할까요? UDP를 사용할까요? 아니면 섞어서?


소켓 타입의 결정은 전적으로 당신이 어떤 게임을 개발하는 냐에 달려 있습니다. 이 글에서든 이후 다른 글에서든 저는 당신이 Action 게임 개발자라고 생각하고 글을 쓸 것입니다. 당신이 Halo, Battlefield 1942, Quake, Unreal, CounterStrike, Team Fortress와 같은 게임은 잘 알고 있다고 생각하고 글을 쓸 예정입니다.


우리는 Action 게임 네트워크 중에서 각 소켓 별 세부 속성에 대해서 먼저 살펴보려고 합니다. 그리고 어떻게 인터넷이 동작하는 지에 대해 살펴볼 예정입니다. 우리가 이 모든 것을 이해한다면, 정확한 결정을 할 수 있을 것입니다.





TCP/IP


TCP는 “Transmission control protocol”의 약자이고 IP는 “Internet protocol”의 약자입니다. TCP와 IP는 당신이 온라인에서 하는 웹서핑, IRC, 이메일 등 거의 대부분의 일들이 이 TCP/IP를 기반 위에서 동작합니다.


만약 한 번이라도 TCP 소켓을 사용한 경험이 있다면, 당신은 TCP 연결이 프로토콜을 기반으로 한 매우 신뢰성있는 연결임을 알고 있습니다. TCP는 2개의 장비 사이에 Connection을 만들고 한쪽 장비에서 파일을 쓰면, 다른 쪽 장비에서 파일을 읽어들일 수 있습니다.


이 TCP Connection은 높은 신뢰성에다 순서도 꼬이지 않습니다. TCP는 당신이 한 쪽 장비에서 보낸 순서대로 반대편 장비에서도 데이터를 읽을 수 있도록 보장해줍니다.


정리하면 TCP로 데이터를 주고 받는 것은 파일을 쓰는 것과 비슷합니다. 간단하죠!





IP


TCP 프로토콜 바로 아래에서 동작하는 IP 프로토콜은 TCP에 비해서 훨씬 더 간단합니다.


여기에는 Connection의 개념이 없습니다. 대신에 패킷들은 컴퓨터에서 다음으로 이동합니다. 쉬운 예로 설명하자면, 당신이 직접 손으로 쓴 노트를 복잡한 방을 가로질러 반대편으로 전달하는 것입니다. 수많은 사람들의 손을 거쳐서 노트는 방의 반대편 사람에게 전달됩니다.


당신이 작성한 노트가 반드시 전달하려는 사람에게 전달된다는 보장은 없습니다. 작성자는 노트를 전달하면서 잘 보내지기를 바랄 뿐입니다. 상대방이 답장을 하기로 결정했더라도, 노트가 잘 도착했는 지 알 수가 없습니다.


물론 실제 패킷의 전달은 이것보다 훨씬 복잡합니다. 어떤 컴퓨터도 패킷을 빨리 도착지에 보낼 수 있도록 전달은 하지만 전달하는 정확한 순서를 알 수는 없습니다. 어떤 경우에는 같은 패킷을 여러 번 보낼 수도 있습니다. 패킷들은 여러 경로를 통해서 목적지에 전달되고, 도착 시간도 패킷마다 각각 다릅니다.


이것은 인터넷 프로토콜이 일부 커넥션에 문제가 생기더라도 패킷을 전달할 수 있도록 자체적으로 조직되고, 복구되도록 만들어졌기 때문입니다.





UDP


컴퓨터간의 통신을 파일간 통신처럼 전달하는 것외에 다른 방법으로 패킷을 직접 전달하는 방법은 없을까요?


우리는 UDP를 이용해서 이런 작업을 할 수 있습니다. UDP는 “User datagram protocol”의 약자로 TCP처럼 IP프로토콜 위에서 동작하고 있습니다. UDP 프로토콜은 많은 복잡다단한 특징과 복잡성을 추가하는 대신에  IP 프로토콜위에 가장 단순한 구조로 올라가 있습니다.


UDP를 통해서 우리는 패킷을 목적지 주소로 전달할 수 있습니다. 112.140.20.10:52423 주소로 패킷을 전달할 수 있는 것입니다.


수신측에서 우리는 특정 포트를 열고 기다리고 있습니다. 그리고 특정 컴퓨터에서 패킷이 도착하면 우리는 패킷을 전송한 송신측의 주소와 포트 정보 데이터의 길이를 알 수 있고, 데이터를 읽어들일 수 있습니다.


UDP는 신뢰성을 보장하는 프로토콜이 아닙니다. 예를 들면, 대부분의 패킷들은 잘 받을 수 있지만, 1 ~ 5%의 패킷은 중간에 유실됩니다. 그리고 경우에 따라서는 전혀 패킷을 받지 못하는 경우가 발생할 수도 있습니다.  (당신이 통신을 원하는 컴퓨터와 컴퓨터 사이에는 잘못을 저질를 수 있는 수많은 컴퓨터가 있다는 것을 명심하세요.)


패킷의 순서를 보장할 수 없습니다. 당신의 1,2,3,4,5의 순서로 5개의 패킷을 보내지만, 목적지에서는 3, 1, 2, 5, 4의 순서로 받을 수 있습니다. 실제적으로는 거의 대부분의 패킷들은 제대로 된 순서로 패킷을 수신합니다. 하지만 거기에 의존하면 안됩니다.


결론적으로, UDP는 IP계층 위에서 많은 일을 하고 있지만 한가지 보장해주는 것이 있습니다. 만약 당신이 패킷을 보냈을 경우에 패킷 전체가 전송되거나 실패하는 것이다. 일부만 전송에 성공하는 경우는 없습니다. 그래서 만약 당신이 256byte를 목적지로 전송한다면, 목적지 호스트에서는 100byte만 수신하는 경우는 발생하지 않습니다. 256byte전체를 수신합니다. UDP는 단지 이것만을 보장하며, 나머지는 모두 당신의 몫입니다.





TCP vs UDP


우리는 여기서 TCP 소켓을 사용할 것인지, UDP 소켓을 사용할 것인지 결정해야 합니다.
각 프로토콜별 특징을 살펴보겠습니다.


TCP:Connection 기반신뢰성 있는 연결과 순서를 보장함.자동으로 당신의 데이터를 패킷으로 바꾸어서 전달함.패킷을 전송하는 속도를 조절할 수 있다. (flow control)쉽게 사용할 수 있다. 파일에 쓰고 읽듯이 사용하면 됨.UDP:Connection 기반의 연결이 아님. 모두 자체적으로 소화해야 함.신뢰성 있는 결과 순서를 보장하지 않음. 중복이 발생할 수도 데이터가 유실 될 수도 있음.수동으로 당신의 데이터를 패킷으로 바꾸어서 전송하는 작업을 해야 함.패킷을 전송하는 속도를 인터넷 환경을 위해서 너무 빨리 전송하지 않도록 적절하게 조절해야 함.패킷이 유실되면, 유실을 감지할 수 있는 방법은 고안해야 하고, 경우에 따라서는 재전송해야 함.


결정하기가 이전보다는 조금 명확해졌습니다. TCP는 우리가 원하는 모든 데이터를 전달하고 사용하기가 편합니다. 반면에 UDP는 작업하기가 어렵고 모든 것을 직접 작성해야 합니다. 그래서 우리는 TCP를 사용하는 것이 맞을까요?


Wrong.


하지만 만약 당신이 FPS와 같은 네트워크 액션 게임을 개발하는 경우라면 TCP를 사용하는 것은 가장 나쁜 선택이 될 가능성이 높습니다. 그러기 위해서 우리는 간단하게 보이는 TCP가 실제로 IP 계층 위해서 하는 모든 것을 알 필요가 있다.





How TCP really works


TCP와 UDP는 모두 IP 계층 위에 존재합니다. 그러나 둘은 완전히 다릅니다. UDP는 바로 밑에 있는 IP 계층처럼 동작하지만, 모든 것을 추상화시킨 TCP는 패킷의 모든 복잡함과 비신뢰성을 가려서, 파일을 읽고 쓰는 것처럼 간단해 보입니다.


So how does it do this?


우선 TCP는 stream 프로토콜입니다. 그래서 당신은 스트림에 데이터를 쓰고, TCP는 이 데이터를 목적지로 잘 전송합니다. IP는 패킷을 기반으로 하고 TCP 는 IP를 기반으로 하기 때문에 TCP는 당신의 데이터를 패킷으로 분할시킵니다. 그래서 어떤 내부 TCP code들은 데이터를 큐잉하고 충분한 데이터가 쌓인 이후에야 목적지로 패킷을 전송합니다.


이것은 multiplayer 게임에서 문제를 일으킵니다. 만약 당신이 매우 작은 크기의 패킷을 전송한다면, TCP는 당신이 보내는 데이터가 충분히 쌓일 때까지 패킷을 전송하지 않고 기다리는 현상이 발생하게 됩니다. (100 byte정도의 데이터 이상이 될때까지) 당신은 클라이언트 유저들이 가능한 한 최대한 빨리 서버로 데이터를 보낼 수 있기를 원하지만 실제로는 그럴 수가 없습니다. 만약 당신이 TCP 처럼 데이터 전송을 지연시키거나 쌓아두기만 한다면, 멀티플레이어 게임에서의 사용자 경험은 매우 떨어집니다. 게임 네트워크 입장에서 TCP는 우리가 원하는 시점에 제대로 전송하지 못하고 때때로 늦어집니다.


TCP에는 TCP_NODELAY라고 부르는 옵션을 사용해서 이런 점들을 보완할 수 있습니다. 이 옵션은 충분한 데이터가 쌓이기 전에 데이터를 전송하라고 명령을 내립니다. but to send whatever data you write to it immediately. This is typically referred to as disabling Nagle’s algorithm.


불운하게도 당신이 TCP에 이 옵션을 활성화시킨다 하더라도 멀티 플레이어 게임에는 문제를 일으킵니다.


그것은 TCP 가 패킷의 유실이나 순서의 뒤바뀜을 처리하기 위해서 만들어진 것이기 때문입니다. 그것은 당신에게 데이터가 신뢰성있고 제대로 된 순서의 데이터라는 “illusion”을 선물하기 위한 것입니다.





How TCP implements reliability.


기본적으로 TCP는 Stream의 데이터를 패킷으로 쪼개어서 패킷을 신뢰할 수 없는 IP를 이용하여 보냅니다. 그러면 패킷을 받은 반대편에서는 stream을 재구성합니다.


하지만, 패킷을 잃어버렸을 때는 어떻게 할까요? 패킷이 중복되거나 순서대로 전달되지 않은 경우에는 어떻게 할까요?


여기서 TCP의 세부적인 내용은 매우 복잡하기 때문에 깊이 들어가지는 않을 것입니다. (만약 원한다면 TCP/IP illustrated를 참조하세요)  기본적으로 TCP는 패킷을 전송하고 패킷이 손실없이 잘 전송될 때까지 일정 시간 기다립니다. 기다리는 시간동안 ack(acknowledgement) 메시지를 받지 못하면 패킷이 유실되었다고 판단하고 다시 패킷을 재전송합니다. 중복된 패킷은 받는 쪽에서 버립니다. 그리고 순서가 잘못된 패킷은 제대로 된 데이터로 만들기 위해서 재배열시킵니다.


문제는 만약 우리들이 TCP를 이용하여 데이터를 전송하기를 원할 경우 패킷이 유실될 경우 멈추고 재전송될 때까지 기다립니다. 더 최신의 패킷이 이미 도착해 큐에 쌓여있더라도 이전의 유실된 패킷이 도착할 때까지 접근할 수가 없습니다. 패킷이 재전송될 때까지는 얼마나 걸릴까요? 데이터를 재전송하는 데는 적어도 RTT(Round Trip Time)의 시간이 걸릴 것입니다.





Why you should never use TCP to network time critical data.


FPS와 같은 real time game을 TCP를 이용해서 개발할 경우의 문제점은 웹브라우저, 이메일 또는 다른 대부분의 어플리케이션과는 다릅니다. 이런 multiplayer game은 실시간을 패킷을 전송해야하는 요구사항이 있습니다. 예를 들어 사용자의 입력이나 캐릭터의 위치같은 당신의 게임의 대부분의 정보들은 몇 초전의 데이터들은 의미가 없습니다. 당신은 단지 최신의 데이터에 대해서만 관심을 가질 뿐입니다. TCP는 이런 것을 위해서 디자인된 프로토콜이 아닙니다.


FPS 멀티 플레이어 게임의 가장 단순한 예제를 생각해보죠. 당신은 가장 단순한 방법으로 데이터를 전송하기를 원합니다. 키입력, 마우스 입력과 같은 클라이언트의 프레임 정보는 모두 서버로 전송하구요. 서버는 클라이언트로부터 받은 개별 플레이어의 입력을 처리하여 클라이언트가 렌더링해야할 game object의 현재 위치를 전달합니다.


그래서 우리의 단순한 멀티 플레이어 게임은 패킷이 유실될 때마다 모든 것은 멈추고 패킷이 재전송될 때까지 기다립니다. 클라이언트 게임은 업데이트 받는 것을 멈추고 그 자리에 그대로 서있을 것이고, 서버는 클라이언트로부터 입력을 받지 못해서 캐릭터는 움직이거나 쏠 수가 없습니다. 패킷이 마침내 도착하지만, 당신은 시간이 지나간 이 정보들에 대해서 신경쓰고 싶지 않을 것입니다.





Wait? Why can’t I use both UDP and TCP?


For realtime game data like player input and state, only the most recent data is relevant, but for other types of data, say perhaps a sequence of commands sent from one machine to another, reliability and ordering can be very important.


The temptation then is to use UDP for player input and state, and TCP for the reliable ordered data. If you’re sharp you’ve probably even worked out that you may have multiple “streams” of reliable ordered commands, maybe one about level loading, and another about AI. Perhaps you think to yourself, “Well, I’d really not want AI commands to stall out if a packet is lost containing a level loading command – they are completely unrelated!”. You are right, so you may be tempted to create one TCP socket for each stream of commands.


On the surface, this seems like a great idea. The problem is that since TCP and UDP are both built on top of IP, the underlying packets sent by each protocol will affect each other. Exactly how they affect each other is quite complicated and relates to how TCP performs reliability and flow control, but fundamentally you should remember that TCP tends to induce packet loss in UDP packets. For more information, read this paper on the subject.


Also, it’s pretty complicated to mix UDP and TCP. If you mix UDP and TCP you lose a certain amount of control. Maybe you can implement reliability in a more efficient way that TCP does, better suited to your needs? Even if you need reliable-ordered data, it’s possible, provided that data is small relative to the available bandwidth to get that data across faster and more reliably that it would if you sent it over TCP. Plus, if you have to do NAT to enable home internet connections to talk to each other, having to do this NAT once for UDP and once for TCP (not even sure if this is possible…) is kind of painful.





Conclusion


My recommendation then is not only that you use UDP, but that you only use UDP for your game protocol. Don’t mix TCP and UDP, instead learn how to implement the specific pieces of TCP that you wish to use inside your own custom UDP based protocol.


Of course, it is no problem to use HTTP to talk to some RESTful services while your game is running — that’s not what I’m saying. A couple TCP connections running while your game is running isn’t going to bring everything down. The point is, don’t split your game protocol across UDP and TCP. Keep your game protocol running over UDP so you are fully in control of the data you send and receive and how reliability, ordering and congestion avoidance are implemented.


The rest of the articles in this series show you how to do this, from creating your own virtual connection based protocol on top of UDP, to creating your own reliability, flow control and congestion avoidance over UDP.
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python에서 소스에 한글이 들어가면?


아래와 같이 코딩한 다음 python을 실행시키면 다음과 같은 오류가 발생한다.


#!/usr/bin/python

print "한글입력하면 실패한다."






sys:1: DeprecationWarning: Non-ASCII character '\xed' in file ./testCodingCharacter.py on line 3, but no encoding declared; 
see http://www.python.org/peps/pep-0263.html for details






한글입력하면 실패한다.
이유는 python은 기본적으로 소스가 ascii로 작성되었음을 가정하고 컴파일을 수행한다. 그런데 한글이 들어가 있으니 인식을 못하는 거다.


이를 해결하려면 다음과 같이 설정해주면된다.


#!/usr/bin/python
# coding=cp949

print "한글입력하면 실패한다."






또는


#!/usr/bin/python
# vim: set fileencoding=cp949

print "한글입력하면 실패한다."






또는


#!/usr/bin/python
# -*- coding: cp949 -*-

print "한글입력하면 실패한다."






아래 url을 참조하면 더 자세한 정보를 얻을 수 있다.
http://www.python.org/dev/peps/pep-0263/


그런데 아래와 같이 작업하니까 segmentation fault가 발생하더라


#!/usr/bin/env python
# coding=cp949

print "한글입력하면 실패한다."


#!/usr/bin/env python
# vim: set fileencoding=cp949

print "한글입력하면 실패한다."


#!/usr/bin/env python
# -*- coding: cp949 -*-

print "한글입력하면 실패한다."






단지 /usr/bin/python을 /usr/bin/env python으로만 바꾸었을 뿐인데..
하지만 또 아래와 같이 설정하면 잘 된다.
/usr/bin/env python 과 cp949가 어떤 연관이 있는 지는 잘 모르겠지만..
어쨌든 내 시스템에서는 에러가 났다...ㅎㅎ


#!/usr/bin/env python
# -*- coding: utf8 -*-

print "한글입력하면 실패한다."


#!/usr/bin/env python
# coding=utf8

print "한글입력하면 실패한다."


#!/usr/bin/env python
# vim: set fileencoding=utf8

print "한글입력하면 실패한다."
 






그래서 난 이렇게 쓰기로 했다.


#!/usr/bin/env python
# coding=utf8

print "한글입력하면 실패한다."
s```
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Q : 정규 표현식에 대해서 잘 설명된 페이지 없나요?


A : 아래 사이트를 가보시면 됩니다.


http://www.nextree.co.kr/p4327/
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Q: 현재 장비에서 디스크를 얼마나 사용하는 지 궁금하다.


A: iostat 명령을 이용


[localhost /home1/user ]# iostat
Linux 2.6.18-308.11.1.el5xen (dev-ochdev705.ncl)        2014년 01월 20일

avg-cpu:  %user   %nice %system %iowait  %steal   %idle
           0.02    0.00    0.03    4.34    0.02   95.58

Device:            tps   Blk_read/s   Blk_wrtn/s   Blk_read   Blk_wrtn
xvda              1.20         3.06        13.86     724734    3284648
xvda1             0.34         1.21         3.77     285858     892552
xvda2             0.86         1.85        10.09     438604    2392096






 그냥 iostat만 입력하면 1번만 실행되고 종료되므로 정확한 데이터를 알 수 없음 
 반드시 parameter로 모니터링 간격을 주고 지속적으로 모니터링 해야함.






[localhost /home1/user ]# iostat 1
// 1초 간격으로 iostat 결과 화면을 뿌려줌
Linux 2.6.18-308.11.1.el5xen (dev-ochdev705.ncl)        2014년 01월 20일

avg-cpu:  %user   %nice %system %iowait  %steal   %idle
           0.02    0.00    0.03    4.34    0.02   95.58

Device:            tps   Blk_read/s   Blk_wrtn/s   Blk_read   Blk_wrtn
xvda              1.20         3.06        13.86     724734    3284648
xvda1             0.34         1.21         3.77     285858     892552
xvda2             0.86         1.85        10.09     438604    2392096






 전송량보다 더 세부적인 정보가 궁금한 경우에는 -x 옵션을 사용함






[localhost /home1/user ]# iostat -x 1
// 1초 간격으로 iostat 결과 화면을 뿌려줌
Linux 2.6.18-308.11.1.el5xen (dev-ochdev705.ncl)        2014년 01월 20일

avg-cpu:  %user   %nice %system %iowait  %steal   %idle
           0.02    0.00    0.03    4.34    0.02   95.58

Device:         rrqm/s   wrqm/s   r/s   w/s   rsec/s   wsec/s avgrq-sz avgqu-sz   await  svctm  %util
xvda              0.02     0.69  0.15  1.04     3.05    13.86    14.10     0.27  222.77  72.61   8.71
xvda1             0.01     0.18  0.04  0.29     1.20     3.76    14.71     0.16  477.82 119.67   4.04
xvda2             0.01     0.51  0.11  0.75     1.85    10.09    13.86     0.11  122.73  77.93   6.71


// avgqu-sz : 디바이스로 요청이 들어왔지만 처리하지 못하고 대기하고 있는 큐의 크기임 (The average queue length of the requests that were issued to the device.)
// avgrq-sz : 디바이스로 들오온 io request 의 평균값 (The average size (in sectors) of the requests that were issued to the device)
// await : 디바이스로 요청을 받아서 처리한 평균 시간 The average time (in milliseconds) for I/O requests issued to the device to be served. This includes the time spent by the requests in queue and the time spent servicing them.
// %util : 디스크 사용률을 보여줌. 100이면 하드 디스크가 full로 동작하고 있는 거임 (Percentage of CPU time during which I/O requests were issued to the device (bandwidth utilization for the device).)
// svctm : IO 요청을 처리하는 평균 시간 (The average service time (in milliseconds) for I/O requests that were issued to the device.)









Q : 프로세스가 사용하는 파일의 정보를 보고 싶습니다. 프로세스에서 로드해서 사용하고 있는 라이브러리 정보를 알고 싶습니다.


A : lsof  명령을 이용하세요.


[localhost /home1/user ]# lsof | grep java
java      16451    www  294r      REG        8,3    88569   21278635 /home1/www/bloc/bloc_10850/repository/bloc_hsp_social/lib/tiles-core-0.2.jar
java      16451    www  295r      REG        8,3   362030   21278548 /home1/www/bloc/bloc_10850/repository/bloc_hsp_social/lib/ibatis2-sqlmap-2.3.0.677-p5.jar
java      16451    www  297r      CHR        1,9                 976 /dev/urandom
java      16451    www  299u     IPv4    2311776                 TCP *:11005 (LISTEN)
java      16451    www  301u     IPv4    2311778                 TCP *:11006 (LISTEN)
java      16451    www  307r     FIFO        0,6             2311796 pipe
java      16451    www  308w     FIFO        0,6             2311796 pipe
java      16451    www  309r     0000       0,11        0    2311797 eventpoll









Q : 디스크 점유량을 알고 싶어요.


A : df 명령을 쓰시면 됩니다.


[localhost /home1/user ]# df
Filesystem           1K-blocks      Used Available Use% Mounted on
/dev/cciss/c0d0p1    275668440   6009712 269658728   3% /
tmpfs                  6147692         0   6147692   0% /dev/shm









Q : df를 써도 block 단위로 나오니까 읽기 힘드네요


A : df -h 옵셔을 주고 쓰시면 됩니다.


[localhost /home1/user ]# df -h
Filesystem            Size  Used Avail Use% Mounted on
/dev/cciss/c0d0p1     263G  5.8G  258G   3% /
tmpfs                 5.9G     0  5.9G   0% /dev/shm









Q : df와 du명령으로 확인을 했는데 크기가 달라요


A : 우선 df는 파일 시스템 기준으로 용량을 계산하고, du 는 실제 디렉토리, 파일을 검사해서 계산하기 때문에 계산 방식이 다릅니다.
파일 시스템에서는 파일을 삭제해도 다른 프로세스에서 참조하고 있다면 reference count를 유지하고 있고 이를 용량 계산에 포함시킵니다.
lsof 명령으로 삭제된 파일을 참조 하고 있는 프로세스를 종료시키면 될 것 같습니다.
중요한 서버가 아니면 그냥 재부팅 시키면 깔끔합니다. ^^





Q : raid0, raid1, raid5, raid10 이거 뭔가요?


A : 디스크를 개별로 사용하는 것이 아니라 여러개의 디스크를 묶어서 사용하는 것입니다.
| raid name | 형태 | 장단점 |
|—|—|—|
| raid0 | * 여러개의 디스크를 묶어서 하나로 사용함. | * 디스크 중 하나가 깨지면 데이터 복구 불가능 * 성능은 좋음 |
| raid1 | * 같은 데이터를 2벌로 복제해서 사용함. | * 디스크 중 하나가 깨져도 복구 가능함. * 다른 raid에서 2개가 깨지면 복구 불가능. * 2번 써야 하므로 속도가 느림|
| raid5 | * 여러개의 디스크를 묶어서 하나로 사용함. * 패리티 비트를 보관하는 영역만큼 사용가능한 데이터 크기 줄어듦 | * 디스크에 parity bit가 포함되어 있어서 디스크 중 하나가 깨지면 복구 가능함. * 2개 깨지면 전체 데이터 복구 불가능.  |
| raid10 | * raid1로 묶은 것을 다시 raid0로 묶은 형태임 | * 안정성 최고임 * 사용 가능한 디스크 용량이 절반으로 줄어듦 |



		참고 문서
** http://en.wikipedia.org/wiki/Standard_RAID_levels
** http://en.wikipedia.org/wiki/Nested_RAID_levels
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Q: 디렉토리의 모든 파일을 하나의 파일로 만들고 싶다.


A: tar 명령을 이용한다.


tar cf archieve_file.tar ./source









Q: 파일의 크기를 줄여서 압축하고 싶다.


A: gzip 명령을 이용한다.


gzip archieve_file.tar









Q: gz 파일을 풀고 싶다.


A: gunzip 명령을 이용한다.


gunzip archieve_file.tar.gz









Q: 다수의 파일을 하나의 파일로 만들면서 압축도 하고 싶다.


A: tar 명령을 이용한다.


tar -czf archieve_file.tar.gz ./source
tar -czvf archieve_file.tar.gz ./source









Q: tar.gz으로 압축된 파일을 압축도 풀면서 다수의 파일로 만들고 싶다.


A: tar 명령을 이용한다.


tar -xzf archieve_file.tar.gz
tar -xzvf archieve_file.tar.gz









Q: tar.gz 포맷 말고 윈도우에서 많이 쓰는 zip 파일로 압축하고 싶다.


A: zip 명령을 이용한다.





Q: zip 파일의 압축을 풀 때에는?


A: 당연히 unzip 명령을 이용한다.






          

      

      

    


    
        © Copyright 2016.
      Created using Sphinx 1.3.5.
    

  

search.html


    
      Navigation


      
        		
          index


        		completecode development documentation »

 
      


    


    
      
          
            
  Search


  
  
  
    Please activate JavaScript to enable the search
    functionality.
  


  

  
    From here you can search these documents. Enter your search
    words into the box below and click "search". Note that the search
    function will automatically search for all of the words. Pages
    containing fewer words won't appear in the result list.
  


  
    
    
    
  

  
  
  
  


          

      

      

    


    
        © Copyright 2016.
      Created using Sphinx 1.3.5.
    

  

LINUX/Top.html


    
      Navigation


      
        		
          index


        		completecode development documentation »

 
      


    


    
      
          
            
  
Q : top의 정보가 있는 데 뭐가 뭔지 잘 모르겠다.


A :


top - 16:34:00 up 15 days,  1:29,  4 users,  load average: 0.00, 0.00, 0.00
Tasks:  80 total,   1 running,  79 sleeping,   0 stopped,   0 zombie
Cpu0  :  0.3%us,  0.0%sy,  0.0%ni, 99.7%id,  0.0%wa,  0.0%hi,  0.0%si,  0.0%st
Mem:   1914488k total,  1742032k used,   172456k free,   308960k buffers
Swap:        0k total,        0k used,        0k free,  1015704k cached






top - 시스템 부팅 후 시간, ?, 현재 로그인한 유저, load average값: 1분, 5분, 15분
Tasks: 현재 구동중인 프로세스, 실행중인 프로세스, 실행 대기중인 프로세스, 멈춘 프로셋, 좀비 프로세스
Cpu : usage, sys, nice, idle, wait, ?, ?, ?
Mem : total, used, free, buffers
Swap : totla, used, free, cached







		load average


		zombie


		cpu
		usage


		sys


		nice


		idle


		iowait








		memory
		used


		free


		buffers


		cached














Q: top 정보에 COMMAND 정보도 부족하고 CPU별 점유율 정보도 부족하다.


A: top을 실행한 다음, 1을 누르면 cpu의 세부 정보가 출력된다. c를 누르면 COMMAND의 세부 정보가 출력된다.


top - 15:59:48 up 2 days, 17:39,  2 users,  load average: 0.00, 0.04, 0.05
Tasks:  88 total,   1 running,  87 sleeping,   0 stopped,   0 zombie
Cpu0  :  0.0%us,  0.0%sy,  0.0%ni, 99.7%id,  0.0%wa,  0.0%hi,  0.0%si,  0.3%st
Cpu1  :  0.0%us,  0.0%sy,  0.0%ni,100.0%id,  0.0%wa,  0.0%hi,  0.0%si,  0.0%st
Mem:   2097336k total,   819508k used,  1277828k free,   255612k buffers
Swap:        0k total,        0k used,        0k free,   321940k cached

  PID USER      PR  NI  VIRT  RES  SHR S %CPU %MEM    TIME+  COMMAND
  354 www       15   0  4892  536  468 S  0.0  0.0   0:00.00 tail -f access_hangame_mphoto2_sg.140120 access_mobileweb_cgp.140117 access_mobileweb_cgp.140120 error_log.140117 error_mobileweb_cgp.140120 mod_jk.log.140117 mod_jk.log.140120
  644 www       25   0  339m 128m 8748 S  0.0  6.3   0:10.32 /usr/local/jdk6/bin/java -Dprojectname=hangame_mphoto2 -server -Xms16m -Xmx128m -XX:+UseParallelGC -XX:+UseParallelOldGC -XX:+DisableExplicitGC -Dfile.encoding=euc-kr -Dlog4j.d
  659 root      12  -5     0    0    0 S  0.0  0.0   0:00.00 [kmpathd/0]
  660 root      12  -5     0    0    0 S  0.0  0.0   0:00.00 [kmpathd/1]
  661 root      12  -5     0    0    0 S  0.0  0.0   0:00.00 [kmpath_handlerd]
  683 root      10  -5     0    0    0 S  0.0  0.0   0:00.02 [kjournald]
  931 root      18   0  2424  528  232 S  0.0  0.0   0:00.00 /sbin/dhclient -1 -q -lf /var/lib/dhclient/dhclient-eth0.leases -pf /var/run/dhclient-eth0.pid eth0
  965 root      24   0  1932  760  624 S  0.0  0.0   0:00.02 syslogd -m 0
  968 root      15   0  1776  408  340 S  0.0  0.0   0:00.00 klogd -x
  977 root      15   0  2580  376  268 S  0.0  0.0   0:00.03 irqbalance
  992 root      18   0  2572 1152  996 S  0.0  0.1   0:00.87 /bin/bash /usr/sbin/xe-daemon -p /var/run/xe-daemon.pid
 1073 root      18   0  7144 1116  720 S  0.0  0.1   0:00.03 /usr/sbin/sshd
 1083 root      15   0  2852  888  708 S  0.0  0.0   0:00.00 xinetd -stayalive -pidfile /var/run/xinetd.pid
 1094 ntp       15   0  4420 4416 3428 S  0.0  0.2   0:00.00 ntpd -u ntp:ntp -p /var/run/ntpd.pid -g
 1102 root      15   0  6456 1136  588 S  0.0  0.1   0:00.01 crond










          

      

      

    


    
        © Copyright 2016.
      Created using Sphinx 1.3.5.
    

  

README.html


    
      Navigation


      
        		
          index


        		completecode development documentation »

 
      


    


    
      
          
            
  
C, C++



		C++








Java



		Java8








Python



		Python








Linux



		Linux








Network



		TCP vs UDP








Storage






          

      

      

    


    
        © Copyright 2016.
      Created using Sphinx 1.3.5.
    

  

LINUX/Awk.html


    
      Navigation


      
        		
          index


        		completecode development documentation »

 
      


    


    
      
          
            
  
Q: 특정 파일이 탭 또는 공백으로 구분되어 있는데, 2번째 부분만 출력하고 싶다.


A: awk 명령을 이용한다.


awk '{print $2}' file
cat file | awk '{print $2}'









Q: 특정 파일이 쉼표로 구분되어 있는 데 3번째 컬럼만 출력하고 싶다.


A: awk 명령을 이용한다.


awk -F"," '{print $2}' file









Q: 파일의 특정 컬럼에 특정값이 있는 갯수를 알고 싶다.


A: awk 명령을 이용한다.


awk 'BEGIN{sum = 0}{if ($2 == "TEXT") {sum = sum + 1} }} END{print sum}}'









Q: 파일의 특정 컬럼의 값에 앞뒤로 내가 문자열을 넣어주고 싶다.


A: awk 명령을 이용한다.


awk '{printf("FORMAT = %s\t%s\t%s\n", $1, $3, $5)}'
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Java 8



new feature



lambda expressions


One issue with anonymous classes is that if the implementation of your anonymous class is very simple, such as an interface that contains only one method, then the syntax of anonymous classes may seem unwieldy and unclear. In these cases, you’re usually trying to pass functionality as an argument to another method, such as what action should be taken when someone clicks a button. Lambda expressions enable you to do this, to treat functionality as method argument, or code as data.


The previous section, Anonymous Classes, shows you how to implement a base class without giving it a name. Although this is often more concise than a named class, for classes with only one method, even an anonymous class seems a bit excessive and cumbersome. Lambda expressions let you express instances of single-method classes more compactly.



		oracle lambda experssions java tutorials


		http://docs.oracle.com/javase/tutorial/java/javaOO/lambdaexpressions.html






		before













		after












reference

http://openjdk.java.net/projects/jdk8/features
http://docs.oracle.com/javase/tutorial/java/javaOO/lambdaexpressions.html
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C++11



		C++ 11(C++0x라고도 알려짐)은 [1] ISO가 2011년 8월 12일에 승인한 C++ 프로그래밍 언어의 최신판이다.


		GCC : v4.7부터 C++11으로 시험 적용함.


		Visual Studio : Visual Studio 12까지 부분 적용








keyword



auto



		auto 키워드는 변수를 초기화할 때 명시적으로 type을 지정하지 않고 auto로 지정할 수 있음.


		C#, Javascript의 var와 비슷함.


		사용 범위 : 지역 변수에서만 사용 가능, 멤버 변수, 함수 인자, 전역 변수에서는 사용 불가.


		실행 시점이 아닌 컴파일 시점에 자동으로 형을 결정하는 키워드임.


		pointer, const, reference로 사용 가능함.


		템플릿 프로그래밍이나 STL 사용시 코드가 더 간단해짐.





auto NPCname = "BugKing";
auto Number = 1;
auto* pUserMode = &UserMode;
auto* CharInven = new CharacterInvenInfo();









lambda



		람다함수, 이름없는 함수로 부르며 함수 객체와 같음


		C++ 규격에서 람다는 특별한 형을 가지고 있다.


		‘decltype’(C++11에서 새로 생김)과 ‘sizeof’에서는 사용할 수 없음.


		capture
		[&] [=] 와 같이 람다 함수 외부 변수들도 참조가 가능함


		reference가 아닌 value로 복사해서 람다함수 내부에서 수정하면 에러 발생함.


		mutable 키워드를 사용해야함.


		value 복사이기 때문에 내부에서 수정을 해도 람다함수를 빠져나오면 예전값으로 돌아옴.











int main() {
    auto func = [] (int n){std::cout << "Number : " << n << std::endl; };
    func();
    return 0;
}

int main() {
    float func = [] {return 3.14; };
    float func = [] (float f) {return f; };
    float func = [] () -> float {return 3.14; };

    float f1 = func();
    float f2 = func(3.14f);
    float f3 = func();
}






example) c++ find_if


auto Iter = find_if(User,begin(), User.end(),
                    [](User& tUser) -> bool {return true == uTuser.IsDie(); }
            );
struct FinDieUser
{
    bool operator() (User& tUser) const
    {
        return tUser.IsDie();
    }
};

Iter = find_if (User.begin(), User.end(), FinDieUser());









range based for



		for each를 range based for로 바꾸어서 사용하면 됨






int main() 
{
    int NumberList[5] = {1, 2, 3, 4, 5};
    
    // normal for statement
    for(int i = 0;i < 5;i++)
    {
        std::cout << i << std::endl;    
    }
    
    // vc++ for each statement
    for each (int i in NumberList) 
    {
        std::count << i << std::endl;
    }
    
    // range base for statement
    for(auto i : NumberList) 
    {
        std::count << i << std::endl;
    }
}







		std container를 사용할 수 있음.


		interator를 지원하는 컨테이너라면 사용가능함.


		& 연산자로 값을 직접 수정할 수 있음.


		const 를 사용하면 immutable 처리할 수 있음






int main() 
{
    std::vector<int> NumberList;
    NumberList.push_back(1);
    NumberList.push_back(2);
    NumberList.push_back(3);
    
    // range base for statement with std vector
    for(auto i : NumberList) 
    {
        std::count << i << std::endl;
    }
    
    std::unordered_map<int, std:;string> NumString;
    NumString.insert(std::make_pair<int, std::string>(1, "1");
    NumString.insert(std::make_pair<int, std::string>(2, "2");
    NumString.insert(std::make_pair<int, std::string>(3, "3");
    
    // range base for statement with unordered map
    for(auto i : NumString) 
    {
        std::count << i.first << i.second << std::endl;
    }
    
}







https://ko.wikipedia.org/wiki/C%2B%2B11
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Data Definition


CQL stores data in tables, whose schema defines the layout of said data in the table, and those tables are grouped in keyspaces. A keyspace defines a number of options that applies to all the tables it contains, most prominently of which is the replication strategy used by the keyspace. It is generally encouraged to use one keyspace by application, and thus many cluster may define only one keyspace.


This section describes the statements used to create, modify, and remove those keyspace and tables.





Common definitions


The names of the keyspaces and tables are defined by the following grammar:


keyspace_name ::=  name
table_name    ::=  [ keyspace_name '.' ] name
name          ::=  unquoted_name | quoted_name
unquoted_name ::=  re('[a-zA-Z_0-9]{1, 48}')
quoted_name   ::=  '"' unquoted_name '"'






Both keyspace and table name should be comprised of only alphanumeric characters, cannot be empty and are limited in size to 48 characters (that limit exists mostly to avoid filenames (which may include the keyspace and table name) to go over the limits of certain file systems). By default, keyspace and table names are case insensitive (myTable is equivalent to mytable) but case sensitivity can be forced by using double-quotes (“myTable” is different from mytable).


Further, a table is always part of a keyspace and a table name can be provided fully-qualified by the keyspace it is part of. If is is not fully-qualified, the table is assumed to be in the current keyspace (see USE statement).


Further, the valid names for columns is simply defined as:


column_name ::=  identifier






We also define the notion of statement options for use in the following section:


options ::=  option ( AND option )*
option  ::=  identifier '=' ( identifier | constant | map_literal )









CREATE KEYSPACE


A keyspace is created using a CREATE KEYSPACE statement:


create_keyspace_statement ::=  CREATE KEYSPACE [ IF NOT EXISTS ] keyspace_name WITH options






For instance:


CREATE KEYSPACE Excelsior
           WITH replication = {'class': 'SimpleStrategy', 'replication_factor' : 3};

CREATE KEYSPACE Excalibur
           WITH replication = {'class': 'NetworkTopologyStrategy', 'DC1' : 1, 'DC2' : 3}
            AND durable_writes = false;






The supported options are:


| name  | kind  | mandatory |   default | description |
|—-|—-|—-|—-|—|
| replication    |  map    |    yes |        |  The replication strategy and options to use for the keyspace (see details below). |
| durable_writes |  simple |    no |    true |  Whether to use the commit log for updates on this keyspace (disable this option at your own risk!). |


The replication property[^footnote] is mandatory and must at least contains the ‘class’ sub-option which defines the replication strategy class to use. The rest of the sub-options depends on what replication strategy is used. By default, Cassandra support the following ‘class’:



		‘SimpleStrategy’: A simple strategy that defines a replication factor for the whole cluster. The only sub-options supported is ‘replication_factor’ to define that replication factor and is mandatory.


		‘NetworkTopologyStrategy’: A replication strategy that allows to set the replication factor independently for each data-center. The rest of the sub-options are key-value pairs where a key is a data-center name and its value is the associated replication factor.





Attempting to create a keyspace that already exists will return an error unless the IF NOT EXISTS option is used. If it is used, the statement will be a no-op if the keyspace already exists.


[^footnote]: Test, Link [https://google.com].





USE





ALTER KEYSPACE





DROP KEYSPACE





CREATE TABLE


Creating a new table uses the CREATE TABLE statement:


create_table_statement ::=  CREATE TABLE [ IF NOT EXISTS ] table_name
                            '('
                                column_definition
                                ( ',' column_definition )*
                                [ ',' PRIMARY KEY '(' primary_key ')' ]
                            ')' [ WITH table_options ]
column_definition      ::=  column_name cql_type [ STATIC ] [ PRIMARY KEY]
primary_key            ::=  partition_key [ ',' clustering_columns ]
partition_key          ::=  column_name
                            | '(' column_name ( ',' column_name )* ')'
clustering_columns     ::=  column_name ( ',' column_name )*
table_options          ::=  COMPACT STORAGE [ AND table_options ]
                            | CLUSTERING ORDER BY '(' clustering_order ')' [ AND table_options ]
                            | options
clustering_order       ::=  column_name (ASC | DESC) ( ',' column_name (ASC | DESC) )*






For instance:


CREATE TABLE monkeySpecies (
    species text PRIMARY KEY,
    common_name text,
    population varint,
    average_size int
) WITH comment='Important biological records'
   AND read_repair_chance = 1.0;

CREATE TABLE timeline (
    userid uuid,
    posted_month int,
    posted_time uuid,
    body text,
    posted_by text,
    PRIMARY KEY (userid, posted_month, posted_time)
) WITH compaction = { 'class' : 'LeveledCompactionStrategy' };

CREATE TABLE loads (
    machine inet,
    cpu int,
    mtime timeuuid,
    load float,
    PRIMARY KEY ((machine, cpu), mtime)
) WITH CLUSTERING ORDER BY (mtime DESC);






A CQL table has a name and is composed of a set of rows. Creating a table amounts to defining which columns the rows will be composed, which of those columns compose the primary key, as well as optional options for the table.


Attempting to create an already existing table will return an error unless the IF NOT EXISTS directive is used. If it is used, the statement will be a no-op if the table already exists.



Column definitions


Every rows in a CQL table has a set of predefined columns defined at the time of the table creation (or added later using an alter statement).


A column_definition is primarily comprised of the name of the column defined and it’s type, which restrict which values are accepted for that column. Additionally, a column definition can have the following modifiers:



		STATIC : it declares the column as being a static column.


		PRIMARY KEY : it declares the column as being the sole component of the primary key of the table.






Static columns


Some columns can be declared as STATIC in a table definition. A column that is static will be “shared” by all the rows belonging to the same partition (having the same partition key). For instance:


CREATE TABLE t (
    pk int,
    t int,
    v text,
    s text static,
    PRIMARY KEY (pk, t)
);

INSERT INTO t (pk, t, v, s) VALUES (0, 0, 'val0', 'static0');
INSERT INTO t (pk, t, v, s) VALUES (0, 1, 'val1', 'static1');

SELECT * FROM t;
   pk | t | v      | s
  ----+---+--------+-----------
   0  | 0 | 'val0' | 'static1'
   0  | 1 | 'val1' | 'static1'






As can be seen, the s value is the same (static1) for both of the row in the partition (the partition key in that example being pk, both rows are in that same partition): the 2nd insertion has overridden the value for s.


The use of static columns as the following restrictions:



		tables with the COMPACT STORAGE option (see below) cannot use them.


		a table without clustering columns cannot have static columns (in a table without clustering columns, every partition has only one row, and so every column is inherently static).


		only non PRIMARY KEY columns can be static.












ALTER TABLE





DROP TABLE





TRUNCATE
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[Getting started]


Newbie friendly starting point



		카산드라 설치


		카산드라 설정


		데이터 추가와 조회


		클라이언트 drivers








Cassandra Architecture


Cassandra’s big picture



		Overview


		Dynamo


		Storage Engine


		Guarantees








Data Modeling


Or how to make square pegs fit round holes





Cassandra Query Language


CQL reference documentation



		Definitions


		Data Types


		Data Definition


		Data Manipulation


		Secondary Indexes


		Materialized Views


		Security


		Functions


		JSON Support


		Triggers








Configuration


Cassandra’s handles and knobs



		Cassandra Configuration File








Operating Cassandra


The operator’s corner



		Snitch


		Adding, replacing, moving and removing nodes


		Monitoring








Cassandra’s Tools


cqlsh, nodetool, ...



		Nodetool








Troubleshooting


What to look for when you have a problem





FAQs


Frequently Asked Questions (with answers!)





bosco’s documentation



		Term









          

      

      

    


    
        © Copyright 2016.
      Created using Sphinx 1.3.5.
    

  

STORAGES/CASSANDRA/custom_document/term.html


    
      Navigation


      
        		
          index


        		completecode development documentation »

 
      


    


    
      
          
            
  
Cassandra requirement



		prerequisites document : https://cassandra.apache.org/doc/latest/getting_started/installing.html#prerequisites





		java 1.8 require





		python 2.7 require



		Pytho v2.7.12 설치





		http://zetawiki.com/wiki/%EB%A6%AC%EB%88%85%EC%8A%A4_Python_2.7_%EC%BB%B4%ED%8C%8C%EC%9D%BC_%EC%84%A4%EC%B9%98





		python bug



		https://issues.apache.org/jira/browse/CASSANDRA-11850








		bug



		error


Connection error: ('Unable to connect to any servers', {'10.77.33.96': TypeError('ref() does not take keyword arguments',)})









		cause : https://issues.apache.org/jira/browse/CASSANDRA-11850





		action



		reinstall python 2.7.9 or 2.7.11


		waiting patch version


























information


cassandra도 netty를 사용하고 있다.


INFO  03:23:15 Netty using Java NIO event loop
INFO  03:23:15 Using Netty Version: [netty-buffer=netty-buffer-4.0.36.Final.e8fa848, netty-codec=netty-codec-4.0.36.Final.e8fa848, netty-codec-haproxy=netty-codec-haproxy-4.0.36.Final.e8fa848, netty-codec-http=netty-codec-http-4.0.36.Final.e8fa848, netty-codec-socks=netty-codec-socks-4.0.36.Final.e8fa848, netty-common=netty-common-4.0.36.Final.e8fa848, netty-handler=netty-handler-4.0.36.Final.e8fa848, netty-tcnative=netty-tcnative-1.1.33.Fork15.906a8ca, netty-transport=netty-transport-4.0.36.Final.e8fa848, netty-transport-native-epoll=netty-transport-native-epoll-4.0.36.Final.e8fa848, netty-transport-rxtx=netty-transport-rxtx-4.0.36.Final.e8fa848, netty-transport-sctp=netty-transport-sctp-4.0.36.Final.e8fa848, netty-transport-udt=netty-transport-udt-4.0.36.Final.e8fa848]









architecture



		http://docs.datastax.com/en/cassandra/3.x/cassandra/architecture/archIntro.html








term



		superuser : cassandra/cassandra
		create another superuser, not named cassandra. this step is optional but highly recommended.
		https://docs.datastax.com/en/cassandra/1.2/cassandra/security/security_config_native_authenticate_t.html














		cqlversion


		gossip : A peer-to-peer communication protocol to discover and share location and state information about the other nodes in a Cassandra cluster. Gossip information is also persisted locally by each node to use immediately when a node restarts.
		3 handshake message exchange between 2 hosts;


		It is based on Accrual Failure Detection algorithm.











comment of org.apache.cassandra.gms.Gossiper class

/**
 * This module is responsible for Gossiping information for the local endpoint. This abstraction
 * maintains the list of live and dead endpoints. Periodically i.e. every 1 second this module
 * chooses a random node and initiates a round of Gossip with it. A round of Gossip involves 3
 * rounds of messaging. For instance if node A wants to initiate a round of Gossip with node B
 * it starts off by sending node B a GossipDigestSynMessage. Node B on receipt of this message
 * sends node A a GossipDigestAckMessage. On receipt of this message node A sends node B a
 * GossipDigestAck2Message which completes a round of Gossip. This module as and when it hears one
 * of the three above mentioned messages updates the Failure Detector with the liveness information.
 * Upon hearing a GossipShutdownMessage, this module will instantly mark the remote node as down in
 * the Failure Detector.
 */







		seed


		Key Space


		commit log : All data is written first to the commit log for durability. After all its data has been flushed to SSTables, it can be archived, deleted, or recycled.


		memtable : A Cassandra table-specific, in-memory data structure that resembles a write-back cache.
		http://docs.datastax.com/en/glossary/doc/glossary/gloss_memtable.html








		SSTables : A sorted string table (SSTable) is an immutable data file to which Cassandra writes memtables periodically. SSTables are stored on disk sequentially and maintained for each Cassandra table. SSTables are append only and stored on disk sequentially and maintained for each Cassandra table.


		durable_writes : Whether to use the commit log for updates on this keyspace (disable this option at your own risk!).


		Table


		initial token


		num tokens


		virtual node


		LocalStrategy


		SimpleStrategy : 인접 노드에 데이터를 복제함.


		NetworkTopologyStrategy : 네트워크 상에 배치된 구조를 고려하여 복사본 저장


		replication_factor


		bloomfilter


		SSTable Compaction : merge sort


		snitch :
		simple snitch :


		rack inferring snitch :


		property file snitch :








		partitioner :


		consistency level :
		quorum :








		request delegation


		Staged Event-Driven Architecture


		AntiEntropy : https://wiki.apache.org/cassandra/AntiEntropy








Directory



Bin


nodetool
cassandra
cqlsh





conf


cassandra.yaml





data


commitlog
data
hints
saved_cashes





lib





logs





pylib





tools







tuning memory allocation


you can use the jemalloc library to speed up memory allocations
It is very useful for memory table.


log not to add the configuration


WARN  02:36:42 jemalloc shared library could not be preloaded to speed up memory allocations






Cassandra v2.2.4 updates


Depreacation

    - Configuration parameter memory_allocator in cassandra.yaml has been deprecated
      and will be removed in 3.0.0. As mentioned below for 2.2.0, jemalloc is
      automatically preloaded on Unix platforms.






modification


# Cassandra uses an installed jemalloc via LD_PRELOAD / DYLD_INSERT_LIBRARIES by default to improve off-heap
# memory allocation performance. The following code searches for an installed libjemalloc.dylib/.so/.1.so using
# Linux and OS-X specific approaches.
# To specify your own libjemalloc in a different path, configure the fully qualified path in CASSANDRA_LIBJEMALLOC.
# To disable jemalloc preload at all, set CASSANDRA_LIBJEMALLOC=-
#
CASSANDRA_LIBJEMALLOC=/home/hite95/DEV/jemalloc/jemalloc-4.2.1/lib/libjemalloc.so.2
#






result


INFO  02:37:54 jemalloc seems to be preloaded from /home/hite95/DEV/jemalloc/jemalloc-4.2.1/lib/libjemalloc.so.2









cqlsh


cqlsh:leader_board> CREATE TABLE monkeySpecies (
                ...     species int PRIMARY KEY,
                ...     common_name text,
                ...     population varint,
                ...     average_size int
                ... ) WITH comment='Important biological records'
                ...    AND read_repair_chance = 1.0;
cqlsh:leader_board> 
cqlsh:leader_board> 
cqlsh:leader_board> 
cqlsh:leader_board> describe leader_board;

CREATE KEYSPACE leader_board WITH replication = {'class': 'SimpleStrategy', 'replication_factor': '3'}  AND durable_writes = true;

CREATE TABLE leader_board.monkeyspecies (
    species int PRIMARY KEY,
    average_size int,
    common_name text,
    population varint
) WITH bloom_filter_fp_chance = 0.01
    AND caching = {'keys': 'ALL', 'rows_per_partition': 'NONE'}
    AND comment = 'Important biological records'
    AND compaction = {'class': 'org.apache.cassandra.db.compaction.SizeTieredCompactionStrategy', 'max_threshold': '32', 'min_threshold': '4'}
    AND compression = {'chunk_length_in_kb': '64', 'class': 'org.apache.cassandra.io.compress.LZ4Compressor'}
    AND crc_check_chance = 1.0
    AND dclocal_read_repair_chance = 0.1
    AND default_time_to_live = 0
    AND gc_grace_seconds = 864000
    AND max_index_interval = 2048
    AND memtable_flush_period_in_ms = 0
    AND min_index_interval = 128
    AND read_repair_chance = 1.0
    AND speculative_retry = '99PERCENTILE';









trouble shooting



cql version mismatch case



		error


Connection error: ('Unable to connect to any servers', {'10.77.33.96': ProtocolError("cql_version '3.4.0' is not supported by remote (w/ native protocol). Supported versions: [u'3.4.2']",)})









		command


[hite95@gplinux64 bin]$ ./cqlsh 10.77.33.96 9042 --cqlversion=3.4.2









		cqlsh command



		https://docs.datastax.com/en/cql/3.1/cql/cql_reference/create_keyspace_r.html














seed error log



		error


java.lang.RuntimeException: Unable to gossip with any seeds
at org.apache.cassandra.gms.Gossiper.doShadowRound(Gossiper.java:1386) ~[apache-cassandra-3.7.jar:3.7]
at org.apache.cassandra.service.StorageService.checkForEndpointCollision(StorageService.java:561) ~[apache-cassandra-3.7.jar:3.7]
at org.apache.cassandra.service.StorageService.prepareToJoin(StorageService.java:855) ~[apache-cassandra-3.7.jar:3.7]
at org.apache.cassandra.service.StorageService.initServer(StorageService.java:725) ~[apache-cassandra-3.7.jar:3.7]
at org.apache.cassandra.service.StorageService.initServer(StorageService.java:625) ~[apache-cassandra-3.7.jar:3.7]
at org.apache.cassandra.service.CassandraDaemon.setup(CassandraDaemon.java:370) [apache-cassandra-3.7.jar:3.7]
at org.apache.cassandra.service.CassandraDaemon.activate(CassandraDaemon.java:585) [apache-cassandra-3.7.jar:3.7]
at org.apache.cassandra.service.CassandraDaemon.main(CassandraDaemon.java:714) [apache-cassandra-3.7.jar:3.7]

















Compare with MySQL



		list key space, databases between MySQL and Cassandra



		MySQL


show databases;
describe [DATABASE_NAME];









		Cassandra


cqlsh> DESCRIBE keyspaces;

system_traces  system_schema  system_auth  system  system_distributed















		view the key space, databases between MySQL and Cassandra



		MySQL


DESCRIBE [Database Name]









		Cassandra


cqlsh> DESCRIBE system;

CREATE KEYSPACE system WITH replication = {'class': 'LocalStrategy'}  AND durable_writes = true;

CREATE TABLE system.available_ranges (
    keyspace_name text PRIMARY KEY,
    ranges set<blob>......





















Operation


cassandra shutdown


[hite95@gplinux64 bin]$ nodetool stopdaemon
Cassandra has shutdown.
error: Connection refused
-- StackTrace --
java.net.ConnectException: Connection refused
        at java.net.PlainSocketImpl.socketConnect(Native Method)
        at java.net.AbstractPlainSocketImpl.doConnect(AbstractPlainSocketImpl.java:350)
        at java.net.AbstractPlainSocketImpl.connectToAddress(AbstractPlainSocketImpl.java:206)
        at java.net.AbstractPlainSocketImpl.connect(AbstractPlainSocketImpl.java:188)
        at java.net.SocksSocketImpl.connect(SocksSocketImpl.java:392)
        at java.net.Socket.connect(Socket.java:589)
        at java.net.Socket.connect(Socket.java:538)
        at java.net.Socket.<init>(Socket.java:434)
        at java.net.Socket.<init>(Socket.java:211)
        at sun.rmi.transport.proxy.RMIDirectSocketFactory.createSocket(RMIDirectSocketFactory.java:40)
        at sun.rmi.transport.proxy.RMIMasterSocketFactory.createSocket(RMIMasterSocketFactory.java:148)
        at sun.rmi.transport.tcp.TCPEndpoint.newSocket(TCPEndpoint.java:613)
        at sun.rmi.transport.tcp.TCPChannel.createConnection(TCPChannel.java:216)
        at sun.rmi.transport.tcp.TCPChannel.newConnection(TCPChannel.java:202)
        at sun.rmi.server.UnicastRef.invoke(UnicastRef.java:130)
        at com.sun.jmx.remote.internal.PRef.invoke(Unknown Source)
        at javax.management.remote.rmi.RMIConnectionImpl_Stub.close(Unknown Source)
        at javax.management.remote.rmi.RMIConnector.close(RMIConnector.java:505)
        at javax.management.remote.rmi.RMIConnector.close(RMIConnector.java:445)
        at org.apache.cassandra.tools.NodeProbe.close(NodeProbe.java:236)
        at org.apache.cassandra.tools.NodeTool$NodeToolCmd.run(NodeTool.java:251)
        at org.apache.cassandra.tools.NodeTool.main(NodeTool.java:162)










tuning guide


https://tobert.github.io/pages/als-cassandra-21-tuning-guide.html


memtable_allocation_type: offheap_objects

Offheap memtables can improve write-heavy workloads by reducing the amount of data stored on the Java heap. 1-2GB of offheap memory should be sufficient for most workloads. The memtable size whould be left at 25% of the heap as well, since it is still in use when offheap is in play.
An additional performance boost can be realized by installing and enabling jemalloc. On common distros this is usually a yum/apt-get install away. Worst case you can simply install the .so file in /usr/local/lib or similar. Instructions for configuring it are in cassandra-env.sh.
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Cassandra Configuration File



cluster_name


The name of the cluster. This is mainly used to prevent machines in one logical cluster from joining another.


Default Value: ‘Test Cluster’





num_tokens


This defines the number of tokens randomly assigned to this node on the ring The more tokens, relative to other nodes, the larger the proportion of data that this node will store. You probably want all nodes to have the same number of tokens assuming they have equal hardware capability.


If you leave this unspecified, Cassandra will use the default of 1 token for legacy compatibility, and will use the initial_token as described below.


Specifying initial_token will override this setting on the node’s initial start, on subsequent starts, this setting will apply even if initial token is set.


If you already have a cluster with 1 token per node, and wish to migrate to multiple tokens per node, see http://wiki.apache.org/cassandra/Operations


Default Value: 256





allocate_tokens_for_keyspace


This option is commented out by default.


Triggers automatic allocation of num_tokens tokens for this node. The allocation algorithm attempts to choose tokens in a way that optimizes replicated load over the nodes in the datacenter for the replication strategy used by the specified keyspace.


The load assigned to each node will be close to proportional to its number of vnodes.


Only supported with the Murmur3Partitioner.


Default Value: KEYSPACE





initial_token


This option is commented out by default.


initial_token allows you to specify tokens manually. While you can use it with vnodes (num_tokens > 1, above) – in which case you should provide a comma-separated list – it’s primarily used when adding nodes to legacy clusters that do not have vnodes enabled.





hinted_handoff_enabled


See http://wiki.apache.org/cassandra/HintedHandoff May either be “true” or “false” to enable globally


Default Value: true





hinted_handoff_disabled_datacenters


This option is commented out by default.


When hinted_handoff_enabled is true, a black list of data centers that will not perform hinted handoff


Default Value (complex option):


#    - DC1
#    - DC2









max_hint_window_in_ms


this defines the maximum amount of time a dead host will have hints generated. After it has been dead this long, new hints for it will not be created until it has been seen alive and gone down again.


Default Value: 10800000 # 3 hours





hinted_handoff_throttle_in_kb


Maximum throttle in KBs per second, per delivery thread. This will be reduced proportionally to the number of nodes in the cluster. (If there are two nodes in the cluster, each delivery thread will use the maximum rate; if there are three, each will throttle to half of the maximum, since we expect two nodes to be delivering hints simultaneously.)


Default Value: 1024





max_hints_delivery_threads


Number of threads with which to deliver hints; Consider increasing this number when you have multi-dc deployments, since cross-dc handoff tends to be slower


Default Value: 2





hints_directory


This option is commented out by default.


Directory where Cassandra should store hints. If not set, the default directory is $CASSANDRA_HOME/data/hints.


Default Value: /var/lib/cassandra/hints





hints_flush_period_in_ms


How often hints should be flushed from the internal buffers to disk. Will not trigger fsync.


Default Value: 10000





max_hints_file_size_in_mb


Maximum size for a single hints file, in megabytes.


Default Value: 128





hints_compression


This option is commented out by default.


Compression to apply to the hint files. If omitted, hints files will be written uncompressed. LZ4, Snappy, and Deflate compressors are supported.


Default Value (complex option):


#   - class_name: LZ4Compressor
#     parameters:
#         -









batchlog_replay_throttle_in_kb


Maximum throttle in KBs per second, total. This will be reduced proportionally to the number of nodes in the cluster.


Default Value: 1024





authenticator


Authentication backend, implementing IAuthenticator; used to identify users Out of the box, Cassandra provides org.apache.cassandra.auth.{AllowAllAuthenticator, PasswordAuthenticator}.


AllowAllAuthenticator performs no checks - set it to disable authentication.
PasswordAuthenticator relies on username/password pairs to authenticate users. It keeps usernames and hashed passwords in system_auth.credentials table. Please increase system_auth keyspace replication factor if you use this authenticator. If using PasswordAuthenticator, CassandraRoleManager must also be used (see below)
Default Value: AllowAllAuthenticator





authorizer


Authorization backend, implementing IAuthorizer; used to limit access/provide permissions Out of the box, Cassandra provides org.apache.cassandra.auth.{AllowAllAuthorizer, CassandraAuthorizer}.


AllowAllAuthorizer allows any action to any user - set it to disable authorization.
CassandraAuthorizer stores permissions in system_auth.permissions table. Please increase system_auth keyspace replication factor if you use this authorizer.
Default Value: AllowAllAuthorizer





role_manager


Part of the Authentication & Authorization backend, implementing IRoleManager; used to maintain grants and memberships between roles. Out of the box, Cassandra provides org.apache.cassandra.auth.CassandraRoleManager, which stores role information in the system_auth keyspace. Most functions of the IRoleManager require an authenticated login, so unless the configured IAuthenticator actually implements authentication, most of this functionality will be unavailable.


CassandraRoleManager stores role data in the system_auth keyspace. Please increase system_auth keyspace replication factor if you use this role manager.
Default Value: CassandraRoleManager





roles_validity_in_ms


Validity period for roles cache (fetching granted roles can be an expensive operation depending on the role manager, CassandraRoleManager is one example) Granted roles are cached for authenticated sessions in AuthenticatedUser and after the period specified here, become eligible for (async) reload. Defaults to 2000, set to 0 to disable caching entirely. Will be disabled automatically for AllowAllAuthenticator.


Default Value: 2000





roles_update_interval_in_ms


This option is commented out by default.


Refresh interval for roles cache (if enabled). After this interval, cache entries become eligible for refresh. Upon next access, an async reload is scheduled and the old value returned until it completes. If roles_validity_in_ms is non-zero, then this must be also. Defaults to the same value as roles_validity_in_ms.


Default Value: 2000





permissions_validity_in_ms


Validity period for permissions cache (fetching permissions can be an expensive operation depending on the authorizer, CassandraAuthorizer is one example). Defaults to 2000, set to 0 to disable. Will be disabled automatically for AllowAllAuthorizer.


Default Value: 2000





permissions_update_interval_in_ms


This option is commented out by default.


Refresh interval for permissions cache (if enabled). After this interval, cache entries become eligible for refresh. Upon next access, an async reload is scheduled and the old value returned until it completes. If permissions_validity_in_ms is non-zero, then this must be also. Defaults to the same value as permissions_validity_in_ms.


Default Value: 2000





credentials_validity_in_ms


Validity period for credentials cache. This cache is tightly coupled to the provided PasswordAuthenticator implementation of IAuthenticator. If another IAuthenticator implementation is configured, this cache will not be automatically used and so the following settings will have no effect. Please note, credentials are cached in their encrypted form, so while activating this cache may reduce the number of queries made to the underlying table, it may not bring a significant reduction in the latency of individual authentication attempts. Defaults to 2000, set to 0 to disable credentials caching.


Default Value: 2000





credentials_update_interval_in_ms


This option is commented out by default.


Refresh interval for credentials cache (if enabled). After this interval, cache entries become eligible for refresh. Upon next access, an async reload is scheduled and the old value returned until it completes. If credentials_validity_in_ms is non-zero, then this must be also. Defaults to the same value as credentials_validity_in_ms.


Default Value: 2000





partitioner


The partitioner is responsible for distributing groups of rows (by partition key) across nodes in the cluster. You should leave this alone for new clusters. The partitioner can NOT be changed without reloading all data, so when upgrading you should set this to the same partitioner you were already using.


Besides Murmur3Partitioner, partitioners included for backwards compatibility include RandomPartitioner, ByteOrderedPartitioner, and OrderPreservingPartitioner.


Default Value: org.apache.cassandra.dht.Murmur3Partitioner





data_file_directories


This option is commented out by default.


Directories where Cassandra should store data on disk. Cassandra will spread data evenly across them, subject to the granularity of the configured compaction strategy. If not set, the default directory is $CASSANDRA_HOME/data/data.


Default Value (complex option):


#     - /var/lib/cassandra/data









commitlog_directory


This option is commented out by default. commit log. when running on magnetic HDD, this should be a separate spindle than the data directories. If not set, the default directory is $CASSANDRA_HOME/data/commitlog.


Default Value: /var/lib/cassandra/commitlog





cdc_enabled


Enable / disable CDC functionality on a per-node basis. This modifies the logic used for write path allocation rejection (standard: never reject. cdc: reject Mutation containing a CDC-enabled table if at space limit in cdc_raw_directory).


Default Value: false





cdc_raw_directory


This option is commented out by default.


CommitLogSegments are moved to this directory on flush if cdc_enabled: true and the segment contains mutations for a CDC-enabled table. This should be placed on a separate spindle than the data directories. If not set, the default directory is $CASSANDRA_HOME/data/cdc_raw.


Default Value: /var/lib/cassandra/cdc_raw





disk_failure_policy


Policy for data disk failures:



die


shut down gossip and client transports and kill the JVM for any fs errors or single-sstable errors, so the node can be replaced.





stop_paranoid


shut down gossip and client transports even for single-sstable errors, kill the JVM for errors during startup.





stop


shut down gossip and client transports, leaving the node effectively dead, but can still be inspected via JMX, kill the JVM for errors during startup.





best_effort


stop using the failed disk and respond to requests based on remaining available sstables. This means you WILL see obsolete data at CL.ONE!





ignore


ignore fatal errors and let requests fail, as in pre-1.2 Cassandra


Default Value: stop







commit_failure_policy


Policy for commit disk failures:


die
shut down gossip and Thrift and kill the JVM, so the node can be replaced.
stop
shut down gossip and Thrift, leaving the node effectively dead, but can still be inspected via JMX.
stop_commit
shutdown the commit log, letting writes collect but continuing to service reads, as in pre-2.0.5 Cassandra
ignore
ignore fatal errors and let the batches fail
Default Value: stop





prepared_statements_cache_size_mb


Maximum size of the native protocol prepared statement cache


Valid values are either “auto” (omitting the value) or a value greater 0.


Note that specifying a too large value will result in long running GCs and possbily out-of-memory errors. Keep the value at a small fraction of the heap.


If you constantly see “prepared statements discarded in the last minute because cache limit reached” messages, the first step is to investigate the root cause of these messages and check whether prepared statements are used correctly - i.e. use bind markers for variable parts.


Do only change the default value, if you really have more prepared statements than fit in the cache. In most cases it is not neccessary to change this value. Constantly re-preparing statements is a performance penalty.


Default value (“auto”) is 1/256th of the heap or 10MB, whichever is greater





thrift_prepared_statements_cache_size_mb


Maximum size of the Thrift prepared statement cache


If you do not use Thrift at all, it is safe to leave this value at “auto”.


See description of ‘prepared_statements_cache_size_mb’ above for more information.


Default value (“auto”) is 1/256th of the heap or 10MB, whichever is greater





key_cache_size_in_mb


Maximum size of the key cache in memory.


Each key cache hit saves 1 seek and each row cache hit saves 2 seeks at the minimum, sometimes more. The key cache is fairly tiny for the amount of time it saves, so it’s worthwhile to use it at large numbers. The row cache saves even more time, but must contain the entire row, so it is extremely space-intensive. It’s best to only use the row cache if you have hot rows or static rows.


NOTE: if you reduce the size, you may not get you hottest keys loaded on startup.


Default value is empty to make it “auto” (min(5% of Heap (in MB), 100MB)). Set to 0 to disable key cache.


key_cache_save_period
Duration in seconds after which Cassandra should save the key cache. Caches are saved to saved_caches_directory as specified in this configuration file.


Saved caches greatly improve cold-start speeds, and is relatively cheap in terms of I/O for the key cache. Row cache saving is much more expensive and has limited use.


Default is 14400 or 4 hours.


Default Value: 14400


key_cache_keys_to_save
This option is commented out by default.


Number of keys from the key cache to save Disabled by default, meaning all keys are going to be saved


Default Value: 100


row_cache_class_name
This option is commented out by default.


Row cache implementation class name. Available implementations:


org.apache.cassandra.cache.OHCProvider
Fully off-heap row cache implementation (default).
org.apache.cassandra.cache.SerializingCacheProvider
This is the row cache implementation availabile in previous releases of Cassandra.
Default Value: org.apache.cassandra.cache.OHCProvider


row_cache_size_in_mb
Maximum size of the row cache in memory. Please note that OHC cache implementation requires some additional off-heap memory to manage the map structures and some in-flight memory during operations before/after cache entries can be accounted against the cache capacity. This overhead is usually small compared to the whole capacity. Do not specify more memory that the system can afford in the worst usual situation and leave some headroom for OS block level cache. Do never allow your system to swap.


Default value is 0, to disable row caching.


Default Value: 0


row_cache_save_period
Duration in seconds after which Cassandra should save the row cache. Caches are saved to saved_caches_directory as specified in this configuration file.


Saved caches greatly improve cold-start speeds, and is relatively cheap in terms of I/O for the key cache. Row cache saving is much more expensive and has limited use.


Default is 0 to disable saving the row cache.


Default Value: 0


row_cache_keys_to_save
This option is commented out by default.


Number of keys from the row cache to save. Specify 0 (which is the default), meaning all keys are going to be saved


Default Value: 100


counter_cache_size_in_mb
Maximum size of the counter cache in memory.


Counter cache helps to reduce counter locks’ contention for hot counter cells. In case of RF = 1 a counter cache hit will cause Cassandra to skip the read before write entirely. With RF > 1 a counter cache hit will still help to reduce the duration of the lock hold, helping with hot counter cell updates, but will not allow skipping the read entirely. Only the local (clock, count) tuple of a counter cell is kept in memory, not the whole counter, so it’s relatively cheap.


NOTE: if you reduce the size, you may not get you hottest keys loaded on startup.


Default value is empty to make it “auto” (min(2.5% of Heap (in MB), 50MB)). Set to 0 to disable counter cache. NOTE: if you perform counter deletes and rely on low gcgs, you should disable the counter cache.


counter_cache_save_period
Duration in seconds after which Cassandra should save the counter cache (keys only). Caches are saved to saved_caches_directory as specified in this configuration file.


Default is 7200 or 2 hours.


Default Value: 7200


counter_cache_keys_to_save
This option is commented out by default.


Number of keys from the counter cache to save Disabled by default, meaning all keys are going to be saved


Default Value: 100


saved_caches_directory
This option is commented out by default.


saved caches If not set, the default directory is $CASSANDRA_HOME/data/saved_caches.


Default Value: /var/lib/cassandra/saved_caches


commitlog_sync
This option is commented out by default.


commitlog_sync may be either “periodic” or “batch.”


When in batch mode, Cassandra won’t ack writes until the commit log has been fsynced to disk. It will wait commitlog_sync_batch_window_in_ms milliseconds between fsyncs. This window should be kept short because the writer threads will be unable to do extra work while waiting. (You may need to increase concurrent_writes for the same reason.)


Default Value: batch


commitlog_sync_batch_window_in_ms
This option is commented out by default.


Default Value: 2


commitlog_sync
the other option is “periodic” where writes may be acked immediately and the CommitLog is simply synced every commitlog_sync_period_in_ms milliseconds.


Default Value: periodic


commitlog_sync_period_in_ms
Default Value: 10000


commitlog_segment_size_in_mb
The size of the individual commitlog file segments. A commitlog segment may be archived, deleted, or recycled once all the data in it (potentially from each columnfamily in the system) has been flushed to sstables.


The default size is 32, which is almost always fine, but if you are archiving commitlog segments (see commitlog_archiving.properties), then you probably want a finer granularity of archiving; 8 or 16 MB is reasonable. Max mutation size is also configurable via max_mutation_size_in_kb setting in cassandra.yaml. The default is half the size commitlog_segment_size_in_mb * 1024.


NOTE: If max_mutation_size_in_kb is set explicitly then commitlog_segment_size_in_mb must be set to at least twice the size of max_mutation_size_in_kb / 1024


Default Value: 32


commitlog_compression
This option is commented out by default.


Compression to apply to the commit log. If omitted, the commit log will be written uncompressed. LZ4, Snappy, and Deflate compressors are supported.


Default Value (complex option):







- class_name: LZ4Compressor





parameters:





-


seed_provider
any class that implements the SeedProvider interface and has a constructor that takes a Map<String, String> of parameters will do.


Default Value (complex option):





Addresses of hosts that are deemed contact points.





Cassandra nodes use this list of hosts to find each other and learn





the topology of the ring.  You must change this if you are running





multiple nodes!



		class_name: org.apache.cassandra.locator.SimpleSeedProvider
parameters:
# seeds is actually a comma-delimited list of addresses.
# Ex: “,,“
- seeds: “127.0.0.1”
concurrent_reads
For workloads with more data than can fit in memory, Cassandra’s bottleneck will be reads that need to fetch data from disk. “concurrent_reads” should be set to (16 * number_of_drives) in order to allow the operations to enqueue low enough in the stack that the OS and drives can reorder them. Same applies to “concurrent_counter_writes”, since counter writes read the current values before incrementing and writing them back.





On the other hand, since writes are almost never IO bound, the ideal number of “concurrent_writes” is dependent on the number of cores in your system; (8 * number_of_cores) is a good rule of thumb.


Default Value: 32


concurrent_writes
Default Value: 32


concurrent_counter_writes
Default Value: 32


concurrent_materialized_view_writes
For materialized view writes, as there is a read involved, so this should be limited by the less of concurrent reads or concurrent writes.


Default Value: 32


file_cache_size_in_mb
This option is commented out by default.


Maximum memory to use for sstable chunk cache and buffer pooling. 32MB of this are reserved for pooling buffers, the rest is used as an cache that holds uncompressed sstable chunks. Defaults to the smaller of 1/4 of heap or 512MB. This pool is allocated off-heap, so is in addition to the memory allocated for heap. The cache also has on-heap overhead which is roughly 128 bytes per chunk (i.e. 0.2% of the reserved size if the default 64k chunk size is used). Memory is only allocated when needed.


Default Value: 512


buffer_pool_use_heap_if_exhausted
This option is commented out by default.


Flag indicating whether to allocate on or off heap when the sstable buffer pool is exhausted, that is when it has exceeded the maximum memory file_cache_size_in_mb, beyond which it will not cache buffers but allocate on request.


Default Value: true


disk_optimization_strategy
This option is commented out by default.


The strategy for optimizing disk read Possible values are: ssd (for solid state disks, the default) spinning (for spinning disks)


Default Value: ssd


memtable_heap_space_in_mb
This option is commented out by default.


Total permitted memory to use for memtables. Cassandra will stop accepting writes when the limit is exceeded until a flush completes, and will trigger a flush based on memtable_cleanup_threshold If omitted, Cassandra will set both to 1/4 the size of the heap.


Default Value: 2048


memtable_offheap_space_in_mb
This option is commented out by default.


Default Value: 2048


memtable_cleanup_threshold
This option is commented out by default.


Ratio of occupied non-flushing memtable size to total permitted size that will trigger a flush of the largest memtable. Larger mct will mean larger flushes and hence less compaction, but also less concurrent flush activity which can make it difficult to keep your disks fed under heavy write load.


memtable_cleanup_threshold defaults to 1 / (memtable_flush_writers + 1)


Default Value: 0.11


memtable_allocation_type
Specify the way Cassandra allocates and manages memtable memory. Options are:


heap_buffers
on heap nio buffers
offheap_buffers
off heap (direct) nio buffers
offheap_objects
off heap objects
Default Value: heap_buffers


commitlog_total_space_in_mb
This option is commented out by default.


Total space to use for commit logs on disk.


If space gets above this value, Cassandra will flush every dirty CF in the oldest segment and remove it. So a small total commitlog space will tend to cause more flush activity on less-active columnfamilies.


The default value is the smaller of 8192, and 1/4 of the total space of the commitlog volume.


Default Value: 8192


memtable_flush_writers
This option is commented out by default.


This sets the amount of memtable flush writer threads. These will be blocked by disk io, and each one will hold a memtable in memory while blocked.


memtable_flush_writers defaults to one per data_file_directory.


If your data directories are backed by SSD, you can increase this, but avoid having memtable_flush_writers * data_file_directories > number of cores


Default Value: 1


cdc_total_space_in_mb
This option is commented out by default.


Total space to use for change-data-capture logs on disk.


If space gets above this value, Cassandra will throw WriteTimeoutException on Mutations including tables with CDC enabled. A CDCCompactor is responsible for parsing the raw CDC logs and deleting them when parsing is completed.


The default value is the min of 4096 mb and 1/8th of the total space of the drive where cdc_raw_directory resides.


Default Value: 4096


cdc_free_space_check_interval_ms
This option is commented out by default.


When we hit our cdc_raw limit and the CDCCompactor is either running behind or experiencing backpressure, we check at the following interval to see if any new space for cdc-tracked tables has been made available. Default to 250ms


Default Value: 250


index_summary_capacity_in_mb
A fixed memory pool size in MB for for SSTable index summaries. If left empty, this will default to 5% of the heap size. If the memory usage of all index summaries exceeds this limit, SSTables with low read rates will shrink their index summaries in order to meet this limit. However, this is a best-effort process. In extreme conditions Cassandra may need to use more than this amount of memory.


index_summary_resize_interval_in_minutes
How frequently index summaries should be resampled. This is done periodically to redistribute memory from the fixed-size pool to sstables proportional their recent read rates. Setting to -1 will disable this process, leaving existing index summaries at their current sampling level.


Default Value: 60


trickle_fsync
Whether to, when doing sequential writing, fsync() at intervals in order to force the operating system to flush the dirty buffers. Enable this to avoid sudden dirty buffer flushing from impacting read latencies. Almost always a good idea on SSDs; not necessarily on platters.


Default Value: false


trickle_fsync_interval_in_kb
Default Value: 10240


storage_port
TCP port, for commands and data For security reasons, you should not expose this port to the internet. Firewall it if needed.


Default Value: 7000


ssl_storage_port
SSL port, for encrypted communication. Unused unless enabled in encryption_options For security reasons, you should not expose this port to the internet. Firewall it if needed.


Default Value: 7001


listen_address
Address or interface to bind to and tell other Cassandra nodes to connect to. You must change this if you want multiple nodes to be able to communicate!


Set listen_address OR listen_interface, not both.


Leaving it blank leaves it up to InetAddress.getLocalHost(). This will always do the Right Thing if the node is properly configured (hostname, name resolution, etc), and the Right Thing is to use the address associated with the hostname (it might not be).


Setting listen_address to 0.0.0.0 is always wrong.


Default Value: localhost


listen_interface
This option is commented out by default.


Set listen_address OR listen_interface, not both. Interfaces must correspond to a single address, IP aliasing is not supported.


Default Value: eth0


listen_interface_prefer_ipv6
This option is commented out by default.


If you choose to specify the interface by name and the interface has an ipv4 and an ipv6 address you can specify which should be chosen using listen_interface_prefer_ipv6. If false the first ipv4 address will be used. If true the first ipv6 address will be used. Defaults to false preferring ipv4. If there is only one address it will be selected regardless of ipv4/ipv6.


Default Value: false


broadcast_address
This option is commented out by default.


Address to broadcast to other Cassandra nodes Leaving this blank will set it to the same value as listen_address


Default Value: 1.2.3.4


listen_on_broadcast_address
This option is commented out by default.


When using multiple physical network interfaces, set this to true to listen on broadcast_address in addition to the listen_address, allowing nodes to communicate in both interfaces. Ignore this property if the network configuration automatically routes between the public and private networks such as EC2.


Default Value: false


internode_authenticator
This option is commented out by default.


Internode authentication backend, implementing IInternodeAuthenticator; used to allow/disallow connections from peer nodes.


Default Value: org.apache.cassandra.auth.AllowAllInternodeAuthenticator


start_native_transport
Whether to start the native transport server. Please note that the address on which the native transport is bound is the same as the rpc_address. The port however is different and specified below.


Default Value: true


native_transport_port
port for the CQL native transport to listen for clients on For security reasons, you should not expose this port to the internet. Firewall it if needed.


Default Value: 9042


native_transport_port_ssl
This option is commented out by default. Enabling native transport encryption in client_encryption_options allows you to either use encryption for the standard port or to use a dedicated, additional port along with the unencrypted standard native_transport_port. Enabling client encryption and keeping native_transport_port_ssl disabled will use encryption for native_transport_port. Setting native_transport_port_ssl to a different value from native_transport_port will use encryption for native_transport_port_ssl while keeping native_transport_port unencrypted.


Default Value: 9142


native_transport_max_threads
This option is commented out by default. The maximum threads for handling requests when the native transport is used. This is similar to rpc_max_threads though the default differs slightly (and there is no native_transport_min_threads, idle threads will always be stopped after 30 seconds).


Default Value: 128


native_transport_max_frame_size_in_mb
This option is commented out by default.


The maximum size of allowed frame. Frame (requests) larger than this will be rejected as invalid. The default is 256MB. If you’re changing this parameter, you may want to adjust max_value_size_in_mb accordingly.


Default Value: 256


native_transport_max_concurrent_connections
This option is commented out by default.


The maximum number of concurrent client connections. The default is -1, which means unlimited.


Default Value: -1


native_transport_max_concurrent_connections_per_ip
This option is commented out by default.


The maximum number of concurrent client connections per source ip. The default is -1, which means unlimited.


Default Value: -1


start_rpc
Whether to start the thrift rpc server.


Default Value: false


rpc_address
The address or interface to bind the Thrift RPC service and native transport server to.


Set rpc_address OR rpc_interface, not both.


Leaving rpc_address blank has the same effect as on listen_address (i.e. it will be based on the configured hostname of the node).


Note that unlike listen_address, you can specify 0.0.0.0, but you must also set broadcast_rpc_address to a value other than 0.0.0.0.


For security reasons, you should not expose this port to the internet. Firewall it if needed.


Default Value: localhost


rpc_interface
This option is commented out by default.


Set rpc_address OR rpc_interface, not both. Interfaces must correspond to a single address, IP aliasing is not supported.


Default Value: eth1


rpc_interface_prefer_ipv6
This option is commented out by default.


If you choose to specify the interface by name and the interface has an ipv4 and an ipv6 address you can specify which should be chosen using rpc_interface_prefer_ipv6. If false the first ipv4 address will be used. If true the first ipv6 address will be used. Defaults to false preferring ipv4. If there is only one address it will be selected regardless of ipv4/ipv6.


Default Value: false


rpc_port
port for Thrift to listen for clients on


Default Value: 9160


broadcast_rpc_address
This option is commented out by default.


RPC address to broadcast to drivers and other Cassandra nodes. This cannot be set to 0.0.0.0. If left blank, this will be set to the value of rpc_address. If rpc_address is set to 0.0.0.0, broadcast_rpc_address must be set.


Default Value: 1.2.3.4


rpc_keepalive
enable or disable keepalive on rpc/native connections


Default Value: true


rpc_server_type
Cassandra provides two out-of-the-box options for the RPC Server:


sync
One thread per thrift connection. For a very large number of clients, memory will be your limiting factor. On a 64 bit JVM, 180KB is the minimum stack size per thread, and that will correspond to your use of virtual memory (but physical memory may be limited depending on use of stack space).
hsha
Stands for “half synchronous, half asynchronous.” All thrift clients are handled asynchronously using a small number of threads that does not vary with the amount of thrift clients (and thus scales well to many clients). The rpc requests are still synchronous (one thread per active request). If hsha is selected then it is essential that rpc_max_threads is changed from the default value of unlimited.
The default is sync because on Windows hsha is about 30% slower. On Linux, sync/hsha performance is about the same, with hsha of course using less memory.


Alternatively, can provide your own RPC server by providing the fully-qualified class name of an o.a.c.t.TServerFactory that can create an instance of it.


Default Value: sync


rpc_min_threads
This option is commented out by default.


Uncomment rpc_min|max_thread to set request pool size limits.


Regardless of your choice of RPC server (see above), the number of maximum requests in the RPC thread pool dictates how many concurrent requests are possible (but if you are using the sync RPC server, it also dictates the number of clients that can be connected at all).


The default is unlimited and thus provides no protection against clients overwhelming the server. You are encouraged to set a maximum that makes sense for you in production, but do keep in mind that rpc_max_threads represents the maximum number of client requests this server may execute concurrently.


Default Value: 16


rpc_max_threads
This option is commented out by default.


Default Value: 2048


rpc_send_buff_size_in_bytes
This option is commented out by default.


uncomment to set socket buffer sizes on rpc connections


rpc_recv_buff_size_in_bytes
This option is commented out by default.


internode_send_buff_size_in_bytes
This option is commented out by default.


Uncomment to set socket buffer size for internode communication Note that when setting this, the buffer size is limited by net.core.wmem_max and when not setting it it is defined by net.ipv4.tcp_wmem See also: /proc/sys/net/core/wmem_max /proc/sys/net/core/rmem_max /proc/sys/net/ipv4/tcp_wmem /proc/sys/net/ipv4/tcp_wmem and ‘man tcp’


internode_recv_buff_size_in_bytes
This option is commented out by default.


Uncomment to set socket buffer size for internode communication Note that when setting this, the buffer size is limited by net.core.wmem_max and when not setting it it is defined by net.ipv4.tcp_wmem


thrift_framed_transport_size_in_mb
Frame size for thrift (maximum message length).


Default Value: 15


incremental_backups
Set to true to have Cassandra create a hard link to each sstable flushed or streamed locally in a backups/ subdirectory of the keyspace data. Removing these links is the operator’s responsibility.


Default Value: false


snapshot_before_compaction
Whether or not to take a snapshot before each compaction. Be careful using this option, since Cassandra won’t clean up the snapshots for you. Mostly useful if you’re paranoid when there is a data format change.


Default Value: false


auto_snapshot
Whether or not a snapshot is taken of the data before keyspace truncation or dropping of column families. The STRONGLY advised default of true should be used to provide data safety. If you set this flag to false, you will lose data on truncation or drop.


Default Value: true


column_index_size_in_kb
Granularity of the collation index of rows within a partition. Increase if your rows are large, or if you have a very large number of rows per partition. The competing goals are these:


a smaller granularity means more index entries are generated and looking up rows withing the partition by collation column is faster
but, Cassandra will keep the collation index in memory for hot rows (as part of the key cache), so a larger granularity means you can cache more hot rows
Default Value: 64


column_index_cache_size_in_kb
Per sstable indexed key cache entries (the collation index in memory mentioned above) exceeding this size will not be held on heap. This means that only partition information is held on heap and the index entries are read from disk.


Note that this size refers to the size of the serialized index information and not the size of the partition.


Default Value: 2


concurrent_compactors
This option is commented out by default.


Number of simultaneous compactions to allow, NOT including validation “compactions” for anti-entropy repair. Simultaneous compactions can help preserve read performance in a mixed read/write workload, by mitigating the tendency of small sstables to accumulate during a single long running compactions. The default is usually fine and if you experience problems with compaction running too slowly or too fast, you should look at compaction_throughput_mb_per_sec first.


concurrent_compactors defaults to the smaller of (number of disks, number of cores), with a minimum of 2 and a maximum of 8.


If your data directories are backed by SSD, you should increase this to the number of cores.


Default Value: 1


compaction_throughput_mb_per_sec
Throttles compaction to the given total throughput across the entire system. The faster you insert data, the faster you need to compact in order to keep the sstable count down, but in general, setting this to 16 to 32 times the rate you are inserting data is more than sufficient. Setting this to 0 disables throttling. Note that this account for all types of compaction, including validation compaction.


Default Value: 16


sstable_preemptive_open_interval_in_mb
When compacting, the replacement sstable(s) can be opened before they are completely written, and used in place of the prior sstables for any range that has been written. This helps to smoothly transfer reads between the sstables, reducing page cache churn and keeping hot rows hot


Default Value: 50


stream_throughput_outbound_megabits_per_sec
This option is commented out by default.


Throttles all outbound streaming file transfers on this node to the given total throughput in Mbps. This is necessary because Cassandra does mostly sequential IO when streaming data during bootstrap or repair, which can lead to saturating the network connection and degrading rpc performance. When unset, the default is 200 Mbps or 25 MB/s.


Default Value: 200


inter_dc_stream_throughput_outbound_megabits_per_sec
This option is commented out by default.


Throttles all streaming file transfer between the datacenters, this setting allows users to throttle inter dc stream throughput in addition to throttling all network stream traffic as configured with stream_throughput_outbound_megabits_per_sec When unset, the default is 200 Mbps or 25 MB/s


Default Value: 200


read_request_timeout_in_ms
How long the coordinator should wait for read operations to complete


Default Value: 5000


range_request_timeout_in_ms
How long the coordinator should wait for seq or index scans to complete


Default Value: 10000


write_request_timeout_in_ms
How long the coordinator should wait for writes to complete


Default Value: 2000


counter_write_request_timeout_in_ms
How long the coordinator should wait for counter writes to complete


Default Value: 5000


cas_contention_timeout_in_ms
How long a coordinator should continue to retry a CAS operation that contends with other proposals for the same row


Default Value: 1000


truncate_request_timeout_in_ms
How long the coordinator should wait for truncates to complete (This can be much longer, because unless auto_snapshot is disabled we need to flush first so we can snapshot before removing the data.)


Default Value: 60000


request_timeout_in_ms
The default timeout for other, miscellaneous operations


Default Value: 10000


cross_node_timeout
Enable operation timeout information exchange between nodes to accurately measure request timeouts. If disabled, replicas will assume that requests were forwarded to them instantly by the coordinator, which means that under overload conditions we will waste that much extra time processing already-timed-out requests.


Warning: before enabling this property make sure to ntp is installed and the times are synchronized between the nodes.


Default Value: false


streaming_socket_timeout_in_ms
This option is commented out by default.


Set socket timeout for streaming operation. The stream session is failed if no data/ack is received by any of the participants within that period, which means this should also be sufficient to stream a large sstable or rebuild table indexes. Default value is 86400000ms, which means stale streams timeout after 24 hours. A value of zero means stream sockets should never time out.


Default Value: 86400000


phi_convict_threshold
This option is commented out by default.


phi value that must be reached for a host to be marked down. most users should never need to adjust this.


Default Value: 8


endpoint_snitch
endpoint_snitch – Set this to a class that implements IEndpointSnitch. The snitch has two functions:


it teaches Cassandra enough about your network topology to route requests efficiently
it allows Cassandra to spread replicas around your cluster to avoid correlated failures. It does this by grouping machines into “datacenters” and “racks.” Cassandra will do its best not to have more than one replica on the same “rack” (which may not actually be a physical location)
CASSANDRA WILL NOT ALLOW YOU TO SWITCH TO AN INCOMPATIBLE SNITCH ONCE DATA IS INSERTED INTO THE CLUSTER. This would cause data loss. This means that if you start with the default SimpleSnitch, which locates every node on “rack1” in “datacenter1”, your only options if you need to add another datacenter are GossipingPropertyFileSnitch (and the older PFS). From there, if you want to migrate to an incompatible snitch like Ec2Snitch you can do it by adding new nodes under Ec2Snitch (which will locate them in a new “datacenter”) and decommissioning the old ones.


Out of the box, Cassandra provides:


SimpleSnitch:
Treats Strategy order as proximity. This can improve cache locality when disabling read repair. Only appropriate for single-datacenter deployments.
GossipingPropertyFileSnitch
This should be your go-to snitch for production use. The rack and datacenter for the local node are defined in cassandra-rackdc.properties and propagated to other nodes via gossip. If cassandra-topology.properties exists, it is used as a fallback, allowing migration from the PropertyFileSnitch.
PropertyFileSnitch:
Proximity is determined by rack and data center, which are explicitly configured in cassandra-topology.properties.
Ec2Snitch:
Appropriate for EC2 deployments in a single Region. Loads Region and Availability Zone information from the EC2 API. The Region is treated as the datacenter, and the Availability Zone as the rack. Only private IPs are used, so this will not work across multiple Regions.
Ec2MultiRegionSnitch:
Uses public IPs as broadcast_address to allow cross-region connectivity. (Thus, you should set seed addresses to the public IP as well.) You will need to open the storage_port or ssl_storage_port on the public IP firewall. (For intra-Region traffic, Cassandra will switch to the private IP after establishing a connection.)
RackInferringSnitch:
Proximity is determined by rack and data center, which are assumed to correspond to the 3rd and 2nd octet of each node’s IP address, respectively. Unless this happens to match your deployment conventions, this is best used as an example of writing a custom Snitch class and is provided in that spirit.
You can use a custom Snitch by setting this to the full class name of the snitch, which will be assumed to be on your classpath.


Default Value: SimpleSnitch


dynamic_snitch_update_interval_in_ms
controls how often to perform the more expensive part of host score calculation


Default Value: 100


dynamic_snitch_reset_interval_in_ms
controls how often to reset all host scores, allowing a bad host to possibly recover


Default Value: 600000


dynamic_snitch_badness_threshold
if set greater than zero and read_repair_chance is < 1.0, this will allow ‘pinning’ of replicas to hosts in order to increase cache capacity. The badness threshold will control how much worse the pinned host has to be before the dynamic snitch will prefer other replicas over it. This is expressed as a double which represents a percentage. Thus, a value of 0.2 means Cassandra would continue to prefer the static snitch values until the pinned host was 20% worse than the fastest.


Default Value: 0.1


request_scheduler
request_scheduler – Set this to a class that implements RequestScheduler, which will schedule incoming client requests according to the specific policy. This is useful for multi-tenancy with a single Cassandra cluster. NOTE: This is specifically for requests from the client and does not affect inter node communication. org.apache.cassandra.scheduler.NoScheduler - No scheduling takes place org.apache.cassandra.scheduler.RoundRobinScheduler - Round robin of client requests to a node with a separate queue for each request_scheduler_id. The scheduler is further customized by request_scheduler_options as described below.


Default Value: org.apache.cassandra.scheduler.NoScheduler


request_scheduler_options
This option is commented out by default.


Scheduler Options vary based on the type of scheduler


NoScheduler
Has no options
RoundRobin
throttle_limit
The throttle_limit is the number of in-flight requests per client. Requests beyond that limit are queued up until running requests can complete. The value of 80 here is twice the number of concurrent_reads + concurrent_writes.
default_weight
default_weight is optional and allows for overriding the default which is 1.
weights
Weights are optional and will default to 1 or the overridden default_weight. The weight translates into how many requests are handled during each turn of the RoundRobin, based on the scheduler id.
Default Value (complex option):





throttle_limit: 80





default_weight: 5





weights:





Keyspace1: 1





Keyspace2: 5


request_scheduler_id
This option is commented out by default. request_scheduler_id – An identifier based on which to perform the request scheduling. Currently the only valid option is keyspace.


Default Value: keyspace


server_encryption_options
Enable or disable inter-node encryption JVM defaults for supported SSL socket protocols and cipher suites can be replaced using custom encryption options. This is not recommended unless you have policies in place that dictate certain settings, or need to disable vulnerable ciphers or protocols in case the JVM cannot be updated. FIPS compliant settings can be configured at JVM level and should not involve changing encryption settings here: https://docs.oracle.com/javase/8/docs/technotes/guides/security/jsse/FIPS.html NOTE No custom encryption options are enabled at the moment The available internode options are : all, none, dc, rack


If set to dc cassandra will encrypt the traffic between the DCs If set to rack cassandra will encrypt the traffic between the racks


The passwords used in these options must match the passwords used when generating the keystore and truststore. For instructions on generating these files, see: http://download.oracle.com/javase/6/docs/technotes/guides/security/jsse/JSSERefGuide.html#CreateKeystore


Default Value (complex option):


internode_encryption: none
keystore: conf/.keystore
keystore_password: cassandra
truststore: conf/.truststore
truststore_password: cassandra





More advanced defaults below:





protocol: TLS





algorithm: SunX509





store_type: JKS





cipher_suites: [TLS_RSA_WITH_AES_128_CBC_SHA,TLS_RSA_WITH_AES_256_CBC_SHA,TLS_DHE_RSA_WITH_AES_128_CBC_SHA,TLS_DHE_RSA_WITH_AES_256_CBC_SHA,TLS_ECDHE_RSA_WITH_AES_128_CBC_SHA,TLS_ECDHE_RSA_WITH_AES_256_CBC_SHA]





require_client_auth: false





require_endpoint_verification: false


client_encryption_options
enable or disable client/server encryption.


Default Value (complex option):


enabled: false





If enabled and optional is set to true encrypted and unencrypted connections are handled.


optional: false
keystore: conf/.keystore
keystore_password: cassandra





require_client_auth: false





Set trustore and truststore_password if require_client_auth is true





truststore: conf/.truststore





truststore_password: cassandra





More advanced defaults below:





protocol: TLS





algorithm: SunX509





store_type: JKS





cipher_suites: [TLS_RSA_WITH_AES_128_CBC_SHA,TLS_RSA_WITH_AES_256_CBC_SHA,TLS_DHE_RSA_WITH_AES_128_CBC_SHA,TLS_DHE_RSA_WITH_AES_256_CBC_SHA,TLS_ECDHE_RSA_WITH_AES_128_CBC_SHA,TLS_ECDHE_RSA_WITH_AES_256_CBC_SHA]


internode_compression
internode_compression controls whether traffic between nodes is compressed. Can be:


all
all traffic is compressed
dc
traffic between different datacenters is compressed
none
nothing is compressed.
Default Value: dc


inter_dc_tcp_nodelay
Enable or disable tcp_nodelay for inter-dc communication. Disabling it will result in larger (but fewer) network packets being sent, reducing overhead from the TCP protocol itself, at the cost of increasing latency if you block for cross-datacenter responses.


Default Value: false


tracetype_query_ttl
TTL for different trace types used during logging of the repair process.


Default Value: 86400


tracetype_repair_ttl
Default Value: 604800


gc_log_threshold_in_ms
This option is commented out by default.


By default, Cassandra logs GC Pauses greater than 200 ms at INFO level This threshold can be adjusted to minimize logging if necessary


Default Value: 200


enable_user_defined_functions
If unset, all GC Pauses greater than gc_log_threshold_in_ms will log at INFO level UDFs (user defined functions) are disabled by default. As of Cassandra 3.0 there is a sandbox in place that should prevent execution of evil code.


Default Value: false


enable_scripted_user_defined_functions
Enables scripted UDFs (JavaScript UDFs). Java UDFs are always enabled, if enable_user_defined_functions is true. Enable this option to be able to use UDFs with “language javascript” or any custom JSR-223 provider. This option has no effect, if enable_user_defined_functions is false.


Default Value: false


windows_timer_interval
The default Windows kernel timer and scheduling resolution is 15.6ms for power conservation. Lowering this value on Windows can provide much tighter latency and better throughput, however some virtualized environments may see a negative performance impact from changing this setting below their system default. The sysinternals ‘clockres’ tool can confirm your system’s default setting.


Default Value: 1


transparent_data_encryption_options
Enables encrypting data at-rest (on disk). Different key providers can be plugged in, but the default reads from a JCE-style keystore. A single keystore can hold multiple keys, but the one referenced by the “key_alias” is the only key that will be used for encrypt opertaions; previously used keys can still (and should!) be in the keystore and will be used on decrypt operations (to handle the case of key rotation).


It is strongly recommended to download and install Java Cryptography Extension (JCE) Unlimited Strength Jurisdiction Policy Files for your version of the JDK. (current link: http://www.oracle.com/technetwork/java/javase/downloads/jce8-download-2133166.html)


Currently, only the following file types are supported for transparent data encryption, although more are coming in future cassandra releases: commitlog, hints


Default Value (complex option):


enabled: false
chunk_length_kb: 64
cipher: AES/CBC/PKCS5Padding
key_alias: testing:1





CBC IV length for AES needs to be 16 bytes (which is also the default size)





iv_length: 16


key_provider:



		class_name: org.apache.cassandra.security.JKSKeyProvider
parameters:
		keystore: conf/.keystore
keystore_password: cassandra
store_type: JCEKS
key_password: cassandra
tombstone_warn_threshold
SAFETY THRESHOLDS #
When executing a scan, within or across a partition, we need to keep the tombstones seen in memory so we can return them to the coordinator, which will use them to make sure other replicas also know about the deleted rows. With workloads that generate a lot of tombstones, this can cause performance problems and even exaust the server heap. (http://www.datastax.com/dev/blog/cassandra-anti-patterns-queues-and-queue-like-datasets) Adjust the thresholds here if you understand the dangers and want to scan more tombstones anyway. These thresholds may also be adjusted at runtime using the StorageService mbean.











Default Value: 1000


tombstone_failure_threshold
Default Value: 100000


batch_size_warn_threshold_in_kb
Log WARN on any batch size exceeding this value. 5kb per batch by default. Caution should be taken on increasing the size of this threshold as it can lead to node instability.


Default Value: 5


batch_size_fail_threshold_in_kb
Fail any batch exceeding this value. 50kb (10x warn threshold) by default.


Default Value: 50


unlogged_batch_across_partitions_warn_threshold
Log WARN on any batches not of type LOGGED than span across more partitions than this limit


Default Value: 10


compaction_large_partition_warning_threshold_mb
Log a warning when compacting partitions larger than this value


Default Value: 100


gc_warn_threshold_in_ms
GC Pauses greater than gc_warn_threshold_in_ms will be logged at WARN level Adjust the threshold based on your application throughput requirement By default, Cassandra logs GC Pauses greater than 200 ms at INFO level


Default Value: 1000


max_value_size_in_mb
This option is commented out by default.


Maximum size of any value in SSTables. Safety measure to detect SSTable corruption early. Any value size larger than this threshold will result into marking an SSTable as corrupted.


Default Value: 256
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Data Types


CQL is a typed language and supports a rich set of data types, including native types, collection types, user-defined types, tuple types and custom types:


cql_type ::=  native_type | collection_type | user_defined_type | tuple_type | custom_type









Native Types


The native types supported by CQL are:


native_type ::=  ASCII
                 | BIGINT
                 | BLOB
                 | BOOLEAN
                 | COUNTER
                 | DATE
                 | DECIMAL
                 | DOUBLE
                 | FLOAT
                 | INET
                 | INT
                 | SMALLINT
                 | TEXT
                 | TIME
                 | TIMESTAMP
                 | TIMEUUID
                 | TINYINT
                 | UUID
                 | VARCHAR
                 | VARINT






The following table gives additional informations on the native data types, and on which kind of constants each type supports:


| type  | constants supported   | description |
| ————- | ————- | ————- |
| ascii | string |  ASCII character string |
| bigint |  integer |   64-bit signed long |
| blob |    blob |  Arbitrary bytes (no validation) |
| boolean |     boolean |   Either true or false |
| counter |     integer |   Counter column (64-bit signed value). See Counters for details |
| date |    integer, string |   A date (with no corresponding time value). See Working with dates below for details |
| decimal |     integer, float |    Variable-precision decimal |
| double |  integer float |     64-bit IEEE-754 floating point |
| float |   integer, float |    32-bit IEEE-754 floating point |
| inet |    string |    An IP address, either IPv4 (4 bytes long) or IPv6 (16 bytes long). Note that there is no inet constant, IP address should be input as strings |
| int |     integer |   32-bit signed int |
| smallint |    integer |   16-bit signed int |
| text |    string |    UTF8 encoded string |
| time |    integer, string |   A time (with no corresponding date value) with nanosecond precision. See Working with times below for details |
| timestamp |   integer, string |   A timestamp (date and time) with millisecond precision. See Working with timestamps below for details |
| timeuuid |    uuid |  Version 1 UUID, generally used as a “conflict-free” timestamp. Also see Timeuuid functions |
| tinyint |     integer |   8-bit signed int |
| uuid |    uuid |  A UUID (of any version) |
| varchar |     string |    UTF8 encoded string |
| varint |  integer |   Arbitrary-precision integer |



Counters


The counter type is used to define counter columns. A counter column is a column whose value is a 64-bit signed integer and on which 2 operations are supported: incrementing and decrementing (see the UPDATE statement for syntax). Note that the value of a counter cannot be set: a counter does not exist until first incremented/decremented, and that first increment/decrement is made as if the prior value was 0.


Counters have a number of important limitations:



		They cannot be used for columns part of the PRIMARY KEY of a table.


		A table that contains a counter can only contain counters. In other words, either all the columns of a table outside the PRIMARY KEY have the counter type, or none of them have it.


		Counters do not support expiration.


		The deletion of counters is supported, but is only guaranteed to work the first time you delete a counter. In other words, you should not re-update a counter that you have deleted (if you do, proper behavior is not guaranteed).


		Counter updates are, by nature, not idemptotent. An important consequence is that if a counter update fails unexpectedly (timeout or loss of connection to the coordinator node), the client has no way to know if the update has been applied or not. In particular, replaying the update may or may not lead to an over count.










Working with timestamps


Values of the timestamp type are encoded as 64-bit signed integers representing a number of milliseconds since the standard base time known as the epoch: January 1 1970 at 00:00:00 GMT.


Timestamps can be input in CQL either using their value as an integer, or using a string that represents an ISO 8601 date. For instance, all of the values below are valid timestamp values for Mar 2, 2011, at 04:05:00 AM, GMT:



		1299038700000


		‘2011-02-03 04:05+0000’


		‘2011-02-03 04:05:00+0000’


		‘2011-02-03 04:05:00.000+0000’


		‘2011-02-03T04:05+0000’


		‘2011-02-03T04:05:00+0000’


		‘2011-02-03T04:05:00.000+0000’





The +0000 above is an RFC 822 4-digit time zone specification; +0000 refers to GMT. US Pacific Standard Time is -0800. The time zone may be omitted if desired (‘2011-02-03 04:05:00’), and if so, the date will be interpreted as being in the time zone under which the coordinating Cassandra node is configured. There are however difficulties inherent in relying on the time zone configuration being as expected, so it is recommended that the time zone always be specified for timestamps when feasible.


The time of day may also be omitted (‘2011-02-03’ or ‘2011-02-03+0000’), in which case the time of day will default to 00:00:00 in the specified or default time zone. However, if only the date part is relevant, consider using the date type.





Working with dates


Values of the date type are encoded as 32-bit unsigned integers representing a number of days with “the epoch” at the center of the range (2^31). Epoch is January 1st, 1970


As for timestamp, a date can be input either as an integer or using a date string. In the later case, the format should be yyyy-mm-dd (so ‘2011-02-03’ for instance).





Working with times


Values of the time type are encoded as 64-bit signed integers representing the number of nanoseconds since midnight.


As for timestamp, a time can be input either as an integer or using a string representing the time. In the later case, the format should be hh:mm:ss[.fffffffff] (where the sub-second precision is optional and if provided, can be less than the nanosecond). So for instance, the following are valid inputs for a time:



		‘08:12:54’


		‘08:12:54.123’


		‘08:12:54.123456’


		‘08:12:54.123456789’








Collections


CQL supports 3 kind of collections: Maps, Sets and Lists. The types of those collections is defined by:


collection_type ::=  MAP '<' cql_type ',' cql_type '>'
                     | SET '<' cql_type '>'
                     | LIST '<' cql_type '>'






and their values can be inputd using collection literals:


collection_literal ::=  map_literal | set_literal | list_literal
map_literal        ::=  '{' [ term ':' term (',' term : term)* ] '}'
set_literal        ::=  '{' [ term (',' term)* ] '}'
list_literal       ::=  '[' [ term (',' term)* ] ']'






Note however that neither bind_marker nor NULL are supported inside collection literals.



Noteworthy characteristics


Collections are meant for storing/denormalizing relatively small amount of data. They work well for things like “the phone numbers of a given user”, “labels applied to an email”, etc. But when items are expected to grow unbounded (“all messages sent by a user”, “events registered by a sensor”...), then collections are not appropriate and a specific table (with clustering columns) should be used. Concretely, (non-frozen) collections have the following noteworthy characteristics and limitations:



		Individual collections are not indexed internally. Which means that even to access a single element of a collection, the while collection has to be read (and reading one is not paged internally).


		While insertion operations on sets and maps never incur a read-before-write internally, some operations on lists do. Further, some lists operations are not idempotent by nature (see the section on lists below for details), making their retry in case of timeout problematic. It is thus advised to prefer sets over lists when possible.





Please note that while some of those limitations may or may not be removed/improved upon in the future, it is a anti-pattern to use a (single) collection to store large amounts of data.
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