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Overview


Copyright

[image: _images/logo-cc.png]
This documentation is protected by copyright.

With the exception of any material protected by trademark, all material included in this document is licensed under a Creative Commons Attribution 3.0 Australia licence [http://creativecommons.org/licenses/by/3.0/au/].

The CC BY 3.0 AU Licence is a standard form license agreement that allows you to copy, distribute, transmit and adapt material in this publication provided that you attribute the work. Further details of the relevant licence conditions are available on the Creative Commons website (accessible using the links provided) as is the full legal code for the CC BY 3.0 AU licence [http://creativecommons.org/licenses/by/3.0/au/legalcode].

The form of attribution for any permitted use of any materials from this publication (and any material sourced from it) is:

Source: Licensed from the Commonwealth of Australia under a Creative Commons Attribution 3.0 Australia Licence. The Commonwealth of Australia does not necessarily endorse the content of this publication.




Introduction

These are technical documents, they are only concerned with what and how. Specifics of who and when are contained in the git logs. This blog post explains why and where:

https://www.dto.gov.au/news-media/blog/making-government-discoverable

The user discovery later aims to provide useful features that enable users and 3rd party applications to discover government resources. It is currently in pre-ALPHA status, meaning a working technical assessment, not yet considered suitable for public use (even by “early-adopters”).


[image: digraph d {    node [shape="rectangle" style=filled fillcolor=white];    rankdir=LR;     pui [label="user\ninterface" shape=ellipse fillcolor=green];    api [label="API" shape=ellipse fillcolor=green];     subgraph cluster_app {       label="discovery service"       worker;       nginx [label="reverse\nproxy"];       app [label="apps" shape=folder];    }    subgraph cluster_support {       label="supporting tools";       crawler;       mt [label="metadata\nmanagement"];    }     pui -> nginx;    api -> nginx;     bs [label="backing\nservices" fillcolor=lightgrey];    pub [label="public\ndata" shape=folder fillcolor=green];    pub -> mt [dir=back];    pub -> crawler [dir=back];    pub -> worker [dir=back];    crawler -> bs;    nginx -> app -> bs;    nginx -> bs;    worker -> bs; }]


TODO: define each box in the above diagram




Development

Discovery service:



	http://github.com/AusDTO/discoveryLayer Code

	http://github.com/AusDTO/discoveryLayer/issues Discussion

	http://waffle.io/AusDTO/discoveryLayer Kanban

	http://ausdto-discovery-layer.readthedocs.org/ Documentation






Crawler:



	http://github.com/AusDTO/disco_crawler Code

	http://github.com/AusDTO/disco_crawler/issues Discussion

	http://ausdto-disco-crawler.readthedocs.org/ Documentation






Metadata management (currently service catalogue):



	http://github.com/AusDTO/serviceCatalogue Code

	http://github.com/AusDTO/serviceCatalogue/issues Discussion

	http://ausdto-service-catalogue.readthedocs.org/ Documentation
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Design

The discovery layer is designed using the “pipeline” pattern. It processes public data (including all Commonwealth web sites) to produce a search indexes of enriched content metadata. These search indexes provide a public, low-level (native) search API, which is used by the discovery service to power user interface and high-level API features.


[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];     crawl [label="1.\ncrawl" shape=ellipse];    pub [label="all the\nCommonwealth\nweb" fillcolor=green shape=folder];    crawl -> pub;     content_db [label="database of all\nthe content"];    stage_db [label="content\nmetadata"];    crawl -> content_db;     od [label="public\ndata" shape=folder fillcolor=green];     extract [label="2.\nextract\ninformation" shape=ellipse];    enrich [label="3.\nenrich\nmetadata" shape=ellipse];    maintain [label="4.\nmaintain\nindexes" shape=ellipse];     indexes [label="search\nindexes"];    raw_api [label="low-level\nsearch API" fillcolor=green shape=ellipse];     extract -> content_db;    extract -> stage_db;    enrich -> stage_db;    od -> enrich [dir=back];    maintain -> stage_db;    maintain -> indexes;    raw_api -> indexes;     disco [label="discovery\nservices"];    api [label="high-level\nAPI" shape=ellipse fillcolor=green];    ui [label="user\ninterface" shape=ellipse fillcolor=green];     disco -> raw_api;    api -> disco;    ui -> disco;  }]



	Pipeline:

	
	Crawl a database of content from the Commonwealth web.

	Extract information into a metadata repository, from the content database.

	Enrich content metadata using public data.

	Maintain search indexes from content metadata.








Activities

In the above diagram, white ellipses represent activities performed by discovery layer components.


Crawling content

The crawler component is a stand-alone product located in it’s own GitHub repository (https://github.com/AusDTO/disco_crawler). It suits our needs OK right now, but at some point we may replace it with a more sophistocated turnkey system such as apache nutch.


[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    crawl [label="crawl" shape=ellipse];    pub [label="all the\nCommonwealth\nweb" fillcolor=green shape=folder];    crawl -> pub;    content_db [label="database of all\nthe content"];    crawl -> content_db; }]


The crawler only visits Commonwealth resources (.gov.au domains, excluding state subdomains). The result of all that is that the database fills up with “all the Commonwealth resources”, those resources are checked on a regulalar schedule and the database is updated when they change.




Information Extraction

The information extraction step is currently very simple. It ignores everything except html resources, and performs a simple “article extraction” using the python Goose library (https://pypi.python.org/pypi/goose-extractor).


[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    content_db [label="database of all\nthe content"];    stage_db [label="content\nmetadata"];    extract [label="extract\ninformation" shape=ellipse];    extract -> content_db;    extract -> stage_db; }]


PDF article extraction is yet to be implemented, but shelling-out to the pdftotxt tool from Xpdf (http://www.foolabs.com/xpdf/download.html) might work OK. Encourageing results have been obtained from scanned PDF documents using Teseract (https://github.com/tesseract-ocr/tesseract),

The DBPedia open source project  has some much more sophistocated information extraction features (http://dbpedia.org/services-resources/documentation/extractor) which may be relevent as new requirements emerge in this step. Specifically, their distributed extraction framework (https://github.com/dbpedia/distributed-extraction-framework) using Apache Spark seems pretty cool. This might be relevant to us if we wanted to try and migrate or syncicate Commonwealth web content(however, this might not be fesible doe to the  diversity of page structures that would need to be modelled).




Metadata enrichment

The metadata enrichment step combines the extracted information with aditional data from public sources. Currently this is limited to “information about government services” sourced from the service catalogue component.


[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    stage_db [label="content\nmetadata"];    od [label="public\ndata" shape=folder fillcolor=green];    enrich [label="enrich\nmetadata" shape=ellipse];    enrich -> stage_db;    od -> enrich [dir=back]; }]


The design intent is that this enrichment step would draw on rich sources of knowledge about government services - essentially, releaving users of the burden of having to understand how the government is structured to access it’s content.

Technically this would be when faceting data is incorporated; user journeys (scenarios), information architecture models, web site/page tagging and classification schemes, etc. This metadata might be manually curated/maintained (e.g. web site classification), automatically produced (e.g. natural language processing, automated clustering, web traffic analysis, semantic analysis, etc) or even folksonomically managed. AGLS metadata (enriched with synonyms?) might also be used to produce potentialy useful facets.

Given a feedback loops from passive behavior analysis (web traffic) or navigation choice-decision experiments (A-B split testing, ANOVA/MANOVA designs etc), information extraction could be treated as a behavior laboritory for creating value in search-oriented architecture at other layers. Different information extraction schemes (treatments) could be operated to produce/maintain parallel indexes, and discovery-layer nodes could be randomly assigned to indexes.




Index maintainance

The search indexes are maintained using the excellent django-haystack library (http://haystacksearch.org/). Specifically, using the asynchronous celery_haystack module (https://github.com/django-haystack/celery-haystack).


[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    stage_db [label="content\nmetadata"];    maintain [label="maintain\nindexes" shape=ellipse];    indexes [label="search\nindexes"];    maintain -> stage_db;    maintain -> indexes; }]


Using celery_haystack, index-management tasks are triggered by “save” signals on the ORM model that the index is based on. Because the crawler is NOT using the ORM, inserts/updates/deleted by the crawler do not automatically trigger these tasks. Instead, scheduled jobs compare content hash fields in the drawler’s database and the metadata to detect differences and dispatch metadata updates apropriately.


Note

The US Digital GovSearch service is trying out a search index management feature called i14y (Beta, http://search.digitalgov.gov/developer/) to push CMS content changes to their search layer for reindexing.

That’s a nice idea here too; furnish a callback API that dispatches change to the crawler schedule and metadata maintenance. Possibly the GovCMS solr inegration hooks could be extended...








Interfaces


[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];     indexes [label="search\nindexes"];    raw_api [label="low-level\nsearch API" fillcolor=green shape=ellipse];    disco [label="discovery\nservices"];    api [label="high-level\nAPI" shape=ellipse fillcolor=green];    ui [label="user\ninterface" shape=ellipse fillcolor=green];    raw_api -> indexes;    disco -> raw_api;    api -> disco;    ui -> disco; }]


In the above diagram, green ellipses represent interfaces. The colour green is used to indicate that the items are open for public access.


User interface

The discovery service user interface is a mobile-friendly web application. It is a place to impliment “consierge service” type features, that assist people locate government resources. The DEV team consideres it least likely to be important over the long term, but likely to be useful for demonstrations and proofs of concept.

These are imagined to be user-friendly features for finding (searching and/or browsing) Australian Government online resources. The current pre-ALPHA product does not have significant features here yet, because we are just entering “discovery phase” on that project (we are in the process of gathering evidence and analysing user needs).

In adition to conventional search features, the “search oriented architecture” paradigm contains a number of patterns (such as faceted browsing) that are likely to be worthy of experiment during ALPHA and BETA stages of development.




High-level API

The discovery service high-level API is a REST integration surface, designed to support/enable discoverability features in other applications (such as Commonwealth web sites). They are essentially wrappers that exploit the power of the low-level search API in a way that is convenient to users. The DEV team considers it highly-likely that signifacant value could be added at this layer.

Two kinds of high-level API features are considered likely to prove useful.



	Machine-consumable equivalents of the user-interface features

	Framework for content analysis






The first type of high-level API is simply a REST endpoint supporting json or xml format, 1:1 exact mapping of functionality. It should be useful for integrating 3rd party software with the discovery layer infrastructure.

The second type of high-level API is the python language interface provided by django-haystack, the framework used to interface and manage the search indexes. This API is used internally to make the first kind of API and the user interfaces. It’s also potentially useful for extending the service with new functionality, and analytic use-cases (as evidenced by ipython notebook content analysis, TODO).




Low-level search API

The low-level search API is simply the read-only part of the native elasticsearch interface. It’s our post-processed data, derived from public web pages and open data, using our open source code. We don’t know if or how other people might use this interface, but would be delighted if that happened.

The search index backing service has a REST interface for GETing, POSTing, PUTing and DELETEing the contents of the index. The GET verbs of this interface is published directly through the reverse-proxy component of the discovery layer interface, allowing 3rd parties to reuse our search index (either with code based on our high-level python API, or any other software that supports the same kind of search index).

BETA version of the discovery layer probably requires throttling and/or other forms of protection from queries that would potentially degrade performance.






Components

In the diagrams on this page, ellipses are “verbish” (interfaces and activities) and rectangles are “nounish” (components of the discovery layer system).


Content database


	Pipeline:

	
	Crawl a database of content from the Commonwealth web.

	Extract information into a metadata repository, from the content database.








[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    crawl [label="crawl" shape=ellipse];    content_db [label="database of all\nthe content"];    crawl -> content_db;    extract [label="extract\ninformation" shape=ellipse];    extract -> content_db; }]


The content_database is shared with the disco_crawler component. Access from python is via the ORM wrapper in /crawler/models.py. See also crawler/tasks.py for the synchronisation jobs that drive information extraction process.




Content metadata


	Pipeline:

	
	Extract information into a metadata repository, from the content database.

	Enrich content metadata using public data.

	Maintain search indexes from content metadata.








[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    stage_db [label="content\nmetadata"];    extract [label="extract\ninformation" shape=ellipse];    enrich [label="enrich\nmetadata" shape=ellipse];    maintain [label="maintain\nindexes" shape=ellipse];    extract -> stage_db;    enrich -> stage_db;    maintain -> stage_db; }]


Content metadata is managed from python code through the django ORM layer (see <app>/models.py in the repo), primarially by asynchronous worker processes (celery tasks, see <app>/tasks.py).




Public data


	Pipeline:

	
	Enrich content metadata using public data.








[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    od [label="public\ndata" shape=folder fillcolor=green];    enrich [label="enrich\nmetadata" shape=ellipse];    stage_db [label="content\nmetadata"];    enrich -> stage_db;    od -> enrich [dir=back]; }]


The initial design intent was to draw all public data from the CKAN API at data.gov.au, although any open public API would be OK.

Due to the nature of duct tape, chewing gum and number 8 wire employed in pre-alpha development, none of the data is currently being drawn from APIs at the moment. Currently it’s only the service catalogue drawn from a repository hosted in github.com.




Search indexes


	Pipeline:

	
	Maintain search indexes from content metadata.








[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    maintain [label="maintain\nindexes" shape=ellipse];    indexes [label="search\nindexes"];    raw_api [label="low-level\nsearch API" fillcolor=green shape=ellipse];    maintain -> indexes;    raw_api -> indexes; }]


Search indexes are currently ElasticSearch, although theoretically could be any index backend supported by django-haystack.




Discovery services


[image: digraph d {    node [shape=rectangle style=filled fillcolor=white];    raw_api [label="low-level\nsearch API" fillcolor=green shape=ellipse];    disco [label="discovery\nservices"];    api [label="high-level\nAPI" shape=ellipse fillcolor=green];    ui [label="user\ninterface" shape=ellipse fillcolor=green];    disco -> raw_api;    api -> disco;    ui -> disco;  }]


The disco services are implemented as python/django applications, run in a stateless wsgi container (gunicorn) behind a reverse proxy (nginx). Django is used to produce both the user interface (responsive web) and high-level API (REST).

See Dockerfile for specific details of how this is component is packaged, configured and run.
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Code

The code is organised into packages, in the standard django way.


[image: digraph d {    node [shape=folder];    disco_service [label="<project>\ndisco_service"];    crawler [label="<app>\ncrawler"];    metadata [label="<app>\nmetadata"];    govservices [label="<app>\ngovservices"];     disco_service -> crawler;    disco_service -> metadata;    disco_service -> govservices;  }]


The following documentation is incomplete (work in progress), for the timebeing it’s better to reffer to the actual sources.


Package: disco_service

This is a django project, containing the usual settings.py, urls.py and wsgi.py


Note

Also contains celery.py, which is configuration for async worker nodes






Package: crawler

This django app is a simple wrapper.

crawler app does not have an admin interface.


crawler.models

An ORM interface to the DB which is shared with the disco_crawler node.js app.


	
class crawler.models.WebDocument(*args, **kwargs)[source]

	Resource downloaded by the disco_crawler node.js app.

The document attribute is a copy of the resource which was downloaded.

url uniquely defines the resource (there is no numeric primary key). 
host, path, port and protocol are attributes about the HTTP request
used to retrieve the resource. lastfetchdatetime and nextfetchdatetime
are heuristically determined and drive the behavior of the crawler. _hash
is indexed and has a coresponding attribute in the metadata.Resource class
(these are compared to determine if the metadata is dirty).

The rest of the attributes are derived from the content of the document.








crawler.tasks

This module contains integration tasks for synchronising this DB with the metadata used in the rest of the discovery layer.


	
crawler.tasks.sync_from_crawler()[source]

	dispatch metadata.Resource inserts for new crawler.WebDocuments






	
crawler.tasks.sync_updates_from_crawler()[source]

	dispatch metadata.Resource updates for changed crawler.WebDocuments










Package: metadata

This django app manages the content metadata.


metadata.models


	
class metadata.models.Resource(*args, **kwargs)[source]

	ORM class wrapping persistent data of the web resource

Contains hooks into the code for resource processing


	
_article()[source]

	Analyse resource content, return Goose interface






	
_decode()[source]

	Lookup content of the coresponding WebDocument.document






	
excerpt()[source]

	Attempt to produce a plain text version of resource content






	
sr_summary()[source]

	Search result summary.

This is a rude hack, it doesn’t even break on word boundaries.
There should be much smarter ways of doing this.






	
title()[source]

	Attempt to produce a single line description of the resource












metadata.tasks


	
metadata.tasks.insert_resource_from_row()[source]

	Wrap metadata.Resource constructor

Stupidly, doesn’t even do any input validation.






	
metadata.tasks.update_resource_from_row()[source]

	ORM lookup then update

No input validation and foolishly assumes the lookup won’t miss.










Package: govservices

This app wraps public data about government services.


govservices.models


	
class govservices.models.Agency(id, acronym)[source]

	
	
exception DoesNotExist

	




	
exception Agency.MultipleObjectsReturned

	




	
Agency.dimension_set

	




	
Agency.objects = <django.db.models.manager.Manager object>

	




	
Agency.service_set

	




	
Agency.subservice_set

	








	
class govservices.models.SubService(id, cat_id, desc, name, info_url, primary_audience, agency)[source]

	
	
exception DoesNotExist

	




	
exception SubService.MultipleObjectsReturned

	




	
SubService.agency

	




	
SubService.objects = <django.db.models.manager.Manager object>

	








	
class govservices.models.ServiceTag(id, label)[source]

	
	
exception DoesNotExist

	




	
exception ServiceTag.MultipleObjectsReturned

	




	
ServiceTag.objects = <django.db.models.manager.Manager object>

	




	
ServiceTag.service_set

	








	
class govservices.models.LifeEvent(id, label)[source]

	
	
exception DoesNotExist

	




	
exception LifeEvent.MultipleObjectsReturned

	




	
LifeEvent.objects = <django.db.models.manager.Manager object>

	




	
LifeEvent.service_set

	








	
class govservices.models.ServiceType(id, label)[source]

	
	
exception DoesNotExist

	




	
exception ServiceType.MultipleObjectsReturned

	




	
ServiceType.objects = <django.db.models.manager.Manager object>

	




	
ServiceType.service_set

	








	
class govservices.models.Service(id, src_id, agency, old_src_id, json_filename, info_url, name, acronym, tagline, primary_audience, analytics_available, incidental, secondary, src_type, description, comment, current, org_acronym)[source]

	
	
exception DoesNotExist

	




	
exception Service.MultipleObjectsReturned

	




	
Service.agency

	




	
Service.life_events

	




	
Service.objects = <django.db.models.manager.Manager object>

	




	
Service.service_tags

	




	
Service.service_types

	








	
class govservices.models.Dimension(id, dim_id, agency, name, dist, desc, info_url)[source]

	
	
exception DoesNotExist

	




	
exception Dimension.MultipleObjectsReturned

	




	
Dimension.agency

	




	
Dimension.objects = <django.db.models.manager.Manager object>

	










govservices.tests

Suite of tests assuring that the code which manipulates govservices is working correctly.




govservices.management.commands.update_servicecatalogue

It would be highly preferable to refactor this to use a REST API to interrogate
the service catalogue, rather than messing about with the ServiceJsonRepository.


	
class govservices.management.commands.update_servicecatalogue.Command(stdout=None, stderr=None, no_color=False)[source]

	manage.py extension. Call with:


python manage.py update_servicecatalogue


or:


python manage.py update_servicecatalogue <entity>


where <entity> is the name of one of the classes in metadata.models
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  Source code for metadata.tasks

"""
metadata.tasks
==============

.. autofunction:: metadata.tasks.insert_resource_from_row

.. autofunction:: metadata.tasks.update_resource_from_row

"""

from celery import shared_task
from .models import Resource

@shared_task
[docs]def insert_resource_from_row(row):
    """ Wrap metadata.Resource constructor

    Stupidly, doesn't even do any input validation.
    """
    r = Resource()
    r.url = row[0]
    r._hash = row[1]
    r.protocol = row[2]
    r.contenttype = row[3]
    r.host = row[4]
    r.port = row[5]
    r.path = row[6]
    r.lastFetchDateTime = row[7]
    r.save()



@shared_task
def delete_resource_with_url(url):
    """ wrap metadata.Resource destructor.

    another one without input validation!
    """
    r = Resource(url=url)
    r.delete()


@shared_task
[docs]def update_resource_from_row(row):
    """ ORM lookup then update
    
    No input validation and foolishly assumes the lookup won't miss.
    """
    r = Resource(url=row[0])
    r._hash = row[1]
    r.protocol = row[2]
    r.contenttype = row[3]
    r.host = row[4]
    r.port = row[5]
    r.path = row[6]
    r.lastFetchDateTime = row[7]
    r.save()
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  Source code for django.db.models.fields.related

from __future__ import unicode_literals

import warnings
from operator import attrgetter

from django import forms
from django.apps import apps
from django.core import checks, exceptions
from django.core.exceptions import FieldDoesNotExist
from django.db import connection, connections, router, transaction
from django.db.backends import utils
from django.db.models import Q, signals
from django.db.models.deletion import CASCADE, SET_DEFAULT, SET_NULL
from django.db.models.fields import (
    BLANK_CHOICE_DASH, AutoField, Field, IntegerField, PositiveIntegerField,
    PositiveSmallIntegerField,
)
from django.db.models.lookups import IsNull
from django.db.models.query import QuerySet
from django.db.models.query_utils import PathInfo
from django.utils import six
from django.utils.deprecation import RemovedInDjango110Warning
from django.utils.encoding import force_text, smart_text
from django.utils.functional import cached_property, curry
from django.utils.translation import ugettext_lazy as _

RECURSIVE_RELATIONSHIP_CONSTANT = 'self'


def add_lazy_relation(cls, field, relation, operation):
    """
    Adds a lookup on ``cls`` when a related field is defined using a string,
    i.e.::

        class MyModel(Model):
            fk = ForeignKey("AnotherModel")

    This string can be:

        * RECURSIVE_RELATIONSHIP_CONSTANT (i.e. "self") to indicate a recursive
          relation.

        * The name of a model (i.e "AnotherModel") to indicate another model in
          the same app.

        * An app-label and model name (i.e. "someapp.AnotherModel") to indicate
          another model in a different app.

    If the other model hasn't yet been loaded -- almost a given if you're using
    lazy relationships -- then the relation won't be set up until the
    class_prepared signal fires at the end of model initialization.

    operation is the work that must be performed once the relation can be resolved.
    """
    # Check for recursive relations
    if relation == RECURSIVE_RELATIONSHIP_CONSTANT:
        app_label = cls._meta.app_label
        model_name = cls.__name__

    else:
        # Look for an "app.Model" relation

        if isinstance(relation, six.string_types):
            try:
                app_label, model_name = relation.split(".")
            except ValueError:
                # If we can't split, assume a model in current app
                app_label = cls._meta.app_label
                model_name = relation
        else:
            # it's actually a model class
            app_label = relation._meta.app_label
            model_name = relation._meta.object_name

    # Try to look up the related model, and if it's already loaded resolve the
    # string right away. If get_registered_model raises a LookupError, it means
    # that the related model isn't loaded yet, so we need to pend the relation
    # until the class is prepared.
    try:
        model = cls._meta.apps.get_registered_model(app_label, model_name)
    except LookupError:
        key = (app_label, model_name)
        value = (cls, field, operation)
        cls._meta.apps._pending_lookups.setdefault(key, []).append(value)
    else:
        operation(field, model, cls)


def do_pending_lookups(sender, **kwargs):
    """
    Handle any pending relations to the sending model. Sent from class_prepared.
    """
    key = (sender._meta.app_label, sender.__name__)
    for cls, field, operation in sender._meta.apps._pending_lookups.pop(key, []):
        operation(field, sender, cls)

signals.class_prepared.connect(do_pending_lookups)


class RelatedField(Field):
    # Field flags
    one_to_many = False
    one_to_one = False
    many_to_many = False
    many_to_one = False

    @cached_property
    def related_model(self):
        # Can't cache this property until all the models are loaded.
        apps.check_models_ready()
        return self.rel.to

    def check(self, **kwargs):
        errors = super(RelatedField, self).check(**kwargs)
        errors.extend(self._check_related_name_is_valid())
        errors.extend(self._check_relation_model_exists())
        errors.extend(self._check_referencing_to_swapped_model())
        errors.extend(self._check_clashes())
        return errors

    def _check_related_name_is_valid(self):
        import re
        import keyword
        related_name = self.rel.related_name
        if not related_name:
            return []
        is_valid_id = True
        if keyword.iskeyword(related_name):
            is_valid_id = False
        if six.PY3:
            if not related_name.isidentifier():
                is_valid_id = False
        else:
            if not re.match(r'^[a-zA-Z_][a-zA-Z0-9_]*\Z', related_name):
                is_valid_id = False
        if not (is_valid_id or related_name.endswith('+')):
            return [
                checks.Error(
                    "The name '%s' is invalid related_name for field %s.%s" %
                    (self.rel.related_name, self.model._meta.object_name,
                     self.name),
                    hint="Related name must be a valid Python identifier or end with a '+'",
                    obj=self,
                    id='fields.E306',
                )
            ]
        return []

    def _check_relation_model_exists(self):
        rel_is_missing = self.rel.to not in apps.get_models()
        rel_is_string = isinstance(self.rel.to, six.string_types)
        model_name = self.rel.to if rel_is_string else self.rel.to._meta.object_name
        if rel_is_missing and (rel_is_string or not self.rel.to._meta.swapped):
            return [
                checks.Error(
                    ("Field defines a relation with model '%s', which "
                     "is either not installed, or is abstract.") % model_name,
                    hint=None,
                    obj=self,
                    id='fields.E300',
                )
            ]
        return []

    def _check_referencing_to_swapped_model(self):
        if (self.rel.to not in apps.get_models() and
                not isinstance(self.rel.to, six.string_types) and
                self.rel.to._meta.swapped):
            model = "%s.%s" % (
                self.rel.to._meta.app_label,
                self.rel.to._meta.object_name
            )
            return [
                checks.Error(
                    ("Field defines a relation with the model '%s', "
                     "which has been swapped out.") % model,
                    hint="Update the relation to point at 'settings.%s'." % self.rel.to._meta.swappable,
                    obj=self,
                    id='fields.E301',
                )
            ]
        return []

    def _check_clashes(self):
        """ Check accessor and reverse query name clashes. """

        from django.db.models.base import ModelBase

        errors = []
        opts = self.model._meta

        # `f.rel.to` may be a string instead of a model. Skip if model name is
        # not resolved.
        if not isinstance(self.rel.to, ModelBase):
            return []

        # If the field doesn't install backward relation on the target model (so
        # `is_hidden` returns True), then there are no clashes to check and we
        # can skip these fields.
        if self.rel.is_hidden():
            return []

        try:
            self.rel
        except AttributeError:
            return []

        # Consider that we are checking field `Model.foreign` and the models
        # are:
        #
        #     class Target(models.Model):
        #         model = models.IntegerField()
        #         model_set = models.IntegerField()
        #
        #     class Model(models.Model):
        #         foreign = models.ForeignKey(Target)
        #         m2m = models.ManyToManyField(Target)

        rel_opts = self.rel.to._meta
        # rel_opts.object_name == "Target"
        rel_name = self.rel.get_accessor_name()  # i. e. "model_set"
        rel_query_name = self.related_query_name()  # i. e. "model"
        field_name = "%s.%s" % (opts.object_name,
            self.name)  # i. e. "Model.field"

        # Check clashes between accessor or reverse query name of `field`
        # and any other field name -- i.e. accessor for Model.foreign is
        # model_set and it clashes with Target.model_set.
        potential_clashes = rel_opts.fields + rel_opts.many_to_many
        for clash_field in potential_clashes:
            clash_name = "%s.%s" % (rel_opts.object_name,
                clash_field.name)  # i. e. "Target.model_set"
            if clash_field.name == rel_name:
                errors.append(
                    checks.Error(
                        "Reverse accessor for '%s' clashes with field name '%s'." % (field_name, clash_name),
                        hint=("Rename field '%s', or add/change a related_name "
                              "argument to the definition for field '%s'.") % (clash_name, field_name),
                        obj=self,
                        id='fields.E302',
                    )
                )

            if clash_field.name == rel_query_name:
                errors.append(
                    checks.Error(
                        "Reverse query name for '%s' clashes with field name '%s'." % (field_name, clash_name),
                        hint=("Rename field '%s', or add/change a related_name "
                              "argument to the definition for field '%s'.") % (clash_name, field_name),
                        obj=self,
                        id='fields.E303',
                    )
                )

        # Check clashes between accessors/reverse query names of `field` and
        # any other field accessor -- i. e. Model.foreign accessor clashes with
        # Model.m2m accessor.
        potential_clashes = (r for r in rel_opts.related_objects if r.field is not self)
        for clash_field in potential_clashes:
            clash_name = "%s.%s" % (  # i. e. "Model.m2m"
                clash_field.related_model._meta.object_name,
                clash_field.field.name)
            if clash_field.get_accessor_name() == rel_name:
                errors.append(
                    checks.Error(
                        "Reverse accessor for '%s' clashes with reverse accessor for '%s'." % (field_name, clash_name),
                        hint=("Add or change a related_name argument "
                              "to the definition for '%s' or '%s'.") % (field_name, clash_name),
                        obj=self,
                        id='fields.E304',
                    )
                )

            if clash_field.get_accessor_name() == rel_query_name:
                errors.append(
                    checks.Error(
                        "Reverse query name for '%s' clashes with reverse query name for '%s'."
                        % (field_name, clash_name),
                        hint=("Add or change a related_name argument "
                              "to the definition for '%s' or '%s'.") % (field_name, clash_name),
                        obj=self,
                        id='fields.E305',
                    )
                )

        return errors

    def db_type(self, connection):
        '''By default related field will not have a column
           as it relates columns to another table'''
        return None

    def contribute_to_class(self, cls, name, virtual_only=False):
        sup = super(RelatedField, self)

        # Store the opts for related_query_name()
        self.opts = cls._meta

        if hasattr(sup, 'contribute_to_class'):
            sup.contribute_to_class(cls, name, virtual_only=virtual_only)

        if not cls._meta.abstract and self.rel.related_name:
            related_name = force_text(self.rel.related_name) % {
                'class': cls.__name__.lower(),
                'app_label': cls._meta.app_label.lower()
            }
            self.rel.related_name = related_name
        other = self.rel.to
        if isinstance(other, six.string_types) or other._meta.pk is None:
            def resolve_related_class(field, model, cls):
                field.rel.to = model
                field.do_related_class(model, cls)
            add_lazy_relation(cls, self, other, resolve_related_class)
        else:
            self.do_related_class(other, cls)

    @property
    def swappable_setting(self):
        """
        Gets the setting that this is powered from for swapping, or None
        if it's not swapped in / marked with swappable=False.
        """
        if self.swappable:
            # Work out string form of "to"
            if isinstance(self.rel.to, six.string_types):
                to_string = self.rel.to
            else:
                to_string = "%s.%s" % (
                    self.rel.to._meta.app_label,
                    self.rel.to._meta.object_name,
                )
            # See if anything swapped/swappable matches
            for model in apps.get_models(include_swapped=True):
                if model._meta.swapped:
                    if model._meta.swapped == to_string:
                        return model._meta.swappable
                if ("%s.%s" % (model._meta.app_label, model._meta.object_name)) == to_string and model._meta.swappable:
                    return model._meta.swappable
        return None

    def set_attributes_from_rel(self):
        self.name = self.name or (self.rel.to._meta.model_name + '_' + self.rel.to._meta.pk.name)
        if self.verbose_name is None:
            self.verbose_name = self.rel.to._meta.verbose_name
        self.rel.set_field_name()

    @property
    def related(self):
        warnings.warn(
            "Usage of field.related has been deprecated. Use field.rel instead.",
            RemovedInDjango110Warning, 2)
        return self.rel

    def do_related_class(self, other, cls):
        self.set_attributes_from_rel()
        if not cls._meta.abstract:
            self.contribute_to_related_class(other, self.rel)

    def get_limit_choices_to(self):
        """Returns 'limit_choices_to' for this model field.

        If it is a callable, it will be invoked and the result will be
        returned.
        """
        if callable(self.rel.limit_choices_to):
            return self.rel.limit_choices_to()
        return self.rel.limit_choices_to

    def formfield(self, **kwargs):
        """Passes ``limit_choices_to`` to field being constructed.

        Only passes it if there is a type that supports related fields.
        This is a similar strategy used to pass the ``queryset`` to the field
        being constructed.
        """
        defaults = {}
        if hasattr(self.rel, 'get_related_field'):
            # If this is a callable, do not invoke it here. Just pass
            # it in the defaults for when the form class will later be
            # instantiated.
            limit_choices_to = self.rel.limit_choices_to
            defaults.update({
                'limit_choices_to': limit_choices_to,
            })
        defaults.update(kwargs)
        return super(RelatedField, self).formfield(**defaults)

    def related_query_name(self):
        # This method defines the name that can be used to identify this
        # related object in a table-spanning query. It uses the lower-cased
        # object_name by default, but this can be overridden with the
        # "related_name" option.
        return self.rel.related_query_name or self.rel.related_name or self.opts.model_name


class SingleRelatedObjectDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # a single "remote" value, on the class pointed to by a related field.
    # In the example "place.restaurant", the restaurant attribute is a
    # SingleRelatedObjectDescriptor instance.
    def __init__(self, related):
        self.related = related
        self.cache_name = related.get_cache_name()

    @cached_property
    def RelatedObjectDoesNotExist(self):
        # The exception isn't created at initialization time for the sake of
        # consistency with `ReverseSingleRelatedObjectDescriptor`.
        return type(
            str('RelatedObjectDoesNotExist'),
            (self.related.related_model.DoesNotExist, AttributeError),
            {}
        )

    def is_cached(self, instance):
        return hasattr(instance, self.cache_name)

    def get_queryset(self, **hints):
        manager = self.related.related_model._default_manager
        # If the related manager indicates that it should be used for
        # related fields, respect that.
        if not getattr(manager, 'use_for_related_fields', False):
            manager = self.related.related_model._base_manager
        return manager.db_manager(hints=hints).all()

    def get_prefetch_queryset(self, instances, queryset=None):
        if queryset is None:
            queryset = self.get_queryset()
        queryset._add_hints(instance=instances[0])

        rel_obj_attr = attrgetter(self.related.field.attname)
        instance_attr = lambda obj: obj._get_pk_val()
        instances_dict = {instance_attr(inst): inst for inst in instances}
        query = {'%s__in' % self.related.field.name: instances}
        queryset = queryset.filter(**query)

        # Since we're going to assign directly in the cache,
        # we must manage the reverse relation cache manually.
        rel_obj_cache_name = self.related.field.get_cache_name()
        for rel_obj in queryset:
            instance = instances_dict[rel_obj_attr(rel_obj)]
            setattr(rel_obj, rel_obj_cache_name, instance)
        return queryset, rel_obj_attr, instance_attr, True, self.cache_name

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self
        try:
            rel_obj = getattr(instance, self.cache_name)
        except AttributeError:
            related_pk = instance._get_pk_val()
            if related_pk is None:
                rel_obj = None
            else:
                params = {}
                for lh_field, rh_field in self.related.field.related_fields:
                    params['%s__%s' % (self.related.field.name, rh_field.name)] = getattr(instance, rh_field.attname)
                try:
                    rel_obj = self.get_queryset(instance=instance).get(**params)
                except self.related.related_model.DoesNotExist:
                    rel_obj = None
                else:
                    setattr(rel_obj, self.related.field.get_cache_name(), instance)
            setattr(instance, self.cache_name, rel_obj)
        if rel_obj is None:
            raise self.RelatedObjectDoesNotExist(
                "%s has no %s." % (
                    instance.__class__.__name__,
                    self.related.get_accessor_name()
                )
            )
        else:
            return rel_obj

    def __set__(self, instance, value):
        # The similarity of the code below to the code in
        # ReverseSingleRelatedObjectDescriptor is annoying, but there's a bunch
        # of small differences that would make a common base class convoluted.

        # If null=True, we can assign null here, but otherwise the value needs
        # to be an instance of the related class.
        if value is None and self.related.field.null is False:
            raise ValueError(
                'Cannot assign None: "%s.%s" does not allow null values.' % (
                    instance._meta.object_name,
                    self.related.get_accessor_name(),
                )
            )
        elif value is not None and not isinstance(value, self.related.related_model):
            raise ValueError(
                'Cannot assign "%r": "%s.%s" must be a "%s" instance.' % (
                    value,
                    instance._meta.object_name,
                    self.related.get_accessor_name(),
                    self.related.related_model._meta.object_name,
                )
            )
        elif value is not None:
            if instance._state.db is None:
                instance._state.db = router.db_for_write(instance.__class__, instance=value)
            elif value._state.db is None:
                value._state.db = router.db_for_write(value.__class__, instance=instance)
            elif value._state.db is not None and instance._state.db is not None:
                if not router.allow_relation(value, instance):
                    raise ValueError('Cannot assign "%r": the current database router prevents this relation.' % value)

        related_pk = tuple(getattr(instance, field.attname) for field in self.related.field.foreign_related_fields)
        if None in related_pk:
            raise ValueError(
                'Cannot assign "%r": "%s" instance isn\'t saved in the database.' %
                (value, instance._meta.object_name)
            )

        # Set the value of the related field to the value of the related object's related field
        for index, field in enumerate(self.related.field.local_related_fields):
            setattr(value, field.attname, related_pk[index])

        # Since we already know what the related object is, seed the related
        # object caches now, too. This avoids another db hit if you get the
        # object you just set.
        setattr(instance, self.cache_name, value)
        setattr(value, self.related.field.get_cache_name(), instance)


class ReverseSingleRelatedObjectDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # a single "remote" value, on the class that defines the related field.
    # In the example "choice.poll", the poll attribute is a
    # ReverseSingleRelatedObjectDescriptor instance.
    def __init__(self, field_with_rel):
        self.field = field_with_rel
        self.cache_name = self.field.get_cache_name()

    @cached_property
    def RelatedObjectDoesNotExist(self):
        # The exception can't be created at initialization time since the
        # related model might not be resolved yet; `rel.to` might still be
        # a string model reference.
        return type(
            str('RelatedObjectDoesNotExist'),
            (self.field.rel.to.DoesNotExist, AttributeError),
            {}
        )

    def is_cached(self, instance):
        return hasattr(instance, self.cache_name)

    def get_queryset(self, **hints):
        manager = self.field.rel.to._default_manager
        # If the related manager indicates that it should be used for
        # related fields, respect that.
        if not getattr(manager, 'use_for_related_fields', False):
            manager = self.field.rel.to._base_manager
        return manager.db_manager(hints=hints).all()

    def get_prefetch_queryset(self, instances, queryset=None):
        if queryset is None:
            queryset = self.get_queryset()
        queryset._add_hints(instance=instances[0])

        rel_obj_attr = self.field.get_foreign_related_value
        instance_attr = self.field.get_local_related_value
        instances_dict = {instance_attr(inst): inst for inst in instances}
        related_field = self.field.foreign_related_fields[0]

        # FIXME: This will need to be revisited when we introduce support for
        # composite fields. In the meantime we take this practical approach to
        # solve a regression on 1.6 when the reverse manager in hidden
        # (related_name ends with a '+'). Refs #21410.
        # The check for len(...) == 1 is a special case that allows the query
        # to be join-less and smaller. Refs #21760.
        if self.field.rel.is_hidden() or len(self.field.foreign_related_fields) == 1:
            query = {'%s__in' % related_field.name: set(instance_attr(inst)[0] for inst in instances)}
        else:
            query = {'%s__in' % self.field.related_query_name(): instances}
        queryset = queryset.filter(**query)

        # Since we're going to assign directly in the cache,
        # we must manage the reverse relation cache manually.
        if not self.field.rel.multiple:
            rel_obj_cache_name = self.field.rel.get_cache_name()
            for rel_obj in queryset:
                instance = instances_dict[rel_obj_attr(rel_obj)]
                setattr(rel_obj, rel_obj_cache_name, instance)
        return queryset, rel_obj_attr, instance_attr, True, self.cache_name

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self
        try:
            rel_obj = getattr(instance, self.cache_name)
        except AttributeError:
            val = self.field.get_local_related_value(instance)
            if None in val:
                rel_obj = None
            else:
                params = {
                    rh_field.attname: getattr(instance, lh_field.attname)
                    for lh_field, rh_field in self.field.related_fields}
                qs = self.get_queryset(instance=instance)
                extra_filter = self.field.get_extra_descriptor_filter(instance)
                if isinstance(extra_filter, dict):
                    params.update(extra_filter)
                    qs = qs.filter(**params)
                else:
                    qs = qs.filter(extra_filter, **params)
                # Assuming the database enforces foreign keys, this won't fail.
                rel_obj = qs.get()
                if not self.field.rel.multiple:
                    setattr(rel_obj, self.field.rel.get_cache_name(), instance)
            setattr(instance, self.cache_name, rel_obj)
        if rel_obj is None and not self.field.null:
            raise self.RelatedObjectDoesNotExist(
                "%s has no %s." % (self.field.model.__name__, self.field.name)
            )
        else:
            return rel_obj

    def __set__(self, instance, value):
        # If null=True, we can assign null here, but otherwise the value needs
        # to be an instance of the related class.
        if value is None and self.field.null is False:
            raise ValueError(
                'Cannot assign None: "%s.%s" does not allow null values.' %
                (instance._meta.object_name, self.field.name)
            )
        elif value is not None and not isinstance(value, self.field.rel.to):
            raise ValueError(
                'Cannot assign "%r": "%s.%s" must be a "%s" instance.' % (
                    value,
                    instance._meta.object_name,
                    self.field.name,
                    self.field.rel.to._meta.object_name,
                )
            )
        elif value is not None:
            if instance._state.db is None:
                instance._state.db = router.db_for_write(instance.__class__, instance=value)
            elif value._state.db is None:
                value._state.db = router.db_for_write(value.__class__, instance=instance)
            elif value._state.db is not None and instance._state.db is not None:
                if not router.allow_relation(value, instance):
                    raise ValueError('Cannot assign "%r": the current database router prevents this relation.' % value)

        # If we're setting the value of a OneToOneField to None, we need to clear
        # out the cache on any old related object. Otherwise, deleting the
        # previously-related object will also cause this object to be deleted,
        # which is wrong.
        if value is None:
            # Look up the previously-related object, which may still be available
            # since we've not yet cleared out the related field.
            # Use the cache directly, instead of the accessor; if we haven't
            # populated the cache, then we don't care - we're only accessing
            # the object to invalidate the accessor cache, so there's no
            # need to populate the cache just to expire it again.
            related = getattr(instance, self.cache_name, None)

            # If we've got an old related object, we need to clear out its
            # cache. This cache also might not exist if the related object
            # hasn't been accessed yet.
            if related is not None:
                setattr(related, self.field.rel.get_cache_name(), None)

            for lh_field, rh_field in self.field.related_fields:
                setattr(instance, lh_field.attname, None)

        # Set the values of the related field.
        else:
            for lh_field, rh_field in self.field.related_fields:
                setattr(instance, lh_field.attname, getattr(value, rh_field.attname))

        # Since we already know what the related object is, seed the related
        # object caches now, too. This avoids another db hit if you get the
        # object you just set.
        setattr(instance, self.cache_name, value)
        if value is not None and not self.field.rel.multiple:
            setattr(value, self.field.rel.get_cache_name(), instance)


def create_foreign_related_manager(superclass, rel_field, rel_model):
    class RelatedManager(superclass):
        def __init__(self, instance):
            super(RelatedManager, self).__init__()
            self.instance = instance
            self.core_filters = {rel_field.name: instance}
            self.model = rel_model

        def __call__(self, **kwargs):
            # We use **kwargs rather than a kwarg argument to enforce the
            # `manager='manager_name'` syntax.
            manager = getattr(self.model, kwargs.pop('manager'))
            manager_class = create_foreign_related_manager(manager.__class__, rel_field, rel_model)
            return manager_class(self.instance)
        do_not_call_in_templates = True

        def get_queryset(self):
            try:
                return self.instance._prefetched_objects_cache[rel_field.related_query_name()]
            except (AttributeError, KeyError):
                db = self._db or router.db_for_read(self.model, instance=self.instance)
                empty_strings_as_null = connections[db].features.interprets_empty_strings_as_nulls
                qs = super(RelatedManager, self).get_queryset()
                qs._add_hints(instance=self.instance)
                if self._db:
                    qs = qs.using(self._db)
                qs = qs.filter(**self.core_filters)
                for field in rel_field.foreign_related_fields:
                    val = getattr(self.instance, field.attname)
                    if val is None or (val == '' and empty_strings_as_null):
                        return qs.none()
                qs._known_related_objects = {rel_field: {self.instance.pk: self.instance}}
                return qs

        def get_prefetch_queryset(self, instances, queryset=None):
            if queryset is None:
                queryset = super(RelatedManager, self).get_queryset()

            queryset._add_hints(instance=instances[0])
            queryset = queryset.using(queryset._db or self._db)

            rel_obj_attr = rel_field.get_local_related_value
            instance_attr = rel_field.get_foreign_related_value
            instances_dict = {instance_attr(inst): inst for inst in instances}
            query = {'%s__in' % rel_field.name: instances}
            queryset = queryset.filter(**query)

            # Since we just bypassed this class' get_queryset(), we must manage
            # the reverse relation manually.
            for rel_obj in queryset:
                instance = instances_dict[rel_obj_attr(rel_obj)]
                setattr(rel_obj, rel_field.name, instance)
            cache_name = rel_field.related_query_name()
            return queryset, rel_obj_attr, instance_attr, False, cache_name

        def add(self, *objs):
            objs = list(objs)
            db = router.db_for_write(self.model, instance=self.instance)
            with transaction.atomic(using=db, savepoint=False):
                for obj in objs:
                    if not isinstance(obj, self.model):
                        raise TypeError("'%s' instance expected, got %r" %
                                        (self.model._meta.object_name, obj))
                    setattr(obj, rel_field.name, self.instance)
                    obj.save()
        add.alters_data = True

        def create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).create(**kwargs)
        create.alters_data = True

        def get_or_create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).get_or_create(**kwargs)
        get_or_create.alters_data = True

        def update_or_create(self, **kwargs):
            kwargs[rel_field.name] = self.instance
            db = router.db_for_write(self.model, instance=self.instance)
            return super(RelatedManager, self.db_manager(db)).update_or_create(**kwargs)
        update_or_create.alters_data = True

        # remove() and clear() are only provided if the ForeignKey can have a value of null.
        if rel_field.null:
            def remove(self, *objs, **kwargs):
                if not objs:
                    return
                bulk = kwargs.pop('bulk', True)
                val = rel_field.get_foreign_related_value(self.instance)
                old_ids = set()
                for obj in objs:
                    # Is obj actually part of this descriptor set?
                    if rel_field.get_local_related_value(obj) == val:
                        old_ids.add(obj.pk)
                    else:
                        raise rel_field.rel.to.DoesNotExist("%r is not related to %r." % (obj, self.instance))
                self._clear(self.filter(pk__in=old_ids), bulk)
            remove.alters_data = True

            def clear(self, **kwargs):
                bulk = kwargs.pop('bulk', True)
                self._clear(self, bulk)
            clear.alters_data = True

            def _clear(self, queryset, bulk):
                db = router.db_for_write(self.model, instance=self.instance)
                queryset = queryset.using(db)
                if bulk:
                    # `QuerySet.update()` is intrinsically atomic.
                    queryset.update(**{rel_field.name: None})
                else:
                    with transaction.atomic(using=db, savepoint=False):
                        for obj in queryset:
                            setattr(obj, rel_field.name, None)
                            obj.save(update_fields=[rel_field.name])
            _clear.alters_data = True

    return RelatedManager


class ForeignRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ForeignKey pointed at them by
    # some other model. In the example "poll.choice_set", the choice_set
    # attribute is a ForeignRelatedObjectsDescriptor instance.
    def __init__(self, related):
        self.related = related   # RelatedObject instance

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        return self.related_manager_cls(instance)

    def __set__(self, instance, value):
        # Force evaluation of `value` in case it's a queryset whose
        # value could be affected by `manager.clear()`. Refs #19816.
        value = tuple(value)

        manager = self.__get__(instance)
        db = router.db_for_write(manager.model, instance=manager.instance)
        with transaction.atomic(using=db, savepoint=False):
            # If the foreign key can support nulls, then completely clear the related set.
            # Otherwise, just move the named objects into the set.
            if self.related.field.null:
                manager.clear()
            manager.add(*value)

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related model's default
        # manager.
        return create_foreign_related_manager(
            self.related.related_model._default_manager.__class__,
            self.related.field,
            self.related.related_model,
        )


def create_many_related_manager(superclass, rel):
    """Creates a manager that subclasses 'superclass' (which is a Manager)
    and adds behavior for many-to-many related objects."""
    class ManyRelatedManager(superclass):
        def __init__(self, model=None, query_field_name=None, instance=None, symmetrical=None,
                     source_field_name=None, target_field_name=None, reverse=False,
                     through=None, prefetch_cache_name=None):
            super(ManyRelatedManager, self).__init__()
            self.model = model
            self.query_field_name = query_field_name

            source_field = through._meta.get_field(source_field_name)
            source_related_fields = source_field.related_fields

            self.core_filters = {}
            for lh_field, rh_field in source_related_fields:
                self.core_filters['%s__%s' % (query_field_name, rh_field.name)] = getattr(instance, rh_field.attname)

            self.instance = instance
            self.symmetrical = symmetrical
            self.source_field = source_field
            self.target_field = through._meta.get_field(target_field_name)
            self.source_field_name = source_field_name
            self.target_field_name = target_field_name
            self.reverse = reverse
            self.through = through
            self.prefetch_cache_name = prefetch_cache_name
            self.related_val = source_field.get_foreign_related_value(instance)
            if None in self.related_val:
                raise ValueError('"%r" needs to have a value for field "%s" before '
                                 'this many-to-many relationship can be used.' %
                                 (instance, source_field_name))
            # Even if this relation is not to pk, we require still pk value.
            # The wish is that the instance has been already saved to DB,
            # although having a pk value isn't a guarantee of that.
            if instance.pk is None:
                raise ValueError("%r instance needs to have a primary key value before "
                                 "a many-to-many relationship can be used." %
                                 instance.__class__.__name__)

        def __call__(self, **kwargs):
            # We use **kwargs rather than a kwarg argument to enforce the
            # `manager='manager_name'` syntax.
            manager = getattr(self.model, kwargs.pop('manager'))
            manager_class = create_many_related_manager(manager.__class__, rel)
            return manager_class(
                model=self.model,
                query_field_name=self.query_field_name,
                instance=self.instance,
                symmetrical=self.symmetrical,
                source_field_name=self.source_field_name,
                target_field_name=self.target_field_name,
                reverse=self.reverse,
                through=self.through,
                prefetch_cache_name=self.prefetch_cache_name,
            )
        do_not_call_in_templates = True

        def _build_remove_filters(self, removed_vals):
            filters = Q(**{self.source_field_name: self.related_val})
            # No need to add a subquery condition if removed_vals is a QuerySet without
            # filters.
            removed_vals_filters = (not isinstance(removed_vals, QuerySet) or
                                    removed_vals._has_filters())
            if removed_vals_filters:
                filters &= Q(**{'%s__in' % self.target_field_name: removed_vals})
            if self.symmetrical:
                symmetrical_filters = Q(**{self.target_field_name: self.related_val})
                if removed_vals_filters:
                    symmetrical_filters &= Q(
                        **{'%s__in' % self.source_field_name: removed_vals})
                filters |= symmetrical_filters
            return filters

        def get_queryset(self):
            try:
                return self.instance._prefetched_objects_cache[self.prefetch_cache_name]
            except (AttributeError, KeyError):
                qs = super(ManyRelatedManager, self).get_queryset()
                qs._add_hints(instance=self.instance)
                if self._db:
                    qs = qs.using(self._db)
                return qs._next_is_sticky().filter(**self.core_filters)

        def get_prefetch_queryset(self, instances, queryset=None):
            if queryset is None:
                queryset = super(ManyRelatedManager, self).get_queryset()

            queryset._add_hints(instance=instances[0])
            queryset = queryset.using(queryset._db or self._db)

            query = {'%s__in' % self.query_field_name: instances}
            queryset = queryset._next_is_sticky().filter(**query)

            # M2M: need to annotate the query in order to get the primary model
            # that the secondary model was actually related to. We know that
            # there will already be a join on the join table, so we can just add
            # the select.

            # For non-autocreated 'through' models, can't assume we are
            # dealing with PK values.
            fk = self.through._meta.get_field(self.source_field_name)
            join_table = self.through._meta.db_table
            connection = connections[queryset.db]
            qn = connection.ops.quote_name
            queryset = queryset.extra(select={
                '_prefetch_related_val_%s' % f.attname:
                '%s.%s' % (qn(join_table), qn(f.column)) for f in fk.local_related_fields})
            return (
                queryset,
                lambda result: tuple(
                    getattr(result, '_prefetch_related_val_%s' % f.attname)
                    for f in fk.local_related_fields
                ),
                lambda inst: tuple(
                    f.get_db_prep_value(getattr(inst, f.attname), connection)
                    for f in fk.foreign_related_fields
                ),
                False,
                self.prefetch_cache_name,
            )

        def add(self, *objs):
            if not rel.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use add() on a ManyToManyField which specifies an "
                    "intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )

            db = router.db_for_write(self.through, instance=self.instance)
            with transaction.atomic(using=db, savepoint=False):
                self._add_items(self.source_field_name, self.target_field_name, *objs)

                # If this is a symmetrical m2m relation to self, add the mirror entry in the m2m table
                if self.symmetrical:
                    self._add_items(self.target_field_name, self.source_field_name, *objs)
        add.alters_data = True

        def remove(self, *objs):
            if not rel.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use remove() on a ManyToManyField which specifies "
                    "an intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )
            self._remove_items(self.source_field_name, self.target_field_name, *objs)
        remove.alters_data = True

        def clear(self):
            db = router.db_for_write(self.through, instance=self.instance)
            with transaction.atomic(using=db, savepoint=False):
                signals.m2m_changed.send(sender=self.through, action="pre_clear",
                    instance=self.instance, reverse=self.reverse,
                    model=self.model, pk_set=None, using=db)

                filters = self._build_remove_filters(super(ManyRelatedManager, self).get_queryset().using(db))
                self.through._default_manager.using(db).filter(filters).delete()

                signals.m2m_changed.send(sender=self.through, action="post_clear",
                    instance=self.instance, reverse=self.reverse,
                    model=self.model, pk_set=None, using=db)
        clear.alters_data = True

        def create(self, **kwargs):
            # This check needs to be done here, since we can't later remove this
            # from the method lookup table, as we do with add and remove.
            if not self.through._meta.auto_created:
                opts = self.through._meta
                raise AttributeError(
                    "Cannot use create() on a ManyToManyField which specifies "
                    "an intermediary model. Use %s.%s's Manager instead." %
                    (opts.app_label, opts.object_name)
                )
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            new_obj = super(ManyRelatedManager, self.db_manager(db)).create(**kwargs)
            self.add(new_obj)
            return new_obj
        create.alters_data = True

        def get_or_create(self, **kwargs):
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            obj, created = super(ManyRelatedManager, self.db_manager(db)).get_or_create(**kwargs)
            # We only need to add() if created because if we got an object back
            # from get() then the relationship already exists.
            if created:
                self.add(obj)
            return obj, created
        get_or_create.alters_data = True

        def update_or_create(self, **kwargs):
            db = router.db_for_write(self.instance.__class__, instance=self.instance)
            obj, created = super(ManyRelatedManager, self.db_manager(db)).update_or_create(**kwargs)
            # We only need to add() if created because if we got an object back
            # from get() then the relationship already exists.
            if created:
                self.add(obj)
            return obj, created
        update_or_create.alters_data = True

        def _add_items(self, source_field_name, target_field_name, *objs):
            # source_field_name: the PK fieldname in join table for the source object
            # target_field_name: the PK fieldname in join table for the target object
            # *objs - objects to add. Either object instances, or primary keys of object instances.

            # If there aren't any objects, there is nothing to do.
            from django.db.models import Model
            if objs:
                new_ids = set()
                for obj in objs:
                    if isinstance(obj, self.model):
                        if not router.allow_relation(obj, self.instance):
                            raise ValueError(
                                'Cannot add "%r": instance is on database "%s", value is on database "%s"' %
                                (obj, self.instance._state.db, obj._state.db)
                            )
                        fk_val = self.through._meta.get_field(
                            target_field_name).get_foreign_related_value(obj)[0]
                        if fk_val is None:
                            raise ValueError(
                                'Cannot add "%r": the value for field "%s" is None' %
                                (obj, target_field_name)
                            )
                        new_ids.add(fk_val)
                    elif isinstance(obj, Model):
                        raise TypeError(
                            "'%s' instance expected, got %r" %
                            (self.model._meta.object_name, obj)
                        )
                    else:
                        new_ids.add(obj)

                db = router.db_for_write(self.through, instance=self.instance)
                vals = (self.through._default_manager.using(db)
                        .values_list(target_field_name, flat=True)
                        .filter(**{
                            source_field_name: self.related_val[0],
                            '%s__in' % target_field_name: new_ids,
                        }))
                new_ids = new_ids - set(vals)

                with transaction.atomic(using=db, savepoint=False):
                    if self.reverse or source_field_name == self.source_field_name:
                        # Don't send the signal when we are inserting the
                        # duplicate data row for symmetrical reverse entries.
                        signals.m2m_changed.send(sender=self.through, action='pre_add',
                            instance=self.instance, reverse=self.reverse,
                            model=self.model, pk_set=new_ids, using=db)

                    # Add the ones that aren't there already
                    self.through._default_manager.using(db).bulk_create([
                        self.through(**{
                            '%s_id' % source_field_name: self.related_val[0],
                            '%s_id' % target_field_name: obj_id,
                        })
                        for obj_id in new_ids
                    ])

                    if self.reverse or source_field_name == self.source_field_name:
                        # Don't send the signal when we are inserting the
                        # duplicate data row for symmetrical reverse entries.
                        signals.m2m_changed.send(sender=self.through, action='post_add',
                            instance=self.instance, reverse=self.reverse,
                            model=self.model, pk_set=new_ids, using=db)

        def _remove_items(self, source_field_name, target_field_name, *objs):
            # source_field_name: the PK colname in join table for the source object
            # target_field_name: the PK colname in join table for the target object
            # *objs - objects to remove
            if not objs:
                return

            # Check that all the objects are of the right type
            old_ids = set()
            for obj in objs:
                if isinstance(obj, self.model):
                    fk_val = self.target_field.get_foreign_related_value(obj)[0]
                    old_ids.add(fk_val)
                else:
                    old_ids.add(obj)

            db = router.db_for_write(self.through, instance=self.instance)
            with transaction.atomic(using=db, savepoint=False):
                # Send a signal to the other end if need be.
                signals.m2m_changed.send(sender=self.through, action="pre_remove",
                    instance=self.instance, reverse=self.reverse,
                    model=self.model, pk_set=old_ids, using=db)
                target_model_qs = super(ManyRelatedManager, self).get_queryset()
                if target_model_qs._has_filters():
                    old_vals = target_model_qs.using(db).filter(**{
                        '%s__in' % self.target_field.related_field.attname: old_ids})
                else:
                    old_vals = old_ids
                filters = self._build_remove_filters(old_vals)
                self.through._default_manager.using(db).filter(filters).delete()

                signals.m2m_changed.send(sender=self.through, action="post_remove",
                    instance=self.instance, reverse=self.reverse,
                    model=self.model, pk_set=old_ids, using=db)

    return ManyRelatedManager


class ManyRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ManyToManyField pointed at them by
    # some other model (rather than having a ManyToManyField themselves).
    # In the example "publication.article_set", the article_set attribute is a
    # ManyRelatedObjectsDescriptor instance.
    def __init__(self, related):
        self.related = related   # RelatedObject instance

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related
        # model's default manager.
        return create_many_related_manager(
            self.related.related_model._default_manager.__class__,
            self.related.field.rel
        )

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        rel_model = self.related.related_model

        manager = self.related_manager_cls(
            model=rel_model,
            query_field_name=self.related.field.name,
            prefetch_cache_name=self.related.field.related_query_name(),
            instance=instance,
            symmetrical=False,
            source_field_name=self.related.field.m2m_reverse_field_name(),
            target_field_name=self.related.field.m2m_field_name(),
            reverse=True,
            through=self.related.field.rel.through,
        )

        return manager

    def __set__(self, instance, value):
        if not self.related.field.rel.through._meta.auto_created:
            opts = self.related.field.rel.through._meta
            raise AttributeError(
                "Cannot set values on a ManyToManyField which specifies an "
                "intermediary model. Use %s.%s's Manager instead." % (opts.app_label, opts.object_name)
            )

        # Force evaluation of `value` in case it's a queryset whose
        # value could be affected by `manager.clear()`. Refs #19816.
        value = tuple(value)

        manager = self.__get__(instance)
        db = router.db_for_write(manager.through, instance=manager.instance)
        with transaction.atomic(using=db, savepoint=False):
            manager.clear()
            manager.add(*value)


class ReverseManyRelatedObjectsDescriptor(object):
    # This class provides the functionality that makes the related-object
    # managers available as attributes on a model class, for fields that have
    # multiple "remote" values and have a ManyToManyField defined in their
    # model (rather than having another model pointed *at* them).
    # In the example "article.publications", the publications attribute is a
    # ReverseManyRelatedObjectsDescriptor instance.
    def __init__(self, m2m_field):
        self.field = m2m_field

    @property
    def through(self):
        # through is provided so that you have easy access to the through
        # model (Book.authors.through) for inlines, etc. This is done as
        # a property to ensure that the fully resolved value is returned.
        return self.field.rel.through

    @cached_property
    def related_manager_cls(self):
        # Dynamically create a class that subclasses the related model's
        # default manager.
        return create_many_related_manager(
            self.field.rel.to._default_manager.__class__,
            self.field.rel
        )

    def __get__(self, instance, instance_type=None):
        if instance is None:
            return self

        manager = self.related_manager_cls(
            model=self.field.rel.to,
            query_field_name=self.field.related_query_name(),
            prefetch_cache_name=self.field.name,
            instance=instance,
            symmetrical=self.field.rel.symmetrical,
            source_field_name=self.field.m2m_field_name(),
            target_field_name=self.field.m2m_reverse_field_name(),
            reverse=False,
            through=self.field.rel.through,
        )

        return manager

    def __set__(self, instance, value):
        if not self.field.rel.through._meta.auto_created:
            opts = self.field.rel.through._meta
            raise AttributeError(
                "Cannot set values on a ManyToManyField which specifies an "
                "intermediary model.  Use %s.%s's Manager instead." % (opts.app_label, opts.object_name)
            )

        # Force evaluation of `value` in case it's a queryset whose
        # value could be affected by `manager.clear()`. Refs #19816.
        value = tuple(value)

        manager = self.__get__(instance)
        db = router.db_for_write(manager.through, instance=manager.instance)
        with transaction.atomic(using=db, savepoint=False):
            manager.clear()
            manager.add(*value)


class ForeignObjectRel(object):
    # Field flags
    auto_created = True
    concrete = False
    editable = False
    is_relation = True

    def __init__(self, field, to, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        self.field = field
        self.to = to
        self.related_name = related_name
        self.related_query_name = related_query_name
        self.limit_choices_to = {} if limit_choices_to is None else limit_choices_to
        self.multiple = True
        self.parent_link = parent_link
        self.on_delete = on_delete
        self.symmetrical = False

    # Some of the following cached_properties can't be initialized in
    # __init__ as the field doesn't have its model yet. Calling these methods
    # before field.contribute_to_class() has been called will result in
    # AttributeError
    @cached_property
    def model(self):
        return self.to

    @cached_property
    def hidden(self):
        return self.is_hidden()

    @cached_property
    def name(self):
        return self.field.related_query_name()

    @cached_property
    def related_model(self):
        if not self.field.model:
            raise AttributeError(
                "This property can't be accessed before self.field.contribute_to_class has been called.")
        return self.field.model

    @cached_property
    def many_to_many(self):
        return self.field.many_to_many

    @cached_property
    def many_to_one(self):
        return self.field.one_to_many

    @cached_property
    def one_to_many(self):
        return self.field.many_to_one

    @cached_property
    def one_to_one(self):
        return self.field.one_to_one

    def __repr__(self):
        return '<%s: %s.%s>' % (
            type(self).__name__,
            self.related_model._meta.app_label,
            self.related_model._meta.model_name,
        )

    def get_choices(self, include_blank=True, blank_choice=BLANK_CHOICE_DASH,
                    limit_to_currently_related=False):
        """
        Returns choices with a default blank choices included, for use as
        SelectField choices for this field.

        Analog of django.db.models.fields.Field.get_choices(), provided
        initially for utilization by RelatedFieldListFilter.
        """
        first_choice = blank_choice if include_blank else []
        queryset = self.related_model._default_manager.all()
        if limit_to_currently_related:
            queryset = queryset.complex_filter(
                {'%s__isnull' % self.related_model._meta.model_name: False}
            )
        lst = [(x._get_pk_val(), smart_text(x)) for x in queryset]
        return first_choice + lst

    def get_db_prep_lookup(self, lookup_type, value, connection, prepared=False):
        # Defer to the actual field definition for db prep
        return self.field.get_db_prep_lookup(lookup_type, value, connection=connection, prepared=prepared)

    def is_hidden(self):
        "Should the related object be hidden?"
        return self.related_name is not None and self.related_name[-1] == '+'

    def get_joining_columns(self):
        return self.field.get_reverse_joining_columns()

    def get_extra_restriction(self, where_class, alias, related_alias):
        return self.field.get_extra_restriction(where_class, related_alias, alias)

    def set_field_name(self):
        """
        Sets the related field's name, this is not available until later stages
        of app loading, so set_field_name is called from
        set_attributes_from_rel()
        """
        # By default foreign object doesn't relate to any remote field (for
        # example custom multicolumn joins currently have no remote field).
        self.field_name = None

    def get_accessor_name(self, model=None):
        # This method encapsulates the logic that decides what name to give an
        # accessor descriptor that retrieves related many-to-one or
        # many-to-many objects. It uses the lower-cased object_name + "_set",
        # but this can be overridden with the "related_name" option.
        # Due to backwards compatibility ModelForms need to be able to provide
        # an alternate model. See BaseInlineFormSet.get_default_prefix().
        opts = model._meta if model else self.related_model._meta
        model = model or self.related_model
        if self.multiple:
            # If this is a symmetrical m2m relation on self, there is no reverse accessor.
            if self.symmetrical and model == self.to:
                return None
        if self.related_name:
            return self.related_name
        if opts.default_related_name:
            return opts.default_related_name % {
                'model_name': opts.model_name.lower(),
                'app_label': opts.app_label.lower(),
            }
        return opts.model_name + ('_set' if self.multiple else '')

    def get_cache_name(self):
        return "_%s_cache" % self.get_accessor_name()

    def get_path_info(self):
        return self.field.get_reverse_path_info()


class ManyToOneRel(ForeignObjectRel):
    def __init__(self, field, to, field_name, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        super(ManyToOneRel, self).__init__(
            field, to, related_name=related_name, limit_choices_to=limit_choices_to,
            parent_link=parent_link, on_delete=on_delete, related_query_name=related_query_name)
        self.field_name = field_name

    def __getstate__(self):
        state = self.__dict__.copy()
        state.pop('related_model', None)
        return state

    def get_related_field(self):
        """
        Returns the Field in the 'to' object to which this relationship is
        tied.
        """
        field = self.to._meta.get_field(self.field_name)
        if not field.concrete:
            raise FieldDoesNotExist("No related field named '%s'" %
                    self.field_name)
        return field

    def set_field_name(self):
        self.field_name = self.field_name or self.to._meta.pk.name


class OneToOneRel(ManyToOneRel):
    def __init__(self, field, to, field_name, related_name=None, limit_choices_to=None,
                 parent_link=False, on_delete=None, related_query_name=None):
        super(OneToOneRel, self).__init__(field, to, field_name,
                related_name=related_name, limit_choices_to=limit_choices_to,
                parent_link=parent_link, on_delete=on_delete, related_query_name=related_query_name)
        self.multiple = False


class ManyToManyRel(ForeignObjectRel):
    def __init__(self, field, to, related_name=None, limit_choices_to=None,
                 symmetrical=True, through=None, through_fields=None,
                 db_constraint=True, related_query_name=None):
        if through and not db_constraint:
            raise ValueError("Can't supply a through model and db_constraint=False")
        if through_fields and not through:
            raise ValueError("Cannot specify through_fields without a through model")
        super(ManyToManyRel, self).__init__(
            field, to, related_name=related_name,
            limit_choices_to=limit_choices_to, related_query_name=related_query_name)
        self.symmetrical = symmetrical
        self.multiple = True
        self.through = through
        self.through_fields = through_fields
        self.db_constraint = db_constraint

    def is_hidden(self):
        "Should the related object be hidden?"
        return self.related_name is not None and self.related_name[-1] == '+'

    def get_related_field(self):
        """
        Returns the field in the 'to' object to which this relationship is tied.
        Provided for symmetry with ManyToOneRel.
        """
        opts = self.through._meta
        if self.through_fields:
            field = opts.get_field(self.through_fields[0])
        else:
            for field in opts.fields:
                rel = getattr(field, 'rel', None)
                if rel and rel.to == self.to:
                    break
        return field.foreign_related_fields[0]


class ForeignObject(RelatedField):
    # Field flags
    many_to_many = False
    many_to_one = True
    one_to_many = False
    one_to_one = False

    # For backwards compatibility; ignored as of Django 1.8.4.
    allow_unsaved_instance_assignment = False
    requires_unique_target = True
    related_accessor_class = ForeignRelatedObjectsDescriptor

    def __init__(self, to, from_fields, to_fields, swappable=True, **kwargs):
        self.from_fields = from_fields
        self.to_fields = to_fields
        self.swappable = swappable

        if 'rel' not in kwargs:
            kwargs['rel'] = ForeignObjectRel(
                self, to,
                related_name=kwargs.pop('related_name', None),
                related_query_name=kwargs.pop('related_query_name', None),
                limit_choices_to=kwargs.pop('limit_choices_to', None),
                parent_link=kwargs.pop('parent_link', False),
                on_delete=kwargs.pop('on_delete', CASCADE),
            )
        kwargs['verbose_name'] = kwargs.get('verbose_name', None)

        super(ForeignObject, self).__init__(**kwargs)

    def check(self, **kwargs):
        errors = super(ForeignObject, self).check(**kwargs)
        errors.extend(self._check_unique_target())
        return errors

    def _check_unique_target(self):
        rel_is_string = isinstance(self.rel.to, six.string_types)
        if rel_is_string or not self.requires_unique_target:
            return []

        # Skip if the
        try:
            self.foreign_related_fields
        except FieldDoesNotExist:
            return []

        try:
            self.rel
        except AttributeError:
            return []

        has_unique_field = any(rel_field.unique
            for rel_field in self.foreign_related_fields)
        if not has_unique_field and len(self.foreign_related_fields) > 1:
            field_combination = ', '.join("'%s'" % rel_field.name
                for rel_field in self.foreign_related_fields)
            model_name = self.rel.to.__name__
            return [
                checks.Error(
                    "None of the fields %s on model '%s' have a unique=True constraint."
                    % (field_combination, model_name),
                    hint=None,
                    obj=self,
                    id='fields.E310',
                )
            ]
        elif not has_unique_field:
            field_name = self.foreign_related_fields[0].name
            model_name = self.rel.to.__name__
            return [
                checks.Error(
                    ("'%s.%s' must set unique=True "
                     "because it is referenced by a foreign key.") % (model_name, field_name),
                    hint=None,
                    obj=self,
                    id='fields.E311',
                )
            ]
        else:
            return []

    def deconstruct(self):
        name, path, args, kwargs = super(ForeignObject, self).deconstruct()
        kwargs['from_fields'] = self.from_fields
        kwargs['to_fields'] = self.to_fields
        if self.rel.related_name is not None:
            kwargs['related_name'] = self.rel.related_name
        if self.rel.related_query_name is not None:
            kwargs['related_query_name'] = self.rel.related_query_name
        if self.rel.on_delete != CASCADE:
            kwargs['on_delete'] = self.rel.on_delete
        if self.rel.parent_link:
            kwargs['parent_link'] = self.rel.parent_link
        # Work out string form of "to"
        if isinstance(self.rel.to, six.string_types):
            kwargs['to'] = self.rel.to
        else:
            kwargs['to'] = "%s.%s" % (self.rel.to._meta.app_label, self.rel.to._meta.object_name)
        # If swappable is True, then see if we're actually pointing to the target
        # of a swap.
        swappable_setting = self.swappable_setting
        if swappable_setting is not None:
            # If it's already a settings reference, error
            if hasattr(kwargs['to'], "setting_name"):
                if kwargs['to'].setting_name != swappable_setting:
                    raise ValueError(
                        "Cannot deconstruct a ForeignKey pointing to a model "
                        "that is swapped in place of more than one model (%s and %s)"
                        % (kwargs['to'].setting_name, swappable_setting)
                    )
            # Set it
            from django.db.migrations.writer import SettingsReference
            kwargs['to'] = SettingsReference(
                kwargs['to'],
                swappable_setting,
            )
        return name, path, args, kwargs

    def resolve_related_fields(self):
        if len(self.from_fields) < 1 or len(self.from_fields) != len(self.to_fields):
            raise ValueError('Foreign Object from and to fields must be the same non-zero length')
        if isinstance(self.rel.to, six.string_types):
            raise ValueError('Related model %r cannot be resolved' % self.rel.to)
        related_fields = []
        for index in range(len(self.from_fields)):
            from_field_name = self.from_fields[index]
            to_field_name = self.to_fields[index]
            from_field = (self if from_field_name == 'self'
                          else self.opts.get_field(from_field_name))
            to_field = (self.rel.to._meta.pk if to_field_name is None
                        else self.rel.to._meta.get_field(to_field_name))
            related_fields.append((from_field, to_field))
        return related_fields

    @property
    def related_fields(self):
        if not hasattr(self, '_related_fields'):
            self._related_fields = self.resolve_related_fields()
        return self._related_fields

    @property
    def reverse_related_fields(self):
        return [(rhs_field, lhs_field) for lhs_field, rhs_field in self.related_fields]

    @property
    def local_related_fields(self):
        return tuple(lhs_field for lhs_field, rhs_field in self.related_fields)

    @property
    def foreign_related_fields(self):
        return tuple(rhs_field for lhs_field, rhs_field in self.related_fields)

    def get_local_related_value(self, instance):
        return self.get_instance_value_for_fields(instance, self.local_related_fields)

    def get_foreign_related_value(self, instance):
        return self.get_instance_value_for_fields(instance, self.foreign_related_fields)

    @staticmethod
    def get_instance_value_for_fields(instance, fields):
        ret = []
        opts = instance._meta
        for field in fields:
            # Gotcha: in some cases (like fixture loading) a model can have
            # different values in parent_ptr_id and parent's id. So, use
            # instance.pk (that is, parent_ptr_id) when asked for instance.id.
            if field.primary_key:
                possible_parent_link = opts.get_ancestor_link(field.model)
                if (not possible_parent_link or
                        possible_parent_link.primary_key or
                        possible_parent_link.model._meta.abstract):
                    ret.append(instance.pk)
                    continue
            ret.append(getattr(instance, field.attname))
        return tuple(ret)

    def get_attname_column(self):
        attname, column = super(ForeignObject, self).get_attname_column()
        return attname, None

    def get_joining_columns(self, reverse_join=False):
        source = self.reverse_related_fields if reverse_join else self.related_fields
        return tuple((lhs_field.column, rhs_field.column) for lhs_field, rhs_field in source)

    def get_reverse_joining_columns(self):
        return self.get_joining_columns(reverse_join=True)

    def get_extra_descriptor_filter(self, instance):
        """
        Returns an extra filter condition for related object fetching when
        user does 'instance.fieldname', that is the extra filter is used in
        the descriptor of the field.

        The filter should be either a dict usable in .filter(**kwargs) call or
        a Q-object. The condition will be ANDed together with the relation's
        joining columns.

        A parallel method is get_extra_restriction() which is used in
        JOIN and subquery conditions.
        """
        return {}

    def get_extra_restriction(self, where_class, alias, related_alias):
        """
        Returns a pair condition used for joining and subquery pushdown. The
        condition is something that responds to as_sql(compiler, connection)
        method.

        Note that currently referring both the 'alias' and 'related_alias'
        will not work in some conditions, like subquery pushdown.

        A parallel method is get_extra_descriptor_filter() which is used in
        instance.fieldname related object fetching.
        """
        return None

    def get_path_info(self):
        """
        Get path from this field to the related model.
        """
        opts = self.rel.to._meta
        from_opts = self.model._meta
        return [PathInfo(from_opts, opts, self.foreign_related_fields, self, False, True)]

    def get_reverse_path_info(self):
        """
        Get path from the related model to this field's model.
        """
        opts = self.model._meta
        from_opts = self.rel.to._meta
        pathinfos = [PathInfo(from_opts, opts, (opts.pk,), self.rel, not self.unique, False)]
        return pathinfos

    def get_lookup_constraint(self, constraint_class, alias, targets, sources, lookups,
                              raw_value):
        from django.db.models.sql.where import SubqueryConstraint, AND, OR
        root_constraint = constraint_class()
        assert len(targets) == len(sources)
        if len(lookups) > 1:
            raise exceptions.FieldError('Relation fields do not support nested lookups')
        lookup_type = lookups[0]

        def get_normalized_value(value):
            from django.db.models import Model
            if isinstance(value, Model):
                value_list = []
                for source in sources:
                    # Account for one-to-one relations when sent a different model
                    while not isinstance(value, source.model) and source.rel:
                        source = source.rel.to._meta.get_field(source.rel.field_name)
                    value_list.append(getattr(value, source.attname))
                return tuple(value_list)
            elif not isinstance(value, tuple):
                return (value,)
            return value

        is_multicolumn = len(self.related_fields) > 1
        if (hasattr(raw_value, '_as_sql') or
                hasattr(raw_value, 'get_compiler')):
            root_constraint.add(SubqueryConstraint(alias, [target.column for target in targets],
                                                   [source.name for source in sources], raw_value),
                                AND)
        elif lookup_type == 'isnull':
            root_constraint.add(IsNull(targets[0].get_col(alias, sources[0]), raw_value), AND)
        elif (lookup_type == 'exact' or (lookup_type in ['gt', 'lt', 'gte', 'lte']
                                         and not is_multicolumn)):
            value = get_normalized_value(raw_value)
            for target, source, val in zip(targets, sources, value):
                lookup_class = target.get_lookup(lookup_type)
                root_constraint.add(
                    lookup_class(target.get_col(alias, source), val), AND)
        elif lookup_type in ['range', 'in'] and not is_multicolumn:
            values = [get_normalized_value(value) for value in raw_value]
            value = [val[0] for val in values]
            lookup_class = targets[0].get_lookup(lookup_type)
            root_constraint.add(lookup_class(targets[0].get_col(alias, sources[0]), value), AND)
        elif lookup_type == 'in':
            values = [get_normalized_value(value) for value in raw_value]
            for value in values:
                value_constraint = constraint_class()
                for source, target, val in zip(sources, targets, value):
                    lookup_class = target.get_lookup('exact')
                    lookup = lookup_class(target.get_col(alias, source), val)
                    value_constraint.add(lookup, AND)
                root_constraint.add(value_constraint, OR)
        else:
            raise TypeError('Related Field got invalid lookup: %s' % lookup_type)
        return root_constraint

    @property
    def attnames(self):
        return tuple(field.attname for field in self.local_related_fields)

    def get_defaults(self):
        return tuple(field.get_default() for field in self.local_related_fields)

    def contribute_to_class(self, cls, name, virtual_only=False):
        super(ForeignObject, self).contribute_to_class(cls, name, virtual_only=virtual_only)
        setattr(cls, self.name, ReverseSingleRelatedObjectDescriptor(self))

    def contribute_to_related_class(self, cls, related):
        # Internal FK's - i.e., those with a related name ending with '+' -
        # and swapped models don't get a related descriptor.
        if not self.rel.is_hidden() and not related.related_model._meta.swapped:
            setattr(cls, related.get_accessor_name(), self.related_accessor_class(related))
            # While 'limit_choices_to' might be a callable, simply pass
            # it along for later - this is too early because it's still
            # model load time.
            if self.rel.limit_choices_to:
                cls._meta.related_fkey_lookups.append(self.rel.limit_choices_to)


class ForeignKey(ForeignObject):
    # Field flags
    many_to_many = False
    many_to_one = True
    one_to_many = False
    one_to_one = False

    empty_strings_allowed = False
    default_error_messages = {
        'invalid': _('%(model)s instance with %(field)s %(value)r does not exist.')
    }
    description = _("Foreign Key (type determined by related field)")

    def __init__(self, to, to_field=None, rel_class=ManyToOneRel,
                 db_constraint=True, **kwargs):
        try:
            to._meta.model_name
        except AttributeError:  # to._meta doesn't exist, so it must be RECURSIVE_RELATIONSHIP_CONSTANT
            assert isinstance(to, six.string_types), (
                "%s(%r) is invalid. First parameter to ForeignKey must be "
                "either a model, a model name, or the string %r" % (
                    self.__class__.__name__, to,
                    RECURSIVE_RELATIONSHIP_CONSTANT,
                )
            )
        else:
            # For backwards compatibility purposes, we need to *try* and set
            # the to_field during FK construction. It won't be guaranteed to
            # be correct until contribute_to_class is called. Refs #12190.
            to_field = to_field or (to._meta.pk and to._meta.pk.name)

        if 'db_index' not in kwargs:
            kwargs['db_index'] = True

        self.db_constraint = db_constraint

        kwargs['rel'] = rel_class(
            self, to, to_field,
            related_name=kwargs.pop('related_name', None),
            related_query_name=kwargs.pop('related_query_name', None),
            limit_choices_to=kwargs.pop('limit_choices_to', None),
            parent_link=kwargs.pop('parent_link', False),
            on_delete=kwargs.pop('on_delete', CASCADE),
        )
        super(ForeignKey, self).__init__(to, ['self'], [to_field], **kwargs)

    def check(self, **kwargs):
        errors = super(ForeignKey, self).check(**kwargs)
        errors.extend(self._check_on_delete())
        errors.extend(self._check_unique())
        return errors

    def _check_on_delete(self):
        on_delete = getattr(self.rel, 'on_delete', None)
        if on_delete == SET_NULL and not self.null:
            return [
                checks.Error(
                    'Field specifies on_delete=SET_NULL, but cannot be null.',
                    hint='Set null=True argument on the field, or change the on_delete rule.',
                    obj=self,
                    id='fields.E320',
                )
            ]
        elif on_delete == SET_DEFAULT and not self.has_default():
            return [
                checks.Error(
                    'Field specifies on_delete=SET_DEFAULT, but has no default value.',
                    hint='Set a default value, or change the on_delete rule.',
                    obj=self,
                    id='fields.E321',
                )
            ]
        else:
            return []

    def _check_unique(self, **kwargs):
        return [
            checks.Warning(
                'Setting unique=True on a ForeignKey has the same effect as using a OneToOneField.',
                hint='ForeignKey(unique=True) is usually better served by a OneToOneField.',
                obj=self,
                id='fields.W342',
            )
        ] if self.unique else []

    def deconstruct(self):
        name, path, args, kwargs = super(ForeignKey, self).deconstruct()
        del kwargs['to_fields']
        del kwargs['from_fields']
        # Handle the simpler arguments
        if self.db_index:
            del kwargs['db_index']
        else:
            kwargs['db_index'] = False
        if self.db_constraint is not True:
            kwargs['db_constraint'] = self.db_constraint
        # Rel needs more work.
        to_meta = getattr(self.rel.to, "_meta", None)
        if self.rel.field_name and (not to_meta or (to_meta.pk and self.rel.field_name != to_meta.pk.name)):
            kwargs['to_field'] = self.rel.field_name
        return name, path, args, kwargs

    @property
    def related_field(self):
        return self.foreign_related_fields[0]

    def get_reverse_path_info(self):
        """
        Get path from the related model to this field's model.
        """
        opts = self.model._meta
        from_opts = self.rel.to._meta
        pathinfos = [PathInfo(from_opts, opts, (opts.pk,), self.rel, not self.unique, False)]
        return pathinfos

    def validate(self, value, model_instance):
        if self.rel.parent_link:
            return
        super(ForeignKey, self).validate(value, model_instance)
        if value is None:
            return

        using = router.db_for_read(model_instance.__class__, instance=model_instance)
        qs = self.rel.to._default_manager.using(using).filter(
            **{self.rel.field_name: value}
        )
        qs = qs.complex_filter(self.get_limit_choices_to())
        if not qs.exists():
            raise exceptions.ValidationError(
                self.error_messages['invalid'],
                code='invalid',
                params={
                    'model': self.rel.to._meta.verbose_name, 'pk': value,
                    'field': self.rel.field_name, 'value': value,
                },  # 'pk' is included for backwards compatibility
            )

    def get_attname(self):
        return '%s_id' % self.name

    def get_attname_column(self):
        attname = self.get_attname()
        column = self.db_column or attname
        return attname, column

    def get_default(self):
        "Here we check if the default value is an object and return the to_field if so."
        field_default = super(ForeignKey, self).get_default()
        if isinstance(field_default, self.rel.to):
            return getattr(field_default, self.related_field.attname)
        return field_default

    def get_db_prep_save(self, value, connection):
        if value is None or (value == '' and
                             (not self.related_field.empty_strings_allowed or
                              connection.features.interprets_empty_strings_as_nulls)):
            return None
        else:
            return self.related_field.get_db_prep_save(value, connection=connection)

    def get_db_prep_value(self, value, connection, prepared=False):
        return self.related_field.get_db_prep_value(value, connection, prepared)

    def value_to_string(self, obj):
        if not obj:
            # In required many-to-one fields with only one available choice,
            # select that one available choice. Note: For SelectFields
            # we have to check that the length of choices is *2*, not 1,
            # because SelectFields always have an initial "blank" value.
            if not self.blank and self.choices:
                choice_list = self.get_choices_default()
                if len(choice_list) == 2:
                    return smart_text(choice_list[1][0])
        return super(ForeignKey, self).value_to_string(obj)

    def contribute_to_related_class(self, cls, related):
        super(ForeignKey, self).contribute_to_related_class(cls, related)
        if self.rel.field_name is None:
            self.rel.field_name = cls._meta.pk.name

    def formfield(self, **kwargs):
        db = kwargs.pop('using', None)
        if isinstance(self.rel.to, six.string_types):
            raise ValueError("Cannot create form field for %r yet, because "
                             "its related model %r has not been loaded yet" %
                             (self.name, self.rel.to))
        defaults = {
            'form_class': forms.ModelChoiceField,
            'queryset': self.rel.to._default_manager.using(db),
            'to_field_name': self.rel.field_name,
        }
        defaults.update(kwargs)
        return super(ForeignKey, self).formfield(**defaults)

    def db_type(self, connection):
        # The database column type of a ForeignKey is the column type
        # of the field to which it points. An exception is if the ForeignKey
        # points to an AutoField/PositiveIntegerField/PositiveSmallIntegerField,
        # in which case the column type is simply that of an IntegerField.
        # If the database needs similar types for key fields however, the only
        # thing we can do is making AutoField an IntegerField.
        rel_field = self.related_field
        if (isinstance(rel_field, AutoField) or
                (not connection.features.related_fields_match_type and
                isinstance(rel_field, (PositiveIntegerField,
                                       PositiveSmallIntegerField)))):
            return IntegerField().db_type(connection=connection)
        return rel_field.db_type(connection=connection)

    def db_parameters(self, connection):
        return {"type": self.db_type(connection), "check": []}

    def convert_empty_strings(self, value, expression, connection, context):
        if (not value) and isinstance(value, six.string_types):
            return None
        return value

    def get_db_converters(self, connection):
        converters = super(ForeignKey, self).get_db_converters(connection)
        if connection.features.interprets_empty_strings_as_nulls:
            converters += [self.convert_empty_strings]
        return converters

    def get_col(self, alias, output_field=None):
        return super(ForeignKey, self).get_col(alias, output_field or self.related_field)


class OneToOneField(ForeignKey):
    """
    A OneToOneField is essentially the same as a ForeignKey, with the exception
    that always carries a "unique" constraint with it and the reverse relation
    always returns the object pointed to (since there will only ever be one),
    rather than returning a list.
    """
    # Field flags
    many_to_many = False
    many_to_one = False
    one_to_many = False
    one_to_one = True

    related_accessor_class = SingleRelatedObjectDescriptor
    description = _("One-to-one relationship")

    def __init__(self, to, to_field=None, **kwargs):
        kwargs['unique'] = True
        super(OneToOneField, self).__init__(to, to_field, OneToOneRel, **kwargs)

    def deconstruct(self):
        name, path, args, kwargs = super(OneToOneField, self).deconstruct()
        if "unique" in kwargs:
            del kwargs['unique']
        return name, path, args, kwargs

    def formfield(self, **kwargs):
        if self.rel.parent_link:
            return None
        return super(OneToOneField, self).formfield(**kwargs)

    def save_form_data(self, instance, data):
        if isinstance(data, self.rel.to):
            setattr(instance, self.name, data)
        else:
            setattr(instance, self.attname, data)

    def _check_unique(self, **kwargs):
        # override ForeignKey since check isn't applicable here
        return []


def create_many_to_many_intermediary_model(field, klass):
    from django.db import models
    managed = True
    if isinstance(field.rel.to, six.string_types) and field.rel.to != RECURSIVE_RELATIONSHIP_CONSTANT:
        to_model = field.rel.to
        to = to_model.split('.')[-1]

        def set_managed(field, model, cls):
            field.rel.through._meta.managed = model._meta.managed or cls._meta.managed
        add_lazy_relation(klass, field, to_model, set_managed)
    elif isinstance(field.rel.to, six.string_types):
        to = klass._meta.object_name
        to_model = klass
        managed = klass._meta.managed
    else:
        to = field.rel.to._meta.object_name
        to_model = field.rel.to
        managed = klass._meta.managed or to_model._meta.managed
    name = '%s_%s' % (klass._meta.object_name, field.name)
    if field.rel.to == RECURSIVE_RELATIONSHIP_CONSTANT or to == klass._meta.object_name:
        from_ = 'from_%s' % to.lower()
        to = 'to_%s' % to.lower()
    else:
        from_ = klass._meta.model_name
        to = to.lower()
    meta = type(str('Meta'), (object,), {
        'db_table': field._get_m2m_db_table(klass._meta),
        'managed': managed,
        'auto_created': klass,
        'app_label': klass._meta.app_label,
        'db_tablespace': klass._meta.db_tablespace,
        'unique_together': (from_, to),
        'verbose_name': '%(from)s-%(to)s relationship' % {'from': from_, 'to': to},
        'verbose_name_plural': '%(from)s-%(to)s relationships' % {'from': from_, 'to': to},
        'apps': field.model._meta.apps,
    })
    # Construct and return the new class.
    return type(str(name), (models.Model,), {
        'Meta': meta,
        '__module__': klass.__module__,
        from_: models.ForeignKey(
            klass,
            related_name='%s+' % name,
            db_tablespace=field.db_tablespace,
            db_constraint=field.rel.db_constraint,
        ),
        to: models.ForeignKey(
            to_model,
            related_name='%s+' % name,
            db_tablespace=field.db_tablespace,
            db_constraint=field.rel.db_constraint,
        )
    })


class ManyToManyField(RelatedField):
    # Field flags
    many_to_many = True
    many_to_one = False
    one_to_many = False
    one_to_one = False

    description = _("Many-to-many relationship")

    def __init__(self, to, db_constraint=True, swappable=True, **kwargs):
        try:
            to._meta
        except AttributeError:  # to._meta doesn't exist, so it must be RECURSIVE_RELATIONSHIP_CONSTANT
            assert isinstance(to, six.string_types), (
                "%s(%r) is invalid. First parameter to ManyToManyField must be "
                "either a model, a model name, or the string %r" %
                (self.__class__.__name__, to, RECURSIVE_RELATIONSHIP_CONSTANT)
            )
            # Class names must be ASCII in Python 2.x, so we forcibly coerce it
            # here to break early if there's a problem.
            to = str(to)
        kwargs['verbose_name'] = kwargs.get('verbose_name', None)
        kwargs['rel'] = ManyToManyRel(
            self, to,
            related_name=kwargs.pop('related_name', None),
            related_query_name=kwargs.pop('related_query_name', None),
            limit_choices_to=kwargs.pop('limit_choices_to', None),
            symmetrical=kwargs.pop('symmetrical', to == RECURSIVE_RELATIONSHIP_CONSTANT),
            through=kwargs.pop('through', None),
            through_fields=kwargs.pop('through_fields', None),
            db_constraint=db_constraint,
        )

        self.swappable = swappable
        self.db_table = kwargs.pop('db_table', None)
        if kwargs['rel'].through is not None:
            assert self.db_table is None, "Cannot specify a db_table if an intermediary model is used."

        super(ManyToManyField, self).__init__(**kwargs)

    def check(self, **kwargs):
        errors = super(ManyToManyField, self).check(**kwargs)
        errors.extend(self._check_unique(**kwargs))
        errors.extend(self._check_relationship_model(**kwargs))
        errors.extend(self._check_ignored_options(**kwargs))
        return errors

    def _check_unique(self, **kwargs):
        if self.unique:
            return [
                checks.Error(
                    'ManyToManyFields cannot be unique.',
                    hint=None,
                    obj=self,
                    id='fields.E330',
                )
            ]
        return []

    def _check_ignored_options(self, **kwargs):
        warnings = []

        if self.null:
            warnings.append(
                checks.Warning(
                    'null has no effect on ManyToManyField.',
                    hint=None,
                    obj=self,
                    id='fields.W340',
                )
            )

        if len(self._validators) > 0:
            warnings.append(
                checks.Warning(
                    'ManyToManyField does not support validators.',
                    hint=None,
                    obj=self,
                    id='fields.W341',
                )
            )

        return warnings

    def _check_relationship_model(self, from_model=None, **kwargs):
        if hasattr(self.rel.through, '_meta'):
            qualified_model_name = "%s.%s" % (
                self.rel.through._meta.app_label, self.rel.through.__name__)
        else:
            qualified_model_name = self.rel.through

        errors = []

        if self.rel.through not in apps.get_models(include_auto_created=True):
            # The relationship model is not installed.
            errors.append(
                checks.Error(
                    ("Field specifies a many-to-many relation through model "
                     "'%s', which has not been installed.") %
                    qualified_model_name,
                    hint=None,
                    obj=self,
                    id='fields.E331',
                )
            )

        else:

            assert from_model is not None, \
                "ManyToManyField with intermediate " \
                "tables cannot be checked if you don't pass the model " \
                "where the field is attached to."

            # Set some useful local variables
            to_model = self.rel.to
            from_model_name = from_model._meta.object_name
            if isinstance(to_model, six.string_types):
                to_model_name = to_model
            else:
                to_model_name = to_model._meta.object_name
            relationship_model_name = self.rel.through._meta.object_name
            self_referential = from_model == to_model

            # Check symmetrical attribute.
            if (self_referential and self.rel.symmetrical and
                    not self.rel.through._meta.auto_created):
                errors.append(
                    checks.Error(
                        'Many-to-many fields with intermediate tables must not be symmetrical.',
                        hint=None,
                        obj=self,
                        id='fields.E332',
                    )
                )

            # Count foreign keys in intermediate model
            if self_referential:
                seen_self = sum(from_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)

                if seen_self > 2 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than two foreign keys "
                             "to '%s', which is ambiguous. You must specify "
                             "which two foreign keys Django should use via the "
                             "through_fields keyword argument.") % (self, from_model_name),
                            hint=("Use through_fields to specify which two "
                                  "foreign keys Django should use."),
                            obj=self.rel.through,
                            id='fields.E333',
                        )
                    )

            else:
                # Count foreign keys in relationship model
                seen_from = sum(from_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)
                seen_to = sum(to_model == getattr(field.rel, 'to', None)
                    for field in self.rel.through._meta.fields)

                if seen_from > 1 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than one foreign key "
                             "from '%s', which is ambiguous. You must specify "
                             "which foreign key Django should use via the "
                             "through_fields keyword argument.") % (self, from_model_name),
                            hint=('If you want to create a recursive relationship, '
                                  'use ForeignKey("self", symmetrical=False, '
                                  'through="%s").') % relationship_model_name,
                            obj=self,
                            id='fields.E334',
                        )
                    )

                if seen_to > 1 and not self.rel.through_fields:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it has more than one foreign key "
                             "to '%s', which is ambiguous. You must specify "
                             "which foreign key Django should use via the "
                             "through_fields keyword argument.") % (self, to_model_name),
                            hint=('If you want to create a recursive '
                                  'relationship, use ForeignKey("self", '
                                  'symmetrical=False, through="%s").') % relationship_model_name,
                            obj=self,
                            id='fields.E335',
                        )
                    )

                if seen_from == 0 or seen_to == 0:
                    errors.append(
                        checks.Error(
                            ("The model is used as an intermediate model by "
                             "'%s', but it does not have a foreign key to '%s' or '%s'.") % (
                                self, from_model_name, to_model_name
                            ),
                            hint=None,
                            obj=self.rel.through,
                            id='fields.E336',
                        )
                    )

        # Validate `through_fields`
        if self.rel.through_fields is not None:
            # Validate that we're given an iterable of at least two items
            # and that none of them is "falsy"
            if not (len(self.rel.through_fields) >= 2 and
                    self.rel.through_fields[0] and self.rel.through_fields[1]):
                errors.append(
                    checks.Error(
                        ("Field specifies 'through_fields' but does not "
                         "provide the names of the two link fields that should be "
                         "used for the relation through model "
                         "'%s'.") % qualified_model_name,
                        hint=("Make sure you specify 'through_fields' as "
                              "through_fields=('field1', 'field2')"),
                        obj=self,
                        id='fields.E337',
                    )
                )

            # Validate the given through fields -- they should be actual
            # fields on the through model, and also be foreign keys to the
            # expected models
            else:
                assert from_model is not None, \
                    "ManyToManyField with intermediate " \
                    "tables cannot be checked if you don't pass the model " \
                    "where the field is attached to."

                source, through, target = from_model, self.rel.through, self.rel.to
                source_field_name, target_field_name = self.rel.through_fields[:2]

                for field_name, related_model in ((source_field_name, source),
                                                  (target_field_name, target)):

                    possible_field_names = []
                    for f in through._meta.fields:
                        if hasattr(f, 'rel') and getattr(f.rel, 'to', None) == related_model:
                            possible_field_names.append(f.name)
                    if possible_field_names:
                        hint = ("Did you mean one of the following foreign "
                                "keys to '%s': %s?") % (related_model._meta.object_name,
                                                        ', '.join(possible_field_names))
                    else:
                        hint = None

                    try:
                        field = through._meta.get_field(field_name)
                    except FieldDoesNotExist:
                        errors.append(
                            checks.Error(
                                ("The intermediary model '%s' has no field '%s'.") % (
                                    qualified_model_name, field_name),
                                hint=hint,
                                obj=self,
                                id='fields.E338',
                            )
                        )
                    else:
                        if not (hasattr(field, 'rel') and
                                getattr(field.rel, 'to', None) == related_model):
                            errors.append(
                                checks.Error(
                                    "'%s.%s' is not a foreign key to '%s'." % (
                                        through._meta.object_name, field_name,
                                        related_model._meta.object_name),
                                    hint=hint,
                                    obj=self,
                                    id='fields.E339',
                                )
                            )

        return errors

    def deconstruct(self):
        name, path, args, kwargs = super(ManyToManyField, self).deconstruct()
        # Handle the simpler arguments
        if self.db_table is not None:
            kwargs['db_table'] = self.db_table
        if self.rel.db_constraint is not True:
            kwargs['db_constraint'] = self.rel.db_constraint
        if self.rel.related_name is not None:
            kwargs['related_name'] = self.rel.related_name
        if self.rel.related_query_name is not None:
            kwargs['related_query_name'] = self.rel.related_query_name
        # Rel needs more work.
        if isinstance(self.rel.to, six.string_types):
            kwargs['to'] = self.rel.to
        else:
            kwargs['to'] = "%s.%s" % (self.rel.to._meta.app_label, self.rel.to._meta.object_name)
        if getattr(self.rel, 'through', None) is not None:
            if isinstance(self.rel.through, six.string_types):
                kwargs['through'] = self.rel.through
            elif not self.rel.through._meta.auto_created:
                kwargs['through'] = "%s.%s" % (self.rel.through._meta.app_label, self.rel.through._meta.object_name)
        # If swappable is True, then see if we're actually pointing to the target
        # of a swap.
        swappable_setting = self.swappable_setting
        if swappable_setting is not None:
            # If it's already a settings reference, error
            if hasattr(kwargs['to'], "setting_name"):
                if kwargs['to'].setting_name != swappable_setting:
                    raise ValueError(
                        "Cannot deconstruct a ManyToManyField pointing to a "
                        "model that is swapped in place of more than one model "
                        "(%s and %s)" % (kwargs['to'].setting_name, swappable_setting)
                    )
            # Set it
            from django.db.migrations.writer import SettingsReference
            kwargs['to'] = SettingsReference(
                kwargs['to'],
                swappable_setting,
            )
        return name, path, args, kwargs

    def _get_path_info(self, direct=False):
        """
        Called by both direct and indirect m2m traversal.
        """
        pathinfos = []
        int_model = self.rel.through
        linkfield1 = int_model._meta.get_field(self.m2m_field_name())
        linkfield2 = int_model._meta.get_field(self.m2m_reverse_field_name())
        if direct:
            join1infos = linkfield1.get_reverse_path_info()
            join2infos = linkfield2.get_path_info()
        else:
            join1infos = linkfield2.get_reverse_path_info()
            join2infos = linkfield1.get_path_info()
        pathinfos.extend(join1infos)
        pathinfos.extend(join2infos)
        return pathinfos

    def get_path_info(self):
        return self._get_path_info(direct=True)

    def get_reverse_path_info(self):
        return self._get_path_info(direct=False)

    def get_choices_default(self):
        return Field.get_choices(self, include_blank=False)

    def _get_m2m_db_table(self, opts):
        "Function that can be curried to provide the m2m table name for this relation"
        if self.rel.through is not None:
            return self.rel.through._meta.db_table
        elif self.db_table:
            return self.db_table
        else:
            return utils.truncate_name('%s_%s' % (opts.db_table, self.name),
                                      connection.ops.max_name_length())

    def _get_m2m_attr(self, related, attr):
        "Function that can be curried to provide the source accessor or DB column name for the m2m table"
        cache_attr = '_m2m_%s_cache' % attr
        if hasattr(self, cache_attr):
            return getattr(self, cache_attr)
        if self.rel.through_fields is not None:
            link_field_name = self.rel.through_fields[0]
        else:
            link_field_name = None
        for f in self.rel.through._meta.fields:
            if (f.is_relation and f.rel.to == related.related_model and
                    (link_field_name is None or link_field_name == f.name)):
                setattr(self, cache_attr, getattr(f, attr))
                return getattr(self, cache_attr)

    def _get_m2m_reverse_attr(self, related, attr):
        "Function that can be curried to provide the related accessor or DB column name for the m2m table"
        cache_attr = '_m2m_reverse_%s_cache' % attr
        if hasattr(self, cache_attr):
            return getattr(self, cache_attr)
        found = False
        if self.rel.through_fields is not None:
            link_field_name = self.rel.through_fields[1]
        else:
            link_field_name = None
        for f in self.rel.through._meta.fields:
            # NOTE f.rel.to != f.related_model
            if f.is_relation and f.rel.to == related.model:
                if link_field_name is None and related.related_model == related.model:
                    # If this is an m2m-intermediate to self,
                    # the first foreign key you find will be
                    # the source column. Keep searching for
                    # the second foreign key.
                    if found:
                        setattr(self, cache_attr, getattr(f, attr))
                        break
                    else:
                        found = True
                elif link_field_name is None or link_field_name == f.name:
                    setattr(self, cache_attr, getattr(f, attr))
                    break
        return getattr(self, cache_attr)

    def value_to_string(self, obj):
        data = ''
        if obj:
            qs = getattr(obj, self.name).all()
            data = [instance._get_pk_val() for instance in qs]
        else:
            # In required many-to-many fields with only one available choice,
            # select that one available choice.
            if not self.blank:
                choices_list = self.get_choices_default()
                if len(choices_list) == 1:
                    data = [choices_list[0][0]]
        return smart_text(data)

    def contribute_to_class(self, cls, name, **kwargs):
        # To support multiple relations to self, it's useful to have a non-None
        # related name on symmetrical relations for internal reasons. The
        # concept doesn't make a lot of sense externally ("you want me to
        # specify *what* on my non-reversible relation?!"), so we set it up
        # automatically. The funky name reduces the chance of an accidental
        # clash.
        if self.rel.symmetrical and (self.rel.to == "self" or self.rel.to == cls._meta.object_name):
            self.rel.related_name = "%s_rel_+" % name

        super(ManyToManyField, self).contribute_to_class(cls, name, **kwargs)

        # The intermediate m2m model is not auto created if:
        #  1) There is a manually specified intermediate, or
        #  2) The class owning the m2m field is abstract.
        #  3) The class owning the m2m field has been swapped out.
        if not self.rel.through and not cls._meta.abstract and not cls._meta.swapped:
            self.rel.through = create_many_to_many_intermediary_model(self, cls)

        # Add the descriptor for the m2m relation
        setattr(cls, self.name, ReverseManyRelatedObjectsDescriptor(self))

        # Set up the accessor for the m2m table name for the relation
        self.m2m_db_table = curry(self._get_m2m_db_table, cls._meta)

        # Populate some necessary rel arguments so that cross-app relations
        # work correctly.
        if isinstance(self.rel.through, six.string_types):
            def resolve_through_model(field, model, cls):
                field.rel.through = model
            add_lazy_relation(cls, self, self.rel.through, resolve_through_model)

    def contribute_to_related_class(self, cls, related):
        # Internal M2Ms (i.e., those with a related name ending with '+')
        # and swapped models don't get a related descriptor.
        if not self.rel.is_hidden() and not related.related_model._meta.swapped:
            setattr(cls, related.get_accessor_name(), ManyRelatedObjectsDescriptor(related))

        # Set up the accessors for the column names on the m2m table
        self.m2m_column_name = curry(self._get_m2m_attr, related, 'column')
        self.m2m_reverse_name = curry(self._get_m2m_reverse_attr, related, 'column')

        self.m2m_field_name = curry(self._get_m2m_attr, related, 'name')
        self.m2m_reverse_field_name = curry(self._get_m2m_reverse_attr, related, 'name')

        get_m2m_rel = curry(self._get_m2m_attr, related, 'rel')
        self.m2m_target_field_name = lambda: get_m2m_rel().field_name
        get_m2m_reverse_rel = curry(self._get_m2m_reverse_attr, related, 'rel')
        self.m2m_reverse_target_field_name = lambda: get_m2m_reverse_rel().field_name

    def set_attributes_from_rel(self):
        pass

    def value_from_object(self, obj):
        "Returns the value of this field in the given model instance."
        return getattr(obj, self.attname).all()

    def save_form_data(self, instance, data):
        setattr(instance, self.attname, data)

    def formfield(self, **kwargs):
        db = kwargs.pop('using', None)
        defaults = {
            'form_class': forms.ModelMultipleChoiceField,
            'queryset': self.rel.to._default_manager.using(db),
        }
        defaults.update(kwargs)
        # If initial is passed in, it's a list of related objects, but the
        # MultipleChoiceField takes a list of IDs.
        if defaults.get('initial') is not None:
            initial = defaults['initial']
            if callable(initial):
                initial = initial()
            defaults['initial'] = [i._get_pk_val() for i in initial]
        return super(ManyToManyField, self).formfield(**defaults)

    def db_type(self, connection):
        # A ManyToManyField is not represented by a single column,
        # so return None.
        return None

    def db_parameters(self, connection):
        return {"type": None, "check": None}
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  Source code for metadata.models

"""
metadata.models
===============

.. autoclass:: metadata.models.Resource
   :members:
   :private-members: _article _decode


"""

from django.db import models
from goose import Goose
from crawler.models import WebDocument

[docs]class Resource(models.Model):
    """ORM class wrapping persistent data of the web resource
    
    Contains hooks into the code for resource processing
    """
    url = models.CharField(max_length=1024)
    _hash = models.CharField(
        db_column='hash', max_length=512,
        blank=True, null=True)
    protocol = models.CharField(max_length=6, null=True, blank=True)
    contenttype = models.CharField(max_length=512, null=True, blank=True)
    host = models.CharField(max_length=512, null=True, blank=True)
    port = models.IntegerField(null=True, blank=True)
    path = models.TextField(null=True, blank=True) 
    depth =  models.IntegerField(null=True, blank=True)
    lastFetchDateTime = models.DateTimeField(null=True, blank=True)

    def __unicode__(self):
        return self.url

[docs]    def _decode(self):
        """Lookup content of the coresponding WebDocument.document"""
        # cache this method
        wd = WebDocument.objects.filter(url=self.url).get()
        return wd.document 


[docs]    def _article(self):
        """Analyse resource content, return Goose interface"""
        # switch method depending on content_type
        # for pdf, fall back to teseract if pdf2text yields not much
        # (then use the larger, or maybe composit)
        g = Goose()
        return g.extract(raw_html=self._decode())


[docs]    def title(self):
        """Attempt to produce a single line description of the resource"""
        # assumes Goose interface
        try:
            return self._article().title
        except:
            return "(no title)"


[docs]    def excerpt(self):
        """Attempt to produce a plain text version of resource content"""
        # memcache this,
        # would require working evict-on-save (use signals, test it)
        try:
            return self._article().cleaned_text
        except:
            return "(no text)"


    def get_absolute_url(self):
        return "%s" % self.url

[docs]    def sr_summary(self):
        '''
        Search result summary.

        This is a rude hack, it doesn't even break on word boundaries.
        There should be much smarter ways of doing this.
        '''
        long_excerpt = self.excerpt()
        if len(long_excerpt) < 300:
            return long_excerpt
        else:
            return long_excerpt[:300]
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Value Propositions


This page is a bunch of ideas about how the discovery layer could demonstrate it’s use. It’s really just a sketch, a conversation starter. As it becomes more resolved it should be refactored into a dynamic online conversation (probably move the better ideas into the ticket/comment collaboration channel).



		The value propositions currently fall into two broad groups:


		
		new features than improve existing online resources


		analytic inisghts that drive improvement












Improve existing online resources


Widgets that government webmasters incorporate into their sites to make them better.



[image: digraph d {
   node [shape=rectangle style=filled fillcolor=white];

   subgraph cluster_website {
      label="<<discovery-enhanced web resource>>";
      info [label="informative\ncontent"];
      menu [label="traditional\nnavigation\nstructures"];
      cms [label="content\nmanagement\nsystem"];
      widget [label="disco\nwidget" fillcolor=gold];
      info -> cms;
      menu -> cms;
   }
   ux [label="user\nexperience" shape=ellipse];
   ux -> info;
   ux -> menu;
   ux -> widget;

   api [label="high-level\ndiscovery\nAPI" shape=ellipse];
   disco [label="disco service" shape=component];
   widget -> api -> disco;
}]




		These widgets provide useful functionality, such as:


		
		conventional “search this site” search engine functionality


		algorithmic navigation (“content recommendation engine”)


		instrumentation to support analytics / dashboard features


		whatever other features we discover are usefull using an open minded, consultation-driven and empirical development approach.












Conventional search


Many government sites implement their own “search this site” feature. Using our index, it is possible to search all the resources. It’s should be trivialy simple (famous last words?) to apply a filter to create a “search this site” service for any indexed site.



[image: digraph d {
   node [shape=rectangle style=filled fillcolor=white];
   subgraph cluster_asis {
      label="current situation: siloed search";
      ux1 [label="user\nexperience" shape=ellipse fillcolor=green];
      subgraph cluster_silo {
         label="agency site";
         sw1 [label="bespoke\nsearch\nwidget"];
         se1 [label="local\nsearch\nengine" shape=component];
      }
      ux1 -> sw1 -> se1;
   }
   subgraph cluster_tobe {
      label="future state: common platform";
      ux2 [label="user\nexperience" shape=ellipse fillcolor=green];
      subgraph cluster_shared {
         label="agency site";
         sw2 [label="local instance of\ndisco search widget" fillcolor=gold];
      }
      subgraph cluster_common {
         label="shared service";
         se2 [label="open\nsearch\nAPI" shape=ellipse fillcolor=green];
         se2b [label="disco service" shape=component];
      }
      ux2 -> sw2 -> se2 -> se2b;
   }
}]



This would be valuable from a shared-service perspective. By providing this through an open API, agencies will not need to continue paying for third party search providers. It might also create an opportunity to focus more of the existing search expertise onto a common platform, improving search across government.


A conventional search widget is a potentially low-impact change to existing sites, which could connect the sites to our analytics instrumentation as a highly desirable side effect.





Algorithmic navigation


tl;dr!


Imagine a small bird starting each day with a choice: should I spend today scratching around for seeds, or should I go hunting for a big juicy worm? If I hunt, I will get nothing to eat until I get to feast, but it’s highly uncertain how long that will take. If I gather, I will be eating small frequent meals throughout the day (and my day wil be spent scratching around in the dirt, again, <sigh>).


Bird geeks have observed something cool (https://en.wikipedia.org/wiki/Optimal_foraging_theory). For a given environment, if gathering behavior will take 80% ( or $x %)of the sunlight hours to meet a bird’s nutritional requirements, then birds will typically spend the first 20% (or 100-$x %) of the day exhibiting hunting behavior and then switch to gathering for the rest of the day. Unless they hit paydirt when hunting, in which case the spent the rest of the day on nestbuilding, courtship, and other things they would rather be doing than scratching around in the dirt. And so it also is with online user behavior...


Users typically hunt (browse using links and menus) for the resources they need until they run out of patience, at which point their behavior switches to gathering (using a search feature, either provided by the site or an external provider). Searching is not as much fun as gathering, it makes you think about searching (rather than thinking about whatever it is you came to the site to do).


The importance of good search features is obvious during the gathering behavior mode, but the same technology can also have a positive impact on their experience before then, during the hunting mode.


From a user’s perspective, a good hunting experience is about serendipity. Bingo! I found what I need, <happy feeling>. From an interface design perspective we typically focus on affordance, making it obvious/intuitive how to find what you need (don’t make the user think).


This wisdom is applied to good user-interface design. But there is also such thing as good undesign.


Some systems use algorithms to suggest content users based on artificial intelligence (guessing machines), rather than spending time and money argueing about menues and links. If the user-centric design challenge is really hard, for example product catelogue with a very large number of products and no common obvious way to organise them, then the algorithmic techniques can perform much better than a human design process. It’s horses for courses, there are other situations where a well designed menu is very effective and the algorithmic techniques are useless. There are also individual differences in how people think about navigation, even an information architecture that most people consider well designed will encounter impedance mismatch when some people try to wrap thear heads around it. What’s obvious to you is not always obvious to me, and vica-versa.


This kind of algorithmic navigation technology is used extensively in online advertising and e-commerce sites (where it is known as “recommendation engine” functionality, https://en.wikipedia.org/wiki/Recommender_system). The more diverse the users, and the more diverse the content, then the better algorithmic navigation seems to perform (and the harder it is for humans to sucessfully design good information architecture solutions).


At it’s heart, a recommendation engine can be framed as a search problem. The links provided by the recommendation engine are effectively the results of a carefully constructed search; “given everything we know about stuff, find higly relevant resources”. When it works well, the user expereinces serendipitous links (Ah ha! that’s what I’m hunting for). This means they catch a worm and get to feast, avoid a dreary day of scrtaching around in the dirt, and get to spend their time on things they would rather be doing.


In the above context, “stuff” can be the content of the resource being viewed, information about this user, information about user behavior in general, other things we know about the topic of the page. See https://youtube.com/watch?y=13yQbaW2V4Y for a nice presentation about using solr/lucern to implement recommendation engine features. The technical approach with elasticsearch would be equivalent.



		Now, focus on our specific problem domain:


		
		all the government content


		all the individuals and businesses


		every kind of interaction with government











This definitely seems to meet the criteria where algorithmic navigation tends to outperform human design processes. With thousands of individual sites and millions of reources, it’s also many orders of magnitude cheaper than continueing to curate, design and maintain bespoke information architectures.


Also unusually in our specfoc problem domain, we are definitely NOT in the business of aggregating data on our users and leveraging it for purposes other than those for which it was gathered. That could actually be illegal under the Privacy Act, and it’s just not how we roll (see Australian Public Service values and Code Of Conduct). It’s would also be highly counterproductuive; the APS is trusted by the Australian public and we should always try to build on that, never erode it.


So, if we use the “collaborative filtering” approach with implicitly collected data, then it must be open data. Appropriate open data does not exist yet (I think - at least I haven’t found it yet), however it isn’t hard to imagine that aggregate, deindividualised traffic analysis could be published that might be useful. For example, a fusion of customer data sold by ISPs (e.g. HitWise) with traffic based on our own instrumentation (e.g. http://piwik.org/ or Google Analytics). In other words, look at user-behavior (how resources are used together) to analyse the content, but not analyse the users themselves.


A more promising approach seems to be content based filtering, that combines information extracted from public resources with metadata about government services (and possibly legislation).







Analytic insights




		tools for government webmasters


		expose the evidence-base, open the discussion


		refactor existing resources to enhance the user-experience


		double-loop learning and digital darwinism










Dashboards and more open data


dashboard blah blah blah.


this search stuff will generate new data, of course it should be open.





Content Cage-Fight




		publish a techie/how-to blog post: use the haystack API and More Like This (MLT) queries to produce a “semantic footprint” for every item in the service catalogue.


		pick out some particularally muddy footprints and (privately) ask, can we do better? do we really need this many pages about the same stuff? are all these pages really related? Are the links between them OK or are we keeping users in the dark? that sort of thing.


		Bring the content ownership/authorship graph into the same room, provide cucumber sandwiches and don’t let them out until they agree to make it better.












Double-loop learning and digital darwinism


MuHaHaHaaaa... (TODO: elaborate)
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A New Post


Introduction:



		






First iteration





Second iteration: scan-to-plan, test scaling


The second iteration basically involved scailing up from our minimal test fixture (650 resources) to something more like the size of all federal government web. It involved:



		A scan-before-you-plan exercise; how big is “all the gov.au web” anyhow? How many domains? how many resources (e.g. web pages)? The answer is almost 2K domains (about 1,500 individual web sites) and the total number of resources is climbing towards 30M.


		Flush out the issues of operating our proposed architecture at this scale.





Unsurprisingly, many things that Just Worked (TM) at 650 resources dont quite work the same at 100K resources, and other issues cropped up at the scale of 10M resources. Some of these had to be addressed to progress iteration 2, and others were analysed and informally risk assessed for impacts on potential future Alpha product.



Scailing the DB


We used PostgreSQL in two places:



		The crawler maintains a large table called “WebDocument” containing all the fetched content, HTTP metadata and scheduling information to drive the crawling behavior.


		The information extraction pipeline uses various RDBMS tables for staging data between the crawler and the index.





We started out with out own dockerised postgres node in a dev environment, but it was obvious we were going to do something different for persistance at the larger scale. Rather than thinking to hard about database administration, we decided to use a cloud-based postgresql service with elastic capacity.


The current DB workload is approximately:



		The crawler has been making a steady 10-20 queries per second for the last couple of weeks.


		The information extractor is processing ~100 records/second (it’s chasing the crawler, which had a head start)


		The total RDBMS is currently utilising ~1TB of disk, and keeping a single node fairly warm.





We needed to tune a couple of queries and tweak a few indexes, but so far the cloud DB seems like a good decision. One notable gotcha was the performance of count(*) queries, which plummeted at some point (>5M records?) when the query planner decided to start doing full table scans rather than using the index. Instead of fixing that (indexing? replication? hints?), we just rewrote the offending queries so they didn’t do that.


We are unlikely to need an order of magnitude increase in DB workload, and there’s plenty of room for optimisation. The DB layer seems low risk.





Parallel distributed workload


We use an AMQP queue (RabbitMQ) to manage most of our distributed workload. The crawler keeps it’s own internal  queue (node.js, in-memory), so that won’t scale-out horizontally in it’s current form. This was considered low risk because it’s already in the ballpark of expected workload, and we haven’t broken it into parallel units yet (e.g. each with a limited range of sites).


After the crawler fetches content, there is a pipeline of jobs to move and process data from the WebDocument table, through processing steps and into the search index. The current information extraction task is a very basic stub (extract article of plain text from HTML pages using the “Goose” pytohn library), but would presumably become more intensive with growing sophistocation (article extraction from PDF and other formats, language processing, clustering analysis, etc). For this reason, this workload was designed from the outset to be handled as parallel distributed tasks (using the celery framework).


This could theoretically be run on an arbitrarially large number parallel compute nodes, but in reality we are currently close to some bottlenecks (such as DB connections) which would require more engineering to work around (connection pools, sharding/replication strategies, etc). We haven’t done anytihng like that yet. It’s already within cooee of the required scale, so if it’s working correctly at this scale then winding it up further does not seem to repsent a lot of technical risk.


We started out with a cloud-based rabbitmq service, but actually switched back to a self-hosted message queue as a quick and dirty solution to some latency and throughput issues. Nothing that couldn’t be solved with tuning and talking to the vendor, but as a proof of concept exercise we didn’t invest any time on that.


Currently the message queue is running on a very small virtual machine, with a typical high-watermark of ~50K messages, and throughput of about 200 messages/second. There is plenty of headroom on CPU, RAM and disk. All messages are going through the same queue; sometimes they are nicely shuffled but other times we get a bit of a thundering herd; breaking it up into separate exchanges give us a lot more scope for tuning and optimisation.





Scaling the search index


With the small test fixtures, the entire search index could be dropped and recreated in the blink of an eye. With 100K resources, the same drop/create is impractically slow. One reason for this is the totally untuned elasticsearch cluster (single node, 5 shards) which is obviously not right for the task. Elasticsearch is designed to be scaled out in wide flat clusters, so the drop/reacreate performance is not surprising or much of a concern.


The typical use-case would be heavy on query performance, with a constant trickle ot insert/delete and update (maybe 5/s, going as high as 100/s at peak). Even with our totally untuned index, we are getting satisfactory query performance with about 5 inserts/updates per second.


The biggest issue is the latency of inserts; Our ~5 inserts per second performance requires a pool of 70 worker threads, which seems high but is due to the fact we have 2-10 seconds latency on inserts. This is not too much of a concern, it seems likely that the problem should yield to index cluster tuning, but something to watch. If we have to run a much larger number of worker threads to increase our throughput, we will need to separate the message queues and use dedicated worker node types, otherwise we will have problems with a thundering herd of processes occasionally swamping the other bottlenecks in the system (etc).


The one thing we haven’t tried to scale up yet is the query load. Due to the way elasticsearch/lucerne works this doesn’t seem to be much of a risk. We would probably want to outsourcing that sort of workload to some sort of cloud provider anyhow. Until we have built up a full size index in our dev environmant, we don’t actually know how to size or cost that yet.


Without further development, the current system will probably take another month or so for the crawler to finish scanning all of .gov.au, and then for the index to catch up. So it’s wait and see for now.







Next steps


AS mentioned in the introduction we are in discovery phase which is primarially about understanding user needs. Validating architectural assumptions and assessing technical risks is an important but secondary activity. Our main focus is on gathering information, not delivering working software (yet).


Having said that our pre-alpha, proof of concept code is open source and available to anyone who wants it. We are using GitHub for publishing and manageing issues. There’s even some documentation, but set your expectations appropriately (it’s far from ready to shrink-wrap!). Here are the links:



		...





Please feel free to raise tickets if you have issues or want support with the code or docs, and pull requests are of course welcome!


The DTO product team is focussed on understanding user needs, improving access to government services and delivering a great user experience. We also understand that sharing our code and data might benefit society in unexpected ways, so please raise a ticket if you are interested in access to the data we collecting. We’d be delighted to hear from anyone who needs “all the Australian Government” search index, directly or through an API, or any other use-case for this stuff that we might be able to help you with.


Private messages are fine, a ticket will likely be noticed sooner :)
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  #Overview


The AusDTO Discovery Layer is infrastructure in support of the aim outlined here:


https://www.dto.gov.au/blog/making-government-discoverable


It is at “Proof Of Concept” status (ALPHA), meaning it aims to address technical risks (answer the question “could that work?”) rather than evaluate product-market fit (BETA status) or provide a reliable public service (PRODUCTION status).


More information:



		http://ausdto-discovery-layer.readthedocs.org (documentation)


		https://github.com/AusDTO/discoveryLayer (code)


		https://github.com/AusDTO/discoveryLayer/issues (tickets, support)


		http://waffle.io/AusDTO/discoveryLayer (kanban)





Note also this depends on the https://github.com/AusDTO/discoCrawl and https://github.com/AusDTO/serviceCatalogue components. This is explained in more detail in the documentation at http://ausdto-discovery-layer.readthedocs.org/



install


pre-requsites (ubuntu packages):



		python-dev


		python-pip


		libpq-dev


		python-virtualenv


		libxslt1-dev





which can be set up with:


sudo apt-get install  python-dev python-pip libpq-dev python-virtualenv libxslt1-dev


Then (recommended approach):


virtualenv .venv  # or whatever you want your virtualenv called
. .venv/bin/activate  # substitute .venv if you named it differently
pip install -r requirements.txt


Of course, you can install the dependancies in your site-python if you  wish.
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NodeBootstrap is a project skeleton for Node.js [http://nodejs.org/]/Express.js [http://expressjs.com]
development. It captures common best-practices, used by Node community, for project layout and setup configuration.


For demonstration purposes NodeBootstrap also packs Twitter’s Bootstrap [http://twitter.github.com/bootstrap/]
framework and shows how to manage Mustache/Handlebars-based view. It’s not a mandatory part of the project.
NodeBootstrap is often used for web API projects, where there is no human-centric UI.



Quick Start:


Assuming you already have node and npm installed (if not:
I recommend using nvm [https://github.com/creationix/nvm]), run
following commands to bootstrap a new Node/Express project:


$ npm install nodebootstrap -g
$ nodebootstrap build hello



You can replace hello in the above example with a sensible name for your project. Once the project is built, start the application by:


$ cd hello
$ ./bin/dev_start.sh



and you should see a simple “hello” response at:


http://localhost:3000/hello



You can also customize it by visiting http://localhost:3000/hello?name=yourname, but really
what you should probably do instead is — dive into the code and see how everything is put together.





Encapsulated Components


In addition to solving common boilerplate, central design principle of NodeBootstrap is to compose applications with
re-usable, fully encapsulated, targeted set of modules.


TJ Holowaychuk [https://twitter.com/tjholowaychuk] explains this approach in a video screencast:
http://vimeo.com/56166857


In a more “spaghetti” Node project you may see HTTP route handlers in the main script or application area, tangled
together. What TJ argues for and NodeBootstrap implements is: letting each module declare their own handlers, so if you are installing
a “user management” or “blog” module, all you need to do is NPM install that module and indicate from the main app where
in the URL path the routes get attached. Compare this, in your main server.js file:


app.use('/users', require('./lib/user')); // attach to sub-route



to this:


app.get('/user', user.get);
app.post('/user', user.new);
app.delete('/user', user.remove);
...
app.get('/users/locations', user.getLocations);
app.post('/users/photos', user.getAvatars);



First is how NodeBootstrap handles things, the latter: what you may, alas, see in many projects that don’t use
elegant componentization similar to NodeBootstrap style.


Feel free to check-out more details about module design per NodeBootstrap in the source code of the
sample module: https://github.com/inadarei/nodebootstrap/tree/master/lib/hello





Shell Scripts


NodeBootstrap comes with three shell scripts (located in the bin folder):



		dev_start.sh will start your server.js node app in single-CPU mode with hot-realoading of code enabled. Convenient for
active development.


		start.sh will start your server.js without hot-reloading, but with as many child processes as you have CPU cores.
Recommended for production.


		stop.sh is a counterpart of start.sh to easily stop running background processes.





By default, dev_start.sh also lets Express.js handle static files so you don’t have to have a web server. The production
version: start.sh assumes that you want your web-server (Nginx?) to take on this job.





Contextualizing Runtime Environment


Following environmental variables can affect the runtime behavior and startup mode:



		NODE_LAUNCH_SCRIPT - defaults to “server.js”


		NODE_ENV - defaults to “production”


		NODE_CLUSTERED - defaults to 1 (on)


		NODE_HOT_RELOAD - defaults to 0 (off)


		NODE_SERVE_STATIC - defaults to 0 (off) - in production you should serve static content with NginX, not: Node.


		NODE_CONFIG_DIR - defaults to “config” folder in the current folder


		NODE_LOG_DIR - defaults to “logs” folder in the current folder








Customization:


It’s not a bad idea to use more expressive name than default server.js for your main script. If you run multiple
scripts on the server it can really help differentiate between various forever or “ps” processes. However, if you
do rename server.js, please make sure to also update corresponding lines in start.sh script.


Most of the launch logic is located in start.sh. By looking at dev_start.sh you can see that it is just altering
some environmental variables. Following this pattern you can easily create launch scripts for other environments
e.g. stage_start.sh, if needed.





Docker Support


To build a Docker image:


> docker build -t <reponame>/<projectname> .
# for instance:
> docker build -t irakli/nodebootstrap-hello .
# to see newly minted image:
> docker images



To (re-)run an image once it’s built:


> docker run -ti -p 5000:3000 irakli/nodebootstrap-hello



where 5000 is the port which will be exposed to the outside world (well, Docker host) and 3000 is the port which the service is running on, inside the container.


If you need to daemonize the Docker process and (optionally) save the process ID in a shell variable:


> PROC_ID=$(docker run -ti -p 5000:3000 -d irakli/nodebootstrap-hello)



To see running processes:


> docker ps



To kill a daemonized process:


> docker kill $PROC_ID






Hot Reloading vs. Daemon-izing Script.


In production environments it is a good idea to daemon-ize your Node process using Forever.js. Forever will restart
the process if it accidentally crashes.


In development, it is much more important to have “hot-reloading” of code available. This feature can be provided
with Supervisor.js package. If you set NODE_HOT_RELOAD to 1, start.sh will run in hot-reloading mode watching your
main script, libs folder and config folder.


Unfortunately, Supervisor and Forever packages do not work nicely with each other, so you can only use one
or the other, at this point. Setting NODE_HOT_RELOAD to 1 disables backgrounding of your script and runs your Node
application in foreground (which, to be fair, in most cases, is what you probably want during development, anyway).





File Limits


Hot reloading uses native file watching features of *nix systems. This is extremely handy and efficient, but
unfortunately most systems have very low limits on watched and open files. If you use hot reloading a lot, you should
expect to see: “Error: watch EMFILE” or similar.


To solve the problem you need to raise your filesystem limits. This may be a two-step process. On Linux, there’re hard
limits (something root user can change in /etc/limits.conf or /ets/security/limits.conf) that govern the limits individual
users can alter from command-line.


Put something like this (as root) in your /etc/limits.conf or /etc/security/limits.conf:


* hard nofile 10000



Then log out, log back in and run:


> ulimit -n 10000



You should probably put ulimit -n 10000 in your .profile file, because it does not persist between restarts.


For OS-X and Solaris-specific instructions see a Stackoverflow Answer [http://stackoverflow.com/questions/34588/how-do-i-change-the-number-of-open-files-limit-in-linux/34645#34645]


On certain Linux distributions you may also need to raise iNotify limit:


sysctl fs.inotify.max_user_instances=16384 && echo sysctl fs.inotify.max_user_instances=16384  | sudo tee /etc/rc.local  



And last, but not least, it’s a good idea to also run:


> sudo sysctl -w kern.maxfiles=40960 kern.maxfilesperproc=20480






Compatibility


We try to keep Node Bootstrap updated with the latest versions of Node, Express and Bootstrap. In some cases, where it
makes sense, branches compatible with older versions are created: https://github.com/inadarei/nodebootstrap/branches to
make upgrade path smoother.





License


(The MIT License)


Copyright (c) 2012-2015 Irakli Nadareishvili @inadarei [http://twitter.com/inadarei]


Permission is hereby granted, free of charge, to any person obtaining
a copy of this software and associated documentation files (the
‘Software’), to deal in the Software without restriction, including
without limitation the rights to use, copy, modify, merge, publish,
distribute, sublicense, and/or sell copies of the Software, and to
permit persons to whom the Software is furnished to do so, subject to
the following conditions:


The above copyright notice and this permission notice shall be
included in all copies or substantial portions of the Software.


THE SOFTWARE IS PROVIDED ‘AS IS’, WITHOUT WARRANTY OF ANY KIND,
EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF
MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT.
IN NO EVENT SHALL THE AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY
CLAIM, DAMAGES OR OTHER LIABILITY, WHETHER IN AN ACTION OF CONTRACT,
TORT OR OTHERWISE, ARISING FROM, OUT OF OR IN CONNECTION WITH THE
SOFTWARE OR THE USE OR OTHER DEALINGS IN THE SOFTWARE.
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  Source code for govservices.models

"""
govservices.models
==================

.. autoclass:: Agency
   :undoc-members:
   :members:

.. autoclass:: SubService
   :undoc-members:
   :members:

.. autoclass:: ServiceTag
   :undoc-members:
   :members:

.. autoclass:: LifeEvent
   :undoc-members:
   :members:

.. autoclass:: ServiceType
   :undoc-members:
   :members:

.. autoclass:: Service
   :undoc-members:
   :members:

.. autoclass:: Dimension
   :undoc-members:
   :members:

"""
from django.db import models

[docs]class Agency(models.Model):
    acronym = models.CharField(max_length=128)

    def __unicode__(self):
        return self.acronym



[docs]class SubService(models.Model):
    cat_id = models.CharField(max_length=512)
    desc = models.TextField(null=True, blank=True)
    name = models.CharField(max_length=512, null=True, blank=True)
    info_url = models.CharField(max_length=512, null=True, blank=True)
    primary_audience = models.CharField(max_length=512, null=True, blank=True)
    agency = models.ForeignKey(Agency, default=1)

    def __unicode__(self):
        return self.name

    class Meta:
        unique_together = ['agency','cat_id']



[docs]class ServiceTag(models.Model):
    label = models.CharField(max_length=512)

    def __unicode__(self):
        return self.label



[docs]class LifeEvent(models.Model):
    label = models.TextField()

    def __unicode__(self):
        return self.label



[docs]class ServiceType(models.Model):
    label = models.TextField()

    def __unicode__(self):
        return self.label



[docs]class Service(models.Model):
    # composite key
    src_id  = models.CharField(max_length=256)
    agency = models.ForeignKey(Agency, default=1)
    # M:N
    service_types = models.ManyToManyField(ServiceType)
    service_tags =  models.ManyToManyField(ServiceTag)
    life_events =  models.ManyToManyField(LifeEvent)
    # optional properties
    old_src_id = models.IntegerField(null=True, blank=True)
    json_filename  = models.CharField(max_length=512, null=True, blank=True)
    info_url = models.CharField(max_length=512, null=True, blank=True)
    name = models.CharField(max_length=512, null=True, blank=True)
    acronym = models.CharField(max_length=512, null=True, blank=True)
    tagline = models.CharField(max_length=512, null=True, blank=True)
    primary_audience = models.CharField(max_length=512, null=True, blank=True)
    analytics_available = models.CharField(max_length=512, null=True, blank=True)
    incidental = models.CharField(max_length=512, null=True, blank=True)
    secondary = models.CharField(max_length=512, null=True, blank=True)
    src_type = models.CharField(max_length=512, null=True, blank=True)
    description  = models.TextField(null=True, blank=True)
    comment  = models.TextField(null=True, blank=True)
    current = models.CharField(max_length=512, null=True, blank=True)
    org_acronym  = models.CharField(max_length=64, null=True, blank=True) # TODO, remove

    class Meta:
        unique_together = ['agency','src_id']

    def __unicode__(self):
        return "%s: %s: %s" % (self.agency.acronym, self.src_id, self.name)



[docs]class Dimension(models.Model):
    # dim_id + agency are unique
    dim_id = models.CharField(max_length=512)
    agency = models.ForeignKey(Agency)
    name = models.CharField(max_length=512, null=True, blank=True)
    dist = models.IntegerField(null=True, blank=True)
    desc = models.TextField(null=True, blank=True)
    info_url = models.CharField(max_length=512, null=True, blank=True)

    class Meta:
        unique_together = ['agency','dim_id']
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  Source code for govservices.management.commands.update_servicecatalogue

#-*- coding: utf-8; -*-
"""
govservices.management.commands.update_servicecatalogue
=======================================================

It would be highly preferable to refactor this to use a REST API to interrogate
the service catalogue, rather than messing about with the ServiceJsonRepository.

.. autoclass:: Command

"""
import os
from django.core.management.base import BaseCommand, CommandError
from django.conf import settings
from govservices.management.utilities import ServiceJsonRepository
from govservices.management.utilities import ServiceDBRepository
from govservices.management.utilities import Json2DBMigrator

[docs]class Command(BaseCommand):
    """
    manage.py extension. Call with:

        `python manage.py update_servicecatalogue`

    or:

        `python manage.py update_servicecatalogue <entity>`

    where <entity> is the name of one of the classes in metadata.models
    """
    help = 'update the service catalogue in the DB, from the json files'
    # the filesystem json interface is in the repo
    # at ./catalogues/serviceDocuments/<agency>/<service spec>
    _repo_path = settings.SERVICE_CATALOGUE_REPOSITORY_PATH
    _default_catalogue_path = os.path.join(
        _repo_path,
        'catalogues')
    _default_service_docs = os.path.join(
        _default_catalogue_path,
        'serviceDocuments')

    entity_funcs = {
        'Agency': 'update_agency',
        'SubService': 'update_subservice',
        'ServiceTag': 'update_servicetag',
        'LifeEvent': 'update_lifeevent',
        'ServiceType': 'update_servicetype',
        'Service': 'update_service',
        'Dimension': 'update_dimension'}

    def add_arguments(self, parser):
        help_msg = 'Limit sync to specific relational entity %s'
        help_msg = help_msg % str(self.entity_funcs.keys())
        parser.add_argument(
            '--entity',
            action='store',
            dest='entity',
            default=None,
            help=help_msg)
        help_msg = "Access JSON files from non-default location"
        parser.add_argument(
            '--json',
            action='store',
            dest='service_docs',
            default=self._default_service_docs,
            help=help_msg)

    def handle(self, *args, **options):
        j2db = Json2DBMigrator(options['service_docs'])
        if options['entity']:
            if options['entity'] not in self.entity_funcs.keys():
                e = options['entity']
                l = tuple(self.entity_funcs.keys())
                msg = '%s is not one of the entities we can update %s' % (e, l)
                raise CommandError, msg
            else:
                cmd = self.entity_funcs[options['entity']]
                eval("j2db.%s()" % cmd)
        else:  # do everything
            for k in self.entity_funcs.keys():
                cmd = self.entity_funcs[k]
                eval("j2db.%s()" % cmd)
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  All modules for which code is available
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  Source code for django.db.models.manager

import copy
import inspect
from importlib import import_module

from django.db import router
from django.db.models.query import QuerySet
from django.utils import six
from django.utils.encoding import python_2_unicode_compatible


def ensure_default_manager(cls):
    """
    Ensures that a Model subclass contains a default manager  and sets the
    _default_manager attribute on the class. Also sets up the _base_manager
    points to a plain Manager instance (which could be the same as
    _default_manager if it's not a subclass of Manager).
    """
    if cls._meta.abstract:
        setattr(cls, 'objects', AbstractManagerDescriptor(cls))
        return
    elif cls._meta.swapped:
        setattr(cls, 'objects', SwappedManagerDescriptor(cls))
        return
    if not getattr(cls, '_default_manager', None):
        if any(f.name == 'objects' for f in cls._meta.fields):
            raise ValueError(
                "Model %s must specify a custom Manager, because it has a "
                "field named 'objects'" % cls.__name__
            )
        # Create the default manager, if needed.
        cls.add_to_class('objects', Manager())
        cls._base_manager = cls.objects
    elif not getattr(cls, '_base_manager', None):
        default_mgr = cls._default_manager.__class__
        if (default_mgr is Manager or
                getattr(default_mgr, "use_for_related_fields", False)):
            cls._base_manager = cls._default_manager
        else:
            # Default manager isn't a plain Manager class, or a suitable
            # replacement, so we walk up the base class hierarchy until we hit
            # something appropriate.
            for base_class in default_mgr.mro()[1:]:
                if (base_class is Manager or
                        getattr(base_class, "use_for_related_fields", False)):
                    cls.add_to_class('_base_manager', base_class())
                    return
            raise AssertionError(
                "Should never get here. Please report a bug, including your "
                "model and model manager setup."
            )


@python_2_unicode_compatible
class BaseManager(object):
    # Tracks each time a Manager instance is created. Used to retain order.
    creation_counter = 0

    #: If set to True the manager will be serialized into migrations and will
    #: thus be available in e.g. RunPython operations
    use_in_migrations = False

    def __new__(cls, *args, **kwargs):
        # We capture the arguments to make returning them trivial
        obj = super(BaseManager, cls).__new__(cls)
        obj._constructor_args = (args, kwargs)
        return obj

    def __init__(self):
        super(BaseManager, self).__init__()
        self._set_creation_counter()
        self.model = None
        self.name = None
        self._inherited = False
        self._db = None
        self._hints = {}

    def __str__(self):
        """ Return "app_label.model_label.manager_name". """
        model = self.model
        app = model._meta.app_label
        return '%s.%s.%s' % (app, model._meta.object_name, self.name)

    def deconstruct(self):
        """
        Returns a 5-tuple of the form (as_manager (True), manager_class,
        queryset_class, args, kwargs).

        Raises a ValueError if the manager is dynamically generated.
        """
        qs_class = self._queryset_class
        if getattr(self, '_built_with_as_manager', False):
            # using MyQuerySet.as_manager()
            return (
                True,  # as_manager
                None,  # manager_class
                '%s.%s' % (qs_class.__module__, qs_class.__name__),  # qs_class
                None,  # args
                None,  # kwargs
            )
        else:
            module_name = self.__module__
            name = self.__class__.__name__
            # Make sure it's actually there and not an inner class
            module = import_module(module_name)
            if not hasattr(module, name):
                raise ValueError(
                    "Could not find manager %s in %s.\n"
                    "Please note that you need to inherit from managers you "
                    "dynamically generated with 'from_queryset()'."
                    % (name, module_name)
                )
            return (
                False,  # as_manager
                '%s.%s' % (module_name, name),  # manager_class
                None,  # qs_class
                self._constructor_args[0],  # args
                self._constructor_args[1],  # kwargs
            )

    def check(self, **kwargs):
        return []

    @classmethod
    def _get_queryset_methods(cls, queryset_class):
        def create_method(name, method):
            def manager_method(self, *args, **kwargs):
                return getattr(self.get_queryset(), name)(*args, **kwargs)
            manager_method.__name__ = method.__name__
            manager_method.__doc__ = method.__doc__
            return manager_method

        new_methods = {}
        # Refs http://bugs.python.org/issue1785.
        predicate = inspect.isfunction if six.PY3 else inspect.ismethod
        for name, method in inspect.getmembers(queryset_class, predicate=predicate):
            # Only copy missing methods.
            if hasattr(cls, name):
                continue
            # Only copy public methods or methods with the attribute `queryset_only=False`.
            queryset_only = getattr(method, 'queryset_only', None)
            if queryset_only or (queryset_only is None and name.startswith('_')):
                continue
            # Copy the method onto the manager.
            new_methods[name] = create_method(name, method)
        return new_methods

    @classmethod
    def from_queryset(cls, queryset_class, class_name=None):
        if class_name is None:
            class_name = '%sFrom%s' % (cls.__name__, queryset_class.__name__)
        class_dict = {
            '_queryset_class': queryset_class,
        }
        class_dict.update(cls._get_queryset_methods(queryset_class))
        return type(class_name, (cls,), class_dict)

    def contribute_to_class(self, model, name):
        # TODO: Use weakref because of possible memory leak / circular reference.
        self.model = model
        if not self.name:
            self.name = name
        # Only contribute the manager if the model is concrete
        if model._meta.abstract:
            setattr(model, name, AbstractManagerDescriptor(model))
        elif model._meta.swapped:
            setattr(model, name, SwappedManagerDescriptor(model))
        else:
            # if not model._meta.abstract and not model._meta.swapped:
            setattr(model, name, ManagerDescriptor(self))
        if (not getattr(model, '_default_manager', None) or
                self.creation_counter < model._default_manager.creation_counter):
            model._default_manager = self

        abstract = False
        if model._meta.abstract or (self._inherited and not self.model._meta.proxy):
            abstract = True
        model._meta.managers.append((self.creation_counter, self, abstract))

    def _set_creation_counter(self):
        """
        Sets the creation counter value for this instance and increments the
        class-level copy.
        """
        self.creation_counter = BaseManager.creation_counter
        BaseManager.creation_counter += 1

    def _copy_to_model(self, model):
        """
        Makes a copy of the manager and assigns it to 'model', which should be
        a child of the existing model (used when inheriting a manager from an
        abstract base class).
        """
        assert issubclass(model, self.model)
        mgr = copy.copy(self)
        mgr._set_creation_counter()
        mgr.model = model
        mgr._inherited = True
        return mgr

    def db_manager(self, using=None, hints=None):
        obj = copy.copy(self)
        obj._db = using or self._db
        obj._hints = hints or self._hints
        return obj

    @property
    def db(self):
        return self._db or router.db_for_read(self.model, **self._hints)

    #######################
    # PROXIES TO QUERYSET #
    #######################

    def get_queryset(self):
        """
        Returns a new QuerySet object.  Subclasses can override this method to
        easily customize the behavior of the Manager.
        """
        return self._queryset_class(self.model, using=self._db, hints=self._hints)

    def all(self):
        # We can't proxy this method through the `QuerySet` like we do for the
        # rest of the `QuerySet` methods. This is because `QuerySet.all()`
        # works by creating a "copy" of the current queryset and in making said
        # copy, all the cached `prefetch_related` lookups are lost. See the
        # implementation of `RelatedManager.get_queryset()` for a better
        # understanding of how this comes into play.
        return self.get_queryset()

    def __eq__(self, other):
        return (
            isinstance(other, self.__class__) and
            self._constructor_args == other._constructor_args
        )

    def __ne__(self, other):
        return not (self == other)

    def __hash__(self):
        return id(self)


class Manager(BaseManager.from_queryset(QuerySet)):
    pass


class ManagerDescriptor(object):
    # This class ensures managers aren't accessible via model instances.
    # For example, Poll.objects works, but poll_obj.objects raises AttributeError.
    def __init__(self, manager):
        self.manager = manager

    def __get__(self, instance, type=None):
        if instance is not None:
            raise AttributeError("Manager isn't accessible via %s instances" % type.__name__)
        return self.manager


class AbstractManagerDescriptor(object):
    # This class provides a better error message when you try to access a
    # manager on an abstract model.
    def __init__(self, model):
        self.model = model

    def __get__(self, instance, type=None):
        raise AttributeError("Manager isn't available; %s is abstract" % (
            self.model._meta.object_name,
        ))


class SwappedManagerDescriptor(object):
    # This class provides a better error message when you try to access a
    # manager on a swapped model.
    def __init__(self, model):
        self.model = model

    def __get__(self, instance, type=None):
        raise AttributeError("Manager isn't available; %s has been swapped for '%s'" % (
            self.model._meta.object_name, self.model._meta.swapped
        ))


class EmptyManager(Manager):
    def __init__(self, model):
        super(EmptyManager, self).__init__()
        self.model = model

    def get_queryset(self):
        return super(EmptyManager, self).get_queryset().none()
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  Source code for crawler.models

"""
crawler.models
==============

An ORM interface to the DB which is shared with the disco_crawler node.js app. 

.. autoclass:: WebDocument
"""
from __future__ import unicode_literals
from django.db import models


[docs]class WebDocument(models.Model):
    """
    Resource downloaded by the disco_crawler node.js app.

    The document attribute is a copy of the resource which was downloaded.

    url uniquely defines the resource (there is no numeric primary key). 
    host, path, port and protocol are attributes about the HTTP request
    used to retrieve the resource. lastfetchdatetime and nextfetchdatetime
    are heuristically determined and drive the behavior of the crawler. _hash
    is indexed and has a coresponding attribute in the metadata.Resource class
    (these are compared to determine if the metadata is dirty).

    The rest of the attributes are derived from the content of the document.
    """
    url = models.TextField(primary_key=True)
    host = models.CharField(max_length=255, blank=True, null=True)
    document = models.BinaryField(blank=True, null=True)
    lastfetchdatetime = models.DateTimeField(db_column='lastFetchDateTime', blank=True, null=True)  # Field name made lowercase.
    nextfetchdatetime = models.DateTimeField(db_column='nextFetchDateTime', blank=True, null=True)  # Field name made lowercase.
    path = models.TextField(blank=True, null=True)
    port = models.IntegerField(blank=True, null=True)
    protocol = models.CharField(max_length=255, blank=True, null=True)
    httpcode = models.IntegerField(db_column='httpCode', blank=True, null=True)  # Field name made lowercase.
    contenttype = models.CharField(db_column='contentType', max_length=255, blank=True, null=True)  # Field name made lowercase.
    statedata = models.TextField(db_column='stateData', blank=True, null=True)  # Field name made lowercase. This field type is a guess.
    fetchstatus = models.CharField(db_column='fetchStatus', max_length=255, blank=True, null=True)  # Field name made lowercase.
    fetched = models.NullBooleanField()
    outlinks = models.TextField(blank=True, null=True)  # This field type is a guess.
    _hash = models.CharField(db_column='hash', max_length=255, blank=True, null=True)
    version = models.IntegerField(blank=True, null=True)
    created_at = models.DateTimeField()
    updated_at = models.DateTimeField()

    class Meta:
        managed = False
        db_table = 'webDocuments'
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  Source code for crawler.tasks

"""
crawler.tasks
=============

This module contains integration tasks for synchronising this DB with the metadata used in the rest of the discovery layer.

.. autofunction:: sync_from_crawler

.. autofunction:: sync_updates_from_crawler

"""
from celery import shared_task
from django.db import connection
from .models import WebDocument
from metadata.tasks import insert_resource_from_row
from metadata.tasks import update_resource_from_row
from celery.utils.log import get_task_logger
logger = get_task_logger(__name__)

@shared_task
[docs]def sync_from_crawler(limit=None):
    """dispatch metadata.Resource inserts for **new** crawler.WebDocuments"""
    DEFAULT_LIMIT = 12000 # 2/3 of throughput given 3 minute beat
    if limit is None:
        limit = DEFAULT_LIMIT
    if type(limit) != type(9):
        try:
            limit = int(limit)
        except:
            limit = DEFAULT_LIMIT
    logger.debug('sync_from_crawler: limit={0}'.format(limit,))

    raw_sql = '''
        select
            url, hash, protocol, "contentType",
            host, port, path, "lastFetchDateTime"
        from "webDocuments"
        where "fetchStatus" = 'downloaded'
        and url not in (
            select url
            from metadata_resource
        )
        LIMIT %d''' % limit
    logger.debug(raw_sql)

    cursor = connection.cursor()
    cursor.execute(raw_sql)
    for row in cursor:
        row = list(row)
        row[7] = row[7].isoformat()
        logger.debug('sync_from_crawler: dispatching {0}'.format(row,))
        insert_resource_from_row.delay(row)


@shared_task
def delete_metadata_when_missing(limit=None):
    """delete from metadata.Resource when the crawler finds it missing

    per #76... delete if

    if metadata.url == webDocument.url AND:

    (metadata.hash is not null AND webDocument.hash is null) OR
    (webDocument.httpCode != (2xx or 3xx)) OR
    (fetchStatus == )


    "failed", "notfound", "redirected" sh
    """
    DEFAULT_LIMIT = 1000
    if limit is None:
        limit = DEFAULT_LIMIT
    if type(limit) != type(9):
        try:
            limit = int(limit)
        except:
            limit = DEFAULT_LIMIT

    raw_sql = '''
        select
            wd.url
        from
            "webDocuments" as wd
        where wd."fetchStatus" in ("failed", "notfound", "redirected")
        and wd.url in (select url from metadata_resource)
        LIMIT %d''' % limit
    cursor = connection.cursor()
    cursor.execute(raw_sql)
    for row in cursor:
        delete_resource_with_url.delay(row[0])


@shared_task
[docs]def sync_updates_from_crawler(limit=None):
    """dispatch metadata.Resource updates for **changed** crawler.WebDocuments"""
    DEFAULT_LIMIT = 1000
    if limit is None:
        limit = DEFAULT_LIMIT
    if type(limit) != type(9):
        try:
            limit = int(limit)
        except:
            limit = DEFAULT_LIMIT

    raw_sql = '''
        select
            wd.url, wd.hash, wd.protocol, wd."contentType",
            wd.host, wd.port, wd.path, wd."lastFetchDateTime"
        from
            "webDocuments" as wd,
            metadata_resource as mr
        where wd."fetchStatus" = 'downloaded'
        and wd.url = mr.url
        and wd.hash != mr.hash
        LIMIT %d''' % limit
    cursor = connection.cursor()
    cursor.execute(raw_sql)
    for row in cursor:
        row=list(row)
        row[7] = row[7].isoformat()
        update_resource_from_row.delay(row)
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